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Abstract 
Over the past decades, the size and complexity of software within products has 
grown rapidly. Furthermore, the variation in products has increased. One way to 
cope with these trends is to develop products within the context of a product 
family. Product family development introduces a structured approach for 
reusing software across the products within the family. Product families are 
gaining in importance in the software industry. 

This thesis presents the work we have performed at Philips Research using 
industrial cases. It consists of three parts, each addressing an area of research 
related to product family development.  

In the first part we deal with the question how variation can be supported in a 
product family. We describe two methods for dealing with variation. The first 
method uses component frameworks with plug-in components. The component 
frameworks capture the generic functionality and form a stable part of the 
software architecture. The plug-in components provide the specific functionality 
that is needed to make a specific product. We focus especially on component 
frameworks, where the functionality is defined in the form of services. We 
describe a second method that is used for the development of a platform with 
reusable components. For a specific product components can be reused from 
this platform. An important element of this method is the explicit handling of 
interfaces, allowing the exchange of components providing the same interface. 
Another important element is the use of information models, which describe the 
data that are exchanged via the interfaces. 

In the second part of this thesis we describe a method that contributes to the 
management of complexity, especially product families. This method uses 
design aspects, which are related to views that crosscut the main decomposition 
of a system, such as data logging or error handling. They provide a valuable 
structuring mechanism for the various phases of development; we will give 
various examples of this. Design aspects help to obtain components that can be 
easily reused. Since design aspects do not deal with domain specific 
functionality, the design aspects and their relation to the architecture 
requirements we describe in our study are broader applicable.  

In the third part we deal with the question how a product family approach can 
be successfully introduced and maintained. In this part, we deal not only with 
technical issues, but also with business, process and organization issues. Based 
on a number of case studies, we identify important factors that must be 
considered to obtain successful product family development. Furthermore, we 
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introduce a classification scheme for product family approaches, which is based 
platform coverage and variation mechanisms. This classification scheme 
supports the selection of a suitable product family approach and can be used to 
evaluate and compare existing product families. We also discuss product family 
introduction strategies using the scheme.  
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Samenvatting 
De laatste jaren is de omvang en complexiteit van software in producten snel 
gegroeid. Bovendien is de productvariatie toegenomen. Eén manier om met 
deze trends om te gaan is het ontwikkelen van producten in de context van een 
productfamilie. Productfamilie-ontwikkeling introduceert een gestructureerde 
aanpak voor het hergebruiken van software in de producten van de familie. Het 
belang van productfamilies groeit in de software industrie. 

Dit proefschrift presenteert het werk dat we bij Philips Research hebben 
uitgevoerd, gebruik makende van studies van industriële systemen. Het bestaat 
uit drie delen, die elk een onderzoeksgebied adresseren gerelateerd aan 
productfamilie-ontwikkeling. 

In het eerste deel behandelen we de vraag hoe variatie ondersteund kan worden 
binnen een productfamilie. We beschrijven twee methoden om met variatie om 
te gaan. De eerste methode maakt gebruik van raamwerkcomponenten en 
insteekcomponenten. De raamwerkcomponenten bevatten de generieke 
functionaliteit en vormen een stabiel onderdeel van de software architectuur. De 
insteekcomponenten bieden de specifieke functionaliteit die nodig is om 
specifieke producten te maken. Wij richten ons met name op service-
raamwerkcomponenten, waarbij de functionaliteit is gedefinieerd in de vorm 
van services. We beschrijven een tweede methode die gebruikt wordt voor de 
ontwikkeling van een platform met herbruikbare componenten. Voor een 
specifiek product kunnen componenten worden hergebruikt uit dit platform. Een 
belangrijk element van deze methode is het expliciet omgaan met interfaces, 
waardoor het mogelijk wordt om componenten uit te wisselen die dezelfde 
interface aanbieden. Een ander belangrijk element is het gebruik van 
informatiemodellen, die de data beschrijven die via interfaces worden 
uitgewisseld. 

In het tweede deel van dit proefschrift beschrijven we een methode die bijdraagt 
tot het beheersen van de complexiteit, met name in productfamilies. Deze 
methode maakt gebruik van ontwerpaspecten, die gerelateerd zijn aan 
gezichtspunten die de hoofdopdeling van een systeem doorsnijden, zoals het 
loggen van data of het afhandelen van fouten. Ze bieden een waardevol 
structureringsmechanisme voor de verschillende ontwikkelfases; we zullen 
hiervan verschillende voorbeelden tonen. Ontwerpaspecten dragen bij tot het 
verkrijgen van componenten die gemakkelijk hergebruikt kunnen worden. 
Aangezien ontwerpaspecten geen betrekking hebben op domeinspecifieke 
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functionaliteit, zijn de ontwerpaspecten en hun relatie tot de architectuureisen, 
die we beschrijven in onze studie, breder toepasbaar. 

In het derde deel behandelen we de vraag hoe een productfamilie-aanpak op een 
succesvolle manier kan worden geïntroduceerd en onderhouden. In dit deel 
behandelen we niet alleen technische zaken, maar ook bedrijfs-, proces- en 
organisatiezaken. Gebaseerd op een aantal systeemstudies, identificeren we 
belangrijke factoren die in acht genomen moeten worden om te komen tot 
succesvolle productfamilie-ontwikkeling. Daarnaast introduceren we een 
classificatieschema voor productfamilie-aanpakken dat gebaseerd is op 
platformdekking en variatiemechanismen. Dit classificatieschema ondersteunt 
de keuze van een geschikte productfamilie-aanpak en kan gebruikt worden om 
bestaande productfamilies te evalueren en vergelijken. We bespreken ook 
introductiestrategieën voor productfamilies, gebruikmakende van dit schema.
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1 Introduction 

Chapter 1  
Introduction 

Software engineering is a relatively new discipline compared with, for example, 
building houses or cars. It was only in the late 60s of the previous century that 
people like Dijkstra [20] or Parnas [74][75][76] started writing about a 
structured approach for software engineering. Since other disciplines already 
have a longer history, it may be worth investigating how certain problems have 
been tackled there. 

Take for example the car industry. When you buy a new car there are a number 
of optional extras, such as a car stereo, a sunroof or electric mirrors. Different 
variants are also available, e.g. an engine that runs on gas or one that runs on 
diesel. This means that a car manufacturer has to be able to cope with different 
variants of car parts and optional car parts. Another interesting observation is 
that different car types sometimes share the same chassis. For example, the VW 
Golf and the Audi A3 have the same chassis. This means that both car types are 
built on the same basis. So, the car industry is already working with optional 
parts, variants, and platforms (chassis) on which different products can be 
based. This allows them to make a range of different products with a limited 
amount of effort. In software engineering concepts such as variants, optional 
parts and reusable platforms are relatively new. Up to now, these have been 
handled in an ad-hoc way. In this thesis we present, amongst other things, 
research in the area of variation mechanisms and platforms. 

Another example can be found in the construction of a spacecraft. In the Apollo 
13 mission (“Houston, we’ve had a problem”), a problem occurred and the 
mission had to be aborted. The spacecraft consisted of the lunar module and the 
command module. Both modules contained a CO2 filter to maintain the air 
quality. Due to the abnormal situation, the filter in the command module ceased 
to function and had to be replaced. The filter of the lunar module could have 
been used, were it not for the fact that the command module filter was 
rectangular and the lunar module filter was round. The aspect of air filtering 
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was thus handled in different ways for the two modules. When comparing this, 
for example, with the building of houses, we see that a more uniform approach 
is used there. For example, every room in a house needs a connection for the 
radiator, and standard radiator connections are used in the design. From the 
Apollo13 example and the house building domain, we see the importance of 
certain aspects across the design. The house building domain has already had a 
long history in which this important lesson has been learned. The use of aspects 
is also something that is quite new to the software engineering domain. In this 
thesis we will endeavor to explain the importance of aspects in software and to 
propose a way to apply aspects in the development of a software system. 

This chapter is structured as follows. In section 1.1 we will describe the trends 
that we observe in the area of software-intensive products. The motivation for 
the research presented in this thesis is based on these trends. In section 1.2 we 
will describe important areas of research in software engineering that are 
impacted by these trends. Related research for these areas will be discussed. In 
section 1.3 we will present the research questions that this thesis addresses. We 
explain how these questions contribute to the research community. In section 
1.4 we introduce the industrial cases that were used in this work and in section 
1.5 we present the approach that we followed for our research. Finally, section 
1.6  presents the structure of the rest of this thesis. 

1.1 Trends and Research Motivation 

We will focus on software that is embedded in systems. Examples of these 
systems are telecommunication switching systems, medical imaging devices 
and television sets. The role of software in these types of products has increased 
drastically over the years. This growing role not only affects the amount of 
features realized in the software, the requirements made on the actual software 
developed are also very high. For the latter category one can think of the high 
variation that a series of products has to support or the quality that the software 
must have. In the following subsections we describe these trends in greater 
detail.  

1.1.1 Software Size 

Looking back over the past 20 years, we see a dramatic increase in software 
embedded within systems as we will illustrate later on. We identify two reasons 
for this increase: 
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• Firstly, functionality that was previously realized in hardware is now 
being realized in software. One can identify this trend, for example, in 
the image processing of medical imaging systems. Processing 
algorithms that were previously implemented in ASICs1 or FPGAs2 are 
now being implemented in software on top of general-purpose 
hardware. This trend is enabled by the increasing processing power of 
general-purpose hardware on the one hand and the lower hardware 
prices on the other hand. Important reasons for the shift from hardware 
to software are the ease of implementing functionality in software and 
the related flexibility of software. 

• Secondly, over the years progress in the area of software engineering, 
with new techniques and tools, has made it easier to create functionality 
in software. Furthermore, new technology can be integrated into the 
embedded systems, allowing new features. This has led to an increase in 
the features that are being supported by the various systems. These 
features offer the opportunity to distinguish oneself from the 
competition. 

In [73] the increasing size of software in consumer electronics products is 
illustrated.  In Figure 1-1 (taken from [73]) the increasing software size for a 
TV and VCR is illustrated for the period from 1985 to 2000. The increase in 
size follows Moore’s law closely, i.e. it doubles every 18 months. 
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Figure 1-1 – Growth of Embedded Software in CE Products (from 
[73]) 

                                                      
1  Application-Specific Integrated Circuit, a chip designed for a particular application. 
2  Field-Programmable Gate Array, a type of logic chip that can be programmed. 
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The absolute size of the software in certain systems is very large. The work 
performed in the context of this thesis has taken place in the area of professional 
systems, mainly in the area of medical imaging systems, but also in the area of 
telecommunication switching systems. To develop these systems, several 
hundreds of man-years development effort may be needed. This results in 
several million lines of source code (LOC). In Table 1-1 the sizes of a number 
of embedded systems are given (these systems are further discussed in section 
1.4). 

system size 

Telecommunication Switching System 800,000 LOC 

Medical Modality System 1 3,000,000 LOC 

Medical Modality System 2 3,500,000 LOC 

Table 1-1 – Size of Various Embedded Systems 

1.1.2 Variation 

In addition to the increasing software size in products, the software also has to 
support an increasing amount of variation. This means that on the basis of a 
shared core, several products are delivered to the market. Over the years, the 
amount of variation that has to be supported increases for various products. 
Several causes can be identified for this increase. 

• As already identified in the previous section, the size of software within 
the various products has increased drastically. This means that it is no 
longer feasible to build similar products from scratch. Instead, 
development effort must be reused to build a range of products. 

• The shift from hardware to software also gave rise to new opportunities. 
The flexibility offered by software made it relatively easy to 
incrementally add new features to a product, or to offer optional 
features to the customers. This allows a company to offer to its 
customers products that can be tuned to meet specific needs. For 
example, for the telecommunication switching system that was studied 
in this thesis the variation allowed the company to serve niche markets. 
Every customer of these systems had their own requirements that had to 
be served. This was only possible due to the supported variation. This 
variation offers important differentiation from competitors. 
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• With the globalization of markets, it has become important to be able to 
serve the needs of customers in different regions of the world. In 
different regions, different requirements may exist, e.g. different 
networking standards. An important point of variation is of course also 
the languages that the system should support. 

• Another important cause is the continuous introduction of new or 
improved technology, enabling new features and options. Take, for 
example, the medical MR (Magnetic Resonance) scanner. Due to 
improvement of the image quality and the increasing image 
reconstruction speeds, the MR scanners enter the domain of 
interventional imaging. In the past, the scanners were only used for 
diagnostic imaging. As one might imagine, systems that are used for 
interventional imaging require additional applications. 

As an illustration of this, an increasing number of applications can be found in 
the MR scanner. When this system was first released about 20 years ago, the 
system hardly supported any variation. If we look at the system now, the 
software supports over thirty configuration items3 and over fifty software 
options4 [118]. This top-level variation again is based on many points of 
variation in the code. 

At the start of this chapter, we mentioned that support for variation is not 
specific to software, but can also be found in other disciplines as well. However, 
several years ago, this topic was relatively new to the software engineering 
discipline. This first led to research in the area of variation mechanisms5, 
followed by investigations into the corresponding processes and organizational 
forms that must be applied when dealing with variation. 

                                                      
3  In the context of this MR scanner, a configuration item deals with variable pieces of 

hardware and the corresponding software. Usually, one of several variants must be 
selected for a configuration item; only one of them may be present in the system. 

4  In the context of this MR scanner, a software option is an optional piece of 
functionality that is realized entirely in software. 

5  In this thesis we refer to mechanisms that support the realization of variation within a 
system as variation mechanisms. In literature, these mechanisms are also called 
variability mechanisms, see e.g. [14]. 
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1.1.3 Quality 

Industrial organizations are continuously striving to improve their product 
creation capabilities in order to deliver products to global markets, meet 
customer needs and exceed customer expectations. We saw already in the 
previous two sections that this has led to an increase in the amount of software 
contained in the products and the variation that the software has to support. 

In addition to that, however, the products have to have a high integral quality 
[71]. This integral quality can be composed of several elements: 

• Qualities that affect the business performance: e.g. time to market 
• Qualities that characterize the development process performance: e.g. 

reusability 
• Qualities that affect the user-perceived product performance: so-called 

product qualities: e.g. performance, safety, interoperability 
• Qualities that are intrinsic to the product: e.g. conceptual integrity of its 

software architecture 

So, in addition to the growing complexity caused by the increasing size and 
rising variation, the products must also fulfill tougher requirements concerning 
certain product qualities. For example, in highly competitive markets a short 
time-to-market is of the utmost importance. In the case of medical imaging 
products the safety requirements are very high, e.g. a source of X-rays should 
not emit more radiation than specified. In the medical domain, but also in the 
consumer domain, higher demands are made on the interoperability of products; 
it should be possible to present a collection of individual products to the 
customer as one integrated whole. 

It is important to find the right balance between all these requirements. 
Technology, architecture and development methods should support the 
realization of this multitude of requirements. 

1.2 Software Engineering 

In the previous section, trends have been identified for software in embedded 
products. To deal with these trends research has been performed on several 
topics within the software engineering discipline. The research community has 
worked on solutions at several levels. In the following subsections, we will 
discuss the research areas that are relevant for the work presented in this thesis. 



 

  

 

Introduction   7    

1.2.1 Reuse 

As we have seen, the size and complexity of the software in products is 
increasing, whilst at the same time higher demands are being made on the time-
to-market. The trends drastically increase the demands made on the software 
development. There are several ways to deal with these increasing demands. 

• One is to outsource parts of the software development to external 
software houses. This temporarily increases the development crew, 
reducing the time-to-market. When outsourcing to countries like India, 
the labor costs are lower, but more attention has to be paid to 
organizational issues. 

• Another solution is to increase the efficiency of software development 
within the organization. As discussed in [36], some companies can 
obtain an efficiency improvement of 10% per year. This does not, 
however, apply to all companies in all markets. 

• A third solution is to reuse software across products.  By reusing 
software over several products, the development effort is shared. We 
will focus on this third option. 

The reuse of software contributes to the efficient development of products. In 
addition to that, some of the other issues mentioned earlier are also tackled, for 
example: 

• The software is reused in several different products. This means that the 
software is used more often than when it was only used in one product. 
This will contribute to the reliability and safety of the products. This is 
especially relevant in the context of medical imaging systems. Reifer 
[89], for example, describes how reuse methods can improve software 
reliability and also reduce the production time. 

• The reused software can also include functionality that deals with user 
interaction, like the GUI, or with the interconnecting of several products 
to form a larger whole. This is, for example, relevant in a hospital 
context where a physician has to deal with several systems in a number 
of different places. Here it is important for the systems to have a 
common look and feel and to interact seamlessly with each other. As a 
consequence, the reuse of software can be helpful in this scenario. The 
importance is illustrated by a press release from Siemens [97] about 
their Syngo imaging platform, which states: “It […] illustrates the 
Syngo approach of ‘learn one – know all’.” 

• Furthermore, if existing software can be used in new products this 
should mean that development can be completed more quickly. This 
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would be beneficial to the time-to-market, offering a competitive 
advantage. 

Reuse can be performed at different levels. Roughly speaking, one can identify 
the reuse of software that is commercially provided by another company, or 
reuse of software that is reused within a company. The first category includes 
software like operating systems or databases, i.e. infrastructural components. 
The COTS (Commercially Off The Shelf) components also fall into this 
category. In [83] a process is described for the selection of COTS, especially in 
the context of product family development. It is illustrated that the evaluation of 
a component can bring new insights with regard to the requirements, the 
variability and architectural styles and patterns. The second category includes 
domain-specific functionality for a range of products within a company, i.e. 
intra-organizational reuse. Of course, other variants also exist, e.g. a vendor that 
targets a limited set of medical imaging companies, e.g. with DICOM (Digital 
Imaging and Communications in Medicine) functionality. When considering 
CBSE (Component-Based Software Engineering, see next section), components 
from both outside and inside the company must be integrated into a system. In 
[12] it is stated that “this variety of sources is both a major strength of the 
component-based approach, and a major challenge, the components have varied 
pedigree, many unknown attributes, and are of varied quality”. 

1.2.2 Components and Interfaces 

After object-oriented development and programming was first introduced with 
the programming language Simula in 1967 [19], it started to grow in the 80s and 
90s. Several benefits apply to the object-oriented way of working. It introduces 
an intuitive way of modeling a system, consisting of separate objects, each 
representing some entity in the problem or solution domain. The objects provide 
an encapsulation of functionality. Furthermore, the availability of inheritance 
enables reuse. Although the object-oriented approach has a number of benefits, 
there are also some problems. Some of the problems are: 

• Object-oriented development only provides abstractions at a single 
level. When the complexity and size of the software increases, the 
abstraction becomes too low. For example, in [96] the containment of 
complexity is identified as an important benefit for applying 
components compared to pure object modeling. A similar reason can be 
found in [26], where it is stated that black-box frameworks are easier to 
use than white-box frameworks. A black-box framework only exposes 
the relevant functionality, whereas a white-box framework exposes the 
internal structure. 
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• The interfaces are coupled directly to object classes and often no 
difference is made between different kinds of interfaces (internal and 
external). As identified in [96], some OO approaches introduce a kind 
of packaging of classes. For such a package it is specified what the 
public (external) methods are. This concept of package goes in the 
direction of components. Specifying the public methods avoids the 
unnecessary exposure of the implementation.  

• The fragile base class problem (see section 7.4 of [102]) relates to the 
use of implementation inheritance. The problem is how to keep a 
subclass valid in the presence of different versions of its superclasses 
and evolution of the implementation of these superclasses. 

• The use of an object-oriented platform with reuse on class level 
(‘source code re-use model’) imposes a severe restriction on platform 
users to use a certain programming language and programming 
environment. When looking at the component technology, 
programming language independence is considered as an important 
benefit, as described in [91] for COM, for example. 

All the problems mentioned above lead to testing and maintenance problems. 
There are too many dependencies between the (many) pieces of software. They 
cannot, therefore, be tested and maintained separately. Furthermore, the life 
cycles of the different pieces of software are closely coupled and not 
independent enough. 

A clear component structure solves a lot of these problems. Such a structure can 
clearly indicate how the various components are related. It is also possible to 
define different levels of components, and the internals of a component that are 
not relevant for other components can be shielded. In this way different levels 
of abstraction can be maintained, and the interfaces can be managed more 
explicitly. Furthermore, the interdependencies within the systems can be 
managed more effectively. It must be noted that although the components are 
introduced, the object-oriented way of working is still very useful; the 
functionality within the components can still be developed according to this 
paradigm. Szyperski also identifies the needs for both objects and modules 
(components) [101]. That is why the ideas of object-orientation and components 
should be combined, as, for example, the Catalysis method [22] describes. 

A component-based approach introduces at least two important concepts to deal 
with the problems described above: 

• Components. Components group the functionality of a number of 
classes. This introduces additional abstraction levels into the system. 
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Furthermore, the implementation of a component is completely shielded 
via its interfaces. 

• Interfaces. A separation is made between functionality that is used 
within components and across components. The functionality that is 
used across components is captured in interfaces and explicitly 
managed.  

Components can be considered as the entity for reuse. This is also what 
Szyperski states in [102]. He identifies the following characteristic properties 
for components: 

• a component is a unit of independent deployment; 
• a component is a unit of third-party composition; 
• a component has no persistent state. 

Here, we also see the main difference to objects; a component is something that 
is mainly relevant in construction of the system (not during execution of the 
code), whereas an object is instantiated during execution and has a state. Based 
on these characteristics, Szyperski proposes the following definition: 

A software component is a unit of composition with contractually specified 
interfaces and explicit context dependencies only. A software component 
can be deployed independently and is subject to composition by third 
parties. 

This definition of a component is much narrower than the definition used in, for 
example, “Software reuse” [36]. 

The first characteristic mentioned above is an important one for the reuse of 
software components in several systems. To allow independent deployment it is 
required to explicitly deal with the interfaces of components. In [56], Luckham 
et al. describe two types of interfaces: provides and requires interfaces. The first 
type of interfaces describes the functionality that is provided by the components 
to the environment. These interfaces are mostly referred to. However, the 
require interfaces are equally important for the deployment of a component; 
these interfaces describe what a component expects from its environment. If 
these interfaces are not provided by the environment, the component cannot 
function. In addition to the functional interface calls, the non-functional 
behavior of the components must also be specified, e.g. the performance or 
memory usage. In [40], Jonkers describes I-Specs (interface specifications) as 
well as C-Specs (component specifications). Such a C-Spec specifies which 
interfaces the component supports, but also contains a description of other non-
functionality properties like performance. 
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Usually, one interface has a relation to one or more other interfaces. When this 
is the case, it becomes difficult to describe the behavior of each interface 
individually. Instead, the behavior of a set of logically related interfaces must be 
described together. For example, in the case of a component framework 
together with plug-in components, the interfaces provided by the component 
framework to the plug-in components are related to the interfaces that the plug-
in components provide to the component framework. That is why Jonkers 
introduces the concept of interface suite [39]. The interfaces belonging to an 
interface suite are documented together. 

As component technologies, COM [91] from Microsoft, CORBA [7] from the 
OMG, and JavaBeans [98] from Sun Microsystems were introduced in the 90s. 
Microsoft has now moved towards .NET [55] where the components are called 
assemblies.  

1.2.3 Software Architecture 

In the 70s work was already being carried out on software architecture. For 
example, Parnas [74] describes criteria to be used in decomposing a system. In 
the 90s a lot of attention was paid to software architecture as a new, up-and-
coming discipline. This is indicated by titles ranging from “Foundations for the 
Study of Software Architecture” [80] (1992) to “Software Architecture: 
Perspectives on an Emerging Discipline” [95] (1996) to “Software Architecture 
in Practice” [4] (1998) to “Applied Software Architecture” [34] (2000) to 
“Design & Use of Software Architectures” [10] (2000). 

In literature, several definitions of architecture can be found, e.g. [4], [35]. In 
[4], software architecture is defined as “the structure or structures of the system, 
which comprise software components, the externally visible properties of those 
components, and the relationships between them”. This definition focuses on 
the components and the relationships between them. However, architecture also 
involves overarching rules and guidelines for building the components, 
decisions about how the architecture is to evolve in the future, etc. That is why 
we believe the definition given by IEEE [35] is more suitable, namely that an 
architecture is “the fundamental organization of a system embodied in its 
components, their relationships to each other and to the environment, and the 
principles guiding its design and evolution”. 

As already identified in section 1.1.1, the size of software is increasing 
drastically. This increases the need to have a good structure laid down in the 
architecture of a system so as to make the increasing complexity more 
manageable. The decomposition of the system into smaller parts is relevant for 
the division of work over groups within the organization [74]. This structure is 
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also beneficial for evolution of the system during its lifetime [57] [93]. 
Evolution is essential, since the lifetime of systems is also increasing. 

The qualities of products are described in section 1.1.3. The architecture has a 
very important stake in the realization of the various quality attributes. For 
example, if the system is decomposed in such a way that a performance 
bottleneck occurs for the transfer of large amounts of data, this can no longer be 
resolved in the realization of the software. In [10], a process is described using 
architecture transformation to obtain an architecture that supports the required 
quality attributes. Furthermore, in order to support the required variability the 
architecture must prescribe the right variation mechanisms and possibly identify 
where these mechanisms should be used. 

Within an architecture, rules and guidelines are prescribed. This includes certain 
interfaces that must be provided by the components in the system. Certain 
components are also identified in the architecture. This means that an 
architecture is indispensable for the reuse of components within several 
products; the user of the component must know which context must be provided 
for the component to work. If there is no description of how to combine 
components, the problem of architectural mismatch will occur [30]; it then 
becomes very hard to build a system from existing parts. 

An architecture is therefore important to: 

• make the growing complexity manageable; 
• support the division of work; 
• support the evolution of the system; 
• realize features (both functional and non-functional); 
• reuse components in different products. 

A lot of architectures are represented by box-and-line diagrams depicting the 
main components of the system and their interconnects. Such diagrams may, 
however, be ambiguous and can, for example, not be analyzed in a formal way. 
That is why Architecture Description Languages (ADLs) have been proposed, 
such as Darwin [58], Koala [73] or xADL [41].  

The sharing of architectural knowledge has also increased. An important 
contribution here is made by the knowledge that has been captured in patterns, 
e.g. architectural patterns [13] or design patterns [29]. 
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1.2.4 Product Families  

In section 1.1 on trends we noted that the software size is increasing and that the 
demands on the variation and other qualities of products are rising drastically. 
In this section we have already identified software engineering techniques that 
will help us to respond to these trends. These techniques are combined in 
product family engineering. A product family enables reuse of components with 
interfaces based on a product family architecture. The value from reuse for 
product families is higher than for ad hoc reuse, because several assets are 
engineered explicitly for reuse [31], [49]. It must be said that this requires a 
larger initial investment. 

In recent years, considerable attention has been paid to product family research. 
Several European projects have focused on this topic. For example, the 
European ESPRIT project ARES (Architectural Reasoning for Embedded 
Systems, 1995-1998) resulted in a book “Software Architectures for Product 
Lines” [38]. Three consecutive European ITEA projects have also been 
performed: ESAPS (Engineering Software Architectures, Processes and 
Platforms for System Families, 1999-2001) [23], CAFÉ (From Concepts to 
Application in System-Family Engineering, 2001-2003) [24], Families (FAct-
based Maturity through Institutionalisation of Lessons-learned and Involved 
Exploration of System-family engineering, 2003-2005) [25]. I have participated 
in these last three projects and the related workshops: IW-SAPF-3 [51], PFE-4 
[52], and PFE-5 [54]. The SEI (Software Engineering Institute) is also active in 
this field. The SEI has set up the Product Line Systems Program, which 
resulted, amongst other things, in a book called “Software Product Lines” [14] 
and three software product lines conferences (2000, 2002, 2004). 

In the COPA tutorial [70] the relevance of a product family is described on the 
basis that a company wants to achieve customer value through large commercial 
diversity with a minimum of technical diversity at minimal cost. In order to 
achieve this, we suggest having an architecture-centric component-based 
platform for a product family. The need for some kind of product family 
platform with reusable assets is also apparent from the product family definition 
of the SEI [14]: 

A software product line6 is a set of software-intensive systems sharing a 
common, managed set of features that satisfy the specific needs of a 
particular market segment or mission and that are developed from a 
common set of core assets in a particular way.  

                                                      
6  The term product line describes here the same concept as product family. 
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This common set of core assets forms a platform that can be used to derive the 
individual family members. In the COPA tutorial [70] a definition of platform is 
given, based on a definition from [63]: 

A product family platform is a set of (component-based) subsystems and 
interfaces (with their associated processes, documentation and tools) from 
which a stream of derivative and composite products (families) can be 
developed and produced according to a domain-specific architecture or 
product family architecture. 

Product platforms can have various degrees of integration, see [119]. In some 
cases a lot of common functionality, across the different members of the family, 
has already been pre-integrated and tested. In other cases, the platform is just a 
set of components (intellectual property) that can be combined according to the 
platform-specific architecture composition rules. 

In the context of product families, it is relevant to model the variation within the 
family; what are the commonalities and what are the variabilities? In [1], a 
method is described for modeling the requirements of a product family in an 
object-oriented way using UML as notation. The resulting model is also used as 
a starting point for the design and implementation; the design is considered as 
an extension of the requirements model.  In [104], Thiel et al. describe their way 
of modeling variability. They use feature models to model the variation in the 
requirements. At the architectural level, variation points are then introduced to 
satisfy the variability in the feature model. 

Different variation mechanisms, ranging from configurable components to 
composable components [53], can be applied to realize the variation points in 
the system. Frameworks are an important means for supporting variation. In 
[26] a framework is described as “a reusable semi-complete application that can 
be specialized to suit product custom applications”. Different types of 
frameworks exist. One type is the object-oriented framework [32]; here the 
framework can be specialized using OO techniques like inheritance and object 
composition. In [21], a third technique is described for the design of OO 
frameworks, namely class composition, which combines the benefits of the 
previous two techniques. Another type is the component framework [113], 
where the focus lies on interfaces that are required and provided by the 
components. These are really black-box frameworks as described in [26]. 

When defining components in the context of product families, it is especially 
important to take the variation into account. In [17] Cockburn talks about the 
protected variation pattern: identify points of predicted variation and create a 
stable interface around them. This is a relevant principle for defining component 
frameworks. This pattern relates to the open-closed principle [62]: Modules 
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should be both open (for extension and adaptation) and closed (to avoid 
modification that affects clients). Parnas had already described similar ideas in 
1972 [74]. 

When we look at the (manual) composition of components to form a member of 
a product family, generative programming goes a step further. The idea of 
generative programming is that “if you can compose components manually, you 
can also automate this process.” [18]. By capturing the knowledge of how the 
systems are configured, systems can be generated on the basis of specific 
requirements using generators. 

1.2.5 Using Views to Deal with Separate Concerns 

In section 1.1 we saw that today's embedded systems are of increasing 
functional and developmental complexity. To a large extent this complexity 
relates to software. The methods used to analyze and design software rely 
mostly on models that favor either a single or a very limited set of concerns 
[103]. Systems, however, have to deal with multiple concerns for their 
requirements, their specified functionality and their design [64]. As systems 
grow in complexity, so the need to deal with these concerns becomes more 
pressing.  

Symptoms of situations where the different concerns are not handled properly 
range from requirements which are not met to implementations with unwanted 
dependencies and code bloating. The paper entitled “N Degrees of Separation: 
Multi-Dimensional Separation of Concerns” also addressed this issue and 
referred to it as: the tyranny of the dominant decomposition [103]. Back in the 
70s David Parnas discussed [74] different criteria that lead to different 
decompositions of software. 

Multiple views can be applied at different stages in the architecting, design and 
implementation process [64]. A lot of research has been carried out in the area 
of programming and multiple views. Kiczales and others describe the aspect-
oriented programming approach in [42]. They identify the problem that some 
concerns are difficult to modularize, e.g. exception handling policies. Such 
crosscutting concerns do not match object-oriented decomposition, resulting in 
logically coherent functionality being spread over classes. The solution is to 
capture the crosscutting concerns in separate actions that can be woven into the 
rest of the program. Approaches like subject-oriented programming [33] and 
composition filters [6] and the layered object model [8] are similar to aspect-
oriented programming. Research has been carried out not only on the role of 
aspects in the programming phase, but also on the use of aspects in earlier 
phases [88]. 
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The use of development methods that address only a small amount of concerns 
means that the missing concerns have to be addressed as an add-on to the 
existing ones. This, however, unbalances the development of these systems. It 
becomes difficult to address continuously all relevant issues, and focus is easily 
lost [64]. 

The interest in multiple views and concerns has given rise to the IEEE standard 
on Architectural Description [35], where the concepts of concerns and views are 
modeled within the context of a system architecture. In this standard, a system 
has a number of stakeholders, each of them with their own concerns. The 
system has an architecture as a basis for its realization. This architecture is 
described by an architectural description, consisting of views. A view is a 
representation of a whole system from the perspective of a related set of 
concerns. A viewpoint can be seen as a template for a view. Concerns and views 
thus play an important role in the description of an architecture. The standard 
gives a number of examples of views/viewpoints. For example, the Reference 
Model of Open Distributed Processing is mentioned, which has the enterprise 
viewpoint (concern: purpose of the system and roles played by the system), and 
the computational viewpoint (concern: functional decomposition of the system). 
This illustrates the relevance of viewpoints to the various stages of 
development. 

In this thesis we focus on two kinds of views, i.e. views that play a role in the 
problem domain, and views that play a role in the solution domain. These are 
the quality attributes and design aspects. A quality attribute is an observable 
property of a system and should be quantifiable in specifications. Examples of 
quality attributes are performance, safety, maintainability, etc. A design aspect 
is a crosscutting concern in the design space. Examples of design aspects are 
error handling, logging, debugging, etc. When considering various systems, we 
see that the actual application functionality forms a relatively small part and that 
a lot of code is involved with these other design aspects. 

1.2.6 BAPO 

In the above sections the focus has been on the software and architecture itself. 
For a product family to be a success, it is of course not enough to have a 
technical focus only [14] [31]. Instead, it must be clear what the direction of the 
portfolio of a company is before a decision can be made about a product family 
approach. Furthermore, a product family requires a different way of working, 
and different groups are given new tasks and responsibilities. This means that in 
addition to the software and architecture, the business, process and organization 
also play a crucial role. 
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To capture these non-technical areas we use the BAPO reasoning framework 
[70], [116]. It places architecture in the context of business, process and 
organization; see Figure 1-2. It also defines logical relations between them (the 
arrows in Figure 1-2). For example, processes are defined ideally in such a way 
that they support optimally the realization of the architecture. 
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Figure 1-2 – BAPO Reasoning Framework 

One example of the process issues for product families is the division of work 
into different activities. In the process model described by Jacobson et al. [36], 
three processes are identified, namely: 

• Application Family Engineering (AFE), which is responsible for the 
family architecture, assuring reuse; 

• Component System Engineering (CSE), which focuses on the 
development, maintenance and administration of reusable assets within 
the platform; 

• Application System Engineering (ASE), which focuses on developing 
products. 

These first two processes provide input in the form of an architecture and a 
platform for the third process of developing products. Several scenarios exist for 
constructing the shared architecture and the platform, ranging from one 
platform group responsible for creating all reusable assets to a situation in 
which only the system development groups are responsible for creating reusable 
assets. This latter situation requires a cooperative way of working as described 
in [105], for example. 

In the area of organization, important choices also have to be made when 
applying a product family approach. Bosch describes in [10] a number of 
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organizational alternatives. The alternatives are: development department, 
business units, domain engineering unit and hierarchical domain engineering 
units. The difference between these alternatives is the way in which the 
responsibility for the development of the product family assets and the various 
products is organized. For example, in the development department, one 
department is responsible for both the product development and the 
development of the reusable assets. In the domain engineering unit model a 
separate department is responsible for creating the reusable assets and the other 
departments create products with these assets. 

1.2.7 Evolution 

We have already explained the trend towards increasing size and complexity of 
software systems. This requires bigger investments from companies. In order to 
benefit from these investments, the software architectures of these systems will 
have to live longer. For example, in the context of medical systems, a period of 
10 to 15 years for support, maintenance and extensions is normal [86].  

However, during the lifetime of an architecture changes will have to be made to 
the system. These changes can originate from new requirements from the 
stakeholders, or from the arrival of new technology and the obsolescence of 
existing technology. The effect of these changes is that the software 
deteriorates, as Parnas describes in [79]. He prescribes a number of ‘preventive 
medicines’ to help limit the deterioration: design for success, keeping records 
(documentation) and second opinions (reviews). 

The ‘design for success’ medicine is related to the term ‘design for change’. But 
in order to be able to design for change, one must have a good idea of what the 
future changes and options are going to be. If the design is set up in such a way 
that everything can change, this is overkill. If, on the other hand, nothing can 
change easily, the evolution of the system becomes a difficult task. In [85] a 
method is described that deals with the replacement of components in long-
living architectures. This method is based on use cases (representing the 
requirements) and design variants (representing alternative realizations). If we 
describe future requirements explicitly in the form of use cases and then 
evaluate them, this creates a better foundation for determining what direction 
the evolution might take. 

In the case of architecture evolution, it is of course important to have a good 
documentation of the existing architecture. How the architecture can be 
documented is discussed in [16]. But if the existing architecture has not been 
documented, how do we proceed? There are a number of techniques for 
recovering the architecture from an existing system. One example is the 
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Software Architecture Reconstruction method, as described in [45]. Here, the 
code base is used to extract data from and to abstract it to architectural concepts. 
Other examples can be found in [82]. 

In order to obtain an architecture that can be evolved over time, external 
knowledge can be brought in via reviews. External parties can also review 
evolution plans. In [15] three evaluation techniques are presented: ATAM 
(Architecture Trade-off Analysis Method), SAAM (Software Architecture 
Analysis Method) and ARID (Active Reviews for Intermediate Designs). In the 
SAAM method, an analysis is made of the various quality attributes of the 
system. Scenarios are used for this. One example of such a quality is the 
evolvability of the system. The ATAM method focuses on the trade-off between 
qualities; if a certain architectural choice is made, this may support one quality 
attribute but be inconvenient for another. Another method for analysis is ALMA 
(Architecture-level Modifiability Analysis) [5]. This is a scenario-based 
software architecture analysis method focused on modifiability, and can be used 
for different purposes: maintenance cost prediction, risk assessment or software 
architecture selection. 

The evolution in product family architectures becomes even more difficult than 
it is in traditional software development [99]. This is caused by the fact that new 
requirements can be conflicting across the product family. This paper identifies 
a number of categories of evolution that takes place in the context of product 
families. In [119], we propose two paths along which a product family can 
evolve. 

1.3 Research Areas and Questions 

In this thesis, we present work in the context of product family development. 
We address a number of relevant topics in this area. When considering the work 
as a whole, the main research question of the thesis can be formulated as: 

How is a product family platform to be defined and what aspects must be 
considered when introducing and applying a product family approach? 

This overall question has been partitioned into a number of areas of research. 
These areas are: 

• Variation Mechanisms in Product Family Architectures 
• Multi-view Architecting, Quality Attributes and Design Aspects 
• Product Family Development and Evolution 
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The order in which the bullets are listed and in which the papers are presented 
in this thesis reflects roughly the sequence in which the work has been 
performed. The reasoning behind this is as follows. When examining product 
families, the important technical issue that needs to be solved is how variation 
can be supported. This was the starting point for our research. If we consider the 
variation mechanisms and components in a broader sense, it becomes clear that 
these mechanisms and components are part of a large architecture. It is therefore 
important to consider how these components can be defined in such a way that 
they form valuable reusable assets in the product family platform. We found 
that by working carefully with the quality attributes and design aspects the value 
of components could be improved. These first two topics focused primarily on 
techniques and realization. However, for a product family approach to be 
successful, there are other issues to be taken into account besides technical ones. 
The business, process and organization also play an important role. 
Furthermore, since a lot of product family approaches exist, a classification of 
these approaches is an important tool in selecting the right one for a given 
context. These steps illustrate a shifting scope from variation mechanisms to the 
architecture in which they are used, to the business, process and organizational 
context in which they are applied. 

We refined the research question stated at the beginning of this section 
according to the three research areas as listed above. This has given rise to the 
following research questions for this thesis: 

Variation Mechanisms in Product Family Architectures 

• RQ1: Which variation mechanisms can be used and what are their 
properties? 

• RQ1.1: What variation mechanism can be used to support 
variation in various kinds of services within a product family 
and what are its characteristics? 

• RQ1.2: How can service component frameworks be used within 
a product family architecture? 

• RQ1.3: What are the benefits of using information models 
within the definition of component interfaces? 

• RQ1.4: What are useful concepts for composable components 
in a platform to support variation? 

Multi-view Architecting, Quality Attributes and Design Aspects 

• RQ2: How can design aspects and quality attributes help to build 
complex systems, and product families in particular? 
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• RQ2.1: What are design aspects and how do they help to define 
an architecture? 

• RQ2.2: How can design aspects be used to support the design 
process? 

• RQ2.3: How do the components of a platform benefit from 
design aspects? 

Product Family Development and Evolution 

• RQ3: What (non-technical) factors are important for defining and 
evolving a product family approach? 

• RQ3.1: How are the business, processes and organization 
affected by product family development? 

• RQ3.2: How can platforms of product families be classified? 
• RQ3.3: What introduction scenarios exist for product family 

approaches? 

1.4 Research Context 

The work presented in this thesis has been based on research that has been 
performed with Philips Research/IST. The work at the IST is organized in the 
form of projects that are performed for the various product divisions within 
Philips. We performed projects in the areas of telecommunication switching 
systems (at PKI, Philips Kommunikations Industrie) and medical imaging 
systems (at PMS, Philips Medical Systems). More specifically, we gained 
experience with four industrial product families in the telecommunication and 
medical domains. 

The TSS product family relates to telecommunication infrastructure systems. 
This family is designed for niche markets with a large variety of features. A key 
requirement is to achieve a reasonable price even with a low sales volume. 
Products in this family include public telephony exchanges, GSM radio base 
stations, technical operator service stations, operator-assisted directory services, 
and combinations of these, such as a public exchange with directory services. 
When considering the software architecture, the most important concepts are 
components with clearly defined interfaces, component frameworks with plug-
ins, and the layers architectural pattern with four abstraction layers. A product 
from this family usually consists of approximately 150 software components 
(excluding the proprietary operating system), grouped in about 25 functional 
units, resulting in a total of about 400,000 lines of code. The platform itself 
consists of about 400 software components, forming over 900,000 lines of code. 
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The analysis of the TSS product family has led to a description of the Building 
Block architecture method. An overview can be found in [50]. More detailed 
documents are: [44] (product development process), [109] [111] (architecture 
and variation mechanisms of the 3 highest layers), [110] (test concepts), and 
[108] (supporting tools). Müller wrote a thesis on this method [68]. 

The other product families come from the medical domain. Philips Medical 
Systems builds products that are used to make images of the internal parts of the 
human body for medical diagnostic and/or interventional purposes. The 
different types of equipment used to obtain images are called modalities, for 
example Magnetic Resonance (MR), X-ray, Computed Tomography (CT) and 
Ultrasound (US). In this thesis we use two product families for such medical 
modalities as case studies, called MMS1 and MMS2. The software architecture 
of MMS1 identifies about 25 units, each representing a specific area of 
functionality. Each of these units is realized via one or more software 
components. An important architectural concept is the use of component 
frameworks. The generic part contained in the platform comprises about 2.5 
million lines of code. A complete product of this family comprises about 3 
million lines of code. Further information on the architecture and variation 
mechanism for MMS1 can be found in [86] and [113]. For the MMS2 case, 
configuration parameters are used as a mechanism for achieving variation. The 
MMS2 architecture identifies six software subsystems. The platform contains 
about 3.5 million lines of code, which is the same as for the products derived 
from it. 

These modalities, like the products of the families MMS1 and MMS2, also 
share certain functionality in the area of imaging. In order to benefit from these 
similarities and to increase the synergy between them, a family called MIS 
(Medical Imaging System) was created. MIS focuses on medical imaging 
functionality. The MMS1 and MMS2 platforms thus contain artifacts that are 
reused from the MIS platform. Components and interfaces are very important 
concepts in the platform of the MIS family. Well-defined interfaces support the 
integration of individual components in a larger system. The functionality of the 
platform is clustered in five groups containing about 50 functional components 
and comprises over 1 million lines of code. The systems in which this platform 
is used can contain several million lines of code (just as in MMS1 and MMS2). 
More information about MIS can be found in [53]. 

Table 1-2 gives an overview of some characteristics of the case studies. 
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 number of elements per 
product 

lines of code 
in product 

lines of code in 
platform 

TSS 25 functional units, 
150 software components 

400k 900k 

MMS1 25 functional units 3,000k 2,500k 
MMS2 6 subsystems 3,500k 3,500k 
MIS 5 clusters, 50 components ~3,000k 1,000k 

Table 1-2 – Overview of the Case Studies 

Although these families have different scopes and cover different domains, they 
share a number of important characteristics: 

• complex, software-intensive products (several million lines of code), 
• professional products; sold in small numbers, but with a lot of diversity, 
• long lifetime and support of products (10-15 years), 
• extensible with new features in the field; software updates in the field, 
• a customer typically has a number of products from one family, 
• relatively mature and stable domains; previous experience with such 

products. 

1.5 Research Approach 

The research presented in this thesis has been performed at Philips Research in 
Eindhoven. Here the author worked on products for various product groups 
within Philips, e.g. PMS and PKI. This link to the product groups provided an 
opportunity to work within the context of large and complex software products. 
This approach is referred to as ‘industry as laboratory’. The work has been 
performed in the context of very large industrial embedded systems, consisting 
of several million lines of code. 

This way of working has both advantages and disadvantages. The main 
advantage is that real systems are taken into account together with the issues 
that play a role there. The problem is that the type of experiments that can be 
performed is limited. For example, in [90] a number of experimental designs are 
presented. These require the definition of a least two groups where different 
approaches are followed. At the end, the results of the different groups are 
compared. When working with large real-life systems, such an approach is 
difficult to realize. 

Another important issue to take into account for research that deals with 
software engineering is that the value (or acceptance) of a piece of research is 
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not only dependent on the purely technical merits, but also on how it can fit in 
the overall context of business, architecture, process and organization (as 
described in section 1.2.6). The acceptance by the people is also important, i.e. 
how do they manage the change brought about by the introduction of a new 
technology? These considerations gave rise to the paper on success factors for 
product families that is included in chapter 7. 

In [90], Robson lists three traditional research strategies: experiment (measuring 
the effects of manipulating one variable on another variable), survey (collection 
of information in standardized form from groups of people), and case study 
(development of detailed, intensive knowledge about a single case or about a 
small number of related cases).  

The work presented in chapters 3, 5, and 6 can be classified as experiments. 
Here we started working on theories for making certain improvements in the 
development of software. These theories were then applied to (a part of) a large 
system, in the ‘industry as laboratory’ approach. One example is the 
introduction of the component framework technique. After the introduction, the 
technique was evaluated. 

The work presented in chapter 4 can be considered as a case study in which a 
single development was studied in detail on the handling of the variability in the 
requirements. 

The work presented in chapters 7 and 8 focused on multiple developments in 
parallel. This work was based on the knowledge gained from the work carried 
out in the various projects. By analyzing different methods of product family 
development, a number of theories were formulated that could can be validated 
by considering the various cases in more detail. This has led to the proposed 
classification scheme in chapter 8, for example. 

1.6 Structure of this Thesis 

In this introduction we have sketched a number of trends in the software 
engineering domain. The software size is increasing and the software has to 
support an increasing amount of variation. In addition to these trends, the 
requirements on the software quality are also very high. In order to deal with 
these trends, we have discussed a number of topics in the software engineering 
domain, including reuse, components, software architecture and product family. 
Based on this, we have identified three areas of research that will be dealt with 
in this thesis. These areas are: variation mechanisms, multi-view architecting 
and the deployment of product families.  
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This thesis is based on six conference and journal papers. Two papers are 
included for each of the research areas described above. In chapter 2 an 
overview is given of the papers that comprise this thesis. The actual articles can 
be found in chapters 3 through 8, and are divided over the three research areas. 
Finally, in chapter 9 we present the conclusions by discussing the research 
questions and the contribution made by this thesis. 
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2 Overview of the Articles 

Chapter 2  
Overview of the Articles 

This chapter gives an overview of the papers that are presented in this thesis. It 
is divided into three parts, as mentioned in section 1.3: 

• Variation Mechanisms in Product Family Architectures 
• Multi-view Architecting, Quality Attributes and Design Aspects 
• Product Family Development and Evolution 

Together with the papers included in this thesis, we also give an overview of 
related papers in section 2.4. 

2.1 Part I: Product Family Architectures and Variation 
Mechanisms 

The papers presented in this part present two ways of dealing with variation 
within a product family. The papers are based on work that has been performed 
for two product families at Philips Medical Systems. 

• Chapter 3: Jan Gerben Wijnstra, Supporting Diversity with Component 
Frameworks as Architectural Elements, Proceedings of the 22nd 
International Conference on Software Engineering (ICSE 2000), 
Limerick (Ireland), pp. 51-60, ACM, June 2000. [113] 

• Chapter 4: Jan Gerben Wijnstra, Components, Interfaces and 
Information Models within a Platform Architecture, Proceedings of the 
3rd International Conference of Generative and Component-Based 
Software Engineering (GCSE 2001), Erfurt (Germany), pp. 25-35, 
Springer Verlag LNCS 2186, September 2001. [115]  



 

 

 

28  Chapter 2    

 

2.2 Part II: Multi-view Architecting, Quality Attributes 
and Design Aspects 

The papers presented in this part show how multiple views can be used during 
the architecting and design of a product family. The focus lies on the quality 
attributes and design aspects and the relationship between them.  

• Chapter 5: Jan Gerben Wijnstra, Quality Attributes and Aspects of a 
Medical Product Family, Proceedings of the Thirty-Fourth Annual 
Hawaii International Conference on Software Sciences (HICSS-34), 
Maui (USA), IEEE Computer Society, January 2001. [114] 

• Chapter 6: Jan Gerben Wijnstra, From Problem to Solution with 
Quality Attributes and Design Aspects, Journal of Systems and 
Software, Volume 66, Number 3, pp. 199-211, June 2003. [117] 

2.3 Part III: Product Family Development and 
Evolution 

The papers presented in this part provide guidance on how to carry out product 
family development and evolution. This work is based on experience gained 
with product families of PMS and PKI. Both technical and non-technical topics 
are addressed. 

• Chapter 7: Jan Gerben Wijnstra, Critical Factors for a Successful 
Platform-based Product Family Approach, Proceedings of the 2nd 
International Software Product Line Conference (SPLC2), San Diego 
(USA), pp. 68-89, Springer Verlag LNCS 2379, August 2002. [116] 

• Chapter 8: Jan Gerben Wijnstra, Classifying Product Families using 
Platform Coverage and Variation Mechanisms, accepted for publication 
in Software Practice and Experience. [119] 

2.4 Related Work 

In addition to the six papers that form the content of this thesis, other related 
work is also available in the form of papers, workshops and tutorials. This work 
is listed below: 

• Eelco Rommes, Jan Gerben Wijnstra, Implementing a Reuse Strategy: 
Architecture, Process and Organization Aspects of a Medical Imaging 
Product Family, to appear in Proceedings of the Thirty-Eighth Annual 
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Hawaii International Conference on Software Sciences (HICSS-38), 
Big Island (USA), January 2005. [92] 

• André Postma, Pierre America, Jan Gerben Wijnstra, Component 
Replacement in a Long-Living Architecture: The 3RDBA Approach, 4th 
Working IFIP Conference on Software Architecture (WICSA4), Oslo 
(Norway), pp. 89-98, IEEE Computer Society, June 2004. [85] 

• Jan Gerben Wijnstra, Evolving a Product Family in a Changing 
Context, Proceedings of the 5th International Workshop on Software 
Product Family Engineering (PFE-5), Siena (Italy), pp. 120-138, 
Springer Verlag LNCS 3014, November 2003. [118] 

• Martin Pinzger, Harald Gall, Jean-Francois Girard, Jens Knodel, 
Claudio Riva, Wim Pasman, Chris Broerse, Jan Gerben Wijnstra, 
Architecture Recovery for Product Families, Proceedings of the 5th 
International Workshop on Software Product Family Engineering (PFE-
5), Siena (Italy), pp. 354-375, Springer Verlag LNCS 3014, November 
2003. [82] 

• Awais Rashid, Bedir Tekinerdoğan, Ana Moreira, João Araújo, Jeff 
Gray, Jan Gerben Wijnstra, Paul Clements, Early Aspects: Aspect-
Oriented Requirements Engineering and Architecture Design, 
Workshop at the 1  International Conference on Aspect-Oriented 
Software Development (AOSD 2002), Enschede (Netherlands), April 
2002. (http://trese.cs.utwente.nl/AOSD-EarlyAspectsWS/) [88]

st

 
• Frank J. van der Linden, Jan Gerben Wijnstra, Platform Engineering for 

the Medical Domain, Proceedings of the 4th International Conference on 
Product Family Engineering (PFE-4), Bilbao (Spain), pp. 224-237, 
Springer Verlag LNCS 2290, October 2001. [53] 

• Henk Obbink, Jürgen Müller, Pierre America, Rob van Ommering, 
Gerrit Muller, William van der Sterren, Jan Gerben Wijnstra, COPA: A 
Component-Oriented Platform Architecting Method for Families of 
Software-Intensive Electronic Products, Tutorial at the 1st International 
Software Product Line Conference (SPLC1), Denver (USA), August 
2000. 
(http://www.extra.research.philips.com/SAE/COPA/COPA_Tutorial.pd
f). [70] (also given at Symposium on Software Reusability, May 2001 
and the 1st Working IEEE/IFIP Conference on Software Architecture, 
August 2001) 

• Henk Obbink, Rob van Ommering, Jan Gerben Wijnstra, Pierre 
America, Component Oriented Platform Architecting for Software 
Intensive Product Families, Proceedings of SACT 2000, Enschede, pp. 
99-141, Kluwer Academic Publishers, January 2000. [71] 
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3 Supporting Diversity with Component Frameworks as Architectural Entities 

Chapter 3  
Supporting Diversity with 
Component Frameworks as 
Architectural Entities 

Abstract 
In this paper, we describe our experience with component frameworks within a 
family architecture for a medical imaging product family. The component 
frameworks are handled as an integral part of the architectural approach and are 
an important means to support diversity in the functionality provided by the 
individual family members. 

This paper focuses on a particular kind of component framework that has been 
applied throughout the medical imaging product family. This kind of framework 
is useful when the various family members are based on the same concepts and 
the diversity is formed by the differences in the specific instances of these 
concepts that are present in the family members. These component frameworks 
have a number of similarities, allowing a standardised approach to their 
development. They support the division of the system into a generic 
architectural skeleton, which can be extended with plug-ins to realise specific 
family members, each with their own set of features. 

3.1 Introduction 

Products in various embedded system markets are becoming more complex and 
more diverse, and they must support easy extension with new features. Also 
important factors are a short time-to-market and low development costs. These 

 
© 2000 ACM. Reprinted, with permission, from Proceedings of the 22nd International
Conference on Software Engineering, Limerick (Ireland), ‘Supporting Diversity with Com-
ponent Frameworks as Architectural Elements’, Jan Gerben Wijnstra, pp. 51-60, ACM, June
2000. 
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requirements should be met with a product family that covers a large part of the 
market. The development of a product family and its individual members (i.e. 
single products) can be supported by a shared family architecture. Like any 
other architecture, such an architecture must cover a number of quality 
attributes like performance, security, and testability (see chapter 4 of [4]). An 
important additional quality attribute of such an architecture is support of 
diversity (related to modifiability). This paper focuses on component 
frameworks as a means to deal with diversity. 

The work presented here has been carried out in the context of the development 
of a medical imaging product family. The main characteristics of such a product 
family are: 

• only a relatively small number of systems are delivered in the field, and 
almost every system is different due to high configurability and 
customizability; 

• the delivered systems must be supported for a long time (10 to 15 
years), and updates of mechanical, hardware, and software components 
in the field must be supported by field-service engineers; 

• new features must have a short time-to-market, and the fact that the 
product family deals with a relatively mature market implies that 
customers will have high expectations and will request specific 
features; 

• high demands are imposed on the systems’ safety and reliability: if a 
system does not operate according to specification, it may be potentially 
dangerous to patients and personnel; 

• there are different development groups at different sites, each of which 
is responsible for the development of a sub-range of the total product 
family range. 

These characteristics must be tackled by applying the principle of reuse among 
the family members. This is achieved by developing a common component-
based platform for all the family members, and using component frameworks as 
a means to handle diversity. The following topics are discussed in this paper: 

• the high-level product family architecture in which the component 
frameworks are applied; 

• how component frameworks help to handle the diversity; 
• architectural issues of the component framework itself; 
• embedding component frameworks in the overall family architecture. 
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These issues are described in sections 3.2 to 3.5. Experiences are described in 
section 3.6, followed by pointers to some related work in section 3.7. 
Conclusions can be found in section 3.8. More information on our work can be 
found in [112]. There, we focus on the relationship between the domain model 
and the component frameworks, and on the process for framework 
development. In this paper, we focus on the architectural issues. 

3.2 Product Family Architecture 

A product family architecture has been set up based on the identified domain 
concepts and the scoping of the domain (more on domain modelling can be 
found in [1]). The main architectural concepts used within this product family 
architecture are: 

• Layering. The system is decomposed into a number layers. The main 
layers are the application, technical and infrastructure layers. The 
application layer contains the application knowledge, such as the 
procedures to acquire images and the functions to analyse images. The 
technical layer provides an abstraction of the underlying hardware to 
the application layer, such as image processing functions and 
movements of the geometry7. The infrastructure layer provides basic 
facilities to the other two layers, such as logging and field-service 
facilities (calibration, configuration, etc.). These three layers are further 
decomposed internally. 

• Self-contained units. The system is decomposed into a number of 
units. A unit contains a coherent set of functionality and deals with a 
sub-domain of the complete identified family domain, such as acquiring 
images or processing images. Ideally, when such a unit is added to the 
system, no adaptations of other parts of the system are required. This 
means, among other things, that each unit must carry out its own error 
handling and logging and must provide its own field-service 
functionality. These kinds of functionalities are called aspects [67]. 
Architectural rules concerning these aspects are formulated, which 
apply to the units. The infrastructure layer provides support to realise 
aspects. 

• Independent units. The independence of units is related to the previous 
point. To avoid a monolithic structure, the units should have no direct 

                                                      
7  The geometry controls the major moving parts in the medical imaging family and 

determines the part of the patient to be examined and its projection on the image. 
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knowledge of each other unless this is required. A number of concepts 
are applied to achieve this, such as event notification and facilities 
based on the blackboard pattern [13]. Various units are connected to 
such a blackboard facility, which enables these units to achieve 
combined behaviour without direct interaction. 

Applying these concepts results in a system decomposition into units, divided 
over three layers, as is schematically shown in Figure 3-1 (the arrows indicate 
the usage relationship). The decomposition of the technical layer is based on the 
various hardware devices, such as image processing hardware and geometry 
hardware. In the application layer, the decomposition is based on the functional 
areas in the application workflow, such as acquiring images and analysing 
images. The decomposition of the infrastructure layer is based on the 
infrastructure facilities, such as logging and field-service. The actual product 
family architecture contains about thirty units. The architectural concepts are 
further elaborated in [86].  

Unit A Unit B Unit C

Unit P Unit Q

Application 
layer 

Unit D

Unit X

Unit Y

Technical layer 

Infrastructure
layer 

 
Figure 3-1 – Unit View of the Product Family Architecture 

According to [81], in which different styles for generic architectures are 
discussed, the architecture schematically shown in Figure 3-1 can be classified 
as a generic variance free architecture. This means that the variance is not 
made explicit yet. The units are identified and responsibilities are assigned to 
them. Each unit is relevant to each family member (although some units are 
optional). When designing a unit, it must be decided how the diversity will be 
handled internally. In that sense, the architecture presented in this section serves 
as a starting point or context for applying component frameworks. Each unit 
may contain one or more component frameworks and results in one or more 
separately deployable components [102], which are realised as COM servers. 
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3.3 Component Frameworks as a Means to Handle 
Diversity 

In this section, we describe which kinds of diversity exist in the medical 
imaging product family and how component frameworks help to support this 
diversity. 

3.3.1 Diversity in the Medical Imaging Product Family 

One consequence of the diversity amongst the various family members is that 
the family architecture must support a variety of functions at the same time, 
which requires configurability. Furthermore, the family must be extensible over 
time. Diversity within a product family can stem from several sources. The 
main sources that can be identified are changes in the set of features that must 
be supported by the product family (relating to user requirements; see [66], 
which deals with a feature-oriented approach for software structuring), and 
changes in the realisation technologies, such as new hardware. When changes in 
the realisation technologies are noticeable to the end-user, they also affect the 
features. In our product family, examples of diversity in features are different 
procedures for acquiring images and different ways of analysing images. 
Examples of technology-related diversity are new implementations of image 
processing hardware, larger and faster disks for image storage, and new 
geometries for moving patients. 

3.3.2 Realising Diversity 

The product family architect has defined two principles for the family 
architecture which are relevant when selecting techniques for realising diversity, 
see [86]: 

• binary reuse of components; 
• division of the system into a generic part and member-specific parts. 

Component frameworks support these two principles, as will be explained 
below. Generally, a framework forms a skeleton of an application that can be 
customised by an application developer. A framework therefore supports the 
division of functionality into a generic part and a specific customisation part, 
covering the second principle. 

A range from white-box frameworks to black-box frameworks is described in 
[26]. The white-box frameworks rely heavily on object-oriented language 
features such as inheritance and dynamic binding. Black-box frameworks 
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support extendibility by defining interfaces for components that can be plugged 
into the framework via object composition. These black-box frameworks agree 
with Szyperski’s view [102] on component frameworks as being sets of 
interfaces and rules of interaction that govern how components ‘plugged into’ 
the framework may interact. We will refer to the white-box frameworks as class 
frameworks. From an abstract viewpoint, the different framework types are 
based on some common properties. They all capture some reusable design, 
improve on quality, reduce development costs, etc. Identification of variation 
points [36], extension points [48], hot spots [94], or plug points [22] is also 
important. If you look at them more closely, however, they are different. In 
contrast to the class frameworks, the component frameworks are easier to use 
and to understand, since no knowledge of the internal structure of the 
framework is needed, and the simpler mechanism to extend the framework 
permits binary reuse. This ease of use is especially of importance in a situation 
where component frameworks are applied at several distributed development 
sites.  

In addition to the component frameworks, which realise diversity on an 
architectural level, another applied mechanism for realising diversity is the 
configuration of a component via data. Component frameworks are applied 
when there is significant different functionality needed in different family 
members, for example, a different geometry offering different movements. The 
configuration data is used when the differences are smaller, such as for country 
specific settings. 

3.4 Service Component Frameworks 

This section introduces a particular kind of component framework, the service 
component framework, and discusses issues concerning the development of 
such a framework. 

3.4.1 Introduction to Service Component Frameworks 

Two kinds of component frameworks used in the medical imaging product 
family have been identified in [112]: structure component frameworks and 
service component frameworks. The structure component frameworks define a 
co-operation structure for a fixed number of components, of which some have 
fixed implementations and others have selectable implementations. In contrast, 
the service component frameworks support a variable number of plug-ins for 
various family member configurations, and they are components themselves. 
The rest of this paper focuses on service component frameworks. 
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Service component frameworks are especially useful when the various family 
members are based on the same concepts (from the domain model) and the 
diversity is formed by the different instances (with different behaviour) of these 
concepts that are present in the family members. These concepts can range from 
a software representation of a scarce hardware resource, such as a movement of 
the geometry, to some piece of logical functionality, such as a function to 
analyse images. The concept instances are called services. There may be more 
than one service present for one concept in a particular family member. 

An example of where such a component framework has been applied is the 
geometry unit. Amongst other things, this unit as a whole provides a number of 
movements for positioning a patient, such as TableHeight and TiltTable. 
Various geometry hardware modules exist, each providing a subset of all the 
possible movements. To deal with this diversity, the hardware model is 
mirrored in software by one component framework, which provides the generic 
functionality, and a number of plug-ins, each providing a number of movements 
to the component framework. In this example, the movements are modelled as 
the services that are provided by the plug-ins. The various clients of this 
component framework can use these movements without worrying about the 
internal component framework structure. In addition to the movements, other 
kinds of concepts have also been identified in the geometry unit for which 
services can also be provided. 

Figure 3-2 shows a schematic overview of a service component framework and 
its participating plug-ins. A plug-in is simply a container of one or more 
services, where the services represent the actual functionality. The services 
related to one particular concept all support the same interface as prescribed by 
the component framework, but may manifest different behaviour. Generally 
speaking, a component framework defines one or more roles for participating 
plug-ins. In the case of the service component framework, one can define one 
role for each concept (and its related services) that prescribes the interface for 
the services of that concept. Service component frameworks allow multiple 
plug-ins to be connected to the same role, for example, multiple plug-ins can 
contain movements of the geometry. This kind of framework has also been 
applied to various other units of the product family, for example, in acquisition 
for adding acquisition procedures, in reviewing for adding analytical functions, 
and in the field-service domain for field-service functions (calibration, 
configuration, etc.). 
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Figure 3-2 – Dynamic Component Framework 

Clients use the functionality provided by the component framework and plug-
ins as a whole. The component framework provides the services from the 
various plug-ins in a generic way. A service component framework is a 
component itself, and is active in connecting interfaces and providing the 
functionality of the services to clients. A single unit in the product family 
architecture can contain one or more of these component frameworks.  

3.4.2 Service Component Framework Development Issues 

The main responsibility of a service component framework is to create an 
environment in which the services provided by the plug-ins are optimally used. 
More on these responsibilities can be found in [112]. When developing such a 
framework, a number of architectural issues must be taken into account, 
including the ones listed below. 

• Aspects. The functionality of a component (or the system as a whole) 
can be divided into the main functionality of the component, for 
example, moving the patient to acquire the required images, and 
additional supporting functionality, for example, initialising the 
component, handling errors, etc. These various types of functionality 
are called aspects [67]. The component framework together with its 
plug-ins must cover, next to the main functionality aspect, all relevant 
supporting aspects. For the initialisation aspect, the component 
framework prescribes how the initialisation is carried out, and what the 
plug-ins should do for their correct initialisation (see next bullet). 
Similarly, in the case of an error in a plug-in, the component framework 



 

 

 

Supporting Diversity with Component Frameworks as Architectural Entities 41    

decides what to do, for example, to continue without the plug-in or to 
stop completely. Similar decisions must be made for the other aspects. 
Design patterns can be identified for handling certain aspects, but that is 
not elaborated on here.  

• Connecting the plug-ins to the component framework. During 
initialisation, the plug-ins must connect to the component framework to 
make their services available. At development time, the component 
framework does not yet know which plug-ins will be present at run-
time. The plug-ins have to register themselves in some way. For our 
system on a Microsoft Windows NT®/COM computing platform, we 
use COM’s category mechanism. One category is defined for each kind 
of plug-in, prescribing a particular set of interfaces. During the system 
installation, the plug-ins register themselves at the relevant category. 
During initialisation, the component framework then starts the 
registered plug-ins and obtains their services. 

• Prescribed interfaces and roles. A generic architectural skeleton is 
developed as the basis for the development of the individual family 
members (see section 3.5). This architectural skeleton contains the 
component frameworks. Plug-ins are developed by application groups 
to realise particular features. This approach needs clearly defined 
interfaces between the component frameworks and the plug-ins. These 
interfaces are prescribed by the component frameworks and are 
provided to the plug-in developers. The roles related to these interfaces 
can be classified in two groups: the service related roles (as introduced 
in section 3.3) and the infrastructure related roles. The service related 
roles deal with the main functionality aspect of the component 
framework, and the infrastructure related roles deal with supporting 
infrastructure aspects, such as initialisation and error handling. A plug-
in must handle both the service related roles and the infrastructure 
related roles. 

• Separate entry points. A component framework interfaces with 
several plug-ins with different roles and it also interfaces with the 
clients of the component framework. Each of the plug-ins and clients 
interacts with the component framework for a specific purpose; the 
complete functionality of the component framework does not have to be 
exposed to each of the interacting components. Instead, façades should 
be defined that offer the right amount of functionality to the plug-ins 
and the clients, see Figure 3-3. 
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Figure 3-3 – Façades in a Component Framework 

• Distributed set. Various plug-ins can provide various services for a 
specific role, for example different movements of the geometry. 
Although these services have the same interface, they manifest different 
behaviour as identified by some identifier, such as TableHeight or 
TiltTable. When a client of the component framework wants to use a 
movement, it can select one out of the set of movements that is 
distributed over the various plug-ins. We can establish the complete 
distributed set with all defined services based on the complete set of 
plug-ins, see Figure 3-4. The developer responsible for the component 
framework has to document the complete distributed set at a central 
point. The idea is that when two plug-ins each provide a service with 
the same behaviour, then the same identifier should be used. 
Conversely, two services with different behaviour should not have the 
same identifier. In this way, a client can work with a service such as 
TableHeight, without knowing whether it is provided by plug-in A or B. 

TableHeight 

TiltTable 

MaxHeight 

MaxLeft 
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Figure 3-4 – Distributed Set for Movements of the Geometry 

In addition to the complete distributed set, each family member has its 
actual distributed set which is established at initialisation time. In order 
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to implement the actual distributed set, the component framework 
contains some class that keeps track of the services that are provided by 
the installed plug-ins. This class is comparable to the Context class in 
the Strategy pattern [29], however, where the Context class deals only 
with a single strategy, the framework class must deal with one or more 
services in the distributed set. 

• Availability interface. The component framework supports different 
configurations, resulting in different functionality being present in the 
various family members. It must be possible for the clients of the 
component framework to find out which functionality is actually 
present. In order to do this, a component framework has an availability 
interface for each service concept, via which the actual supported 
distributed set can be obtained. Using this information, the client can 
determine which functionality it can realise itself. For example, it is 
possible to query which movement instances are available in a specific 
configuration, after which an operation like GetMovement(…) can be 
invoked to get a particular movement. 

• Adding functionality to the services. One of the tasks of the 
component framework is to establish connections so that the clients can 
use the functionality of the provided services. Depending on the 
situation, the framework may add additional functionality to the 
services. For example, when scarce services such as the geometry 
movements are concerned, a resource managing mechanism with 
priorities can be introduced. This requires functionality to be added to 
each movement so that it can be locked and unlocked, for instance. 
Since this information is added inside the component framework, 
proxies [29] must be made for each movement provided by the plug-ins. 
In this way, a resource manager inside the geometry component 
framework can use the proxies with the additional functionality. 

• Dynamic model. In addition to the structural and interface issues, the 
component framework developer must also deal with the dynamic 
model of the component framework and its plug-ins. Problems like 
inversion of control [26] must be taken into account. For this reason, the 
framework developer must clearly describe which kinds of threads are 
present, what they do, and how they interact. For example, when a 
client invokes an operation on a service provided by a plug-in, this 
operation can be performed on the client thread, or a new thread can be 
used. When a service can generate events, a decision must also be taken 
which thread is used to inform the client.  
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3.4.3 Roles and Services 

A component framework defines one or more roles that must be filled by 
services from the plug-ins. In some systems, a particular role may not require a 
service to be provided during run-time, that is, the role is optional. For other 
roles, multiple services may be provided, that is, the role is cumulative. This 
leads to the following table: 

not
cumulative

cumulative

not
optional
optional

1 1..*

0..*0..1
 

• Optional or not. If a role is optional, the framework itself contains a 
complete set of functionality that operates correctly without additions. 
However, additions are possible when required. The component 
framework implements the default services that are relevant to all 
members of the product family, and special services must be added by 
plug-ins. Optional roles may be used to override default behaviour that 
is provided by the component framework. If a role is not optional, the 
framework provides some basic functionality, but it cannot operate 
without one or more services from plug-ins. This applies to the 
geometry example, where the plug-ins have to supply movements. 

• Cumulative or not. When only one service is allowed per role, this 
means that no diversity exists in that functionality within one specific 
family member. For example, a word processor (normally) uses only 
one spelling checker at the same time. In the geometry example, 
however, multiple services, such as TableHeight and TiltTable, are 
provided by multiple plug-ins. 

The discussion above concerns the number of services that must be provided 
during run-time for a specific role. Another classification deals with the number 
of services with the same identifier that may be present either during 
development-time or during run-time. 

• Development-time. Depending on the kind of service, only one service 
or multiple services with the same identifier may be defined at design-
time. In the geometry case, for example, multiple plug-ins define the 
same movement, such as TableHeight, since different hardware 
modules support this movement. This allows the clients of the 
framework to use the TableHeight movement, without worrying about 
the underlying hardware. In some cases, however, a service with a 
specific identifier can only be defined once. This is the case when 
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services represent some specific hardware calibration functionality, for 
example, and each of these services has a one-to-one relationship with a 
specific hardware module. 

• Run-time. Even if at development-time multiple services are present 
with the same identifier, this may not be allowed at run-time. For 
example, the geometry framework does not allow multiple TableHeight 
movements to be present, since this movement is realised only once in a 
particular hardware configuration. In other cases, it may be useful to 
have multiple services with the same identifier, such as when a service 
represents a printer and multiple printers are connected to the system; 
the component framework can select one that is free. 

The nature of the applied service concept thus determines the optional and 
cumulative properties of a role, and whether multiple services may exist with 
the same identifier, both at development-time and at run-time. The discussion 
above is about roles and services. Since plug-ins contain one or more services, 
this discussion is also related to the number of plug-ins that are allowed per 
component framework. 

3.5 Service Component Frameworks in a Family 
Architecture 

In this section, we focus on applying service component frameworks in a larger 
architectural context. One can distinguish two main views on the architecture, 
as listed below: 

• Top-down (decomposition) view. In this view, the focus lies on the 
system as a whole and partitioning the system into smaller parts (units), 
in order to master the complexity and to understand the system. 

• Bottom-up (composition) view. In this view, the focus lies on the 
components which can be used to construct a family member. The 
configurability plays an important role here. 

The top-down view is initially applied to define the product family architecture. 
The bottom-up view is also applied; it shows how the family members can be 
composed from individual components, and how diversity can be achieved.  
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3.5.1 Configurable Product Family Platform 

The product family architecture defines a structure of units and applies it to all 
members of the family (although some units are optional). The two main 
architectural diversity mechanisms for the medical imaging family are: 

• different implementations for (parts of) a unit are available as separate 
components, of which one must be selected (i.e. structural component 
frameworks); 

• a unit is separated into one or more service component frameworks with 
plug-ins, and the plug-ins with the right services must be selected. 

Not all units exhibit diversity; they have a fixed implementation that can be 
reused in every family member. These units and the units containing fixed parts 
(component frameworks) form the generic architectural skeleton [50] which 
enables component reuse. Such a skeleton supports architectural configurability 
in two ways: 

• selecting an implementation component for each (part of a) unit that has 
no fixed implementation; 

• selecting the right plug-ins for the service component frameworks. 

Well-designed generic functionality, based on the domain model, is stable for a 
whole system family. This means that a product family based on such a generic 
skeleton will ideally be stable for a long time. The generic skeleton defines the 
interfaces to which the extensions must adhere. This means that you can clearly 
see which extensions are anticipated, and also which extensions are not 
supported. Figure 3-5, shows an example skeleton consisting of units with 
complete or partly fixed implementations depicted in dark grey, and the 
diversity arising from freely selectable parts in light grey. 
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Figure 3-5 – Generic Architectural Skeleton 

3.5.2 Types of Frameworks 

Service component frameworks are applied in three areas in the medical 
imaging family architecture, coinciding with the three main layers of the 
architecture: 

• Application frameworks. These frameworks deal with diversity in the 
application domain. For example, several procedures exist for acquiring 
images. Each family member supports a subset of all of these 
procedures. The various procedures are provided as services to a 
component framework. 

• Technical frameworks. The technical layer provides functionality on 
which the application layer is built. The component frameworks in this 
layer are closely related to the underlying hardware. For example, the 
geometry functionality is realised by combining a number of hardware 
modules. This structure is mirrored in software using a component 
framework with various plug-ins. 

• Infrastructure frameworks. In addition to the domain specific 
frameworks, the infrastructure contains some computing platform 
related frameworks. For example, there is a component framework 
present that deals with all field-service related functions, such as 
hardware calibrations, setting of configuration parameters, etc. 
Components with such field-service functions provide these functions 
as services to the field-service component framework. In the same way 
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that a component framework provides a local infrastructure for its plug-
ins, covering all relevant aspects, the infrastructure layer provides 
infrastructure frameworks to support aspects for all components in the 
system. 

From the discussion above, it is clear that a plug-in in may be related to 
multiple component frameworks, for example, a geometry plug-in provides its 
movements to the geometry framework and its calibration functions to the field-
service framework. It has to play multiple roles for multiple component 
frameworks. 

3.5.3 Related Component Frameworks 

The product family must support the diversity of features that are offered to the 
end-user and the changes in the realisation technology. As mentioned earlier, 
component frameworks are an important means to achieve this. The realisation 
of a particular feature is not always confined to a single component framework, 
however. In fact, plug-ins from several component frameworks may be needed 
to realise a single feature. 

As a consequence, relationships can exist between component frameworks, and 
services for these frameworks can be grouped together. These groupings can 
range from loose to strict groupings. An example is the framework responsible 
for the procedures to acquire images in the application layer and the geometry 
framework in the technical layer. Some acquisition procedures can be 
performed on several geometry configurations and, conversely, a specific 
geometry configuration can support several acquisition procedures via its 
movements. This means that there is an m-to-n relationship between these 
geometry movement services and acquisition procedure services. There are 
some very specific acquisition procedures, however, which can only be realised 
by one specific movement, which in turn is realised by one specific geometry 
hardware module. In this case, there is a one-to-one relationship between the 
services of the two frameworks. 

It is important to distribute the services correctly over the plug-ins. Two 
frameworks are depicted in Figure 3-6 with three and two plug-ins respectively. 
The grey areas indicate that plug-in X provides functionality that can be 
combined with plug-ins A and B. Similarly, plug-in Y provides functionality 
that can be combined with plug-ins B and C. For example, if plug-in B contains 
one service that is only related to plug-in X and one service that is only related 
to plug-in Y, it would be worthwhile distributing the services of plug-in B over 
A and C. The grouping of services in plug-ins is influenced by the required 
configurability of the features and the realisation techniques. For example, a 
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plug-in of the geometry framework contains the services that are supported by 
one geometry hardware module. In this way, adding a geometry hardware 
module requires adding one software plug-in. 
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Component 
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 Component 
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Figure 3-6 – Relations between Plug-ins 

Such layered component frameworks are a result of the layered architecture, 
where different levels of abstraction are identified, such as technical and 
application. The functionality related to a feature can run across these layers. 
Various kinds of services can be constructed in a higher layer based on the 
services provided in a lower layer. Of course, no plug-ins are needed when a 
higher layer can handle all services in a generic way.  

3.5.4 Some Special Situations 

Some simplifications have been made in the above description. For example, we 
assumed that no relationships exist between plug-ins for the same framework, 
and that only generic framework interfaces are used between plug-ins for 
different frameworks. This is not always the case, however, as will be explained 
in the following  paragraphs. 

Until now, we assumed that multiple features could be realised by simply 
combining a number of orthogonal software components. In some cases, 
however, the combination of two features not only introduces the sum of the 
behaviour of the individual features, but also some combined behaviour. For 
example, a geometry configuration is composed of a number of hardware 
modules. These modules cannot simply be combined, since they also have to 
exhibit combined behaviour: some combined movements are supported, and 
collisions of the mechanical parts in the new combined configuration must be 
avoided. This requires additional plug-ins in software to model the combined 
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behaviour. It may be necessary for such an additional plug-in to override 
functionality of the existing plug-ins, however, this is not elaborated on here. 

In principle, functionality realised by plug-ins is provided to the clients via a 
generic interface defined by the component framework. In this way, the clients 
can remain generic, since they know the meaning of the various interfaces. In 
some cases, it may be necessary to introduce services that each have a specific 
interface, in order to provide required functionality to the clients. The clients 
must know the specific interfaces precisely in order to use them. We 
encountered such a situation with the geometry. There, a service concept 
representing very specific properties of geometry hardware modules could not 
be captured in a generic interface. The geometry component framework 
provides functionality to obtain the services belonging to this concept. A 
component framework is introduced in a higher layer, that allows services to 
deal with the specific geometry services. These services in the higher layer have 
a one-to-one correspondence with the geometry services with specific 
interfaces.  

3.5.5 Using the Family Platform 

Component frameworks are applied as a means to support diversity. They 
support the definition of a family platform consisting of those software 
components8 that are relevant to several (but not necessarily all) family 
members. In addition, a generic architectural skeleton has been defined that is 
formed by those software components that are relevant to all family members. It 
is possible to construct such a family skeleton since the various units are 
relevant to all family members and the (expected) variation in these units is 
limited. Each unit may contain one or more component frameworks. 

Application groups use the family platform to build their specific family 
members. The generic architectural skeleton is used as a basis. Diversity is 
achieved by selecting the right specific extensions to this skeleton. When 
building a specific family member, the features that have to be supported must 
be identified. If these features are supported by plug-ins of component 
frameworks, the related plug-ins must be selected, if they already exist, or new 
plug-ins must be developed. As described earlier, a feature may be related to 

                                                      
8  In addition to the software, the platform also comprises requirements and design 

documentation, hardware, interface specifications, architectural rules and guidelines, 
tools, test environments, etc. 
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several component frameworks. It is therefore important to keep track of the 
relationship between plug-ins and the features they support. 

3.6 Experiences 

The approach described in this paper is currently being applied at Philips 
Medical Systems, and involves a large development crew. A major part of the 
development and testing can be shared for the various family members. The 
first members of the medical imaging product family are being developed at 
different development sites; one site for the platform development, and several 
sites for family member development. This approach is very promising as far as 
the first release of the family members is concerned. Further releases must 
validate this approach, of course. Some experiences with this approach are 
described below. 

• As stated earlier, the product family architecture contains a little over 
thirty units. About twenty of these units have fixed implementations 
and are present in each family member, a few units have a selectable 
implementation. About ten units have one or more service component 
frameworks, for example geometry, acquisition of images, viewing of 
images, field-service, etc. The size and complexity of the individual 
frameworks differ. The development effort can range from one to 
several man-years. 

• The service component frameworks proved to be very suitable for the 
diversity that needs to be modelled in this specific family architecture. 
Since the various service component frameworks have a lot in common, 
as identified in section 3.4, various parts of their design, documentation 
and testing can be done in a standardised way. They are also suitable for 
the organisational context of multi-site development for two reasons: 
ease of use and independence. Plug-ins for service component 
frameworks only have to interact with the framework via a predefined 
interface; the internal structure of the framework does not have to be 
known. This increases the ease of use and requires less support when 
compared to class frameworks. The interfaces also separate the 
component framework from the plug-ins; when the component 
framework is modified, this has no effect on the plug-ins (except when 
the interfaces are involved). 

• It is very important that the domain, as far as relevant for setting up the 
product family, is modelled, and not only a subset of the products to be 
supported. As a means to realise diversity, the architecture as a whole, 
and the frameworks in particular, are based on the domain model, 
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including the expected variation. The right concepts must be chosen to 
deal with variation. If these concepts are not based on the (expected) 
domain, the wrong concepts might have been chosen, leading to rework 
in subsequent releases of the frameworks and their plug-ins. 

• The separation of the functionality into a generic and a specific part 
introduces a new way of working. In our case, the platform activities 
deal with the generic part, and the application activities with the 
specific parts. This means that the main architectural choices are 
already made within the platform activities, and that the application 
activities use the provided components and interfaces, and extend the 
functionality with additional components to realise a specific family 
member. It is important to involve the application groups in defining the 
common platform, especially the interfaces to the specific parts. 

3.7 Related Work 

This paper describes a specific kind of component framework and how it can be 
applied to support diversity in a family architecture. The development of the 
service component frameworks is based on a domain model and a product 
family architecture, see [112]. In the paper, we focus on the relationship 
between the domain model and the component framework design model and the 
process involved. 

There are several publications which concern experiences with frameworks in 
different domains. In [61], for example, Meekel and others describe their 
experiences with frameworks in the portable wireless communication devices 
domain. A process is described in which, on the basis of domain analysis and an 
architecture defining a high-level decomposition into components, frameworks 
can be identified within these components. They use class frameworks for the 
product family. No further details are given on these class frameworks.  

In [28], Fregonese and others describe experiences with frameworks in a 
telecommunication domain. The relationship between domain analysis and 
framework development is also stressed here, and class frameworks are used. 
These class frameworks are developed using design patterns, and object-
orientation is used to provide hooks for the features that are likely to change. 
Since each class framework can use different design patterns, no general 
structure and way of using them is given.  

The component frameworks described in this paper are related to the generic 
building blocks used in the Building Block Method [50]. This method also 
identifies the differences between class and component frameworks. It is argued 
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that the self-contained nature of components results in better system structures. 
A number of generic building block types are described that were encountered 
in a telecommunication infrastructure product family. 

There are various other publications which describe frameworks in general. For 
example, [26] and [48] consider a range of white-box to black-box frameworks. 
In [48], a number of tasks are described to design and implement a framework. 
Three ways are discussed to extend a framework, that is, via interfaces, via 
inheritance, and via aggregation. A black-box framework (component 
framework) can only be extended by implementing interfaces specified by the 
component framework. In [26], it is argued that many framework experts favour 
black-box frameworks over white-box frameworks, since they are easier to 
extend and reconfigure. 

3.8 Conclusions 

In this paper, we have described an approach to handle diversity in a medical 
imaging product family, using component frameworks. Two important starting 
points for developing these component frameworks are the domain model, 
which defines the relevant concepts, and the product family architecture in 
which the component frameworks are integrated. 

This approach deals with the requirement that the medical imaging product 
family must deal with diversity in different areas. Various features and 
realisation technologies are supported, and the family must be extendible in the 
future. A generic architectural skeleton has been defined which is reused for all 
family members. As part of the architectural skeleton, service component 
frameworks are applied in areas where the various family members are based on 
the same concepts and the diversity is formed by the different instances of these 
concepts that are present in the specific family members. These component 
frameworks are applied in several units of the family architecture. They form a 
relatively simple, but important means to deal with this diversity. They are 
simple in the sense that they only use interfaces as a means of extension (the 
component framework is a black-box), and similarities between the service 
frameworks allow a standardised approach for developing such a framework. 
The services provided by plug-ins are related to the features that need to be 
supported in the product family. 
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4 Components, Interfaces and Information Models within a Platform Architecture 

Chapter 4  
Components, Interfaces and 
Information Models within a 
Platform Architecture 

Abstract 
In this paper we describe our experiences with the development of a platform in 
the medical imaging domain. Three important ingredients of this platform are 
components, interfaces and information models. We will explain the 
requirements for the platform, why these three ingredients have been chosen, 
and our experiences when using this approach. 

4.1 Introduction 

Products in the medical imaging market are becoming more complex and more 
diverse, must support easy extension with new features (feature propagation 
across products), should have similar appearance to its users, and have to be of 
high quality. A short time-to-market and limited development costs are also 
important factors. These requirements should be met by a product family that 
covers a large part of the market. The development of a product family and its 
individual members (i.e. single products) can be supported by a shared family 
architecture. 

Similarities can even exist between various product families. These similarities 
can be exploited in a similar way as they would be within a single product 
family. Such a group of related product families is sometimes referred to as a 
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product population [72]. A shared architecture can also be defined for such a 
product population. Based on this architecture, we can define and provide assets 
that can be reused across the product families belonging to the product 
population. 

In this paper we describe our approach for components, interfaces and 
information models within a platform for a product population. This approach is 
applied to a project, which aims at the delivery of common components across a 
number of different product families. These product families share the 
characteristic of acquiring and processing digital images of the inside of a 
human body. The platform can also be directly used for products; the 
'indirection' via a product family is not required. Section 4.2 introduces the 
requirements and set-up of the platform. In section 4.3, we elaborate on the 
ingredients of the platform, i.e. components, interfaces and information models. 
Section 4.4 describes the approach of using these ingredients to build a 
platform. Finally, section 4.5 presents result of practical experiences with the 
approach, followed by concluding remarks in section 4.6. 

4.2 Product Population Platform 

In the previous section, we introduced the arguments for a platform approach to 
support the development of products in the medical imaging domain. The 
platform has to support a number of properties. The most important ones are: 

• Open systems. The platform is intended for various systems within the 
hospital. These systems must be interconnectable and must be able to 
incorporate new functionality. 

• Forward/backward compatible. It is desirable that older and newer 
products made with the platform can work together. Also within a 
product, it must be possible to combine functions of different versions. 

• Independent life-cycles. The platform contains different groups of 
coherent functionality. Each of these groups should have an 
independent life-cycle, so that it can be updated without affecting the 
rest of the platform. 

• Configurability, extendibility. The composability/configurability of 
individual specific products from specific parts of the platform is very 
important. It should also be easy to extend products with new 
functionality. 

• Complexity management. When defining a platform that must be 
applicable for several product families and will evolve over time, it is 
important that the complexity is manageable. 



 

 

 

Components, Interfaces and Information Models within a Platform Architecture 57    

• Outsourcing and third-party software. In the light of the growing 
size and complexity of the software, we want to be able to buy-in 
certain parts or to outsource well-defined functionality. 

• Portability (technology independence). The platform is used for 
different products that may have different operating systems or 
component technology. The platform must be usable in these contexts.  

To support these properties, the product population platform will consist of a 
number of components. These components have clearly defined interfaces. 
Information models are defined for some of these interfaces, describing the 
semantics of the data that is exchanged over these interfaces (components, 
interfaces and information models are explained in section 4.3). Specific 
products can reuse the components, taking the interfaces and information 
models into account. 

The term ‘platform’ has different meanings, depending on the context in which 
it is used. For example, when looking at operating systems or middleware such 
as COM, the platform is a piece of infrastructure functionality on top of which 
you can build your own product. Another way in which the term platform is 
used is for a collection of frameworks to which specific functionality can be 
added via plug-ins (see [113]). In the context of this paper, we define a platform 
to be a set of generally reusable components. The users of this platform are free 
to decide which components to use. This is illustrated in Figure 4-1. Here, two 
product families and one product are depicted based on the platform. Each of 
them is composed from product-specific components and components that are 
selected from the platform.  

 

Platform 

Product Family A Product Family B Product C 

 
Figure 4-1 – Platform Set-up 

4.3 Components, Interfaces and Information Models 

The three main construction elements for the platform are components, 
interfaces and information models. They will be discussed in this section. 
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In our platform, components are units containing re-usable functionality with 
explicit interfaces that offer: 

• a quick delivery of existing functionality through stable interfaces; 
• composability of products from components by product groups; 
• independent life-cycles of components and products, allowing 

incremental updates; 
• easy distribution/installation of updated/new functionality; 
• an opportunity to (re-)use third-party and legacy software; 
• improved control over outsourcing; 
• integration of heterogeneous technologies (operating system, 

programming language). 

In addition to the components, interfaces are essential for our approach. 
Important characteristics of these interfaces are: 

• access points to clearly defined functionality for use by other 
components; 

• contracts between component creators and component users; 
• components must implement interfaces in their entirety (no optional 

methods); 
• components usually implement a set of logically-related interfaces; 
• the same interface may be implemented by multiple components; 
• the interfaces should be stable, the implementation can be flexible. 

 

Interfaces are closely related to components. This relation is illustrated in Figure 
4-2. A component has two types of interfaces, namely: 

• provided interface; the component guarantees that it will implement the 
functionality associated with the interface 

• required interface; the component accesses functionality through this 
interface and relies on the functionality to be implemented outside the 
component 
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required interface
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information 
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Figure 4-2 – Components, Interfaces and Information Models 

The interfaces and components are smaller parts that are defined in the context 
of the overall platform architecture. In addition to these interfaces and 
components, there are concepts that are relevant at several places in the 
architecture. An example of such a concept in the medical domain is a medical 
image. The concept of an image is relevant when displaying an image on the 
screen, when printing an image on film, or when storing an image on a CD. The 
image concept is a complex structure, and includes for example the pixel matrix 
and attributes that refer to the acquisition of the image. Concepts like this are 
included in a so-called ‘information model’. An information model captures 
relevant concepts from the domain, and is independent of the underlying 
technology. A number of information models have been defined. It is possible 
for one information model to build upon another (extending it).  

As an example, Figure 4-3 shows part of the imaging information model, which 
is based on the DICOM (Digital Imaging and Communications in Medicine) 
standard. Each of the objects in the structure has a number of attributes. There 
may be attributes that are specific for specific product families. It can also be 
the case that specific objects are added for individual product families. 
 

 Patient Study Examination Series Image 

has resulted incomprises of is subject of 

0..* 1 

Presentation 
State 

is applicable to 

consists of 

contains 

1..* 

0..* 0..* 

1 

0..* 1 0..* 1 0..* 1 

 

Figure 4-3 – Information Model Example 

The concepts in an information model play a role at several places in the 
architecture, between various components. For example, an application 
component makes a request to a print service to print an image. One way of 
realising this functionality is to let the print service provide a number of 

 

 



 

 

 

60  Chapter 4  

methods, each with a number of parameters, so that the application component 
can pass all the individual attributes that belong to the image and the attributes 
that control the printing of the image. However, instead of this possibility, the 
request is passed via one method call as a structure of data objects as defined in 
the information model. As a consequence, there are fewer and simpler interface 
methods, and the semantics are moved to the information model. 

Figure 4-2 illustrates how an information model is related to an interface. An 
information model defines the structure and semantics of the data objects that 
are exchanged between components via a certain type of interface. Such an 
interface enables data objects that adhere to the related information model to be 
passed. Two interacting components both must know the information model in 
order to deal with the data that is exchanged. 

Changes can occur within an information model, as the concepts within the 
domain may evolve. This means that several versions of an information model 
can exist. A certain component therefore provides a combination of an interface 
together with a particular version of the related information model. Since these 
two elements together actually determine the functionality that is provided by 
the component, they form the complete interface provided by the component. 

Each of the product families supports the basic set of concepts that are defined 
for a particular information model. However, there may also be extensions that 
are specific for a product family. This means that when data is transferred from 
one system to another, the receiving system will at least understand the basic 
set. The receiving system may or may not ignore additional elements or not, 
depending on the information models used by the sending and receiving 
systems.  

The main benefits of using information models within the definitions of 
component interfaces are as follows: 

• Reuse within several interfaces. An information model captures 
concepts that play a system-wide role in the interaction between 
components. For example, an image can be printed, stored, or 
displayed, requiring interaction with different components. These 
concepts can easily be reused in different contexts by defining them as 
data objects that can be passed via interfaces. Interfaces might also be 
reusable for several information models. This is likely when one 
information model is an extension of another information model. 

• Stable methods in interfaces. Since the syntactic part (the methods 
and their attributes) of the interfaces become smaller, they will remain 
more stable than traditional interfaces. This means that fewer new 
interfaces will be introduced during evolution of the system than when 
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applying the 'COM-rule', that is, when an interface needs to be 
modified, a new interface has to be introduced. 

• Handling concepts as separate entities. As in object-orientation, we 
intuitively deal with concepts in the real world as objects in an 
information model. These objects can be exchanged as entities over 
interfaces, and can be passed from component to component. This is 
different to the situation where an object’s attributes have to be put in 
the parameters of a method call, one by one. This would lead to 
complex method descriptions, particularly when concerning object 
structures consisting of several hierarchical levels. It is even possible 
that when a data object is passed through a number of components, the 
intermediate components do not know the complete semantics of the 
data object, but simply pass the data object to the next component. This 
allows the introduction of generic services that can handle data objects 
with slightly different structures and semantics, e.g. a service that 
queues and handles print requests. 

• Data objects can be stored (persistent). Since the data that is passed 
between components is in the form of data objects, it can easily be 
stored. For example, the request to print an image with all its data can 
be handled by a print service, and can later on be passed to a printer that 
is free. The same object structure can also be used to store these objects. 
Also for the exchange of information between interconnected system, 
the data objects are used. 

• Support for forward and backward compatibility. Since the methods 
of the interfaces remain stable, each component can receive data objects 
belonging to an older or newer version of the information model. If the 
version of the information model used by the requesting component is 
older, the receiving component knows how to deal with the data. If the 
version is newer, some new attributes in the data may have to be 
skipped, as the receiving component will not understand what they 
mean. This mechanism should of course be used with care, since 
although the methods of the provided and required interfaces are 
compatible, the combination of different versions of an information 
model may lead to undesired behaviour. 

• Enabling declarative way-of-working. The components in a product 
population platform have to be used together with components from 
specific products. This means that a stable level of interaction must be 
chosen for these component interfaces. By applying data objects, a 
declarative way-of-working is enabled in which the functionality is 
requested in terms of end-results (more what) and not in a sequence of 
steps (less how). So, the request to perform some action is captured in a 
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data structure and is passed to the performer of that action. This kind of 
interaction is more stable than interaction based on interfaces that have 
methods for each individual step.  

• Data driven tools. The use of information models increases the value 
of tooling that is based on data structures. As mentioned earlier, the data 
objects can easily be stored in a database. Another example is the 
generation of test data, based on an information model that defines the 
allowed structures and values for the data objects. 

This information models approach follows the trend of separating syntax and 
semantics, which can also be seen in XML. The information models are not 
applied for all interfaces. Usually those interfaces that deal with relevant 
system-wide concepts have related information models. There are specific 
interfaces for local interaction between components, since the advantages 
mentioned above mostly apply to the interfaces related to relevant system-wide 
concepts.  

In addition to the advantages of the information model approach, there are also 
some drawbacks. One of these drawbacks is that it becomes more difficult to 
see what an interface is used for, since the methods of the interface are more 
generic. It also requires a different way of working than in the situation in 
which ‘normal’ interfaces are used. 

4.4 Approach 

In this section, we give a general description of our platform approach (section 
4.4.1), the main architectural styles (section 4.4.2), the way diversity is 
supported by the platform (section 4.4.3), and look in more detail at how the 
components, interfaces and information models are defined (section 4.4.4). 

4.4.1 Platform Definition 

As mentioned earlier, the first aim of the shared approach is to arrive at an 
architecture that is shared across the various medical imaging systems. Such a 
shared architecture is essential to be able to define shared components, 
interfaces and information models. All parties involved, both the platform group 
and the product groups, contribute to an architecture group that defines the 
shared platform architecture. The next steps are as follows: 

• To define shared interfaces and information models, enabling the 
exchange and sharing of medical (imaging) data; 
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• To develop and deliver a set of medical imaging software components, 
that adhere to the agreed interfaces and information models, and that 
can be used within the various products. 

A prerequisite for this approach is that the information models and interfaces 
are explicitly defined and managed. To achieve this, there are two working 
groups, one for the information models and one for the interfaces, each 
containing members from the various platform and product groups. The focus is 
on the standardisation of functionality that already existed in multiple systems. 
As a rule of thumb, a component is part of the platform when it is required by at 
least two products. 

The platform group defines and realises reusable components for the platform. 
These components can be built quite independently of each other. They will be 
released when they are finished, and will be integrated into the platform in a 
next step. The product groups take a version of the platform and build their 
products on top of it. Any product may use its own selection of reusable assets. 

The product groups also use components that they have built for their own 
purpose. If these components comply with the interfaces of the shared 
architecture and are useful to other product groups, they may also be integrated 
into the shared platform. Note that this integration step will often need a 
redesign, both of the component itself and of those component interfaces that 
are not yet available. The reason for this is that the functionality that the 
component provides may have to be slightly adapted to make it reusable within 
other products. 

4.4.2 Platform Architecture 

The shared platform architecture defines a number of layers. The layers are 
(from bottom to top): base layer (containing infrastructure functionality), 
service layer (medical service components) and application layer (medical 
application components). The application components provide integrated 
functionality that forms an application. Applications are integrated to form 
products. The functionality of the application components is realised by using 
the functionality of the underlying service components. Each service component 
can thus be reused for several applications. 

As shown in Figure 4-4 below, the information models play an important role in 
the interaction between application and service components. These information 
models form a stable factor, allowing exchange of services and applications. 
Furthermore, the data objects that are exchanged between application and 
services can be made persistent by storing them in repositories. Since each of 
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these repositories supports the same interfaces and information models, these 
repositories can be exchanged. When a product family wants to incorporate 
platform services and applications, it has to provide its own implemented 
functionality, e.g. a specific repository implementation, via the defined 
interfaces and information models so that platform applications and services can 
be reused. The use of data objects also supports the co-operation of services and 
applications on distributed systems. 
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Figure 4-4 – Applications and Services 

4.4.3 Dealing with Diversity 

The product population platform is used in the context of different medical 
imaging products, each with its own architecture. Each of these products 
provides its own functionality and requires specific functionality from the 
platform. These products will each evolve over time, as will the platform. This 
means that the platform must have an excellent level of support for diversity 
and evolvability. 

The architecture of the platform contains three main concepts that support the 
diversity needed across products and product families, as explained below: 

• configuration data per component; 
• required interface concept; 
• information model concept. 

Each component within the platform has a required interface for configuration 
data. During start-up configuration data is read from the configuration database 
and is used to initialise each of the components. We will not elaborate further 
on this mechanism. 

The required interfaces form explicit points of variability in the platform 
architecture. They allow the exchange of components that have the same 
provided interfaces, but have been implemented differently due to specific 
requirements. A simple example is the Logging interface. This is a provided 
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interface of the Logging component within the platform, which is responsible 
for storing the logging data. The Logging interface is also a required interface 
for all other platform components. A specific product family is however not 
obliged to use the logging implementation provided by the platform. If there are 
specific logging implementation requirements, the product family can 
implement a specialised logging component that adheres to the Logging 
interface. This is illustrated in Figure 4-5. All platform components perform 
logging through the Logging required interface, so none of the other 
components need to be changed. 

System 1

Platform
Component X

ILogging

Logging
Implement. A

System 2

Platform
Component X

ILogging

Logging
Implement. B

 
Figure 4-5 – Different Implementations for One Required Interface 

Platform components should make as few assumptions as possible about their 
(execution) environment. As a design rule required interfaces should be defined 
for each function that may require variability in one or more products. 

The third variability mechanism is the use of abstract, general interfaces in 
combination with information models. In order to keep the interfaces simple and 
stable, most of the semantics are passed on as structured data objects that adhere 
to a specific information model, resulting in a declarative style. This allows a 
single implementation of the generic component that can support requirements 
from different products (see Figure 4-6). If the differences in requirements 
cannot be met by one single implementation, however, the declarative style 
facilitates a completely different implementation, since the individual steps to 
arrive at the result are not defined in the interface. 
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System 1

Component X

IMyInterface

Component C

System 2

Component Y

IMyInterface

Component C

 
Figure 4-6 – One Implementation Supporting Different Requests 

4.4.4 Defining Components, Interfaces and Information Models 

The interfaces and their related information models play an important role in the 
development of the platform. We could say that instead of a component-centric 
architecture description we have an interface-centric architecture description. In 
a component-centric approach, the focus lies on describing the various 
components and not on how these components interact with each other. In an 
interface-centric approach, the focus lies on the interaction patterns between the 
components, thus putting the focus on interfaces. The following steps can be 
identified when defining interfaces and components for the platform: 

• Determine which functionality must be provided, which kinds of 
components play a role in the solution, and which roles they play in 
collaborations. This is based on the domain knowledge. 

• Based on the interactions between these kinds of components, define 
the interfaces and the information models for the information 
exchanged. These interfaces determine which roles components can 
play. The interfaces have to enable a declarative way of working. 

• Using the interface specification, and taking the functional requirements 
into account, define the various components. Such a component 
definition heavily relies on these interface specifications, i.e. they can 
be seen as compositions of interface specifications. The functionality is 
then realised inside these components. 

 

4.5 Experiences 

In the previous sections, we described the approach for using components, 
interfaces and information models. Some of the experiences with this approach 
have taught us that: 
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• clear separation of platform internal and external interfaces (and 
components) is important; 

• when moving from a component-oriented approach to a more interface-
oriented approach, do not forget good definitions of components; 

• prototyping of interfaces and components is an important means to 
validate the design choices at an early stage; 

• starting on a small scale gives the opportunity to fine-tune the process 
and to gain experience for next developments; 

• it is important to involve all parties (platform and product groups) in the 
relevant decisions about the interfaces, information models and 
components; 

• the declarative approach supported by the data objects makes it easier to 
build systems from components that are developed by different teams; 

• the design should not become too generic; this leads to unnecessary 
implementation complexity and increased integration effort; 

• the chosen interfaces and information models support the required 
diversity in the specific components. 

 

4.6 Concluding Remarks 

In this paper we have described our approach and experiences with components, 
interfaces and information models in the development of a product population 
platform for medical imaging products. Interfaces, information models and 
components support the required platform variability in the following ways: 

• By paying explicit attention to interfaces, they will be usually more 
stable. The explicit handling of required interfaces means that each 
interface can be implemented by different components, each with their 
own behaviour. This enables diversity. 

• The interfaces are expected to remain stable. The variation, both at a 
particular moment in time and over time, is enabled by the information 
models. An information model can have a generic part that applies to all 
products, in addition to product-family-specific extensions. 

• By having separate components in the platform, it is possible to select 
the relevant components from the platform, add your own components, 
and build a product. This would not be possible if the platform was not 
componentised. 
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5 Quality Attributes and Aspects in a Medical Imaging Product Family 

Chapter 5  
Quality Attributes and Aspects in 
a Medical Imaging Product 
Family 

Abstract 
In this paper we describe our experience with quality attributes and aspects in 
the development of a medical imaging product family. Quality attributes play a 
role in the problem space, whereas aspects play a role in the solution space. The 
usage of quality attributes and aspects introduces multiple views, dealing with 
separate concerns. For example, one can view a system from a safety or 
portability point of view, or one can focus on the initialisation or error handling 
aspects of components. 

Quality attributes and aspects are used to add structure to the various phases of 
the development process. They form a supporting means for achieving 
completeness, i.e. have all relevant concerns been taken into account? In a 
product family context where the family members are constructed from a 
component-based platform, it is especially useful to achieve aspect-
completeness of components, allowing system composition without worrying 
about individual aspects such as initialisation. 

5.1 Introduction 

Products in the various embedded system markets are becoming more complex 
and more diverse, and must be easily extendible with new features. Important 
influencing factors are a short time-to-market, low development costs and high 
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demands on the quality of the software. In order to meet such requirements for a 
range of medical imaging products, a product family has been defined. The 
requirements specification for this family comprises a domain model expressed 
in UML and a structured collection of use cases (see [1]). The use cases 
describe the behaviour that is exposed to the user of the products within the 
family. The development of the individual products is supported by a shared 
family architecture and a component-based platform. 

In order to master the growing complexity of systems, it is important to 
decompose product families, or systems in general, into smaller artefacts. 
Decompositions have to be defined in such a way that they support reuse and 
maintenance of artefacts, and a straightforward configuration of the product 
family members. Most development methods deal with a single decomposition 
of the system, and the tools support only the single decomposition. For today’s 
complex systems, however, a single decomposition is not enough to master the 
complexity. Systems exist in which the operational functionality, i.e. the 
functionality realising the purpose of the system, only accounts for twenty 
percent of the system realisation. In our case, the operational functionality 
comprises acquiring, processing, and viewing images. The remainder of the 
system deals with issues such as error handling or initialisation. 

In the area of requirements specification, one can organise the specification in 
terms of use cases (functions, features), which usually focus on the operational 
functionality of the system, and therefore mostly deal with the functionality 
quality attribute (see [4]). The other quality attributes are then handled in 
different ways: one or two quality attributes drive the architectural decisions, 
while the other quality attributes are left to chance or are handled by over-
dimensioning, e.g. additional memory. When considering the architecture and 
design of a system, the system is decomposed into smaller parts, primarily 
based on the operational functionality. But next to that, issues like initialisation, 
error handling, testing, and logging play a role. These issues, or aspects, are 
techniques in the solution space. They are just as important as the operational 
functionality of the system, since the system is only complete when all aspects 
are properly dealt with. Such additional views (or secondary decompositions) 
introduced by quality attributes and aspects, next to the primary decompositions 
into use cases and components, support the managing of the complexity by 
separating and localising concerns, as will be illustrated in this paper. 

The remainder of this paper is structured as follows. In section 5.2, the need for 
quality attributes and aspects at multiple system decomposition levels is 
explained. Section 5.3 discusses the usage of quality attributes and aspects in 
the architectural phase; the subsequent phases are discussed in section 5.4. 
Related work is described in section 5.5, followed by concluding remarks in 
section 5.6. 
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5.2 Multiple Views at Multiple Levels 

This section describes the primary decomposition levels identified for the 
medical imaging family. After that, quality attributes and aspects are introduced 
as additional views, providing a secondary structuring mechanism. 

5.2.1 Multiple Levels 

The system decomposition levels for the medical imaging family are illustrated 
in Figure 5-1. The system is first decomposed into layers (separated by the 
dashed line in Figure 5-1), each with a number of units (the grey ovals). Next to 
the logical decomposition into units, a physical decomposition into one central 
controller (a PC with Windows NT®) and a number of peripheral devices is 
made. A unit may require different disciplines for its realisation. For example, 
the units shown in the lower part of Figure 5-1 require software in the central 
controller and peripheral devices containing dedicated hardware, embedded 
software on this hardware, mechanics, etc. The software of the units on the 
central controller (the white squares in Figure 5-1) is again decomposed into 
software components (the black squares). These software components can be 
deployed separately. The software components again consist of classes with 
methods and attributes. More on the system structure of the product family can 
be found in section 5.3. 
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Figure 5-1 – Medical imaging system decomposition 

In this paper, we will focus on the software part that is located on the central 
controller. So, the following levels of the primary system decomposition are 
relevant here: system, units (as parts of layers), software components, classes, 
and methods within the classes. 
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5.2.2 Multiple Views 

It is useful to have different views on an artefact, such as a system or a software 
component within a system. These views are based on the different concerns 
which are relevant for that artefact. We distinguish between quality attributes 
and aspects as views. A quality attribute of an artefact is an observable property 
of the artefact. A quality attribute can be observable at development-time 
(including testing and maintenance) or at run-time. Important quality attributes 
for our product family are reliability, safety, modifiability, and portability. An 
aspect is a coherent part of the functionality realised by the artefact that cross-
cuts the primary decomposition. Relevant aspects for our software components 
include initialisation, error handling, and testing. The difference between quality 
attributes and aspects is that quality attributes deal with observable properties of 
a certain artefact (problem space), whereas aspects focus on the functionality 
that must be realised inside an artefact (solution space), as schematically shown 
in Figure 5-2. Aspects fully decompose the artefact, without overlaps, and can 
be used to realise quality attributes. 
 

artefact

aspect

quality
attribute

 
Figure 5-2 – Quality attributes and aspects 

Figure 5-3 depicts the usage of quality attributes and aspects for the medical 
imaging family. The top of Figure 5-3 gives the quality attributes for the system 
as a whole. These quality attributes include configurability, portability and 
reliability. The following different means exist to realise these and other quality 
attributes: 

• System structure. The modifiability quality attribute, for example, is 
handled by using component frameworks and plug-ins to separate 
generic functionality from specific functionality.  

• Rules & guidelines. Another way to realise certain quality attributes is 
to prescribe rules & guidelines for the development artefacts in the 
decomposition of the system. For example, to support the portability of 
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the system, it is important to limit the dependency on external libraries. 
It must be prescribed which libraries may be used and which not. 

• Aspects. Finally, aspects can be used to support quality attributes. For 
example, to support the reliability of the system, a piece of functionality 
is included in each software component that handles the errors locally to 
limit the consequences of occurring errors.  

Complete System

Realisation
Disciplines

system aspects

software aspects

hardware aspects

mechanical aspects

quality attributes

system structure

rules & guidelines

Software Decompositions

software unit aspects

component aspects

class aspects

 

Figure 5-3 – From quality attributes to aspects 

Structures decompose the system into artefacts that fit the primary 
decomposition of the system at a certain level, e.g. the units of the system are 
decomposed into software components. The application of rules & guidelines is 
interwoven in the system; they usually do not lead to clearly identifiable pieces 
of functionality. Aspects do lead to clearly identifiable pieces of functionality 
and are in some sense related to both structures and rules & guidelines: aspects 
define a microstructure for the individual artefacts in the system and rules & 
guidelines define how they should be applied within each artefact. This 
microstructure does not coincide with the primary decomposition, however, as 
will be discussed in section 5.2.3.  

 

 



 

 

 

76  Chapter 5  

 

The aspects described at system level can cover various realisation disciplines. 
For example, the initialisation aspect of the system not only concerns the 
software on the central controller, but also the peripheral hardware. An integral 
approach must be applied for this, so that each unit will deal with this aspect in 
a uniform way. Of course, aspects can be specified in more detail for the 
individual realisation disciplines. When an aspect has been identified as being 
relevant for the software, one has to decide on which decomposition level it will 
be dealt with. For example, one can decide that: 

• each unit takes care of the restart aspect, among other things by 
subscribing itself to a restart service which will restart the unit in the 
case of a fault, 

• each component takes care of the field-service aspect, meaning that all 
field-service functions related to the component are provided by it, and 

• each class takes care of the persistency aspect by providing methods so 
that the relevant attributes can be persistently stored and retrieved later 
on. 

As shown in Figure 5-3, the quality attributes for the system as a whole form 
the basis for the various design decisions. From this figure, one might conclude 
that the quality attributes at the highest level can be translated into aspects, 
structures and rules & guidelines. However, a quality attribute (or a derivative 
of it) can also apply to an artefact at some lower level of the decomposition, and 
the decision of how to deal with it must be taken at that level. For example, the 
top-level architecture consists of units, and it shows no diversity. At a lower 
level, the designers of the units translate the modifiability into the application of 
component frameworks. Thus, the way in which a particular quality attribute is 
supported can be decided at various levels of decomposition. This means that 
additional structures, aspects and rules & guidelines are also introduced at lower 
levels.  

The system and software architects make the most important decisions when 
defining the architecture for the system. They may decide, for example, that 
each unit must contain an error handling aspect. The architect does not 
necessarily have to restrict himself to the level of decomposition into units; 
important decisions for lower levels can also be made. 

In [4], a distinction is made between quality attributes which are discernible at 
run-time or not discernible at run-time. One might expect that quality attributes 
that are not discernible at run-time are not handled with aspects, but with 
structure and rules & guidelines, since an aspect deals with a part of the 
functionality of an artefact. For example, the modifiability (not discernible at 
run-time) of a system can be supported by applying the structure of component 
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frameworks with plug-ins in the architecture, and the reliability (discernible at 
run-time) is supported by the error handling aspect. However, some aspects can 
support a quality attribute that is not discernible at run-time. An example is the 
portability of software components, which are realised in our medical imaging 
family with the Component Object Model (COM) from Microsoft. Their 
portability is increased by adding a layer of wrapper classes (the wrapper 
aspect), shielding the specifics of COM. Conversely, a quality attribute that is 
discernible at run-time does not always lead to aspects. For example, as a 
consequence of reliability requirements, it has been decided to let each unit 
have its own process, thus limiting the consequences when one unit does not 
behave according to specification. 

5.2.3 Applying Aspects 

Applying aspects within a system consists of two parts. The first part is a 
description of the aspect, containing information on the purpose of the aspect 
and which mechanisms must be used to realise the aspect in the system. This 
first part can be considered as a design specification. The second part is the 
actual implementation of the aspect. This implementation is spread across the 
various artefacts within the system. An aspect will have a specific 
implementation in each artifact. The internal structure of these artefacts can be 
considered as a microstructure (or texture), as depicted in Figure 5-4. The 
microstructure is defined as a recurring pattern for all artefacts in the 
decomposition, or for a selected subset of the artefacts. This pattern is recurring 
since the aspects are relevant for all (or most) artefacts. 
 

Structure

MicrostructureAspect Artefact
 

Figure 5-4 – Structure and microstructure 

It should be noted that the decomposition of an artefact into aspects, as shown 
in Figure 5-4, does not have to coincide with the primary decomposition levels 
of the system. In our case, these primary decomposition levels do not match the 
aspects. The reason is that the domain objects, such as the image processor or 
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patient administration, play a leading role for the primary decomposition, not 
the aspects such as error handling or initialisation. This difference is illustrated 
in section 5.3.4. As a consequence, the decomposition into aspects forms a 
secondary decomposition. 

The microstructure introduced by the aspects is beneficial for mastering the 
complexity of the system. Aspects also have a positive effect on the conceptual 
integrity, since each artefact must deal with each aspect in a similar way. 
Furthermore, the testability is increased (see section 5.4.2). Also the traceability 
is increased, since the aspects are handled explicitly and can easily be identified. 

The similarity of the realisation of aspects for the artefacts can lead to 
standardisation of the usage of aspects in artefacts. In addition, certain parts of 
an aspect can be handled in a generic way, e.g. the writing to log-files. In this 
way, the specific part of the aspect within each artefact becomes smaller. The 
standardisation leads to implementation support for aspects. At the different 
levels of decomposition different support can be given, for example component 
frameworks can be defined (section 5.3.4), or base classes can be defined from 
which one can inherit (section 5.4.1). 

It should be noted that some aspects are relevant for every unit, component or 
class in the system, while other aspects are only relevant for a subset of the 
artefacts. For example, the aspects of calibration and hardware testing are only 
relevant for the units that deal with peripheral devices. Initialisation, on the 
other hand, is relevant for every unit in the system. In [72], Van Ommering 
describes how certain architectural decisions only deal with a part of the 
architecture, forming a regional architecture. 

5.3 Architecting 

In [4], a software architecture is defined as “the structure or structures of the 
system, which comprise software components, the externally visible properties 
of those components, and the relationships among them”. The architecture must 
accommodate the quality attributes as imposed on the system, which can be 
handled via structures in the high-level architecture, aspects, or rules & 
guidelines. 

5.3.1 Quality Attributes 

A short overview of the most characteristic and important quality attributes for 
the medical imaging product family is given below: 
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• Reliability. Reliability is the ability of the system to keep operating 
over time. It is important that the system keeps functioning when it is in 
use, because it is for example not allowed that the system fails during a 
clinical intervention. 

• Safety. If a medical imaging system does not operate according to its 
specification, it is potentially dangerous to patients and personnel. More 
particularly, the FDA (Food and Drug Administration) must approve 
medical imaging products, especially in the area of safety, before they 
are allowed on the U.S. market, amongst others. 

• Functionality. The domain and the requirements from the various 
stakeholders determine the operational functionality which the system 
must expose. Important functionality comprises acquiring, processing 
and viewing images. 

• Portability. The delivered medical imaging systems must be supported 
for a long time (10 to 15 years). This means that one does not want 
strong dependencies on the selected realisation technologies, as they 
may change during that period. Portability is thus an important quality 
attribute. 

• Modifiability. In [4], modifiability is described as the ability to make 
changes quickly and cost effectively. In the context of the medical 
imaging product family, the following issues are relevant: 

• Configurability. At any given time, it must be possible to 
make several product configurations based on the product 
family architecture and shared assets, using minimal effort. For 
this reason component frameworks are introduced, for example. 

• Extensibility and evolvability. Extensibility can be defined as 
the ability to quickly add new functionality with minimal effort. 
This is needed, as the family will continue to exist for a large 
number of years. The shared family architecture and 
component-based platform must also be evolvable in case 
changes are needed.  

• Testability. Testing is a very important activity, and is related to the 
safety and reliability of medical imaging systems. Since testing takes a 
considerable amount of effort, it requires special attention. Design 
concepts that support the testability are therefore applied.  

• Serviceability. The systems installed in the field have a long lifetime. 
During this lifetime, it must be easy for the field-service engineers to 
localise and repair defects and to upgrade these complex systems with 
new features. 
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5.3.2 High-level Architecture 

The primary decomposition of our system is based on the main concepts in the 
medical imaging system domain. The two main architectural styles guiding this 
decomposition are: 

• Layering. The system is decomposed into an application, technical, and 
infrastructure layer. The application layer contains the application 
knowledge, e.g. the procedures to acquire images and the functions to 
analyse images. The technical layer provides an abstraction of the 
peripheral devices, e.g. image processing functions and movements of 
the geometry, which controls the major moving parts in our medical 
imaging system. The infrastructure layer provides basic facilities to the 
other two layers, such as logging and field-service (calibration, 
configuration, etc.) facilities. These three layers are internally further 
decomposed into units. 

• Independence of units. The family architecture defines a 
decomposition into a number of units. A unit contains a coherent set of 
functionalities, and covers a sub-domain of the overall identified family 
domain, e.g. acquiring images or processing images. In order to avoid a 
monolithic design, units should be self-contained and de-coupled. This 
is supported by letting each unit deal with its own relevant aspects 
(aspect-completeness), using event notification and blackboard-like 
information exchange mechanisms, etc. 

Based on these principles and the analysis of the domain, the system is 
decomposed into a number of units. The image acquisition chain plays an 
important role within the medical imaging domain. This chain contains the 
various peripheral devices, ranging from the generation of images to the 
processing and storage of images. Based on the elements in the chain, a number 
of units are identified in the technical layer, each providing an abstraction of the 
underlying peripheral device. The workflow using (and controlling) these 
devices comprises a number of phases, such as patient administration, image 
acquisition, image viewing, image handling (including printing, archiving, 
communication via a network); see [86]. Based on the phases in this workflow, 
units are identified. Since these units contain application knowledge, they are 
located in the application layer. The decomposition into units is schematically 
depicted in Figure 5-5. 
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Figure 5-5 – Unit view of the product family architecture 

The units shown in the technical layer in Figure 5-5 can be considered as 
complete units (i.e. including possible hardware), or as software units (i.e. the 
part of each unit that is inside the central controller). In the former case, a view 
on the system architecture is shown, in the latter case a view on the software 
architecture of the central controller is shown. 

It should be noted that the primary decomposition of the system is based on the 
main functionality in the domain, i.e. acquiring, processing and viewing images. 
The reason for this is that we expect the diversity in the product family, now 
and in the future, mainly to be in the operational functionality. We expect the 
other quality attributes and aspects to remain stable. They are identified up-front 
by the system architect, and go through the various decomposition levels of 
design in a top-down way. Changing quality attributes and aspects is then not a 
straightforward activity, since they do not match the primary decomposition of 
the system. Figure 5-5 does not show the required support for diversity in terms 
of configurability and extensibility. These qualities will be handled inside the 
individual units. Important architectural elements for this are component 
frameworks (see [112], [113]). Each unit may contain one or more component 
frameworks and results in one or more separately deployable components, 
which are realised as COM servers. For example, the different procedures for 
acquiring images are provided within plug-ins, supporting specific system 
configuration and extension of existing systems with new procedures. 

The decomposition of the system into a structure with a number of units is only 
one part of the family architecture, of course. In addition to the decomposition 
into units and the specification of the relationships between units, other 
structures must also be defined based on quality attributes. For example, the 
process structure is influenced by the reliability of the system; each unit has a 
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separate address space and process, so that an error does not immediately 
affects other units. 

5.3.3 System Aspects 

Not all design decisions can be expressed in terms of structures and 
relationships. This is why the definition of architecture at the beginning of this 
section also mentions externally visible properties of components, which can be 
captured by aspects and rules & guidelines, and quality attributes that apply to 
the artefacts at lower levels.  

Part of the document describing the system architecture deals with the various 
structures that are defined. Specific properties or responsibilities of the 
identified components are also described there. The aspects that cut across the 
various structures and that cannot be assigned to one or a few artefacts are 
discussed in separate chapters. For the medical imaging product family, these 
(software-related) aspects include amongst others: 

• Operational. The main operational functionality contributes to the 
functionality of the system for which it was intended. In our case, this is 
acquiring, processing, and viewing images. This aspect is of course 
related to the functionality quality attribute. 

• Field-service. The field-service functionality deals with facilities like 
calibration of the hardware, performing tests, changing the 
configuration of the system, etc. These facilities are for use by field-
service engineers only, and are particularly provided by units in the 
technical layer. This is one of the larger aspects that can be split into a 
number of sub-aspects. The field-service aspect is related to the 
serviceability, modifiability and the long lifetime of the systems. 

• Software keys and licenses. Almost every system is different due to 
high configurability. Licensing functionality supports this by enabling 
additional options. This aspect is also related to the 
modifiability/configurability. 

• Self-tests. Various parts of the system, especially those related to the 
peripheral hardware, must perform self-tests in order to check whether 
they still function correctly. Most self-tests are activated during the 
start-up of the system. This aspect is related to the safety and reliability 
quality attributes. 

• Graceful degradation. Graceful degradation is related to the safety and 
reliability quality attributes. It means that if there is a problem in one 
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part of the system, the rest of the system continues to function as well 
as the circumstances allow. 

• Start-up, shutdown, initialisation and reset. This aspect deals with 
starting-up and shutting down the system and the consequences this has 
for the components in the system. This aspect is relevant in almost 
every type of system. Furthermore, restarts of an individual unit must 
be supported after the occurrence of a problem in that unit. 

• Error handling. This aspect deals with the strategy for handling errors 
that occur during system run-time. It is related to the safety and 
reliability quality attributes. 

• Logging. Each unit must do its own logging. A strategy has been 
defined for logging which describes what data should be logged. The 
logged data will be used for off-line analysis and can be used to 
increase the reliability of the system. For example, the usage of the 
system is registered, thus supporting pro-active maintenance of the 
system. 

• Wrapping. COM has been selected as middleware for the realisation of 
the system. To limit the dependencies on this technology, each 
component must have wrappers, shielding specific COM issues from 
the internal implementation. This aspect is related to the portability of 
the system. 

In addition to the aspects, rules & guidelines are formulated in order to meet the 
requirements imposed by the quality attributes. Two examples are given below 
to give an impression of these rules & guidelines: 

• Resource budgets. As in most systems, performance is an important 
issue. Timing constraints are given for a number of typical and critical 
use cases of the system. Budgets are also assigned to units for memory 
usage and disk-space, amongst other things. This is related to the 
performance quality attribute. 

• Software libraries. The software on the central controller executes on 
WindowsNT. A number of libraries exist that can be used during 
implementation. To limit the dependencies on these libraries, only a 
small selection may be used. This rule is related to the portability of the 
system. 

The difference between the two lists, with aspects on the one hand and rules & 
guidelines on the other, is that the aspects result in identifiable pieces of 
functionality in the artefacts of the decomposition. For example, an artefact has 
an initialisation aspect, i.e. a piece of code dealing with its initialisation. 
Aspects define a microstructure for the artefacts which decomposes these 
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artefacts. The rules & guidelines, on the other hand, are not easily identifiable. 
For example, it is hard to state which piece of the code is dealing with 
performance. This means that the rules & guidelines are interwoven with the 
functionality of the artefact. 

The aspects listed here are handled by a large number of units in the system. For 
a particular system, these aspects are therefore realised by combining the aspect 
parts handled by each unit. An aspect for a particular system can be considered 
as an emergent property from the aspect implementations of the artefacts used 
in the system. It should be noted that some aspects are simply the sum of the 
aspect parts provided by each unit, for example each technical unit can provide 
one or more calibration functions. For other aspects, however, the quality of that 
aspect depends on the weakest aspect part provided by a unit, for example the 
quality of the graceful degradation of the system is determined by the weakest 
part in the chain. One could say that the first kind of aspects are individual and 
that the second kind of aspects are collective. 

Architecting is all about taking early design decisions. To get these emergent 
properties right, it is important to take design decisions about aspects in 
advance. Sometimes, aspects are described briefly at a high level, but have a 
considerable impact on the implementation. Choices that have a considerable 
impact must be documented well to avoid situations where a certain aspect is 
solved in each artefact in a different way, thus leading to a system which does 
not have conceptual integrity. 

5.3.4 Software Aspects and Architectural Styles 

All system aspects mentioned in section 5.3.3 resulted in aspects on the 
software level. For example, the initialisation of the software is part of the 
initialisation of the complete system. The realisation of some software aspects 
can be supported by an architectural style as illustrated below. 

As stated earlier, current software development methods and tools usually allow 
a single decomposition. For some software systems, the primary decomposition 
is done according to the system aspects such as error handling and initialisation. 
The components in this decomposition each contain some generic functionality, 
plus aspect functionality that is related to the system objects, e.g. image 
processor or image acquisition. As a consequence, functionality that logically 
belongs to a system object is distributed over a number of components. This is 
the situation in Figure 5-6 above the thick grey line. For our type of systems, 
however, such a decomposition is not desirable. The diversity in our systems is 
in the direction of the system objects, not in the direction of aspects like error 
handling. This leads to a situation where the decomposition is based on the 
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domain, as explained in section 5.3.2. Such a decomposition can handle changes 
and extensions in the main functionality of the system, e.g. by applying 
component frameworks. For some aspects it is very useful to have supporting 
functionality in separate components. This means that for our type of systems 
the situation below the thick grey line is desirable. It is then easier to add new 
system objects. The situation below the line contains both system objects, and 
support via component frameworks for other functionalities (aspects), such as 
initialisation or error handling. The system objects are then plug-ins to these 
component frameworks in the infrastructure (see the infrastructure component 
frameworks in [113]). These component frameworks are located in the 
infrastructure layer as depicted in Figure 5-5. The combination of these two 
kinds of components in the primary decomposition of the architecture is 
identified in [81] as a hybrid approach. 
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Figure 5-6 – Towards a hybrid approach 

An example of such an infrastructure component framework is a component 
framework that deals with all field-service related functions, such as hardware 
calibrations, setting of configuration parameters, etc. Components with such 
field-service functions provide these functions as services to the field-service 
component framework. These services are made available to the field-service 
engineer. Another example is the component framework that takes care of 
restarts of units. During initialisation, each unit must announce itself, so that the 
component framework can restart a unit when needed. We stated earlier that the 
selection of the aspects was considered to be fairly static; it has to be carefully 
considered by the system architect. But, since the generic part of the aspects 
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mentioned in these two examples is handled at one location, changes to these 
aspects can be made relatively easily when needed, as long as only the generic 
part is affected; the specific part is distributed across the system. 

5.4 Subsequent Phases 

In the previous section, the software system as a whole and its first level of 
decomposition into units was considered. In this section, we consider further 
levels of decomposition, the testing and verification of the system, and the 
construction of family members from a platform. 

5.4.1 Design and Implementation 

A unit consists of a number of components. The software architecture has 
already defined aspects and rules & guidelines that apply to the components. 
The unit designer may add additional aspects and rules & guidelines, based on 
certain quality attributes. One example is that the initialisation aspect may be 
extended. At the highest level, initialisation for all software units in the system 
is defined. This includes, for example, that each unit in the system has to 
register itself in the registry and is started during power-up. During the 
initialisation of each unit, it must register itself with a component framework in 
the infrastructure layer that is responsible for monitoring the units and restarting 
them when faults have occurred. The designer who decomposes the unit may 
decide to introduce a component framework with plug-ins. There will be 
additional initialisation requirements for this structure, for example the 
component framework must start the plug-ins, and the plug-ins must provide 
lists of services which they provide (see [112] and [113]). In this case, the 
initialisation aspect is extended for a specific unit. 

Components are part of a unit and consist of classes themselves. Figure 5-7 
shows how aspects can affect the internal structuring of a component. On the 
left-hand side we see the situation in which each class within the component 
deals with all relevant aspects. The selection of these classes is based on the 
domain and the operational functionality of the component, e.g. processing 
images. On the right-hand side, we see the situation in which the classes are 
assigned to a single aspect, e.g. error handling or initialisation. However, just as 
for the architectural style discussed in section 5.3.4, neither of these extremes is 
usually the best solution. Some hybrid approach is usually chosen instead. This 
approach consists of identifying a number of operational classes and supporting 
classes related to the other aspects. The operational classes then also deal with 
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the other aspects. The aspects provide a second order decomposition (another 
view) of the components, in addition to the decomposition into classes. 
 

 

Situation A

Component X Component Y 

Aspect A B C D Aspect A B C D 
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Figure 5-7 – Aspects and component structure 

When considering the aspects inside a component, we can identify usage-
relationships between them. For example, functionality related to the 
initialisation of a component may only be used during start-up, and it may not 
be called from normal operational functionality. Conversely, the initialisation 
aspect is allowed to make calls to normal operational functionality. 

The interfaces of components are grouped according to aspects, i.e. each 
interface deals with one aspect. In this way, separate concerns are handled by 
separate interfaces. Just as there are allowed relationships between aspects 
within a component, the system architect defines the allowed relationships 
between aspects of different components. For example, each component may 
provide interfaces with field-service functionality. These interfaces may only be 
used by the field-service component framework, not by any other component. 
Similarly, the interfaces dealing with initialisation and reset of components may 
only be used by specific components. The correct application of these rules can 
be checked using architecture verification (section 5.4.2). 

Section 5.3.4 discusses support for aspects in terms of component frameworks. 
Other support is also provided for realising certain aspects. For some aspects, 
support is given in the form of standard interfaces that must be provided by a 
component. For example, standard interfaces are provided for field-service 
functions like calibrations. Other support consists of base classes as a basis for 
design and implementation. For example, for the operational aspect it has been 
decided that each unit will act as a server and provide its functionality via 
resources. Base classes are provided for these concepts of servers and resources. 
For aspects where such concrete support is not possible, one has to content 
oneself with more abstract rules & guidelines. Although not present in our 
development environment, one might also consider tool support for certain 
aspects. 
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Aspects provide another view (or secondary decomposition) of the system. 
However, the tooling only supports the primary decomposition. Additional 
measures must be taken to find out to which aspect an interface, a class or a 
method of a class belongs to. For example, for the interfaces, we have applied 
naming conventions in order to obtain views according to aspects. 

Aspects do not only lead to a more structured view on the interfaces and the 
code, but they are also used for structuring the accompanying documentation. A 
template is used for component documentation. This template includes a 
number of sections that deal with the various aspects that are relevant for most, 
if not all, components.    

5.4.2 Testing and Verification 

We have described how explicitly applying quality attributes and aspects in the 
various development phases adds structure to the development process. When 
considering the V-model, the use of quality attributes and aspects can aid the 
testing at the various levels by adding structure and achieving completeness. 
Two examples of how aspects help us are given below. 

When considering testing, it is important to understanding the architecture and 
design concepts behind a development method, as it usually leads to a more 
effective test process. The important testing concepts can be identified based on 
the design concepts in the development phases. This also holds for the concept 
of aspects, which helps when structuring tests to achieve a complete test of a 
component, without missing any aspect. Since aspects are treated more or less 
uniformly across the various components, it is also possible to define a number 
of basic tests for some aspects that must be performed for each component. For 
example, a number of tests can be defined for component initialisation, or the 
handling of errors (e.g. when a component that is being used crashes). 

For our medical imaging product family, automated architecture verification 
[84] is applied which verifies in an automated way whether the implicit 
architecture extracted from the implementation of a system is consistent with its 
specified architecture. This helps to maintain the conceptual integrity of the 
system. It can also be used to check the applied aspects. Examples of aspect-
related rules that are being checked are: ‘Does each component provide the 
obligatory aspect-related interfaces’, or ‘Is the field-service interface not called 
by any component other than the field-service component framework’. What the 
verification tool actually does is generating the relevant view and then checking 
the specific rule on that view. 
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5.4.3 Constructing Family Members 

The product family development is based on a component-based platform. A 
family member is then constructed by selecting the right components from the 
platform and adding additional specific components to realise the system 
specific behaviour. In such a situation it is very important that each component 
is aspect-complete, i.e. each component deals with the functionality that is 
relevant for itself, e.g. its own initialisation, error handling, etc. When the 
components are aspect-complete, then the dependencies between the 
components are decreased. For example, no component is needed to take care of 
the specific initialisation of all other components, and that therefore depends on 
the specific system configuration. This localisation of concerns with the 
individual components is beneficial to the composition of individual family 
members out of separate components. 

5.5 Related Work 

Various publications use the terms aspect, quality attributes, views, or other 
related terms. The definitions of these terms have a number of properties in 
common. Firstly, there is the notion that different concerns have to be addressed 
in an explicit way. Secondly, the concerns are also handled independently 
wherever possible. Some of the related approaches are described in the 
following paragraphs. 

Kiczales and others describe the aspect-oriented programming approach in [42]. 
They identify the problem that some concerns are difficult to modularise, e.g. 
exception handling policies. Such crosscutting concerns do not match object-
oriented decomposition, resulting in logically coherent functionality being 
spread over classes. The solution is to capture the crosscutting concerns in 
separate actions that can be woven into the rest of the program. The subject-
oriented programming approach [33] is similar. The main difference when 
compared to aspect-oriented programming is that subject-oriented programming 
deals with additional features that can be added onto objects, whereas aspect-
oriented programming focuses on properties that affect the performance or 
semantics of objects. The main difference with our approach is that these 
approaches focus on the programming level and deal with adding aspects into 
programs via tool support. Our approach affects the various development 
phases, and the aspects are considered fairly static. 

A number of quality attributes like performance and modifiability are discussed 
in [4]. These quality attributes affect the architecture to be defined. It illustrates 
the way in which architectural styles can be used to meet the requirements 
imposed by the quality attributes. In our approach, similar ideas have been 
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shown to translate quality attributes into structures, aspects and rules & 
guidelines. 

In [67], the method of applying aspects is described in the context of the 
Building Block method. Our approach is closely related to the approach 
described in that paper. They also describe how aspects can be used to meet 
certain requirements related to quality attributes. 

5.6 Conclusions 

In this paper, we have described our experience with quality attributes and 
aspects in the development of a medical imaging product family. Quality 
attributes are used in the problem space; aspects are used in the solution space. 
They provide useful additional views or secondary decompositions, in addition 
to the decompositions of the specification and design into features and 
components. It is important to have multiple views in the development process 
to be able to manage the complexity. Using them explicitly adds additional 
structure to the process and they provide a means to achieve completeness. 

The focus in this article is on the architecting phase. During this phase, it is 
important to explicitly list the quality attributes which affect the architecture, 
and it should be described how these will be met by applying aspects, defining 
structures, or prescribing rules & guidelines. Various examples have been given 
on the specific quality attributes, aspects, structures and rules & guidelines. In 
the architectural phase, a hybrid approach is applied in which the decomposition 
of the system is based on the domain of the system, and each unit in the system 
must deal with the various aspects such as initialisation and error handling. 
Infrastructure component frameworks have been introduced as a supporting 
means for some aspects. In contrast to some related methods, the quality 
attributes and aspects are considered to be fixed, i.e. the main diversity in the 
product family is expected in the operational functionality only. 

In subsequent phases, the use of aspects is relevant for the units, components, 
and classes. For components, which are used for configuring specific family 
members, we have identified that it is important that they are aspect-complete. 
Aspects provide a way of structuring the code and the accompanying 
documentation. In the test and verification phase, aspects again prove to be a 
useful means for structuring and achieving completeness.  
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Chapter 6 
From Problem to Solution using 
Quality Attributes and Design 
Aspects 

Abstract 
It is commonly accepted that quality attributes shape the architecture of a 
system. There are several means via which the architecture can support certain 
quality attributes. For example, to deal with reliability the system can be 
decomposed into a number of fault containment units, thus avoiding fault 
propagation. In addition to structural issues of architecture, qualities also 
influence architectural rules and guidelines, such as coding standards.  In this 
paper we will focus on design aspects as a means of supporting quality 
attributes. An example of a design aspect is error handling functionality, which 
supports reliability. Quality attributes play a role in the problem domain; design 
aspects are elements in the solution domain. 

We will use an industrial case to illustrate our ideas. The discussion ranges from 
how design aspects are defined in the architecture based on quality attributes, to 
how design aspects can be used to verify the realized system against the 
prescribed architecture. The industrial case is a product family of medical 
imaging systems. For this product family, the family members are constructed 
from a component-based platform. Here, it is especially useful to achieve 
aspect-completeness of components, allowing system composition without 
worrying about individual design aspects. 

 
© 2002 Elsevier Science Inc. Reprinted, with permission, from Journal on Systems and
Software, Volume 66, Number 3, ‘From Problem to Solution using Quality Attributes and
Design Aspects’, Jan Gerben Wijnstra, pp. 199-211, June 2003. 
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6.1 Introduction 

Over the years, the complexity of software in embedded systems has increased 
dramatically; more and more functionality has to be realized in software. A 
consequence of the growing complexity is that it is becoming increasingly 
difficult to understand how the system as a whole behaves, how the various 
parts interact, what the impact of a change is, etc. This is mainly due to the fact 
that a system is usually considered from only one perspective, i.e. there is 
usually only one main architectural view. This view may, for example, focus on 
the functional parts into which the system is decomposed. It is relatively easy to 
relate some of the requirements of the system to such a view, for example, what 
it means if I add an additional functional block. Other requirements do not 
directly map onto such a view, for instance whether the system meets the 
reliability requirements. As a result, it is becoming more difficult to see whether 
the defined system architecture can meet the imposed requirements. 

In addition to the difficulties in defining the right system architecture, the 
system realization also becomes harder to understand. We have to deal with 
systems that consist of several million lines of code. This code is usually 
structured in a one-dimensional way, that is, the system consists of components, 
which in turn consist of classes. This structuring is usually based on the main 
functionality of the system. Other concerns, such as the handling of errors, 
cannot easily be related to this structure, which adds to the complexity. This 
may lead to overly complex code. 

So, improvements are needed both in the area of architecture and its 
requirements, and in the area of system realization. In this paper we want to 
show how quality attributes [4] and design aspects can contribute to this 
improvement, and how these two concepts are related. These concepts introduce 
additional views, making it easier to reason about specific concerns. Our 
experience is related to a number of industrial product families. In this paper we 
will use a medical imaging product family as an example. Especially in the 
context of a large product family, we propose to manage the complexity via 
multiple views. In this paper we want to explain: 

• that multiple views are needed to master the complexity, both in 
requirements and design; 

• that the concept of design aspects is very useful in helping to realize the 
quality attributes; 

• that using design aspects adds structure to the architecture and the 
design process; 

• how to use design aspects in system development; 
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• that aspect-completeness is important for a product family approach 
with a component-based platform. 

This paper is structured as follows. In section 6.2 we discuss the basic ideas of 
quality attributes and design aspects and their relationship. After this more 
theoretical part, section 6.3 illustrates how quality attributes and design aspects 
can be applied in different stages during development, based on the industrial 
product family case study. In section 6.4, we describe related work. Conclusions 
can be found in section 6.5. 

6.2 Quality Attributes and Design Aspects 

In this section, we will start with an example of a so-called ‘thread of reasoning’ 
for the design of the medical imaging system product family (section 6.2.1). We 
will then briefly deal with the IEEE standard for architectural description, which 
deals with views and concerns (section 6.2.2), and finally define what we mean 
by quality attributes and design aspects and how they are related (sections 6.2.3 
and 6.2.4).  

6.2.1 Example of a Thread of Reasoning 

The example in this section shows one thread of reasoning for the design of the 
medical imaging product family. This thread of reasoning starts with a 
stakeholder and ends with technical structures and mechanisms in the system 
realization, as depicted in Figure 6-1.  
 
Stakeholders Quality Attributes Design Concerns 

Technical Structure 
and Mechanisms 

diagnostic physician reliable system 

graceful degradation 

error handling 

error detection 

independent parts 

distributed error handling 

distributed self-tests 

problem domain solution domain 

flexible dependencies 

 

Figure 6-1 – Example of a Thread of Reasoning 

Medical imaging systems are used to acquire and display images for 
interventional support or diagnostics. When used for diagnostics, a diagnostic 
physician makes images of the patient. For this physician it is very important 
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that he can rely on the system so that he can keep to his tight schedule.  The 
reliability of the system is supported by a number of design concerns. Amongst 
other things, the system supports graceful degradation, i.e. when one part of the 
systems fails then other parts continue as well as they possibly can. The system 
is built from a number of relatively independent hardware and software parts, 
limiting the consequences of a failure in one of these parts. Furthermore, the 
dependencies between these parts are dealt with in a flexible way, i.e. when one 
part has to be reset due to failure, other parts depending on it continue with 
reduced functionality. Another design concern is error handling. Each unit is 
made responsible for its own error handling, in order to avoid cascading errors. 
The concern of detecting errors is addressed by providing self-tests, which help 
with the early identification of possible problem sources. 

6.2.2 Concerns and Views 

In the IEEE standard on Architectural Description [35], the concepts of 
concerns and views are modeled in the context of system architecture. Part of 
the model is illustrated in Figure 6-2. A system has a number of stakeholders, 
each of them having their own concerns. The system has an architecture as a 
basis for its realization. This architecture is described by an architectural 
description, consisting of views. A view is a representation of a whole system 
from the perspective of a related set of concerns. A viewpoint can be seen as a 
template for a view. Concerns and views thus play an important role in the 
description of an architecture. The standard gives a number of examples of 
views/viewpoints. For example, the Reference Model of Open Distributed 
Processing is mentioned, which has the enterprise viewpoint (concern: purpose 
of the system and roles played by the system), and the computational viewpoint 
(concern: functional decomposition of the system). This illustrates the relevance 
of viewpoints to the various stages of development. 

In this paper we want to focus on two kinds of views, i.e. views that play a role 
in the problem domain, and views that play a role in the solution domain. The 
views in the problem domain are related to concerns of various stakeholders, 
both externally and internally. The views in the solution domain are related to 
concerns of internal stakeholders, mainly the system architect. 
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Figure 6-2 – Partial Model of IEEE 1471 Standard 

6.2.3 Quality Attributes and Design Aspects 

The quality attributes and design aspects discussed in this paper are defined as 
follows: 

• A quality attribute of a system is an observable property of that system. 
A quality attribute can be observable at development-time (including 
testing and maintenance) or at run-time. Important quality attributes for 
our product family are reliability, safety, and modifiability. 

• A design aspect of a system is a coherent part of the functionality 
realized by the artifacts9 within the system that crosscuts the 
decomposition of the system into artifacts, i.e. a design aspect is 
relevant to each of the artifacts. Important design aspects for our 
software system include initialization, error handling, and testing. 

An important difference between quality attributes and design aspects is that 
quality attributes deal with observable properties (problem space), whereas 
design aspects relate to functionality that must be realized inside the artifacts of 
the system (solution space). Quality attributes capture concerns that play a role 
in the problem domain. For example, how reliable should the system be? These 
concerns originate from different stakeholders, such as the end-used, the 
                                                      
9  In our medical imaging case, the artifacts considered are units, components and 

classes (see section 6.3.6). 
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manufacturing department, the marketing manager, etc. In this paper we will 
restrict ourselves to the architecturally relevant issues of quality attributes. 
Views can be defined for the system based on these concerns. For the reliability 
concern, for example, a viewpoint can be defined that focuses on the reliability 
of the system behavior, consisting of: 

• a detailed description of the architecturally relevant requirements, e.g. 
fluoroscopy must always be possible during an intervention; 

• a quantification of the requirements, which can also be used to verify 
the system afterwards. 

Similar views can be defined related to other quality attributes, covering the 
whole range of architecturally-relevant requirements. Quality attributes express 
different concerns. Dependencies can exist, however, such as the increased 
testability of the system which is also beneficial to the reliability in the example 
in section 6.2.1. 

Design aspects are concerns that play a role in the solution domain. As shown in 
Figure 6-1, the concerns related to the quality attributes lead to a range of 
design concerns. Design aspects are a special kind of design concern. The 
following viewpoint is defined as an example for the error handling aspect: 

• a general policy for error handling to be implemented by each 
component, e.g. localizing the error, logging the error, trying to repair 
the error, etc.; 

• a format of how to log the error in the system log service; 
• required and provided interfaces related to error handling for each 

component; 
• a definition of supporting facilities for realizing the design aspects, e.g. 

the logging service, predefined interfaces, base classes. 
In principle, a design aspect affects every artifact in the system, for example, 
every component contains some lines of code that deal with initialization or 
error handling. However, some artifacts may deal with a subset of the design 
aspects. Furthermore, a design aspect can also be relevant for a subset of the 
artifacts in a system, for example, the self-test aspect is related to hardware 
devices. A design aspect can require artifact-specific implementations, for 
example, the error handling of hardware piece X might be different from 
hardware piece Y. The design aspects must be defined in such a way that they 
form a complete decomposition of the functionality of an artifact. We should 
note here that the domain functionality, amongst others viewing and printing 
images, is also considered to be a design aspect in its own right. 
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Other approaches exist in which views are applied. For example, Kruchten [46] 
defines 4+1 views, namely logical, development, process, physical, and use case 
views. Each view deals with a number of concerns, for example, the process 
view deals with the performance, scalability and throughput concerns. The 
views as defined in our paper are more ‘lightweight’. For example, we propose 
separate views for important quality attributes. Of course, as in the IEEE 
standard, models may be shared between these views. The views related to the 
design aspects are orthogonal to Kruchten’s four views. For example, the 
initialization view has development elements (each component must deal with 
initialization), process elements (initialization sequence and parallelism), and 
physical elements (standards for coding the initialization in the components). 

6.2.4 From Problem to Solution Domain 

As described above, quality attributes are relevant in the problem domain. In the 
solution domain, measures must be taken to realize these quality attributes. 
Figure 6-3 shows three possibilities of realizing quality attributes in a system, 
namely: 

• System structure. The structure of a system can support a number of 
quality attributes. For example, the modifiability quality attribute can be 
addressed using the model-view-controller pattern. 

• Design aspects. Design aspects are also an important means of 
realizing quality attributes. For example, to support the reliability of the 
system each software component has a piece of functionality that deals 
with the errors locally, to limit their consequences. So, design aspects 
represent specific pieces of functionality for each component. 

• Rules & guidelines. Another way of realizing certain quality attributes 
is to prescribe rules & guidelines for the development of artifacts. For 
example, it is important to minimize the dependency on external 
libraries to support the portability of the system. It must be prescribed 
which libraries may be used and which may not. 
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design aspects 

quality attributes 

system structures rules & guidelines 

problem domain

solution domain

 

Figure 6-3 – From Problem to Solution Domain 

Structures decompose the system into artifacts that form the primary 
decomposition of the system at a certain level. For example, the software part of 
our medical imaging system is decomposed into software units, which in turn 
consist of software components. The application of rules & guidelines is 
interwoven in the system; they do not lead to clearly identifiable pieces of 
functionality. Design aspects do lead to clearly identifiable pieces of 
functionality and are in some sense related to both structures and rules & 
guidelines: design aspects define a microstructure (see section 6.3.7) for the 
individual artifacts in the system, and rules & guidelines define how they should 
be applied within an artifact.  

6.3 Designing with Aspects; a Case Study 

In this section we will use the medical imaging system to discuss the 
development using design aspects and how they are related to quality attributes; 
we will focus on the shaded area in Figure 6-3. More on the system structures 
and rules & guidelines can be found in [114]. In section 6.3.1 we will briefly 
discuss the relevant quality attributes, followed in section 6.3.2 by an 
explanation of the primary system decomposition as a context for the 
crosscutting design aspects, and the most important design concepts in section 
6.3.3. An example of applying design aspects is provided in section 6.3.4. The 
remaining sections (6.3.5 to 6.3.11) deal with the role of design aspects in the 
various development phases. 

6.3.1 Quality Attributes 

The most important quality attributes for the medical imaging system are 
reliability, safety, functionality, portability, modifiability (configurability, 
extensibility) and testability. More on these quality attributes can be found in 
[114]. The so-called System Requirements Specification (SRS) contains the key 
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requirements for the system. Here, the required functionality is described from 
the perspective of different stakeholders. For example, for the manufacturer it is 
important that he can easily install and uninstall options. Attention is also paid 
to the other quality attributes. They each introduce a separate view of the 
system. It is important to explicitly quantify the quality attributes to be able to 
verify later whether they have been realized. 

6.3.2 Primary System Decomposition 

From a physical point of view, the medical imaging system consists of a 
number of peripheral devices and a central system controller that combines the 
behavior of these devices and adds application functionality. The peripheral 
devices include the image processor, the geometry (which controls the major 
moving parts in our medical imaging system, such as the table on which the 
patient is lying), etc. From a functional point of view, the main blocks of the 
medical imaging system include image acquisition, image viewing and patient 
administration. Using these physical and functional views as input, among other 
things, a product family software architecture was defined for the system 
controller, as illustrated in Figure 6-4. This architecture consists of three main 
layers or subsystems, each containing a number of software units (about 30 
units in total). The application layer represents the application knowledge and 
contains units that correspond to the main functional blocks of a medical 
imaging system, such as image acquisition. It is built on top of the technical 
layer, which contains units that provide abstractions of the various peripheral 
devices, such as the image processor or the geometry. The infrastructure layer 
provides support for the other two layers with facilities such as logging. Since 
the architecture is a product family architecture, it applies to all products within 
the family. We should note here that the primary decomposition of the system is 
based on the operational functionality in the domain, i.e. acquiring, processing 
and viewing images. This is because we expect the diversity in the product 
family, now and in the future, to mainly be in the operational functionality. We 
expect the other quality attributes and design aspects to remain fairly stable. The 
system architect identifies them up-front, using his experience and domain 
knowledge. Changing quality attributes and design aspects is then no longer a 
straightforward activity, since they would not match the primary decomposition 
of the system. 
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Figure 6-4 – Layer and Software Unit Structure 

6.3.3 Design Aspects 

The design aspects are also part of the architectural description. For the medical 
imaging product family, the software-related design aspects include: 

• Self-test aspect. Various parts of the system, especially those related to 
the peripheral hardware, must perform self-tests in order to check 
whether they still function correctly. Most self-tests are activated during 
the start-up of the system. 

• Graceful degradation aspect. Graceful degradation means that if there 
is a problem in one part of the system, the rest of the system continues 
to function as well as the circumstances allow. 

• Error handling aspect. This design aspect deals with the strategy for 
handling errors that occur during system run-time. 

• Operational aspect. The main operational functionality contributes to 
the functionality of the system for which it was intended. In our case, 
this is acquiring, processing, and viewing medical images. 

• Initialization and reset aspect. This design aspect deals with starting-
up and shutting down the system and initializing the components in the 
system. It is relevant in almost every type of system. Furthermore, 
restarts of an individual unit must be supported after the occurrence of a 
problem in that unit. 

• Wrapping aspect. In our case, COM has been selected as middleware 
for the realization of the system. To limit the dependencies on this 
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technology, each component must have wrappers, shielding specific 
COM issues from the internal implementation. 

• Field-service aspect. The field-service functionality deals with 
facilities like calibration of the hardware, performing tests, changing the 
configuration of the system, etc, each of which can be considered as 
design aspects in their own right. These facilities are for use by field-
service engineers only, and are provided by units in the technical layer. 

• Software keys and licenses aspect. Almost every system in our family 
is different due to the high level of configurability. Licensing 
functionality supports this by enabling additional options. 

• Logging aspect. Each unit must do its own logging. A strategy has 
been defined for logging, which describes what data should be logged. 
The logged data will be used for off-line analysis, and can be used to 
increase the reliability of the system. For example, the usage of the 
system is registered, thus supporting pro-active maintenance of the 
system. 

• Debugging aspect. This design aspect helps to find problems more 
easily and more quickly. It is not executed during normal use by the 
end-user. Tracing, or interfaces that allow easy fault introduction and 
examination of the intermediate states, may be added to the system. 

The relationships between the quality attributes and design aspects are 
visualized in Figure 6-5. These relationships are part of various threads of 
reasoning as explained in section 6.2.1. 

 Quality Attribute 

reliability 

safety 

functionality 

portability 

modifiability 

serviceability 

testability 

Design Aspect 

self-test 

graceful degradation 

error handling 

operational, user interface 

initialization, reset 

wrapping 

field-service 
software keys / licenses 

logging 

debugging 
 

Figure 6-5 – From Quality Attributes to Design Aspects 
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6.3.4 Example of Design Aspects within a Unit 

To help you understand what we mean by design aspects, we will now present 
an example based on the geometry unit from the medical imaging family. 
Within the product family there is variation in the mechanics of the geometry 
and the movements supported by these mechanics, such as the table on which 
the patient is lying. This is why we chose to structure this unit as a component 
framework into which plug-in components can be inserted which, amongst 
other things, provide the specific movements, see [113]. 

Object-orientation is used for the design and realization of the component 
framework and its plug-ins. The design is modeled in UML, and the classes are 
implemented in C++. Figure 6-6 illustrates part of the initialization aspect using 
a sequence diagram. The component framework is responsible for the 
initialization of the geometry unit. It registers itself with the Restart Service, 
which can restart units in case of failure. The plug-ins are also initialized, after 
which each plug-in is requested to provide its movements to the component 
framework, which manages them. The documentation provides more sequence 
diagrams on the initialization and other design aspects such as error handling. 
The design documentation also contains class diagrams. These can also be made 
for the various design aspects. Figure 6-7 gives an example for the user 
interface aspect. Every unit, including the geometry unit, can generate messages 
that are displayed on the graphical user interface. For this purpose the geometry 
unit has a UI message list, which contains messages. Objects within the 
geometry unit can add messages. These messages are read by classes related to 
the GUI. Class diagrams for other design aspects, such as the operational or the 
field service aspect, can also be found in the documentation. The design aspects 
also return in the code. For example, special interfaces are defined that are 
related to the design aspects. All interfaces related to field service functionality 
start with 'IFS'. Special interfaces are also defined for design aspects such as 
initialization, reset, user interface, etc. 
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Geometry
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Geometry
Plug-in X

Geometry
Plug-in Y

Restart Service

1: Register()

2: Initialize()

3: Initialize()

4: RequestForMovements()

8: RequestForMovements()

5: RegisterMovement(Movement A)

6: RegisterMovement(Movement B)

7: RegisterMovement(Movement C)

9: etc.

 
Figure 6-6 – Part of the Initialization Aspect 
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Figure 6-7 – Part of the User Interface Aspect 

We should note here that in the architectural specification a design aspect is 
declared independently from the artifacts and the other design aspects. 
However, when getting to the design of the units of the system, these design 
aspects have to be made concrete, i.e. we have to specify what each design 
aspect means for a unit. This can result in unit-specific implementations of 
design aspects. From some examples given by papers on AOP (Aspect Oriented 
Programming, see [42]) one might get the impression that a generic 
implementation for each particular aspect suffices, and that this can be ‘woven’ 
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into all classes, by adding trace functionality to all classes, for example. 
However, in our situation we often need a unit-specific part for the design 
aspects. For example, an error in the geometry hardware should be handled 
differently from an error in the image processing hardware. In our case, the 
various design aspects are already integrated into the unit at 
design/implementation time. It is also possible to weave the unit-specific design 
aspect of a unit in at a later stage using an AOP language. However, one must 
realize that the unit with all its design aspects forms a logical whole; they are 
added as a complete entity to the system. It makes no sense to add the geometry 
unit without the corresponding error handling, for example. 

6.3.5 Design Aspects as Part of the Architecture Description 

As mentioned in the previous section, the design aspects also play a role in the 
documentation of the system. The overall architecture of the system is described 
in an SDS (System Design Specification). Several design concerns are 
addressed in the SDS. For example, it describes the decomposition (see section 
6.3.2) as a means to deal with the complexity and to enable future evolution. 
However, not all requirements related to the architecture can be met with 
system structures. This is why separate sections are also devoted to the various 
design aspects. Here, the system architect describes the purpose of the design 
aspect. A description is also given of how the individual units and components 
of the system have to deal with the design aspect. It is important to stress here 
that design aspects are architectural concerns, because if each unit developer 
were to make different decisions on design aspects, it would be impossible to 
integrate the units. The system architect has defined the main principles for each 
of the design aspects; the unit designer has to make this specific for his unit. To 
support this, a documentation template has been made which covers the various 
design aspects for a unit. This helps the unit developer to deal with all relevant 
design aspects. 

When going from requirements to design, it is very valuable to be able to trace 
design decisions back to the requirements; what is the reason for this design 
decision and what is the issue that needs to be solved? For the most important 
requirements this traceability is implemented via tables. The use of design 
aspects helps the traceability of requirements; we have one location with a 
description of which design aspects are needed and why. These design aspects 
are then applied in the individual units, knowing the purpose of the design 
aspects. 
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6.3.6 Design Aspects at Various Decomposition Levels 

The software decomposition described in section 6.3.2 only deals with layers 
and software units on the central controller. More decomposition levels can be 
found within the medical imaging family, as illustrated in Figure 6-8. The 
system is decomposed into a number of units. A unit may require various 
disciplines for its realization. For example, the units shown in the lower part of 
Figure 6-4 require software in the central controller and peripheral devices 
containing dedicated hardware, embedded software on this hardware, 
mechanical parts (e.g. of the geometry), etc. The software part of the units on 
the central controller are again decomposed into software components, realized 
as separate DLLs or EXEs. These software components can be deployed 
separately. The software components themselves also consist of classes with 
methods and attributes. The design aspects can cover various realization 
disciplines, for example, the initialization aspect of the system not only 
concerns the software on the central controller, but also the peripheral devices. 
When a design aspect has been identified as being relevant for the software, the 
system architect has to decide on which decomposition level it will be dealt 
with, e.g. each unit has to take care of the restart aspect, each component has to 
take care of the field-service aspect, and certain classes need to take the 
persistency aspect into account. More on this topic can be found in [114]. 
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Figure 6-8 – System Decomposition Levels 

6.3.7 Categories of Design Aspects 

In addition to the primary decomposition of the system into units, as described 
in section 6.3.2, the system can also be decomposed according to the design 
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aspects. This decomposition is orthogonal to the primary one. We call it a 
secondary decomposition, not because it is less important, but because it does 
not match the organization of the development. As a consequence, it is not 
straightforward to see the system in this secondary decomposition; in section 
6.3.10 we describe how we use tooling to view this decomposition in the 
realization. The secondary decomposition into aspects is illustrated in Figure 
6-9. The design aspects are grouped into five categories, namely: 

• Supporting aspects. These design aspects support the realization of the 
other design aspects. For example, the error handling aspect needs to 
log error messages in a log-file, or field service needs to store its 
settings in a persistent way.  

• Operational aspects. These design aspects realized the main 
functionality of the system, which is related to the end-user (in our case 
the physician). In section 6.3.3, the operational functionality was 
presented as one aspect. However, if needed it can be divided into more 
specific aspects. For example, we can divide the operational 
functionality into an UI aspect, which is responsible for presenting the 
relevant information to the end-user, and an aspect that performs the 
requested operational functionality. 

• Configuration aspects. These design aspects realize functionality for 
users other than the end-user of the system. This user group includes the 
field-service engineers, who have to perform maintenance, and the 
factory personnel who have to install options on the system, for 
example. A result of using these configuration aspects is that the 
operational functionality is configured, using the persistent data, for 
example. Since this functionality must be provided to different 
stakeholders of the system, the UI aspect may also be introduced here. 

• Controlling aspects. These design aspects control the operational (and 
configuration) aspects at run-time. These aspects try to maintain an 
environment in which the external functionality works optimally. For 
example, self-testing is used to detect possible problems at an early 
stage and handle them via error handling. The initialization aspect 
brings the system into the correct initial state. 

• Additional aspects. The previous categories are in principle sufficient, 
but additional design aspects may be needed to observe certain system 
behavior, for instance. In our case, there is an additional debugging 
aspect, which is not used in the field. 
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Figure 6-9 – Design Aspects Classification 

A design aspect can have specific implementations in several or all artifacts. 
The internal structure of these artifacts can be considered to be a microstructure. 
This microstructure can be defined as a recurring pattern for all artifacts in the 
decomposition, and means that the pattern shown in Figure 6-9 reoccurs in 
principle in every artifact. However, some artifacts only have to deal with a 
subset of the design aspects. 

The supporting aspects may be used by all other design aspects. The operational 
aspects are not allowed to invoke the configuration aspects directly, instead, the 
operation aspects are allowed to read the settings that are made by the 
configuration aspects. The controlling aspects above the operation and 
configuration aspects determine the environment in which they execute, by 
changing state variables, for example. The additional aspects like debugging 
may affect all other design aspects. The architect can define several rules about 
the dependencies between these design aspects, as will be discussed in more 
detail in section 6.3.10. 

6.3.8 Architectural Pattern for Design Aspects 

In this section, we will describe how a particular architectural pattern helps in 
realizing design aspects on a unit and component level within the medical 
imaging product family. For our medical imaging system family, we based the 
primary decomposition on the domain functionality. Such a decomposition can 
handle changes and extensions in the main functionality of the system, by 
applying component frameworks, for example. For some design aspects it is 
very useful to have supporting functionality in separate units/components, so 
that the specific design aspect functionality in the units/component is as small 
as possible. 
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To capture this generic design aspect functionality, component frameworks 
have been introduced for several design aspects, as illustrated in Figure 6-10. 
Such a system decomposition primarily contains artifacts (units and 
components) based on the domain functionality, but also has component 
frameworks for certain design aspects, such as initialization or field-service. 
The other artifacts are then plug-ins to these aspect component frameworks (see 
the discussion on infrastructure component frameworks in [113]). These 
component frameworks are located in the infrastructure layer as depicted in 
Figure 6-4. They provide a central point of control for some design aspects and 
contain generic functionality for the various design aspects. The architectural 
pattern that is introduced here thus consists of aspect functionality that is 
distributed across the units, plus an additional component framework, which 
contains the generic functionality for the design aspect. An example of such an 
infrastructure component framework is a component framework that deals with 
all field-service related functions, such as hardware calibrations, setting of 
configuration parameters, etc. Components with such field-service functions act 
as plug-ins and provide these functions as services to the field-service 
component framework. These services are made available to the field-service 
engineer via the component framework that serves as a central access point. 
This example also illustrates the different interfaces needed for the various 
stakeholders as discussed in section 6.3.7. Another example is the component 
framework that deals with restarts of units. During initialization, each unit must 
register itself with the restart framework, so that this component framework can 
restart a unit when needed. We stated earlier that the selection of the design 
aspects was considered to be fairly static; it has to be carefully considered by 
the system architect. But, since the generic part of the design aspects mentioned 
in these two examples is handled at one location, changes to these design 
aspects can be made relatively easily when needed, as long as it is only the 
generic part that is affected. 
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Figure 6-10 – Component Frameworks for Design Aspects 
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6.3.9 Interfaces and Classes 

The interfaces of components are described using IDL. They are defined 
according to design aspects, i.e. for each relevant design aspect there are one or 
more interfaces and each interface deals with only one design aspect. In this 
way, separate concerns are handled by separate interfaces. Figure 6-11 
illustrates how the context of a component can already be defined at an 
architectural level, without going into the specific functionality to be provided 
by the component. The figure shows a component with a number of interfaces 
provided. Some of these interfaces are mandatory, others are optional. In 
addition, services are defined that the component must or may use. The 
instantiations of such components are determined by the domain functionality. 
Defining these interfaces and services on an architectural level gives a better 
guarantee of interoperability. As discussed in section 6.3.7, there are 
relationships defined between design aspects. In the case of component 
interfaces, for example, each component may provide interfaces with field-
service functionality. These interfaces may only be used by the field-service 
component framework, not by the operational design aspect, for example. 
Similarly, the interfaces dealing with initialization and reseting of components 
may only be used by specific components dealing with initialization and reset 
aspects. The correct application of these rules can be checked using architecture 
verification (see section 6.3.10). 
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Figure 6-11 – Context of a Component 

Components are part of a unit and contain objects. Figure 6-12 shows how 
design aspects can affect the internal structuring of a component. On the left-
hand side we see the situation in which each object within the component deals 
with all relevant aspects, i.e. each object has a number of methods (possibly 
zero) for each design aspect. The definition of these objects is based on the 
domain and the operational functionality of the component, such as acquiring 
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images. On the right-hand side, we see the situation in which each object deals 
with a single design aspect, such as error handling or initialization. However, 
just as for the architectural pattern discussed in section 6.3.8, neither of these 
extremes is usually the best solution. A hybrid approach is chosen instead. This 
approach consists of identifying a number of classes based on the external 
functionality of the system, and supporting classes related to the other design 
aspects. As shown in Figure 6-6, the initialization aspect usually crosscuts a 
number of classes. Figure 6-7 shows that user interface functionality (or other 
external functionality) lends itself to identifying separate classes. 

 

Situation A

Component X Component Y 

Design Aspect A B C D Design Aspect A B C D

Situation BObjects 
 

Figure 6-12 – Design Aspects and Component Structure 

Section 6.3.8 discusses support for design aspects in terms of component 
frameworks. Other support is also provided for realizing design aspects. 
Support is given for some design aspects in the form of standard interfaces that 
must be provided by a component. For example, standard interfaces are 
provided for field-service functions like calibrations. Other support consists of 
base classes that form a basis for design and implementation. For example, for 
the operational aspect it was decided that each unit would act as a server and 
provide its functionality in the form of resources. Base classes are provided for 
the concepts of servers and resources. For design aspects where such concrete 
support is not possible, the only alternative is to provide more abstract rules & 
guidelines. Although not present in our development environment, one might 
also consider tool support for certain design aspects. 

6.3.10 Testing and Verification 

We have described how explicitly applying quality attributes and design aspects 
in the various development phases adds structure to the development process. 
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When considering the V-model10, the use of quality attributes and design 
aspects can aid the testing at the various levels by adding structure and 
achieving completeness. Two examples of how design aspects help us are given 
below. 

When considering testing, it is important to understand the architectural and 
design concepts, as this usually leads to a more effective test process. This also 
holds for the concept of design aspects, which helps to structure tests to achieve 
a complete test of a component, without missing any design aspect. Since 
design aspects are treated more or less uniformly across the various 
components, it is also possible to define a number of basic tests for some design 
aspects that must be performed for each component. For example, a number of 
tests can be defined to cover component initialization, or the handling of errors 
(e.g. the crashing of a used component). 

Automated architecture verification is applied in our medical imaging product 
family, which verifies in an automated way whether the implicit architecture 
extracted from the implementation of a system is consistent with its specified 
architecture. This helps to maintain the conceptual integrity of the system. A 
tool has been developed that can automatically check (e.g. every night) whether 
the implementation (source code) is constructed according to the architectural 
rules, concerning design aspects amongst others. After the tool has been 
executed, an overview is available of the violations of the architectural rules in 
the source code that need to be repaired. Examples of design aspect-related 
rules that are checked are: ‘Does each component provide the obligatory aspect-
related interfaces’, or ‘Is the field-service interface not called by any component 
other than the field-service component framework’. What the verification tool 
does is to generate the relevant view and then automatically check the specific 
rule on that view. This is illustrated in Figure 6-13. The white part is the restart 
aspect in this example; the rest of the functionality is gray. Two important rules 
exist for the restart aspect, namely ‘each unit must provide a restart interface’, 
and ‘the restart interface may only be called by the restart service’. A restart 
view is generated based on the situation on the left-hand side. In this generated 
view, it is easy to see that there are two violations of these rules, namely an 
illegal relation and a missing interface. 

                                                      
10  The V-model originates from the work of Myers [69]. The model consists of one line 

with the activities ranging from requirements gathering to coding, and a second line 
with the corresponding test activities, together forming a V-shape. 
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Figure 6-13 – Generating a Design Aspect View 

6.3.11 Constructing Family Members 

Our product family development is based on a component-based platform, see 
[87] and [113]. A family member is constructed by selecting the right 
components from the platform and adding additional specific components to 
realize the product specific behavior. Since each of the components in the 
platform deals with all relevant design aspects, these components are so-called 
‘aspect-complete’. 

Why is aspect-completeness of components important in a product family 
approach? It should also be easy to build several family members with different 
features from the same platform at any moment in time. The main 
decomposition of the system is formed by units such as acquisition, image 
processing and geometry, each consisting of smaller components, such that 
localized adding, removing, and modification of new operational functionality 
is supported. It is important to have the changes localized in the system for 
several reasons, for example, it is easier to track the consequences of a change, 
it is easier to make an estimation of the effort needed to add a new feature, it is 
easier to distribute the work over the developers, it is easier to maintain the 
system, it is easier to configure the system, etc. However, applying a 
decomposition of the system that matches the direction of the diversity of the 
system is not enough; the components in the decomposition also have to be 
aspect-complete. For example, consider the case in which a new type of table 
can be used in the geometry of the system. This will require modification in the 
software of the geometry unit. This unit has been designed as a component 
framework in which the elements of the geometry, such as a table, can be 
plugged in. In this case, the plug-in is responsible for controlling the hardware 
of the table and sending commands to move the table, for example. By plugging 
this plug-in into the family member, the family member should be ready to use 
the new functionality. This is only possible if the plug-in component also deals 
with all relevant design aspects like error handling, initialization, etc. If this is 
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not the case, other parts of the system will have to be updated to deal with these 
design aspects related to the new table in the family member, introducing 
configuration-specific code. So, if not all design aspects are covered by this 
plug-in component itself, the localization of change can still not be achieved. 
This is why components have to be aspect-complete.  

6.4 Related Work 

Various publications use the terms quality attributes, aspects, views, or other 
related terms. The definitions of these terms have a number of properties in 
common. Firstly, there is the notion that different concerns have to be addressed 
in an explicit way. Secondly, the concerns are also handled independently 
wherever possible. Some of the related approaches are described in the 
following paragraphs. 

A number of quality attributes like performance and modifiability are discussed 
in [4]. It illustrates the way in which architectural styles can be used to meet the 
requirements imposed by the quality attributes. In our approach, similar ideas 
have been shown to translate quality attributes into structures, design aspects 
and rules & guidelines. In [43] the concept of attribute-based architectural styles 
is described. The idea is that certain architectural styles are selected based on 
quality attributes. The work in our paper can be seen as a special kind of 
architectural style or pattern; various design aspects are defined to support 
quality attributes. In Figure 6-5 we already indicated how design aspects can 
support particular quality attributes. This could be worked out further into an 
overview of design aspects together with information on which quality 
attributes they support and how. 

The first part of [10] deals with quality attributes and how they can be supported 
in the architecture of the system. He discusses an architecture transformation 
process to fulfill the quality attributes. Four transformations are described: 
imposing an architectural style, imposing an architectural pattern, imposing a 
design pattern, or conversion to functionality. The approach presented in our 
paper falls into the last category; based on quality attributes the design aspects 
are introduced which represent distributed functionality. But as stated earlier, 
applying distributed design aspects with supporting component frameworks can 
also be seen as an architectural pattern. In [67] design aspects are described in 
the context of the Building Block method. Our approach is related to ideas 
presented in that paper.  

Kiczales and others describe the aspect-oriented programming approach in [42]. 
They identify the problem that some concerns, such as exception handling 
policies, are difficult to modularize. Such crosscutting concerns do not match 
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object-oriented decomposition, resulting in logically coherent functionality 
being spread over classes. The solution is to capture the crosscutting concerns in 
separate actions that can be woven into the rest of the program. The subject-
oriented programming approach [33] is similar. The main difference with our 
approach is that these approaches focus on the classes at programming level, 
and deal with weaving aspects into programs via tool support. Our approach 
affects the various development phases, and various artifacts like units, 
components and classes; the design aspects are considered to be reasonably 
static. 

6.5 Conclusions 

In this paper, we have described our way of working with quality attributes and 
design aspects in the development of a medical imaging product family. Quality 
attributes are used in the problem space; design aspects are used in the solution 
space. They lead to important additional views, in addition to the 
decompositions of the specification and design into features and components. It 
is important to have multiple views in the development process to be able to 
manage the complexity. An example has been presented which illustrated the 
use of design aspects as a means to deal with quality attributes. This illustrated 
several benefits of using design aspects: 

• Conceptual integrity and completeness is increased, since each artifact 
in the system must deal with each design aspect in a similar way, 
relevant design aspects are handled explicitly, and architectural rules for 
design aspects can be checked. 

• The testability is increased, since standard tests can be used for certain 
design aspects and structuring is added. 

• The traceability is increased, since the design aspects are handled 
explicitly and can be identified, both in the documentation (via 
templates) and in the code (via coding standards). 

• The similarity of the realization of design aspects for the artifacts can 
lead to standardization of the usage of design aspects in artifacts. In 
addition, certain parts of a design aspect can be handled in a generic 
way, for example, the writing to log-files, making the specific part of 
the design aspect within each artifact smaller. The standardization leads 
to implementation support for design aspects. 

• The development processes are supported by adding structuring to the 
architecture description, the design and its documentation, the code and 
testing. 
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• In the context of a product family, aspect-completeness of components 
supports the construction of family members from individual 
components. 

So, the individual design aspects not only contribute to the various quality 
attributes; the fact that design aspects are used during development also 
contributes to various quality attributes, like traceability, testability and 
conceptual integrity. When applying such an approach, a number of issues must 
be taken into account. First of all, the use of quality attributes and design 
aspects requires awareness that several views of the system are needed. The 
most important concerns and threads of reasoning that apply to the system must 
also be known. These threads must be made explicit and contain the important 
quality attributes and the various solution mechanisms, including design 
aspects.  For this, domain knowledge and a thorough analysis of how the design 
aspect can contribute to the realization of the quality attributes is needed. Once 
the design aspects have been identified, they must be further defined, by 
amongst other things: 

• specifying each design aspect in an architecture document; 
• specifying the dependencies between the design aspects and the rules 

that can be checked with architecture verification; 
• specifying the level at which they are relevant, e.g. unit, component, or 

class; 
• specifying the structure of the design documentation according to the 

design aspects, e.g. sections which must be provided, or the types of 
diagrams that can be provided (sequence diagrams, class diagrams, 
etc.); 

• specifying coding conventions related to design aspects (e.g. naming 
conventions); 

• specifying component frameworks, services, base classes, interface 
descriptions and other generic functionality that support the design 
aspects; 

• specifying generic design aspect test cases. 
The approach presented in this paper can be used as an addition to existing 
development methods. It is not a complete method as such. What it adds is its 
focus on additional views in different development phases, and its support in 
different areas like structuring the design and testing. 

 

 



 

 

 

116  Chapter 6  

 

 



 

 

 

       

 

PART III PRODUCT FAMILY 
DEVELOPMENT AND EVOLUTION 





 

 

 

       

 

7 Critical Factors for a Successful Platform-based Product Family Approach 

Chapter 7  
Critical Factors for a Successful 
Platform-based Product Family 
Approach 

Abstract 
The notion of software product families is becoming more and more popular, 
both in research and in industry. In presentations of ideal applications, the 
benefits of product families are stressed and very little attention is paid to 
possible problems. However, in practice, it is important to know what such 
problems could be and how they could be dealt with. In this paper we want to 
identify some of the most critical issues, and explain how they can be handled 
or even avoided. This will be done on the basis of experiences gained with three 
industrial product families for professional markets. The focus will be on 
product families that use platforms with reusable assets for the development of 
the family members. 

7.1 Introduction 

Products in the various embedded system markets are becoming more complex 
and more diverse, and must be easily extendible with new features. Important 
factors are a short time-to-market, low development costs and high demands on 
the quality of the software. One way of meeting such requirements for a range 
of products is by defining a product family with a shared architecture and 
reusable assets organized in a platform. 
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In practice it is relatively difficult to introduce a product family approach. Many 
initiatives do not achieve their goals or even fail because their impact and 
potential problems were not properly identified. Introducing a product family 
approach is not a matter of simply using a new technique, i.e. a platform with 
reusable components. A product family approach involves more than 
architectural issues alone; it also affects a company’s business, processes and 
organization. For example, the product-management, marketing and project-
management departments must be familiar with the approach, requirements 
management must take account of it, etc. If no due allowance is made for all 
these aspects, then the chances of the introduction of such an approach proving 
a success will be small. 

In this paper we discuss some the issues that are of importance in the context of 
product families on the basis of three industrial cases. To structure our 
discussion, we will use two dimensions, as shown in Figure 7-1. 

Business Architecture Process Organization

Steady Stage

Initial Stage

General

 

Figure 7-1 – Two Dimensions 

The first dimension comprises Business, Architecture, Process, and 
Organization (BAPO), which is a reasoning framework introduced in [2] and 
[70]. It places architecture in the context of business, process and organization; 
see Figure 7-2. It also defines logical relations between them (the arrows in 
Figure 7-2). For example, processes are ideally defined in such a way that they 
optimally support the realization of the architecture. The architecture is further 
refined into five views (CAFCR, see [70]):  

• Customer (the customer’s world) 
• Application (applications important to the customer) 
• Functional (requirements for a system used in a customer application) 
• Conceptual (architectural concepts of the system) 
• Realization (realization technologies for building the system) 

The second dimension comprises issues that apply to a product family approach 
in general, issues in the initial stage (when a product family approach is 
introduced) and issues in the steady stage (when it has already been applied for 
several years). 
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Figure 7-2 – BAPO/CAFCR Framework 

The paper is organized as follows. In section 7.2, the three industrial cases will 
be briefly introduced. Sections 7.3 through 7.6 will cover the BAPO issues. 
Each of these sections will discuss general product family issues and will 
conclude with a subsection on initial stage issues (in this paper, no special 
attention will be paid to the steady stage). Conclusions can be found in section 
7.7. 

7.2 Three Cases 

In this paper we will use experiences gained with three industrial product 
families in two domains, viz.: 

• Telecommunication Switching System (TSS) 
• Medical Modality System (MMS) 
• Medical Imaging System (MIS) 

The TSS product family covers telecommunication infrastructure systems. This 
family has been designed for niche markets with a high variety of features. A 
key requirement was to achieve a reasonable price even with a low sales 
volume. Products of this family include public telephony exchanges, GSM radio 
base stations, technical operator service stations, operator-assisted directory 
services and combinations of the aforementioned. 

The other two product families come from the medical domain. Philips Medical 
Systems builds products that are used to make images of the internal parts of the 
human body for medical diagnostic purposes. The different types of equipment 
used for acquiring images are called ‘modalities’, for example Magnetic 
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Resonance (MR), X-ray, Computed Tomography (CT), and Ultrasound (US). In 
this paper we shall take a product family for one such a modality as a case, 
called MMS. There are also similarities across these modalities. In order to 
benefit from these similarities and increase the synergy a platform is being 
made that is used by several modalities (including the MMS family). This 
platform focuses on medical imaging functionality, and is called MIS. 

Although these families have different scopes and cover different domains, they 
share a number of important characteristics: 

• complex, software-intensive products; 
• sold in small numbers, but having a lot of diversity; 
• professional products; 
• long lifetime and support of products (10-15 years); 
• software updates in the field; 
• extensible with new features; 
• a customer typically has a number of products from one family; 
• standards for interconnection; 
• relatively mature and stable domains; 
• previous experience with such products. 

It must be noted that the three cases described here are product families 
intended for professional markets. These markets and the products for these 
markets are somewhat different than for example a high volume market with 
customer appliances. Even so, we are of the opinion that the BAPO issues 
discussed in the next sections are also relevant for product family approaches in 
other domains. 

7.3 Business Aspects 

Business concerns a company’s mission and market. A strategy must be defined 
within the business that supports the mission. Several elements make up a 
company’s strategy. In this paper we focus on a product family platform as such 
a strategic means. A product family platform should thus be seen as a means 
and not as a goal. 
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7.3.1 Why Platform-based Development? 

According to the BAPO framework, the rationale for a platform architecture and 
platform-based development can be found in the business. So, what are the 
business drivers for applying such an approach? These drivers can be external, 
i.e. matching a customer’s need, or internal, i.e. supporting the development of 
the products internal in the company. The main reasons mentioned in the 
context of the three cases include: 

• Variation on a shared basis. The systems are being made in small 
numbers. The customers on the other hand have their own specific 
demands. This leads to a range of similar, yet different systems. 

• Feature propagation. A single customer will usually own not one 
telecommunication switching or medical system, but several. As a 
result, a customer may request that a feature that is present in one 
system be provided in other systems, too. 

• Timely availability. In order to be competitive, new features must be 
timely introduced into the market. Deadlines agreed upon with the 
customer must moreover be met. 

• No unnecessary diversity. No unnecessary diversity must be exposed 
to the systems’ users, who will usually have to deal with several similar 
systems. For example, a physician may have to be able to operate 
different types of X-ray systems. And a field-service engineer will have 
to know how to service various systems in the hospital. If the systems 
are similar, less training and fewer manuals will be needed to use or 
service the systems, which will lead to greater efficiency. 

• Limited development costs, shortage of skilled labor. In the current 
economic situation, it is important to be able to limit development costs 
so that products can be offered at reasonable prices. There may also be 
a shortage of skilled staff needed to develop the systems. 

• Software complexity (>100 man years, >106 lines of code). The 
systems we are talking about are complex and contain over 1 million 
lines of code. Such systems cannot be developed from scratch each 
time. 

• Higher quality. The functionality within the platform will be reused in 
difference places, which will increase confidence in it. In addition, the 
functionality’s testability will increase with regression tests, etc. This 
however holds only for unmodified reuse; if components need to be 
altered, this will apply to a much lesser extent. 
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• Interoperability. The individual systems within a family must be able 
to interoperate with each other, because a single customer will usually 
use several family members. This can be ensured by including 
interoperability functionality in the platform itself. 

• Evolvability. Because of the large investments, the same basis must be 
used for building the products over relatively long periods of time. 
Because of new requirements and new technologies, this basis must 
evolve over time. If this basis consists of a component-based platform, 
the individual components will be able to evolve gracefully, assuming 
an appropriate separation of functionality is chosen. 

7.3.2 Product Lines and Product Families 

In this paper we use the term product family as a set of related products that are 
realized on the basis of a shared architecture, using assets from a platform. This 
focuses on the internal part of the business. For the external view, we will use 
the term product line, which represents a set of related products for the 
business’ customers. It is often assumed that a product line is related to a 
product family on a one-to-one basis. For example, the definition of product 
line in [14] mentions both a market segment and a common set of core assets 
(platform). There are however more possible relations between product line and 
product family, as illustrated in Figure 7-3. 
 

Product Lineexternal
view

internal
view

Product Family

Product Line

Product ProductProduct Product Family

Product ProductProduct

 

Figure 7-3 – Product Line and Product Family 

The middle picture represents the 'common' situation. Another possibility is that 
a set of products is commercially marketed as a product line, while the 
individual products are developed independently (left picture). The other way 
round, a set of products may be developed as part of a product family, while the 
products are marketed individually (right picture). We will return to this later. 

7.3.3 Value and Levels of Reuse 

In [49], four levels of reuse are described; see Figure 7-4. These levels range 
from ad-hoc reuse, which means that a developer reuses code when (s)he sees 
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suitable code, to strategy-driven reuse, with which the reuse is aimed directly at 
supporting the company’s strategy. This means that business people will also be 
involved when taking the decision to pursue strategy-driven reuse. Strategy-
driven reuse means for example that by having a reusable platform, it will be 
easier to enter new adjacent markets. 

Value from reuse

Time and effort

domain-oriented

strategy driven

systematic

ad-hoc

 
Figure 7-4 – Levels of Reuse 

As graphically shown in Figure 7-4, the time and effort needed to achieve 
strategy-driven reuse are greatest because of the large scope and impact of this 
form of reuse. The option of applying such reuse must therefore be carefully 
considered. If, say, you have not yet worked out your strategy in full detail, it 
would be dangerous to try out such a new way of working, not knowing 
whether it will prove to be effective. 

The three cases considered in this paper all have a flavor of strategy-driven 
reuse. The MIS platform, for example, has to support important business goals, 
it must allow for an integrated product portfolio and a common look-and-feel 
across products. The TSS platform was developed to be able to quickly enter 
new niche markets with low-priced products. 

When starting to apply a product family platform, it is important to also embed 
it in the company in order to obtain optimum results. The real value of applying 
a platform approach in a certain context is hard to predict. There are still no 
clear rules to exactly predict the value of this kind of reuse. In [106], some 
information is given on the costs and benefits of a platform approach. Since a 
product family’s scope must be known in order to determine an approach’ 
value, we will now discuss scoping. 

7.3.4 Scoping of Product Families and Platforms 

In this paper we make a distinction between family architecture and platform 
architecture. By platform architecture we mean the architecture that is used to 
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build the reusable assets within a platform. By family architecture we mean the 
shared architecture with which the family members must comply. The rules of 
the family architecture must enable reuse of platform components, but may also 
contribute, for example, to more commonality in the family so that it will be 
possible to merge individual systems in the future. The family architecture 
focuses on shared architectural issues of the family members, the platform 
architecture focuses on the platform’s internal structure.  

The product line scope must be determined on the basis of (external) market 
reasons. The family and platform scopes depend on external and internal issues. 
Some of the reasons mentioned for a product family approach, e.g. the feature 
propagation (external driver), can be serviced well if there is a one-to-one 
relation between product line and product family. However, if the focus is more 
on cost reduction (internal driver), and the family platform focuses on reuse in 
technical or infrastructure subdomains11 and not on application subdomains, this 
product family may show no external similarities, and thus not be considered a 
product line as illustrated in the right picture in Figure 7-3. So, internal business 
considerations can also lead to a product family approach. All these 
consideration must be taken into account when roadmapping a platform within a 
business strategy. The TSS and MMS product families are also marketed as 
product lines. The MIS case lies somewhere between the middle and right 
pictures of Figure 7-3; the products are part of the same portfolio, but the reuse 
currently focuses on technical and infrastructure functionality. In the future, the 
platform focus will evolve more towards application (external) functionality. 

When a family scope has been found, it must be iteratively further investigated 
to find out how it can be supported by a platform. The main shared functional 
parts must be identified on the basis of the family scope. The main architectural 
rules and concepts supporting the qualities of the products within the family 
must also be considered. The platform’s scope must be such that the 
architecture-shaping qualities are shared for this scope. If the platform scope 
includes too diverse systems, a platform approach may become counter-
productive. An initial architecture can be generated on the basis of the 
architecture-shaping qualities and be used for a first cost-benefit analysis. These 
considerations lead to the definition of a platform scope within the product 
family’s scope. 
                                                      
11  By ‘subdomain’ we here mean a subarea within a system which requires some 

specific knowledge, for example the image processing subdomain, or the image 
acquisition subdomain. These subdomains may relate to application knowledge 
relating to the user, to technical knowledge relating to the peripheral hardware or 
computing infrastructure knowledge. 
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Another, more technical, choice is the asset content of the platform; are all 
assets been included (including product-specific ones), or only the assets that 
are used within several family members. Figure 7-5 graphically represents the 
various platform and product scopes. The family functionality is represented as 
white rectangles divided into a number of subdomains, the platform 
functionality is represented as gray rectangles. 

• The TSS platform contains all the components of all the systems in the 
family; the family architecture is the same as the platform architecture. 
The right components must be selected for a specific product. 

• The MMS platform contains components relevant to two or more 
systems in the family; only family-member-specific functionality has to 
be provided for each family member. The family architecture is more or 
less the same as the platform architecture. 

• The MIS platform contains components for the imaging subdomain that 
are relevant to two or more systems in the family; each family member 
still has to add product-specific functionality for this subdomain and all 
functionality for the other subdomains. The family scope is broader than 
the platform scope. 

 

MIS MMSTSS 

subdomains 

domain 
coverage 

 

Figure 7-5 – Platform Coverage of Product Functionality 

On the basis of the two dimensions used in Figure 7-5, the three cases can also 
be classified in a table, as shown in Table 7-1. The columns indicate whether 
the platform covers all the subdomains of the products in the family or only a 
subset. The rows indicate whether the platform contains all the products’ 
functionality, or only the generic functionality (i.e. whether it applies to at least 
several family members). 
 

 subset of domain complete domain 
generic functionality MIS platform MMS platform 
all functionality  TSS platform 

Table 7-1 – Platform Types 
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So far, we have assumed that a product family is based on one platform. But in 
view of the large scopes of product families with diverse family members, it is 
also possible to build a product based on several platforms, as shown in Figure 
7-6. On the left-hand side, a platform is used to make another platform, which is 
again used to make the final products. This situation holds for the combination 
of MIS and MMS; the MMS platform is built using components from the MIS 
platform. The users of the MMS platform use it as a single platform and do not 
see the MIS platform as a separate one. The right-hand side of the figure 
illustrates a situation in which products are built on the basis of two platforms. 
Such platforms will usually focus on different subdomains of the family. 

products

layered platforms
multiple platforms

 

Figure 7-6 – Layered and Multiple Platforms 

Depending on an organization’s size and market scope, one or more platforms 
can be applied to support its mission. When only one platform is used for a 
large part of the business, there will be a risk of the platform capabilities being 
overstretched. We experienced this in some respect in the case of the MMS 
platform, which covers high- to low-end products, leading to a broad range of 
architectural requirements. This is hard to realize within a single platform. 
When several platforms are used, it must be made clear how the scopes of the 
various platforms complement each other. 

7.3.5 How Stable is a Platform? 

It is important to note that a platform should not be regarded as a stable 
unchangeable base. Changes will usually have to be made in a platform to meet 
the requirements of a new product. There should be no risk of missing market 
opportunities for the reason that ‘they could not be incorporated in the platform'. 

7.3.6 Initial Stage 

Some business-related issues that will have to be considered in the initial stage 
already are: 
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• Maturity and stability of the market. It is important to note that all 
three cases are based on existing systems intended for relatively mature 
and relatively stable markets. So the important domain concepts are 
known and are not likely to change very fast. This is very important 
when a platform approach is introduced, since such an approach forms a 
(reusable) consolidation of these concepts, and should not innovate too 
much. However, a platform should enable the business to enter adjacent 
markets if necessary. 

• Vision of the future. A business roadmap is needed to describe what is 
expected from the platform in the years to come and how it fits in the 
plan for the release of products. The future expectations for the platform 
help to identify evolution requirements, required staffing, how it should 
be introduced, etc. 

7.4 Architecture Aspects 

In this section we will discuss the diversity mechanisms used for the families 
and how the platform architectures cover the five CAFCR views. 

7.4.1 Platform Integration and Diversity 

The main concept guiding the platform’s use depends on the requirements 
specified for the platform and its architecture. If only a single system is needed, 
the architecture can describe a number of fixed functional blocks. If greater 
variations of a system are needed, this can be solved by for example introducing 
component frameworks (right picture in Figure 7-7). In the case of even greater 
diversity and flexibility a set of components can be used (component kit), from 
which the relevant components can be selected (left picture in Figure 7-7). A 
platform’s integration level may lie between that of a complete system and 
those of individual components as illustrated in Figure 7-7. 

Below, the software architecture of the three cases will be described, focusing 
on the support of diversity. 

• The TSS architecture defines four horizontal layers. The layers contain 
components (called Building Blocks), based on a proprietary 
component model. A collection of component frameworks and plug-ins 
is used as the diversity mechanism. These component frameworks 
together constitute the system’s architectural skeleton (right picture in 
Figure 7-7). More information on this architecture can be found in [50]. 
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Figure 7-7 – Platform Integration and Diversity 

Since this platform is already highly integrated, the platform 
architecture also constitutes the product architecture. As a consequence, 
a lot of documentation can be made in the context of the platform, 
which can be reused for the specific products. For example, a product is 
described as a list of features. These features are described as part of the 
platform documentation. 

• The MMS architecture is somewhat similar to the TSS architecture. The 
system is also divided into a number of layers. Each layer contains a 
number of units, which can be regarded as kinds of subdomains, e.g. 
image processing, administration of patient data, etc. Each unit contains 
one or more components, realized with the aid of COM. Component 
frameworks and plug-ins are used as a diversity mechanism. More 
information on the architecture and variation mechanism for MMS can 
be found in [87] and [113]. 
As in the case of TSS, this platform architecture also constitutes the 
product architecture. Product requirements documentation is handled as 
an extended subset of the set of requirements documentation provided 
by the platform. 

In the development of the MMS platform, it was not always easy to take 
all different architectural requirements into account. For some parts of 
the system, a component kit approach would have offered better 
flexibility. 
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• The MIS family architecture also defines a number of layers. In 
addition, a number of generic interfaces and information models are 
defined. These interfaces must be implemented by specific components, 
forming a platform. The platform’s users must adhere to the family’s 
architectural rules and guidelines, otherwise the platform components 
will not fit. More information on the MIS architecture can be found in 
[53]. 

7.4.2 Architecture View Coverage 

In the TSS and MMS cases, the five CAFCR views have been reasonably 
covered by the platform from the start, e.g. analysis of customer needs, 
requirement specifications of products, realized component, etc. Although this 
is similar for both cases, the platform approach has been introduced in a 
different way. This is graphically shown in Figure 7-8, where the five rectangles 
represent the CAFCR views that are relevant for the platform, and the gray 
shapes the coverage of the first version of the platform. TSS was introduced 
with a product focus, but with a vision of a product family. Some product-
specific parts fell outside the platform, and not all relevant parts of the platform 
were covered. This was dealt with in later releases (indicated by the arrows). 
MMS was introduced with platform focus with the platform boundaries being 
known, although not all platform functionality was integrated from the 
beginning. 

For MIS, the introduction had a platform orientation. Furthermore, the initial 
focus was on the realized components (Realization view) and not as much on 
the earlier views of CAFCR. The idea is that this will grow over time (indicated 
by the two arrows in the right picture of Figure 7-8). 
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Figure 7-8 – Architecture Views and Introduction 
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7.4.3 Initial Stage 

Some issues relating to the architecture that must be taken into account in the 
initial stage are: 

• Domain concept selection. In the initial stage, the main concepts in the 
domain must be identified, e.g. subscriber and trunk lines or images and 
patient records. The stable and well-known concepts can already be 
introduced in the platform, so that they can be used for the development 
of generic interfaces or components. However, since the development 
of a platform has only just started, it will not be possible to define all 
relevant concepts. That is why the first step should not go all the way; 
evolution of the platform will always be necessary. 

• Guard conceptual integrity. Important in the initial stage is to define 
the right architectural rules, guidelines, qualities, aspects, etc. Changing 
these architectural decisions afterwards will be hard and have a negative 
impact on conceptual integrity. Fortunately, these architectural 
decisions are usually stable and are not impacted too much by changes 
in domain concepts. 

7.5 Process Aspects 

In this section we will discuss some process structure and planning issues. 

7.5.1 Process Structures 

The three cases described here have different process structures. To enable 
comparison of these structures, we have mapped them onto the three activities 
described in [36]. These activities are: 

• Application Family Engineering (AFE), which is responsible for the 
family architecture, ensuring reuse; 

• Component System Engineering (CSE), which focuses on the 
development, maintenance and administration of reusable assets within 
the platform; 

• Application System Engineering (ASE), which focuses on the 
development of products. 

 

The processes of TSS can be mapped on these activities as shown in Figure 7-9. 
There are two types of processes, namely architecting and projects to create 
products. The architecting is a continuous process and is not related to a single 
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project. Most projects are defined to create one or more products. Sometimes a 
project is defined for an architectural redesign only. Several projects can run 
parallel to one another. A product project does not only deal with the product, 
but usually also contains some platform work, e.g. creating or modifying 
component frameworks. 

 

     family architecting 

product project N

platform project X 

product project 1

  AFE 

  CSE   ASE 

: activity as defined in [36] 

: process for TSS 

 

Figure 7-9 – TSS Process Structure 

The MMS and MIS cases also involve an architecting process. But unlike TSS, 
there are separate projects, for working on the platform and on the products; see 
Figure 7-10. There will be only one project working on the platform at a time. 

 

     family architecting 

  product project 1

  product project N

  product project 2  platform project 

  AFE 

  CSE   ASE 

: activities defined in [36] 

: process for MMS/MIS 

 

Figure 7-10 – MMS and MIS Process Structure 

Each platform project of MMS focuses on a particular subset of platform users. 
The purpose is to extend the platform towards these users. Each MIS platform 
project focuses on adding new functionality to the platform. All interested 
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groups in the MIS family may use this new functionality. This difference in 
focus is related to the type of platform architecture that is applied. The MMS 
platform is based on architectural frameworks for the entire family, forming one 
skeleton. The possibilities of this skeleton must sometimes be fine-tuned with 
respect to the users. The MIS platform on the other hand is a component kit, to 
which new components can easily be added. 

Below, some additional issues relating to the process structure will be 
discussed. 

• Family and platform architecting. In the MIS case, the family 
architecture is broader than the platform architecture, as already 
discussed in the section on scoping. For MIS there are thus two 
architecting activities: the internal platform architecture, and the 
architecture with which the family members must comply. For the TSS 
and MMS cases, these two architectures are more or less the same. 

• Relation between CSE and ASE activities. The TSS case differs from 
the other two cases in that there is a one-to-one relation between CSE 
and ASE activities. This gives a clear product focus within TSS. For the 
MMS case, this relation is one-to-few, i.e. the subset of products (about 
3) on which the platform project focuses. For MIS this relation is one-
to-many. The platform activity is further removed from the actual 
products. The difference in focus on platform or product work is shown 
in Figure 7-11 (derived from the HP Owen approach [105]). The MMS 
and MIS cases have a much more pronounced platform focus than the 
TSS case. This involves the risks of the architecture activity becoming 
too platform-focused and the product focus decreasing. If there is no 
clear product focus, the development goal may not be clear and this 
may lead to 'floating', i.e. the development becomes too generic and 
deadlines are missed. This can be tackled by increasing the cooperation 
between the CSE and ASE activities, as will be discussed in the section 
on organization. A risk involved in product orientation is pollution of 
the platform by 'fast hacks' that are not cleaned up afterwards. 
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Figure 7-11 – Product vs. Platform Focus 

• Type of communication. Of the three cases, TSS involves the smallest 
number of developers (taking into account both the platform and the 
product development). Furthermore, there is no clear separation 
between platform and product development; one developer can work on 
both a component framework and its specific plug-ins. The 
consequences of this are that the communication may be relatively 
informal and the amount of documentation required to transfer 
knowledge may be limited. The two other cases are more complex, and 
moreover entail clear separation between platform and product 
development. This requires more formal communication and elaborated 
documentation on how the platform can be used to build products. Extra 
attention must be paid to specifying clear interfaces. This has led to 
problems in the past: the documentation became too bulky or the 
product developers could not find the right information.  

• ‘Openness’ of development. Because of the nature of development at 
TSS, it is a kind of open-source development; a developer can modify 
both the sources of the component frameworks and the plug-ins in the 
platform. Such an open-source activity at a company is sometimes 
called inner source. This is a consequence of the combination of the 
CSE and ASE activities. The CSE activities of the MMS and MIS cases 
deliver black-box components; they should in principle not be modified 
by the product projects. Although MIS is currently in a closed-source 
mode, there are ideas to go in the direction of open-source. That would 
encourage contributions from the product builders to the platform. 

7.5.2 Planning 

At TSS, most projects are defined on the basis of products that have to be made. 
In these projects, the platform is also modified if necessary. For planning 
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purposes, a similar 'component topology' diagram as described for HP Owen 
[105] is used, in which it is indicated which platform components have to be 
updated or added to realize the new product. Several projects are performed per 
year, according to the customers’ demands for specific products. Each project 
generates a set of compatible components, from which one or more products 
can be assembled. A set of compatible components is called a construction set. 
To limit the number of different construction sets existing side by side and to 
clean up 'fast hacks', projects are defined to clean up unnecessary diversity. 

The MMS and MIS cases are both based on a heartbeat (release cycle) of one 
year, i.e. once a year a major release of the platform is made. In the meantime, 
smaller updates or bug fixes may be released. In the case of MMS, these 
heartbeats are each year related to a subset of the product in the family. In the 
case of MIS, the heartbeat is related to new functionality that is added to the 
platform. In both cases, roadmaps are made to indicate what can be expected 
which year. One of the reasons for this heartbeat is that new products are 
usually released once a year. The number of releases must also be limited so as 
to be able to test and control the set of components as a whole, although it 
would be possible to release individual components more frequently. 

We have found that feedback is very important. This is especially true when 
platform development takes place separately from product development. At 
TSS, where platform and product development are merged, deadlines were not 
missed very often. Sometimes a ‘fast hack’ was introduced to meet a deadline, 
but it was then usually corrected afterwards. In the case of MMS and MIS, 
platform development has no real feedback from the market. A problem that 
occurred for example with MIS was that a lot of time was spent on defining 
generic interfaces, but they were not immediately realized in components. As a 
consequence, feedback from the implementation was missed. The interface 
specification could have been made much faster if feedback had been frequently 
provided. Feedback from the market is thus available for TSS more often 
(several releases per year) than for MMS and MIS (one release per year). 

7.5.3 Initial Stage 

Some issues relating to processes that must be taken into account in the initial 
stage are: 

• 'Weight' of introduction. During one of the sessions of the 4th Product 
Family Engineering workshop in Bilbao (October 2001), attention was 
paid to lightweight introduction of a product family approach. For 
example, Krueger [47] describes a family approach on code level that 
can be introduced without too much impact. Since several product 
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family initiatives did not succeed, lightweight introduction is now 
receiving more and more attention. Although the introduction itself is 
lightweight, it should from the very outset be based on a clear view of 
what the underlying architecture is otherwise there will be no sound 
basis. 
Figure 7-12 presents the ideal approach, in which large investments are 
initially made (revolution), which are earned back later. This is however 
a risky undertaking, since this approach may fail because it costs too 
much and/or takes too long. The more realistic scenario that is sketched 
assumes partial, stepwise introduction without too much impact. This 
will lower the risk and result in benefits at an earlier stage. Feedback is 
obtained at an earlier stage this way, and acceptance can be built up 
gradually. However, the benefits may not increase as fast as in the ideal 
situation, because the approach will have to be improved gradually over 
time. 

 

ideal

big risk

more realistic

time

benefit

 
Figure 7-12 – Ideal vs. Realistic Introduction 

The TSS platform was introduced gradually. The focus was on 
products. The various component frameworks were introduced (and 
redesigned) one by one. The MMS system, which involves an 
architectural approach similar to that followed with the TSS system, 
was introduced as a revolution. The MMS family, which had the high 
ambition of having a clean platform architecture from the start, had a 
longer introduction time than expected. Furthermore, with MMS we 
noticed that it is very hard to have the right requirements at the 
beginning and to identify all important concepts. The MIS system, 
based on a component-kit architectural approach, is being introduced 
step-by-step. Each release contains more functionality. This is made 
easy by the architectural approach of individual components. The focus 
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is initially on realized components, similar to Krueger [47]. Later, other 
views will also be taken into account; see the right picture in Figure 7-8. 

• Tool support. Tools are needed to support the various processes. Tools 
are particularly important in the context of products based on a 
platform, because the platform will be used many times, allowing for 
automation of certain activities. For example, code for interfaces that 
are required to interact with the platform functionality can be generated. 
Another example consists of test specifications for generic interfaces 
that can be reused for specific components. The provision of such 
support must be planned at an early stage. 

7.6 Organization Aspects 

In this section we will discuss the organization structures and their mapping 
onto the process structures. 

7.6.1 Organizational Structures 

The organizational structure of TSS is depicted in Figure 7-13. There is one 
system team. This team is responsible for defining the requirements and the 
architecture. The architecture is designed and implemented by a number of 
development teams, one for each layer. All the teams work at the same site, and 
there is no separation between platform development and platform usage. 

 system team 

layer team  layer team  layer team layer team 
 

Figure 7-13 – TSS Organization Structure 

In the case of MMS the situation is more complex. There is one platform team 
that is responsible for the platform requirements and architecture. The platform 
is designed and implemented by several teams, each of which is responsible for 
one or a few units. Some units are outsourced to a software house. The platform 
is used by a number of product groups, working in various countries. The 
management has to enable cooperation between platform development and 
platform usage. 
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Something similar holds for MIS as for MMS. One difference is that platform 
development is not divided into unit teams, due to the smaller size of the 
platform team. Outsourcing and cooperation with another company take place 
in the development of the components of the platform, too. Another difference 
is that there is an additional team that is responsible for the shared architecture 
for all members of the family. This team contains members from both platform-
development and product groups. 

 

platform team

unit team 

unit team 

unit team 

unit team 

unit team 

product group 

product group 

product group 

product group 

management 

platform development 
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Figure 7-14 – MMS Organizational Structure 

Comparison of Figure 7-13 and Figure 7-14 reveals a difference in the main 
decomposition of the organization. In the case of TSS, the main decomposition 
is along the layers (subdomains) of the architecture of the product family. 
Within such a layer team, work can be performed on several products in 
parallel. In the case of MMS and MIS, the main decomposition is into platform 
and product development. In [10] Bosch describes a number of organizational 
structures for product family development. The TSS case can be compared with 
the development department model. The difference is however that in the case 
of TSS the department is split into a number of teams, each dealing with their 
own subdomain, making this approach better scalable. The MMS and MIS cases 
can be compared with the domain engineering unit model. When the MIS and 
MMS cases are combined, this can be compared with the hierarchical domain 
engineering unit model. 

In [105] it is assumed that when there is a separation into platform and product 
groups, the platform group is large and makes all the components, and the 
product groups are small and simply have to assemble the components into 
products (right-hand side of Figure 7-11). This does however not apply to the 
MMS and the MIS cases. The reason is that these platforms contain only the 
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shared components; specific functionality still has to be provided by the product 
groups. Furthermore, the MIS platform covers only one subdomain. This means 
that the product groups using MIS must be larger than the platform group. 

7.6.2 Process to Organization Mapping 

After the discussion of the processes in section 7.5, it is interesting to see how 
the processes map onto the organization. The easiest mapping would 
theoretically be one-to-one, but that is not always the case in practice. In the 
case of TSS, the system team is responsible for the architecting. The product 
projects run across the layer teams. 

Unlike TSS, MMS and MIS introduce a separation between platform 
development and platform usage. This separation introduces a 'communication 
barrier' that has to be taken care of. For the MMS and MIS projects, the 
following solutions are applied: 

• At MMS, members of the product groups (temporarily) participate in 
the platform development. This way, expertise from the product groups 
is used in the platform development and the members of the product 
group acquire knowledge of the platform. The architects and 
requirement engineers from the product groups are also involved in 
defining the platform’s requirements and architecture. 

• At MIS, there is a special team that is responsible for the shared 
architecture in which platform and product architects participate. 
Furthermore, when new functionality is added to the platform, this is 
usually done via a pilot project in which one or more product groups 
also participate. 

Although the platform’s components are currently made by the platform group, 
the product groups should in the future also be able to insert their components 
that can be reused by other groups into the platform. This comes close to the 
business unit model described in [10]. 

So, to improve communication between platform and product development, 
processes are needed that cross this organizational boundary. In Figure 7-15 this 
is graphically shown for the MIS case. In this figure the product groups also 
participate in the definition of the shared architecture and in writing components 
for the platform. 
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Figure 7-15 – Relation between MIS Processes and Organization 

7.6.3 Initial Stage 

Some issues relating to the organization that must be taken into account in the 
initial stage are: 

• Platform acceptance. It is important to promote broad acceptance 
within the organization for a product family approach. It is especially 
important to create support within the product groups. These groups 
may see the introduction of a platform as a threat to their own freedom; 
they now have to adhere to the shared architecture. Since there are no 
separate product groups for TSS, this problem does not play a role in 
that context.  
In the case of MMS this is however more of a problem. Here, the 
product groups were used to define their own architecture and make 
their own decisions. This has changed, since the family prescribes an 
architecture that more or less corresponds to the product architecture. 
For the MIS platform this is less of a problem, since the MIS platform 
is only intended for a subdomain of the products, and a more flexible 
mechanism is used, i.e. the product groups are free to select the 
components they need. As a consequence, resistance will be much less 
than in the case of MMS; MIS is seen as something that can be useful to 
use, MMS is seen as something that must be used. 

• Distributed groups. Both the MMS and the MIS cases have distributed 
development groups and apply outsourcing. This adds to the complexity 
involved in the development of a product family. As switching to a 
product family approach is already a very big step, involving a lot of 
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changes, any additional complexity should be minimized where 
possible in the initial stage. Feedback cycles must be short because a lot 
of decisions must be taken; outsourcing in this stage could imply less 
frequent feedback. If furthermore the groups are working in different 
countries, differences in country culture could complicate introduction. 

• Grow in size. During the development of a new system (initial system 
stage) it is preferable for an organization to be small. The reason for this 
is that a number of issues have to be investigated and discussed before 
the system can be introduced, and this can be done more effectively in a 
small group. Later, when the requirements of the system, the software 
architecture, design concepts and principles are known and have been 
formulated, the number of people may increase (steady system stage). 
Only in this way can conceptual integrity be safeguarded from the 
outset. 

7.7 Conclusions 

In this paper we have discussed three product family approaches, each having 
its strengths and weaknesses. Product family approaches discussed in the 
literature usually focus on architectural issues. However, architectural issues are 
but a few of the many issues that have to be considered, as has been pointed out 
in this paper. To bring structure into these issues, we applied the BAPO 
reasoning framework. This helped us in comparing business, architectural, 
process and organizational aspects of the approaches. In Table 7-2 we have 
listed the most important issues in the form of questions that need to be 
answered when defining a product family approach. 

This is only a subset of the issues that need to be defined for a product family 
approach. In this paper we have discussed some ways of dealing with these 
issues. For example, the problem of the 'communication barrier' introduced by 
the separation of platform and product groups can be dealt with by temporarily 
moving people between organizational units, or by involving members of 
different groups in pilot projects. 

Special attention has been paid to the initial stage in which a product family 
approach is introduced in a company. This involves a considerable change 
effort, which must be well prepared. Some of the main problems that may be 
encountered are: underestimation of the change effort needed, 
wrong/incomplete requirements for the platform, wrong platform architecture, 
resistance within the company, restriction of freedom, no tool support.  
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Business  product line - product family relation; What is the mapping be-
tween the product line (external) and the product family (in-
ternal) like? 

business integration; To what extent is the platform taken into 
account in the business planning? 

platform coverage; To what extent is the platform covered in the 
family? To a too great extent? 

Architecture platform integration and diversity; What is the level of platform 
integration? Which architectural diversity mechanism is most 
suitable? 

architecture views coverage; Where lies the focus of the archi-
tecting e.g. realized components, family/product require-
ments, etc.? 

Process family and platform architecting; Is the platform architecture the 
same as the family architecture? 

product or platform focus; What is the relation between the CSE 
and ASE activities; how is it organized? 

type of communication; How must the communication be organ-
ized, e.g. via documentation, exchange of persons, shared pi-
lot projects, etc.? 

heartbeat and feedback; How often is the platform released; fre-
quency of feedback? 

Organization separation of platform and product groups; Must platform and 
product groups be separated (in relation to the size of the or-
ganization)? 

acceptance; How is the platform approach accepted in the various 
groups; how could this be improved? 

Overall matching of BAPO aspects; Do the various business, architectural, 
process and organizational choices agree with one another? 
E.g. does the platform architecture conform to the business 
requirements? Are the process and organizational structure in 
agreement with the platform architecture? 

Table 7-2 – BAPO Aspects for Product Families 
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8 Classifying Product Families using Platform Coverage and Variation Mechanisms 

Chapter 8  
Classifying Product Families 
using Platform Coverage and 
Variation Mechanisms 

Abstract 
The notion of product families is becoming more and more popular, both in 
research and in industry. Every product family initiative that is started within a 
company has its own context, such as a particular business strategy and a 
particular application domain. Each product family has its own specific 
characteristics that have to fit in with its context. In this paper we will describe 
two dimensions for classifying product families. 

The first dimension deals with the coverage of the product family platform. 
Platform coverage deals with the proportion of the functionality provided by the 
platform, and the additional functionality needed to derive a specific product 
within the product family. The second dimension deals with the variation 
mechanisms that are used to derive a specific product from the generic platform. 
The coverage of the platform and the variation mechanisms used are not totally 
unrelated. We will discuss various types of platform coverage and variation 
mechanisms, including their characteristics. 

These two dimensions are based on experience gained with a number of product 
families. We will look at four of these in greater detail to illustrate our ideas. 
We believe that these dimensions will aid the classification of product families. 
This will both facilitate the selection of a new product family approach for a 
particular context, and support the evaluation of existing product families. 

 
© 2004 John Wiley and Sons Ltd. Reprinted, with permission, from Software: Practice and
Experience, ‘Classifying Product Families using Platform Coverage and Variation Mecha-
nisms’, Jan Gerben Wijnstra. 
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8.1 Introduction 

Over the years we have seen the size and complexity of software within 
embedded products increase rapidly. This trend is illustrated in [73], for 
example, where they describe how the increase of the size of the software in 
TVs has followed Moore’s law closely, i.e. doubling in size every 18 months. 
We can also see that the variation that a system has to support is increasing. For 
example, in the domain of medical imaging systems, an increasing number of 
additional features are being provided so that the systems can be tuned towards 
the various procedures performed by physicians. We see that it becomes more 
and more important that such medical imaging systems can be optimally 
integrated in the workflow of the hospital, thus increasing the variation that 
these products need to support. On the other hand, in markets where there is a 
lot of competition, business demands a short time-to-market and low 
development costs, to ensure market share and profitability, and puts high 
demands on the quality of the software. The authors in [36] describe these 
trends in the following way: ‘products and services that rest upon a software 
base must get their software faster, better and cheaper’. 

The trends are drastically increasing the demands on software development. 
There are several ways to deal with these increasing demands. One solution is to 
reuse software across products. Product families12 are based on the idea of 
reusing functionality across a range of products within one family. 

8.1.1 Product Families 

Within a product family, software and other artifacts (a generic term for 
documents, models, components, code, etc. used in the Unified Process [37], 
among other places) are reused across products that together form a family. 
Product family engineering is a structured way of working that has an impact on 
business, architecture, process and organization [116]. So, for a product family 
decisions must be made dealing with the architectural concepts of the product 
family, the way variation is handled, the type of reusable artifacts in the 
platform, the way the family members are developed, etc. We call this set of 
decisions the approach that is applied for a certain product family. When 
introducing a new product family, first the approach has to be defined. 

                                                      
12  In software engineering literature product families are also referred to as product 

lines. 
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A company determines what the scope of the product family will be as part of 
the business strategy, i.e. which products will be part of the family. These 
products form a family because they have ‘commonality’, and share certain 
functionality. These products will also have certain differences. It is relevant to 
perform a domain analysis to identify these commonalities and differences. The 
results of such an analysis can be captured in feature models as for example 
described in [18]. For one of the product families discussed in this paper, a 
requirements object model was constructed [1], capturing the common and 
variable parts. The results of such an analysis are used to define the architecture 
of the product family. This must be an architecture that, on the one hand, 
enables reuse while, on the other hand, allows for differentiation between the 
products. Several techniques can be applied to enable this, like component 
frameworks with specific plug-in components [113]. A set of reusable artifacts 
can be defined in the context of the product family architecture. In this paper we 
use the term platform to refer to this set of reusable artifacts. A platform can 
range from a piece of infrastructure that is reused by the family members as a 
basis for further development, to a configurable system from which products 
can be derived by providing configuration parameters. 

More and more product family initiatives are being started. We see this trend 
within Philips, where more and more product groups are applying this way of 
working. At international workshops and conferences, such as the Product 
Family Engineering workshop [54], we also see an increasing number of 
companies working with product families, or planning to do so in the near 
future. The goal that a company has for such a product family determines 
important requirements for the product family approach. The goal can be to 
make the current products more efficiently, or to increase the market in which 
the company is active. Other factors that influence the decision about the 
approach include the current way of working, the organization, and the 
experience with, and maturity of, the domain [116]. No single approach would 
be suitable for every situation. A product family approach must be tuned to suit 
the context in which it is to be applied. This explains why there is such a wide 
range of approaches. 

8.1.2 Classifications 

We can identify various papers in the literature that classify this ‘wide range of 
approaches’. Examples are the classification into maturity levels [11], 
classification according to organizational structures [9], classification into 
architectural styles [81], and classification according to the binding time of 
variation [100]. Each of these classifications serves a specific goal. For 
example, the classification according to organizational structures can be used to 
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see what alternatives are possible and what type of organization would fit best 
in a certain situation. In section 8.7 we go into more detail on this and other 
related work. 

In this paper we focus on the properties of a product family platform, since a 
platform forms the basis for the successful development of a product family. 
When developing a product based on the platform, we identify two dimensions 
of the platform that we will work on in this paper, namely the coverage of the 
platform, and the variation mechanisms that are used. These two properties are 
also important for the development of the platform itself, and affect its structure. 
A brief description of these two dimensions is given below: 

• Platform coverage. By the coverage of a platform we mean how many 
of the artifacts are already provided by the platform in proportion to the 
artifacts that still have to be provided by the application engineering to 
derive a complete product. An example of a platform with a low 
coverage is one where for the product only a piece of shared 
infrastructure can be reused. An example of a platform with a high 
coverage is one that provides a configurable system from which a 
specific product can be derived via configuration parameters. The 
coverage that a platform has in proportion to the complete products 
within the family depends on several factors, such as the commonality 
between the family members; the more commonality, the higher the 
coverage can be. 

• Variation mechanisms. In this paper we focus on behavioral variations 
that require different pieces of code to implement different behavior. 
Within a product family, one or more variation mechanisms are applied 
to realize the family members based on a shared platform. Examples of 
these mechanisms are configuration parameters that enable or disable 
certain functionality, or an architecture that specifies interfaces for 
components that can be optionally added to the system. The type of 
variation mechanism that is applied within a platform determines the 
way to make a specific family member, but also what the impact might 
be if planned changes in the platform have to be carried out, or if 
unforeseen requirements need to be supported, i.e. during the evolution 
of the platform. Several factors influence the choice of one or more 
variation mechanisms, such as the organization, or the maturity of the 
domain. 

8.1.3 Goals of the Article 

The dimensions described above can help when selecting a suitable product 
family approach in a given context, or when evaluating an existing product 
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family. The dimensions are based on experience gained with a number of 
product families within Philips. We look at four cases in more detail to illustrate 
our ideas. Depending on the background and interest of the reader, this 
classification is relevant in the following ways: 

• Various case studies are presented about product families in the 
literature. Using our classification, it becomes easier to compare and 
evaluate the different product families; it helps to understand the 
various interpretations of the product family concept. 

• A prerequisite of introducing a product family is understanding what 
types of product family currently exist. The provided classifications will 
give you an overview of the range of possible product family 
approaches. We found that the coverage and variation mechanisms of a 
platform are very suitable to relate to the overall properties of the 
platform, both in the technical architecture areas and in the business, 
process and organization areas. We discuss the properties of different 
types of platforms in this paper. These properties can be used to see 
whether the platform matches the requirements of a specific product 
family. 

• The introduction of a product family is usually done in a gradual way. 
For example, it can take a considerable time to populate the platform 
with reusable assets. In such a situation, the platform may start small 
and grow over time. The requirements on the product family may also 
change over time, possibly requiring changes in the platform. In this 
paper we also use the two dimensions to illustrate how various types of 
platforms are related, and which platform evolution paths are possible. 

8.1.4 Overview of the Article 

The remainder of this paper is structured as follows. Firstly, in section 8.2, we 
introduce the product families that are used as case studies in this paper. These 
are mainly cases from the medical imaging domain. In section 8.3 we give some 
context on what we mean by architecture in the context of product families. 
Sections 8.4 and 8.5 deal with the two dimensions mentioned earlier.  In section 
8.4 we present a model for describing the coverage of a platform, while in 
section 8.5 we discuss a classification of variation mechanisms. Section 8.6 
deals with the relationship between platform coverage and variation 
mechanisms, and also how these classifications can be used when selecting a 
product family approach. Related work can be found in section 8.7, with our 
conclusions being presented in section 8.8. 
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8.2 Case Studies 

In this paper we use experience gained with four industrial product families in 
the telecommunication and medical domains. These product families are: 

• Telecommunication Switching System (TSS) 
• Medical Modality System 1 (MMS1) 
• Medical Modality System 2 (MMS2) 
• Medical Imaging System (MIS) 

The TSS product family deals with telecommunication infrastructure systems. 
This family is designed for niche markets with a large variety of features. A key 
requirement is to achieve a reasonable price even with a low sales volume. 
Products in this family include public telephony exchanges, GSM radio base 
stations, technical operator service stations, operator-assisted directory services, 
and combinations of these, such as a public exchange with directory services. 
When considering the software architecture, the most important concepts are 
components with clearly defined interfaces, component frameworks with plug-
ins, and the layers architectural pattern with four abstraction layers. A product 
from this family usually consists of approximately 150 software components 
(excluding the proprietary operating system), grouped in about 25 functional 
units, resulting in a total of about 400,000 lines of code. The platform itself 
consists of about 300 software components, containing about 900,000 lines of 
code. More on TSS can be found in [50]. 

The other product families come from the medical domain. Philips Medical 
Systems builds products that are used to make images of the internal parts of the 
human body for medical diagnostic and/or interventional purposes. The 
different types of equipment used to obtain images are called ‘modalities’, for 
example Magnetic Resonance (MR), X-ray, Computed Tomography (CT) and 
Ultrasound (US). In this paper we use two product families for such medical 
modalities as case studies, called MMS1 and MMS2. The software architecture 
of MMS1 identifies about 25 units, each representing a specific area of 
functionality. Each of these units is realized via one or more software 
components. An important architectural concept is the use of component 
frameworks. The generic part contained in the platform comprises about 2.5 
million lines of code. A complete product of this family comprises about 3 
million lines of code. Further information on the architecture and variation 
mechanism for MMS1 can be found in [87] and [113]. For the MMS2 case, 
configuration parameters are used as a mechanism for achieving variation. The 
MMS2 architecture identifies six software subsystems. The platform contains 
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about 3.5 million lines of code, which is the same as for the products derived 
from it. 

These modalities, like the products of the families MMS1 and MMS2, also 
share certain functionality in the area of imaging. In order to benefit from these 
similarities and to increase the synergy between them, a family called MIS 
(Medical Imaging System) was created. MIS focuses on medical imaging 
functionality. The MMS1 and MMS2 platforms thus contain artifacts that are 
reused from the MIS platform. Components and interfaces are very important 
concepts in the platform of the MIS family. Well-defined interfaces support the 
integration of individual components in a larger system. The functionality of the 
platform is clustered in five groups containing about 50 functional components, 
and comprises over 1 million lines of code. The systems in which this platform 
is used can contain several million lines of code (just as in MMS1 and MMS2). 
You can find more about MIS in [53]. 

Table 8-1 gives an overview of some characteristics of the case studies. 
 number of elements per 

product 
lines of code 
in product 

lines of code in 
platform 

TSS 25 functional units, 
150 software components 

400k 900k 

MMS1 25 functional units 3,000k 2,500k 
MMS2 6 subsystems 3,500k 3,500k 
MIS 5 clusters, 50 components ~3,000k 1,000k 

Table 8-1 – Overview of the Case Studies 

Although these families have different scopes and cover different domains, they 
share a number of important characteristics: 

• complex, software-intensive products (several million lines of code); 
• professional products; sold in small numbers, but with a lot of diversity; 
• long lifetime and support of products (10-15 years); 
• extensible with new features in the field; software updates in the field; 
• a customer typically has a number of products from one family; 
• relatively mature and stable domains; previous experience with such 

products. 

The fact that they share these important characteristics makes it easier to 
compare them and to discuss the differences between them. When considering 
the two dimensions introduced in this paper, these four case studies cover the 
two-dimensional space well. This makes them valuable both for gaining 
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experience with these dimensions and for illustrating them. The fact that these 
cases have important commonalities while also having very different types of 
platforms (as we shall see later on), was the trigger to carry out the research 
presented in this paper. When comparing the different platforms for these case 
studies, we found that the platform coverage and variation mechanisms were the 
most suitable characteristics to describe the differences between the platforms. 

We focus on behavioral variation for which different pieces of code are needed 
to implement different behavior. Examples for the TSS case study are the 
different types of signaling that can be used for the trunk lines between the 
switching systems, or the optional functionality of an automated time service. In 
the medical case studies, examples of variation are the different applications 
that the end user can buy, for example analytical functions for medical images 
or different image acquisition procedures. 

You can find more information on the business, process and organizational 
issues of these case studies (except for MMS2) in [116]. 

8.3 Product Family and Architecture 

In this section we will explain some of the basic concepts concerning product 
families and architectures that are used in the rest of this paper. Section 8.3.1 
explains the meaning of architecture in the context of product families. Section 
8.3.2 addresses quality attributes that are especially important for product 
family architectures. In section 8.3.3 we look at the weight of the product family 
architecture. Finally, in section 8.3.4 we list the artifacts that form part of a 
platform and discuss how they can be grouped. 

8.3.1 Architecture in the Context of Product Families 

We can find several definitions of architecture in the literature; in [4] and [35] 
for example. In [4], software architecture is defined as ‘the structure or 
structures of the system, which comprise software components, the externally 
visible properties of those components, and the relationships between them’. 
This definition focuses on the components and the relationships between them. 
However, architecture also involves overarching rules and guidelines for 
building the components and decisions about how the architecture is to evolve 
in the future, etc. This is why we think the definition given by the IEEE [35] to 
be more suitable, namely that an architecture is ‘the fundamental organization 
of a system embodied in its components, their relationships to each other, and to 
the environment, and the principles guiding its design and evolution’.  
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Several activities play a role when building products within a product family. In 
[36], three activities are described, namely application family engineering 
(dealing with the commonality and variability analysis and definition of an 
overall product family architecture), component system engineering (dealing 
with the realization of reusable artifacts in the platform) and application system 
engineering (dealing with deriving an end product from the platform). We relate 
these three activities to three types of architecture, as shown in Figure 8-1. We 
will call the architecture defined in the application family engineering the 
product family architecture. It describes the rules and guidelines that must be 
applied within the family. This architecture is based on the results of a domain 
analysis in which the commonalities and variations within the product family 
are described. The rules of the product family architecture must enable reuse of 
platform components. For example, the product family architecture describes 
which variation mechanisms the application engineering can use to derive 
specific products from the platform. The component system engineering activity 
uses the family architecture as a basis for its development. Additional 
architectural rules and guidelines for the development of the reusable artifacts 
are captured in a platform architecture. The platform architecture is thus the 
architecture of the internal structure of the platform that is used to build the 
reusable artifacts. Similarly, additional architectural descriptions that are used to 
build individual products in the application system engineering activity are 
captured in the product architecture. One could say that both the platform and 
product architecture ‘inherit’ from the family architecture. The platform and 
product architecture match with each other in the sense that the result of the 
platform engineering activity can be used in the product engineering activity. 

 
 

Platform Architecture Product Architecture 

Product Family Architecture 

based on based on 

match 
 

Figure 8-1 – Three Types of Architecture 

In the context of this paper, the concept of subdomains within an architecture is 
important. By subdomain we mean a sub-area within a system that requires 
some specific knowledge, for example the image processing subdomain or the 
image acquisition subdomain. These subdomains may deal with application 
knowledge relating to the end user, or with technical knowledge relating to the 
peripheral hardware or computing infrastructure knowledge [116]. In the 
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context of design and realization, such a subdomain usually results in one (or 
more) subsystems/modules/components with one or more interfaces. 

8.3.2 Product Family Architecture Qualities 

Like any architecture, a product family architecture must support a number of 
quality attributes. However, when a product family architecture is compared 
with a ‘normal’ architecture, certain quality attributes are more important. The 
product family must provide a stable basis for the development of family 
members, on the one hand, whilst on the other hand it must allow enough 
variability now and in the future. 

Stability 
It is important that the points of variation within the platform, which are 
realized using variation mechanisms, are based on stable concepts. If this is not 
the case, the variation mechanisms may cost more than they bring in, since 
evolution of the platform will probably require many modifications in both the 
platform software and the product software. A thorough understanding of the 
domain is required to be able to find stable concepts. An important activity in 
this context is the modeling of the domain, as described in [1] for example. The 
why-what-how thinking model (see section 2.6 of [107]) can help when 
determining the stable concepts. A similar three step approach using three types 
of objects can be found in [27]; the Enduring Business Themes address why 
something is important, the Business Objects address what concepts are 
important, and the Industrial Objects how these concepts can be realized. 

Variability 
An important property of a product family is that the family members contain 
both similar and different functionality, both at point in time and over time. 
There are several quality attributes that support the creation of different 
products using a shared basis: 

• configurability, i.e. the system can be configured to meet with specific 
requirements, e.g. using configuration parameters; 

• extensibility, i.e. the system can be extended with additional 
functionality, e.g. using components; 

• composability, i.e. a system can be built by composing various 
components with clearly defined interfaces. 

In the context of this paper, we need to be able to distinguish between the three 
qualities as described above. These qualities can be related to different types of 
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platforms. For some platforms it is clear which products will be derived from 
them, and the functionality of these products is closely related. It is important 
that such platforms are configurable for the specific needs. Another group 
comprises platforms that form a basis for the products in the family, but where 
the family members require significant product-specific extensions on top of the 
platform. For such families it is important that the required extensions are 
enabled. A last group is made up of platforms that must be reusable in the 
context of a larger number of different family members. For such platforms it is 
important that the composability of the platform elements in different product 
contexts is taken into account. 

Each variation mechanism focuses on one or more of these qualities, as is 
discussed in section 8.5. The stable concepts (as discussed in the previous 
section), variations and future changes must be known when defining the 
product family architecture together with the points of variation. This will give 
a stable basis for the product family. Back in 1972 Dijkstra identified the 
importance of a program structure that is prepared for the future: 

"... program structure should be such as to anticipate its adaptations and 
modifications. Our program should not only reflect (by structure) our 
understanding of it, but it should also be clear from its structure what sort of 
adaptations can be catered for smoothly." [20] 

8.3.3 Product Family Architecture Weight 

When defining an architecture, the architect must make architectural decisions 
that will enable a successful realization of the system. This includes 
decomposing the system into smaller parts that can be specified and 
implemented. Since each developer of such a part will usually focus on his/her 
own part, some decisions taken locally may not be beneficial to the rest of the 
system, and may harm the conceptual integrity (chapter 3 of [4]). This is why 
system-wide cross-cutting concerns must also be dealt with in the architecture. 
For example, if there is no single initialization strategy it becomes almost 
impossible to make a system that starts up correctly. 

Should the architecture lay down all the decisions (heavy-weight architecture) 
or leave the developers some freedom (light-weight architecture)? In [65] the 
weight of an architecture is described as the sum of the weight of its rules. The 
weight of a rule is then determined by its level of enforcement, its scope, its size 
(text) and the number of dependencies to other rules. In [59] and [65] it is 
argued that the architecture should only contain rules and decisions that really 
have to be taken at system level, i.e. those decisions that cannot be deferred to a 
lower level. All other decisions should be taken at lower levels in order to allow 
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valuable contributions from the designers and to give them more freedom. This 
can increase the degree of acceptance of a new architecture. 

This holds for architectures in general. But what does this mean in the context 
of product families and platforms? A platform is based on a product family 
architecture and provides a number of reusable artifacts such as software 
components. It might seem that development using a platform is even more 
restricting than a normal development, since ready-made pieces of code are 
already provided to the application engineering group. However, the perception 
of a platform depends entirely on the situation. One extreme is when the 
platform offers a number of components with basic functionality that can be 
freely reused for the development of a specific product. In this case, the product 
family architecture focuses on the rules and guidelines of how to integrate one 
or more of these components in a product, not on a specific combination of 
components. Such an architecture is lightweight, since a lot of freedom is given 
to product development to create the specific product. In fact, the platform 
allows the product developers to focus on the distinctive part of their product 
where the added value lies, not having to deal with basic functionality. Another 
situation is where the platform already prescribes the structure of the system, 
already containing a lot of components, and where a limited number of specific 
components are needed to derive a specific product. If the product development 
group previously created the products from scratch, this means that the freedom 
of the application engineer is restricted.  

8.3.4 Platform Artifacts 

When developing a product family, the component system engineering activity 
works on the platform artifacts, and the application system engineering uses 
these artifacts to derive products. As already indicated in section 8.1, these 
artifacts are not restricted to reusable software components. The artifacts 
provided to the users of a platform include: 

• Product Family Architecture. A description of the architecture of the 
product family – relating to the hardware and software – must be 
provided for the users of the platform. It must also be clear how to use 
the platform, i.e. what the architectural rules and guidelines are. This 
architecture is required by the product groups in order to make products 
based on the platform.  

• Interfaces. Interfaces are important elements of a platform; they 
introduce decoupling points in the architecture. Such interfaces can 
pertain to a subsystem or can even have a wider impact. An example of 
such an interface concept in the context of the telecommunication 
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switching system is the ‘Information Bus’. This bus is realized in 
software and allows the addition of features to the switching system. 
Examples of such features are call forwarding or conference calls. This 
Information Bus allows the composition of existing features and the 
successful addition of new features via a standardized interface. 

• Components. Software components in the platform can already provide 
the realization of stable and shared concepts. An example in the context 
of a medical imaging modality is the so-called geometry, which 
controls the major moving parts in a medical imaging system (e.g. the 
patient support on which the patient is lying), and determines the part of 
the patient to be examined and its projection on the image. Movements 
and positions are important items for the geometry. Among other 
things, the platform of the MMS1 case study provides a generic 
implementation for managing these movements and positions. The 
platform can also contain hardware components in addition to software 
components. 

• Other realization support and documentation. In addition to the 
architecture, interfaces and components, other supporting means can 
also be provided by the platform. This support can be in the form of 
abstract base classes that need to be implemented, or tool support that 
generates code. Furthermore, as well as the architecture documentation, 
the platform can also provide documentation relating to areas such as 
the functional requirements specification. 

The artifacts of a platform or product can be grouped in different ways. In this 
paper we use the five architectural views of the BAPO/CAFCR [70] reasoning 
framework for this grouping. This framework places architecture in the context 
of business, process and organization (forming the abbreviation BAPO). The 
architecture is further refined into the following five views CAFCR [70]:  

• Customer (the customer’s world) 
• Application (applications important to the customer) 
• Functional (functional and non-functional requirements for a system 

used in a customer application) 
• Conceptual (architectural concepts of the system) 
• Realization (realization technologies for building the system) 

The first three views are also referred to as ‘commercial views’, since they deal 
with the what and how of the customer; the latter three views are also referred to 
as ‘technical views’, since they deal with the what and how of the product (see 
Figure 8-2). In addition to this model, other view models can also be found in 
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the literature, for example Kruchten’s 4+1 view model [46]. We use the 
CAFCR view model because it has a broader scope than the 4+1 model. This is 
useful in the discussion of the platform coverage.  
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Figure 8-2 – Five Architectural Views 

We will use these five views to group the artifacts of a platform. These views 
cover a broad range of issues, ranging from the customer’s key drivers to 
realized components. Our focus is on the artifacts that are produced in relation 
to the various views, including the code. The two views on the left have to 
explain why the product is needed. Topics that are addressed here are the world 
of the customer, what is important for him/her, and the future trends. The 
applications that the end user needs and performs also have to be described. 
This type of information is written down in a Commercial (or Customer) 
Requirements Specification (CRS), for example. The Functional view describes 
the what of the product; what functions should be provided and what are the 
requirements concerning performance, reliability, etc. Such information can be 
written down in a System Requirements Specification (SRS) for the system as a 
whole, and in Functional Requirements Specifications (FRS) for certain 
functional areas. The Conceptual view describes how the system should be 
realized. For example, it contains a System Design Specification (SDS) in 
which the main concepts are described. Furthermore, Module Requirements and 
Design Specifications (MRS and MDS) have to be provided for the various 
modules in the system. In the Realization view, software modules written in 
programming language actually realize the system. 
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8.4 Coverage of the Platform 

In this section we discuss the coverage of a platform. In section 8.4.1 we first 
discuss platform coverage and illustrate it using the four case studies. Section 
8.4.2 then presents a classification scheme in which the coverage of a platform 
can be expressed. 

8.4.1 Properties of Platform Coverage 

In this section we explain and illustrate what we mean by platform coverage and 
how platforms can be classified according to this concept. For the classification 
we use the five architectural views of the BAPO/CAFCR reasoning framework 
as introduced in section 8.3.4. Each of the five views contains artifacts, which 
can be in the form of documentation, code, regression test scripts, etc. A 
platform that is used within a product family covers part of the CAFCR views. 
The product development must complete these views to obtain a product. 

To quantify the platform coverage, we define the coverage of a platform as the 
size of the reused artifacts provided by the platform in proportion to the total 
artifacts needed to build an end product of the product family. This definition 
implies that it is only possible to describe the coverage in a platform in relation 
to an end product derived from the platform. For the case studies in this paper, 
the coverage of the platform related to a family member does not differ too 
much within a product family. For some product families it may be the case that 
the quantification of the platform coverage is considerably different for the 
family members in the family. This may, for example, be caused by differences 
in the functionality that is reused in the various products; for one product half of 
the provided platform functionality may be relevant, while for another product 
75 percent of the functionality is relevant. It furthermore depends on how much 
functionality is added to build a specific product. Also for these cases, platform 
coverage is still relevant, since we will refine this concept to subdomains later 
on. This allows us to consider coverage properties for smaller parts of the 
platform. 

The artifacts mentioned in the explanation of the views in section 8.3.4 are also 
used in the MMS1 case. Figure 8-3 shows, schematically, which artifacts are 
used in the various architectural views. We have also distinguished between 
artifacts that are made as part of the platform (gray) and additional artifacts that 
are needed to make the products (white). The lines between the platform and 
product artifacts indicate that the product artifacts build upon the platform 
artifacts. For this product family it was decided to make one CRS to cover all 
family members. 
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Figure 8-3 – Artifacts of the MMS1 Case Study 

The figure above indicates that some of the artifacts are provided by the 
platform, and that the others are added to build a specific product. To get a 
better idea of what is provided by the platform and what has to be added to 
build a product, we also use the concept of subdomains, as introduced in section 
8.3.1. By using this concept in combination with platforms, we can make a 
better distinction between the various types of platforms. Subdomains are 
identified in a family architecture. The architect together with other 
stakeholders can decide that the platform of the product family has to provide 
artifacts for all subdomains. However, to leave room for specific extensions, the 
subdomains do not have to be covered completely. On the other hand, the 
architect can also decide that the platform should only deal with a subset of the 
subdomains. The idea of these two directions of coverage is illustrated in Figure 
8-4. This figure illustrates a product family in which six subdomains are 
covered or partly covered by the platform. The coverage of a platform in 
relation to a family member can be expressed as a single value, but to really 
understand the properties of the coverage these two directions of coverage must 
also be described.  
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Figure 8-4 – Coverage of Subdomains in a Platform 
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When quantifying the coverage of a subdomain in relation to the various family 
members using this subdomain, the numbers will be more equal than when 
considering the coverage of the platform as a whole. The reason for this is 
twofold. First of all, when focusing on one subdomain, situations like a platform 
that contains subdomains that are not being reused by a specific product or a 
product that adds a lot of specific subdomains have no impact on the coverage 
number. Furthermore, subdomains are designed with a specific form of reuse in 
mind. This will in practice lead to more similar numbers for the size of the 
artifacts that are being reused in relation to the specific artifacts that have to be 
added for a specific product. 

When the coverage of a platform is low, it is difficult for the platform to provide 
artifacts that deal with the end products as a whole. An example of such an 
artifact is a CRS that deals with the complete product family. This is especially 
the case when only a subset of the subdomains is dealt with. The integration of 
the artifacts will also be lower, because the contexts in which these artifacts are 
used may vary considerably. If the coverage is higher, the platform group can 
fill the commercial views more effectively. The integration between the artifacts 
can also be higher. 

The coverage of the subdomains in two directions is related to the weight of an 
architecture, as discussed in section 8.3.3. A product family architecture 
describes which subdomains will be included in the platform. The platform 
provides partial or complete implementations for the subdomains. These 
subdomains can then be reused when developing a product within the family, so 
that less product-specific work needs to be done. The more artifacts are 
provided by the platform, the more the freedom of the product development is 
limited. So, a higher platform coverage results in a higher architectural weight 
of the product family architecture. 

In addition to the coverage of a platform, the level of enforcement is also an 
important factor that influences the weight of the product family architecture. 
Although a certain subdomain is dealt with in the platform, it may not be 
mandatory to use this in an end product. An optional coverage indicates the 
artifacts in the platform that may be reused for a specific family member, but 
that are not mandatory. A mandatory coverage indicates that certain artifacts 
have to be used when building a specific family member. As discussed in 
section 8.3.3, the level of enforcement influences the weight of the architecture; 
a higher enforcement means a higher weight. As a consequence, a mandatory 
coverage results in a higher weight than an optional coverage. 

The following sections illustrate these ideas on platform coverage with 
examples from the case studies. The information regarding the coverage of 
these case studies was collected from domain experts and the available 
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documentation. This information includes the subsystems that are identified in 
the product family architecture, the documents that are provided by the platform 
and additionally created in the product development, the lines of code of the 
software components in the platform, and the size of the additional code that is 
needed to derive a product. 

MMS1 Case Study 
The MMS1 product family architecture identifies subdomains of the family 
members; the platform deals (fully or partially) with each of them. Examples of 
subdomains in this product family are the image processing subdomain or the 
image acquisition subdomain. 

The platform in the MMS1 case study already contains a lot of artifacts; the 
development groups can derive the specific products via identified variation 
points (both in the documentation and in the code). The development groups 
complete the Functional, Conceptual and Realization views to make the 
products by creating additional artifacts. For example, the generic SRS 
documentation contains an overview of the features of the various family 
members; the product-specific SRS selects the supported features and can add 
product-specific descriptions. In the system realization, the product groups add 
product-specific components within a larger family framework to realize the 
specific behavior. The platform already realizes about 75 % of the functionality, 
leaving 25 % to make a specific product13. The CRS document is written as one 
artifact as part of the platform. Such a shared CRS document for the product 
family provides a common direction for the product family development. The 
platform coverage for MMS1 is shown schematically in Figure 8-5. This is, of 
course, a simplified representation, and only gives us a global impression; the 
figure does not show the fact that some subdomains are completely covered and 
that others are only covered in part within the various views.  
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Figure 8-5 – Platform Coverage for MMS1 

                                                      
13  We based out estimate on the lines of code, as this is relatively easy to measure. We 

see a similar relationship between the generic and specific documentation. 
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MMS2 Case Study 
A different coverage holds for the MMS2 case. Here, the variation is realized in 
such a way that each end product contains the same software. The correct 
functionality for a product family member is activated via configuration 
parameters. In this situation, a development group develops the family as a 
whole (in fact, there is no separation between platform and product 
development groups). This leads to a 100 % platform coverage. 

MIS Case Study 
The third medical case study, the MIS, is quite different from the previous two. 
In this product family the focus was initially more on infrastructure 
functionality, and providing software components for this. The focus is 
currently shifting more and more towards application functionality. The MIS 
family is based on experience with existing systems; initially little attention was 
explicitly paid to the commercial views in CAFCR. The MIS platform only 
deals with a limited part of the products in the family, namely the imaging 
infrastructure. This means that this platform only covers a few subdomains of 
the products in which it is used. 

In addition to the fact that not all subsystems are dealt with within MIS, another 
difference between the MIS case study and the first two case studies is the 
degree to which it is mandatory to use the platform artifacts to make a specific 
product. In the MMS1 case study the platform provides the basic system, which 
can be extended with additional specific functionality. In principle, each product 
uses the same basis. This is definitely the case for MMS2, where each product 
has the same software. One can say that in terms of section 8.3.3, the product 
family architecture is heavyweight. This is not the case for MIS, however. This 
platform is organized as reusable blocks of functionality, which can be reused if 
needed. To use such a component into a product, some configuration usually 
has to be done, and some additional code has to be written to fit it in the rest of 
the system. Only a small product family architecture needs to be prescribed 
(some rules and guidelines) to be able to use these components. This product 
family architecture is therefore lightweight.  

TSS Case Study 
It is important to realize that the coverage of the platform depends on the 
context in which it is used, i.e. for which set of products the platform is 
intended. If a platform is used in different ways, it is important to identify the 
different usages. This will help us to reason about the platform and the 
requirements that need to be fulfilled. The TSS platform has to support two 
types of usage, based on the two main groups of products made with it, namely 
public telephony exchanges and GSM radio base stations. These two groups can 
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each be considered as a product family; both product families are then based on 
the same platform. The TSS platform covers all14 subdomains of the public 
exchanges; the development group can build new products by selecting the 
correct elements from the platform and adding some specific parts. For the 
public telephony exchange product family, the coverage is therefore very high. 
In this context we will refer to this product family as TSSpte. The radio base 
stations only use the part related to the switching functionality and not the 
application functionality. This switching functionality is delivered to the base 
station development group, which can add specific components to complete the 
switching functionality. They also build their application functionality. The 
platform coverage for the radio base stations product family is therefore low. In 
this context we will refer to this product family as TSSrbs. As a consequence, 
this platform has different faces, depending on the product family in which it is 
used. 

8.4.2 Classification of the Various Platform Coverages 

In the previous section we discussed two directions of coverage in relation to 
subdomains, as illustrated in Figure 8-4. We now use these two directions as a 
basis for a classification into four groups of platform coverage. We have also 
discussed the level of integration and the level of enforcement. We do not use 
these two properties explicitly in this classification, since it adds to the 
complexity of the discussion. Of course, when comparing different product 
families, we do take these properties into account.  

Using the two directions of the subdomain coverage as illustrated in Figure 8-4, 
we can identify four main types of coverage, as illustrated in Figure 8-6 (the 
axes are running from complete to partial coverage, so that the traditional 
product development can be placed at the origin). These four types are as 
follows: 

• Complete coverage. An example of this situation is the MMS2 case 
study. This platform completely covers all subdomains in the products. 
This means that all documentation and code is present to build a family 
member; the specific behavior is realized via configuration settings. 

                                                      
14  It should be noted that several subdomains have been added throughout the lifetime 

of the TSS platform, e.g. dealing with automated speech generation.  These 
extensions were integrated into the platform, with the result that the platform now 
covers all subsystems. 
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Such a platform coverage is possible when the family members have a 
lot of functionality in common. The specific parts can be specialized 
using configuration parameters. The advantage is that only one set of 
software components is needed for all product family members. Such a 
high integration of the generic and specific functionality increases the 
danger of the two not being optimally separated, making it difficult to 
extend the family with new functionality. In this situation there may be 
one group doing the complete development, or there may be a number 
of groups, each dealing with several subdomains. 

• Complete coverage of subdomains, but partial coverage inside the 
subdomains. Examples of this situation are TSSpte and MMS1. In this 
situation the platform deals with all (or most) subdomains of a system, 
but they are not completely filled in. This type of coverage also enables 
the platform to provide artifacts for the commercial views of CAFCR. 
Such a platform coverage requires high commonality between the 
family members. The difference with the previous coverage alternative 
is that it is now easier to add specific functionality for a family member. 
In this situation a thorough analysis is needed of the commonality and 
variation, as stable interfaces (see section 8.3.2) must be defined 
between the generic part in the platform and the specific extensions. It 
is possible that a few subdomains are not covered explicitly by the 
platform, but the main idea is that the subdomains provided by the 
platform must be extended. This type of platform coverage allows the 
development of generic and specific functionality to be separated. 
However, it is also possible to develop the platform and products in one 
group, as in the TSSpte case, for example. 

• Partial coverage of the subdomains, but complete coverage within 
the subdomains. In this situation the platform does not deal with all 
subdomains of a system, but the subsystems that are dealt with are 
covered completely. We have no case in our study that matches this 
situation. 
Such a platform coverage can be applied if a product family contains a 
number of subdomains that do not need to be tuned for specific family 
members. One can think of infrastructure-like functionality, dealing 
with logging, communication and other operating system-like 
functionality. This functionality is the same for the various family 
members. 

• Partial coverage of the subdomains, and also partial coverage 
within the subdomains. Examples of this situation are MIS and 
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TSSrbs. In this situation the platform does not deal with all subdomains 
of a system, and the subdomains are also not completely covered.  
Such a platform coverage is useful when the family scope is quite 
diverse and the family shares a limited set of subdomains. The platform 
can then provide artifacts for these shared subdomains. The product 
groups can make these subdomains specific for the various family 
members. Since only a subset of the subdomains is covered, it becomes 
hard to provide an integrated solution here. For example, it becomes 
difficult to make a good description of the commercial CAFCR views 
because the end products that are based on the platform can vary a lot. 
When a product has been derived, there is still a lot of work that needs 
to be done on the architecture. The product family architecture is 
usually limited to rules for combining the various subdomains into a 
product. 
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Figure 8-6 – Classification of Platform Coverage 

8.5 Variation Mechanisms 

In this section we deal with the various variation mechanisms that can be found 
in platform-based product families. In section 8.5.1 we give an overview of the 
variation mechanisms that we encountered. In section 8.5.2 we introduce two 
dimensions along which variation mechanisms can be classified. 

8.5.1 Variation Mechanisms and their Properties 

The variation mechanisms that we encountered in our case studies range from 
configuration parameters to composable components. We call this a range 
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because when moving from configurable components to composable 
components, less and less functionality is contained in the platform, and more 
functionality has to be provided via software components to make a complete 
product. For example, when only configuration parameters have to be set to 
make a product, no additional software components are needed. For a 
composable system, on the other hand, the software components needed to build 
the product depend on the product itself. In this paper we do not consider this as 
a single range. Instead, we make a separation between variation below the 
architectural level and at the architectural level:  

• Below the architectural level. A non-configurable component, a 
configurable component or a component framework, can all be 
considered to be components at the architectural level. The architect 
must be aware of the variation that can be realized within such 
components, and must provide rules and guidelines on how to do this; 
the developers of the components realize the variation.  

• At the architectural level. At the architectural level, components and 
interfaces are important entities, along with rules and guidelines. The 
product family architect can identify the components from which the 
system should be built. If this is too strict, it is possible to define a basic 
platform to which the development groups can add their own 
components, preferably via predefined interfaces. A third possibility is 
to capture important architectural concepts in interfaces. The interfaces 
should then allow new components to work with each other, even if 
they were not identified at the beginning. This allows the addition of 
new components in the system. 

In section 8.5.2 we will return to the separation into these two levels of 
variation mechanisms. In the remainder of this section we describe the variation 
mechanisms that we encountered on the two levels. This description is an 
extension of the variation mechanism overview presented in [53]. For the 
variation within the components, we have:  

• Fixed component. Such a component does not support any variation. 
Other components are needed within a product family to realize the 
variation. 

• Configurable component. In this situation the variation has already 
been realized within the component. The desired variation is obtained 
by selecting the appropriate values for the configuration parameters. 
The configuration parameters can be used to enable/disable parts of 
code. The parameters can also be used to influence the behavior of 
certain algorithms. 
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The configuration mechanism allows the same set of software 
components to be used for different family members. This set of 
software components can be configured in different way, e.g. via 
license keys. When new functionality has to be supported, the 
components affected must be modified and recompiled. It is important 
to point out here that the designers should try to clearly identify which 
part of the code within the components relates to which 
functionality/features; this makes maintenance easier if changes or 
extensions are needed. 

• Extendible component. An extendible component consists of a base 
that can be extended with additional subcomponents. One such base 
component is a component framework. In this situation, parts of 
functionality are identified as being variable and are factored out into 
separate components (plug-in components). This idea is similar to the 
configurable components, except that the variable code is put in 
separate subcomponents that can be added or removed; the generic and 
specific functionality are separated by means of a clear separation of 
stable and variable code. Another example of such a base component is 
a class framework, which can be specialized using inheritance, for 
example. 
In the case of a component framework with plug-ins, it is possible that 
the plug-in components are already provided by the platform. In other 
situations, the application engineering activity must develop the plug-
ins itself. One important cause of this difference is the question of how 
specific a certain plug-in is; if it can be used for several family 
members, it is more likely to become part of the platform. 

This mechanism allows a more flexible extension of the functionality 
than the previous one. Separate product groups can develop the 
additional subcomponents. An important point for consideration here is 
the definition of the interface between the component framework and its 
plug-in components. If this interface is not suitable, this mechanism can 
give rise to a lot of additional work. Such a mechanism should therefore 
be applied for subdomains that are already well understood. The 
concepts used in this interface should be stable, even when looking 
towards the future (see section 8.3.2). 

• Abstract component. In this situation only the interface of a 
component is specified; the product groups must provide the 
implementation. This mechanism offers the most flexibility of the four. 
The disadvantage is, of course, that the product groups cannot reuse an 
implementation provided by the platform. When changing such an 
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interface, the impact must be considered by taking the current 
component implementations into account. This variation mechanism is 
appropriate when the implementations for the various family members 
are too different; in such a situation a generic implementation would 
have more disadvantages than advantages. 

When comparing these four variation techniques, the first one is of course the 
simplest, since there is no variation to deal with. When all variation is known, 
configuration parameters can be used. However, if not all variation is known or 
will not be implemented in the platform, mechanisms like component 
frameworks or abstract components are possible. Of these two, the abstract 
components are the easiest for the platform group to provide. An external 
interface must be defined here. When a component framework is defined, an 
internal interface must also be defined between the component framework and 
its plug-ins. 

For variation within the architecture we distinguish:  

• Fixed components. In this case, the components for the family 
members are fixed and a (partial) realization is provided for them. The 
variation must come from the variation mechanisms mentioned above. 
This way of handling variation is only possible if all the family 
members have the same subdomains. When more variation is needed, 
the following variation mechanisms at architectural level come into 
play. 

• Additional components. In this case, the structure of the architecture is 
also reasonably fixed. The majority of the components are identified in 
the product family architecture and the platform contains a (partial) 
realization for them. However, it is still possible for the product 
development groups to add extra components to the system. The 
product family architecture usually describes the interfaces to which 
these extensions must adhere. Such an architecture affords greater 
freedom to the developers of the family members than with fixed 
components.  It can be applied when a large number of subdomains are 
shared, allowing the definition of the base architecture. Additional 
components can be used for the specific subdomains of the family 
members. 

• Composable components. In this case, the family architect defines the 
components in such a way that they can be composed with other 
components, possibly from outside the platform, to form a product. 
Compared with the previous mechanism, more flexibility is provided. 
Instead of using a fixed set of components that can be extended, the 
application engineering activity builds its products by composing the 
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relevant components. This mechanism is useful when the members of 
the family share a limited group of subdomains, leading to a group of 
products that is sometimes referred to as a product population [72]. 
With this way of working it is especially important to focus on the 
interfaces of the components, since that is the main concept for building 
a product family member. 

8.5.2 Variation Classification 

In the previous section, we introduced two levels at which variation 
mechanisms can be applied: at the architectural level or below the architectural 
level. These levels are based on the separation between components that are 
identified by the architect and laid down in the product family architecture 
(architectural components), and components below this level. These latter 
components are part of the architectural components. One might argue that 
these two levels are similar, except for the different level of granularity of the 
components. However, we chose to distinguish between these two levels for 
several reasons. 

First of all, the variation mechanisms that are used on the architectural level 
have a major impact on the process and organization that are used to build the 
products. When all variation is handled within the components that are 
identified within the architecture, the basic structure of each of the products is 
fixed. Variation can ‘only’ be achieved by using variation mechanisms within 
the components. At the other end of the scale, we find the products that are built 
from composable components. The architecture of the family leaves much more 
freedom on which components are used and which products are built. One can 
image that this requires other processes and a different organization than the 
case in which all components are prescribed by the architecture. More on this 
topic can be found in [116]. Furthermore, by using these two levels, the 
characteristics of the various case studies can be expressed more clearly. 

In section 8.3.2 we presented three qualities related to variation. The two levels 
are also related to the distinction between configurability, extensibility and 
composability. Configurability, and part of the extensibility, can be realized 
within the components defined within the architecture. Composability and 
extensibility deal with components as a whole that are relevant at architectural 
level. 

The two dimensions are shown in Figure 8-7; the vertical axis concerns the 
variation within components, and the horizontal axis concerns the variation of 
components as a whole at architectural level, as discussed in the previous 
section. 
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Figure 8-7 – Variation at Two Levels 

In the following paragraphs we give an overview of the variation mechanisms 
used in the various cases. They are illustrated in Figure 8-7. Information on the 
variation mechanisms can be found in the documentation of the product family 
architecture or by consulting the architects. 

The MMS2 case study has an architecture that defines all components in the 
system. Some of these components are fixed and others can be configured with 
parameters. In the MMS1 case, both configuration parameters and component 
frameworks are used at component level in addition to fixed components. There 
are also a few components for which only the interfaces are specified. In 
principle, all components are already identified in the architecture, and all 
family members contain all these components. 

The TSSpte case (related to the public switches) is similar to the MMS1 case. 
Here, configuration parameters and component frameworks are once again 
applied. The relevant components can be selected from the ‘construction set’, a 
set of all components in the platform. Newly developed components are 
integrated into the construction set. Since the new components are also 
integrated into the construction set, not all product family members will contain 
all architectural components. This means that some components are removed 
from the platform to construct a family member. This is why this family is 
located somewhat more to the right, towards the additional (and removable) 
components. 
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The MIS case study focuses on the right-hand part of Figure 8-7. The MIS 
platform can be considered to be a ‘component kit’, from which the product 
groups can select the relevant components. It therefore allows the addition of 
new components and the omission of unusable components. Various variability 
mechanisms are applied within these components. When components from the 
component kit are used, only a few infrastructure-related interfaces have to be 
realized in the system, i.e. replaceable components with a fixed interface. The 
TSS platform for the GSM base station, where the TSS platform only provided 
switching functionality, can be compared to the MIS case study. 

Figure 8-7 shows us that different types of variation mechanisms can be applied 
within a product family. The case studies presented in this figure use several 
variation mechanisms within the components of the architecture. For example, 
in the MMS1 case study, component frameworks with plug-ins, configurable 
components and abstract components are used to reach the required variability. 
On the architecture axis, one approach is usually chosen for dealing with 
variation. This is an architectural style of the product family architecture. For 
each of the four cases, we identified one approach on the architectural level for 
dealing with variation. This will probably also apply to most other cases. 
However, it is possible that different architectural styles are applied for different 
parts of a system. Distinguishing between the two levels of variation helps to 
compare the various cases in such a figure. 

8.6 Platform Coverage and Variation Mechanisms 

In section 8.6.1 we discuss the relationship between the platform coverage and 
variation mechanisms. We then look, in section 8.6.2, at how coverage and the 
variation mechanisms are two classifications that can be used when selecting a 
suitable product family approach. In section 8.6.3 we discuss introduction 
strategies, based on the classifications introduced. 

8.6.1 Relationship between Platform Coverage and Variation 
Mechanisms 

When comparing the coverages of the various platforms and the variation 
mechanisms used, we identified dependencies between these two dimensions. 
The highest coverage was provided by the MMS2 platform. The variation 
mechanism used there – configuration parameters – is very close to the fixed 
components. The coverage of the MMS1 platform is smaller. The mechanisms 
used here are mainly component frameworks and abstract components, in 
addition to configuration parameters. The coverage of the TSSpte platform is 
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also smaller and, compared with the MMS1 platform, additional components in 
the architecture are also used. The MIS platform and the TSSrbs platform had 
the smallest coverage. They mainly use the composable components. 

In the coverage of a platform we distinguished between the coverage of the 
subdomains and the coverage within the subdomains. If a platform covers all or 
most of the subsystems, this is likely to result in a platform architecture that 
prescribes how the various subdomain functionalities will be connected 
together, leaving less room for adding or removing components (i.e. located on 
the left-hand side of the architecture axis). So, for a platform that covers all 
subdomains, the variation mechanisms shown on the vertical axis of Figure 8-8 
become more important. On the other hand, the product family architect of a 
platform with a low coverage of the subdomains must ensure that the 
components related to the subdomains can be integrated easily into the various 
products. This is where the addition and replacement of components comes into 
play. However, it is probably still necessary to customize the components for 
the specific products, using configuration parameters and component 
frameworks. The degree of coverage is therefore influenced both by the 
component and the architecture variation mechanisms. This is illustrated 
graphically by the diagonal line in Figure 8-8. This line does not imply that all 
product family approaches must be located on this diagonal; it is merely an 
indication of the overall coverage trend. 
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Figure 8-8 – Platform Coverage and Variation Mechanisms 

 

 



 

 

 

174  Chapter 8  

 

8.6.2 Selection of a Platform Approach 

When initiating a product family based on a platform with reusable artifacts, it 
is important to first determine what products will be covered by the family, i.e. 
what is the scope? The family architect must determine the contents of the 
platform. This must be based on a commonality analysis, where the common 
and different items are identified. Both the functional and non-functional 
commonalities must be considered. For example, all family members may need 
image processing, but are the performance requirements similar enough to 
develop it as part of the platform? The scope of the family and the contents of 
the platform together determine the coverage of the platform, as discussed in 
section 8.4.1. 

If the various family members have a lot of specific functionality compared to 
the generic functionality, the platform will have a low coverage. This is 
especially the case where the family members only share a limited set of 
subdomains, so that the platform only covers a subset of the subdomains needed 
to make a specific product (the platform can, of course, support subdomains that 
are relevant for a subset of the family). In such a situation, the platform will be 
located to the right in Figure 8-8. The various subdomains then relate to the 
composable components, making it easy to select the relevant subdomains from 
the platform and to add specific subdomains. 

On the other hand, if the family members share a lot of functionality, the 
platform will have a high coverage. If the subdomains are shared for the various 
family members, the platform can already provide an integrated solution in 
which all major subdomain components are already present. This should make 
it easier to create specific products. Variation can be provided via specific 
variation mechanisms. 

Figure 8-9 plots the four coverage categories, as identified in 8.4.2, roughly into 
the two-dimensional variation space. It should be noted that a platform that 
partly covers the subsystems (the top two categories in Figure 8-9) can also 
contain subsystems that are covered completely. In that sense, such a platform 
can also contain configurable components or fixed components. 

In general, the coverage of a platform is related to the size and diversity of the 
product family: the larger and more diverse it gets, the harder it is to make a 
platform with high coverage for it. As a consequence, more specific software 
needs to be added to make the specific products. The diversity of the product 
family over time is an important consideration when selecting the variation 
mechanism. For a large diversity over time, additional components are needed. 
For a lower diversity over time, the platform can be positioned more in the left-
hand part of Figure 8-9. 
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Figure 8-9 - From Coverage to Variation Mechanism 

The question of which platform coverage or which variation mechanism to 
choose for a certain situation is difficult. We have given some indications about 
the properties of platforms related to product families. The specific case will 
determine which type of platform is the best. 

8.6.3 Introduction Strategies 

When introducing a product family, it is not only the technical issues that have 
to be considered [116]. An important part of the success of the introduction is 
determined by the acceptance of the people developing and using the platform. 
This acceptance is influenced by several factors. One is the change that the new 
way of working introduces compared with the existing situation; the bigger the 
change, the lower the acceptance is, in general. Another important factor is the 
amount of freedom that the product developer has; if this decreases, so does the 
acceptance [59]. Other factors include a high initial investment and the absence 
of early feedback [3]. Knowledge of the variation in the domain and how this 
can be realized is also very important for the introduction. During one of the 
sessions at the 4th Product Family Engineering workshop in Bilbao (October 
2001, [3]), attention was paid to lightweight introduction of a product family. 
The conclusion was that, ‘a gradual approach seems to work better’. This means 
that each change must be limited in size. 

Bearing these factors in mind, we propose two ways of introducing a platform. 
These two introduction strategies tackle the problem from different directions. 
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They are both based on a specific starting point in the two-dimensional space 
introduced in Figure 8-7, and follow a probable evolution path. The two 
introduction strategies are: 

• from single product to product family; 
• from basic reusable components to product family. 

These two strategies are shown schematically in Figure 8-10. We will elaborate 
on them below. The assumption here is that applying reusable artifacts for the 
selected domain is relatively new to the company. If there is already a degree of 
experience, this experience can be used to make a bigger step when introducing 
a new product family. However, our experience is that one should be careful not 
to make the step too big, since a lot of (possibly unforeseen) changes already 
have to be managed. 
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Figure 8-10 – Two Introduction Strategies 

The first strategy starts at the bottom left in Figure 8-10. Here, one product is 
used as a basis for the development of the platform. The reason for starting with 
a certain product is that the product is already made and there is already 
knowledge about the domain and the implementation of the product. This 
knowledge is important to support the variation when the family grows. As 
discussed with the component frameworks, for example, a thorough knowledge 
of the domain is required to define stable interfaces that allow the required 
variation. The direction in which the platform grows depends on the context. 
This introduction strategy is applicable to platforms with a relatively high 
coverage.  

The factors that influence the acceptance of the product family, mentioned at 
the beginning of this section, are taken into account as follows. By starting with 
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a product and then expanding the scope, the development group obtains more 
knowledge on the variation in the domain and how to realize it as it evolves. 
Furthermore, changes to the way of working are limited. It is possible for the 
group that makes the product to also make a platform based on configuration 
parameters, component frameworks or replaceable components. The change 
consists mainly of using additional mechanisms and a shift from making one 
product to several products. This change can be made gradually. For example, if 
everything works out, a separation can be made between a platform group and 
one or more product groups. Since the same group can initially make both the 
platform and the products, the developers do not feel they are restricted in their 
freedom when making the design. An advantage of this strategy is that it has a 
clear focus, i.e. a product has to be realized. We noticed in the MMS1 case 
study that having a concrete product that had to be realized gave the project a 
relevant focus. 

This first introduction strategy can be found in [118], among other places. This 
is the paper that describes the MMS2 case study. MMS2 started out as a single 
product. Over time, more and more variation was added. This was realized 
using configuration parameters. The next step, as described in [118], is to use 
more components that contain features that can be included in a product or not. 
In this way, the increasing variation can be better managed, in the sense that 
separate features are realized in separate components. 

The second strategy starts with a few well-known basic subdomains. Such a 
strategy can be applied when there are several products with a similar 
functionality, but where there is no sharing of software yet. This was the case 
for the MIS platform. Based on the domain knowledge for the various products 
and an analysis of the commonalities, a number of shared components were 
identified, such as components for printing and archiving of medical images. 
The first components had fairly straightforward functionality. This enabled a 
focus not only on the shared components, but also on the new way of working. 
The various product groups could then reuse these components in their 
products. As this way of working was developed further over time, more 
components were considered for the platform. When more is clear about the 
variation and the members of the family, more variation mechanisms can be 
applied. This can lead to a greater coverage and an architecture with a higher 
level of integration. 

This strategy also takes into account the factors that influence the success of 
introduction. Just as for the first strategy, more knowledge on the domain is 
obtained during the evolution of the platform. The way of working for the 
various product groups will only change slightly. Instead of each group having 
to make everything themselves, the platform provides basic functionality that 
can be reused. In this way, the product groups can put more effort into the 
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differentiating application functionality. The freedom is therefore initially 
restricted, in the sense that the basic functionality has already been provided. 
However, this can also be seen as an opportunity to work on the more 
challenging issues in the application area. The main change introduced by this 
strategy is that a platform group is needed to make the shared components 
(variants exist where the responsibility for these platform components is divided 
over the product groups). 

Both strategies have in common that the introduction impact is limited, and that 
early feedback and results are obtained. Early feedback is important to learn 
how product family development works and to get acceptance within the 
organization. The first strategy starts with a limited number of family members; 
the second one starts with a limited number of subdomains.  

These two introduction strategies both have a starting point from which they 
will evolve further. A platform for a product family therefore has to evolve over 
time. When defining such a platform, the direction in which it will probably 
evolve also has to be taken into account, thus preventing superfluous work. For 
example, if an abstract component is expected to be the most suitable alternative 
for a given component, there is little point in defining a component framework 
for such a component that will only be used for a short while.   

8.7 Related Work 

The work presented in this paper is related to several topics that can be found in 
the product family research. In this section we will address scoping, 
classifications of product families, and introduction scenarios. 

In [10], two types of scoping are distinguished: the selection of products that 
can form a product family, and the selection of the features that will be included 
in the product family. In the context of that paper, this last type of scoping can 
be considered as determining which reusable artifacts should be included in the 
platform. The process of determining both types of scope is an iterative one; 
based on the identified products the shared features can be identified, and based 
on the features candidate products can be identified. Increasing the set of 
products that form a family leads to a smaller platform coverage; the 
commonalities will decrease and the differences increase. The more common 
features that can be identified, the larger the coverage of the platform can be. 
So, both types of scoping have an impact on the coverage of the platform. The 
results of section 8.4 can therefore be used to determine the properties of both 
types of scope. The relationship to the variation mechanisms, as discussed in 
section 8.6, also gives indications of the variations mechanisms that can be 
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used. This means that the proposed classifications can be used to support the 
scoping process. 

As indicated in section 8.1.2, several classifications are defined that apply to a 
certain aspect of product families. These classifications include maturity levels 
[11], organizational structures [9], architectural styles [81], and the binding time 
of the variation [100]. All these classifications serve specific purposes. The 
classification presented in this paper deals with two basic properties of a 
product family. A related point is that the most suitable variation mechanisms 
can be selected. This classification will both facilitate the selection of a new 
product family approach for a particular context, and support the evaluation of 
existing approaches. This, in turn, will allow other classifications to come into 
play, e.g. which type of architecture should be used, as discussed in section 
8.4.1 in relation to the architectural weight.  

To illustrate how our method relates to other work, we look at the maturity 
levels of software product families from Bosch [11]. These levels are: 
standardized infrastructure, platform, software product line, configurable 
product base, program of product lines and product populations. These levels 
can be mapped onto the two-dimensional space of Figure 8-7, as shown in 
Figure 8-11. The standardized infrastructure focuses on the operating system 
and a few commercial components on top of it; little or no domain engineering 
is required, and no variability management is needed. The products can be made 
by composing specific components on top of this infrastructure. This approach 
can be located in the bottom left in the two dimensions, i.e., no internal 
variation and a lot of components still have to be composed. The platform 
approach is similar to the previous one, except that more common functionality 
is included; only a little variation management is needed. Due to the possible 
variation inside a component, the platform approach is located above the 
previous approach. In the software product line approach, the set of shared 
artifact becomes larger; functionality that is common to several, but not all, 
products is also included. Based on the example of a family of servers (scanner, 
printer, storage, and server) it is assumed that the family architecture describes a 
basis that can be extended with additional components. Various variation 
mechanisms can be used internally in the components. The configurable 
product base approach is located to the left; it consists of a shared code based 
where no functionality has to be added by the application engineering (i.e. fixed 
components) and uses license keys or automated tooling to configure the 
software. The program of product lines approach defines a number of 
components that are product families themselves, i.e. can be tuned towards 
specific needs. These components can be related to subdomains. The 
architecture thus defines a fairly fixed architecture with components, and the 
product families provide configurable components to fill it in. This approach is 
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located in the top left corner, illustrating the fixed set of components, while also 
indicating that various variation mechanisms are used internally. The product 
population approach is located to the right, since the components can be 
composed freely to form a system. The main maturity path described in Bosch’s 
paper is indicated by the black arrows in Figure 8-11. More and more 
(application) functionality is added to the set of reusable assets along this path, 
i.e. a higher platform coverage. The two additional approaches are useful for an 
increased number of products (product population) or an increased number of 
features (program of product lines).  
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Figure 8-11 – Relation to Another Classification Scheme 

In section 8.6.3 we discussed two introduction strategies for product families. 
These two strategies are roughly as follows: 1) start with a small set of family 
members and expand this set later on, or 2) start with a small set of subdomains 
(components) and expand this set later on. Several ideas can be found on this 
topic in the literature. In general, one can observe the focus on introduction 
strategies that have a limited initial impact and that are evolutionary. This can 
be observed in the discussion related to the sessions “Diversity Solutions” and 
“Light-Weight Processes” at the PFE-4 [3], among other places. An example of 
a paper discussing how to introduce product families is [47]. The author states 
that it is very important to lower the adoption barrier in order to obtain 
successful results. In [11], two dimensions of product family initiation are 
presented: evolutionary vs. revolutionary, and existing product line vs. new 
product line. In the case of the evolutionary introduction of an existing product 
line, components are identified that implement requirements of more than one 
product. These components are then provided as part of the platform. By 
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selecting more components over time, the platform grows. This is similar to the 
second introduction strategy presented in section 8.6.3. The first introduction 
strategy described in section 8.6.3 is also applicable to the evolutionary 
approach of an existing product line. In such a case, only a limited number of 
family members are integrated into the family as a first step, after which more 
products can be added. The case of the revolutionary introduction of an existing 
product line differs from the previous one in that the product family replaces all 
existing products in one large effort. In principle, such a strategy can enter our 
two dimensional space at any place. If the changes compared to the existing 
situation are large, this imposes a serious risk for success; this is why we do not 
propose it in section 8.6.3. When starting a new product family, an evolutionary 
or revolutionary path can also be taken. The difference between evolutionary 
and revolutionary, as sketched in [11], is whether only the existing products are 
taken into account, or whether all possible future family members are also taken 
into account. The evolutionary way resembles the first introduction strategy 
described in section 8.6.3, where we described starting with only a few products 
and then scaling up. The revolutionary way takes much more possible future 
products into account, and therefore introduces a larger change and risk. In our 
paper we have focused more on introduction strategies that have an 
evolutionary character. Of course, if an organization already has more 
experience, a larger introduction step may be taken. The added value of our 
paper is that the two discussed introduction strategies are related to domain 
coverage and variation mechanisms, and that evolution scenarios are sketched 
for these two classifications. 

8.8 Conclusions 

Each product family is used within a different context and with different 
requirements. As a consequence, different product family approaches exist, each 
with their own properties. In this paper we have discussed two dimensions that 
can be used to position product family approaches using a platform with 
reusable artifacts. The two introduced dimensions can help when selecting a 
suitable product family approach in a given context, or when evaluating an 
existing approach. 

The first dimension is the coverage of the platform. This is an indication of how 
much the platform already realizes the family members, and how much specific, 
additional work has to be done by the product groups. Using four case studies 
from industry, we have given illustrations of the different types of platform 
coverage. If the domain for a product family is divided into a number of 
subdomains, then the platform can either deal with all subdomains of the family 
or only with a subset of them. Another important issue is whether the platform 
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deals only with the artifacts related to the realization of the system, or whether 
documents such as system requirement specifications are also dealt with within 
the platform. 

Another important dimension of the product family approach is which variation 
mechanisms are applied. This can range from a configurable system to a 
platform from which the relevant components can be selected that will be 
integrated into a product. We have distinguished between variation that is 
visible at architectural level and variation that is realized within the components 
of the architecture. The right variation mechanisms must be selected based on 
the type and degree of variation within a product family. We have given some 
properties and guidelines in this area. For example, the component framework 
mechanism is useful if there is sufficient experience with the subdomain in 
which it is applied. This is because the interface between the component 
framework and its plug-in components should be stable, but must also support 
future plug-in components. 

It is still very difficult to select the right platform-oriented product family 
approach. Many factors, a lot of which are of a non-technical nature, determine 
whether it will be successful in a particular situation. However, the coverage 
and variation mechanisms of a platform are very important properties that must 
be considered well before a platform is set up. We have also considered how the 
introduction of a family approach can be mapped to the coverage and variation 
mechanisms. Two introduction strategies have been described: one going from a 
high coverage and evolving to a lower, and one going from a low coverage and 
evolving to a higher. Both are based on the idea of lightweight introduction. 
Lightweight introduction strategies promise a higher success rate because the 
consequences within the development groups are minimal, and the resistance 
against the introduction is therefore lower as well. 

 



 

 

 

       

 

9 Conclusion 

Chapter 9  
Conclusion 

In the introduction we discussed a number of trends in the field of embedded 
software systems. The development of software for these systems has become 
more and more challenging. This is due primarily to the increase in the size of 
the software. Furthermore, there has been a rapid rise in the amount of variation 
that the systems have to support; instead of delivering one type of product, 
different products are supplied that support different features. In addition to 
these trends, high demands are also placed on the quality of the products. The 
quality affects issues relating to the business, e.g. time-to-market, the product 
development, e.g. reusability, and the user perceived quality, e.g. performance.  

9.1 Research Questions 

In this section we will discuss how the research questions formulated in section 
1.3 have been addressed in the previous chapters. We will first consider the 
research questions for the three research areas and then the overall research 
question. We will address these research questions in the context of large 
embedded systems for the professional market, as we performed the work 
presented in this thesis in the medical imaging system domain and the 
telecommunication switching system domain. This does however not mean that 
the results are only useful for systems of this type. For example, the design 
aspects can be applied to more software systems as additional views. As 
discussed in section 1.5, we used several techniques for our research: case 
studies, experiments and surveys. 

9.1.1 Variation Mechanisms in Product Family Architectures 

In addition to the main research question for this area, there are four sub 
questions. Let us consider these first: 
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• RQ1.1: What variation mechanism can be used to support variation in 
various kinds of services within a product family and what are its 
characteristics? 

In chapter 3 we have introduced service component frameworks. A 
service component framework provides services to its customers that 
are again provided by one or more plug-in components. In a medical 
imaging product family architecture decomposed into just over 30 units, 
about 10 units contain one or more of these service component 
frameworks. This architecture has already been used to deliver several 
commercially successful family members to the market, using the 
component frameworks to achieve variation. This product family 
contains service components frameworks for different kinds of services, 
e.g. movement of the geometry, acquisition procedures, and field 
service functionality. 

Despite these different types of services, the service component 
frameworks share a number of characteristics. 

• A service component framework defines one or more roles 
related to the types of services that must be fulfilled by services 
from the plug-ins. 

• The component framework provides an availability interface, 
via which the clients can query which services are currently 
available. 

• The clients obtain access to a service via the component 
framework, not directly via the plug-in component. We must 
define for each role whether there should be at least one service 
provided for it and whether it is permitted for there to be more 
than one service for a role. 

• Since different plug-ins may provide different implementations 
for the same service, a list of services must be provided. Each 
plug-in implements a subset of this list. 

More of these characteristics can be found in section 3.3. 

It should be noted that the service component framework is but one of 
the mechanisms that could be used to support variation in services. 
Another option, for example, would be to make one large component 
containing all services and using configuration parameters to activate 
the right services. Which variation mechanism is most appropriate will 
depend on the context in which it is applied (see also section 8.5). 
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• RQ1.2: How can service component frameworks be used within a 
product family architecture? 

The use of service component frameworks in a product family 
architecture was discussed in section 3.5. We refer to two important 
topics: 

• When using component frameworks, two views on the 
architecture are important. The top-down (decomposition) view 
is important for the architect to partition the system into smaller 
parts in order to master the complexity and to understand the 
system. On the basis of the required variability within a unit of 
the system, the unit designer defines one or more component 
frameworks. These component frameworks form the basis or 
skeleton of the system together with the ‘fixed components’. 
The bottom-up (composition) view is important to determine 
which (plug-in) components should be used for a specific 
product. 

• The architect can use service component frameworks for 
various parts of the architecture. We have identified three types 
of component frameworks15. The application framework type 
deals with variation in the application domain. The technical 
frameworks deal with variation in the realization technology, 
e.g. a different geometry in a medical imaging system. 
Relationships between these two component framework types 
can exist to realize a feature. For example, for a specific end-
user feature a plug-in with a certain movement may be needed 
in the technical geometry framework and a plug-in with an 
image acquisition procedure may be needed in the acquisition 
component framework. The infrastructural frameworks are the 
third type. An example is the field-service component 

                                                      
15  Fayad also defines three types of frameworks: system infrastructure frameworks, 

middleware integration frameworks, and enterprise application frameworks [26].  
System infrastructure frameworks and middleware integration frameworks focus on 
internal software development concerns. This relates to our infrastructural 
frameworks. In the context of embedded systems, we have identified technical and 
application frameworks, which both realize product functionality (instead of the 
single category enterprise application frameworks). The technical frameworks are 
used to handle the variation in the underlying hardware; the application frameworks 
handle the variation provided to the end-users. 
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framework. These component frameworks form a stable part of 
the architecture. 

This discussion assumes a number of architecture concepts like layering 
and decomposition into units. No domain-specific issues play a role 
here. We therefore believe that these concepts are more broadly 
applicable to embedded systems. 

• RQ1.3: What are the benefits of using information models within the 
definition of component interfaces? 

In chapter 4 we discussed a medical imaging platform that applies 
information models in the definition of interfaces. This technique does 
not capture all stable concepts in the syntax of the interface; certain 
concepts are captured in an information model describing the data that 
can be passed via interfaces. Positive experiences prompted wider use 
of information models in the platform. The number of medical imaging 
products containing components from this platform is increasing. 

We discussed benefits of applying information models in section 4.3. 
Some of the most prominent ones are: 

• Applying information models supports a declarative way of 
working; the data describes the work that needs to be done, not 
the individual steps. This leads to more stable interfaces.  

• The information models can be adapted without affecting the 
syntax of the interface. 

• Only the components that use that data need to know the 
semantics; intermediate components can simply pass the data 
without considering the content. 

• The use of information models also supports forward and 
backward compatibility; for example, a receiving component 
can skip attributes it does not know. 

Besides these benefits, there are also some drawbacks. For example, as 
the interfaces become more generic, they also become more difficult to 
use. 

• RQ1.4: What are useful concepts for composable components in a 
platform to support variation? 

In section 4.4 we discussed three concepts that support the handling of 
variation in the context of a platform with composable components. 
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These concepts are configuration data per component, required 
interface concept, and information model concept: 

• Configuration data makes it possible to tailor a component to 
suit a specific situation. 

• The required interface concept is important to make the 
dependencies clear; these dependencies are based on interfaces 
and not on components. This allows the exchange of 
components with different implementations, but with the same 
interfaces. 

• The concept of information models supports stable interfaces. 
Furthermore, the declarative style enabled by information 
models allows for completely different implementations of the 
same interface. 

As discussed in section 4.5, the experiences gained with these concepts 
in the medical imaging platform are positive. In addition to these 
concepts, there are also other concepts for supporting the handling of 
variation, e.g. the use of design aspects. 

Having considered the sub questions, we will now look at the question for this 
research area. This question is: ‘Which variation mechanisms can be used and 
what are their properties?’. The sub questions addressed various mechanisms in 
detail: component frameworks, composable components and the configuration 
of a component. In addition to these variation mechanisms we have also 
identified abstract components and additional components, and we have 
grouped them into two levels: ‘below architectural level’ and ‘at architectural 
level’ (see chapter 8). For each variation mechanism we have discussed the 
properties. We have also discussed these variation mechanisms in the context of 
the platform coverage. For example, component frameworks can be used to 
partly cover a subdomain. 

9.1.2 Multi-view Architecting, Quality Attributes and Design 
Aspects 

In addition to the main research question for this area, there are three sub 
questions that we will consider first: 

• RQ2.1: What are design aspects and how do they help to define an 
architecture? 

A design aspect of a system is a coherent part of the functionality 
realized by the artifacts within the system that crosscuts the 
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decomposition of the system into artifacts. A design aspect plays a role 
in the design of a system.  

The IEEE standard on Architectural Description [35] indicates the 
importance of having several views on the architecture. In chapters 5 
and 6 we discussed design aspects which introduce views upon the 
system. Using design aspects was found to support the definition of the 
architecture of a medical imaging system in several ways, including: 

• Explicitly dealing with design aspects within an architecture 
enables uniform handling of them throughout the system.  

• Using design aspects introduces separate views which can be 
documented separately, helping to structure the architecture 
documentation. The description of a design aspect can contain a 
reference to the supported quality attribute(s), the general 
policy, and how it should be realized in the artifacts, e.g. using 
certain design patterns. 

• Since design aspects deal with generic functionality, such as 
error handling, checklists (e.g. based on Figure 6-5) can be used 
when identifying relevant concerns within an architecture. 
Several examples have been given of ways of realizing quality 
attributes with design aspects. For example, reliability can be 
supported by implementing self-tests, graceful degradation 
functionality and error handling functionality in the artifacts of 
the system.  

In general, design aspects help by enhancing the system with additional 
structure, thus managing complexity. Since design aspects deal with 
generic functionality, their use is not restricted to a specific application 
domain. This is also evident from related techniques such as aspect-
oriented programming. This supports a broader applicability of design 
aspects. 

RQ2.2: How can design aspects be used to support the design process? 

In chapters 5 and 6 we illustrated how the design and testing phase can 
benefit from using design aspects: 

• In the design phase, design aspects were found to be helpful by 
structuring the artifacts and the related documentation. For 
example, the documentation template contained individual 
sections for various design aspects. Furthermore, various UML 
diagrams, e.g. a class diagram and a sequence diagram, can be 
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specifically geared to a single design aspect, e.g. initialization. 
The design aspects have been applied at various levels of 
decomposition. 

• The structure provided by design aspects has proved to be 
useful for checking whether all artifacts have dealt with the 
design aspects correctly. During review of the design 
documentation, attention is paid to the design aspects. Design 
aspects have been supported via automated tooling that checks 
whether the implementation is correct, e.g. whether the 
interfaces related to design aspects are present. 

So, we have found in our study that design aspects are useful for 
enhancing the design of a complex system with additional structure.  An 
issue that needs to be investigated further is how tooling can support 
this way of working (a verification tool has already been developed, but 
specifically for this medical imaging system). 

• RQ2.3: How do the components of a platform benefit from design 
aspects? 

We have seen various systems in which certain concerns were not 
handled in a cross-cutting way. One such a system, for example, 
contained a central error handler for all hardware (similar to the upper 
half of Figure 6-10). This meant that when a new component was added 
or an old one was removed, the error handler had to be modified, too. 

In section 6.3.11 we argued that each component within a platform 
should deal with all relevant design aspects. When such a component 
contains all the required design aspects, other components do not have 
to be adapted when it is added or removed. This also holds for plug-in 
components of component frameworks, as discussed in section 3.4.2. If 
each replaceable component in a platform were not to handle all 
relevant aspects, it would be almost impossible to construct a family of 
medical imaging systems. 

After considering the sub questions, we will now look at the question for this 
research area. This question is: ‘How can design aspects and quality attributes 
help to build complex systems, and product families in particular?’. The sub 
questions that have been addressed above illustrate the relevance of using 
design aspects as important views during architecting and design. Although 
design aspects and quality attributes are important for software development in 
general, they are especially relevant for product family development. The 
reason is that the availability of these additional views supports the careful 
analysis of important quality attributes like configurability and evolvability. 
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Furthermore, by making the artifact aspect-complete, they are easily reusable in 
different family members. 

9.1.3 Product Family Development and Evolution 

In addition to the main research question for this area, there are three questions 
that we will consider first: 

• RQ3.1: How are the business, processes and organization affected by 
product family development? 

Applying product family development will affect the business, 
architecture, process and organization. In chapter 7 we presented a 
range of factors that must be considered when applying product family 
development. Some of the most important ones are: 

• The business must determine the goal and scope of the product 
family. This will determine for example the functionality 
provided by the platform and the product family architecture; 
things that are difficult to change later on. 

• In the process and organization area, it must be determined how 
the reusable assets and the product are developed. If separate 
groups are used, it is important to establish good 
communication between them. For example, if the reusable 
asset development does not receive feedback on time, this may 
lead to 'floating' of the asset development, i.e. the development 
becomes too generic and deadlines are missed. 

• In the initial stage, care must be taken concerning the ‘weight’ 
of the introduction. A full-blown introduction of a product 
family approach is very risky, e.g. due to factors such as the 
large number of changes that must be managed, the acceptance 
by the developers and the long lead-time and high costs 
involved in making the reusable assets. 

These factors are based on a number of case studies. We have seen 
similar observations in other studies. The work presented here is not 
complete in the sense that it can be used as a kind of cookbook to set up 
product family development. It does however provide important factors 
that have to be considered when applying product family development. 
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• RQ3.2: How can platforms of product families be classified? 

In chapter 8 we introduced two classifications for product family 
approaches: platform coverage and variation mechanisms. We chose 
these classifications because they deal with the properties of a product 
family platform, and a platform forms the basis for the successful 
development of a product family. By the coverage of a platform we 
mean the number of artifacts already provided by the platform in 
proportion to the number of artifacts that still have to be provided by 
the application engineering in order to derive a complete product. The 
types of variation mechanisms used within a product family determine 
the way specific products can be made from the platform. 

These classifications are based on four case studies. Although these 
case studies had various aspects in common (embedded system, 
professional market, several million LOC, etc.), there were also 
differences, such as the coverage and the employed variation 
mechanisms. Other classifications can be found in the literature, but we 
found these two classifications very useful in comparing different 
product family approaches. 

• RQ3.3: What introduction scenarios exist for product family 
approaches? 

 We used the two-dimensional classification of platforms to answer this 
question. In section 8.6, we described two introduction scenarios: 

• The first scenario starts with one product (or a few products) 
and adds variation over time. This means that, initially, all 
subdomains are covered completely. 

• The second scenario is to start with a few well known 
components and expand the set over time. This means that, 
initially, a few subdomains are completely covered. 

Both scenarios have a limited introduction ‘weight’. As discussed in 
section 7.5.3, a more lightweight introduction has a better chance of 
succeeding. We have encountered these scenarios in two of our case 
studies. Other introduction scenarios are possible, but the ones proposed 
here are favorable due to their low introduction barriers. 

Having considered the sub question, we will now look at the question for this 
research area. This question is: ‘What (non-technical) factors are important for 
defining and evolving a product family approach?’. The various sub questions 
have addressed various parts of this question. First of all, you have to determine 
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how the product family supports the business strategy and what the scope is. 
This impacts the choice of the platform coverage and the type of variation 
mechanisms. The processes must be defined and show how the platform and the 
products will be made. A decision must be made as to how the development is 
to be organized, and how acceptance of a new way of working is to be 
promoted, e.g. by starting small. 

9.1.4 Overall Research Question 

The overall research question formulated in the introduction was: 

How is a product family platform to be defined and what aspects must be 
considered when introducing and applying a product family approach? 

It is unfortunately not possible to give an answer that completely covers this 
question. Instead of answering the complete question, we focused on a number 
of elements of this question. In the first part of this thesis we focused on 
variation mechanisms and how they can be used in the product family 
architecture. Such mechanisms are indispensable for supporting the variation in 
a product family. Since product families are complex systems, it is important to 
master the complexity. An important means in this respect is to use views on the 
architecture. In this context we have discussed the use of design aspects. Using 
design aspects helps to make components self-contained, increasing their 
reusability. In the third part we indicated that non-technical issues also play a 
role in product family development. We have identified several factors that 
must be considered for product family development. So as to be able to reason 
about product families and their platforms, we introduced two classifications: 
platform coverage and variation mechanisms. These classifications helped us to 
reason about introduction and evolution strategies. 

9.2 Contributions 

In this thesis we have covered three important topics in the context of product 
family approaches. In the previous section about the research questions, we 
have already listed the contribution made by this thesis by answering the 
research questions. In this section, we will summarize the contributions. 

9.2.1 Variation Mechanisms in Product Family Architectures 

In chapter 3 we have described a product family in which service component 
frameworks are applied for achieving the required variation across the family 
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members. We described what the characteristics of such a framework are, as 
already summarized in the answer of research question 1.1. We also described 
how such a component framework should be developed and what issues need to 
be taken into account. Furthermore, the different types of component framework 
regarding multiplicity are listed. 

In addition to the component framework itself, it is also important to embed 
component frameworks into the architecture. We have illustrated how they can 
be used in the architecture. Component frameworks can be applied in different 
parts of the system – in the application part, in the technical part or in the 
infrastructure part. We have furthermore illustrated how several component 
frameworks can be involved in realizing a feature for an end user. 

In chapter 4 we illustrated another product family approach. This approach is 
based on the composition of components that are provided by a platform 
together with specific components to form product family members. We have 
described how the components can be defined in such a way that they are 
reusable across different family members. Three concepts play an important 
role in achieving this reusability. First of all, the components can be configured 
via configuration data. The required interfaces are then described explicitly. 
This allows the reuse of a component in different contexts, as long as the 
required interfaces are present. The underlying implementation of these 
interfaces does not have to be the same. A third concept is that of the 
information model. The use of information models offers several benefits. One 
important benefit is that it supports a declarative way of working. This makes it 
easier to provide different implementations for the same interface. 

9.2.2 Multi-view Architecting, Quality Attributes and Design 
Aspects 

In chapter 5 we illustrated the importance of having multiple views. The quality 
attributes take into account the behavior that the product should exhibit. This 
behavior can be realized in different ways. One important way to realize quality 
attributes is to use design aspects, which form orthogonal views on the primary 
decomposition of the system. We have illustrated how design aspects can play a 
role at different levels of decomposition of the system. Furthermore, examples 
are given of how quality attributes can be ‘translated’ into design aspects. 
Especially in the context of product families, design aspects are relevant. If a 
product family platform contains aspect-complete components, these 
components are more reusable for different products. 

In chapter 6, which also deals with quality attributes and design aspects, we 
have shown how design aspects can be used in the design process. Since aspects 
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are orthogonal to the primary decomposition, they are relevant to the artifacts of 
the primary decomposition. This is useful, for example, when defining a 
template for describing the design of a component. Such a template can already 
have sections that deal with each relevant design aspect. It also makes it 
possible to indicate which design diagrams are relevant for use. An example 
here is the use of sequence diagrams that describe the initialization aspect. 
Furthermore, aspect-related interfaces can be prescribed for each of the 
components in a system. By using standard interfaces for design aspects, it is 
possible to make architectural checks in an automated way, e.g. ‘Does each 
component provide the obligatory aspect-related interfaces’.  

9.2.3 Product Family Development and Evolution 

In chapter 7, we have sketched the importance of non-technical topics in the 
context of product family development. To achieve successful product family 
development, the architecture and other technical issues form only a part of the 
story. The technical decisions have to be aligned with the non-technical issues. 
We have given several examples of the non-technical issues and their relevance. 
The introduction of a product family approach to an organization is an 
important subject; if the introduction fails, this will be a major set-back for the 
company. We have also paid special attention to the business, architecture, 
process and organization when introducing a product family approach. 

A product family approach should be selected on the basis of the context in 
which it will be applied. As a consequence different product family approaches 
exist. In chapter 8, we have therefore introduced a classification scheme. This 
scheme is based on the platform coverage and the variation mechanisms used. 
We have used it to explain the properties of the different approaches and to help 
select one. Since the requirements on the product family approach may change 
over time, it is important to have evolution scenarios. We have described two 
ways of starting a product family approach and sketched the subsequent 
evolution paths. 

9.3 Open Issues and Future Work 

Various issues discussed in this thesis can be the subject of further research. 
Below, we will discuss briefly some of the areas that require further research. 

• Case studies in other domains. The work presented in this thesis has 
been based primarily on four case studies. The different characteristics 
of these case studies mean that they form a good basis for the validation 
of the ideas presented here. However, the conclusions presented here 
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would be strengthened by the use of a greater number of cases studies. 
The case studies used here are all embedded systems for the 
professional market.  As indicated in section 1.4, these systems share a 
number of characteristics. Although we feel that the results are more 
widely applicable, validation of the result for other types of systems 
will help to underpin this.   

• More quantitative studies. The work performed in this thesis is of a 
more qualitative than quantitative nature. It would be very desirable to 
have quantifiable data. For example, it would be relevant to know what 
the benefit is when design aspects are used in the development of a 
product family, e.g. in the form of savings made on development and 
maintenance costs. The performance of quantitative case studies 
requires additional work in defining which data should be collected, and 
the process of collecting the actual data can be labor intensive. 

• Embedding in a larger development process. We have performed two 
studies in which we introduced the use of component frameworks and 
design aspects in the development of a large medical imaging system. 
These studies have been carried out in the context of a specific 
development process, using specific tools and realization technologies. 
Although we are convinced that these techniques are applicable in other 
contexts, further study would be useful to back this up. For example, 
the component frameworks were realized using COM. We can study 
how these frameworks can be realized with other technologies. UML 
diagrams have been used to apply design aspects. Further study could 
investigate how greater support could be given by the tooling for design 
aspects. Furthermore, the use of quality attributes and design aspects 
fits into a larger multi-view architecting approach. Further research is 
needed in this area.  

• Elaborate scheme for product family selection/evaluation. We have 
introduced a scheme for the selection of a product family approach for a 
specific context and the evaluation of existing approaches. This scheme 
is based on some technical issues and some non-technical 
considerations. A lot of work still needs to be done to make this scheme 
more complete. This will require further research into additional case 
studies. 
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