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SAMENVATTING 

Techniche Schuld (oftewel TD: Technical Debt) is een geleend concept uit de 
financiële sector om de extra onderhoudskosten uit te drukken die worden 
veroorzaakt door korte termijn oplossingen om aan urgente zakelijke eisen te 
voldoen. Deze korte termijn oplossingen beïnvloeden de interne kwaliteit van de 
software. TD kan zich voordoen tijdens de levenscyclus van software ontwikkeling 
en kan gerelateerd worden aan verschillende artefacten. Er zijn verschillende types 
TD, waarvan Code TD, Ontwerp TD en Documentatie TD de meest voorkomende 
zijn. Verscheidene activiteiten kunnen worden uitgevoerd voor een efficiënte 
aanpak van TD, zoals de identificatie en prioritering van TD instanties, activiteiten 
gericht op terugbetaling van TD, evenals activiteiten om ophoping van TD te 
voorkomen.  

De probleemstelling die in dit proefschift behandeld wordt gaat over de aanpak van 
TD met betrekking tot drie voorgenoemde types TD (i.e. Code-, Ontwerp- en 
Documentatie TD). Betreffende Code TD gaat het om het gebrek aan hoge 
nauwkeurigheid in tooling dat de identificatie, prioriteitenstelling en oplossing van 
bad smells ondersteund. In termen van Ontwerp TD gaat het om het gebrek aan 
systematische ondersteuning voor het identificeren van incorrecte geïnstantieerde 
ontwerppatronen en het gebrek aan begeleiding voor het herstructureren van het 
ontwerp. Documentatie TD betreft het ontbreken van hulpmiddelen om te 
voorkomen dat er onvoldoende, onvolledige of verouderde requirements 
documentatie komt. De algehele oplossing bestaat uit de toepassing van 
softwarestatistieken, evenals refactoring- en traceerbaarheidstechnieken om deze 
tekortkomingen te verlichten. Deze oplossing wordt in de volgende paragrafen per 
TD-type uitgewerkt. 
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Met betrekking tot Code TD biedt dit proefschrift tools voor het identificeren, 
prioriteren en oplossen van bad smells (met name long methods, een van de meest 
voorkomende en hardnekkige bad smells); de voorgestelde tools zijn empirisch 
gevalideerd en vertonen hoge mate van nauwkeurigheid. Specifiek, in de long 
methods identificatie, hebben we een casestudy uitgevoerd op Java open-source 
systemen met long method smells die kunnen worden opgelost door de extract 
method refactoring. De studie onderzocht empirisch het vermogen van maat- en 
cohesiestatistieken om het bestaan en de urgentie van de refactoring (een manier 
van TD-prioritering) van long method optredens te voorspellen. De resultaten van 
de studie suggereren dat één maat- en vier cohesiestatistieken in staat zijn om de 
noodzaak en urgentie voor het oplossen van de long method bad smell te 
karakteriseren, met een hogere nauwkeurigheid vergeleken met de eerdere studies. 

Met betrekking tot de prioriteitstelling van verschillende soorten bad smells zijn er 
drie code smells onderzocht (long methods, codeduplicaties en conditionele 
complexiteit) door de bijbehorende rendement waarschijnlijkheid te bepalen (i.e. 
de kans dat een module rendement genereert tijdens de evolutie van de software). 
Als een maatstaf voor de smell rendement waarschijnlijkheid zijn de frequentie van 
smell gebeurtenissen en de neiging tot veranderen van de modules waarin ze 
voorkomen gebruikt. Om dit doel te bereiken, presenteerden we een casestudy over 
47.751 methoden die zijn geëxtraheerd uit twee bekende open source-projecten. De 
resultaten van de casestudy suggereren dat: (a) modules waarin code smells veel 
voorkomen vatbaarder zijn voor veranderingen dan smell-free modules, (b) er 
specifieke soorten code smell zijn die zich concentreren in de meest veranderbare 
modules en (c) de rendement waarschijnlijkheid van codeklonen hoger lijkt te zijn 
dan de andere twee onderzochte code smells. Deze resultaten zijn nuttig voor zowel 
onderzoekers als ontwikkelaars, in die zin dat de eersten hun onderzoek kunnen 
richten op het oplossen van code smells met de hoogste rendement 
waarschijnlijkheid, en de laatsten de prioriteit van hun terugbetaling strategie en 
hun training kunnen verbeteren. 

Ten slotte, gericht op het bieden van ondersteuning bij Code TD terugbetaling, 
hebben we een aanpak geïntroduceerd (vergezeld van een tool) die gericht is op het 
identificeren van extract method kansen; deze verwijzen naar delen van de 
broncode die samenwerken om een specifieke functionaliteit te bieden, en kunnen 
worden onttrokken als afzonderlijke methoden. De nauwkeurigheid van de 
voorgestelde aanpak is empirisch gevalideerd, zowel in een industriële als een 
open-source omgeving. In het eerste geval was de aanpak in staat om functioneel 
gerelateerde statements te identificeren binnen twee industriële long methods (elk 
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ongeveer 500 LoC), met een recall-snelheid van 93%. In het laatste geval, op basis 
van een vergelijkend onderzoek naar open-source gegevens, scoort onze aanpak 
beter in vergelijking met twee bekende technieken uit de literatuur. Om software-
engineers te helpen bij het stellen van prioriteiten voor de voorgestelde refactoring-
mogelijkheden, rangschikt de benadering ze op basis van een schatting van hun 
geschiktheid voor extractie. De rangorde is gevalideerd in beide settings en bleek 
sterk te correleren met de mening van experts. 

Met betrekking tot Ontwerp TD biedt dit proefschrift een systematische aanpak 
voor het identificeren van onjuist geïnstantieerde patronen, evenals richtlijnen voor 
de refactoring van het ontwerp. Een theoretisch model om het effect van patronen 
op software kwaliteit te begrijpen is voorgesteld door te onderzoeken wanneer de 
toepassing van het patroon ondersteunt en wanneer het een kwaliteitsattribuut 
schaadt. Verwacht wordt dat de behaalde resultaten de theoretische kennis over 
ontwerppatronen zal verbeteren en gefundeerde besluitvorming faciliteert, over 
wanneer een patroon in te voeren of te verwijderen uit een systeem. Als voorbeeld 
zijn de resultaten van modellering- en het effect van Decorator-instanties op 
kwaliteit onderzocht. De resultaten suggereren dat Decorator-instanties, die naar 
verwachting niet evolueren door de toevoeging van componenten in 
composietobjecten, de systeemcohesie verminderen en dat daarom de modulariteit 
en onderhoudbaarheid verzwakken. 

Betreffende Documentatie TD geeft dit proefschrift een overzicht van de nieuwste 
traceerbaarheidsaanpakken die kunnen worden gebruikt voor het voorkomen van 
TD-documentatie. Een systematic mapping study naar het grote bestaande set van 
primaire studies is uitgevoerd, met de nadruk op empirische studies over 
traceerbaarheid van software artefacten, zonder verdere beperkingen te stellen aan 
het onderzoeken van een specifiek domein of concrete artefacten. De studie is 
gericht op het verkennen van de doelen van bestaande benaderingen en de 
empirische methoden die werden gebruikt voor hun evaluatie. De belangrijkste 
bijdragen van deze studie zijn het onderzoek naar: (a) de soorten artefacten die 
verbonden zijn via traceerbaarheidsaanpakken en de overeenkomstige 
ontwikkelingsfasen waar sporen worden gecreëerd, (b) de doelen van 
traceerbaarheids aanpakken en hoe deze doelen worden gemeten, (c) de 
kwaliteitsattributen in een softwaresysteem dat baat heeft bij traceerbaarheid, en 
(d) de gebruikte onderzoeksmethoden (casestudy, experiment, enz.) voor validatie 
en beoordeling. 
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De resultaten van de studie suggereren dat requirementsartefacten dominant zijn in 
traceerbaarheid, dat het bestaande onderzoek zich concentreert op het voorstel van 
nieuwe technieken voor het vaststellen van traceerbaarheid, terwijl de belangrijkste 
voordelen de verbetering van de softwarecorrectie en softwareuitbreidbaarheid 
zijn. Hoewel veel studies empirische validatie bevatten, zijn er nog steeds 
verbeteringen te maken en onderzoeksmethoden kunnen op een uitgebreidere 
schaal worden gebruikt. 

Na onderzoek van de nieuwste technieken werd geen toepasselijke aanpak 
gevonden die als doel had Documentatie TD te voorkomen door traceerbaarheid 
toe te passen. Een tool gebaseerde aanpak wordt voorgesteld om Documentatie TD 
tijdens requirements-engineering te voorkomen, door: (a) specificaties van 
requirements te integreren in de IDE, en (b) het realtime mogelijk maken van 
sporen tussen requirements en code. Een kwalitatieve casestudy is uitgevoerd 
samen met een middelgroot softwarebedrijf  om: (a) het huidige proces te 
analyseren en bestaande TD-typen te identificeren, (b) de requirements te 
verzamelen en een tool te implementeren die gericht is op het voorkomen van de 
accumulatie van Documentatie TD, en (c) te onderzoeken of de tool zijn doel met 
succes bereikt. De resultaten van de studie suggereren dat de ontwikkelaars 
gemotiveerd zijn om de ontwikkelde tool te gebruiken, omdat ze het gevoel hebben 
dat ze requirementspecificaties en sporen kunnen ontwikkelen, onderhouden en 
gebruiken als onderdeel van hun dagelijkse routine. 
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ABSTRACT  

Technical Debt (TD) is a concept borrowed from the financial domain to express 
extra maintenance costs caused by short-term solutions that compromise internal 
quality in order to meet urgent business demands. TD can occur throughout the life 
cycle of software development, and it can be related to different artifacts. Thus, 
different TD types exist, among which Code TD, Design TD and Documentation 
TD are the most prevalent ones. To efficiently manage TD there are several activi-
ties that can be performed, like the identification and prioritisation of TD instances, 
activities aiming at TD repayment, as well as activities aiming to prevent the fur-
ther accumulation of TD. 

The research problem addressed in this thesis concerns the management of TD with 
respect to the three aforementioned TD types (i.e., Code, Design and Documenta-
tion TD). Specifically, in terms of Code TD it concerns the lack of high accuracy in 
tooling that supports the identification, prioritisation and resolution of bad smells. 
In terms of Design TD, it concerns the lack of systematic support for identifying 
incorrectly instantiated design patterns, as well as the lack of guidance on how to 
refactor the design. In terms of Documentation TD, it concerns the lack of tools for 
preventing the occurrence of insufficient, incomplete or outdated requirements 
documentation. The overall solution consists of the application of software metrics, 
as well as refactoring and traceability techniques to alleviate these shortcomings. 
This solution is elaborated per TD type in the following paragraphs. 

Concerning Code TD, this thesis provides tools for identifying, prioritizing, and 
resolving bad smells (and in particular long methods which is one of the most fre-
quent and persistent bad smell); the proposed tools have been empirically validated 
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and show high accuracy rates. Specifically, in terms of long methods identification, 
we conducted a case study on java open-source systems with long method smells 
that can be resolved by the extract method refactoring. The study empirically ex-
plored the ability of size and cohesion metrics to predict the existence and the re-
factoring urgency (a way of TD prioritization) of long method occurrences. The 
results of the study suggest that one size and four cohesion metrics are capable of 
characterizing the need and urgency for resolving the long method bad smell, with 
a higher accuracy compared to the previous studies.  

Regarding the prioritisation of different types of bad smells, we explored three 
code smells (namely long method, code duplications, and conditional complexity) 
by assessing the associated interest probability (i.e., the probability of a module to 
generate interest along software evolution). As a proxy of smell interest probability 
we used the frequency of smell occurrences and the change proneness of the mod-
ules in which they are identified. To achieve this goal we presented a case study on 
47,751 methods extracted from two well-known open source projects. The results 
of the case study suggest that: (a) modules in which code smells are concentrated 
are more change-prone than smell-free modules, (b) there are specific types of code 
smells that are concentrated in the most change-prone modules, and (c) interest 
probability of code clones seems to be higher than the other two examined code 
smells. These results can be useful for both researchers and practitioners, in the 
sense that the former can focus their research on resolving code smells that produce 
more interest, and the latter can improve accordingly the prioritization of their re-
payment strategy and their training.  

Finally, aiming to provide support on repaying Code TD, we introduced an ap-
proach (accompanied by a tool) that aims at identifying extract method opportuni-
ties; these refer to source code chunks that collaborate to provide a specific func-
tionality, and can be extracted as separate methods. The accuracy of the proposed 
approach has been empirically validated both in an industrial and an open-source 
setting. In the former case, the approach was capable of identifying functionally-
related statements within two industrial long methods (approx. 500 LoC each), 
with a recall rate of 93%. In the latter case, based on a comparative study on open-
source data, our approach ranks better compared to two well-known techniques 
from the literature. To assist software engineers in the prioritization of the suggest-
ed refactoring opportunities the approach ranks them based on an estimate of their 
fitness for extraction. The provided ranking has been validated in both settings and 
proved to be strongly correlated with experts’ opinion. 
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Regarding design TD, this thesis provides a systematic approach for identifying 
incorrectly instantiated patterns, as well as guidance on how to refactor the design. 
To do so, we proposed a theoretical model for understanding the effect of patterns 
on quality by investigating when the application of the pattern supports and when it 
hurts a quality attribute. The obtained results are expected to improve the theoreti-
cal body of knowledge on design patterns, and facilitate informed decision making 
about when to insert or remove a pattern from a system. As an example, we pre-
sented and discussed the results of modelling and exploring the effect of Decorator 
instances on quality. The results suggest that Decorator instances, which are not 
expected to evolve through the addition of components in composite objects, de-
crease system cohesion and therefore, modularity and maintainability are weak-
ened. 

In terms of Documentation TD this thesis first provides a review of the state of the 
art on existing traceability approaches that can be used for preventing documenta-
tion TD. To this end, we conducted a systematic mapping study study on the large 
existing corpus of primary studies, focusing on empirical studies on software arti-
fact traceability, without setting any further restrictions in terms of investigating a 
specific domain or concrete artifacts. The study aimed at exploring the goals of 
existing approaches as well as the empirical methods used for their evaluation. The 
main contributions of this mapping study are the investigation of: (a) the types of 
artifacts that are linked through traceability approaches and the corresponding de-
velopment phases where traces are created; (b) the goals of traceability approaches 
and how these goals are measured; (c) the quality attributes in a software system 
that benefit from traceability; and (d) the research methods used (e.g. case study, 
experiment etc.) for validation and assessment. 

The results of the study suggest that requirements artifacts are dominant in tracea-
bility; that the research corpus focuses on the proposal of novel techniques for es-
tablishing traceability; whereas the main benefits are the improvement of software 
correctness and extendibility. Finally, although many studies are including some 
empirical validation, there are still improvements to be made, and research meth-
ods that can be used more extensively.  

After investigating the state of the art, and since no applicable approach was found 
serving the goal of preventing documentation TD by applying traceability, we pro-
posed a tool-based approach for preventing documentation TD during requirements 
engineering, by: (a) integrating requirements specifications into the IDE, and (b) 
enabling the real-time creation of traces between requirements and code. To this 
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end, we collaborated with a small/medium software company and conducted a 
qualitative case study to: (a) analyze the current process and identify existing TD 
types, (b) collect the requirements and implement a tool that aims at preventing the 
accumulation of documentation TD, and (c) investigate whether the tool success-
fully meets its goal. The results of the study suggest that the developers are moti-
vated to use the developed tool, since they feel that they can develop, maintain and 
utilize requirements specifications and traces as part of their daily routine. 
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1 INTRODUCTION 

The concept of Technical Debt refers to the cost introduced during the software 
engineering process, as a result of compromising internal quality to meet urgent 
business demands and provide short-term solutions.  The concept stems from the 
financial domain: “Quick and dirty” engineering decisions and choices, which are 
made during different development phases, incur debt analogous to financial debt 
that must be paid to ensure long-term sustainability. Similarly to financial debt, 
Technical Debt incurs interest payments in the form of increased future mainte-
nance costs. The debt can be unintentional or intentional (McConnell et al. 2007). 
Unintentional debt refers to cases of poor decisions due to lack of knowledge (e.g. 
“what is layering?”1). Intentional debt can be short or long term: it can be incurred 
reactively for tactical reasons with identifiable shortcuts or incurred proactively for 
strategic reasons. Technical Debt Management (TDM) is one of the most popular 
research areas in software engineering at this moment, and a relatively young area 
(90% of the research volume is published after 2010 (Ampatzoglou et al. 2018).   

One of the most prevalent characteristics of technical debt is its interdisciplinary 
nature, since it combines elements both from financial and software engineering 
theory. Below we present some basic definitions from (Ampatzoglou et al. 2015b) 
on the intersection of the two fields, mapping financial concepts to software engi-
neering terminology. 

                                                      

1 https://www.productplan.com/glossary/technical-debt/ 
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 Principal: The effort that is required to address the difference between the cur-
rent and the optimal level of design-time quality, in an immature software arte-
fact or the complete software system.  

 Interest: The additional effort needed to maintain the software, because of its 
decayed design-time quality. 

 Repayment: The amount of effort spent on improving design-time quality. This 
effort will decrease the effort needed for future maintenance tasks.              

 Return on Investment: The ratio of (1) the additional amount of money that is 
earned by bringing the product earlier into the market or (2) the additional 
amount of money that has been earned from the company by investing the ef-
fort of the principal in an activity different than the improvement of design-
time quality, over the principal. 

 Bankruptcy: A software engineering project could be considered bankrupt, in 
case that it fails to survive/evolve (either being cancelled or forced to be re-
written from scratch) due to large maintenance costs, caused by the accumula-
tion of technical debt. 

Principal can be calculated rather straightforwardly. Interest on the other hand is 
one of the most complex notions studied in Technical Debt Management (TDM) 
literature, and therefore it has attracted special attention from researchers (for in-
stance see (Ampatzoglou et al. 2015c, Guo et al. 2011, Seaman et al. 2012). 

TD can occur throughout the life cycle of a product, and it can be related to differ-
ent artifacts. Thus, in the literature various types of TD have been identified, de-
pending on the moment it is incurred or the activities and artifacts it is associated 
with. For this purpose, Alves et al. (2016) have created a taxonomy of 15 TD types. 
Among them, the most common ones are: the design debt and the architecture 
debt, which refer to problems in maintenance and evolution caused by issues either 
at the detailed-design (e.g., violation of object-orientation principles) or the archi-
tectural level (e.g., lack of modularity); the documentation debt, referring to prob-
lems occurring due to missing, inadequate or incomplete documentation; the test 
debt, occurring due to low-quality testing activities or low code coverage; and the 
code debt, which refers to low source code quality that can affect its maintainabil-
ity. The same five TD types rank also as the top-5 most frequently studied TD 
types in another secondary study on technical debt by Li et al. (2015), as well as 
the most interesting ones for practitioners (Ampatzoglou et al. 2016). Even though 
the concrete ranking among these five types varies, in most cases the difference is 
not significant.  
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There have been numerous activities proposed for technical debt management 
(TDM). According to Li et al. (2015), efficient TDM requires the execution of up 
to eight activities: 

 TD representation, which aims at representing TD in a uniform manner ad-
dressing the concerns of particular stakeholders 

 TD communication, which aims at communicating TD by making it visible to 
stakeholders so that it can be discussed and further managed 

 TD monitoring, which deals with observing the evolution of the cost and bene-
fit of unresolved TD over time. 

 TD identification, which aims at detecting artifacts that suffer from TD caused 
by intentional or unintentional technical decisions in a software system through 
specific techniques, such as static code analysis 

 TD measurement, which aims at quantifying the benefit and cost of known TD 
in a software system through estimation techniques, or estimating the level of 
the overall TD in a system. 

 TD prioritization, which aims at ranking identified TD items, according to 
certain predefined rules to support deciding which TD items should be repaid 
first and which TD items can be tolerated until later releases. 

 TD prevention, which aims at preventing potential TD from being incurred in 
future developments 

 TD repayment, which aims at resolving or mitigating TD in a software system 
by techniques such as reengineering / refactoring. 

From the aforementioned activities, in the rest of this chapter we focus on four 
activities that are relevant for this thesis: TD Identification (see Section 1.1), TD 
Prioritization and Repayment (see Section 1.2), and TD Prevention (see Section 
1.3).  

1.1 TD Identification 
There are many research efforts that focus on proposing mechanisms to identify 
technical debt. In particular, Alves et al. (2016) have identified a number of TD 
indicators in the literature (e.g. code smells, documentation issues, pattern grime, 
etc.) and how they map to specific TD types. TD indicators allow the discovery of 
TD items when analysing the different artifacts created during the development of 
software products. The results of Alves et al. show that some TD types, like design 
TD, have a fair number of indicators. Interestingly, the TD types are not orthogo-
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nal; for example in some cases there is a thin line between code and design TD: 
indicators of design debt are extracted from the source code, but some of them 
cannot be considered indicators of code debt because they reflect the lack of ob-
ject-oriented design practices (Alves et al. 2016). Among the identified indicators, 
the most cited and analysed TD indicator is code smells, which can be explained by 
the fact that some specific code smells, like the God Class, are easy to identify and 
connect with TD effects. 

In the literature there is a variety of tools that is able to identify the existence of 
code smells (e.g., long methods (Tsantalis and Chatzigeorgiou 2011a), feature envy 
(Fokaefs et al. 2007), duplicated code (Roy and Cordy 2008), conditional complex-
ity (Tsantalis and Chatzigeorgiou 2010), etc.). However such tools usually focus 
mostly on one or two code smells. According to two recent secondary studies on 
TD management by Ampatzoglou et al. (2015) and Li et al. (2015), SonarQube is 
the most frequently used tool for identifying Technical Debt Items (TDIs) in source 
code. SonarQube is a more comprehensive solution, in the sense that it identifies 
TDIs of various types: (a) code smells, (b) vulnerabilities, (c) bugs, (d) duplicated 
lines density, and (e) low test coverage. Apart from offering an overview on how 
many TDIs exist in the system, SonarQube provides the opportunity to focus on 
specific artifacts that suffer from TD, and also provides a listing of the kind of 
problems that are identified. 

1.2 TD Prioritization and Repayment  
Having identified TD, the next step is to prioritize among the items that are going 
to be repaid, and eventually repay those items according to their priority. TD pri-
oritisation can be performed in three ways (Seaman and Guo, 2011): based on the 
amount of interest, principal or interest probability. We have already discussed the 
concepts of principal and interest in Section 1.1, so here we examine interest prob-
ability, i.e. the probability of an artifact that contains TD to change. Change prone-
ness is the susceptibility of software artifacts to change, without differentiating 
between types of change (e.g., new requirements, debugging activities, and chang-
es that propagate from changes in other classes) (Jaafar et al. 2014). Therefore, 
change proneness can be considered as a proxy of interest probability. More specif-
ically, it can be assumed that the more change-prone an artefact is are, the more 
likely it is to accumulate interest than less change-prone ones; that is because inter-
est manifests only during maintenance activities (Ampatzoglou et al. 2015c). Addi-
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tionally, a class that will never change along evolution, regardless of how poorly 
designed it is (i.e., high principal) will never produce interest if it is not maintained. 

As for repayment, the secondary study of Li et al. (2015) defines TD repayment as 
the resolution or mitigation of TD in a software system and suggests that there is 
significant amount of literature on TD repayment approaches, compared to other 
TD activities. These approaches are classified into seven categories, among which 
we present the three most prominent ones: 

 Refactoring: The application of changes to the code, design, or architecture of 
a software system in order to improve its internal quality, without however al-
tering its external behaviour. 

 Rewriting: Writing from scratch the code that contains TD  
 Repackaging: The simplification of the source code, by grouping together co-

hesive modules with manageable dependencies. 

Among these categories of TD repayment approaches, refactoring is the most used 
(Li et al. 2015). This could be related to the fact that the majority of studies found 
in the literature concern code TD, mainly due to: (a) the availability of tools sup-
porting the identification, measurement, and repayment of this type of TD; (b) the 
fact that code TD is concrete and easy to understand; and (c) the experience that 
practitioners have into using code analysis and code refactoring tools in their eve-
ryday work (Li et al. 2015). However, other types of software artifacts can also be 
refactored (i.e. design artifacts like design patterns, object-oriented database sche-
mas, and software architectures; and software requirements) (Mens and Tourwe 
2014).  

1.3 TD Prevention 
TD prevention refers to averting potential TD from being incurred (Li et al. 2015). 
According to Li et al., such activities are classified in the following categories: 

 Development process improvement: The improvement of current development 
processes in order to prevent the occurrence of certain TD types.  

 Architecture decision making support: The identification of where TD is locat-
ed and the evaluation of different architecture design alternatives in order to 
choose the option with less potential TD  

 Lifecycle cost planning: The development of cost-effective plans that consider 
the overall minimization of the system TD, i.e. throughout its lifecycle. 
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 Human factors analysis: The creation of a culture that minimizes the uninten-
tional TD caused by human factors, e.g., indifference or ignorance. 

There are no supporting tools for TD prevention reported in the literature; this may 
be due to the fact that TD prevention can be supported mainly by software devel-
opment process improvement (e.g. the adoption of continuous integration requires 
a high coverage of automated unit and integration tests which would significantly 
prevent test TD) (Li et al. 2015).   

According to Van Vliet the later a change comes to software, the costlier it be-
comes (2008). Therefore, it makes sense to apply TD prevention strategies as early 
as possible in the software development lifecycle.  

1.4 Research Design 
The research project reported in this dissertation aims at investigating and provid-
ing potential solutions to the main problem that is formulated in Section 1.4.1. In 
order to organise the research activities that were required to be conducted for this 
purpose, we adopted the Design Science framework, as described by Wieringa 
(2014), which is described in Section 1.4.2. A detailed description of the research 
design, and a thorough decomposition of the problem statement into specific re-
search questions following the Design Science framework, are provided in Section 
Error! Reference source not found.. Section 1.4.4 elaborates on the research 
methods used for answering the research questions. Finally, Section 1.4.5 gives an 
overview of the dissertation. 

1.4.1 Problem Statement 
As mentioned in the beginning of this section, the five core types of TD are related 
to design, architecture, code, test and documentation. To study technical debt man-
agement, as a phenomenon in its entirety, one would need to study all of these five 
types of TD. That would give the opportunity to examine the phenomenon across 
all development phases. However it is not possible to go into much depth in all five 
types within the context of one dissertation. Therefore we decided to focus on three 
of these types (design debt, code debt and documentation debt), and effectively 
select specific sub-types of TD from each type (e.g., the subtype of code smells for 
the code TD type). The justification for the three types, as well as the selection of 
subtypes are explained in the next paragraphs.  
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Design and architecture debt can easily get classified together, as they both deal 
with structural characteristics of the software, so there is a thin line that differenti-
ates them. In this thesis, we focus on design debt, as its identification and refactor-
ing can be automated through source code analysis tools without the need of arti-
facts (UML diagrams or architectural decisions) that are not readily available. Sim-
ilarly, when it comes to test debt and code debt, we chose to investigate code debt 
for two reasons: first, Alves et al. (2016) show that code smell artifacts constitute 
by far the most common existing TD indicator; second, there is higher availability 
in studying code artifacts rather than test artifacts. Finally, we included documenta-
tion debt within the scope of this thesis as it is a broad topic that can be identified 
throughout the software lifecycle; this mitigates, to some extent, leaving out the 
types of TD from the architecting and the testing phases. 

In terms of code TD we focus on a specific subtype, namely code smells. As al-
ready mentioned, code smells are the most frequent indicator of code TD (Alves et 
al. 2016). Although there is an abundance of literature on the topic, the majority of 
the existing work is limited in terms of accuracy (i.e. false positive identification of 
code smells). This lack of accuracy could lead to unnecessary refactoring actions in 
the sense that some of the identified code chunks do not actually include TD and 
thus would not require refactoring. On top of that, existing methods and tools that 
provide recommendations as refactoring opportunities, usually present a long list of 
code smells as candidate solutions for refactoring. Therefore, by considering the 
limited time for selecting among these choices and applying the refactoring per se, 
there is a need of improving the accuracy of these suggestions by providing a 
shorter list of refactoring opportunities (i.e., TD repayment actions), that is priori-
tized based on the urgency of the refactoring to be applied. 

In terms of design debt, we also focus on a specific subtype, namely TD caused by 
wrongful application of design patterns. We focus on design patterns, since their 
use by practitioners is very common: up to two thirds of the classes of an object-
oriented system may be participating in design patterns according to (Feitosa et al. 
2019). Given their pervasiveness, a potentially bad instantiation of a design pattern 
can have negative effects on the quality (i.e., increased unnecessary complexity) 
and create TD, a phenomenon called pattern grime (Izurieta and Bieman 2013). At 
a system level, this may amount to a high amount of unintentional technical debt 
and has grave consequences on the maintenance costs. However, there is no guid-
ance on how to identify badly instantiated patterns and even more importantly on 
how the repayment of these TD items can be performed (i.e., refactoring to a non-
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pattern version). In practice, this process depends mostly on gut feeling and the 
experience and expertise of software developers.  

Regarding documentation TD, as in the two previous types, we focus on one spe-
cific subtype, namely TD in requirements documentation. We selected require-
ments, since according to the literature the lack of quality in requirements is related 
to 9 out of 11 most notable reasons for software project failures (Van Vliet 2008). 
Documentation TD in general is caused by insufficient, incomplete or outdated 
documentation (Li et al. 2015). For the specific sub-type of requirement documen-
tation TD, insufficient or incomplete requirements refer to pieces of specifications 
that are developed either at low quality or do not describe the system under devel-
opment. (Van Vliet 2008).  Outdated requirements refer to cases in which specifi-
cations have been developed at an appropriate level of quality (in the early releases 
of the system), but subsequently the specifications are not updated with new re-
quirements, or changes in existing ones (Van Vliet 2008). Insufficient, incomplete 
or outdated requirements documentation causes major problems, such as building 
the wrong system, developing features that will not be used, or doing excessive 
rework to adapt the system functionality. It is thus of paramount importance to 
proactively prevent the occurrence of insufficient, incomplete or outdated require-
ments, rather than reacting when they already occurred. However, we currently 
lack tools that prevent this phenomenon.  

Summarizing and synthesizing the above individual problems for the three types of 
TD, this dissertation aims at addressing the following problem: 

Although in the literature there is a variety of approaches for managing code, de-
sign and documentation TD, these approaches suffer from various limitations:  

a) In code TD, tools for identifying, prioritizing, and resolving bad smells lack in 
accuracy, 

b) In design TD, systematic support for identifying  incorrectly instantiated pat-
terns is lacking, as well as guidance on how to refactor the design, 

c) In documentation TD, we lack tools for preventing the occurrence of insuffi-
cient, incomplete or outdated requirements documentation. 

1.4.2 Design Science Framework 
The research project, documented in this dissertation, adopts the design science 
framework as described by Wieringa (2009). Design Science was initially intro-
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duced by March and Smith (1995) aiming to assist stakeholders create or improve 
“things” in their technological solutions, that serve human purposes. According to 
the design science framework there are two core activities that can contribute to a 
domain’s knowledge base: build an artifact for a specific human purpose and eval-
uate how well the artifact suits this purpose. Although the framework was intro-
duced in the domain of Information Systems, it is sufficiently general to be em-
ployed in other disciplines. In particular, the framework was later refined by 
Wieringa (2009) to also suit software engineering research. The core elements of 
Wieringa’s version of the Design Science framework, as a refinement of Hevner et 
al.’s framework (Hevner et al. 2004), are depicted in Figure 1.1. 

 
Figure 1.1: Design science framework, adapted from Wieringa (2009) 

There are two sources of information for the project, namely environment and 
knowledge base. The environment can be considered as the starting point for the 
design science process, since it provides access to the problem domain and gives 
input in terms of the purpose and the constraints for the artifact to be designed. The 
knowledge base is the set of theories, scientific knowledge, and existing tools that 
are relevant to the problem under investigation. In short, the environment drives the 
design activities, whereas the knowledge base steers the way that a specific solu-
tion can be performed, in the sense that the existing knowledge shows what has to 
be synthesised (e.g., questions to be answered and tools to be created). Design sci-
ence is an iterative process, during which the researcher analyzes a practical prob-
lem from the environment, proposes a solution, evaluates the solution, and then 
starts over again. By the end of the research project, the main outcome, which is a 
possible solution, is returned to the environment. This artifact is also added in the 
knowledge base, together with the rest of the knowledge generated during the pro-
cess (e.g., answers to research questions). 

In Design Science there are two main components aiming to define and explore the 
problem of interest; the practical problems and the knowledge questions. A practi-
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cal problem is defined as “a difference between the way the world is experienced 
by stakeholders and the way they would like it (the world) to be” (Wieringa 2009).  
The analysis of a practical problem and the evaluation of a proposed solution are 
both knowledge questions, which usually emerge through repetitive rounds of ac-
tivities, known as design cycle. A knowledge question is defined as “a difference 
between current knowledge of stakeholders about the world and what they would 
like to know” (Wieringa 2009).  Knowledge questions are answered by using ana-
lytical or empirical research methods. The two are seamlessly nested to develop 
the artefact that was initially requested. 

The workflow addressed in the design science framework is well-suited for de-
scribing long-term research such as PhD projects, since it facilitates the evolution 
of research questions and solutions at the same time. In particular, it suggests the 
decomposition of an initial problem statement into practical problems and 
knowledge questions which become more concrete as the researcher gains more 
domain knowledge, acquires a better understanding of the problem and progresses 
with the research solutions.  

1.4.3 Practical Problems and Knowledge Questions  
This section presents an analysis of the research questions (RQ) addressed in this 
thesis. As overview of the research questions placed within the context of TD types 
and TD activities is illustrated in Figure 1.2.  As indicated in the problem state-
ment, there are three main TD types within scope of this thesis (left area of the 
Figure): code TD, design TD, and documentation TD. For each TD, we deal with 
one or more TD activities (middle vertical area): identification, prioritization, re-
payment, and prevention. TD activities are connected with flow arrows indicating 
sequence from one activity to the other (e.g. first we identify design TD and then 
we repay it). For each pair of TD type and TD activity, we have stated one or more 
research questions (right area), either as knowledge questions (dark grey boxes) or 
practical problems (white boxes). 

The problem statement that was discussed in Section 1.4.1, drives the formulation 
of the research questions. Specifically the problem statement concerns the limita-
tions of current approaches for managing three different types of technical debt: 1) 
in code TD, the lack in accuracy of tools that identify, prioritize and resolve bad 
smells; 2) in design TD, the lack of systematic support for identifying  incorrectly 
instantiated patterns and refactoring the design; 3) in documentation TD, the lack 
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of tools for preventing the occurrence of  insufficient, incomplete or outdated re-
quirements documentation. These three limitations lead to a number of knowledge 
questions and practical problems as elaborated in the following paragraphs. 

Regarding code TD, despite the variety of methods and tools for dealing with code 
smells, the lack of accuracy while identifying, prioritizing, and refactoring code 
smells, leads to inefficient code TD management. Since the in-depth exploration of 
all code smells would be an unrealistic target, we further focus our investigation on 
long methods, which is one of the most common and persistent code smells (Chat-
zigeorgiou and Manakos 2004). As a first step, we focused on improving the accu-
racy of identifying the existence of long method code smells. To do so, we first 
looked into which structural quality metrics can be employed for identifying long 
methods (RQ1.a); then we evaluated the accuracy of identifying long method in-
stances through these structural metrics (RQ1.b) in order to determine metrics that 
yield the highest accuracy. The next step after identification is prioritization of the 
identified TD occurrences, in order to repay them in the most efficient order. This 
question is answered by investigating the interest probability of concrete TD items 
(TDI), i.e., specific code smells like Long Methods, Conditional Complexity and 
Code Clones (RQ1.c). The interest probability of a TDI is calculated based on the 
average change frequency of the artifacts that suffer from the smell and the density 
of the smell in the system. Therefore TDIs with the highest interest probability 
should be refactored first due to their frequency and urgency to resolve. The final 
step in this process is to improve the repayment of code TD. Again, the focus of 
this work lies on the refactoring of the Long Method smell. Thus, RQ1.d aims at 
proposing an approach that can be used for extracting Long Method opportunities, 
and RQ1.e aims at validating the value of the proposed approach. 

In the case of design TD, the problem statement focuses on the lack of systematic 
support for identifying and refactoring incorrectly instantiated design patterns. To 
this end, RQ2.a attempts to support the identification of design TD, focusing spe-
cifically on improper instantiations of the Decorator pattern. We selected the Deco-
rator pattern, because: (a) it is a complex pattern in structure (since it offers two 
levels of inheritance and self-reference) and thus its instantiation is tricky; and (b) 
it is not studied in related literature (more details in Section 5.2). The idea is that 
the application of design patterns can have either positive or negative effect on the 
quality of a design, depending on certain instantiation parameters (e.g., number of 
classes, methods, etc.). By considering the values of these parameters in a given 
design pattern instance (i.e., comparing the values to the thresholds obtained by the 
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proposed method) we can identify if the pattern is properly instantiated; if it is not, 
then the pattern constitutes a TD item. After identifying such improper instantia-
tions, one can explore alternative designs and investigate if a refactoring (the most 
common TD repayment activity) to an alternative design solution would be benefi-
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cial. RQ2.b thus looks into support for repaying design TD, by investigating the 
concrete case of the Decorator pattern. The decision to remove or add a Decorator 
instance (based on its expected effect on software quality characteristics) can lead 
the repayment process, in the sense that such a refactoring (adding or removing a 
pattern) would reduce the amount of TD. In particular we investigate the effect of 
applying the pattern on various quality attributes including extendibility, flexibility 
and effectiveness (Bansiya and Davies 2002), which are directly related to TD as 
sub-characteristics of maintainability (Ampatzoglou et al. 2016). The potential 
improvement of these quality attributes due to the application/removal of the Deco-
rator pattern is then a form of repaying design TD. 

Finally, in the case of documentation TD, the problem statement addresses the 
prevention of insufficient, incomplete, and outdated requirements documentation. 
A promising approach to address the abovementioned problem is the establishment 
of requirements-to-code traceability, in the sense that the existence of traces, would 
allow the consistent update of requirements alongside code changes. More specifi-
cally, the main reason that developers tend to update the code without going back 
to the requirements documentation is that these artifacts are managed in isolation; 
thus the identification and update of the affected requirement is time-consuming. 
Therefore, the existence of traces is expected to motivate developers in consistently 
updating the requirements. As a first step we reviewed the literature for existing 
traceability techniques (RQ3.a) that may fit the goal of preventing requirements 
documentation TD. To this end, we decided to conduct a broad-scope review of the 
literature in the field of traceability among software artifacts. However, no existing 
traceability approach was found for effectively preventing requirements traceability 
TD; in particular, current traceability approaches that link requirements to source 
code, either covered only after-the-fact traceability, or did not provide sufficient 
validation. Therefore, in this thesis we proposed a requirements-to-code traceabil-
ity technique that could be smoothly integrated in the daily routine of software 
engineers (e.g., by integrating it in the programming IDE) to prevent the accumula-
tion of documentation TD (RQ3.b). To validate the usefulness of the proposed 
technique in RQ3.c we evaluated how the proposed requirements-to-code traceabil-
ity approach would influence requirements documentation TD. 

1.4.4 Research Methods used in the Thesis 
After decomposing the problem statement addressed in this dissertation into 
knowledge questions and practical problems, in this section we will present how 
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each knowledge question is answered via a study conducted during the PhD. The 
conducted studies consist both of empirical and analytical studies. The empirical 
studies were designed based on the practices of evidence-based software engineer-
ing (EBSE), a paradigm advocated in the seminal work by Kitchenham et al 
(2004). The analytical study that was performed is grounded on the mathematical 
formulation of the problem and subsequently solving the resulting equations. The 
choice to use an analytical method for answering the corresponding research ques-
tion, was based on the need for a comprehensive search-space exploration that can 
systematically support the application of design patterns, according to the values of 
the explored parameters. 

An overview of the research methods that were used for answering each knowledge 
question is provided in Table 1.1. This is accompanied by a reference to the section 
of the dissertation where the study design of the respective method is presented. A 
detailed description of the research methods and the context in which they were 
applied follows. 

Table 1.1: Overview of Research Methodology 

Code Research Question Research Method Section 
RQ1.b How accurate is the identification of 

long methods using these metrics? 
Case Study Section 2.4 

RQ1.c How to prioritize long methods, condi-
tional complexity and code clones 
occurrences, in order to repay them in 
the most efficient order? 

Case Study Section 3.4 

RQ1.e How beneficial is the repayment of 
code TD by applying the proposed 
extract method refactoring approach? 

Case Study Section 4.4.1, 

Section 4.5.1 

RQ2.b How can the effect of the Decorator 
pattern on design-time qualities, inform 
the repayment of design TD? 

Analytical Explo-
ration 

Section 5.3  

RQ3.a Can we use an existing artifact tracea-
bility technique to prevent require-
ments documentation TD? 

Systematic Map-
ping Study 

Section 6.2  
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Code Research Question Research Method Section 
RQ3.c How does the application of the re-

quirements-to-code traceability ap-
proach influence requirements docu-
mentation TD? 

Case Study Section 7.4  

 

In this thesis two empirical research methods have been used; the Case Study and 
the Systematic Mapping Study.  Empirical methods are research methods that use 
experiences and/or observations for retrieving evidence from a real-world context 
or an artificial setting suitable for investigating a phenomenon of interest (Tichy 
and Padberg, 2007). In Software Engineering the use of empirical methods is 
common for evaluating whether there is an observable impact when applying alter-
native software techniques. (Basili and Selby, 1991).  

Case studies aim at understanding a particular phenomenon in its environment 
(Runeson et al., 2012) and are usually used for monitoring real-life activities. The 
setup of case studies usually suggests the use of different data collection methods, 
aiming to gather evidence from multiple, complementary data sources (a process 
also known as triangulation). This type of research is more suitable for examining 
relationships among different attributes and normally it is not used for establishing 
causality (Wohlin et al., 2012). This empirical method has been used to a large 
extent in this PhD project since we preferred to study the investigated phenomena 
within their real-world environment. In particular we use case studies to: evaluate 
the accuracy of identifying long method smells using a set of selected metrics; 
determine the priority of refactoring different types of code smells for repaying 
code TD; investigate the impact of repaying code TD by applying the extract 
method refactoring; and study how the application of a newly proposed require-
ments-to-code traceability approach can influence documentation TD. 

Systematic Mapping Studies (SMSs) and Systematic Literature Reviews (SLRs) 
propose the use of the same systematic approach for collecting existing (primary) 
studies on a topic of interest, and aim at aggregating knowledge found in the col-
lected literature (Kitchenham et al 2004, Petersen et al. 2008). One of the main 
differences between the two approaches is that SMSs aim to identify and classify 
all research related to a broad software engineering topic, while SLRs have as 
scope the in-depth review of the existing literature and thus they are usually used 
for studying narrower topics, with a manageable amount of primary studies. In this 
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PhD project we conducted a SMS to investigate the state of the art on the broad 
topic of software artifacts traceability, classifying: the type of artifacts that are 
linked through traceability approaches; the benefits of using the proposed traceabil-
ity approaches; the way that the benefit of these approaches is measured; and the 
research methods used in the primary studies for investigating the topic of software 
artefact traceability. 

Analytical studies follow a generic process combining the power of the scientific 
method with the use of a formal process to solve any type of problem (Kenett et al. 
2018). The typical steps of an analytical study include: (a) identifying a problem, 
(b) choosing the appropriate formulation for the problem and design solution ele-
ments, (c) exploring candidate solutions and either accept, reject, or modify them, 
(d) repeating step-c until a solution is reached and then implementing that solution. 
In this PhD project we conducted an analytical study for exploring the cases (i.e., 
values of selected parameters) in which a design pattern instance can introduce 
technical debt. Given the values of the selected parameters in the system under 
study, a software engineer can select either to refactor from a design patterns to a 
simpler solution, or vice-versa. 

1.4.5 Overview of the Dissertation 

The main body of this dissertation consists of six Chapters. Table 1.2 presents the 
research questions and the chapters, in which they are addressed. 

Table 1.2: Overview of Research Questions 

Technical  
Debt Type 

Technical 
Debt  
Activity 

Research Question Chapter 

Code TD Identify Which metrics can be used for iden-
tifying long methods? 

How accurate is the identification of 
long methods using these metrics? 

Chapter 
2 

Code TD Prioritize What is the priority of refactoring 
long methods, conditional complex-
ity and code clones, for repaying 
code TD? 

Chapter 
3 
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Technical  
Debt Type 

Technical 
Debt  
Activity 

Research Question Chapter 

Code TD Repay Can we propose a method for ex-
tracting long method opportunities? 

How beneficial is the repayment of 
code TD by applying the extract 
method refactoring? 

Chapter 
4 

Design TD Identify  

 

 

Repay 

Which parameters can be used for 
identifying improper Decorator 
pattern instantiations that can lead 
to design TD? 

What is the effect of applying the 
Decorator pattern, on design TD? 

Chapter 
5 

Documentation TD Prevention What techniques have been pro-
posed in the area of requirements-
to-code traceability? 

Chapter 
6 

Documentation TD Prevention Can a requirements-to-code tracea-
bility technique be used to prevent 
the accumulation of documentation 
TD? 

How does the application of the 
requirements-to-code traceability 
approach influence requirements 
documentation TD? 

Chapter 
7 

The presented research work has been submitted for publication in scientific jour-
nals or international conferences. Five of them are published, and one is currently 
under review. In all these publications, the PhD student was the first author and 
main contributor; other authors include the 2 supervisors, other academic or indus-
trial collaborators, or BSc and MSc students assisting in the research as part of 
their curriculum. A brief outline of these chapters follows:  

 Chapter 2 is based on a paper published in the proceedings of the 11th Interna-
tional Conference on Predictive Models and Data Analytics in Software Engi-
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neering (PROMISE) (Charalampidou et al., 2015). This study empirically ex-
plores the ability of size and cohesion metrics to predict the existence and the 
refactoring urgency of long method occurrences on java open-source methods. 

 Chapter 3 is based on a paper published in the proceedings of the 9th Interna-
tional Workshop on Managing Technical Debt (MTD) (Charalampidou et al., 
2017a). This study explores code smells by assessing the associated interest 
probability aiming to provide input for prioritization purposes when making 
decisions on the repayment strategy. 

 Chapter 4 is based on a paper published in the IEEE Transactions on Software 
Engineering (TSE) (Charalampidou et al., 2017c). This paper introduces an ap-
proach (accompanied by a tool) that proposes Extract Method opportunities for 
refactoring purposes, and evaluates the benefit of their extraction as separate 
methods. The paper was selected to be presented as Journal First in the 11th 
Joint Meeting of the European Software Engineering Conference and the ACM 
SIGSOFT Symposium on the Foundations of Software Engineering 
(ESEC/FSE ‘17). Both TSE and ESEC/FSE are among the top venues in the 
software engineering community. 

 Chapter 5 is based on a paper published in the proceedings of the 32nd ACM 
Symposium on Applied Computing (SAC) (Charalampidou et al., 2017b). This 
paper proposes a theoretical model for understanding the effect of patterns on 
software quality, and explores in detail the impact of the evolution of the Deco-
rator pattern. 

 Chapter 6, is based on a paper currently submitted to the Software Quality 
Journal (SQJ) (Charalampidou et al., 2019). This study is a secondary study fo-
cused on empirical studies on software artifact traceability, exploring the goals 
of existing approaches as well as the empirical methods used for their evalua-
tion. 

 Chapter 7 is based on a paper published in the proceedings of the 44th Confer-
ence on Software Engineering and Advanced Applications (SEAA) (Char-
alampidou et al., 2018). In this study we propose a tool-based approach for 
preventing documentation TD during requirements engineering, by integrating 
requirements specifications into the IDE, and enabling the real-time creation of 
traces between requirements and code. The study also provides an evaluation 
on how the application of the proposed approach can influence documentation 
TD, in an industrial context 
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2 SIZE AND COHESION METRICS AS IN-
DICATORS OF THE LONG METHOD BAD 
SMELL: AN EMPIRICAL STUDY 

 

Abstract 
Source code bad smells are usually resolved through the application of well-
defined solutions, i.e., refactorings. In the literature, software metrics are used as 
indicators of the existence and prioritization of resolving bad smells. In this chap-
ter, we focus on the long method smell (i.e. one of the most frequent and persistent 
bad smells) that can be resolved by the extract method refactoring. Until now, the 
identification of long methods or extract method opportunities has been performed 
based on cohesion, size or complexity metrics. However, the empirical validation 
of these metrics has exhibited relatively low accuracy with regard to their capacity 
to indicate the existence of long methods or extract method opportunities. Thus, we 
empirically explore the ability of size and cohesion metrics to predict the existence 
and the refactoring urgency of long method occurrences, through a case study on 
java open-source methods. The results of the study suggest that one size and four 
cohesion metrics are capable of characterizing the need and urgency for resolving 

Based on: Charalampidou, S. Ampatzoglou, and Avgeriou, P. (2015). Size and cohesion metrics as indicators of the long 
method bad smell: An empirical study. In 11th International Conference on Predictive Models and Data Analytics in 
Software Engineering (PROMISE 2015), ACM, New York, NY, USA, Article 8.  
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the long method bad smell, with a higher accuracy compared to the previous stud-
ies. The obtained results are discussed by providing possible interpretations and 
implications to practitioners. 

2.1 Introduction 
Code bad smells are symptoms indicating that a specific part of the source code is 
neglecting at least one programming principle (Fowler et al. 1999). By definition, 
bad smells are concrete problems closely related to applicable solutions, i.e. refac-
torings, which can alleviate the caused problems (Kataoka et al. 2002, Khomh et 
al. 2009a). However, the manual identification of such smells or refactorings op-
portunities is extremely challenging in large code bases; manual source code in-
spection would be time prohibitively expensive. To avoid manual source code in-
spection, several methods and tools aim at identifying code bad smells or refactor-
ing opportunities. Nevertheless, the applicability of such methods and tools is usu-
ally limited due to their dependency to specific programming languages or IDEs. 
Additionally, in most of the cases, these methods and tools do not prioritize the 
identified bad smell occurrences; this is problematic due to the vast number of 
refactoring opportunities that can be identified in a single system. To tackle both 
problems, several generic-scope software metrics (Fenton and Pfleeger 1998) have 
been proposed for recognizing parts of the code base that need refactoring, and for 
characterizing their urgency (see Section 2.2). 

In this study we propose such a metric-based approach, focusing on one specific 
bad smell – the long method, which is resolved through the extract method refac-
toring, as defined by Fowler et al. (1999). The reasons for working with this smell 
are:  

 The frequency of its occurrence. Long method is a frequently occurring smell 
(Chatzigeorgiou and Manakos 2014). The case study reported in (Chatzigeor-
giou and Manakos 2014), aims to investigate the presence and evolution of 
four types of code smells, i.e., Long Method, Feature Envy, State Checking and 
God Class. The results indicated that the long methods were considerably more 
common compared to the other smells. 

 Its persistence during evolution. Long methods are of particular urgency as 
they often occur in the early versions of software and persist unless targeted re-
factoring activities are performed. Specifically, a case study on an open source 
project (jFlex) revealed that 89.8% of the long methods identified in that pro-
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ject remained unresolved in all the explored versions (Chatzigeorgiou and 
Manakos 2014).  

 The lack of metrics, related to long methods. So far only a few metrics have 
been assessed with respect to their capacity to predict the existence of long 
methods. To the best of our knowledge, current approaches achieve a recall 
rate of 59% and a precision rate between 39%-66% (see Section 2.2). Also the 
ability of metrics to prioritize the urgency of the long methods to be resolved 
has not been empirically investigated yet. 

In order to use a metric-based approach for identifying bad smells or refactoring 
opportunities, one needs to specify unique characteristics for each bad smell (e.g. a 
‘god class’ is large in size), leading to the selection of quality properties (i.e., con-
cepts that can be directly evaluated by exploring the structure of software elements 
(Bansiya and Davis 2002), and subsequently metrics. By definition, the long meth-
od smell concerns methods large in size, which have a semantic distance between 
the major purpose of the method, with respect to a specific functionality, and the 
degree to which its implementation serves this purpose (Fowler et al. 1999). In 
other words, we do not perceive all methods large in size as ‘long’, but only those 
whose large size is due to the implementation of multiple functionalities. Based on 
this definition, a property that can be used as an indicator of the number of func-
tionalities that a module offers is cohesion (Laird and Brennan 2006, De Marco 
1979). 

Therefore, we focus on two quality properties: method size and cohesion. Specifi-
cally, we will empirically investigate the ability of size and cohesion metrics: (a) to 
predict which methods suffer from the long method bad smell, and (b) to prioritize 
their urgency to be resolved, based on the extract method opportunities that they 
present. We note that we assess the urgency of a long method to be refactored 
based on the identified extract method opportunities, since Fowler et al. suggest 
that in 99% of the cases, the extract method refactoring (i.e. removal of code 
chunks from one method that can be turned into new methods, whose names ex-
plain their purpose (Fowler et al. 1999) is the solution to the long method bad 
smell. 

In the next section, we present related work that used metrics for detecting refactor-
ing opportunities or bad smells. In Section 2.3 we present the quality properties 
that are associated with the long method bad smell and the selected software met-
rics. In Section 2.4 we present the case study design for evaluating these metrics as 
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indicators for the prediction and prioritization of long method smell. In Section 2.5 
we report the findings of the case study, which are discussed in Section 2.6. 
Threats to validity are discussed in Section 2.7. Finally, in Section 2.8 we conclude 
this chapter. 

2.2 Related Work 
The related work section concerns studies that evaluate existing metrics, with re-
spect to their ability of identifying and prioritizing refactoring opportunities or 
detecting bad smells. Therefore, studies which use other approaches for identifying 
software artifacts that suffer from bad smells or present refactoring opportunities 
(e.g., inspection of the revision change history (Palomba et al. 2013), or explora-
tion of the cohesion lattice structure (Joshi and Joshi 2009), or exploitation of com-
putational slices (Tsantalis and Chatzigeorgiou 2011a)), have been excluded from 
this section. Also, we omitted papers that propose new metrics for identifying re-
factoring opportunities or bad smells (e.g. (Dexun et al. 2012, Simon et al. 2001)). 
Although such studies can be considered as indirect related work (our study uses 
existing metrics), we preferred not to present them, due to space limitations. While 
presenting related work, more emphasis is given to studies related to long methods. 

Refactoring Identification & Prioritization: Yoshida et al. proposed the division 
of the source code into functional segments that could be used as the basis for ex-
tracting methods (fragments of code that concern a unique functionality) and the 
employment of a cohesion metric (NCCP, which is based on SCOM (Fernández 
and Peña 2006)) for their identification (Yoshida et al. 2012). To validate the out-
come of the proposed method the authors performed a single case study on one 
project with one of its developers as evaluator. In the optimum application of the 
approach, 51 out of 80 unique functionalities were correctly identified (recall: 
59%). 

Meananeatra et al. (2001) presented a method for prioritizing five refactorings (Ex-
tract Method, Replace Temp with Query, Introduce Parameter Object, Preserve 
Whole Object, and Decompose Conditional) with respect to improving maintaina-
bility. The method employs three maintainability metrics (complexity, size, and 
cohesion) before and after applying the refactoring. Then a set of metrics, related to 
data and control flow graphs, is calculated for selecting applicable refactorings, 
based on some pre-defined criteria. The measurement applied after the refactoring, 
indicates which are the most capable for optimizing maintainability. 
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software artifacts that suffer from bad smells or present refactoring opportunities 
(e.g., inspection of the revision change history (Palomba et al. 2013), or explora-
tion of the cohesion lattice structure (Joshi and Joshi 2009), or exploitation of com-
putational slices (Tsantalis and Chatzigeorgiou 2011a)), have been excluded from 
this section. Also, we omitted papers that propose new metrics for identifying re-
factoring opportunities or bad smells (e.g. (Dexun et al. 2012, Simon et al. 2001)). 
Although such studies can be considered as indirect related work (our study uses 
existing metrics), we preferred not to present them, due to space limitations. While 
presenting related work, more emphasis is given to studies related to long methods. 

Refactoring Identification & Prioritization: Yoshida et al. proposed the division 
of the source code into functional segments that could be used as the basis for ex-
tracting methods (fragments of code that concern a unique functionality) and the 
employment of a cohesion metric (NCCP, which is based on SCOM (Fernández 
and Peña 2006)) for their identification (Yoshida et al. 2012). To validate the out-
come of the proposed method the authors performed a single case study on one 
project with one of its developers as evaluator. In the optimum application of the 
approach, 51 out of 80 unique functionalities were correctly identified (recall: 
59%). 

Meananeatra et al. (2001) presented a method for prioritizing five refactorings (Ex-
tract Method, Replace Temp with Query, Introduce Parameter Object, Preserve 
Whole Object, and Decompose Conditional) with respect to improving maintaina-
bility. The method employs three maintainability metrics (complexity, size, and 
cohesion) before and after applying the refactoring. Then a set of metrics, related to 
data and control flow graphs, is calculated for selecting applicable refactorings, 
based on some pre-defined criteria. The measurement applied after the refactoring, 
indicates which are the most capable for optimizing maintainability. 

 

 

Zhao and Hayes developed a tool for identifying classes in need of refactorings, 
however, without specifying the bad smell that they suffer from (Zhao and Hayes 
2006). Their approach was based on size and complexity metrics, combined 
through a weighted ranking method, for prioritizing the most urgent classes to be 
refactored. The tool was validated by comparing its results to those obtained 
through manual inspection. The outcome of the validation was that the results of 
the tool can be supportive for the software development teams. 

Demeyer et al. proposed a refactoring detection method by applying lightweight, 
object-oriented metrics to successive versions of a software system (Demeyer et al. 
2000). The selected metrics concerned three major aspects: method size (number of 
message sends in method body, number of statements in method body, lines of 
code in method body), class size (number of methods in class, number of instance 
variables) and inheritance (hierarchy nesting level, number of immediate children 
of class, number of inherited methods, number of overridden methods). The detect-
ed refactorings were the following: Split or Merge Superclass / Subclass, Move to 
other Class, and Split Method. The approach was validated by three case studies, 
suggesting that the refactoring identification strategy supports reverse engineering, 
by focusing on the relevant parts of a system. The precision of this approach ranges 
from 38% to 66% for the Split Method refactoring. 

Bad Smell Identification: In 2004 Marinescu proposed a mechanism for detecting 
design problems (Marinescu 2004). In contrast to other studies that try to infer 
problems from a set of abnormal metric values, this approach defines metric-based 
rules that identify deviations from good design principles and heuristics. As a re-
sult, it is able to locate classes or methods affected by design flaws. The approach 
was validated experimentally on multiple case-studies by identifying nine design 
flaws (including God Method). Concerning the identification of the God Method 
smell2 Marinescu proposes the use of complexity metrics assuming that complexity 

                                                      
2 Although this approach is able to identify God instead of Long Methods, we consider it 
comparable approach to ours, due to smells’ similarity. The difference between these smells 
is: “Long Methods have a large number of LoC. In addition to being long, God Methods 
have many branches and use many attributes, parameters, local variables.” (Sjoberg et al. 
2013) 
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should be uniformly distributed among methods. The precision of this approach on 
the identification of God method smells is 50%.  

The aforementioned approach was applied by Mihancea and Marinescu, for estab-
lishing metrics-based rules, which detect design flaws in object-oriented systems 
(Mihancea and Marinescu 2005). The method searches for thresholds that maxim-
ize the number of correctly classified entities, by combining existing metrics. For 
validation, God Class and Data Class flaws were detected. For the identification of 
both flaws complexity, cohesion and coupling metrics were used. Next, in 2006 
Lanza and Marinescu collected in a book entitled “Object Oriented Metrics in Prac-
tice” six well-known bad smells (God Class, Feature Envy, Data Class, Brain 
Method, Brain Class and Significant Duplication), which they present in details, 
along with strategies for detecting them. These strategies included the use of 24 of 
metrics, and thresholds, which are different for each smell. Thus, their detailed 
presentation is out of the scope of this section (Lanza and Marinescu 2006). Män-
tylä et al. investigated the identification of bad smells based on possible correlation 
between human critics and metrics provided by existing tools (Mäntylä et al. 2004). 
The bad smells under investigation were the large class, long parameter list and 
duplicate code. The results showed no correlation between the two sources. Khomh 
et al. proposed a Bayesian network approach for handling the inherent uncertainty 
in the process of identifying code or design smells (Khomh et al. 2009b). This 
study was based on the detection rules proposed by Moha et al. (2010) for the iden-
tification of the Blob antipattern. As an example, they suggest that classes with 
more than 90% of accessor methods can be characterized as data classes. 

Salehie et al. proposed a metric-based heuristic framework for detecting and locat-
ing object-oriented design flaws (Salehie et al. 2006). The framework assesses the 
design quality of internal and external structure of a system, at the class level, in 
two phases. In the first phase, hotspots are detected using metrics aiming at indicat-
ing a design feature (e.g., high complexity). In the second phase, individual design 
flaws are detected using a proper set of metrics. The use of the framework is pre-
sented for the God Class and the Shotgun Surgery flaws, by employing coupling, 
cohesion and complexity metrics. The framework was applied on the JBoss Appli-
cation Server, i.e., a large size system with pure object-oriented structure, in order 
to set threshold values to the used metrics.  

Related Work Overview & Contributions: From the aforementioned related 
work, it becomes clear that only three studies (i.e., (Demeyer et al. 2000, 
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Marinescu 2004, Yoshida et al. 2012)) have explored the identification of long 
methods, through metrics. From these studies only the approach of Yoshida et al. 
(2012) employs cohesion metrics for this purpose, however by focusing only on 
one metric. Therefore the contributions of this study can be summarized as follows: 

 It relates a variety of cohesion metrics with the existence of long methods. 
 It relates cohesion metrics to the prioritization of resolving long methods. 
 It compares size / cohesion metrics, as predictors of the existence of long 

methods and their urgency for refactoring. 
 It provides a method of higher accuracy (precision and recall), compared to the 

state of the art. 
 It is one of the few tools that perform identification of long methods, instead of 

extract methods opportunities (e.g., JDeodorand (Tsantalis and Chatzigeorgiou 
2011a), JExtract (Silva et al. 2014), etc.). 

2.3 Metrics Selection  
The first step towards relating long methods and existing software metrics is to find 
out which quality properties could be related to it and subsequently, which metrics 
could be used for quantifying those quality properties. According to the definition 
provided by Fowler (1999), a long method is characterized by: (a) its size, and (b) 
the functional distance of the lines of code of its body. First, the size of a method is 
a quality property per se, and one way to measure it is by counting the uncomment-
ed lines of code (LOC). Second, the functional distance is related to cohesion, 
which is defined as the functional relatedness of the elements of a module (De 
Marco 1979) We note that the relation between cohesion and functional distance is 
inverse (i.e., when functional distance increases, cohesion decreases). However, the 
selection of cohesion metrics that would be useful indicators of the functional dis-
tance in the body of a method is a complex task, for two reasons:  

 The plethora of available cohesion metrics. Al Dallal and Briand have report-
ed 16 class-level metrics (Al Dallal and Briand 2012). As a result there is a 
need for an empirical evaluation of the ability of each metric to indicate the ex-
istence of long methods and their refactoring priority. This need becomes even 
more evident by taking into account that each one of these metrics addresses a 
different notion of cohesion (Ó Cinnéide et al. 2012). Therefore, it is beneficial 
to also investigate if these different aspects of cohesion lead to different capa-
bilities for long method identification and prioritization. 
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 The lack of cohesion metrics that can be calculated inside the method body. 
According to Al Dallal, cohesion metrics are applicable at class level and are 
classified into two categories, namely high-level and low-level cohesion met-
rics (Al Dallal and Briand 2012). For the purpose of this study none of these 
metrics is directly applicable, in the sense that they cannot assess cohesion in-
side the method body. Specifically, the high-level metrics calculate cohesion, 
based on methods’ parameters, and thus they cannot be mapped to the method 
body level. On the contrary, the low-level metrics, which calculate cohesion by 
characterizing pairs or sets of methods as cohesive, can be transformed to as-
sess the cohesion inside the method body.  

The application of low-level cohesion metrics at the method-level (i.e., inside the 
method body) was also discussed by Yoshida et al. (2012), when introducing the 
NCCP metric, i.e., a new, method-level cohesion measure, which has been derived 
from the transformation of the SCOM metric (Fernández and Peña, 2006). In our 
approach, we have applied a process, similar to the one proposed by Yoshida et al. 
(2012), for all 13 low-level cohesion metrics collected by Al Dallal (2011). The 
main principles for this process are the mapping of:  

 Lines of code to methods, and  
 All variables within the scope of the method (i.e., attributes, local variables, or 

parameters) to attributes.  

In Table 2.1 we present the 13 cohesion metrics used in this study, accompanied by 
their definitions, after they were transformed to apply to the method-level. Also, 
we name the original study where the class-level cohesion metric was introduced. 

Table 2.1: Method Level Cohesion Metrics 

Cohesion Metric Application on method level 

LCOM1 

(Chidamber and 
Kemerer 1991) 

LCOM1 = P, where P is the number of pairs of lines that do not 
share variables. 

LCOM2  

(Chidamber and 
Kemerer 1994) 

LCOM2 = P – Q, if P − Q ≥ 0 / otherwise LCOM2 = 0, 

where P is the number of pairs of lines that do not share variables, 
and Q is the number of pairs of lines that share variables. 
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Cohesion Metric Application on method level 

LCOM3  

(Li and Henry 
1993) 

Number of connected components in a graph, where each node 
represents a line of code and each edge the common use of at least 
one variable.  

LCOM4  

(Hitz and Mon-
tazeri 1995) 

Similar to LCOM3. Method calls are treated as edges. 

LCOM5  

(Henderson-
Sellers 1996) 

LCOM5 = (a - nl ) / (l - nl ) 

where n is the number of lines, a is the number of variables used in 
a line, and l is the total number of variables. 

Coh  

(Briand et al. 
1998) 

Coh = 1 – (1 – 1/n) LCOM5 

where n is the number of lines 

Tight Class Cohe-
sion (TCC)  

(Bieman and Kang 
1995) 

 

TCC = NDC / NP 

where NDC the number of directly connected pairs of lines (i.e. 
accessing a common variable either within the line or within the 
body of a method invoked in that line directly or transitively), and 
NP the maximum possible number of direct connections in a meth-
od.  

Loose Class Co-
hesion (LCC)  

(Bieman and Kang 
1995) 

 

LCC = (NDC + NIC) / NP 

where NDC and NP as defined above, and NIC the number of indi-
rectly connected pairs of lines. A pair of lines is indirectly connect-
ed, if they access no common variables, but there is a line directly 
connected to both lines of the pair.  

Degree of Cohe-
sion-Direct (DCD)  

(Badri and Badri 
2004) 

DCD =|ED| / [n * (n – 1) / 2] 

where ED the number of edges in a graph connecting directly relat-
ed lines of code (i.e. as defined for TCC or in cases that the lines 
directly or transitively invoke the same method), and n the number 
of lines of a method. 
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Cohesion Metric Application on method level 

Degree of Cohe-
sion-Indirect 
(DCI)  

(Badri and Badri 
2004) 

DCI =|EI| / [n * (n – 1) / 2] 

where EI the number of edges in a graph connecting indirectly re-
lated lines of code (i.e. as defined for LCC or in cases that the lines 
directly or transitively invoke the same method), and n the number 
of lines of a method. 

Class Cohesion 
(CC)  

(Bonja and 
Kidanmariam 
2006) 
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where n the number of lines of a method, |IV|t  is the total number 
of variables used by two lines and |IV|c the number of common 
variables used by both lines.  

Class Cohesion 
Metric (SCOM)  

(Fernández and 
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where n is the number of lines of a method,     (     )= |IV|c as 
defined for CC,       (     ) = |IV|t as defined for CC,  
   (     (  )       (  ))  is the minimum number of variables 
accessed between the two lines, and a is the number of variables 
accessed in the method. 

Low-level design 
Similarity-based 
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(Al Dallal and 
Briand 2012) 
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where n is the number of lines, l  the number of variables in the 
method of interest, and ns the normalized similarity between a pair 
of lines. 

2.4 Case Study Design 
The objective of this case study is to investigate the ability of one size (lines of 
code – LOC) and 13 cohesion metrics (presented in Section 2.3) to provide indica-
tions on the existence of long methods, and their urgency to be resolved. The case 
study has been designed and reported according to the template suggested by 

if (l>0 and n=0) or 
n=1 

if l=0 and n>1 

otherwise 
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Runeson et al. (2012). The next sections contain the four parts of the research de-
sign, i.e., Objectives and Research Questions, Case Selection and Units of Analy-
sis, Data Collection, Pre-Processing, and Analysis. 

2.4.1 Objectives and Research Questions 
The goal of the study is described using the Goal-Question-Metric (GQM) ap-
proach (Basili et al. 1994), as follows: “analyze thirteen cohesion and one size 
metric for the purpose of evaluation, with respect to their ability to: (a) predict 
the existence of long method, and (b) prioritize the urgency for applying the extract 
method refactoring on them, from the viewpoint of software engineers, in the 
context of java open source software”. According to the aforementioned goal, we 
have derived two research questions that will guide the case study design and the 
reporting of the results. 

RQ1:  Which metrics can be used to predict the existence of the long method 
smell? 

This research question aims at identifying metrics that could potentially be used for 
predicting the existence of long methods in the complete codebase of software 
projects. In large codebases, the manual identification of long methods, might be a 
time consuming or even unrealistic task. 

RQ2:  Which metrics can be used for prioritizing long methods, with respect to 
their urgency for applying the extract method refactoring (in terms of extracted 
lines)? 

This research question aims at investigating which metrics could be used for priori-
tizing the identified long method smells, according to their urgency to get refac-
tored. In large-scale software systems, it is likely that many methods could benefit 
from an extract method refactoring. However, applying all these refactoring oppor-
tunities is not feasible and maybe even unnecessary. Answering this research ques-
tion can provide guidance on which of the existing long method bad smells should 
be initially refactored.  

As urgency we define the average number of lines to be extracted by applying one 
extract method opportunity in the long method. We expect that the larger the meth-
ods to be extracted, the more important it is to refactor the long method. For exam-
ple consider the two extract method opportunities of Figure 2.1and the use of the 
LCOM1 metric (see Table 2.1). For simplicity, in Figure 2.1, we denote sets of 
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lines of code that are 100% cohesive (i.e., all lines all cohesive to each other), with 
the same fill pattern. Also, we consider that lines with different fill patterns are 
100% non-cohesive (i.e., no variable is shared). In this case, LCOM1 for the left 
method is 38, and we compare two extract method opportunities: (a) which extracts 
the block of 4 LoC, and (b) which extracts the block of 2 LoC. The outcome of (a) 
is method of LCOM1 equals 10, whereas the outcome of (b) is a method of 
LCOM1 equals 20. Therefore, the benefit from extracting a larger number of cohe-
sive lines of code is higher. Although in this example we describe an extreme sce-
nario, the effect is similar in other cases.  

 

 
Figure 2.1: Extract Method Benefit 

 

2.4.2 Case Selection and Units of Analysis 
This study is a holistic multiple case study, in the sense that methods are both the 
cases and the units of analysis. As subjects for this study, we selected Java projects 
(listed in Table 2.2), based on our accessibility to their developers. In particular all 
selected projects are research tools for which we could ask one of their developers 
to indicate the existing long methods.  
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Table 2.2: OSS Project Selection Outcome 

Project Project Description #Methods 

CKJM3 Calculates quality metrics for 
Java projects. 

173 

ClassInstability4 Calculates the REM metric for 
Java projects. 

1,389 

lm_tool5 Parses the abstract syntax tree of 
Java projects and identifies func-
tionally related code chunks. 

128 

SSA6 Detects design pattern instances 
from Java binary classes. 

160 

 

Due to the effort required for manual long method detection, we investigated a 
rather small number of software projects, for which manual code inspection was 
feasible. The reason for restricting our case selection to Java projects was a limita-
tion of the used tools for identifying extract method opportunities (see Section 
2.4.3). Specifically, the tool that we used for identifying the extract method oppor-
tunities is able of parsing only Eclipse projects. On the completion of the process, 
we ended up with a dataset of four Java projects, which provided us with 1,850 
methods. 

                                                      
3 http://www.spinellis.gr/sw/ckjm/ 
4 http://iwi.eldoc.ub.rug.nl/root/2014/ClassInstability/ 

5 www.cs.rug.nl/search/uploads/Resources/lm_tool.zip 
6 http://java.uom.gr/~nikos/pattern-detection.html 
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2.4.3 Data Collection and Pre-Processing 
The dataset used in this study consists of 1,850 rows, which correspond to methods 
of the selected Java projects. For every method, we recorded the following varia-
bles: 

 V1 – V3: Method demographics (project name, class name, method name). 
This set of variables is not used in the analysis, but only for characterization 
purposes. 

 V4 – V16: Cohesion metrics (see metrics described in Table 2.1). This set con-
sists of the independent variables to be analyzed. 

 V17: Method Size (uncommented lines of code inside the method). This varia-
ble is also used as an independent variable. 

 V18: Long Method (yes / no). This variable was assigned a binary score from 
the developer of each project. This variable is going to be used as dependent 
variable in RQ1. 

 V19: Extract Method Urgency. This variable corresponds to the average num-
ber of lines to be extracted if the extract method refactoring is applied. The var-
iable is extracted by using a tool (see below). This variable is going to be used 
as dependent variable in RQ2.  

The software metrics (V4 – V17) were calculated by a tool developed by the au-
thors for the needs of this study7, whereas, as mentioned earlier, variable V18 was 
manually recorded, based on experts’ opinion (developers of the subject Java pro-
jects). The extract method opportunities (V19) were obtained using an existing 
tool, namely, JDeodorant (Tsantalis and Chatzigeorgiou 2011a). JDeodorant is an 
Eclipse plugin that detects four types of refactoring opportunities, including extract 
method. The tool identifies refactoring opportunities by applying two different 
techniques for calculating static slices and uses the union of their results. The first 
technique calculates the complete computation slice of primitive data types or ob-
ject references, which concerns a given variable, whose value is modified through-
out the original method. The second technique calculates the object state slice, 
which consists of all statements modifying the state of a given object in the original 

                                                      
7  www.cs.rug.nl/search/uploads/Resources/SEMI.zip 
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2.4.3 Data Collection and Pre-Processing 
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method. For this purpose a set of slice-based metrics have been used (i.e., tightness, 
overlap, and coverage). These metrics are not directly related to any of the cohe-
sion or size metrics used in our approach. Therefore, they do not affect the results 
of this case study.  

Additionally, we need to clarify the basic difference between JDeodorant and our 
method is that they serve different goals: one identifying long methods and the 
other identifying extract method opportunities. Although the two goals are related, 
they differ in the sense that the existence of an extract method opportunity does not 
automatically constitute the method as ‘long’. Details on the validation of JDeo-
dorant are presented in Section 2.7. Finally, we note that we preferred to assess 
urgency for refactoring through the outcome of an automated tool, rather than ex-
pert opinion for two reasons: (a) the cohesion benefit obtained from extracting 
larger parts of code is an objective success criterion, and (b) the comparison of 
refactoring opportunities from different projects is not feasible in the sense that no 
developer had an overview of all examined projects. We preferred not to split the 
dataset into four sub-datasets (one dataset for each developer), as this would reduce 
the size of our sample, and consequently confidence in the obtained results. 

On the completion of data collection, a pre-processing step took place. In particu-
lar, we filtered out of the dataset methods that were less prone to suffer from the 
long method bad smell. The rationale for this decision was to have a balanced da-
taset with respect to the number of methods that are in need of refactoring and 
those that are not. Having a balanced dataset makes the null model (i.e., a model 
without any independent variable) to provide a classification accuracy near 50% 
(i.e., close to the probability of a random guessing). According to King and Zeng 
(2001), applying predictive models (e.g. regression) in rare events datasets (in our 
case 10%), can benefit from case selection strategies that reduce the number of 
negative events (in our cases methods that are not in need for refactoring). There-
fore, we filtered out methods of size smaller than 30 lines of code, in alignment 
with Lippert and Roock (2006), who suggest that a method is prone to suffer from 
bad smells if its size exceeds 30 lines of code. After applying this filter, the dataset 
was comprised of 79 units of analysis (including 40.5% of negative events). Alt-
hough the number of cases seems rather small for a study in the domain of source 
code analysis, the number of cases is limited due to the involvement of human 
experts and the manual processing of source code. 
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2.4.4 Data Analysis 
In order to answer the research questions set in Section 2.4.1, we will statistically 
analyze the collected data, through regression analysis, correlation analysis and 
visualization (Field 2013).  

To answer RQ1 we will investigate the ability of cohesion and size metrics (see 
Section 0) to act as potential predictors of the long methods. To this end, we will 
perform a logistic regression, which is used for predicting the value of a binary 
variable (in this case: V18 – long method), from a set of numerical predictors (in 
this case: metric score [V4–V17]). We note that although, some related work em-
ploys metrics combinations instead of using metrics in isolation, we believe that 
treating each metric separately is the first step towards creating a more complex 
model for the identification of long methods or extract method opportunities, in the 
sense that the most fitting metrics can be fed to such models. The generic form of a 
logistic regression equation is as follows: 

 (            )    
    (                  ) 

For each metric, the equation coefficients b0 and b1 will be calculated by perform-
ing the regression analysis (Field 2013). Next, in order to use the regression equa-
tion the metric score has to be substituted, and the value of f(metric_score), will 
assess the probability of the method to be in need of refactoring. Specifically, the 
closer the value of f(metric_score) is to 1.0, the larger the probability of the method 
to be long8. After creating the equations, the fitness of the models (i.e., the ability 
of each metric to predict the need for refactoring), will be assessed by three well-
known measures: accuracy, precision, and recall (Field 2013). Accuracy evaluates 
the ratio of correctly classified methods either positively or negatively (i.e., TP + 
TN) against all classified methods (n), precision quantifies the positive predictive 
power of the model (i.e., TP / (TP + FP), and recall evaluates the extent to which 
the model captures all long methods (i.e., TP / (TP + FN)9. 

                                                      
8 The cut-off point has been set to 0.5 (default value in SPSS for binary values) 
9 TP: true positive, TN: true negative, FP: false positive, FN: false negative 
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To answer RQ2 we will apply a correlation test between the cohesion/size metrics, 
and the average number of lines to be extracted, when a refactoring is applied. 
These tests will aim at identifying indicators on the urgency of refactoring a meth-
od, with respect to the average number of extracted lines of code. As explained 
above, it is expected that the benefit of extracting larger, cohesive methods should 
help reduce the negative effect of the long method smell. Even in cases that the 
smell is not totally mitigated (e.g., extraction of a relatively small code fragment, 
from a large method) the method is improved with respect to its long size.  

The decision to apply a correlation test (i.e., Spearman correlation), is based on the 
1061 IEEE Standard for Software Quality Metrics Methodology (IEEETM 1061-
1998), which suggests that a sufficiently strong correlation “determines whether a 
metric can accurately rank, by quality, a set of products or processes (in the case 
of this study: a set of methods)”. We note that we performed a Spearman rather 
than a Pearson correlation, since our data were not normally distributed and we 
were interested in ranking them. Additionally, in order to visualize the relations 
between the corresponding variables, and potentially mine underlying patterns, we 
will plot the dataset using scatter plots. Scatter plots are the default mean of visual-
ization for exploring the correlation between two numerical variables (Field 2013). 
A summary of data analysis techniques is presented in Table 2.3. 

 

Table 2.3: Data Analysis Overview 

Question Variables Statistical Analysis 

RQ1 Cohesion metrics 

Size 

 Long method (yes / no) 

Logistic Regression 

 

RQ2 Cohesion metrics 

Size 

Extract Method Urgency 

Spearman Correlation 

Scatter-plots 
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2.5 Results 
In this section we present the results that have been obtained from data analysis, 
organized by research question. Due to space limitations and the public availability 
of the extracted dataset for data analysis replication, in both sections, we present 
only results that are statistically significant. Interpretation of the results and impli-
cations to researchers and practitioners are provided in Section 2.6. 

2.5.1 Metrics for predicting the existence of long methods 
To assess the ability of metrics to predict whether a method suffers from the long 
method smell (RQ1), we present, in Table 2.4, the results of the corresponding re-
gression analysis. Specifically we present two sets of measures: the first is related 
to the construction of the prediction model (i.e., beta values and significance), 
whereas the second is related to its evaluation (accuracy, precision, and recall). In 
the table we present only metrics that have a predictive power at a statistically sig-
nificant level, i.e. lower or equal to 5%. 

 

Table 2.4: Cohesion Metrics – Long Method (Predictive Power) 

Metric 
Prediction Model Predictive Power 

b0 b1 sig. Accuracy Precision Recall 

LOC -4.491 0.103 0.00 84.8% 80.85% 92.68% 

LCOM1 -1.281 0.002 0.00 79.7% 74.47% 89.74% 

LCOM2 -0.809 0.002 0.00 70.9% 68.09% 80.00% 

LCOM4 -0.536 0.113 0.01 68.4% 76.60% 72.00% 

COH 1.392 -10.200 0.03 62.0% 89.36% 62.69% 

CC 0.996 -5.362 0.05 68.4% 95.74% 66.18% 

 

The results of Table 2.4 suggest that in total six metrics are able to predict which 
methods are in need for refactoring. We observe that LOC (i.e., lines of code), and 
three not normalized cohesion metrics (i.e., LCOM1, LCOM2, and LCOM4), form 
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a group of measures significant at the 1% level. Finally, we can observe that two 
normalized cohesion metrics (COH and CC) are able to predict methods that are in 
need of extract method refactoring with a precision around 90%. As expected, 
these two metrics misclassify a larger number of false-negatives compared to the 
rest of the metrics, leading to a slightly decreased recall rate. 

2.5.2 Metrics for long method prioritization 
For answering RQ2, we summarize the results of the Spearman correlation test in 
Table 2.5. Specifically, we present the ability of the examined metrics to rank 
methods, based on the average number of lines that will be extracted, if a proposed 
refactoring is applied. We note that the sign of the correlation depends on whether 
the metric expresses cohesion (e.g., COH), or lack of cohesion (e.g., LCOM1). 
Concerning LOC, the sign is positive, due to its direct relation to the number of 
extract method opportunities. From Table 2.5, we excluded metrics that: (a) were 
not significantly correlated to the corresponding variable at least at the 5% level, or 
(b) were correlated with strength lower than 0.2. According to Marg, correlations 
with r < 0.2 present weak or non-existing relations (Marg et al. 2014). 

Table 2.5: Metrics – Average Lines to be Extracted 

Metric Correl. Coefficient Sig. 

LOC 0.463 0.00 

LCOM1 0.472 0.00 

LCOM2 0.385 0.00 

LSCC -0.326 0.00 

COH -0.303 0.00 

CC -0.268 0.02 

DCD -0.254 0.02 

SCOM -0.253 0.02 

LCOM5 0.244 0.03 

The results of the table suggest that the results are similar to those of RQ1, in the 
sense that LOC, LCOM1, and LCOM2, are the top ranked indicators of the urgency 
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for refactoring, followed by COH and CC. An additional finding from comparing 
the results of RQ1 to those of RQ2 is the fact that LSCC, DCD, SCOM, and LCOM5 
are valid indicators for the urgency for refactoring, but not for the existence of ex-
tract method opportunities. On the other hand, LCOM4 is not able to rank long 
methods’ urgency, despite the fact that it is a statistically significant predictor of 
their existence. 

Finally, to visualize the aforementioned results, we produced scatter-plots for LOC, 
LCOM1, LCOM2, LSCC, and COH (top ranked indicators for refactoring urgency), 
and the average size of extract method opportunities. Based on Figure 2.2, we have 
been able to verify the existence of a trend in our data, represented by a line. For 
example, concerning LOC (see top-left scatter plot), which is expected to have a 
positive correlation to the average number of extracted lines, we can observe an 
increasing trend. 
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Figure 2.2: Visualization of Cohesion Metrics – Number of Extract Method Oppor-

tunities 

2.6 Discussion 
In this section, we discuss the main findings of this case study, from two perspec-
tives: (a) possible explanations for the obtained results (Section 2.6.1), and (b) 
implications for practitioners and researchers (Section 2.6.2). 

2.6.1 Interpretation of results 
Based on the results of this study, we argue that cohesion is a quality property that 
should be used for the identification of extract method opportunities, and subse-
quently for the mining of long method bad smell instances. This is a rather intuitive 
result, in the sense that cohesion (i.e., the functional relatedness of source code 
modules – in this case lines of code) has been already associated in the literature as 
an indicator of the number of distinct functionalities that the module offers (Laird 
and Brennan 2006), which can be extracted in a new method (Fowler et al. 1999).  

Compared to the existing approaches for long method or extract method identifi-
cation, our cohesion-based approach presents the highest precision. Specifically, 
the precision of the cohesion metrics, proposed in this study, ranges from 68% to 
96%, whereas related work reports 50% precision of complexity (Marinescu 2004) 
and 38-66% precision of size metrics (Demeyers et al 2000). The precision of size, 
based on our results is 81%. We note that the calculation of recall for (Demeyers et 
al 2000, Marinescu 2004) was not possible because the relevant data were not pro-
vided. Based on our results CC and COH present the highest precision. However, 
we note that a safe comparison of the aforementioned findings can only be accom-
plished by applying all the approaches on a common dataset. 
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Comparing the ability of size and cohesion metrics to indicate if a method is in 
need of extract method refactoring, and therefore if it is long, the results cannot 
lead to safe conclusions, in the sense that 4 metrics (i.e., the size metric and 3 cohe-
sion metrics) seem to outperform the rest, without large differences among them. 
However, we need to note that two of the top two cohesion metrics (i.e., LCOM1 
and LCOM2) are correlated to size (LOC), in the sense that they are open-ended 
metrics, whose upper limit is calculated as the count of combinations by two for 
the number of lines of code – the range of values for LCOM1 and LCOM2 is [0, 
(    )]. Nevertheless, regarding only precision two normalized cohesion metrics 
(i.e., COH and CC) are the optimal predictors. Therefore, if one is interested in 
capturing as many long methods as possible, one should prefer size or not normal-
ized cohesion metrics, whereas if one is interested to get as fewer false positives as 
possible, then one should prefer normalized cohesion metrics. 

Additionally, by comparing cohesion metrics, we can identify four main groups of 
metrics:  

 LCOM1, LCOM2 which are the top ranked indicators for predicting and priori-
tizing extract method opportunities. 

 COH and CC, which have the highest precision when used for predicting the 
existence of extract method opportunities, but are ranked lower than the first 
group, concerning prioritization. 

 LCOM4 which is a useful indicator only concerning identification of long 
method. 

 LCOM5, LSCC, DCD, and SCOM, which are useful indicators only concerning 
the urgency for refactoring a long method.  

 LCOM3, TCC, LCC, and DCI, which appear to be unable to indicate either the 
existence, or the urgency of applying the extract method refactoring.  

From the aforementioned findings, we can highlight the following observations: 

 The metrics that quantify lack of cohesion, instead of cohesion (i.e., LCOM1, 
LCOM2, and LCOM4), appear to have higher predictive power concerning ex-
tract method opportunities compared to the rest of the metrics. This result is 
especially interesting since LCOM1 and LCOM2 have until now received much 
criticism in the literature (e.g., (Bonja and Kidanmariam 2006, Briand et al. 
1998, Fernández and Peña 2006). However, the results of this case study sug-
gest that the fact that they are open-ended and that they are to some extent re-
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lated to method size, provides them with a comparative advantage for the iden-
tification and prioritization of methods that are in need of refactoring.  

 The metrics that involve method invocations in their calculation (i.e., LCOM4, 
TCC, LCC, DCD, and DCI) appear to provide lower ranking power, than those 
that omit them. Thus, we assume that the semantic distance between two lines 
is not related to whether they call the same method, but only to whether they 
access common variables. 

 The metrics SCOM and CC, that are similar in their calculation, appear to pro-
duce similar results in terms of ranking and predictive power10. 

 Although COH is calculated as a function of LCOM5, it provides better results 
with respect to every research question, implying that the suggested normaliza-
tion by Briand et al. (which drops the assumption that each attribute is refer-
enced by at least one method) is more fitting than the original one (Briand et al. 
1998). 

 Similarly to O’ Cinneide et al. (2012), we suggest that the different aspects of 
cohesion that various metrics quantify, lead to different predictive and ranking 
power. However, as discussed before, some grouping for closely related met-
rics (e.g., LCOM1 and LCOM2, and SCOM and CC) is possible. 

2.6.2 Implications to researchers & practitioners 
Implications to practitioners. Based on our results we suggest software engineers 
to: 

 Include method-level cohesion metrics in their quality monitoring process, 
especially in cases that bad smell detection tool support is not available for 
their programming environments. 

 Prioritize manual method code inspections, with respect to refactoring identi-
fication, based on the COH, LCOM1 and LCOM2 metrics, in the sense that 
they are strongly correlated to the urgency to apply extract method opportuni-
ties. 

                                                      
10 In terms of predictive power, SCOM presents the following results: precision 93.6%, 
recall 62.7% (sig: 0.13). The results are not presented in Table 5, since they are not statisti-
cally significant (sig > 0.05) 
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Implications to researchers. Similarly, based on our results we propose research-
ers to: 

 Develop approaches that aim at the identification of extract method opportuni-
ties, based on method-level cohesion metrics. 

 Explore the potential of additional size metrics (e.g., number of accessible 
variables in a method) to indicate the existence and prioritization of extract 
method opportunities. 

 Explore the potentially improved predictive and ranking power of approaches 
that combine size and cohesion metrics (e.g. by using multivariate regression 
models, multi-criteria methods like the analytic hierarchy process (AHP), or 
Bayesian networks). 

 Investigate the possibility of identifying thresholds, for the six metrics present-
ing the highest predictive power, that when surpassed a method can be classi-
fied as in need for extract method refactoring. 

 Investigate if method-level cohesion metrics can be used for the development 
of feature identification algorithms. The inherent relation between lack of co-
hesion and the number of functionalities that offers a software module might 
lead to a promising way for exploring the field of feature extraction. 

2.7 Threats to Validity 
In this section we will present potential threats to validity for our study following 
the guidelines proposed by Runeson et al. (2012). According to Runeson et al., 
there are four types of threats to validity: construct, reliability, external, and inter-
nal validity threats. Specifically, construct validity concerns the degree to which 
the study answers explicitly the research questions, alleviating any doubts with 
regard to the appropriateness of the used methods. Reliability concerns the capabil-
ity of reproducing the study and getting the same results. External validity deals 
with any potential limitations that would prevent or threaten the general application 
of the proposed method or the derived results. Finally, internal validity concerns 
the investigation of whether a causal conclusion is warranted. In this study internal 
validity will not be considered, since causal relations are not in the scope of this 
study. 

Construct Validity. Regarding construct validity, the first two threats concern the 
use of the two automated tools for creating our dataset. JDeodorant is a third-party 
tool, which was used for counting extract method opportunities detected in the 
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the investigation of whether a causal conclusion is warranted. In this study internal 
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study. 

Construct Validity. Regarding construct validity, the first two threats concern the 
use of the two automated tools for creating our dataset. JDeodorant is a third-party 
tool, which was used for counting extract method opportunities detected in the 

 

 

studied methods. The tool is considered as trustworthy due to the extensive valida-
tion process and provided evidence (Tsantalis and Chatzigeorgiou 2011a). Specifi-
cally according to the authors the tool has been evaluated in two different ways: (a) 
using a well-known open source project for assessing the soundness and usefulness 
of the identified refactoring opportunities, and also investigating their impact on 
the slice-based cohesion metrics and the external behavior of the program, and (b) 
by comparing the results of their tool to those of independent evaluators, on pro-
jects developed by themselves. The second tool, which was used for calculating the 
metrics, is a custom-made tool developed by the authors of this chapter for the 
needs of the study. To mitigate the potential threat of miscalculating the metrics, 
we verified the tool by manually calculating the metrics for random units of analy-
sis and crosschecked them with those of the tool; we found no inconsistences. Fi-
nally, a third potential threat to construct validity is the applicability of the selected 
metrics to measure method cohesion. However, as described in Section 2.3, the 
proposed metrics are produced by transforming well-established class-level cohe-
sion metrics to method-level metrics. By taking into account that we used an exact 
transformation, without omitting any rules or making further assumptions, we be-
lieve that the method-level metrics retain their ability for assessing cohesion. 

Reliability. To mitigate threats to reliability, two different researchers conducted 
the data collection and data analysis process, to double-check the derived results. 
All raw data can be reproduced by following the process described in Section 2.4, 
and by using the mentioned tools. A threat to reliability is that for each project we 
used only one external evaluator. To mitigate this threat we selected to involve the 
lead developer of each project. 

External Validity. With regard to external validity there are three potential threats. 
First, the study was conducted analyzing only Java projects and thus the results 
cannot be directly applied to other languages. Second, the subjects of our case 
study are only research projects, so we cannot generalize the applicability of results 
to industrial source code. Third, the study focused on 14 specific metrics and the 
results cannot be generalized to other metrics quantifying the same or different 
quality properties. 

2.8 Conclusions 
Extract method refactoring aims at alleviating the negative impact of one of the 
most common and persistent code bad smells, i.e., the long method. Although, tools 
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and approaches on the identification of long methods and extract method opportu-
nities exist in the literature, their applicability is limited, and none of them deal 
with the prioritization of methods in need for refactoring; whereas existing metric-
based approaches present a relatively low accuracy. Therefore, in this study, we 
explored the potential ability of cohesion and size metrics to: (a) predict which 
methods are long and which are not, and (b) rank methods, with respect to their 
urgency of applying extract method refactorings. 

The results of the study suggested that the used size metric (i.e., LOC) and three 
cohesion metrics (i.e., LCOM1, LCOM2, and COH) are the most prominent metrics 
with respect to their predictive and ranking power. The study results confirms the 
intuitive connection among cohesion and the long method bad smell, unveils a 
significant dimension on the possible use of the LCOM1 and LCOM2 metrics that 
have until now received criticism in the literature, and point out several implica-
tions for researchers and practitioners.  

This chapter focused on one of the three parts composing the first limitation of the 
problem statement, i.e., the lack of accuracy in the identification of bad smells. 
Specifically it provided a set of metrics that can be used for the identification of 
long method smells, and evaluated the accuracy of identifying long methods using 
these metrics. As a next step we will investigate one of the remaining two aspects 
regarding code TD, i.e., the activity of prioritising the identified TD occurrences, in 
order to repay them in the most efficient order. 
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3 ASSESSING CODE SMELL INTEREST 
PROBABILITY: A CASE STUDY 

Abstract 
An important parameter in deciding to eliminate technical debt (TD) is the proba-
bility of a module to generate interest along software evolution. In this study, we 
explore code smells, which according to practitioners are the most commonly oc-
curring type of TD in industry, by assessing the associated interest probability. As 
a proxy of smell interest probability we use the frequency of smell occurrences and 
the change proneness of the modules in which they are identified. To achieve this 
goal we present a case study on 47,751 methods extracted from two well-known 
open source projects. The results of the case study suggest that: (a) modules in 
which “code smells” are concentrated are more change-prone than smell-free mod-
ules, (b) there are specific types of “code smells” that are concentrated in the most 
change-prone modules, and (c) interest probability of code clones seems to be 
higher than the other two examined code smells. These results can be useful for 
both researchers and practitioners, in the sense that the former can focus their re-
search on resolving “code smells” that produce more interest, and the latter can 
improve accordingly the prioritization of their repayment strategy and their train-
ing. 

Based on: Charalampidou, S. Ampatzoglou, A., Chatzigeorgiou, A., and Avgeriou, P. (2017a). Assessing Code Smell 
Interest Probability: A Case Study. In 9th International Workshop on Managing Technical Debt (MTD), ACM, Article 
5. 
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3.1 Introduction 
Technical Debt Items (TDIs) (Seaman et al. 2012) are different types of artifacts, 
like modules, design decisions, or requirements that suffer from technical debt. 
According to industrial experience (Eisenberg 2013), completely eliminating tech-
nical debt from all TDIs is unrealistic and sometimes undesirable. Particularly, 
technical debt that is concentrated on TDIs that are not being maintained, will not 
produce any interest in future maintenance activities. Therefore, spending effort on 
repaying technical debt from such TDIs will not be cost-effective. To quantify this 
varying need for repayment, Seaman et al. (Seaman et al. 2012) have introduced 
the term interest probability, which represents the probability of a TDI to produce 
interest. Therefore, interest probability is of great importance in the process of 
technical debt management as it helps to prioritize which technical debt to repay.  

In this study, we focus on code TD, which is the most relevant type of TD in indus-
try (Ampatzoglou et al. 2016) In the case of code TD, when assessing the interest 
probability of a module, we need to evaluate its change proneness, i.e., the proba-
bility for this module to change in the future. This includes all possible types of 
changes: changes in requirements, changes from bug fixing, and changes due to 
ripple effect (Ampatzoglou et al. 2015a, Arvanitou et al. 2015). The most usual 
proxy of module change proneness is its change frequency in past versions (i.e., 
system history) (Arvanitou et al. 2017b). The most common way to identify code 
TD is to detect the existence of code smell occurrences (Alves et al. 2016).  

The goal of this study is to assess the interest probability incurred by specific code 
smells. Conceptually, interest probability for a smell X represents the probability 
that at least one module of the system (that contains an occurrence of smell X) 
will change in the next version of the system. For example interest probabilitysmell X 

= 0.5 suggests that there is a 50% chance that at least one module suffering from 
smell X will change in the next version of the system. This offers awareness of 
which code smells are more probable to generate interest along maintenance and 
can thus help to: (a) prioritize the refactoring of the most risky smells; and (b) train 
staff accordingly, in order to prevent their future introduction into software sys-
tems. The interest probability of a code smell in a specific system can be calculated 
by considering: (a) the occurrence frequency of the investigated code smells, and 
(b) the change proneness of modules in which code smells reside, and then we will 
synthesize these results to calculate interest probability (for more details see Sec-
tion 3.4.4). The code smells that we investigate in this study are detectable at the 
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method level. The selection of the studied smells along with their selection process 
is thoroughly discussed in Section 3.4. In order to achieve the aforementioned goal, 
we have performed a case study on 47,751 methods, extracted from two open 
source projects, namely Spring Framework and AndEngine. More details on these 
projects can be found in Section 3.5.2.  

The rest of the chapter is organized as follows: In Section 3.2, we present related 
work and in Section 3.4, we present the studied types of technical debt and the 
tools that we have used for their identification. In Section 3.5, we present the case 
study design, whose results are presented and briefly discussed in Section 3.6. Fur-
ther discussion concerning the implications to researchers and practitioners is pre-
sented in Section 3.6. Threats to validity are presented in Section 3.7, and finally 
the chapter is concluded in Section 3.8. 

3.2 Related Work 
As related work to this study we consider papers that investigate the frequency of 
“code smells” (Fowler et al. 1999) and the change proneness of the modules in 
which smells are identified. Specifically we present: (a) studies investigating the 
frequency of code smell occurrences and studies exploring the frequency of apply-
ing refactorings; (b) studies on the impact of code smells on change proneness, and 
(c) the contribution of this chapter to the technical debt field. 

Code Smells / Refactoring Application Frequency: In order to investigate the 
occurrences of bad smells in real projects, Chatzigeorgiou and Manakos conducted 
a case study to investigate the presence and evolution of four types of code smells 
(i.e., Long Method, Feature Envy, State Checking and God Class) using two Open 
Source Systems (Chatzigeorgiou and Manakos 2014). According to the results of 
the study, the existence of long methods, (i.e. methods of large size, which have 
semantic distance between what the method is supposed to do and how it does it), 
is the most common smell. 

Murphy-Hill et al. (2009) conducted an extensive study on the application of refac-
torings, using four data sets and gathering data from 3,400 version control com-
mits. The findings of the study showed that refactoring activity is often not report-
ed in commit logs as assumed in the past, while refactoring tasks are often blended 
within other programming changes. Additionally, refactoring identification from 
version systems has been performed by Ratzinger et al. (2008). Here the authors 
analyzed five open-source projects to investigate the relation between refactorings 
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and the probability of future software defects. To achieve this goal the authors have 
analyzed project commit messages and extracted the required information. 

Code Smells and Change proneness: Olbrich et al. (2009) investigated the impact 
of two code smells (God Class and Shotgun Surgery) on change-proneness, by 
analyzing the historical data of two open-source projects. According to their re-
sults, there are different phases in the evolution of code smells during the system 
development affecting the change proneness of the components that suffer by code 
smells. However, it was observed that the classes infected by the examined smells 
suffer more changes than the non-infected ones.  

Similarly, Khomh et al. (2009a) studied the impact of classes with code smells on 
change-proneness, by analyzing two open-source projects, and additionally investi-
gated fault-proneness, as well as particular kinds of changes occurring on classes 
participating in certain anti-patterns. The results indicated that the likelihood for 
classes with code smells to change is in general very high, but having some combi-
nations of code smells can result to classes which are more difficult to change and 
thus, are less change-prone than others.   

Contribution: To the best of our knowledge this is the first study that investigates 
the relationship of change proneness and the existence of code smells in the context 
of technical debt management. This different perspective (TDM instead of smell 
occurrence or change frequency) provides a contextual meaning to our findings. 
This is an important contribution, in the sense that it enables us to discuss the re-
sults in a way that they can be directly exploitable by the technical debt communi-
ty. Finally, to the best of our knowledge this is the first study that focuses on the 
specific code smells (detectable in the method body), which enables us to perform 
a more concrete interpretation of the results that we have obtained. 

3.3 Types of Technical Debt and Identification Tools 
In this section of the chapter we discuss the code smells that we investigate in this 
study. Upon the selection of these smells, we will present the tools that can be used 
for their occurrence identification, and those selected for this study.  

The most popular catalogue of source code smells is the one presented by Fowler et 
al (1999) in the seminal book on software refactorings. According to Fowler, each 
refactoring can be mapped to a “code smell”, which represents a symptom of “bad” 
design or implementation. The book presents 22 code smells, which we categorized 
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based on their scope as follows: (a) smells spreading across classes (e.g., feature 
envy), (b) smells spreading across multiple methods (e.g., message chain), (c) 
smells related to the interplay between method and attributes of the same class 
(e.g., god class), and (d) smells that are focused on the body of specific methods 
(e.g., long method).  

In this study, we have selected to investigate code smells that are limited to the 
body of a single method (i.e. the fourth category). Although, we do not imply that 
the rest of the smells are less important, or that they are not detectable at the source 
code level, the fact that they can be detected by design-level artifacts (e.g., class or 
sequence diagrams) make them more ambiguous to categorize between code or 
design smells; our scope is clearly on code smells. The special case of the com-
ments smell (that belongs to the fourth category) has not been considered since: (a) 
their categorization as superfluous or useful would require the processing of textual 
information, and (b) the mapping between comments and the methods that they 
correspond to could not always be automated without the manual inspection of the 
code11. Therefore, we have selected to investigate three smells: 

 Long method. The long method code smell exists when a method is large in 
size and holds many responsibilities. This smell can be resolved by extracting 
smaller methods from the long one, so that each one conforms to the single re-
sponsibility principle (Fowler et al 1999). 

 Conditional Complexity. The problem with conditional statements (i.e., if or 
switch) that perform type checking is essentially that of duplication. The ob-
ject-oriented notion of polymorphism provides an elegant way to deal with this 
problem (Fowler et al 1999). 

 Code clones exist when the same code structure is identified in more than one 
places of the code base. The existence of this smell hinders maintainability and 
testability, and it can be resolved by applying the extract method refactoring 
(Fowler et al 1999). 

                                                      
11 Although in some cases comments might reside in a method’s body, and thus the map-
ping is evident, we believe that the accuracy of the dataset would be threatened by the 
amount of false-negatives, i.e., comments that refer to a specific method, but are located 
outside of its body. 
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To identify methods suffering from the aforementioned code smells of interest, we 
used three existing tools (using the default configuration), which parse Java code, 
are available online, and whose accuracy has been evaluated in previous studies. 
Regarding the identification of long methods we used the proposed approach in 
Chapter 2, which is implemented in the SEMI tool (Chapter 4), which is a 
standalone tool that calculates the need for a method to be refactored and proposes 
potential extract method opportunities, ranked based on an estimate of their fitness 
for extraction. The evaluation of the approach, conducted on both open source and 
industrial data, suggested that SEMI was more accurate than other existing tools 
serving similar goals (i.e. JDeodorant (Long Method Detector) (Tsantalis and 
Chatzigeorgiou 2011a) and JExtract (Silva et al. 2014)) 

Concerning the identification of conditional complexity occurrences, which corre-
sponds to the lack of polymorphism, we used JDeodorant (Type Checking Detec-
tor) (Tsantalis and Chatzigeorgiou 2010). JDeodorant is an Eclipse plugin that pro-
vides a recommender on refactoring opportunities that facilitates the use of poly-
morphism, through type checking. To the best of our knowledge, no other tools 
exist on identifying the corresponding smell. Thus, we did not have the option to 
choose among multiple tools. However, in the original introduction of the JDeo-
dorant methodology, the tool has been evaluated in three ways: first, in terms of 
precision and recall, showing moderate precision and relatively high recall scores; 
second according to experts’ opinion about the importance of the identified refac-
toring opportunities; and third in terms of scalability for analyzing large projects. 

Finally, to identify instances of the duplicate code smell, we used NiCad (Roy and 
Cordy 2008). NiCad is a command line tool that provides as output sets of lines of 
code that have been duplicated in the source code. Due to the large number of tools 
that are able to extract duplicate code statements, we based our selection on the 
results of an independent study that compared 42 clone detection tools and ap-
proaches on 4 different scenarios (Roy et al. 2009). By considering the point sys-
tem proposed in the chapter, we came up with NiCad as the most prominent tool 
for the identification of duplicate code. 

3.4 Case Study Design 
The case study presented in this chapter has been designed and is reported accord-
ing to the linear-analytic structure template suggested by Runeson et al. (2012). In 
particular, in the upcoming sections we present the: (a) research objectives and the 
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corresponding research questions, (b) case and subjects selection process, (c) data 
collection procedure, and (d) data analysis process. 

3.4.1 Objectives and Research Questions 
The of this case study in terms of Goal Question Metric (GQM) (Basili et al. 1994) 
is formulated as follows: “analyze code smells with the purpose of evaluation, 
with respect to their interest probability (based on their frequency of occurrence 
and the change proneness of modules in which they are identified), from the point 
of view of software engineers, in the context of technical debt management”. This 
leads to the following main research question (RQ): What is the interest probabil-
ity incurred by code smells? To answer this research question we will first investi-
gate the following sub-questions: 

RQ1:  What is the occurrence frequency for each code smell? 

This research question aims at identifying the most commonly occurring code 
smells at the method level. The more occurrences of a code smell exist in the code-
base, the more probable it is for the software engineers to face interest, due to the 
existence of the specific smell, while maintaining the software.  

RQ2: What is the mean change proneness of the modules in which each type of 
code smell is identified? 

This research question explores whether the identified methods suffering from code 
smells tend to change frequently, increasing the chances of producing interest. To 
answer the research question we will report on the average change proneness of 
modules that suffer from each code smell. 

We note that the answer to the main question will be provided after answering RQ1 
and RQ2, since the calculation of smell interest probability requires a synthesis of 
the information gathered when answering the two sub-questions. 

3.4.2 Case Selection and units of analysis 
Our study is an embedded multiple case study that has been conducted on Java 
open source code. In this study as cases we consider the different projects, whereas 
as units of analysis we consider their methods. The reason for restricting our case 
selection to Java projects was a limitation of the tools used for identifying code 
smell occurrences. The two open source projects that we used in our study, and the 
rationale of their selection are presented below: 
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 Spring is a framework that provides a comprehensive programming and con-
figuration model for modern Java-based enterprise applications on any kind of 
deployment platform. Spring is a very successful project with more than 100 
releases and 14,000 commits and it can be considered as a piece of software of 
good quality since it adheres to well-known principles and patterns. From 
Spring Framework, we have extracted 5,284 classes that offer us 44,746 units 
of analysis (i.e., methods). 

 AndEngine is a successful engine for developing Android games. AndEngine 
holds a substantial history with more than 1,800 commits and offered us 459 
classes with 3,005 methods. The rationale of selecting a game engine as our 
second subject was our motivation not to focus this study only on “good” 
quality software. Thus, we selected a project from the application domain of 
computer games, which according to existing literature often lacks in terms of 
structural quality (Ampatzoglou et al. 2013a) 

3.4.3 Data Collection 
The data collection process can be divided into two main parts: (a) the identifica-
tion of code smell occurrences, and (b) the assessment of method change prone-
ness. The identification of code smell occurrences has been performed with the 
tools that have been presented in Section 3.3, namely: SEMI, JDeodorant, and 
NiCad. The assessment of change proneness has been performed through a rather 
simple metric, named Percentage of Commits in which a Method has Changed 
(PCMC), calculated through a tool that has been developed by Arvanitou et al. 
(2017a). On the completion of data collection the following variables have been 
recorded for every unit of analysis (i.e. method)12: 

[V1] Method name: The name of the considered method 
[V2] Class name: The class in which the method belongs to 
[V3] Long Method: Is the method classified as long by the SEMI tool (yes / no)? 
[V4] Code Clone: Number of clones identified in the method’s body by NiCad 

                                                      
12 http://www.cs.rug.nl/search/uploads/Resources/MTD17_dataset.zip 
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tools that have been presented in Section 3.3, namely: SEMI, JDeodorant, and 
NiCad. The assessment of change proneness has been performed through a rather 
simple metric, named Percentage of Commits in which a Method has Changed 
(PCMC), calculated through a tool that has been developed by Arvanitou et al. 
(2017a). On the completion of data collection the following variables have been 
recorded for every unit of analysis (i.e. method)12: 

[V1] Method name: The name of the considered method 
[V2] Class name: The class in which the method belongs to 
[V3] Long Method: Is the method classified as long by the SEMI tool (yes / no)? 
[V4] Code Clone: Number of clones identified in the method’s body by NiCad 
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[V5] Conditional Complexity: Number of conditional statements in the method 
that have been flagged as unnecessary (i.e., they can be replaced with poly-
morphism) by Deodorant 

[V6] PCMC: Percentage of commits in which the method has changed. The 
complete history of the method is considered. 

3.4.4 Data Analysis 
In order to answer the research questions set in Section 3.4.1, we statistically ana-
lyze the collected data, through descriptive statistics and hypothesis testing.  

To answer RQ1 we use frequency tables and a heatmap as a means of visualization. 
To assess the occurrence frequency of each smell we use: (a) the actual values for 
comparison among types of code smells, and (b) the occurrences per mille (‰) to 
check the reliability of our findings across the two projects. We note that for an-
swering RQ1, the number of occurrences of the same smell in the same method is 
irrelevant, because even the existence of one smell type in a method, would gener-
ate interest upon the method’s change. To avoid confusion, we note that in methods 
that involve multiple smells, the interest amount would increase, in the sense that 
the effort required to maintain the code would be higher. However interest proba-
bility would remain the same independently of the number of smells. Thus, the 
existence of any number of smells should be equally counted as a reason for in-
creasing interest probability. Therefore regarding [V4] and [V5] we only count the 
number of methods for which the values are ≥ 1, rather than summing-up the actual 
occurrences. 

To answer RQ2 we will perform both descriptive statistics and hypothesis testing. 
To provide a fair comparison of the relatively small amount of methods that suffer 
from code smells, compared to those that do not, we have avoided the use of inde-
pendent sample t-testing. Thus, we have preferred to calculate the mean change 
proneness ([V6]) of all methods per system and perform one-sample testing against 
this value. In this way, we can observe if the change proneness of methods that 
suffer from one smell is statistically different from the change proneness of the 
population (regardless of the existence/absence of code smells). In order to perform 
this analysis, for each type of smell, we filtered out methods that do not suffer from 
the corresponding smell. An overview of our data analysis plan (test, variables 
used, and notes) is presented in Table 3.1. 
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Table 3.1: Data Analysis Overview 

Question Variables Statistical Analysis 

RQ1 [V3]  

[V4] 

[V5] 

Frequency Table (actual value)  

Heatmap (per mille) 

RQ2 [V3]  

[V4] 

[V5] 

[V6] 

One-sample Hypothesis Testing of [V6] against the 
mean [V6] of all project’s methods 

Select cases based on [V3], [V4], or [V5] 

 

Finally, to calculate the smell interest probability based on the results obtained 
from answering RQ1 and RQ2, we calculate the joint probability of events. Specifi-
cally, as an event we consider the action of maintaining a module that suffers from 
a specific smell. This event holds a specific probability to occur. The probability 
that at least one of the modules suffering from the same smell will change (i.e., the 
interest probability of the smell), is calculated as the joint probability of any 
maintenance event to occur. The calculation of smell interest probability (vertical 
axis), contrasted with TDI interest probability (horizontal axis) is presented in Fig-
ure 3.1. For example, for Smell-2, we can observe that its occurrence frequency is 
3/n, since it appears in three modules (i.e., 2, 3 and n) and the mean change prone-
ness of the modules it appears in is:  

 

(cp2 + cp3 + cpn) / 3. 
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Figure 3.1: Smell Interest Probability 

To calculate the joint probability, we use the data obtained from RQ1 and RQ2. In 
particular, the answer from RQ1 provides us with the number of smells in the sys-
tem. In terms of the calculation, this corresponds to the number of events, in the 
sense that there can be one maintenance action for resolving each smell occurrence. 
The answer to RQ2 provides us with the probability of each maintenance event to 
occur (i.e., the probability of each module that contains the smell to change and 
produce interest). Based on the mathematical formula, the joint probability of two 
events is calculated as follows, and accordingly scales to more than two events: 

                                        P(A|B) = P(A) + P(B) – P(A)*P(B) 

3.5 Results 
In this section, first we present the answers to RQ1 and RQ2 (see Section 3.5.1) and 
then a synthesis of these results as an answer to the main research question (see 
Section 3.5.2).  

3.5.1 Smell Interest Probability Factors 

3.5.1.1 Occurrence Frequency of Code Smells (RQ1) 

Table 3.2 presents the actual count of methods in which we have identified smell 
occurrences, whereas in Figure 3.2, we visualize a different view of the same in-
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formation through a heatmap, by considering the frequency of smells per thousand 
methods. Figure 3.2 allows to filter out project size, since the Spring Framework is 
substantially larger than the AndEngine. Based on the above, the results of Table 
3.2 can be used only for within project interpretation, whereas the results of Figure 
3.2, for within smell interpretation. 

Table 3.2: Number of methods with smell occurrences 

Project Long  
Method 

Conditional  
Complexity 

Code 
Clones 

Total 

Spring 166  28  1689  1883 

AndEngine 5  20  45  70  

The results of Table 3.2 suggest that code clones are in both projects the most fre-
quently detected code smell, while the ranking of long methods and conditional 
complexity smells (in terms of occurrence frequency) differs between the two pro-
jects. This outcome suggests that most of the code TD items (i.e. methods) identi-
fied into the projects suffer from code duplication. 

By observing the findings presented in Figure 3.2, and contrasting them to those of 
Table 3.2, we can claim that the difference in the number of identified long meth-
ods across the two projects is not as large as it seems from the actual values. In 
particular, the level of magnitude for long methods is not substantially different, in 
the sense that we have identified approximately 4 long methods for every thousand 
methods for the Spring Framework, and 2 for every thousand methods of the An-
dEngine. However, the results for the Conditional Complexity are quite different: 
0.6‰ for Spring and 6.6‰ for the AndEngine. The same happens for the total 
number of smells, as well: approx. 44‰ for Spring and 24‰ for AndEngine. A 
possible interpretation of this result is the (necessarily) higher complexity of the 
Spring Framework compared to the AndEngine. However, we note that this com-
parison is out of the scope of this manuscript, which basically aims at the compari-
son of different types of smells. The most frequent type of code TD is code clones. 
However, their frequency-level is project-related. Concerning long methods, ap-
proximately 2-4 can be identified in a thousand methods. The frequency of Condi-
tional Complexity is also project related since it varies between less than one to 6 
per mille in the two projects. 
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Figure 3.2: Smell Frequency per Thousand Methods 

3.5.1.2 Change Proneness of Code Smells (RQ2) 

To perform one sample t-tests, we first needed to calculate the mean change prone-
ness of all classes of the Spring Framework and the And Engine. Then, we could 
compare the change proneness of technical debt items (i.e., methods) suffering 
from each smell individually, to the specific value, and we check the existence of a 
statistically significant difference. The results of the hypothesis testing are present-
ed in Table 3.3 and Table 3.4, respectively. In each table, we denote the significant 
differences with italic fonts in the sig. column. 

 

Table 3.3: Change proneness of methods of Spring (test value: 0.39) – in 14,000 
commits 

Smell Mean Std. Dev. Sig. 
95% conf. interval 

Low Up 

Long Method 2.00 4.549 .000 0.91 2.31 

Conditional Complexity 2.36 3.793 .011 0.50 3.44 

Code Clones 0.45 1.434 .106 -0.01 0.12 
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Table 3.4: Change proneness of methods of AndEngine (test value: 0.72) – in 1,800 
commits 

Smell Mean Std. Dev. sig. 
95% conf. interval 

Low Up 

Long Method 3.60 4.615 .235 -2.85 8.61 

Conditional Complexity 3.21 3.735 .009 0.69 4.29 

Code Clones 1.86 3.921 .060 -0.05 2.34 

 

The results of both tables suggest that methods suffering from the Conditional 
Complexity smell are more change prone than the average method of a system, and 
this finding has proven to be statistically significant for both projects. On the other 
hand, Code Clones are usually identified into parts of the system whose change 
proneness is not statistically different than the rest of the methods of the system. 
Finally, technical debt items that suffer from the Long Method smell, are signifi-
cantly more change prone in the Spring Framework, but not in the AndEngine. 
However, even regarding the AndEngine the Long Methods are in average located 
to the most change prone methods of the system. The fact that this difference is not 
statistically significant is probably due to the small number of smells identified in 
the AndEngine (N=5). This observation can be explained by the fact that long 
methods serve more than one functionality. Thus, they subject to more “reasons to 
change” leading to a higher change proneness. 

Methods that suffer from code smells are more change prone than TD-free meth-
ods. Among specific types of code smells, long methods and the use of condition-
als instead of polymorphism are usually encountered in change prone methods. On 
the other hand code clones are usually positioned in system parts that do not 
change frequently. 

3.5.2 Calculation of Smell Interest Probability 
To assess interest probability of various types of code TD, we have quantified two 
parameters: (a) how many items suffer from each code smell (i.e., type of TD), and 
(b) what is the probability of each item to change in an upcoming commit, based on 
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change history. Based on the outcome of RQ1 and RQ2 the two parameters do not 
uniformly rank the encountered code smells (e.g., code clones are the most fre-
quently occurring smells, but are identified in the least change prone methods). 
Therefore there is a need of synthesizing the two pieces of information so as to 
assess the interest probability for each smell (as explained in Section 3.4). Based 
on the above information, we calculate the interest probability for the studied sys-
tems. The results are presented in Table 3.5 (Spring Framework) and Table 3.6 
(AndEngine). 

 

Table 3.5: Interest Probability per Code-Smell (Spring) 

 Long Method Conditional Complexity Code Clones 

#TDIs (#events) 166 28 1689 

Mean Change Proba-
bility (mean probabil-
ity of event to occur) 

0.14e-3 0.16e-3 0.03e-3 

Interest Probability          2.07% 0.44% 14.34% 

 

Table 3.6: Interest Probability per Code-Smell (AndEngine) 

 Long Method Conditional Complexity Code Clones 

#TDIs (#events) 5 20 45 

Mean Change Probabil-
ity (mean probability of 
event to occur) 

2.00e-3 1.78e-3 1.03e-3 

Interest Probability          0.99% 3.50% 4.53% 

 

Based on the results of Table 3.5 and Table 3.6, we can observe that interest proba-
bility can significantly vary for different projects. The interpretation of the results 
is as follows: in the best case scenario—i.e., AndEngine, there is an almost 4.5% 
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probability that at least one method with a code clone (out of 45) will change in 
every commit, along system maintenance. The aforementioned results are consid-
ered intuitive in the sense that a single code clone is spread into multiple methods. 
Therefore, the same smell occurrence is affecting more than one method, whereas 
concerning the rest smells, each occurrence is located in a single TDI.  By consid-
ering that, based on our observations, each clone is on average spread across 3.5 
methods, the code clone occurrences are approximately at the same levels as the 
other two smells. However, we need to note that interest probability is correctly 
presented at method level rather than smell-occurrence level, because all clones 
will need to be updated (interest presence), even if one method of the clone is 
changed. Additionally, we can observe that the long method smell is the one show-
ing the smallest deviation in terms of smell interest probability, in the examined 
projects, suggesting that this result is more reliable than the others. 

Code clones is the smell that has the higher probability to produce interest in future 
maintenance activities in the two examined projects. This characteristic is mostly 
attributed to the smell occurrence frequency rather than its identification in change 
prone methods. The long method smell is the code TD type that presents the most 
similar smell interest probability in the examined projects 

3.6 Discussion 
In this section we discuss the main findings of the case study and present the impli-
cations that this study provides to researchers and practitioners. In parallel we pre-
sent interesting future work opportunities. The findings of the study suggest that: 

 Long Methods are code smells of which 1.6 – 3.7 occurrences can be identified 
per mille methods, which however are changing 0.14 – 2.00 times per mille 
commits. Leading to an interest probability of 1.0%-2.0% per commit. 

 Conditional Complexity is a smell that occurs in approximately 0.6 – 6.7 oc-
currences per mille methods, which are changing 0.16 – 1.78 times per mille 
commits. Leading to an interest probability of 0.5%-3.5% per commit. 

 Code Clones is the most frequently occurring smell, since we have identified 
14.9 – 37.7 occurrences per thousand methods. These methods were changing 
0.03 – 1.03 times per thousand commits. Leading to an interest probability of 
4.5%-14.0% per commit. 

From the above information it becomes clear that the most frequently occurring 
bad smells (i.e., code clones) are placed in the least change prone parts of the sys-
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tem, whereas long methods, which are the rarest have been identified in the most 
frequently changing ones. The synthesis of the results suggests that code clones, 
despite their identification in less change prone methods, are the smell with the 
highest interest probability. The findings of this study can be used by practitioners 
in the following ways: 

 Existence of smells and method change proneness. Although this case study 
was not meant to explore whether heavy maintenance is responsible for intro-
ducing smells, or if the existence of smells is responsible for the change fre-
quency of the methods, we have revealed that a relation between the two exists. 
More particularly, more smells exist in more change-prone methods. Thus, we 
advise practitioners to be careful in the development and maintenance of 
change-prone modules, so as not to introduce code smells to them. 

 Training in TD repayment. The findings of this case study suggest that the 
interest probability for method-level smells is quite high (ranging from 9% to 
16%, by summing up the probabilities of all smells). This finding suggests that 
the maintenance cost indeed increases due to code smells and that technical 
debt does not only lie in parts of the system that are not maintained. Thus, we 
advise practitioners to train on: (a) ways to prevent the creation of TD at the 
source code level, and (b) techniques to repay technical debt (e.g., refactor-
ings).  

 Alert on types of code TD. Based on the results of this case study, we advise 
quality managers to alert developers, especially concerning the frequency of 
code clones occurrences. The amount of clones and the fact that a single smell 
occurrence can trigger interest on the modification of various modules, renders 
this type of code TD as one of paramount importance. 

Regarding researchers, the methodology of this study has provided a structured 
way to assess the interest probability of various types of technical debt. The meth-
odology can be reused / tailored in many ways, as follows: 

 more smells. The methodology can be applied to more code smells that are 
described in the book of Fowler et al. (1999). Applying the method to more 
smells would: (a) provide a holistic evaluation of code smells, and (b) make the 
results of such a study more accurate in the sense that in the current study we 
considered as TD-free the modules that do not involve instances of the three 
bad smells under investigation. 
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 different levels of granularity. The methodology can be tailored to fit different 
levels of granularity, such as requirements, or architecture. Such an analysis 
would be of great importance in the sense that TD is a multi-perspective notion 
that spans across all development phases. 

 more projects. The application of the method to more projects would increase 
the reliability of the presented results. Also, it could possibly unveil differences 
in the interest probability of smell types in projects with different characteris-
tics (e.g., size, maturity, history, levels of quality, etc.). An interesting special 
case of such an extension would be the application of the proposed approach to 
industrial projects, checking if there are differences compared to open-source 
ones. 

3.7 Threats to Validity  
In this section, we present and discuss construct, reliability, external, and internal 
validity threats for this study.  

Construct validity reflects to what extent the phenomenon under study really repre-
sents what is investigated according to the research questions (Runeson et al. 
2012). Thus, concerning construct validity, the potential threats are related to the 
accuracy of the tools used to assess the change proneness of methods and to detect 
code smells (TD) in the source code. Additionally a threat is posed by the selection 
of metrics e.g. change proneness as a proxy of interest probability. Both cases are 
related to construct validity in the sense that inaccurate results (either due to tools, 
or the selected metrics) might lead to measuring a different phenomenon than the 
one that we originally intended to investigate. However, to mitigate this threat we 
used tools and metrics that have been evaluated in previous studies in terms of 
accuracy of the results they provide. Additionally we should mention that a poten-
tial threat is related to our definition of TD-free methods. As mentioned in Section 
3.6, in this study as TD-free methods we consider methods that present none of the 
three studied smells. Thus, if additional code smells were studied this number 
would differ. In terms of external validity, i.e. possible threats while generalizing 
the findings derived from the sample to a general population (Runeson et al. 2012), 
three potential threats have been identified. First, in our study we used systems 
written in Java and there is a possibility that the results would be different for other 
object-oriented languages. Second, results cannot be generalized to other code 
smells, or other types of TD, e.g., design, architecture etc. Finally, since the results 



Assessing Code Smell Interest Probability: A Case Study

63

 

 

 different levels of granularity. The methodology can be tailored to fit different 
levels of granularity, such as requirements, or architecture. Such an analysis 
would be of great importance in the sense that TD is a multi-perspective notion 
that spans across all development phases. 

 more projects. The application of the method to more projects would increase 
the reliability of the presented results. Also, it could possibly unveil differences 
in the interest probability of smell types in projects with different characteris-
tics (e.g., size, maturity, history, levels of quality, etc.). An interesting special 
case of such an extension would be the application of the proposed approach to 
industrial projects, checking if there are differences compared to open-source 
ones. 

3.7 Threats to Validity  
In this section, we present and discuss construct, reliability, external, and internal 
validity threats for this study.  

Construct validity reflects to what extent the phenomenon under study really repre-
sents what is investigated according to the research questions (Runeson et al. 
2012). Thus, concerning construct validity, the potential threats are related to the 
accuracy of the tools used to assess the change proneness of methods and to detect 
code smells (TD) in the source code. Additionally a threat is posed by the selection 
of metrics e.g. change proneness as a proxy of interest probability. Both cases are 
related to construct validity in the sense that inaccurate results (either due to tools, 
or the selected metrics) might lead to measuring a different phenomenon than the 
one that we originally intended to investigate. However, to mitigate this threat we 
used tools and metrics that have been evaluated in previous studies in terms of 
accuracy of the results they provide. Additionally we should mention that a poten-
tial threat is related to our definition of TD-free methods. As mentioned in Section 
3.6, in this study as TD-free methods we consider methods that present none of the 
three studied smells. Thus, if additional code smells were studied this number 
would differ. In terms of external validity, i.e. possible threats while generalizing 
the findings derived from the sample to a general population (Runeson et al. 2012), 
three potential threats have been identified. First, in our study we used systems 
written in Java and there is a possibility that the results would be different for other 
object-oriented languages. Second, results cannot be generalized to other code 
smells, or other types of TD, e.g., design, architecture etc. Finally, since the results 

 

 

have been obtained by studying two open source projects they cannot be general-
ized to the compete OSS population. 

The reliability of the case study concerns the replicability of the collected data and 
the analysis performed, so that same results to be reproduced (Runeson et al. 2012). 
The study has limited reliability threats, since all research questions were answered 
by statistical analysis of automatically generated results, which involves no re-
searcher bias. However, to assure the correct data analysis, two researchers collab-
orated and the one double-checked the results of the data analysis performed by the 
other researcher. Finally, all primitive data can be reproduced by using the dataset 
collected by GitHub (i.e. source code of the two projects and their evolution data), 
and the tools mentioned in Section 3.3. Nevertheless, we need to acknowledge that 
a replication with different tools for identifying code smell occurrences, might lead 
to different results. However, as mentioned before the accuracy of the employed 
tools has been successfully validated in empirical ways. Finally, internal validity is 
related to the identification of confounding factors, i.e., factors other than the inde-
pendent variables that might influence the value of the dependent variable (Rune-
son et al. 2012). Internal validity is not relevant for our study since no causal rela-
tionships have been explored. 

3.8 Conclusions  
Efficient technical debt management requires the prioritization of repayment activi-
ties, since the complete repayment of technical debt is not feasible with limited 
resources. A rule of thumb for the selection of which technical debt items should 
be refactored and which should remain intact, suggests that quality assurance teams 
should first refactor modules that are more prone to produce interest, i.e., be main-
tained in the future. The quality attribute that assesses this possibility is change 
proneness. 

In this study we performed an exploratory case study to identify the types of code 
TD that are more commonly placed in spots of the system that tend to change more 
frequently. In this way, we assess the interest probability of each type of TD, so as 
to aid quality managers in their decision making process. To achieve this goal we 
have studied more than 45,000 methods retrieved from two well-known open 
source projects. The projects have been statically analyzed with state-of-the-art 
tools to identify code smell occurrences and assess the change proneness of the 
corresponding methods. The results of the study have indicated that source code 
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spots, in which code smells are concentrated, present a higher probability to change 
compared to TD-free parts of the system. Additionally, the obtained results sug-
gested that TDIs suffering from code clones present the highest interest probability 
(max: approximately 35%) compared to other types of code smells. Based on the 
findings of this study valuable implications to researchers and practitioners have 
been reported. 

After identifying and prioritizing the code TD occurrences, the final step in manag-
ing code TD is to propose a way for repaying it. To this end, in the next chapter we 
will present an approach for extracting Long Method opportunities, and the respec-
tive validation of its accuracy. 
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4 IDENTIFYING EXTRACT METHOD 
REFACTORING OPPORTUNITIES BASED 
ON FUNCTIONAL RELEVANCE 

Abstract 
‘Extract Method’ is considered one of the most frequently applied and beneficial 
refactorings, since the corresponding Long Method smell is among the most com-
mon and persistent ones. Although Long Method is conceptually related to the 
implementation of diverse functionalities within a method, until now, this relation-
ship has not been utilized while identifying refactoring opportunities. In this chap-
ter we introduce an approach (accompanied by a tool) that aims at identifying 
source code chunks that collaborate to provide a specific functionality, and propose 
their extraction as separate methods. The accuracy of the proposed approach has 
been empirically validated both in an industrial and an open-source setting. In the 
former case, the approach was capable of identifying functionally related state-
ments within two industrial long methods (approx. 500 LoC each), with a recall 
rate of 93%. In the latter case, based on a comparative study on open-source data, 
our approach ranks better compared to two well-known techniques of the literature. 
To assist software engineers in the prioritization of the suggested refactoring op-

Based on: Charalampidou, S. Ampatzoglou, A., Chatzigeorgiou, A., Gkortzis, A., and Avgeriou, P. (2017c). Identifying 
Extract Method Refactoring Opportunities based on Functional Relevance. IEEE Transactions on Software Engineering, 
43(10), 954-974. 
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portunities the approach ranks them based on an estimate of their fitness for extrac-
tion. The provided ranking has been validated in both settings and proved to be 
strongly correlated with experts’ opinion.   

4.1 Introduction 
The term code smell13 has been introduced by Kent Beck (1997) in late 1990s to 
refer to parts of the source code that suffer from specific problems, usually related 
to a quality attribute. The term was widely popularized through the influential book 
of Fowler et al. (1999). According to Fowler et al. (1999), code smells can be re-
solved through the application of refactorings, i.e., transformations that improve 
certain quality attributes but do not affect the external behavior of the software.  

In their seminal book on refactorings, Fowler et al. (1999) describe 22 possible 
code smells and the associated refactorings. In order to investigate the application 
frequency of refactorings in practice, Murphy-Hill et al. (2012) performed a case 
study with 99 Java developers that used the Eclipse IDE refactoring tools. Based on 
their results the most commonly applied refactorings (among those proposed by 
Fowler et al.) are the Rename Method and the Extract Method. Similarly, based on 
the usage statistics14 of JDeodorant (i.e., an Eclipse plugin for providing refactoring 
suggestions), the Extract Method refactoring stands for approximately 45% of the 
total refactoring actions performed by the tool. 

In a similar context, but by investigating the occurrence frequency of code smells 
in real projects, Chatzigeorgiou and Manakos (2014) conducted a case study using 
past versions of two open source software (OSS) systems. Specifically, they inves-
tigated the presence and evolution of four types of code smells, i.e., Long Method, 
Feature Envy, State Checking, and God Class. Their results indicated that Long 
Method was considerably more common than the other smells. In addition, accord-
ing to Gregg et al. (2005) in real-world applications 35%-55% of the methods con-

                                                      
13 Bad smells, despite its original definition at the implementation level, is mostly used for 
higher levels of abstraction, like design (Martin 2003) and architecture (Garcia et al. 2009). 
In this chapter, we focus on code smells. 
14 https://users.encs.concordia.ca/~nikolaos/stats.html  
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sist of more than 90 statements. Considering that methods larger than 30 lines of 
code (Lippert and Roock 2006) are more error prone, one can understand the need 
for refactoring such large methods (longer than 90 statements). Given the high 
frequency of both the Long Method smell and its refactoring (the Extract Meth-
od15), this chapter focuses on the suggestion of Extract Method opportunities that 
are able to resolve the Long method smell. 

The Long Method smell concerns methods of large size that serve multiple purpos-
es or functionalities. To Extract Methods out of longer ones we propose the use of 
the Single Responsibility Principle (SRP) (Martin 2003). SRP is an object-oriented 
principle that has been introduced at the class or package level and we tailor it so as 
to apply at the method level. SRP states that every module (package or class) 
should have exactly one responsibility, i.e., be related to only one functional re-
quirement, and therefore have only one reason to change. The term single respon-
sibility has been inspired by the functional module decomposition, as introduced by 
De Marco (1979). In order to assess if a class conforms to the SRP, one needs to 
assess its cohesion (Hastie 2001), (Martin 2003), which is related to the number of 
diverse functionalities that a class is responsible for (De Marco 1979). Despite the 
fact that Long Methods tend to violate the SRP in their implementations (by serv-
ing more than one unrelated functionalities), to the best of our knowledge there are 
no approaches in the literature that aim at identifying Extract Method opportunities 
by checking their conformance to the Single Responsibility Principle. Although the 
application of the SRP is not the only way for extracting methods out of longer 
ones, we argue that it can identify large and functionally meaningful parts of a 
method, in contrast to existing approaches. As the research state-of-the-art stands, 
current approaches extract rather small methods, mostly involving one variable, 
and are not retrieved based on functionality, but based on other techniques (e.g., 
abstract syntax tree parsing, slicing, etc.). A detailed comparison to related work 
can be found in Section 4.2.4. 

                                                      
15 According to Fowler et al. (1999) Extract Method is the most appropriate solution for 
eliminating Long Method smells. Extract Method suggests to group functionally related 
statements into a method, whose name explains it purpose. 
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In this study we propose an approach called SRP-based Extract Method Identifica-
tion (SEMI). In particular, the approach recognizes fragments of code that collabo-
rate for providing functionality by calculating the cohesion between pairs of state-
ments. The extraction of such code fragments can reduce the size of the initial 
method, and subsequently increase the cohesion of the resulting methods (i.e., after 
extraction); therefore, it can produce more SRP-compliant methods, since the num-
ber of diverse functionalities is decreased. To validate the ability of the proposed 
approach to extract parts of a Long Method that concern a specific functionality, 
we conducted:  

 an industrial case study in a large company producing printers in Nether-
lands. Specifically, we applied the proposed approach to two Long Methods (ap-
proximately 1,000 lines in total) and validated the appropriateness of the proposed 
refactoring opportunities with three software engineers. The study’s outcome sug-
gests that the proposed approach is able to perform method extraction based on 
functionality with a high recall rate. 
 a comparative case study on open source software. In particular, we applied 
SEMI on five benchmark software systems (obtained from the literature) and com-
pared the accuracy (in terms of precision and recall) of our approach to two state-
of-the-art tools (namely JDeodorant (Tsantalis and Chatzigeorgiou 2011a) and 
JExtract (Silva et al. 2014)). The outcome of this study suggested that our approach 
achieves the best combination of recall and precision (i.e., F-measure) among the 
examined tools. Additionaly, it scales better in terms of accuracy compared to other 
approaches/tools (i.e., its accuracy is almost uniform for medium- and large-sized 
methods). 

The organization of the rest of the chapter is as follows: In Section 4.2 we present 
related work, whereas in Section 4.3 we present in detail the rationale of the pro-
posed approach. In Section 4.4, we discuss the industrial case study design and 
present its results, and in Section 4.5 we present the design and the results of our 
comparative case study. Next, in Section 4.6 we discuss the main findings, and in 
Section 0 the threats to validity. Finally, in Section 4.8 we conclude the chapter. 

4.2 Related Work 
In the literature there are two different types of studies dealing with refactoring 
opportunities. The first type of studies concerns the introduction of new approaches 
aiming to identify refactoring opportunities for a single bad smell, while the second 
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type, uses existing approaches (usually identifying different types of refactoring 
opportunities) aiming at investigating the issues of ranking or prioritizing the iden-
tified opportunities (e.g., (Tsantalis and Chatzigeorgiou 2011b, Mens et al. 2007, 
Piveta et al. 2009).  

In this section we will focus only on the first type of studies, and specifically on 
studies that propose approaches for identifying Extract Method opportunities (see 
Section 4.2.1) or Extract Class opportunities (see Section 4.2.2). Both are consid-
ered related to our study, in the sense that they both focus on extracting parts of the 
code on a new artifact at a different level of granularity (i.e., method and class). 
Additionally, we will present studies that are indirectly related work, in the sense 
that they aim at feature or functionality identification (see Section 4.2.3). These 
studies are considered related to ours, as the proposed approach aims to identify 
code fragments that provide a specific functionality. Finally, in Section 4.2.4, we 
will compare related work to our study.  

4.2.1 Extract Method Identification 
Tsantalis and Chatzigeorgiou (2011a), suggest an approach that uses complete 
computational slices (i.e., the code fragments that are cooperating in order to com-
pute the value of a variable) for identifying Extract Method opportunities. The 
evaluation of the approach consists of qualitative and quantitative assessment for 
an open-source project. Specifically, the authors have investigated: (a) the sound-
ness and usefulness of the extracted slices, (b) their impact on slice-based cohesion 
metrics, and (c) their impact on the external behavior of the program. Additionally, 
as part of the evaluation process precision and recall metrics have been calculated, 
against the findings of independent evaluators on two research projects. The preci-
sion and recall has been calculated for 28 methods and ranged from 50-52% and 
from 63-75% respectively.   

Yang et al. (2009) suggest that the code of the Long Method should be decom-
posed either based on control structures (i.e. for-statements, if-statements, etc.) or 
code styling (i.e., blank lines in the code). The approach suggests that the composi-
tion of Extract Method opportunities should basically consider the size of the creat-
ed method, by setting appropriate thresholds. Later the calculation of coupling 
metrics is used in order to rank the Extract Method opportunities. The evaluation of 
the study aims at investigating three aspects: (a) the accuracy of the proposed ap-
proach, (b) its impact on refactoring cost, and (c) its impact on software quality. To 
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achieve these evaluation goals, the authors conducted a case study using an open 
source software system of about 20,000 lines of code, spread into 269 classes. The 
results of the case study showed that the proposed approach achieves an accuracy 
of 92.82% (i.e. recommended fragments that were accepted without any adjust-
ments) and achieves up to 40% cost reduction, in the sense of less working hours 
due to the automation of the process. The impact on software quality is calculated 
through 10 metrics and the results show improvement after the Extract Method 
refactoring is applied. We note that the accuracy, as calculated by Yang et al. is not 
comparable to precision and recall, since the independent evaluator assesses the 
results obtained by the provided tool and has not built a golden standard to carry 
out the assessment before obtaining the results of the method. 

Meananeatra et al. (2011) propose the decomposition of source code using the ab-
stract syntax tree (i.e., data flow and control flow graphs) and the proposition of 
Extract Method opportunities based on the calculation of complexity and/or cohe-
sion metrics. Specifically, Meananeatra et al., proposed an approach aiming at re-
solving the Long Method smell by applying several refactorings (not only the Ex-
tract Method one). Their approach consists of four steps. Initially they calculate a 
set of metrics with regard to the maintainability of the software. In the second step 
they calculate another set of metrics to find candidate refactorings. Candidate re-
factorings are also found using a set of predefined filtering conditions. During the 
third step they apply the refactorings and re-compute the maintainability metrics, in 
order to compare them with the initial measurements. In the final step, the refactor-
ing that can achieve the better maintainability improvement is proposed. The effec-
tiveness of this approach has been evaluated through a toy example provided by 
Fowler’s book on refactorings (Fowler et al. 1999). Through this illustration no 
recall and precision measures could be obtained. 

Finally, Silva at al. (2014) proposes the use of the abstract syntax tree and the crea-
tion of all possible combinations of lines within the blocks as candidates for extrac-
tion. These candidates are subsequently filtered based on syntactical and behavioral 
preconditions, and finally ranked by using their structural dependencies to the rest 
of the method. The precision and recall of the algorithm is evaluated through two 
case studies: (a) one with a system that has been developed from the authors for 
this reason (where Long Methods have been deliberately created), and (b) on two 
OSS projects (JUnit and JHotDraw). Concerning precision and recall, in the au-
thor-developed system the approach achieved a precision of 50% and a recall of 
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85%, whereas for the two OSS projects the precision varied from under 20% to 
48%, and recall from 38% to 48%.  

4.2.2 Extract Class Identification 
Bavota et al. (2011) created an extract class refactoring approach based on graph 
theory that exploits structural and semantic relationships between methods. Specif-
ically, the proposed method uses a weighted graph to represent a class to be refac-
tored, where each node represents a method of the class. The weight of an edge that 
connects two nodes (methods) is a measure of the structural and semantic relation-
ship between two methods that contribute to class cohesion. A MaxFlow-MinCut 
algorithm is used to split the built graph in two sub-graphs, cutting a minimum 
number of edges with a low weight. These two sub-graphs can be used to build two 
new classes having higher cohesion than the original class. The attributes of the 
original class are also distributed among the extracted classes according to how 
they are used by the methods in the new classes. The method was empirically eval-
uated through two case studies. The first case study was performed on three open 
source projects (ArgoUML, Eclipse, and JHotDraw) and aimed at analyzing the 
impact of the configuration parameters on the performance of the proposed ap-
proach as well as verifying whether or not the combination of structural and se-
mantic measures is valuable for the identification of refactoring opportunities.  The 
second case study was based on a real usage scenario and focused on the user’s 
opinion while refactoring classes with low cohesion. The results of the empirical 
evaluation highlighted the benefits provided by the combination of semantic and 
structural measures and the potential usefulness of the proposed method as a fea-
ture for software development environments. The approach has been evaluated 
using F-measure, which has been calculated as approximately 0.75 for all exam-
ined applications. 

Fokaefs et al. (2012) implemented an Eclipse plugin that identifies extract class 
refactoring opportunities, ranks them based on the improvement each one is ex-
pected to bring to the system design, and applies the refactoring chosen by the de-
veloper, in a fully automated way. The first step of the approach relies on an ag-
glomerative clustering algorithm, which identifies cohesive sets of class members 
within the system classes, while the second step relies on the Entity Placement 
metric as a measure of design quality. The approach was evaluated on various sys-
tems in terms of precision and recall, while it was also assessed by an expert and 
through the use of metrics. The evaluation showed that the method can produce 
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meaningful and conceptually correct suggestions and extract classes that develop-
ers would recognize as meaningful concepts that improve the design quality of the 
underlying system. The accuracy of the proposed approach has been evaluated on 
six open source classes, leading to a precision of 77% and a recall rate of 87%. 

Bavota et al. (2010) proposed an approach recommending extract class refactoring 
opportunities, based on game theory. Given a class to be refactored, the approach 
models a non-cooperative game with the aim of improving the cohesion of the 
original class. A preliminary evaluation, which was inspired by mutation testing 
(i.e. merging two classes and then trying to recreate the original classes using an 
extract class approach), was performed using two open source projects (ArgoUML 
and JHotDraw). The evaluation aimed at comparing: (a) the results derived using 
the Nash equilibrium and the Pareto optimum, as well as (b) the results of the pro-
posed approach to state-of-the-art. The comparison has been performed based on F-
measure (Field 2013), the applicability and the benefits of the proposed approach 
were demonstrated. The mean F-measure for the two projects was ranging from 
84%-89%, exceling compared to the other two approaches. 

4.2.3 Feature/ Functionality Identification 
In this subsection, we present research efforts that attempt to identify parts of the 
source code that are providing a specific functionality through static analysis. Alt-
hough in the literature there are several studies using information retrieval tech-
niques aiming to connect features to computational units in the source code (e.g., 
(Zhao et al. 2003, Zhao et al 2004)), such a mapping has the opposite direction 
compared to our approach, and therefore, are omitted from this section. In addition 
to that, the majority of these studies use dynamic analysis in contrast to our ap-
proach which employs static analysis. 

The approach proposed by Yoshida et al. (2012) consists of three steps. The first 
involves syntax analysis of the source code into fragments, creating a syntax tree 
where the program syntax consist the nodes, and the code fragments the leaves. 
The second involves the extraction of functional elements, i.e., code fragments that 
work in cooperation. The extent to which code fragments cooperate is calculated 
using the Normalized Cohesion of Code fragments (NCOCP2) metric and the re-
sults are compared to a threshold set in the same study. Finally, as last step, the 
approach proposes the combination of functional elements that show high cohe-
sion. To verify the outcomes proposed by the approach, the authors conducted a 
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sults are compared to a threshold set in the same study. Finally, as last step, the 
approach proposes the combination of functional elements that show high cohe-
sion. To verify the outcomes proposed by the approach, the authors conducted a 

 

 

case study using one software system of 3,641 lines of code, 70 classes, and 600 
methods. The developer of the software was responsible for confirming the out-
comes of the approach, which achieved to identify 51 out of the 80 functionalities 
(i.e., recall 63.7%), however, the precision of the approach is not provided by the 
authors. 

Additionally, Antioniol et al. (2002) compared the use of two different information 
retrieval approaches, one using a probabilistic and the other a vector space ap-
proach, aiming at associating high-level concepts with program concepts. To eval-
uate the two approaches they performed two case studies, one of which aimed at 
tracing source code to functional requirements using a Java system, consisting of 
95 classes and about 20,000 lines of code. The validation of the study was per-
formed based on experts who identified 58 correct functionalities among the 420 
that had been suggested by the approach. The results of the study showed that both 
approaches can score about 13% - 48% precision for achieving a recall rate be-
tween 100% - 50%.  

4.2.4 Comparison to Related Work 
In this section, we compare SEMI with the approaches discussed in Section 4.2.1, 
from two perspectives: (a) in terms of the rationale of the approach, and (b) in 
terms of empirical validation. 

Approach Rationale. First we discuss possible limitations of the approaches pre-
sented in Section 4.2.1, for extracting functionally coherent code blocks. We note 
that these limitations do not imply that the specific approaches are not adequate for 
suggesting relevant Extract Method opportunities, but we only discuss them against 
their fitness for creating SRP-compliant methods. To make this section more read-
able, we group the state-of-the-art approaches based on the rationale of their ex-
traction algorithm, as follows: 

 Approaches based on complete computation slicing (i.e., identification of 
code fragments that are cooperating in order to compute the value of a variable) 
(Tsantalis and Chatzigeorgiou 2011a)—The complete computation slice of a varia-
ble considers only cases when the variable changes value, without considering the 
lines where the variable is used, although such lines might participate in a code 
fragment serving a “larger” functionality. To our understanding, “large” functional-
ities are not easy to be offered by calculating only one variable, but sets of them. In 
that sense, the use of complete computation slicing is expected to only identify 
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rather “small” functionalities, whereas the proposed approach can incorporate mul-
tiple calculations in the extracted fragments of code. We note that there are some 
slicing approaches taking also into account the use of variables (see e.g. (Moreno et 
al. 2015)). However, none of these approaches has been exploited for the purpose 
of identifying extract method opportunities. 

 Approaches based on code styling (e.g., blank lines in the code) (Yang et 
al.2009)—Depending on code styling assumptions, like the separation of code 
fragments that concern unique functionalities using an empty line, is considered as 
a threat to the validity of the approach proposed by Yang et al. In particular, such 
approaches cannot be accurate for cases in which the assumption does not hold, 
e.g., a developer makes excessive or limited use of blank lines. 

 Approaches based only on the abstract syntax tree (i.e., the iteration and deci-
sion nodes of the code) (Yoshida et al. 2012, Meananeatra et al. 2011)—
Approaches that are only based on the abstract syntax tree, might miss Extract 
Method opportunities, since some potentially large code fragments are considered 
as blocks and are not further examined. For example, consider the case that a 
method consists of multiple statements, offering two different functionalities by 
every branch of an if-statement. In such cases, since these nodes are not further 
decomposed, potential Extract Method opportunities, which capture functionalities, 
may not be identified. 

 Approaches based on the abstract syntax tree & all possible combinations of 
lines within the blocks (Silva et al. 2014)—An exhaustive set of all possible com-
binations of continuous lines within the syntax blocks may cause an enormous 
number of Extract Method opportunities, which have not been selected based on 
any quality characteristic. Although most of the functionalities will be identified, 
this exhaustive tactic is not considered optimal. 

Empirical Validation. In terms of empirical validation, we compare our study to 
existing state-of-the-art based on the following criteria: (a) research setting (e.g., 
industrial, open source, etc.), and (b) size of examined methods. The results of this 
comparison are presented in Table 4.1. 

 

 



Identifying Extract Method Refactoring Opportunities based on Functional Relevance

75

 

 

rather “small” functionalities, whereas the proposed approach can incorporate mul-
tiple calculations in the extracted fragments of code. We note that there are some 
slicing approaches taking also into account the use of variables (see e.g. (Moreno et 
al. 2015)). However, none of these approaches has been exploited for the purpose 
of identifying extract method opportunities. 

 Approaches based on code styling (e.g., blank lines in the code) (Yang et 
al.2009)—Depending on code styling assumptions, like the separation of code 
fragments that concern unique functionalities using an empty line, is considered as 
a threat to the validity of the approach proposed by Yang et al. In particular, such 
approaches cannot be accurate for cases in which the assumption does not hold, 
e.g., a developer makes excessive or limited use of blank lines. 

 Approaches based only on the abstract syntax tree (i.e., the iteration and deci-
sion nodes of the code) (Yoshida et al. 2012, Meananeatra et al. 2011)—
Approaches that are only based on the abstract syntax tree, might miss Extract 
Method opportunities, since some potentially large code fragments are considered 
as blocks and are not further examined. For example, consider the case that a 
method consists of multiple statements, offering two different functionalities by 
every branch of an if-statement. In such cases, since these nodes are not further 
decomposed, potential Extract Method opportunities, which capture functionalities, 
may not be identified. 

 Approaches based on the abstract syntax tree & all possible combinations of 
lines within the blocks (Silva et al. 2014)—An exhaustive set of all possible com-
binations of continuous lines within the syntax blocks may cause an enormous 
number of Extract Method opportunities, which have not been selected based on 
any quality characteristic. Although most of the functionalities will be identified, 
this exhaustive tactic is not considered optimal. 

Empirical Validation. In terms of empirical validation, we compare our study to 
existing state-of-the-art based on the following criteria: (a) research setting (e.g., 
industrial, open source, etc.), and (b) size of examined methods. The results of this 
comparison are presented in Table 4.1. 

 

 

 

 

Table 4.1: Comparison to Related Work 

Study Research Setting Average Examined 
Method Size 

(Tsantalis and Chatzigeorgiou 2011a) OSS 33.68 

(Yang et al.2009) OSS 41.32 

(Meananeatra et al. 2011) Illustration 46.00 

(Silva et al. 2014) Illustration 

OSS 

8.75 

48.40 

Our Study Industrial & OSS 525.00 

 

Contributions. Therefore, our work advances the state-of-the-art, as follows: 

 it is the first study that investigates the functional relevance of source code 
fragments to identify Extract Method opportunities. Extracting methods based on 
the offered functionality is considered a benefit, since it is conceptually closer to 
system design and modularization principles. 
 it is the first study that is empirically validated with methods of hundreds of 
lines of code. Validating an approach in a different order of magnitude is important 
for two reasons: (a) it tests the scalability of the approach, (b) it offers a more real-
istic validation environment than toy examples, as for methods of maximum 50 
lines of code the assistance that a software engineer needs is minimum.  

it is the first study that is empirically evaluated in an industrial setting by profes-
sional software engineers. This aspect is important since industrial experts are 
more experienced, aware of the problems that specific methods have, and contrib-
ute to increasing the realism of the empirical setting. 

4.3 The SEMI Approach 
In this section we discuss the proposed approach for identifying Extract Method 
opportunities, based on the single responsibility principle. The approach can be 
decomposed into two major parts that for simplicity are discussed in separate sub-
sections: (a) the identification of candidate Extract Method opportunities, based on 



Chapter 4

76

 

 

the functional relevance of code statements (see Section 4.3.1), and (b) the group-
ing and ranking of these candidates (see Section 4.3.2). Step (b) of the approach is 
important since the list of Extract Method opportunities can be large and may con-
tain multiple overlapping suggestions. 

4.3.1 Identification of candidate Extract Method opportunities 
In the first part of the SEMI approach we are interested in identifying successive 
statements that are cooperating in order to provide a specific functionality to the 
system. According to De Marco et al. (De Marco 1979), cohesion is characterized 
as a proxy of the number of distinct functionalities that a module is responsible for. 
In this chapter, we are interested in cohesion at method level and specifically in the 
coherence of statements. Therefore, as coherent we characterize two statements if 
they (see Chapter 2)16:  

 are accessing the same variable. This choice is based on the definition of all 
method-attribute cohesion metrics (Al Dallal 2011), in which cohesion is cal-
culated based on whether two methods are accessing a common class attribute. 
We note that in the context of this study, as variables we consider attributes, 
local variables and method parameters (i.e., every variable that is accessible 
through all statements in one method’s body); or  

 are calling a method for the same object. This choice is based on the previous 
one, by taking into account the fact that objects are a special case of variables. 
This type of cohesion is named communication/information cohesion (Your-
don and Constantine 1979), according to which modules that are grouped to-
gether because they work on the same data, are coherent; or  

 are calling the same method for a different object of the same type. This 
choice is based on the definition of several cohesion metrics (e.g., LCOM4 
(Lack of Cohesion Of Methods) (Hitz and Montazeri 1995), TCC (Tight Class 
Cohesion) and LCC (Loose Class Cohesion) (Bieman and Kang 1995), DCD 
(Degree of Cohesion-Direct) and DCI (Degree of Cohesion-Indirect) (Badri 
and Badri 2004)) that consider two statements as coherent if they call the same 

                                                      
16 This definition is in accordance to the cohesion among methods of a class, based on 
which two methods are coherent if they access the same attribute. 
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method for a different object. The rationale of such metrics lies on the fact that 
although a function is performed on different data the two statements are relat-
ed, since they are in need of the same service. Specifically, by calling the same 
method (e.g., start()) on two different objects (e.g., rightAirplaneEngine and 
leftAirplaneEngine), the same functionality is performed on different data. 
However, the two lines provide exactly the same functionality (in our example, 
starting first the right and then the left engine of the same plane). Therefore, 
they should be considered functionally relevant (which is exactly the goal of 
our approach—i.e., identifying which lines are functionally coherent). We need 
to note that the two objects (left and right) are instances of the same class (e.g., 
AirplaneEngine), and therefore share the same set of possible method invoca-
tions. Finally, based on our previous work presented in Chapter 2, that empiri-
cally explored the ability of cohesion metrics to predict the existence and the 
refactoring urgency of long method occurrences, LCOM4 and DCD have been 
found to be among the most efficient indicators.  

Based on this definition we identify all possible sets of successive statements that 
are coherent to each other (regardless of their size). To achieve this goal, we follow 
the process described in the flow chart of Figure 4.1. We note that the final state of 
Figure 4.1 does not correspond to the end of the approach, but only to the end of its 
first part (i.e., Identification of candidate Extract Method opportunities).  

 
Figure 4.1: Flow chart of Extract Method opportunities algorithm 
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A detailed explanation for each step of the aforementioned process will be present-
ed through an illustrative example as follows: Suppose we are applying the pro-
posed approach to the source code of a sample method, as presented in Figure 4.2. 
In Figure 4.2 all variables which are accessible by the method’s statements (i.e., 
local variables, attributes, and parameters) and method calls have been underlined, 
in order to ease the calculation of the cohesion between statements. We note that 
we are only focusing on distinct accessible variables and method calls per state-
ment, i.e., in cases that a variable or method call appears more than once in a single 
statement, we consider it only once. For example, the use of variable i in line 3 is 
underlined only once. 

As an initialization step, a table that contains an index of used variables/called 
methods per statement is developed (see Table 4.2). We note that, similarly to a 
program dependence graph for the special case of conditional statements, the else 
and the else-if statements include an indirect use of the variables used in the condi-
tion (e.g., the else statement in line 7 suggests that the value of variable rcs should 
be considered). Therefore, the variables or method calls used in conditions are cop-
ied to all branches of the statement. 

 

1.public Resource[ ][ ] grabManifests(Resource[ ] rcs) { 

2.  Resource[ ][ ] manifests = new Resource[rcs.length][ ] ; 

3.  for(int i=0; i<rcs.length; i++) { 

4.    Resource[ ][ ] rec = null; 

5.    if(rcs[i] instanceof FileSet) {  

6.      rec = grabRes(new FileSet[ ] {(FileSet)rcs[i]}); 

7.    } else { 

8.      rec = grabNonFileSetRes(new Resource [ ]{ rcs[i] }); 

9.    } 

10.   for(int j=0; j< rec[0].length; j++) { 

11.     String name = rec[0][j].getName().replace('\\','/'); 
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1.public Resource[ ][ ] grabManifests(Resource[ ] rcs) { 

2.  Resource[ ][ ] manifests = new Resource[rcs.length][ ] ; 

3.  for(int i=0; i<rcs.length; i++) { 

4.    Resource[ ][ ] rec = null; 

5.    if(rcs[i] instanceof FileSet) {  

6.      rec = grabRes(new FileSet[ ] {(FileSet)rcs[i]}); 

7.    } else { 

8.      rec = grabNonFileSetRes(new Resource [ ]{ rcs[i] }); 

9.    } 

10.   for(int j=0; j< rec[0].length; j++) { 

11.     String name = rec[0][j].getName().replace('\\','/'); 

 

 

12.     if(rcs[i] instanceof ArchiveFileSet) { 

13.         ArchiveFileSet afs = (ArchiveFileSet) rcs[i]; 

14.         if (!"".equals(afs.getFullpath(getProj()))) { 

15.            name.afs.getFullpath(getProj()); 

16.         } else if(!"".equals(afs.getPref(getProj()))) { 

17.            String pr = afs.getPref(getProj()); 

18.            if(!pr.endsWith("/") &&  !pr.endsWith("\\")) { 

19.               pr += "/"; 

20.            } 

21.            name = pr + name; 

22.         }  

23.      } 

24.      if (name.equalsIgnoreCase(MANIFEST_NAME)) { 

25.        manifests[i] = new Resource[ ] {rec[0][j]}; 

26.        break; 

27.      } 

28.   } 

29.   if (manifests[i] == null) { 

30.      manifests[i] = new Resource[0]; 

31.   } 

32. } 

33. return manifests; 

34.} 

Figure 4.2: Example Code 
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Table 4.2: Variable/Method Call Index in Example 

#Line Accessed Variables / Called Method 

2 manifests; rcs.length; rcs; length 

3 i; rcs.length; rcs; length 

4 rec  

5 rcs; i 

6 rec; grabRes; rcs; i 

7 rcs; i 

8 rec; grabNonFileSetRes; rcs; i 

10 j; rec.length; rec; length 

11 name; rec.getName.replace; j; rec; getName.replace; getName;replace 

12 rcs; i 

13 afs; rcs; i 

14 rcs; i; equals; afs.getFullpath; getProj; afs; getFullpath 

15 name.afs.getFullpath; getProj; name; afs.getFullpath; afs; getFullpath 

16 rcs; i; equals; afs.getFullpath; getProj; afs.getPref; afs; getFullpath; getPref 

17 pr; afs.getPref; getProj; afs; getPref 

18 rcs; i; equals; afs.getFullpath; getProj; afs.getPref; afs; getFullpath; getPref; 
pr.endsWith; pr; endsWith 19 pr 

21 name; pr  

24 name.equalsIgnoreCase; name; equalsIgnoreCase 

25 manifests; i; rec; j 

29 manifests; i 

30 manifests; i 

33 Manifests 

 

Next, and in order to ease the comprehension of the next steps of the algorithm, we 
visualize the information of Table 4.2 in a matrix (see Figure 4.3).  
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Figure 4.3: Matrix visualization of accessible variables and method calls per state-
ment 

In the initialization of the iterative part of the algorithm, we begin with a step that 
equals one (step=1). With this step, the algorithm creates clusters of all the succes-
sive statements that access at least one common variable or call the same method, 
as shown in Figure 4.4.  

 
Figure 4.4:  Selection of statements using the same attribute or calling the same 
method, with step=1 
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The identification of Extract Method opportunities continues by increasing the step 
by one in each iteration. So, with step=2, new clusters are formed by treating 
statements with distance equal to 2 as successive. The newly clustered lines are 
presented in Figure 4.5 with dark shading.  

 
Figure 4.5: Selection of statements accessing the same variable or calling the same 
method, with step=2  

Next, the algorithm performs a merging activity based on the agglomerative hierar-
chical clustering approach (Hastie 2001). The criterion used for merging two clus-
ters is the existence of an overlap between statements. In other words, the algo-
rithm merges clusters that include even one common statement. To derive these 
Extract Method opportunities, the overlapping sets of statements are merged, as 
presented in Figure 4.6. Concerning merging, as an example, we can look at that 
the cluster including statements 2-8 and the cluster including statements 4-11. The 
clusters are merged in a larger cluster of statements, since statements 4-8 are com-
mon in both clusters. We note that as candidate Extract Method opportunities we 
include both the original (i.e., 2-8 and 4-11) and the merged (2-11) clusters. This 
process can merge sets of statements that are only indirectly relevant. For example, 
statements 2-11 are only indirectly related, through the use of variable rec and 
method call rcs. 
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The algorithm continues to iterate until we reach the maximum step, i.e. method 
size. After all possible Extract Method opportunities have been identified, the algo-
rithm removes the duplicate and the invalid clusters. This second task is very im-
portant because in many cases extracting a set of statements from a code would 
create compile errors by violating syntactical or semantic preconditions, or behav-
ioral inconsistencies (Silva et al. 2014). 

 

 
Figure 4.6: Extract Method opportunities, derived with step=2 

The syntactical preconditions taken into consideration require that the selected 
fragment to be extracted should consist only by complete blocks of sequential 
statements. For example, if we want to extract statements A and B, but statement A 
is just before the block of an if statement and statement B inside the block of this if 
statement, then the extracted code should include all statements starting from 
statement A, until the closing statement of the if block. These preconditions guaran-
tee that the recommendations provided by our approach can be directly applied to 
methods, without statement reordering. In addition, preservation of the syntax in 
combination with the fact that the extracted continuous statements are replaced by 
a method invocation, eliminate the possibility of breaking program semantics. In 
particular, according to the definition of Komondoor et al. (2000) two methods are 
syntactically equivalent, if when they are called in the same state (i.e., same values 
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for all variables) they produce the same output; this is true for our approach, since 
the sequence of statement execution and variable values are not altered compared 
to the original method. Finally, a set of behavioral preconditions should apply to 
ensure the preservation of functionality. For example, it should not be possible to 
extract a fragment in which two or more primitive variables are assigned that are 
also used by other statements out of this fragment. The reason behind this precon-
dition is that due to Java restrictions, it is not possible to return the value of two 
variables.  

The rationale of checking if a set of statements is valid for extraction has been ex-
haustively discussed in the literature (e.g., (Silva et al. 2014, Tsantalis and Chat-
zigeorgiou 2011a)) and is for simplicity not discussed in this section. An example 
of such a case, is shown in Figure 4.2, where the proposed set of statements sug-
gested to be extracted (i.e., 25 - 33) is not valid, because it does not include com-
plete blocks of code. Similarly, to Silva et al. (2014), as blocks of code we refer to 
a sequence of continuous statements that follow a linear control flow. In particular, 
blocks 24-27 and 2-33 are only partially included. We note that in order to assist in 
the process of identifying the input and output parameters of the proposed extract 
method opportunity, the tool makes all required calculations, so that the values of 
the variables are not lost when invoking the new method.  

4.3.2 Extract Method Opportunity Grouping/ Ranking 
Once a list of all candidate Extract Method opportunities is created, the SEMI algo-
rithm first groups them and then ranks them. The main idea for grouping Extract 
Method opportunities is that every two opportunities that are heavily overlapping 
and are of similar size17 are highly probable to offer the same functionality. In par-
ticular, we expect that sets of statements of different size (i.e., number of state-
ments) are not able to provide the same functionality. For example, suppose a set of 
100 instructions that rotate a matrix clock-wise, perform a transformation on it, and 
then rotate it counter-clock-wise, so as to bring it in the original position. Let us 

                                                      
17 The thresholds for characterizing two extract method opportunities as heavily overlap-
ping and being similar in size are parameters of the algorithm. These two, along with other 
parameters of the algorithm are discussed just after its high-level description.  
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the variables are not lost when invoking the new method.  

4.3.2 Extract Method Opportunity Grouping/ Ranking 
Once a list of all candidate Extract Method opportunities is created, the SEMI algo-
rithm first groups them and then ranks them. The main idea for grouping Extract 
Method opportunities is that every two opportunities that are heavily overlapping 
and are of similar size17 are highly probable to offer the same functionality. In par-
ticular, we expect that sets of statements of different size (i.e., number of state-
ments) are not able to provide the same functionality. For example, suppose a set of 
100 instructions that rotate a matrix clock-wise, perform a transformation on it, and 
then rotate it counter-clock-wise, so as to bring it in the original position. Let us 

                                                      
17 The thresholds for characterizing two extract method opportunities as heavily overlap-
ping and being similar in size are parameters of the algorithm. These two, along with other 
parameters of the algorithm are discussed just after its high-level description.  

 

 

assume that a set of 30 instructions that perform the clock-wise rotation overlaps 
with the identified set of 100 instructions. The opportunity to extract the 30 instruc-
tions cannot be considered as an alternative opportunity to the extraction of the 
entire set of 100 instructions, since it is not reasonable to assume that these 30 in-
structions can deliver the same functionality.  

1. FOR each opportunity IN opportunity_list 

2.   IF (opportunity.isAlreadyAnAlternative()) THEN 

3.     SKIP to next opportunity 

4.   END IF 

5.   FOR each other_opp IN opportunity_list 

6.     IF  

7.       NotSimilarSize(opportunity, other_opp) AND 

8.       SignificantlyOverlapping(opportunity, other_opp) 

9.       AND other_opp.isAlreadyAnAlternative()==false)  

10.    THEN 

11.      IF  

12.        (opportunity.HasMoreBenefitThan(other_opp))  

13.      THEN 

14.        opportunity.alternatives.Add(other_opp) 

15.        set other_opp.isAlternative = true  

16.      ELSE 

17.        other_opp.alternatives.Add(opportunity) 

18.        set opportunity.isAlternative = true 

23.      END IF    

24.    END IF 

25.  END FOR 

26. END FOR 

Figure 4.7: Extract Method Opportunity Grouping Algorithm 

For every group of Extract Method opportunities, the optimal opportunity is set as 
the primary suggestion for extraction, and the rest are characterized as its alterna-
tives. As optimal opportunity we consider the one that offers the highest benefit in 
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terms of a specific fitness function (the selection of this fitness function is dis-
cussed in detail later in this section). The definition of the benefit that a software 
engineer would get from splitting a long method cannot be strictly defined, since it 
heavily depends on his perception. In particular, the benefit can range from purely 
measurable source code quality aspects (such as size, lack of cohesion, etc.) to 
more abstract ones (e.g., understandability, maintainability, etc.). This approach is 
based on measureable aspects, such as the cohesion metrics discussed in Section 
4.3.1, which nevertheless affect the more abstract ones. The steps followed for 
executing this process are outlined in the pseudocode of Figure 4.7. The pseudo-
code of Figure 4.7, includes five parameters provided by the user at the execution 
time: 

max_size_difference: The maximum allowed difference in size between two op-
portunities so as to be considered valid for grouping (see NotSimilarSize—
statement 7). The difference in size is calculated as the ratio of absolute difference 
of the two Extract Method opportunities, over the size of the smaller method: 

 

Difference_in_Size(A, B) =        –       
   (           ) 

 

For example, if max_size_difference is set to 0.2, and the size of the two opportu-
nities is 15 and 10, respectively, the difference in size can be calculated as (15-10) / 
10 = 0.5, which is larger than the maximum allowed difference. As a default 
max_size_difference in this chapter we use 0.2, i.e., a method is considered to be of 
similar size if it is ±20% larger or smaller. The use of a smaller default value (e.g., 
±10%) would not be fitting for a rather small opportunity, since opportunities of 
size<10 would not be able to group with any other opportunity.  The fact that the 
selection of these thresholds does not heavily influence the achieved accuracy of 
the proposed approach is discussed in Section 4.5.1 and the threats to validity sec-
tion. 

min_overlap: The minimum allowed overlap in the range of two opportunities so 
as to be considered valid for grouping (see SignificantlyOverlapping— statement 
8). The overlap between two Extract Method opportunities is calculated as the per-
centage of overlapping statements, as follows: 
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We note that (A|B).start and (A|B).end correspond to the starting and ending state-
ment numbers. To better facilitate the understanding of the four cases in which 
Extract Method opportunities A and B can overlap, we visualize all possible rela-
tions in Figure 4.8. In this work as a default value for min_overlap we set 0.1. 
Therefore, even slightly overlapping opportunities can be grouped. This decision 
has been taken so as to reduce as much as possible the suggestions that are provid-
ed to the users. 

 
Figure 4.8: Cases of Extract Method Overlap 

significant_difference_threshold: The minimum difference in the benefit incurred 
by the two opportunities, so as to decide which one is the optimal. There are two 
measures of benefit outlined below (a primary and a secondary one). First, we 
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check the difference between the primary benefit scores by calculating the normal-
ized absolute difference:  

Difference_Between_Benefits =                      
   (                   ) 

In case it is lower than the threshold for characterizing differences as significant, 
the secondary measure is used. In this study, we used 0.01 as the default value for 
the significant difference threshold. The value has been selected as the default strict 
value for checking significance in most statistical tests. 

primary_measure_of_benefit: The method body cohesion metric that is used for 
comparing two opportunities. The term method body cohesion metric refers to 
measures that quantify the relevance/coherence of statements inside a single meth-
od (see Chapter 2). We note that the selection of one metric as a primary measure 
of benefit is a choice of the software engineer, based on his personal intuition (a 
sample catalog is provided in Chapter 2). However, for this study we selected to 
use LCOM2

18 for the following reasons: 

 it is a metric that although it assesses method cohesion, it is correlated to 
method’s size as well. This correlation is due to the way the metric is calculated, 
i.e., the upper limit of the metric score is the number of combinations by any two 
of the statements of method19. 
 it takes into account both cohesive and non-cohesive pairs of statements. Alt-
hough both LCOM1 and LCOM2 conform to the aforementioned claim (i.e., they 
assess cohesion and are correlated to size), LCOM1 is a count of only the non-
cohesive pairs of statements. Such a calculation miss-assesses two methods of dif-
ferent sizes that have the same number of non-cohesive statements, but one has a 
bigger number of cohesive statements. 

                                                      
18 We note that the numbering of LCOM metrics has been adopted from the overview by Al 
Dallal (2011). LCOM2 has been tailored so as to assess cohesion at method level as fol-
lows: LCOM2 = P – Q, if P − Q ≥ 0 / otherwise LCOM2 = 0, where P is the number of pairs 
of statements not sharing variables and Q the number of pairs of lines sharing variables. 
19 LCOM2   [  (   

 )], where LOC equals the number of statements  
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 it is among the top predictors for Long Methods identification, based on the 
case study presented in Chapter 2. We expect that since the Long Method bad 
smell and the Extract Method refactoring are closely related, metrics that perform 
well in identifying the one, will be adequate for the other as well. 

Benefit is calculated as the gain of applying the refactoring in terms of cohesion. 
Specifically, we use the worst case scenario for this calculation, by using the fol-
lowing formula. The rationale for using the MAX function is that we want to guar-
antee that none of the resulting methods has cohesion worse than that of the origi-
nal method. 

BenefitLCOM2 = LCOM2(original) – MAX(LCOM2(opportunity), LCOM2(original_after_refactoring)) 

secondary_measure_of_benefit: The secondary measure that we use is method 
size (in number of statements). To explain the choice of size as the secondary met-
ric for comparing opportunities, we use the example of Figure 4.9.  

In the left hand side of Figure 4.9 we denote sets of statements that are 100% cohe-
sive (i.e., all lines are cohesive to each other) within the same fill pattern (i.e., first 
and third sets of statements are cohesive). Also, we consider that statements with 
different fill patterns are 100% non-cohesive (i.e., no variable is shared). In this 
case, LCOM1 for the left method20 (see Chapter 2) is 38, and we compare two Ex-
tract Method opportunities: (Opp1) which extracts the block of 4 LoC, and (Opp2) 
which extracts the block of 2 LoC. We note that the extracted methods are totally 
cohesive and are not shown in the figure. The remaining method from applying 
(Opp1) is a method with an LCOM1 value equal to 10, whereas the remaining 
method of (Opp2) is a method with an LCOM1 value equal to 20. Therefore, the 
benefit from extracting a larger number of statements (of same cohesion) is higher. 
Although this example describes an extreme scenario, the effect is similar in other 
cases. 

                                                      
20 Although LCOM1 has been originally introduced at the class level by Chidamber and 
Kemerer (1994), in this study we used the method-level definition as tailored in our previ-
ous work presented in Chapter 2. In particular, LCOM1 is calculated as LCOM1 = P, where P is 

the number of pairs of statements that do not share variables. 
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Figure 4.9: Extract Method Benefit 

After the grouping is completed, the created groups of opportunities are sorted 
based on the primary_measure_of_benefit. Similarly to grouping, if there is no 
significant difference between the primary suggestions of two groups, the larger 
Extract Method opportunity is prioritized. An illustrative example of the aforemen-
tioned process is presented below, using the method of Figure 4.2. By applying the 
Identification of candidate Extract Method opportunities part of the SEMI algo-
rithm, we ended up with an opportunity list of 11 candidate refactorings, as pre-
sented in Table 4.3.  

Table 4.3: Initial extract method opportunities 

 
Opportunity Primary benefit Size 

1 002 to 032 35 22 

2 002 to 034 0 24 

3 003 to 032 49 21 

4 003 to 034 14 23 

5 004 to 031 46 20 

6 010 to 031 60 16 

7 013 to 022 68 9 

8 014 to 022 63 8 

9 017 to 020 29 4 

10 017 to 021 29 5 

11 029 to 031 11 3 
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The first column of Table 4.3 is a simple identifier for the Extract Method candi-
date, the second column refers to the involved statements (line numbers), the third 
column is the primary_measure_of_benefit that is achieved by extracting the speci-
fied statements, whereas the last column represents the size (in number of state-
ments) of the candidate Extract Method. For the sake of illustration, let’s suppose 
that we use the default grouping parameters (described earlier in Section 4.3.2) 

The grouping algorithm selects two opportunities of the aforementioned opportuni-
ty list and checks if they satisfy the grouping criteria (i.e., based on 
max_size_difference and min_overlap). For this first step we select opportunities 1 
& 2 as shown in Table 4.4.  

Table 4.4: Comparison of Extract Method Opportunities 

 
Opportunity Primary benefit Size 

1 002 to 032 35 22 

2 002 to 034 0 24 

3 003 to 032 49 21 

4 003 to 034 14 23 

5 004 to 031 46 20 

6 010 to 031 60 16 

7 013 to 022 68 9 

8 014 to 022 63 8 

9 017 to 020 29 4 

10 017 to 021 29 5 

11 029 to 031 11 3 

 

By checking opportunities 1 and 2 we can observe that they satisfy the grouping 
criteria since difference_in_size = 0.09 (i.e., 2/22) < max_size_difference (0.2) and 
overlap = 0.91 (i.e., 22/24)> min_overlap (0.1). Thus opportunities 1 and 2 can 
create a group of opportunities. The next step is to find which opportunity will be 
the primary suggestion of the group. The current difference between the two oppor-
tunities, in terms of BenefitLCOM2 is 1.00 (i.e., (35 - 0) / 35) > 0.01, which means 
that we need to compare the two opportunities based on their prima-
ry_measure_of_benefit. Therefore, and since BenefitLCOM2 of opportunity 1 has a 
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higher value compared to the BenefitLCOM2 of opportunity 2, opportunity 1 will be 
the primary suggestion of the group, and will “include” opportunity 2 as an alterna-
tive. For opportunities 1 and 3 the same criteria (max_size_difference and overlap) 
are met and thus, they can form a group. The current difference between the two 
clusters, in terms of BenefitLCOM2, is 0.28 > 0.01. Therefore, in this case, and since 
opportunity 3 has a greater BenefitLCOM2, it will be the primary suggestion of the 
group and will “absorb” opportunity 1 and its existing alternatives.  

Next, by comparing opportunity 3 to opportunities 4 and 5, we can inspect that they 
both satisfy the grouping criteria and are also included as alternatives of opportuni-
ty 3. Opportunity 3 will thus be the primary suggestion with opportunities 1, 2, 4 
and 5 as alternatives, as shown in Table 4.5.  

Table 4.5: Grouping of Extract Method Opportunities 

 
Opportunity Primary benefit Size 

3 003 to 032 49 21 

1 002 to 032 35 22 

2 002 to 034 0 24 

4 003 to 034 14 23 

5 004 to 031 46 20 

6 010 to 031 60 16 

7 013 to 022 68 9 

8 014 to 022 63 8 

9 017 to 020 29 4 

10 017 to 021 29 5 

11 029 to 031 11 3 

 

The reason that we choose to store alternatives of Extract Method opportunities is 
to help software engineers in identifying slightly deviating opportunities. For ex-
ample, suppose a Long Method of 600 statements, in such a method suppose a 
primary suggestion starting at statement 100 and finishing in statement 180. When 
the software engineer inspects the suggested refactoring, he/she notices that one 
functionality starts at statement 100, finishes near 180, but not exactly there. In that 
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case, he/she can go through the alternatives and easily identify the most accurate 
source code part that offers the complete functionality. 

The next comparison is between opportunities 3 and 6, which however does not 
satisfy one of the grouping criteria, namely difference_in_size = 0.22 (i.e., 11/49) 
> max_size_difference = 0.2. Therefore, these two opportunities cannot be 
grouped. This is also the result of the comparison of opportunity 3 with opportuni-
ties 7 to 11. The next step of the algorithm is to select the next opportunity that 
does not participate in any group and repeat the process. If we apply the same steps 
on the remaining opportunities and the sorting based on the primary benefit, the 
final result will be five groups of opportunities as shown in Table 4.6. 

 

Table 4.6: Final Set of Extract Method Opportunities 

 
Opportunity Primary benefit Size 

7 013 to 022 68 9 

8 014 to 022 63 8 

6 010 to 031 60 16 

3 003 to 032 49 21 

5 004 to 031 46 20 

1 002 to 032 35 22 

4 003 to 034 14 23 

2 002 to 034 0 24 

10 017 to 021 29 5 

9 017 to 020 29 4 

11 029 to 031 11 3 

4.4 Industrial Case Study  
In this section we present the design and the results of the industrial case study, 
which aimed at assessing if the extract method opportunities identified by SEMI, 
can be linked to specific functionalities. The case study has been performed within 
a large company producing printers, in the Netherlands. 
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4.4.1 Case Study Design 
The goal of this case study, expressed with a GQM formulation (Basili et al. 1994), 
is to analyze the SEMI approach for the purpose of evaluation, with respect to its 
ability to (a) accurately identify the functionalities of the original method, and (b) 
efficiently rank the candidate Extract Method opportunities based on their extrac-
tion benefit, from the viewpoint of software engineers in industry. This case study 
is designed and reported according to the linear-analytic structure template sug-
gested by Runeson et al. (2012). In particular in the next sections we present the 
four parts of our research design, i.e., research questions (see Section 4.4.1.1), case 
selection (see Section 4.4.1.2), data collection (see Section 4.4.1.3), and analysis 
(see Section 4.4.1.4). 

4.4.1.1 Research Questions 

According to the above-mentioned goal we have derived two research questions 
(RQ) that will guide the case study design and the reporting of the results: 

RQ1:  Is the proposed approach able to accurately identify the functionalities in a 
given method? 

This research question will explore the recall and precision rates (Field 2013). Spe-
cifically, first we assess whether the approach has successfully identified all func-
tionalities offered by the methods under study (i.e., the percentage of functionali-
ties identified); and second the precision of the identification (i.e., the percentage 
of the identified Extract Method opportunities that match a specific functionality). 

RQ2:  Are the candidate refactorings, as proposed by the approach, ranked ac-
cording to practitioners’ perception of the benefit of applying those refactorings?  

This research question will explore the efficiency of the sorting part of the ap-
proach, based on the benefit obtained from extracting the candidate refactoring. 
The benefit is measured in terms of LCOM2. The sorting algorithm should be able 
to prioritize the Extract Method opportunities that concern a specific functionality 
(which would constitute a coherent new method), among a number of candidates. 

4.4.1.2 Case Selection 

This study is a holistic multiple case study that has been conducted in a large com-
pany producing printers in the Netherlands. In this study as cases and correspond-
ing units of analysis we consider the Long Methods. As case study participants we 
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selected three software engineers that are currently working on improving the un-
derstandability of the explored methods. 

In particular we have been provided with two Long Methods (for confidentiality 
reasons named as M1 and M2). M1 consists of 408 lines of code and is responsible 
for preparing an image for printing, whereas M2 consists of 642 lines of code and is 
responsible for processing the image while printing. 

4.4.1.3 Data Collection 

Collected Data. To answer the research questions mentioned in Section 4.4.1.1, we 
collected the following data items for each method: 

 A list of the blocks of code that provide a specific functionality, based on the 
expert opinion of the participants. This list of functionalities is going to be used 
as the gold-standard for assessing the precision and recall of the SEMI ap-
proach (onwards referred to as set of functionalities). 

 A sorted list of candidate refactorings (i.e., blocks of code) with respect to the 
benefit that can be obtained when these blocks are extracted as separate meth-
ods, based on the expert opinion of the participants (onwards referred to as 
sorted refactoring opportunities). The list of candidate refactorings opportuni-
ties (before sorting) has been obtained from SEMI to the two Long Methods of 
the company. 

Collection Process. To collect the data required for our study, we conducted a 
workshop with three industrial practitioners, working for the company. The partici-
pants have been involved in the original construction and/or maintenance of the 
source code of the company, and more specifically with methods M1 and M2. The 
workshop was composed of two parts:  

 Structured interviews. According to (Runeson et al. 2012) structured inter-
views consist basically of closed questions and can be similar to questionnaire-
based surveys. For the needs of our study, we asked a set of closed questions 
(in some cases followed by an open question for explanation purposes). Due to 
the technical nature of the questions, the participants received the questions on 
paper and they were asked to write down their answers after working on the re-
spective tasks. The researchers were present during the whole process, so the 
method can be compared to a supervised questionnaire-based survey (Pfleeger 
2001). The presence of the researchers in the room aimed at eliminating the 
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disadvantages of simply distributing a questionnaire, like the lack of clarifica-
tions.  

 Focus group. During the focus group the answers provided in the first part 
were discussed, giving the opportunity to clarify potentially different points of 
view or disagreements between the participants. The focus group could not bias 
the participants, because it was conducted at the end of the workshop, after the 
participants had submitted their completed questionnaires. The main goal of 
the focus group was to discuss and finalize starting and ending points of state-
ment clusters that provide functionalities. For example, one engineer might 
have suggested that a specific functionality starts on statement 72 and another 
that the same functionality starts on statement 75. In this case, only one starting 
point was assigned to the cluster. 

As preparation for the workshop we applied the proposed approach using as input 
the source code of methods M1 and M2. Therefore, two sets of ranked candidate 
Extract Method opportunities have been identified (a set of 33 Extract Method 
opportunities for M1 and a set of 25 for M2). The questions of both interviews and 
the focus group regarded the functionalities existing in the methods, the accuracy 
and completeness of the candidate refactorings, and the importance of extracting 
them to new methods. 

Collecting the Set of Functionalities: First we asked the participants to identify as 
many functionalities as possible in the source code of M1 and M2, as well as the 
parts of the code that implement these functionalities. With this task we aimed at 
exploring if all functionalities have been identified by our approach (RQ1). In par-
ticular, the participants identified eight functionalities for M1, and six functionali-
ties for M2. The extracted functionalities are listed below: 

 M1: (a) Fill swath entry, (b) Prepare plane, (c) Extract mask, (d) Mask swath, 
(e) Fill working buffer, (f) Update swath position, (g) Perform nozzle failure 
correction, and (h) Column reduction 

 M2: (a) Calculate Y-offset, (b) Y-correction, (c) Rotate, (d) Update dot coun-
ter, (e) Determine array range, and (f) Scramble swath 

Collecting the Sorted Refactoring Opportunities: Next, we provided the partici-
pants of the case study with a shuffled subset of the aforementioned Extract Meth-
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od opportunities21 and asked the participants to assign a score (1=min-5=max) 
based on the benefit of extracting each of the candidate methods into a new meth-
od. The benefit is evaluated based on two components: (a) the extent to which the 
approach identifies a complete functionality and (b) the design benefit gained from 
the extraction22. These two components of the scale are based on the two pillars of 
the proposed approach: each extract method opportunity should correspond to one 
functionality (compliance to SRP); and it should improve the design quality of the 
resulting system (the enhancement of quality is a basic advantage that should be 
offered by any refactoring (Fowler et al. 1999)). The used scale is described as 
follows: 
1. No Benefit (Not a functionality): The part of the code can’t be mapped to a 

concrete functionality.  
2. Limited Benefit (Not complete functionality): The part of the code does not 

provide a functionality (as a whole), but an adequate part of it. 
3. Partial Benefit (Almost complete functionality): The part of the code could 

provide a functionality, by adding or deleting a small number of lines. 
4. Only Functional Benefit (Complete functionality – No design improvement): 

The part of the code provides a functionality, but the benefit of extracting is not 
clear (e.g., it is highly coupled to the rest of the method, it is too small/large in 
size, etc.). 

5. Optimal Benefit (Complete functionality - Design Benefit): The part of the 
code provides a functionality and its extraction as a different method provides 
benefits for the system design. 

                                                      
21 We were not able to provide practitioners with the whole set of refactoring opportunities 
(96 for M1 and 65 for M2, including their alternatives), due to time limitation. For selecting 
the 21 extract method opportunities we randomly selected opportunities from all parts of 
the list (7 from first 1/3 of the ranked list, and so on). 
22 The term design benefit has been intentionally provided to the participants in such an 
abstract form, since we were not aiming at a specific quality attribute, but only to the gener-
ic feeling of the software engineer, on whether the design would improve after the refactor-
ing. 
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With this task we aimed at investigating the efficiency of the ranking approach, 
which is responsible for prioritizing the Extract Method opportunities with respect 
to their benefit for extraction (RQ2). The ranking of the opportunities for the two 
methods is presented in Table 4.7.  We note that each opportunity is assigned an id, 
composed by the method name and the number of the opportunity (i.e. O1.1. is the 
first opportunity of method M1).  

For assessing the evaluators’ agreement, we used inter-rater reliability calculated 
through the intra-class correlation coefficient (ICC) (Field 2013). The reliability for 
M1 has been calculated as 0.81 and as 0.29 for M2. The low reliability score for 
M2 suggests that the three reviewers expressed different opinions on the proposed 
ranking. A possible interpretation for this is the large size of M2 (approx. 200 lines 
more than M1), which hindered its understanding, rendering the evaluation of re-
factoring opportunities more difficult. Thus, refactoring M2 has proven to be chal-
lenging even for experienced software engineers, with expertize on the specific 
method. For this reason, specifically for M2, we decided to consider only the opin-
ion of the most experienced reviewer. The workshop organization and the ques-
tions used in the interviews and focus group are presented in the Appendix. 

4.4.1.4 Data Analysis 

In this section, we present the data analysis process that has been used for answer-
ing the research questions described in Section 4.4.1.1.  

Table 4.7: Sorted Refactoring Opportunities 

Method and 
Opportunity 

Mean Score 
(SD) 

Method and 
Opportunity 

Mean Score 
(SD) 

M1 O1.1 5.00 (0.00) M2 O2.1 4.33(1.15) 

O1.2 5.00 (0.00) O2.2 3.67 (2.31) 

O1.3 5.00 (0.00) O2.3 3.67 (1.15) 

O1.4 4.67 (0.58) O2.4 3.67(1.15) 

O1.5 4.67(0.58) O2.5 3.33(0.58) 

O1.6 4.33 (1.15) O2.6 3.33 (2.08) 

O1.7 4.33 (0.58) O2.7 3.33(0.58) 
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Method and 
Opportunity 

Mean Score 
(SD) 

Method and 
Opportunity 

Mean Score 
(SD) 

O1.8 4.33 (0.58) O2.8 3.33(2.08) 

O1.9 4.33 (1.15) O2.9 3.00(2.83) 

O1.10 4.33 (1.15) O2.10 3.00(0.00) 

O1.11 4.00 (1.00) O2.11 3.00(2.00) 

O1.12 4.00 (1.41) O2.12 3.00(2.00) 

O1.13 3.00(1.00) O2.13 3.00(1.73) 

O1.14 3.00 (1.00) O2.14 2.67(1.53) 

O1.15 2.33 (1.53) O2.15 2.33(0.58) 

O1.16 2.33 (1.53) O2.16 2.33(1.53) 

O1.17 2.33 (1.53) O2.17 2.33(1.53) 

O1.18 1.67 (0.58) O2.18 2.00(1.00) 

O1.19 1.33 (0.58) O2.19 1.67(0.58) 

O1.20 1.33 (0.58) O2.20 1.33(0.58) 

O1.21 1.00 (0.00) O2.21 1.33(0.58) 

 

Identification Accuracy: For answering RQ1 we will use three well-known met-
rics: namely F-measure, recall and precision (Field 2013). All metrics are calculat-
ed three times for every method, by varying the tolerance in the approach. Specifi-
cally, we use the following tolerance values: 1%, 2%, and 3%. We note that alt-
hough the accurate identification of functionalities is desirable there are cases that a 
functionality might be approximately identified. However, especially in large 
methods (e.g., 500 lines), pointing to a functionality with an accuracy of ±15 
statements (i.e. 3% tolerance) is still expected to be beneficial for the software en-
gineer. Further increasing the tolerance would lead to even higher precision and 
recall; however, we preferred to be strict in the evaluation of our approach so as to 
present a “worst-case scenario”.    
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Recall is calculated as the fraction of correctly identified functionalities over the 
total number of functionalities that exist in the method according to experts’ opin-
ion (i.e., eight for M1 and six for M2). Similarly, precision is calculated as the ratio 
of correctly identified functionalities over the total number of identified refactoring 
opportunities (i.e., 33 for M1 and 25 for M2). 

Ranking Accuracy: For answering RQ2, we calculate the Spearman Rank Corre-
lation between the expert ranking of refactoring opportunities, presented in Table 
4.7, and the ranking that the approach offers for the same list of opportunities (O1.x 

and O2.x, as discussed in Section 4.4.1.3). We note that the correlation analysis is 
only based on the ranking and not the actual values that are assigned on the one 
side from the experts and on the other side from the approach. Therefore, the dif-
ference in nature of the two assessments (i.e., a scale for evaluators and cohesion 
for SEMI) is not biasing the results. 

4.4.2 Results 
In this section we present the results of our study organized by research question. 
In this section we compare our results to the literature and provide initial interpre-
tations. A joint discussion of the results of both case studies is provided in Section 
4.6.1. 

4.4.2.1 Identification Accuracy (RQ1) 

In this section we evaluate the proposed approach with respect to its accuracy when 
identifying Extract Method opportunities. As explained in Section 4.4.1.4, we will 
present results for each method separately and for three tolerance values. There-
fore, in Table 4.8 we present the recall and precision of the SEMI approach for M1 
and M2. 

As it can be observed from Table 4.8, the recall rate of the proposed approach 
ranges from 57% (i.e., 8 out of the 14 functionalities offered by both methods) to 
93 % (i.e., 13 out of the 14 functionalities offered by both methods). Precision 
ranges from approximately 14% to 22%, i.e., the algorithm identifies 58 Extract 
Method opportunities, and through these opportunities 8-13 functionalities (de-
pending on the tolerance) are retrieved. Compared to related work (i.e., other tech-
niques that aim at the identification of Extract Method opportunities), the proposed 
approach achieves the highest recall rate, since the highest recall until now was 
63%-75%, achieved by jDeodorant (Tsantalis and Chatzigeorgiou 2011a).  
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Table 4.8: Approach Accuracy 

 

 
#Funcs 

Total 
EMO23 

Tolerance 
Correct 
Func24 

Recall Precision 
F-

measure 

M1 8 

33 1% 5 62.5% 15.1% 24.32% 

33 2% 8 100.0% 24.2% 38.97% 

33 3% 8 100.0% 24.2% 38.97% 

M2 6 

25 1% 3 33.3% 12.0% 17.64% 

25 2% 5 83.3% 20.0% 32.26% 

25 3% 5 83.3% 20.0% 32.26% 

To
ta

l 

14 

58 1% 8 57.1% 13.8% 22.23% 

58 2% 13 92.8% 22.4% 36.09% 

58 3% 13 92.8% 22.4% 36.09% 

 

Concerning studies aiming at feature location, the recall rate of the proposed ap-
proach is comparable to the one of Antoniol et al. (2002) and higher than the recall 
rate of the approach of Yosida et al. (2012). With regard to precision, our approach 
presents a rather low rate, compared to the highest rates in one study (i.e., jDeodor-
ant achieves approximately 50% precision), but is comparable to the rest of the 
studies (see (Antoniol et al. 2002, Silva et al. 2014)). However, an independent 
evaluation of the Extract Method algorithm provided by jDeodorant, suggested that 
its precision rate is closer to the average precision of similar techniques (i.e., lower 
than 10% (Silva et al. 2014)). We note that such comparisons are coarse-grained, in 
the sense that different datasets have been used in the compared studies. A fair 
comparison of the approaches will be provided in Section 4.5, where we present 

                                                      
23 Total EMO: Total Number of Identified Extract Method Opportunities 
24 Correct Func: Correctly located functionalities 
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the results of a comparative case study using a uniform dataset and golden standard 
for the involved approaches. Therefore, no interpretations on the outcome of the 
comparison are provided in this section. 

A possible interpretation of the lower recall and precision rates for M2 can be the 
larger size of the method per se. The difficulty of functionality identification inside 
larger methods is also evident by the differences in the expert responses, as implied 
by the low reliability rates (see end of Section 4.4.1.3). To investigate the scalabil-
ity of the proposed approach in Section 4.5.2.2 we further investigate the differ-
ences of recall and precision rates when investigating methods of various sizes. 

4.4.2.2 Ranking Accuracy (RQ2) 

To evaluate the ability of the approach to rank Extract Method opportunities, we 
present the results of the Spearman correlation test that we performed between the 
algorithm ranking, and experts’ opinion. The results shown in Table 4.9 concern 
the correlation between the ranking as obtained by our approach and the opinion of 
experts as presented in Table 4.7. 

Table 4.9: Raking Accuracy 

 M1 M2 

Correlation Coefficient 0.479 0.477 

Sig. < 0.02 < 0.02 

 

The results of Table 4.9 suggest that the ranking offered by the approach is moder-
ately correlated with the ranking based on experts’ opinion (Greg et al. 2005)25. 
Thus, if a software engineer starts evaluating the proposed opportunities by follow-
ing the suggested order, he/she might be able to identify all relevant Extract Meth-
od opportunities without exhaustively parsing the list. A similar approach has been 
employed also by Silva et al. (2014). We note that, for the special case of M2 (i.e., 

                                                      
25 According to Marg et al. (2014) a correlation is characterized as strong if the correlation 
coefficient ranges from 0.40 to 0.69. 
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low agreement rate among raters), the correlation of the rankings becomes 0.63, if 
we consider, only the opinion of the software engineer with the highest expertise 
on the specific method. 

Furthermore, the results suggest that the ranking of candidate extract method op-
portunities based on the benefit in terms of cohesion can help improve the identifi-
cation accuracy. In particular, we can observe that 93% of the functionalities have 
been identified in the Top-33 suggestions concerning M1, and the Top-25 sugges-
tions concerning M2 (see Table 4.8). This ability of the ranking algorithm to reduce 
the searching space for applying extract method opportunities, by 63 and 40 oppor-
tunities respectively, leads to an increased precision rate. The increase of precision 
by using a ranking/prioritization of Extract Method opportunities has also been 
reported by Silva et al. (2014), and therefore is considered as an expected finding.  

Finally, since we acknowledge that software engineers would more probably in-
spect only a limited number of suggestions (e.g., Top-10), we highlight that the 
approach is still able of identifying 7 out of 14 industrial functionalities, with a 
precision rate of 35% (F-measure: 0.41). Thus, based on F-measure, retaining the 
Top-10 suggestions from SEMI we achieve the better combination of precision and 
recall, compared to retaining Top-33 and Top-25 suggestions for M1 and M2. 
Summing up, although the correlation scores in Table 4.9 do not suggest a strong 
relationship, but only a moderate one, precision and recall of the approach increas-
es, when parsing only the top-X extract method refactoring opportunities. In par-
ticular by retaining only the top-10 suggestions for both methods, SEMI achieves 
an accuracy of 41% based on the F-measure, which is increased compared to re-
taining top-25 and top-33 suggestions (F-measure: 36%). 

4.5 Comparative Case Study 
In this section we present the design and the results of a case study on open source 
software projects, which aims at comparing the accuracy of SEMI to other state-of-
the-art approaches. The case study has been performed on projects that have al-
ready been used in the literature as a benchmark for extract method identification 
approaches.  

4.5.1 Case Study Design 
The goal of this case study, expressed with a GQM (Goal Question Metric) formu-
lation (Basili et al. 1994), is to analyze the SEMI approach for the purpose of 



Chapter 4

104

 

 

evaluation with respect to: (a) its ability to accurately identify extract method op-
portunities, and (b) the scaling of SEMI’s accuracy when investigating longer 
methods from the viewpoint of software engineers. Similarly to Section 4.4, this 
case study is also designed and reported according to the linear-analytic structure 
template suggested by Runeson et al. (2012), and the same sub-section structure is 
used. 

4.5.1.1 Research Questions 

According to the above-mentioned goal we have derived two research questions 
(RQs): 

RQ1:  How does the accuracy of the SEMI approach compare to other state-of-
the art tools/approaches? 

SEMI is not the only approach/tool proposed in the literature for suggesting extract 
method refactoring opportunities. Therefore, the aim of this research question is to 
compare the accuracy of SEMI to the accuracy of two state-of-the-art approaches: 
JDeodorant (Silva et al. 2014) and JExtract (Tsantalis and Chatzigeorgiou 2011a). 
We note that we have preferred not to perform the comparison within the industrial 
setting presented in Section 4.4, because the industrial data could not be made 
available, a fact that would weaken the presentation and the replicability of this 
case study. To answer this research question we will use the same metrics as in 
Section 4.4 (i.e., F-measure, recall and precision rates (Field 2013)). In order to be 
able to provide a fair comparison among the approaches/tools we execute all of 
them in the same software projects/methods. 

RQ2:  How does the scalability of the SEMI approach compare to other state-of-
the-art approaches?  

All existing approaches for extract method opportunities identification (including 
SEMI—as presented in Section 4.4.2) suffer from either low precision or low re-
call. In addition to that, in Section 4.4.2 we have discussed that the accuracy of 
SEMI is slightly decreased when applied to the longer industrial method. This can 
be considered as an expected finding, in the sense that the difficultly of analyzing a 
longer method is considered a more complex task. Thus, an interesting point of 
investigation is the scability of a method extraction approach, i.e. the ability of the 
approach to retain a certain level of accuracy as the size of the examined method 
increases. This research question aims at assessing the scalability of all the ap-
proaches compared in RQ1, and investigating the expected decrease in accuracy. 
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4.5.1.2 Case Selection 

This study is a holistic multiple case study that has been conducted on five open 
source software (OSS) projects. In this study as cases (and therefore also units of 
analysis) we consider a subset of the OSS projects’ methods. The selection of 
methods and projects has been based on the original studies in which JDeodorant 
and JExtract have been evaluated (i.e., (Tsantalis and Chatzigeorgiou 2011a) and 
(Silva et al. 2014) respectively). We preferred to not limit our investigation to only 
one of the two approaches’ benchmarks, so as not to bias our validation in favor of 
one of the two approaches. The examined OSS projects are: (a) Wikidev, (b) My-
Planner, (c) MyWebMarket, (d) Junit, and (e) JHotDraw. 

In total, among the methods of the five projects the authors of the original studies 
have isolated 132 methods, in which they have identified 155 extract method op-
portunities. To identify the extract method opportunities Tsantalis et al. (projects: 
MyPlanner and Wikidev) have contacted projects’ main developers to get their 
expert opinions, whereas Silva et al. used the first author’s opinion for MyWeb-
Market (he is the developer of the project), and artificially created long methods for 
JUnit and JHotDraw, by merging methods that were invoked inside others (for 
more details see (Tsantalis and Chatzigeorgiou 2011b)).  

4.5.1.3 Data Collection 

To answer the RQs mentioned in Section 4.5.1.1, for every method we have rec-
orded the following data items: 

 LoC—Method Size in statements. 
 Golden Standard—Lines of code to be extracted in a new method, as suggest-

ed either by experts or by the technique followed by Silva et al. (2014). 
 Best Matching Opportunity Identified in the Top-5 suggestions of SEMI 
 Best Matching Opportunity Identified in the Top-5 suggestions of JDeo-

dorant 
 Best Matching Opportunity Identified in the Top-5 suggestions of JExtract 

We note that we have selected to retain the Top-5 suggested opportunities for all 
tools, since practitioners are expected not to investigate all opportunities provided 
by the tools. The decision to limit the size of the set with retained opportunities to 
five, was driven by our intention to be as strict as possible while evaluating the 
examined approaches/tools.  
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To collect the data, SEMI and JDeodorant have been executed with their default 
parameters, whereas JExtract has been configured so as to: (a) suggest extract 
method opportunities of minimum size of 2 lines, (b) provide unlimited number of 
recommendations, and (c) suggest only the extraction of continuous code frag-
ments. This configuration has been performed so as to ensure the fair comparison 
to the other two tools/approaches. Finally, to ensure the replicability of our case 
study, we have made our dataset and golden standard available online26. 

4.5.1.4 Data Analysis 

In this section we present the data analysis process that has been followed for an-
swering the research questions described in Section 4.5.1.1.  

 Identification Accuracy: For answering RQ1 we will use the three metrics 
used in Section 4.4, namely F-measure, recall and precision (Field 2013). Simi-
larly to Section 4.4, all metrics are calculated three times for every method, by 
varying the tolerance of the approach (1%, 2% and 3%). 

 Scalability of the Accuracy: For answering RQ2, we calculate F-measure, 
recall and precision for a subset of the benchmark methods, including only the 
longest ones. Therefore, we isolated 15 methods with more than 30 state-
ments27 and compared the accuracy of the approaches in the complete dataset 
(on average approximately 18 LoC/method) with the accuracy of the approach-
es in only the longer ones (on average approximately 58 LoC/method).  

4.5.2 Results 
In this section we present the results of our comparative case study organized by 
research question. The number of extract method opportunities identified by each 
approach for all projects is presented in Table 4.10.  

From the results of Table 4.10 we can observe that the most conservative 
tool/approach is JDeodorant that makes on average 1 suggestion for smaller meth-

                                                      
26 http://www.cs.rug.nl/search/uploads/Resources/TSEdataset.xls  
27 The intuition that methods with more than 30 lines are expected to be long has been sug-
gested by Lippert and Roock (2006). 
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ods and less than 2 for longer methods, whereas the exhaustive approach of JEx-
tract identifies approximately 55 opportunities for all methods and approximately 
270 opportunities for the longer methods. Nevertheless, by retaining the Top-5 
suggestions from JExtract and SEMI, the number of opportunities is limited to 638 
and 75 respectively for all and long methods. 

Table 4.10: Identified Opportunities 

Tool All Methods 
(132 cases) 

Longer Methods 
(15 cases) 

SEMI 737 228 
JDeodorant 137 28 
JExtract 7,612 4,057 

4.5.2.1 Identification Accuracy (RQ1) 

In this section we compare the accuracy of SEMI to state-of-the-art approaches. 
Therefore, in Table 4.11 we present the F-measure, recall and precision of the three 
examined approaches for all methods. In Table 4.11 with grey cell shading we 
denote the approach that presents the best accuracy.  

Table 4.11: Approach Accuracy (all methods) 

Tools Tolerance Recall Precision F-Measure 

SEMI 1% 38,0% 12,9% 19,2% 

2% 47,0% 14,6% 22,3% 

3% 55,5% 18,8% 28,1% 

JDeodorant 1% 14,8% 17,4% 16,0% 

2% 18,4% 21,1% 19,7% 

3% 23,8% 28,0% 25,7% 

JExtract 

 

1% 52,2% 12,6% 20,4% 

2% 59,3% 13,1% 21,5% 

3% 61,9% 15,0% 24,2% 
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Based on the results of Table 4.11, we can observe that SEMI presents the most 
accurate approach in terms of F-measure, whereas JDeodorant in terms of precision 
and JExtract in terms of recall. The fact that jDeodorant is presenting the highest 
precision rate is probably due to the conservative strategy in identifying extract 
method opportunities, which leads to a low number of false positives. In particular, 
the slicing algorithm of jDeodorant calculates the computational slice of exactly 
one variable, without any provision for merging extract method opportunities into 
larger ones. Nevertheless, this strategy limits recall as well. We note that by con-
sidering the whole list of extract method opportunities suggested by all tools (not 
retaining only Top-5 suggestions), JExtract achieves a recall rate of nearly 96% 
(with 3% tolerance), but with a very limited precision (approx. 2%), leading to an 
F-measure of 4%. In the same setting SEMI and JDeodorant present a similar F-
measure (23% and 25% respectively). 

4.5.2.2 Scalability of the Accuracy (RQ2) 

By focusing on only the long methods of our dataset, the accuracy of the examined 
tools/approaches is substantially differentiated, as presented in Table 4.12. 

Table 4.12: Approach Accuracy in Long Methods 

Tools Tolerance Recall Precision F-Measure 

SEMI 1% 38,7% 16,4% 23,0% 

2% 41,9% 17,9% 25,0% 

3% 45,1% 19,1% 26,9% 

JDeodorant 1% 9,6% 12,0% 10,7% 

2% 12,9% 14,3% 13,5% 

3% 12,9% 16,0% 14,2% 

JExtract 

 

1% 16,1% 6,6% 9,4% 

2% 19,3% 8,0% 11,3% 

3% 19,3% 8,0% 11,3% 
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From the results of Table 4.12, we can observe that by focusing only on methods 
with more than 30 lines of code, SEMI presents the best precision, recall, and F-
measure for all levels of tolerance. Another, interesting finding is that SEMI per-
forms very similarly for long and small methods, in contrast to other approach-
es/tools. In particular, by comparing the results of Table 4.11 and Table 4.12, we 
can observe that in longer methods JDeodorant performs approx. 36% worse in F-
measure, whereas JExtract approx. 51% worse. On the contrary, the recall of SEMI 
is decreased by only 9%, the precision increases 17%, and the F-measure increases 
by 9%.  

4.6 Discussion 

4.6.1 Interpretation of Results 
The results of the performed case studies suggest that the SEMI approach achieves 
top F-measure rates compared to the state-of-the-art approaches on both Extract 
Method opportunities identification (see Section 4.3.1) and feature/functionality 
identification (see Section 4.3.2). This result becomes more evident in cases that 
extract method opportunities identification is performed on longer methods (i.e., 
more than 30 statements). This outcome suggests that the single responsibility 
principle can be applied inside the body of a method. SRP has been originally in-
troduced at the design level and specifically for the extraction of classes from other 
larger ones. However, the results of this study suggest that multiple functionalities 
offered by the same method can be identified using the same approach. The extrac-
tion of such sets of statements to separate methods has been validated as useful by 
the experts participating in our case study. In addition to that, the results strongly 
suggest that the use of method body cohesion metrics for identifying Extract Meth-
od opportunities is accurate. In particular, the proposed approach has in total iden-
tified 13 out of 14 functionalities offered by two very long methods (approx. 500 
lines of code) that we have examined, as indicated by the software engineers work-
ing on them (i.e., a recall rate of 92.8%). Furthermore, although the results of our 
case study suggest that the proposed approach is not achieving high precision rates, 
this is can be explained as follows: 

Expected trade-off between precision and recall. In every classification approach 
the two measures of accuracy (i.e., precision and recall) are contradicting. There-
fore, since the goal of this algorithm is to identify as many functionalities/Extract 
Method opportunities as possible, lower precision rate is preferable, in order to 
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achieve top recall. The same outcome can be observed also in the study of Antoniol 
et al. (2002), where in order to achieve 100% recall, the precision dropped to 13%. 
A possible reason for the improved precision of slicing-based approaches is that 
they have a much narrower scope, since they aim at extracting statements affecting 
a variable or in the best case scenario, the entire calculation of a variable. Such a 
goal is significantly more bounded than the selection of arbitrary functionalities 
involving numerous variables. Nevertheless, we note that the comparative case 
study has revealed that other existing approaches for extract method opportunities 
identification suffer from the same problem. To combine precision and recall in a 
single measure that takes into account this trade-off, we have used F-measure. The 
results suggest that based on F-measure, SEMI can handle this trade-off more effi-
ciently compared to other approaches (highest F-measure rates). 

The order of magnitude in the method size. As explained in Section 4.2 (see Table 
4.1), our industrial case study has tested SEMI on substantially long methods than 
any other approach. Since the size of the problem searching space increases expo-
nentially with the growth of the method size, it is expected that the longer the 
method, the harder it is to accurately identify all functionalities. We expect espe-
cially precision to be influenced from this factor since the number of identified 
opportunities increases in longer methods. Nevertheless, the evidence obtained by 
the comparative case study, suggested that SEMI scales better than existing tech-
niques in terms of precision, when the size of the method is increasing. 

4.6.2 Reliability of Results 
To test if the use of a different cohesion metrics differentiates the previously dis-
cussed results, we replicated the data collection for the industrial case study by 
using another cohesion metric (namely, Class Cohesion - CC (Bonja and Kidanma-
riam 2006)) in the calculation of the primary benefit measure. The selection of CC 
has been based on the facts that: (a) it is the top predictor of the existence of the 
long method bad smell (see Chapter 2), and (b) it has different properties compared 
to LCOM2 in the sense that it is a normalized measure, it is not correlated to size, 
and it captures cohesion instead of its lack. The precision and recall of the pro-
posed approach when using CC are presented in Table 4.13.  
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Table 4.13: Approach Accuracy (Metric: CC) 

 

 
#Funcs 

Total 
EMO 

Tolerance 
Correct 

Func 
Recall Precision 

F-
measure 

M1 8 

41 1% 5 62.5% 12.2% 20.41% 

42 2% 7 87.5% 16.7% 28.05% 

42 3% 8 100.0% 19.0% 31.93% 

M2 6 

72 1% 4 66.6% 5.6% 10.33% 

72 2% 5 83.3% 6.9% 12.74% 

72 3% 5 83.3% 6.9% 12.74% 

To
ta

l 

14 

113 1% 9 64.3% 7.9% 14.07% 

114 2% 12 85.7% 10.5% 18.71% 

114 3% 13 92.8% 11.4% 20.31% 

The results suggest that using CC:  

 recall is increased (64.3% - 92.8%) and thus produces top results compared to 
the state of the art; and 

 precision is decreased (7.9% - 11.4%), but is still comparable to research state 
of the art (precision of such approaches is approximately 10%). 

4.6.3 Implications for Researchers & Practitioners 
The results of this study are expected to prove useful to both researchers and practi-
tioners. Concerning practitioners, we expect that the proposed approach and the 
corresponding tool (see Section 4.6.3) will help them to improve the design-time 
quality of their code. This improvement comes from two characteristics, namely 
the generic benefits of Extract Method refactoring and the benefits of applying the 
SRP: 

 Generic benefits. The refactoring of Long Methods and the consequent im-
provement of cohesion, caused by applying the SEMI approach has been relat-
ed to improving quality attributes (e.g., maintainability (Chidamber and Ke-
merer 1994) and reusability (Bansiya and Davis 2002)). 
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 SRP-based benefits. The Extract Method opportunities derived based on the 
Single Responsibility Principle (Martin 2003) are expected to provide addi-
tional benefits in terms of modularity. In particular, the fact that each function-
ality is going to be encapsulated in a separate method decouples the axes of 
change for a specific class (Martin 2003). Furthermore, the enhanced modulari-
ty is expected to further boost reusability, not only in terms of ease in adjusting 
the reusable part of the code into the target system (Kakarontzas et al. 2013), 
but also in terms of “cleanly” reusing only the desired code, without needless 
repetition (Martin 2003). Finally, resolving modularity issues is expected to re-
duce the amount of technical debt28 accumulated in software systems, since ac-
cording to Alves et al. (2016) modularity violations and code smells are its 
most common indicators. 

Regarding researchers, the study led to some interesting implications and future 
work directions. First, the benchmark created for our comparative case study can 
be useful both in the domain of feature location and refactorings identification, 
which currently lack a set of methods with identified functionalities/extraction 
opportunities. The provision of this benchmark will enable the fair comparison of 
future approaches and reduce deviations in recall and precision, caused by using 
different systems as objects. Second, the fact that SRP and cohesion are successful-
ly tailored to apply at the method level, opens new research directions on how oth-
er principles can be transferred to different levels of granularity, e.g., architecture 
or code. Finally, the approach can be tailored to fit the identification of additional 
refactoring opportunities. We believe that such a tailoring constitutes an interesting 
future work, since different refactoring opportunities require completely different 
identification algorithms, checking of preconditions, ranking approaches and eval-
uation strategies. For example, even for refactorings of similar purpose (e.g., ex-
tract parts of the code in different levels of granularity—i.e., extract methods, ex-
tract class, etc.) the required approaches should be different: in extract class you 
need to investigate the clusters of methods and attributes that should be placed in 

                                                      
28 Technical debt is perceived as any compromise made in order to add business value to 
software systems (e.g., shrink product time to market). More details on technical debt re-
search can be found in (Ampatzoglou et al. 2015b). 
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the new class, whereas in the extract method you need to investigate which lines of 
code are functionally relevant, do not violate AST preconditions, determine the 
number of parameters for the new method, etc. Thus, despite the fact that in both 
cases a cohesion-based approach is required, the same approach cannot be directly 
transferred from the one code smell to the other.  

4.6.4 Tool Support 
The SplitLongMethod tool is comprised of two parts: the Long Method detector 
that identifies Long Methods in large codebases (as presented in our previous 
work—see Chapter 2 ); and the Extract Method opportunities that presents the 
identification, grouping and ranking of all possible Extract Method opportunities 
identified in a single Long Method. We note that the user has the option to freely 
select the metric that will be used for assessing the cohesion among statements and 
prioritizing the Extract method refactoring opportunities. 

Long Method Detector: The tool analyses Java classes and the results are present-
ed in two components, as shown in Figure 4.10: 

 

 
Figure 4.10: Long Method Detector 
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 Results Table (see right side of the User Interface (UI)): Presents method 
names, the cohesion metric score, and a suggestion whether the method is in 
need of refactoring or not. The methods are ranked based on the selected met-
ric.  

 Heatmap (see left side of the UI): Visually represents the same information. 
The size of each box depends on the ranking of the method, whereas the color 
(binary value) if it needs refactoring or not. 

Extract Method Detector. The second part of the tool (related to the SEMI ap-
proach) focuses on a specific method. The selected method is analyzed and Extract 
Method opportunities are identified. After the identification of the Extract Method 
opportunities, the grouping and ranking algorithm is executed. The obtained groups 
of Extract Method opportunities are ranked based on the selected cohesion metric 
and are presented in Figure 4.11: 

 Extract Method Opportunities (left side of the UI): Lists all the identified ex-
tract method opportunities, and their expected benefit, ranked by benefit. 

 Alternatives (center of the UI): Lists all alternatives (i.e. similar opportunities 
with minor differences in terms of starting/ending LoC), for the selected extract 
method opportunity, ranked by benefit. 

 Source Code (right side of the UI): Highlights the code of the selected extract 
method opportunity 

 

 
Figure 4.11: Extract Method Opportunities UI 
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4.7 Threats to Validity 
In this section, we present and discuss potential threats to the validity of our case 
studies (Runeson et al. 2012). Internal validity is not considered, since causal rela-
tions are not in its scope. 

4.7.1 Construct Validity 
A possible threat to construct validity is related to the accuracy of the approaches 
that are used to identify and rank Extract Method opportunities. Such a threat is 
classified as construct validity in the sense that inaccurate results might lead to 
measuring a different phenomenon than the one originally intended to investigate. 

The proposed algorithm for identifying, grouping, and ranking Extract Method 
opportunities is performed based on the assumption that common method calls and 
the use of common objects can indicate a potential relation between the corre-
sponding statements. Thus, they should be taken into account during the clustering 
process, which is performed considering cohesion. This assumption may pose a 
threat to validity since there are many definitions of cohesion (Briand and Daly 
1998) that do not take such relationships into account. However, the call of a same 
method, even with a different object denotes some similarity between statements, 
since they are in need of a same service (i.e., the one provided by the called meth-
od). Following a similar mindset, the use of the same object calling any method 
indicates the use of the same data and thus we can talk about data cohesion (Your-
don and Constantine 1979). In addition to that, concerning the accuracy of the se-
lected cohesion metric (i.e., LCOM2), it is possible that the use of a different metric 
could affect the results of this study. However, we selected to use LCOM2 based on 
our previous experience on method level cohesion metrics and their relation to 
Long Methods identification (see Chapter 2). The main benefit of using LCOMs is 
its inherent correlation to both method’s size and cohesion (see Chapter 2). 

Moreover, the case study participants may have a different background and experi-
ence and thus influence the choice of selected functionalities and the ranking of 
refactoring opportunities. To avoid this threat, we involved three employees who 
were all familiar with the project under investigation. However, it is possible that 
participants have a different perspective of the methods, due to their different roles 
in the company (i.e., one refactorings expert and two developers). To mitigate this 
risk, we calculated their agreement rate (see Section 4.4.1). Specifically, we ob-
served that concerning the first method the results show high agreement and thus 
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constitute reliable results. On the other hand, regarding the second method the an-
swers of the interviewees were not strongly correlated (but only moderately); this 
may suggest that more participants would be needed to obtain fully reliable results. 
However, this was not possible due to resource constraints in our industrial case 
study. To mitigate this threat we explore the ranking efficiency of SEMI not only 
based on the aggregated opinion of all experts but also to the opinion of the most 
experienced one. The results suggested that in both cases SEMI is able to provide a 
moderate to strong rank correlation. 

4.7.2 Reliability 
With regard to reliability, we consider any possible researchers’ bias, during the 
data collection and data analysis process. The design of the study concerning data 
collection, does not contain threats, since the material provided to the participants 
included the source code of the company and clusters of code that had been created 
automatically by a tool. Additionally, the researchers themselves were not required 
to interpret the results at any point, since the participants were answering the tasks 
on paper. Moreover, with respect to the data analysis process, to mitigate any po-
tential threats to reliability, two researchers were involved in the process, aiming at 
double checking the work performed and thus reducing the chances of reliability 
threats. 

4.7.3 External Validity 
Concerning external validity, a potential threat to generalization is the possibility 
that performing the study on different methods of different companies might affect 
the precision and recall rates. However, we believe that the selected industrial case, 
given its size and complexity, represents a realistic industrial system. Nevertheless, 
acknowledging the fact that this threat exists not only for this work, but also for all 
related previous studies, we emphasize the need for creating a benchmark for as-
sessing such approaches (see Section 4.6.2). 

Additionally, although the precision and recall of the proposed approach might 
change with the use of different parameters (e.g., a different cohesion metric in the 
calculation of the primary benefit measure), a sample experimentation (see Table 
4.13) has shown that these rates are not significantly influenced. A detailed discus-
sion of these findings can be seen in Section 4.6.1. 
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4.8 Conclusion 
This study proposes an approach for identifying Extract Method opportunities in 
the source code of Long Methods (namely SEMI), and ranking them according to 
the benefit that they yield in terms of cohesion. The proposed approach is based on 
the Single Responsibility Principle and its inherent relation to cohesion. Therefore, 
the approach identifies the largest possible cohesive sets of instructions and sug-
gests their extraction.  

To evaluate the approach, we conducted two case studies: (a) using two industrial 
Long Methods, which consisted of a total of 1,000 lines of code, and used experts’ 
opinion as a golden standard, and (b) using open-source data to compare SEMI to 
state-of-the-art approaches/tools. To the best of our knowledge, the industrial case 
study is the largest one with regard to the size of the methods investigated. The 
results of the industrial case study indicate that the proposed approach can ade-
quately identify functionalities inside the body of long methods, with high recall 
rates. In particular, we have been able to locate (with a ±3% tolerance) approxi-
mately 90% of functionalities that exist in these methods and suggest their extrac-
tion into different methods. The results of the comparative case study have indicat-
ed that SEMI outperforms existing approaches in terms of F-measure (i.e., a com-
bination of precision and recall), and that it is the only approach that scales (i.e., 
retains high levels of F-measure) for methods of different sizes (ranging from 18 – 
500 lines of code). In order to ease the adoption of our approach, we have devel-
oped a tool that automates its application for Java classes. Finally, we argue that 
the proposed approach can be useful to practitioners for applying the Extract Meth-
od refactoring. 

This chapter focused on the refactoring of the Long Method smell and specifically 
on proposing an approach that can be used for extracting Long Method opportuni-
ties, and validating the proposed approach. In this way we completed the investiga-
tion in the scope of this thesis, around managing Code TD, and thus in the next 
chapter we will focus into another type of TD; Design TD. 
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5 A THEORETICAL MODEL FOR      
CAPTURING THE IMPACT OF DESIGN 
PATTERNS ON QUALITY:                      
THE DECORATOR CASE STUDY 

Abstract 
Design patterns are widely recognized as reusable solutions that can be applied for 
improving design quality. However, empirical results suggest that patterns may 
sometimes support and other times hurt a quality attribute. Thus, there is a need for 
guidance on when a pattern is beneficial and when it is not. To provide such guid-
ance, we propose a theoretical model for understanding the effect of patterns on 
quality. The obtained results are expected to improve the theoretical body of 
knowledge on design patterns, and facilitate informed decision making about when 
to insert or remove a pattern from a system. As an example, we present and discuss 
the results of modelling and exploring the effect of Decorator instances on quality. 
The results suggest that Decorator instances that are not expected to evolve through 
the addition of components in composite objects decrease system cohesion and 
therefore, modularity and maintainability are weakened. 

Based on: Charalampidou, S. Ampatzoglou, A., Chatzigeorgiou, A., Avgeriou, P., Sencer, S., Arvanitou, E. M., and 
Stamelos, I. (20017b). A Theoretical Model for Capturing the Impact of Design Patterns on Quality: The Decorator Case 
Study. In 32nd ACM Symposium on Applied Computing (SAC), ACM, New York, NY, USA, 1231-1238. 
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5.1 Introduction 
GoF design patterns (Gamma et al. 1995) are widely adopted as reusable solutions 
to common design problems. Although these patterns were not originally explicitly 
linked to quality attributes, a recent systematic secondary study (Ampatzoglou et 
al. 2013b) identified an extensive corpus of research aiming at assessing the effect 
of GoF patterns on quality. However, the study indicates that GoF patterns cannot 
be uniformly evaluated with respect to their effect on quality; specifically, different 
empirical studies suggest that the same pattern exhibits exactly the opposite effect 
on the same quality attribute (Ampatzoglou et al. 2013b), e.g., Visitor has been 
evaluated both as positively (Khomh and Guéhéneuc 2008) and as negatively (e.g., 
(Vokác et al. 2004)) related to understandability.  

To investigate the aforementioned contradictory results, a few theoretical ap-
proaches have been proposed. These approaches (see Section 5.2) develop mathe-
matical models that capture the effect of patterns on quality, by considering the 
generic representation of a pattern, rather than a specific instance. Such approaches 
have modeled the effect of patterns on various qualities. Nevertheless, only limited 
patterns have been explored, while the effect of patterns is mostly studied on the 
directly affected quality attributes (e.g., the effect of patterns involving polymor-
phism on the number of polymorphic methods). Therefore, we need to explore 
additional patterns, and model their effect on a variety of qualities, so as to identify 
possible trade-offs, i.e., positive effect on one quality attribute and negative effect 
to others.  

The goal of this chapter is to thoroughly investigate the effect of the Decorator 
pattern on various qualities and study the corresponding trade-offs. To achieve this 
goal, we reuse and extend a two-step method (Ampatzoglou et al. 2012): (a) we 
first develop a theoretical model that captures the effect of patterns on quality at-
tributes, based on numerical indicators, and (b) we then simulate all possible pat-
tern instances based on the aforementioned model, in order to explore changes in 
the effect of patterns on quality. Specifically, during the second step of the method 
we perform statistical analysis to explore how frequently the pattern has a positive 
effect on quality. For patterns that do not have a uniform effect, we ‘dig deeper’ to 
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identify the parameters that constitute the pattern beneficial or harmful. To demon-
strate the method in this manuscript, we compare Decorator to a specific design 
alternative, and report the results. In an accompanying technical report29 we present 
results on the State/Strategy and the Template Method patterns.  

The rest of the chapter is organized as follows: in Section 5.2, we present related 
work; in Section 5.3, we introduce our method for comparing patterns to alternative 
solutions. In Section 5.4 we present the application of the method on Decorator, 
while in Section 5.4.5 the obtained results. In Section 5.5, we discuss the findings 
and present implications for researchers and practitioners. Section 5.7 outlines 
threats to validity, and Section 5.8 concludes this chapter. 

5.2 Related Work 
As related work we have considered studies that investigate the effect of patterns 
on quality through theoretical models. First, Huston (2001) studied the effect of 
three patterns (Mediator, Bridge and Visitor) on coupling, inheritance and size 
metrics. According to Huston, there are several thresholds that, when surpassed, 
the pattern application is beneficial. The differences between our work and (Huston 
2001) are that: (a) we explore more qualities, quantified by different metrics, and 
(b) we investigate different patterns.  

The second study by Hsueh et al. (2008) investigated the effect of six patterns on a 
single quality attribute that each pattern directly affects (e.g. the effect of: Observer 
on Coupling, Strategy on Polymorphism etc.). However, investigating the effect of 
a pattern on a single quality attribute can result in neglecting possible trade-offs 
that pattern usage induces. For example, when a pattern is employed, the coupling 
of the system may decrease, but as a side effect the size may increase. Compared to 
Hsueh et al. (2008), we do not limit our study to a single quality attribute, but we 
examine all metrics of the selected metric suite. Although both works examine the 
Decorator pattern, we advance the state of knowledge by studying 10 additional 
quality attributes. 

                                                      
29 www.cs.rug.nl/search/uploads/Resources/patterns_TR_20151015.pdf 
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Finally, in (Ampatzoglou et al. 2012) the authors used the methodology proposed 
by Huston (2001) and Hsueh et al. (2008), to perform a comprehensive evaluation 
on the effect of three patterns (Bridge, Abstract Factory, and Visitor) on various 
qualities. The results of that study validated the existence of thresholds (named as 
“cut-off points”) that when surpassed pattern application becomes beneficial. Our 
current work is based on this work, i.e., (Ampatzoglou et al. 2012), investigating a 
new pattern and using additional pattern-related characteristics.  

5.3 Method 
In this section we describe the method we applied for the needs of our study. The 
method is an enhanced version of the one introduced by Ampatzoglou et al. (2012). 
Our method is based on three fundamental observations, made on GoF patterns:  

- Existence of a set of comparable solutions: For each pattern, we can propose 
several alternative design solutions (i.e. pattern and non-pattern) that can substitute 
its functionality and can be used in cases when the pattern is not beneficial (Am-
patzoglou et al. 2013c).  

- Existence of characteristics related to software quality attributes: GoF patterns 
contain certain structural characteristics that are related to quality. For example, in 
Bridge, such characteristics (i.e., class hierarchies, polymorphic method behavior, 
and class composition) improve maintainability and flexibility of the design (Am-
patzoglou and Chatzigeorgiou 2007). Hence, measures on pattern-related character-
istics, which evolve during maintenance, such as the number of polymorphic meth-
ods, or the classes in a hierarchy, can be used as parameters to our method to pre-
dict the effect on these qualities.  

- Different instances of patterns vary with respect to the previously mentioned 
characteristics: Depending on how the patterns are instantiated in a particular sys-
tem, measures of their structural characteristics may differ substantially, e.g., num-
ber of participating classes (Ampatzoglou et al. 2011). This might be an objective 
factor for the varying effect of different pattern instances on the same quality at-
tribute. 

Based on these observations, we developed a method consisting of two parts. In the 
first part (model construction) we derive equations that calculate quality metric 
scores for different pattern instances as a function of pattern-related characteristics. 
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In the second part (analytical exploration) we use statistical analysis on these 
models, to compare pattern and alternative design solutions.  

 

Part A – Model Construction 

1) Identification of Alternatives: Derive one or more alternative design solutions 
from literature, open-source solutions or designers’ personal experiences.  

2) Identification of Pattern-related Parameters: Identify the major modification 
operations, with respect to structural characteristics (i.e., add classes in hierar-
chies, or add pattern-related methods). Based on the modification operations 
that can be applied on the pattern, extract a list of pattern-related parameters 
(numerical indicators) that can characterize a specific instance. For example, 
in the Template Method, there is one parameter related to the number of con-
crete classes (altered through the add concrete subclasses modification opera-
tion) and two parameters related to methods: the number of template methods 
(add inherited methods) and the number of primitive operations (add overrid-
den methods). 

3) Modeling of Solutions: Model the alternative solutions identified in step 1, 
based on all the involved parameters of step 2. 

4) Quality model selection: Select a quality model that fits the designer’s needs, 
or simply a set of metrics. Any development team can select if they want to 
evaluate their solutions with respect to an existing quality model, or a custom-
ized model, or just a set of metrics that are not aggregated or composed. 

5) Construction of equations: Construct equations that calculate quality attrib-
utes/metric scores as functions of pattern-related parameters (see step 2 and 
step 3). 

 

Part B – Analytical Exploration 

6) Statistical Analysis: Substitute the variables of the equations with the values 
that the pattern-related parameters are expected to get along pattern evolution. 
Perform descriptive statistics and hypothesis testing on the dataset. 

7) Cut-off Points Analysis: If the results of the statistical analysis do not indicate 
which design solution is better, compare the equations of step 5 and identify 
the cut-off points (i.e., the solutions of the inequalities). The identified cut-off 
points suggest the values of pattern-related parameters for which each design 
solution (pattern or alternative) is beneficial. 
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The major difference between this method, compared to the original one (Am-
patzoglou et al. 2012), which considered only one class-related parameter30 (i.e., 
number of concrete subclasses) (Ng et al. 2007), lies on the identification of addi-
tional parameters31 (i.e., number of pattern-related methods). Especially for the 
case of Decorator, studying pattern-related methods is important, since according 
to Di Penta et al. (2008) adding and removing methods is the most frequently ap-
plied modification operation. Instead of using the number of pattern-related meth-
ods, we decided to use more fine-grained parameters, based on the type of the 
method: (a) number of abstract methods, (b) number of overridden methods, and 
(c) number of inherited methods. The rationale of this decision is based on the fact 
that for some patterns (e.g., Strategy) the basic criterion for applying them can be 
the number of inherited methods compared to the number of overridden ones. In 
particular, if the number of overridden methods (varying behavior) is negligible 
compared to inherited methods (common behavior), then an alternative design 
(e.g., set of if-statements) might be preferable. 

5.4 Model Construction 
This section presents the application of the proposed method on Decorator, orga-
nized based on the first five steps of the method that correspond to the model con-
struction. The last two steps (analytical exploration) are presented in Section 5.5.  

5.4.1 Identify alternatives 
Decorator is used for “adding behavior or state to individual objects at run-time” 
(Gamma et al. 1995). We selected to demonstrate the method on Decorator, due to 
its inherent complex structure and the fact that method-related parameters cannot 

                                                      
30 We have not considered the “add clients” (Ng et al. 2007) parameter due to its uniform 
effect on both solutions. “Adding abstract classes” (Ng et al. 2007) was not considered, 
since the addition of an abstract class in a pattern instance would create a coupled pattern. 
31 This does not imply that the results of (Ampatzoglou et al. 2012) are invalidated, since for 
all examined patterns in (Ampatzoglou et al. 2012), the number of pattern-related methods 
is associated to the number of concrete subclasses.  
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be subsumed by the number of classes. The class diagram of a typical Decorator is 
presented in Figure 5.1, whereas an alternative design is presented in Figure 5.2. 
While building the alternative, we replaced: (a) the composition to objects of the 
superclass (i.e., link between Component and Decorator) with direct compositions 
to all leafs (i.e., link between Leaf1 and Decorator, etc.), which can be considered 
as a common design decision from novice software developers; and (b) the use of 
polymorphism (Decorator hierarchy) with conditional statements, based on the 
value of the decoratorType variable. Similarly, this is a common design decision—
see refactoring: “prefer conditional over polymorphism” (Fowler et al. 1999). 

We note that the specific alternative is not a pattern variant, but an artificial design 
constructed by ignoring some pattern principles. We acknowledge that the results 
reported in this chapter depend on this alternative, and would be different if we 
used a different alternative (see threats to validity in Section 5.7). In any case, one 
who wishes to apply the proposed method with another design alternative can re-
produce the steps of the method, as illustrated in Section 5.4 to compare any set of 
design options.  

5.4.2 Identify pattern-related parameters 
In the structure of the Decorator design pattern we have identified six pattern-
related parameters (see Figure 5.1): three based on the class hierarchies and three 
based on methods.  

 

Number of Classes 

 Let n be the number of Leafi in the design.  
 Let p be the number of ConcreteDecoratorA1i—those that provide additional 

methods than the ones provided by the given methods of the hierarchy. 
 Let q be the number of ConcreteDecoratorA2i—those that only exhibit differ-

ent behavior on the given methods of the hierarchy, without providing new 
ones. 

 

Number of Methods 

 Let m be the number of operationi methods—abstract methods in the Decorator 
class hierarchy. 
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 Let k be the number of otherOperation methods—non-abstract (inherited) 
methods in the Component class. 

 Let r be the number of additionalOperation methods, offered by ConcreteDec-
oratorA1i classes. 

In Figure 5.1 we demonstrate how the specific pattern-related parameters are 
mapped to the Decorator UML class diagram. 

 

 
Figure 5.1: Decorator Design Pattern Class Diagram 

5.4.3 Model solutions based on parameters 
As explained in Section 5.4.1 the Decorator Design Alternative holds different lists 
for each type of Leaf, in order to provide equal functionality on the aggregation to 
Component class in the design pattern. In order for the decorator to change type 
during run-time, the Decorator class holds a decoratorType attribute that takes (p + 
q) possible values. Inside the (m) operation, we placed (p+q) if statements, to han-
dle all possible ConcreteDecoratori classes. The way that the pattern-related param-
eters are mapped into the alternative UML class diagram is depicted in Figure 5.2. 
We note that (p) and (q) are not represented, since if-statements are not visible at 
class diagrams. 
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Figure 5.2: Decorator Design Alternative Class Diagram 

 

5.4.4 Select a metric suite 
For this study, we used the QMOOD metrics (Bansiya and Davis 2002). These 
metrics can directly quantify a set of low-level Quality Attributes (QA)—e.g., cou-
pling, cohesion, etc., which in turn can be grouped to assess high-level ones (e.g., 
reusability, etc.). These low-level qualities and the metrics that quantify them are 
presented in Table 5.1 (Bansiya and Davis 2002). We note that in this study we use 
only the QMOOD metric definitions and their positive/negative relationship to high 
level quality attributes, rather than the mathematical formulas that are suggested for 
their quantification, so as not to raise a threat to construct validity (Hsueh et al. 
2008) (see Section 5.7). 
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Table 5.1: QMOOD Metrics and Low-Level Quality Attributes 

Low-Level QA Metric Description 

Design Size Design Size in Classes (DSC) - Count of classes. 

Messaging Class Interface Size (CIS) - Count of public methods  

 Polymorhism Number of Polymorphic Methods (NOP) - Number of meth-
ods that can exhibit polymorphic behavior 

Abstraction Average Number of Ancestors (ANA) - Average number of 
classes from which a class inherits.  

Encapsulation Data Access Metric (DAM) - Ratio of the number of pri-
vate/protected fields to the total number of fields 

Coupling Direct Class Coupling  (DCC) - Number of other classes that 
the  class is directly related to. 

Composition Measure of Aggregation (MOA) - Number of data declara-
tions whose types are user defined classes. 

Inheritance Measure of Functional Abstraction (MFA) - Ratio of number 
of methods inherited by total number of accessible methods. 

Cohesion Cohesion Among Methods (CAMC) - Sum of the intersection 
of a method parameters with the maximum set of all parameter 
types in the class. 

Hierarcies Number of Hierarchies (NOH) - Count of hierarchies in the 
design.  

Complexity Number of Methods (NOM) - Number of methods in the class. 

5.4.5 Construct equations 
By calculating the metric presented in Table 5.1 on the designs of Section 5.4.1, we 
formulated the metric scores for low-level quality attributes, for both solutions (f(x) 
for the pattern and g(x) for the alternative). The calculations are reported together 
with the obtained results for two additional patterns (i.e., Strategy and Template 
Method), in an accompanying technical report1, due to space limitations. However, 
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to enhance the readers’ understandability, we provide the calculation of one metric 
(DCC) for the pattern (Decorator) solution, as an example. We clarify that to ag-
gregate metric scores from the class level to the pattern level we use the average 
function. More specifically the numerator is calculated as the sum of the DCC of 
all classes, whereas the denominator equals the number of classes. 

According to the class diagram presented in Figure 5.1, for the pattern solution, the 
numerator is calculated as follows: The Client class includes an object, of type 
Component, so its DCC equals 1. Similarly, the Component class includes an ob-
ject, of type Decorator, so its DCC also equals 1. The (n) Leafi classes inherit from 
the Component class, so their DCC equals 1. Similarly, the (p) ConcreDecorato-
rA1i classes and the (q) ConcreDecoratorA2i inherit from the Decorator class, so 
their DCC equals 1. The DCC of the Decorator class equals 0 since it does not 
include any dependencies. The denominator on the other hand, as already men-
tioned above is the number of classes in the pattern solution, i.e., the sum of the 
number of Leafi classes (n), the number of ConcreDecoratorA1i classes (p), the 
number of ConcreDecoratorA2i classes (q), plus 3 (i.e. Decorator, Component and 
Client). Thus, 
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Similarly, we calculate the metric for the alternative solution, by considering the 
classes and methods of the respective design. 

5.5 Analytical Results 
In this section we present the results obtained while applying the second part of our 
method, in which we analyze the theoretical models constructed in Section 5.4. In 
Section 5.5.1 we present the results of the performed statistical analysis, so as to 
present quality attributes for which the pattern or the alternative solution is always 
beneficial (step 6). In Section 5.5.2 we explore the cases that no optimal design 
solution could be identified, by investigating the range values of pattern-related 
parameters for which each design solution is beneficial (step 7).  
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5.5.1 Statistical Analysis 
In this section we present the results of our study obtained by substituting the vari-
ables of the equations with the most common values of pattern-related parameters, 
according to the literature32. In particular, based on a case study performed by Am-
patzoglou et al. (2011) on 108 open source projects, Decorator instances tend to 
have on average 13 classes. Additionally, regarding the method-related parameters, 
literature suggests that classes (regardless of their pattern participation) rarely have 
more than 15 methods (Kalpana 2011). Based on the aforementioned claims, we 
can assume that: 

 n + p + q + 3 = 13 
 n, q, p   [1, 8] 
 m, k, r   [1, 13] 
 max (m + k + r) ≤15 

By using the aforementioned rules as a way to obtain a sample that represents the 
most frequently occurring pattern instances, we developed a dataset consisting of 
16,500 cases. By exploring this dataset using statistical analysis we aim at identify-
ing the existence of differences between the two solutions in the most common 
design pattern occurrences.  

In Table 5.2 each row represents one low-level quality attribute, whereas in the 
columns we present: (a) the mean value and the standard deviation of both the pat-
tern and the alternative solution, (b) the results of the Wilcoxon test “Z” that check 
the statistical significance of differences (we omit the sig. values since for all cases 
the obtained results have been statistically significant), and (c) the frequency of 
cases when the pattern “P” or the alternative “A” have higher metric scores, as well 
as the frequency of ties “T”. The cases when one design solution clearly has higher 
values compared to the other are highlighted with grey cell shading in the table. 
From Table 5.2 we have excluded the values for encapsulation (DAM) and hier-

                                                      
32 Since the aim of this study is not the evaluation of a specific system, we used the most 
common values of pattern-related parameters, so that our results to be as generic, and as 
close to practice as possible. 
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archies (NOH) attributes, since their scores are equal for both solutions (these met-
rics are not affected by any pattern-related parameter). 

Table 5.2: Effect of Decorator on low-level Quality Attributes 

Quality  
Attribute 

Pattern Alternative 
Z 

Solutions 

Mean STD Mean STD P% A% T% 

Size 13,000 0,09 6,330 1,97 -111,2  99,99 0,01 0,00 

Inheritance 0,352 0,16 0,425 0,20 -49,2 38,01 61,92 0,06 

Coupling 0,922 0,02 1,307 0,20 -110,8 0,00 100 0,00 

Cohesion 0,401 0,16 0,437 0,17 -25,5 40,23 55,18 4,57 

Polymorphism 0,615 0,41 0,693 0,52 -32,9 41,66 58,33 0,00 

Messaging 5,794 2,49 7,039 2,37 -101,4 8,65 91,27 0,07 

Complexity 5,794 2,49 7,039 2,38 -101,3 8,65 91,27 0,07 

Composition 0,154 0,02 0,653 0,10 -111,1 0,01 99,99 0,00 

Abstraction 1,615 0,26 0,653 0,10 -110,8 100 0,00 0,00 

 

Based on the results of Table 5.2, we observe that for Inheritance, Cohesion and 
Polymorphism the frequency of occurrences that Decorator has lower metric scores 
than the alternative solution is close to a 60%-40% distribution. Additionally, con-
cerning Messaging and Complexity the alternative solution shows 90% higher 
scores. On the other hand, concerning Size, Coupling, Composition and Abstraction 
the pattern solution has, to a large extent, higher metric scores compared to the 
alternative solution. A possible interpretation of the higher Size (DSC) and Ab-
straction (ANA) values is the increase of the depth of the inheritance tree, and the 
extra classes placed on the last level of the tree. The result concerning Composition 
(MOA) and Coupling (DCC) is intuitive in the sense that in the alternative design 
the direct composition of Leafi to the Decorator was preferred. We note that con-
cerning: (a) some metrics (e.g., Coupling) the optimal solution is not the one 
achieving the highest score, since it is a negative quality indicator; and (b) the same 
metric can have a different effect on different quality attributes (e.g., DSC is bene-
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ficial concerning functionality, but worsens the understandability of the design) 
(Bansiya and Davis 2002). Finally, the results show that ties are negligible, since 
they occur rarely (max: approx. 5% for cohesion). 

Summing up, the results of the statistical analysis reveal that for Size and Abstrac-
tion the Decorator pattern solution has higher scores than the alternative solution, 
while for Coupling, Composition, Messaging and Complexity the opposite applies. 
Finally, although for Inheritance, Cohesion, and Polymorphism the alternative 
solution shows more frequently higher scores, the cut-off points split the problem 
space almost in the middle (60% vs. 40%), suggesting that it is not possible to state 
if the pattern or the alternative solution is more beneficial, and thus each problem 
should be individually considered (see Section 5.5.2). 

5.5.2 Identification of Cut-off Points  
To further investigate the cases where no conclusion can be derived by statistical 
analysis one needs to work on the model level. By using the equations defined in 
Section 5.4.5 we subtract the alternative from the pattern function for every quality 
attribute. In this way, we define a new function (diff) that detects when a solution 
gets better, with respect to this quality attribute: 

diff (n, p, q, m, k, r) = pattern (n, p, q, m, k, r) – alternative (n, m, k, r) > 0 (1) 

diff (n, p, q, m, k, r) <0  

The existence of solutions to the aforementioned inequalities (1) suggests that there 
are multiple cut-off points, where the design pattern solution is getting better or 
worse than the alternative solution, with respect to a quality attribute33. In particu-
lar, positive values of diff denote that the pattern version presents higher metric 
scores, while negative values suggest the opposite. Although in the majority of 
cases (e.g., cohesion), higher metric scores suggest better levels of the quality at-
tributes, in some cases (e.g., coupling) higher scores imply declined quality. In 

                                                      
33 Despite the fact that these solutions cannot be defined as single points, we prefer to use 
this term to ensure consistency with previous work (Ampatzoglou et al. 2012). In practice 
the solutions to such equations are cut-off surfaces. 
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other words, concerning coupling, which has a negative effect on quality, when diff 
is positive the design alternative is better than the pattern, while when dealing with 
cohesion, a positive diff implies that the pattern excels. Presenting the mathemati-
cal representation of such cut-off points is out of the scope of this manuscript, due 
to their large number and complexity. Nevertheless, we visualize the existence of 
these cut-off points by demonstrating a tool created for this purpose. 

To assist practitioners in using the proposed method, we have extended the 
DesignPAD tool (Ampatzoglou et al. 2012), by adding functionality related to the 
three newly studied design patterns and by migrating it to the web. Currently, 
DesignPAD is available as a web-service through the Percerons platform34. The 
tool requires as input the type of design pattern that the user is interested in 
(Bridge, Abstract Factory, Visitor, Template Method, State, Strategy, or Decora-
tor), a set of quality metrics or a quality model, and a set of values for the pattern-
related parameters (single values or range of values). The tool provides as output 
descriptive statistics on the metric scores, as well as a visualization of the cut-off 
points. The results can guide software engineers to make a decision on whether 
pattern application is beneficial or not.  

For example, in Figure 5.3 our method is applied on a Decorator instance with 1 
Leaf and 1 Concrete Decorator. In this example the Decorator hierarchy offers 1 
polymorphic method and 3 inherited ones, while the Concrete Decorator extends 
the functionality of the hierarchy by offering 1-8 additional operations. The results 
of the tool suggest, that the pattern solution gradually becomes more understanda-
ble than the alternative, and surpasses it when the solution has 5 additional opera-
tions. This finding is according to the intent of the Decorator pattern, which is ex-
pected to be useful when adding extra responsibilities to an object (increase of 
Additional Operations (r)). We note that concerning Decorator at this stage the tool 
is able to simulate instances of only one alternative (the one presented in this 
study), but in the future we plan to update the tool with further alternatives for all 
patterns. 

                                                      

34 http://www.percerons.com  
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Figure 5.3: Percerons Design Pattern Advisor Output 

The most interesting findings on the identification of cut-off points for the Decora-
tor pattern are presented below. We remind that the results correspond to the com-
parison between the Decorator pattern and the alternative design presented in Sec-
tion 5.4.1. Functions representing abstraction (quantified through the ANA met-
ric), size (DSC), composition (MOA), and coupling (DCC) do not present any cut-
off points (i.e. the direction of the inequality does not change among different pat-
tern instances) as indicated by the statistical analysis (see Table 5.2).  

Concerning cohesion (CAMC), the obtained results suggest that the larger the 
number of Leafi classes (n), the more probable the alternative design solution to 
become more coherent. Additionally, we observe that as the number of Decorator 
operationi methods (m) increases the alternative solution becomes more prominent, 
whereas the opposite applies when adding additionalOperations to ConcreteDeco-
ratorA1i classes (i.e. increasing (r)). This behavior is caused by the addition of the 
non-coherent methods of a class. For example, in the pattern, operationi are not 
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coherent with addParts and removeParts. Therefore, as we add such methods, lack 
of cohesion increases. 

During system evolution along two change parameters (adding Leafi and opera-
tioni) the use of the pattern leads to less cohesive solutions, whereas when the pat-
tern evolves through the addition of additionalOperations, the cohesion increases.  

Next, we present the obtained results regarding the Class Interface Size (CIS) and 
Complexity (NOM). The results on these two metrics are presented together, since 
their values are equal due to the fact that the pattern does not impose the use of any 
private or protected methods. For these metrics we can observe that for larger val-
ues of (r), i.e., adding additonalOperations methods, there are specific combina-
tions of number of classes that the pattern solution offers a larger interface (more 
methods) per class. Nevertheless, the increase of (r) is not the only condition for 
the pattern solution to exhibit more methods, since the existence of a high number 
of ConcreteDecoratorA1i classes (p) is required. This result can be explained by 
the fact that the addition of extra methods in ConcreteDecoratorA1i classes in-
crease the system’s average CIS/NOM only in the pattern solution (the changes in 
ConcreteDecoratorA2i are reflected in the alternative as well); thus, the more clas-
ses of this role are added, the more the two metrics increase.  The existence of pub-
lic methods is usually considered as a proxy of functionality, and the probability of 
reusing a specific class in a different system. 

Therefore, although small pattern instances (i.e., small number of ConcreDecorato-
rA1i classes (p) and additionalOperation methods (r)) are offering smaller interfac-
es than the equivalent alternative designs, along evolution the pattern solution tends 
to excel in this characteristic. 

Concerning polymorphism (NOP), the only parameter that affects the extent of its 
use in any of the two designs is the number of classes. Specifically, small numbers 
of ConcreteDecoratorA1i (p) and ConcreteDecoratorA2i (q) lead to limited poly-
morphism in the alternative solution, and therefore the use of the pattern is prefera-
ble. On the other hand, when along evolution more classes are added to the system, 
the alternative solution takes advantage of polymorphism. However, if the major 
change is the addition of Leafi (n), then the pattern becomes more beneficial. This 
result is expected since polymorphism is present in the Leafi classes. Nevertheless, 
since the use of polymorphism is one of the cornerstones of the object-orientation, 
designs that make use of it excel in terms of efficiency and extendibility. 
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Similarly to cohesion, decisions that are based on polymorphism should take into 
account the most anticipated extension scenarios. Thus, when the number of Con-
creDecoratorA1i classes (p) and ConcreDecoratorA2i classes (q) is small and the 
number of Leafi classes (n) is large, the pattern solution is beneficial. 

Finally, concerning the use of inheritance (MFA), we can suggest that the addition 
of operationi (m) and additionalOperation methods (r) leads to a more extensive 
use of inheritance in the pattern solution. On the other hand, the larger the number 
of otherOperation (k) methods, the better the alternative solution becomes. This 
outcome can be considered as intuitive since when there is no room for the applica-
tion of polymorphism (all Leafi and Decorators have very similar behavior) the use 
of Decorator, might just be too complex for the designer’s needs. Also, the results 
indicate that some parameters affect more strongly the results. For example, as both 
(m) and (k) increase the pattern solution becomes less prominent, which suggests 
that the effect of (k) is stronger, like the aggregate effect of (r) and (k). Finally, the 
results when all parameters are increased simultaneously show that the effect 
caused by the addition of otherOperation (k) is stronger than the joint effect of both 
adding operationi (m) and additionalOperation methods (r).  

Thus, to understand the effect of Decorator on the use of inheritance one should 
consider if along evolution the architect expects the addition of operationi methods 
that are the same in all Leafi and Decorators. As the number of such methods in-
creases, the pattern becomes less beneficial concerning polymorphism. 

5.6 Discussion 
In this section we discuss the main findings of this study and present implications 
to researchers and practitioners. In Section 5.6.1 we synthesize our findings to as-
sess six high-level quality attributes, while in Section 5.6.2, we elaborate on the 
potential value of our method for researchers and practitioners. 

5.6.1 Synthesis of Results 
To facilitate the discussion on high-level quality attributes, we summarize the main 
outcomes of Section 5.5, in a synthesized form in  

Figure 5.4. In particular, we present six radar charts (one for each high-level quali-
ty attribute of QMOOD (Bansiya and Davis 2002)). For each metric that is used to 
assess a quality attribute we present the percentage of cases when each design so-
lution is optimal (PAT: green line, ALT: blue line—by considering the score and 
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the relation between the metric and the QA), based on the results presented in Ta-
ble 5.2. We note that from the radar charts we have omitted the metrics that are 
equal in both solutions (i.e., NOH and DAM). Specifically, the larger the number 
of metrics that the two lines are close (e.g., CAMC), the larger the gain from using 
the method, in the sense that the designers can make informed decisions based on 
the values of the pattern-related parameters.  

 

 
Figure 5.4: Effect of Decorator on Quality Attributes 

The aforementioned results suggest that in most of the cases, the application of the 
pattern enhances the quality attribute of interest. For example, concerning Extendi-
bility, we observe that the design pattern solution improves the values for two out 
of four metrics. Extendibility is the only high-level quality attribute for which the 
alternative solution does not excel concerning any factor. This result is in accord-
ance to the literature (Ampatzoglou et al. 2013b), which suggests that Decorator 
application eases any future maintenance activity. However, there are special cases 
that some aspects of design quality might be weakened. For example, concerning 
Understandability the pattern is always beneficial concerning NOM and DCC. In 
approximately 40% of the examined cases it is also beneficial concerning CAMC, 
and in 60% of cases concerning NOP. However, there is no case where the pattern 
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solution is better concerning ANA and DSC. Thus, it becomes clear that since the 
values of factors influencing understandability are so mixed, we are unable to de-
rive a conclusion on the effect of the pattern using statistics. This result provides a 
solid explanation on the contradictive results concerning the effect of Decorator on 
understandability (Ampatzoglou et al. 2011). In particular Ampatzoglou et al. 
(2011) report that one study has negatively evaluated the effect of Decorator on 
understandability, whereas two other have reported a positive relation. For such 
cases further analysis is required. 

To assist the process of design solution selection when cut-off points exist, in Table 
5.3 we provide a more fine-grained analysis on the factors that influence the effect 
of patterns on software quality. Specifically, every row of the table presents a met-
ric that is used for the quantification of high-level quality attributes (and presents 
cut-off points), whereas every column a pattern-related parameter (as presented in 
Section 5.4.2). Every cell of the table denotes which design is beneficial with re-
spect to the specific metric, whenever one parameter is increasing (i.e., when we 
extent the system by adding a corresponding class or method). For example, the 
results of CAMC metric indicate that the alternative solution is more beneficial 
when the number of Leafi or the number of operationi methods increase, while the 
pattern solution is preferable in the case that the additionalOperation methods in-
crease. We remind that concerning ANA and DSC the pattern solution is always 
having higher scores than the alternative; regarding MOA and DCC the opposite 
applies, whereas for DAM and NOH they are always equal (see Section 5.5.1). 

Table 5.3: Effect of Decorator Parameters 

Metric Modification Parameters 
(n) (p) (q) (m) (k) (r) 

CAMC ALT   ALT  PAT 

CIS  PAT    PAT 

NOM  PAT    PAT 

NOP PAT ALT ALT    

MFA    PAT ALT PAT 

Total 2 3 1 2 1 4 
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Based on Table 5.3 and the radar charts of Figure 5.4 we can guide practitioners in 
making pattern-related decisions, based on their preference on different quality 
attributes as follows: 

Reusability. We can observe that 2/4 metrics that influence reusability (DSC and 
DCC) are always favored by the use of the pattern. Concerning the other two (CIS 
and CAMC), we can observe that in majority the alternative design is more benefi-
cial. However, in the special case that along evolution, the practitioner expects an 
increase in the number of concrete decorators (p), which offer increased number of 
class-specific operations (r), then the use of the pattern seems like a better choice. 

Flexibility. One metric (DCC) supports the use of the pattern, another (MOA) sup-
ports the alternative, and one (NOH) is neutral. The fourth metric that presents cut-
off points (NOP), shows a balanced behavior. The use of the pattern can be sug-
gested when more types of components are expected to be added inside the decora-
tor container (n), or more concrete decorators that offer class-specific operations 
(p). Nevertheless, according to Di Penta et al. (2008) adding classes to an existing 
Decorator instance is not the most frequently applied modification operation. This 
observation can partially explain the negative effect of Decorator on adaptability, 
reported in the literature (Ampatzoglou et al. 2013b). 

Understandability. Similarly to reusability, the existence of cut-off points is im-
portant, since 2/6 relevant metrics (DCC and NOM) are always positively affected 
by the use of the pattern and two metrics (DSC and ANA) are always favored by 
the alternative. For the rest (CAMC and NOP), we observe that adding concrete 
decorators that offer class-specific operations (p) makes the pattern more beneficial 
in terms of understandability, whereas adding concrete decorators that do not offer 
class-specific operations (q) or operationi methods (m), favor the application of the 
alternative solution. 

Functionality. Concerning this quality attribute only one metric (DSC) is always 
positively affected by the pattern, and three others (CAMC, NOP, and CIS) exhibit 
cut-off points. The rules that apply for functionality are the same as for under-
standability (high number of ConcreDecoratorA1i classes (p): benefit from pattern, 
high number of ConcreDecoratorA2i classes (q) or operationi methods (m): benefit 
from alternative). 

Effectiveness. This quality attribute is related to two metrics that present cut-off 
points (MFA and NOP). These metrics, in most of the cases, benefit from the alter-
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native design. However, they are influenced by completely different parameters 
(NOP is influenced by class-related parameters, whereas MFA by method-related 
parameters), and therefore, they cannot be discussed uniformly and every evolution 
scenario should be treated individually. For the other two metrics that influence 
effectiveness one favors pattern (ANA) application and other the alternative 
(MOA). 

Extendibility. This is the only quality attribute that the alternative solution does not 
present higher scores for any of the metrics that influence it. Therefore, we can 
assume that for the majority of the cases the design pattern solution can be more 
easily extended. The two metrics presenting cut-off points (MFA and NOP) are 
exactly the same as in the case of effectiveness and therefore the same observations 
apply. 

5.6.2 Implications to Researchers/Practitioners 
Based on the aforementioned discussion on the effect of the Decorator pattern on 
quality attributes, we can highlight that design quality is diminishing by the addi-
tion of concrete decorators that do not offer class-specific operations (q) or meth-
ods that are common in all decorators (k) and in such cases alternative designs 
should be preferred. A possible explanation is that these types of change do not 
conform to the rationale of the pattern. For example, if the majority of methods that 
exist in the hierarchy are the same, then its benefit is limited to a small number of 
polymorphic methods. The results of the study lead us to some useful implications 
for researchers and practitioners, as follows: 

 Researchers can use the proposed method (subjected to some modifications) 
for studying similar issues in the design phase, e.g. formulating the effect of re-
factorings on software quality.  

 Researchers can generalize the method so as to be able to compare equivalent 
design solutions, across software evolution, regardless of pattern participation. 

 Researchers can use the proposed analytical method for investigating the effect 
of patterns on source code metrics. 

 Practitioners can use the derived formulas for making design decisions during 
both Greenfield and Brownfield development. In the first case (during design) 
the designer can consider factors, like the number of the pattern-participating 
classes of an instance to decide prior to the application of a pattern whether this 
would be beneficial. In the case of Brownfield development, the same approach 
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can be used during the maintenance phase, for scheduling a refactoring of a 
pattern-based solution to an alternative one, or vice versa. In both cases the ob-
tained benefit is the capability to evaluate pattern-related design decisions be-
fore they are implemented, contributing to reduced development or mainte-
nance costs. 

5.7 Threats to Validity 
In this section we discuss threats to validity. Concerning construct validity, the 
mapping between quality attributes and metrics, as provided by QMOOD, is 
acknowledged as a threat. However, QMOOD has been rigorously validated during 
its introduction (Bansiya and Davis 2002). Nevertheless, we note that the riskiest 
part of the model (i.e., assignments of weights to low-level metrics) has been omit-
ted. Additionally, the conducted experiments do not necessarily capture the con-
struct of design evolution accurately, since it is possible that design may evolve in 
certain directions, but our sample scenarios count as if they are all equally probable 
to happen. Thus, it is possible some of the generated data points to represent infea-
sible evolutions, but contribute equally to the results.  

In terms of external validity, the use of the QMOOD suite certainly poses some 
threats, since the use of a different model might produce different results. Similar-
ly, the generalizability of our results is influenced by the use of specific design 
alternatives, expecting that alternatives with poor design could result to even better 
scores for the pattern solution. However, we note that the applicability of the meth-
od depends neither on the use of the selected model nor the selected alternative. 
The method can be used with any metric suite that takes into account some pattern 
parameters (e.g., (Chidamber and Kamerer 1994)), as well as with any alternative 
solution that is equivalent to a GoF design pattern; the selection of the design solu-
tions depends on the judgment of the software engineer who applies the method. 
Thus, we do not imply that the selected alternative is the best Decorator alternative; 
after all there is no objective way to compare all available solutions. 

The study has limited reliability threats, since all research questions were answered 
by mathematical operations, which involve no researcher bias. Although, the selec-
tion of the pattern related parameter ranges is subjective, it is based on empirical 
results obtained from OSS development. Finally, internal validity may be influ-
enced by the pattern related parameters selection, in the sense that omitted parame-
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ters can be considered as confounding factors. However, in this study we selected 
to explore the most frequently changing parameters, according to Ng et al. (2007). 

5.8 Conclusions  
This chapter presented a study which aimed at developing a method that can pro-
vide guidance to designers while making pattern-related decisions, driven by quali-
ties. The results of applying the method on decorator highlighted that in most cases 
pattern application is beneficial for the design-time qualities; however, there are 
specific cases when alternative solutions should be considered. In particular, we 
provided evidence that when the decorator pattern is applied in the right context, 
i.e., many concrete decorators, with high variability of offered functionalities 
(methods), it positively affects quality. On the other hand, in cases that the pattern 
is extended by concrete decorators, which inherit most of their offered functionali-
ties, some quality attributes diminish. Based on the above we can claim that the 
provided method can be useful to practitioners, and at the same time it opens some 
interesting research directions.  

This chapter addressed the second limitation of the problem statement of this the-
sis, i.e. the lack of systematic support for identifying incorrectly instantiated pat-
terns, as well as the lack of guidance on how to refactor the design for the purpose 
of repaying design TD. In the following chapters we will shed light on the third 
limitation which is related to another TD type, i.e., the Documentation TD. 
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6 EMPIRICAL STUDIES ON SOFTWARE 
ARTIFACTS TRACEABILITY: A 
MAPPING STUDY  

Abstract 
During the last decades, traceability between software artifacts has been studied in 
a large number of studies, from different perspectives (e.g., how to create traces? 
what are the benefits? etc.). This work is a secondary study on this large corpus of 
primary studies, focusing on empirical studies on software artifact traceability, 
without setting any further restrictions in terms of investigating a specific domain 
or concrete artifacts. The study aims at exploring the goals of existing approaches 
as well as the empirical methods used for their evaluation. The main contributions 
of this mapping study are the investigation of: (a) the types of artifacts that are 
linked through traceability approaches and the corresponding development phases 
where traces are created; (b) the goals of traceability approaches and how these 
goals are measured; (c) the quality attributes in a software system that benefit from 
traceability; and (d) the research methods used (e.g. case study, experiment etc.) for 
validation and assessment. The results of the study suggest that requirements arti-
facts are dominant in traceability, that the research corpus focuses on the proposal 
of novel techniques for establishing traceability, whereas the main benefits are the 

Based on:  Charalampidou, S. Ampatzoglou, A., Karountzos, E., and Avgeriou. P. (2019). Empirical Studies on Software 
Artifacts Traceability: A Mapping Study (under review). 
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improvement of software correctness and extendibility. Finally, although many 
studies are including some empirical validation, there are still improvements to be 
made, and research methods that can be used more extensively. The obtained re-
sults are discussed under the prism of both researchers and practitioners and are 
compared against the state-of-the-art. 

6.1 Introduction 
The term traceability in the software engineering domain refers to the creation of 
links between software artifacts. There are two main ways of establishing traceabil-
ity: (a) trace recovery which refers to after-the-fact traceability and is defined as 
the “approach to create trace links after the artifacts that they associate have been 
generated or manipulated” (Cleland-Huang et al, 2012); (b) trace capture which 
refers to real-time traceability and is defined as “the creation of trace links concur-
rently with the creation of the artifacts that they associate” (Cleland-Huang et al. 
2012). Thus, they correspond to linking artifacts in a backward and forward engi-
neering manner respectively. 

There is ample evidence in support of the benefits incurred by the creation of traces 
among software artifacts; we discuss here three examples. Antoniol et al. (2002) 
investigated the use of traces between free text documentation and code either dur-
ing the development or maintenance cycle. The potential benefits of such an ap-
proach include better program comprehension, easier maintenance activities, capa-
bility to assess the completeness of the product based on the traced requirements, 
impact analysis and a good foundation for reusing existing software.  Furthermore, 
Alves-Foss et al. (2002) suggest that traceability among artifacts enables incremen-
tal verification and validation of correctness and dependability properties, as well 
as analysis of compliance with existing standards and certifications during the 
lifespan of the project. Sundaram et al. (2010), discuss two beneficial contexts of 
traceability, which are related to the time when traceability is performed. The first 
one concerns the process compliance and product improvement, when traceability 
is performed as part of an ongoing software development process. The second con-
cerns software understanding and reuse, when traceability work is performed on 
completed project data, and its results do not contribute directly to the product im-
provement but rather are used in the product and process analysis.  

During the last decades, traceability of software artifacts has emerged as a popular 
topic in software engineering research, with hundreds of studies investigating nu-
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merous different aspects of traceability. Thus, secondary studies are required to 
provide an overview of the existing literature. Secondary studies offer several ben-
efits; among others, they support practitioners and researchers in making informed 
decisions in selecting the most fitting approach for their needs, or in identifying 
gaps for further research respectively.  

To address the need for secondary studies in this field, in this chapter we report on 
a Systematic Mapping Study (SMS) of software artifact traceability approaches.  
Through this study, we explore four different aspects of traceability approaches: (a) 
the types of artifacts that are linked through traceability approaches and the corre-
sponding development phases where traces are created; (b) the goals of traceability 
approaches and how these goals are measured; (c) the quality attributes in a soft-
ware system that benefit from traceability; and (d) the research methods used (e.g. 
case study, experiment etc.) for validation and assessment. Compared to other sec-
ondary studies on traceability, this study focuses only on empirical studies, but sets 
no further restrictions in terms of investigating a specific domain or concrete arti-
facts (more details are given in Section 6.5). Additionally it is worth mentioning 
that this study has selected a significantly larger set of primary studies on the topic 
of traceability. 

The choice of conducting a systematic mapping study instead of a systematic litera-
ture review needs further justification. According to Kitchenham et al. (2011) an 
important criterion for selecting the most appropriate form of a secondary study is 
its goal and scope. The goal of a SMS is the classification and thematic analysis of 
the literature on a specific topic. On the other hand an SLR aims at “identifying 
best practice with respect to specific procedures, technologies, methods or tools by 
aggregating information from comparative studies” (Kitchenham et.al. 2011). The 
scope of an SLR is more focused and the papers included are usually empirical 
studies related to a specific research question. Additionally, the information ex-
tracted from each paper is usually about individual research outcomes. As afore-
mentioned, this study is substantially broad as it aims at classifying primary studies 
in terms of linked artifacts, their goals, the benefits they provide to quality attrib-
utes, and the research methods used. Therefore a SMS is more appropriate for the 
goal and scope of our study. We do note that we investigate only empirical studies 
(which is usually the practice in SLRs instead of SMS). However, this is not un-
common; for example Budgen et al. (2008) present a set of mapping studies that 
report findings specifically on empirical studies rather than the research literature 
as a whole.  



Chapter 6

146

 

 

This chapter is organized as follows; In Section 6.2 we present the mapping study 
protocol we followed. In Section 6.3, we present the results of the mapping study 
and in Section 6.4 we discuss the results. In Section 6.5 we discuss related work in 
terms of secondary studies in the domain of software artifact traceability, and we 
compare it with our own study. Finally, in Section 0 we present the threats to valid-
ity and in Section 6.7 the conclusions of this work. 

6.2 Study Design 
This section describes the design of the proposed systematic mapping study. To 
design this mapping study we followed the process proposed by Petersen (Petersen 
et al. 2008). The essential process steps of a systematic mapping study are: (a) def-
inition of research questions; (b) conducting the search for relevant papers; (c) 
screening of papers; (d) keywording of abstracts; and (e) data extraction and map-
ping. 

6.2.1 Research Questions  
The goal of the study is formulated according to the Goal-Question-Metrics 
(GQM) approach (Basili et al. 1994) as follows: “Analyze empirical studies on 
software artifact traceability approaches for the purpose of characterization, with 
respect to: (a) the types of artifacts that are connected through traces, (b) the ex-
pected goals of using traceability and their success indicators, (c) the quality at-
tributes that are improved through the establishment of traces, and (d) the research 
methods used, from the point of view of software engineering practitioners and 
researchers”. According to the abovementioned goals, and the expected contribu-
tions (see section 6.5) we extracted four research questions (RQ), as follows: 

RQ1: Which types of artifacts are connected and in which development phase 
are these artifacts created? 

With this research question we aim to investigate which types of artifacts (e.g. use 
cases, design artifacts, source code) are most commonly used for traceability pur-
poses and to what artifacts they are usually linked to. In addition the phase (e.g. 
requirements engineering, design, implementation) in which the artifact is devel-
oped is going to be investigated. In other words, we want to understand when trac-
es are usually created (i.e. development phase) and between which artifacts. This in 
turn will help in identifying potential areas of traceability that have been under-
studied. 
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RQ2: What are the goals of the studies and how is the achievement of these goals 
measured? 

To answer this research question, we classify the studies according to their main 
goal. We look at studies aiming at creating traces among software artifacts, as well 
as those that maintain traces after they have been created either manually or auto-
matically. We include both creation and maintenance as they are considered equal-
ly important in traceability management. Finally, we present success indicators that 
quantify the extent to which the approaches achieve their respective goal. By an-
swering this research question we aid practitioners in selecting the most fitting 
approaches for establishing and maintaining traces, and researchers in selecting 
pertinent measurements for validating their approaches. 

RQ3: Which quality attributes benefit from the establishment of traces? 

Upon the establishment of traces, various benefits are expected in terms of quality 
attributes. In this research question we investigate the impact of traceability on 
quality attributes as described in ISO25010 (e.g. maintainability, correctness etc.) 
and provide the measures used for investigating how traces influence those quali-
ties. The answer to this research question is expected to: (a) highlight the quality 
benefits that practitioners can gain by establishing and maintaining traces; and (b) 
identify the most interesting quality aspects that can be considered when investigat-
ing software traceability.  

RQ4: What research methods are used for validation and assessment? 

Finally, this research question will look into the most commonly used empirical 
research methods to validate traceability approaches or assess the influence of trac-
es on software quality. This may provide insight on the trends of the research 
methods used and can indicate ideas for future work to fill in potential gaps.   

6.2.2 Search Process 
Search Scope.  The search procedure of a mapping study aims at identifying as 
many primary studies related to the research questions as possible, using an unbi-
ased search strategy. To achieve this goal we performed an automated search pro-
cess using generic digital libraries, namely: (a) IEEE Digital Library; (b) ACM 
Digital Library; (c) Springer Link; and (d) Science Direct. In  order  to  select  the  
appropriate  digital  libraries,  we  adopted  the  inclusion  criteria  by  Dieste  et  al.  
(2007):  content  update  (dynamic  update  with  new  publications);  availability  
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(provide  access  to  the  full  text  of  every  research  article);  quality  of  results  
(test  the  accuracy  of  results  returned  from  the  query  process  using  a  small  
list  of  expected  publications  which  are  set  by  our  team  from  empirical  
search);  and  versatility  export  (since  there  is  a  lot  of  noise  in  the  retrieved  
results  there  is  a  process  to  filter  the  raw  data). The selected sources  are  
well-known  and  are  constantly  used  in  such type of  studies  in  the  software  
engineering  field.  We decided  to  exclude  from  the  list  of  DL  indexing  
mechanisms,  e.g.,  Scopus,  Google  Scholar,  or  DBLP,  to:  (a)  avoid  extensive  
duplication  of  articles;  and  (b)  avoid the inclusion of grey  literature  or  non-
peer-reviewed  materials.   

Search Terms. In a systematic mapping study, to minimize bias and to maximize 
the number of sources examined, a pre-defined strategy to identify potential prima-
ry studies is required. For the automated search, the search string consisted of three 
main parts: trace AND empirical AND software. For each part, a list of alternate 
terms was used and connected through logical OR to form a more expressive que-
ry. The terms related to the “trace” part had to exist in the title of the papers, since 
they define the domain of interest, and we expected that in the vast majority, they 
should be part of the title. The terms for the “empirical” and “software” parts could 
exist either in their title, abstract or keywords.  

Regarding the “empirical” part, the alternate terms should be concrete types of 
empirical research methods, since often the term “empirical” is not present in the 
title, abstract or keywords, resulting to missing several relevant studies. Thus, we 
considered several names of empirical research methods found in literature, as 
shown in Table 6.1. The first column of the table shows the research method names 
we considered, while the next 6 columns indicate in which sources these research 
methods have been considered as empirical research.  

To identify the list of sources, we initially referred to the most well-known papers 
and books dealing with empirical research (e.g. (Wholin et al. 2000) and (Runeson 
et al. 2012). However, these sources concerned specific research methods (i.e. ex-
periments and case studies respectively). Thus we looked for papers dealing with 
empirical research in a more generic point of view and came up with 5 studies 
providing explicitly types of empirical methods. Additionally, since ESEM is the 
main venue where empirical community tends to publish, we collected the research 
methods mentioned in their call for papers too. Similarly we looked into the journal 
of Empirical Software Engineering, however no keywords, we were interested in, 
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were specified. Regarding the last column of the table, it shows how many times 
each keyword (research method) has been defined as empirical research. In our 
search string we used as keywords only research methods which have been consid-
ered as empirical by at least two sources (green cells).   
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Count 

Survey X X X X X X 6 

Case Study X X X X X X 6 

Action Research X X X X X X 6 

Experiment X X X  X X 5 

Ethnography X X X   X 4 

Field Research/Study  X   X X 3 

Grounded Theory   X   X 2 

Simulation   X  X  2 

Quantitative Analysis     X X 2 

Experience Report / Industrial    X X  2 

SLR   X  X  2 

Theoretical/Descriptive    X   1 

Meta-Analysis     X  1 

Qualitative     X  1 

Focus Group   X    1 
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We note that although the term SLR had a total sum of 2 references, we did not use 
the term in the search string, since we were not interested in collecting SLR studies 
as primary studies. Such studies would be interesting related work, but since they 
would not focus on the presentation or evaluation of a traceability approach they 
would be excluded from the list of primary studies.  

Taking the above into consideration, the search string used was the following: 

(“trace” OR “tracing” OR “traceability”) 

AND  

(“empirical” OR “case study” OR “survey” OR “experiment” OR “action re-
search” OR “ethnography” OR “field research” OR “field study” OR “grounded 
theory” OR “simulation” OR “quantitative analysis” OR “experience report” OR 
“industrial”) 

AND 

(“software”) 

The outcomes of the automated search were highly dependent on the quality of the 
search string used, and thus several refinements were needed before the search 
string could be considered as well defined. For this reason the search string was 
validated while being used in a subset of the venues defined in the protocol. The 
studies fetched from this search were analyzed aiming at verifying if they are in 
accordance to the objective of the mapping study and the main research questions. 
In cases that there were findings showing that the search string could be improved, 
changes were applied and the process was repeated. All the results of this research 
were stored using the JabRef software, an open source bibliography reference man-
ager. The details of the papers (i.e., title, author(s), abstract, keywords, year of pub-
lication and the name of the data source) were directly exported from the digital 
libraries to JabRef, using a second reference management tool, i.e. Zotero.  

Primary Study Validation. To ensure high relevance of the extracted primary 
studies with the subject of this research, we have applied the quasi gold standard 
process as suggested by Zhang and Babar (2010). In particular we decided to per-
form a manual search in the top two journals and conferences, in the domain of 
software engineering (TSE, TOSEM, ISCE and FSE). However, since the amount 
of papers in these venues was considerably high, we selected to limit the manual 
search starting from January 2011. Next, we compared the results of the manual 
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and automatic search process indicating whether the search string was capable to 
return relevant studies based on the research questions. 

6.2.3 Study Selection (Screening) 
The primary studies to be selected must be relevant to empirical investigation of 
software artifact traceability approaches. In line with (Dyba and Dingsoyr 2008), 
there are three phases of filtering the article set to produce the primary study data 
set. The first phase comprises of the search process (described in Section 6.2.2) 
returning a set of candidate primary studies. This set subsequently goes through 
two phases of manual inspection: in the first one the inclusion/exclusion criteria are 
applied on each article’s title, abstract/conclusions, while on the second phase they 
are applied on each article’s full text. The inclusion/exclusion criteria that will be 
used in every phase are listed below: 

 Inclusion criteria: 

- The study introduces a software artifact traceability approach  
- The study evaluates a software artifact traceability approach 
- The full text of the study is available in English 

 Exclusion criteria: 

- The study introduces an approach for tracing the same artifacts across ver-
sions (or)  

- The study introduces a traceability approach without stating explicitly the 
software artifacts that are linked (or) 

- The study is an editorial, position paper, keynote, opinion, tutorial, poster 
or panel (or) 

- The study is a previous version of a more complete paper about the same 
research 

Every article selection phase was handled by the first two authors, who both 
checked all primary studies, and possible doubts were resolved by the third and 
fourth authors. For each data source mentioned in Section 6.2.2, we documented 
the number of papers that were returned. Also, we recorded the number of papers 
left for each venue after primary study selection on the basis of title and abstract. 
Moreover, the number of papers finally selected from each source was recorded. 
The number of primary studies selected in each of the three phases is shown in the 
table below. 
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Table 6.2: Overview of primary studies 

Digital Library Initial search 
1st Exclusion  
(title, abstract, conclusions) 

Final dataset 

IEEE DL 431 183 95 
ACM DL 213 94 33 
Springer Link 31 24 16 
Science Direct 39 19 11 
Total  714 320 155 

6.2.4 Keywording of Abstracts (Classification Scheme) 
In (Petersen et al. 2008) the authors propose keywording of abstracts as a way to 
develop a classification scheme, if existing schemes do not fit, and ensure that the 
scheme takes into account the identified primary studies. In this study, we applied 
keywording in order to classify artifact tracing approaches with respect to: 

 The artifacts they link. 

 Their benefits and the success indicators used to measures this benefit. 

 Their research setting, in terms of empirical method used and data collection 
methods.  

Since the aforementioned information could not be obtained based only on the 
abstract of the study, we decided to apply the keywording technique to the articles’ 
full texts.  

6.2.5 Data Extraction & Mapping  
During the data collection phase, we collected a set of variables from each primary 
study. Data collection was executed by the first two authors and possible conflicts 
were resolved by the third and fourth author. For every study, we extracted as-
signed values to the following variables:  

[V1] Author: the list of authors 
[V2] Year: the year of the publication 
[V3] Title: the title of the publication 
[V4] Source: the library where the study was found 
[V5] Venue: the venue where the study was published 
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[V6] Type of Paper: the type of the publication (conference / journal) 
[V7] Keywords: the keywords reported in the publication 
[V8] Connected artifacts: the software artifacts connected by the traceability 

approach 
[V9] Goal of the study: the goal of the study in terms of research questions or 

expected benefits. 
[V10] Success indicators: the means to measure the expected benefits  
[V11] Type of data analysis: qualitative, quantitative, mixed 
[V12] Research method used: the type of the empirical method used (case study / 

experiment etc.) 
 
Attributes [V1] – [V7] were used for Documentation reasons. All other variables 
were used for answering a corresponding research question. The mapping between 
attributes and research questions is provided in the following table, accompanied 
by the analysis and presentation methods used on the data. 

 

Table 6.3: Data analysis techniques per research question 

Research 
Question 

Variables 
Used 

Analysis & Presentation Method 

RQ1 [V8] 

Count of connected artifacts (individual artifacts) 

Count of connected pairs of artifacts  

Grouping of identified artifacts 

RQ2 

[V9], 

[V2] 

 

Keywording (goals)  Count of different goals  

Trends (of goals per year) 

Crosstabs (goals – success indicator) 
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Research 
Question 

Variables 
Used 

Analysis & Presentation Method 

RQ3 

[V9], 

[V10], 

[V11] 

 

Keywording (affected QAs)  Count of different 
affected QAs  

Trends (of affected QAs per year) 

Crosstabs (QAs – success indicator) 

RQ4 

[V2], 

[V8], 

[V12] 

 

Count of research methods   

Trends (of research methods per year)  

Crosstabs (research method – pairs of artifacts RQ1) 

Count (qualitative / quantitative) 

Crosstabs (research method – goal/benefit RQ2) 

 

For research question RQ1 we investigate which are the most frequent individual 
artifacts, and pairs of software artifacts connected using traceability approaches. To 
do so we count the sets of pairs and individual artifacts found in the literature. Ad-
ditionally we group together artifacts in larger categories (e.g. different types of 
UML diagrams, or different forms of requirements). 

To analyze the extracted goals of the primary studies in RQ2, we apply the key-
wording technique. Keywording suggests the identification of keywords in the 
extracted data, in order to identify and map similar concepts (Petersen et al. 2008). 
Finally we report the findings based on the publication year, to show how the re-
search topics evolved during time. The same procedure has been performed for 
success indicators. To do so, we do a merging process (Bafandeh Mayvan et al. 
2017) to group together similar success indicators. Then we performed crosstabs 
matching the identified goals to the success indicators, i.e. the ways that each goal 
can be measured. 

For RQ3 we reported the results in the same way as RQ2 by replacing goals with 
affected quality attributes. For RQ4 we count the different types of empirical re-
search methods found in the literature. Then we show the trend throughout the 
years to investigate what type of research is mostly conducted as the years go by, 
and we relate the type of research method with the pairs of artifacts usually con-
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nected. Similarly, we perform crosstabs to investigate potential relations between 
the research methods and the goals/benefits studied. Finally we report on the type 
of analysis (i.e. qualitative, quantitative or mixed). 

6.3 Results 
In this section we present the results of this study, organized by research question. 
Therefore, in Section 6.3.1 we investigate the types of artifacts that are being traced 
along different software development phases (RQ1). In Section 6.3.2, we present 
the results on RQ2, in which we studied the goals of proposing new traceability 
approaches. Finally, in Section 6.3.3, we present an overview on the impact of 
traceability on quality attributes, whereas in Section 6.3.4 we discuss the empirical 
setting of the validation. 

6.3.1 Types of Traceability Artifacts and Development Phases 
(RQ1) 
This section aims to summarize the findings of our study with respect to the arti-
facts that are connected with traceability links, and the development phases in 
which they are produced. The sub-section is organized in two parts: the first one 
reports artifacts in isolation, i.e. the number of studies in which the artifacts are 
used regardless of the artifacts they are linked to; the second presents results on the 
pairs of artifacts that are being connected. Such a distinction is useful to understand 
both the types of artifacts that are most frequently traced (e.g., if requirements are 
more frequently traced than tests) as well as the pairs of artifacts that are often 
linked. Both parts state the development phases where the artifacts are produced. 

In Table 6.4, we present the top-15 most frequently investigated individual artifact 
types. For each artifact we denote the development phase in which it is produced 
(R: requirements engineering, D: design, I: implementation, T: testing), and the 
count of primary studies, in which we have identified them. We note that the level 
of detail in which the artifact is being presented, depends exclusively on the report-
ing of the primary study. For instance in the 1st row we identified the term “re-
quirements (high or low level)” and in the 5th row the term “use case”; this is be-
cause 31 papers were explicitly referring to use cases (or provided concrete exam-
ples with use cases), whereas 70 were referring to requirements, without clarifying 
how they are specified (e.g., use cases, user stories, natural language, etc.). From 
the findings of Table 6.4 we can observe that the development phases of require-



Chapter 6

156

 

 

ments engineering, design and implementation are almost equally represented in 
terms of count of types of artifacts (i.e. number of lines in table 4). However, de-
sign artifacts appear in fewer studies compared to requirements and implementa-
tion artifacts, since they are mostly concentrated at the bottom of the table. The fact 
that the term “requirements” is ranked first in the list is in accordance with the 
literature (Borg et al. 2013); the same goes for “source code” in the sense that it is 
the only software artifact that cannot be skipped in the software development 
lifecycle. The fact that classes are at 3rd place, denotes that most traceability studies 
consider object-oriented systems, whereas the explicit reference to use cases and 
UML diagrams suggest that there is also a preference in terms of design language 
and software development process. 

 

Table 6.4: Most frequently traced software artifact types 

Artifact Types Development 
Phase 

Count 

Requirements (high /low level) R 76 
Source Code I 60 
Classes I 42 
UML Diagrams D 33 
Use Cases R 31 
Test Cases T 29 
Features/ Functional requirements R 24 
Methods/Functions/Operations I 20 
Design Models D 10 
Bug Reports / Issues T 9 
Informal specification / NL requirements R 9 
Code Elements (objects / attributes) I 8 
Design Artifacts D 7 
Architecture Documentation / Description / Decision / 
Tactics 

D 7 
Architectural Models  (HL design) D 6 
Architectural Elements / Artifacts D 6 
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Subsequently in Table 6.5, we present the top-5 most studied artifacts per devel-
opment phase by re-grouping the results of Table 6.4 and including artifacts with 
lower counts. We observe that for each phase, the generic artifact is the dominant 
one (e.g., requirement, design, source code, test case).  

 

Table 6.5: Most frequently traced software artifacts per development phase 

Dev. 
Phase 

Artifact Count 
Dev. 

Phase 
Artifact Count 

R 

Requirements (in general) 76 

I 

Source Code 55 

Use Cases 31 Classes 42 

Features / Functional  
requirements 20 

Methods / Functions 
/ Operations 20 

Informal Specifications /  
NL Requirements  9 

Code Elements 
8 

Concerns 5 Packages 3 

D 

UML Diagrams (in general) 12 

T 

Test cases 27 
Interaction Diagrams 12 Bug reports/ issues 9 

Design Models 10 Unit tests 4 

Design Artifacts 7 Tests 4 

Architectural Models   
(HL design) 6 

Bugs 
3 

Architectural Elements / 
Artifacts 6 

Exceptions / Execu-
tion Errors 3 

 

Next, we focus on pairs of artifacts, and we present in Table 6.6, the top-15 most 
frequently connected artifacts. Similarly to Table 6.4, we additionally present the 
phase of the artifact. One important observation from Table 6.6 is that the 6 most 
frequent pairs are between requirements, implementation, and testing artifacts. This 
observation is interesting for two reasons: (a) it makes sense as a sequence: first a 
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requirement is specified, then the code for that requirement is written (require-
ments-to-code traceability is the most frequent type of trace in the literature (Borg 
et al. 2013), and finally the code is tested, either starting from source code, or the 
tested requirement; (b) testing artifacts that were rather underrepresented in Table 
6.4, rank very high in terms of pairs of artifacts. Another interesting observation is 
that a connection between artifacts produced in the same phase is rather uncom-
mon. A more detailed view of the relations between pairs of artifacts is presented 
in Appendix A2, in a similar way to Table 6.6. 

Table 6.6: Most Frequently Traced Pairs of Software Artifacts 

Artifact 1 Artifact 2 Development Phases Count 

Requirements  Source Code R I 21 

Use Cases Classes R I 16 

Requirements Classes R I 14 

Classes Test Cases I T 10 

Requirements Test Cases R T 10 

Source Code Test Cases I T 7 

Interaction Diagrams Test Cases D T 6 

Interaction Diagrams  Classes D I 6 

Use Cases Test Cases R T 6 

Use Cases Interaction Diagrams R D 6 

High Level Requirements Low Level Requirements R R 6 

Source Code Specifications I - 5 

Features  Source Code R I 5 

Requirements Methods R I 5 

Requirements Design Models R D 5 

Requirements Requirements R R 5 
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6.3.2 Goals of Traceability Approaches and their Success Indica-
tors (RQ2) 
This section summarizes the goals of the proposed approaches for traceability 
management. In Table 6.7, we classify the studies according to their goal, and also 
list their corresponding frequencies, as well as the most frequent success indicators. 
We note that some studies are classified under two categories: e.g., a study that 
introduces a novel approach can also compare it with existing ones. The analysis 
has led to four main categories: (a) studies that aim at proposing approaches for 
establishing traces, (b) studies that investigate the impact on traceability on quality 
attributes, (c) studies that investigate trace maintenance and evolution, (d) studies 
that propose benchmarks and guidelines: 

 Establishment of Traces: The majority of studies in Table 6.7 have the gen-
eral goal of proposing novel traceability techniques or improving existing ones. In 
total 80 studies have proposed new techniques aiming to improve the accuracy of 
trace extraction, whereas 32 compared existing approaches to new ones or existing 
ones against each other. Finally, 16 papers proposed changes or the re-
configuration of existing approaches for improving their accuracy.  

 Quality Attribute Important for Traceability: The second cluster of studies 
discusses the most important quality attributes while establishing traceability ap-
proaches. The most common qualities that are studied are the cost for establishing 
the traces, and the performance (usually time) for executing automated methods for 
trace recovery. We note that cost and performance are both measured in time but 
they differ in nature: cost is the time required to develop the traces manually, 
whereas performance refers to the time required by tools to automatically recover 
the traces. Also, usability of the detection approaches and the traces per se are 
highlighted by the community as of significant importance. Finally, we have identi-
fied two studies that deals with the scalability of automatic trace recovery. 

 Trace Maintenance and Evolution: The third and much smaller set includes 
studies that deal with the evolution of traces along time and how they should be 
managed, as well as the visualization of traces. 

 Other: the remaining set includes 6 studies that aimed at the development of 
benchmarks and guidelines to be used in traceability studies, as a means for vali-
dating approaches for establishing traces.  
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Table 6.7: Classification of general goals and focus of studies 

General Goal Focus on Count Success Indicators 

Approaches Es-
tablishing Trace-
ability Links 

Novel Methods 80 Precision 

Recall 

F-measure 

Comparison 32 

Improvement 16 

Quality Attribute 
important for 
Traceability 

Cost 18 
Time 

Performance 16 

Usability 8 
Positive Feedback 
from Users 

Time 

Scalability 2 
# traces 

# Classes 

 
Trace Mainte-
nance 

Evolution  9 #changes 

Representation / Visualization 7 User Answers 

 Other Benchmarks or Guidelines 6 None 

 

Next, in order to investigate if there are any chronological trends in the research 
focus of primary studies, we present in Figure 6.1 the chronological trends of the 
topics that have more than 10 studies. Regarding the proposal of new techniques, 
there was a large growth of papers after 2008, which later on stabilized. The rest of 
the groups of studies have not shown such a significant explosion in terms of num-
ber of studies, but are rather steadily increasing their numbers over the years.  
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Figure 6.1: Chronological trends in the topics with count >10 

 

6.3.3 Quality Attributes that Benefit from Traceability (RQ3) 
Table 6.8 lists a number of quality attributes (as defined in ISO25010) that are 
affected by traceability. Similarly as before, each quality is accompanied by the 
most common success indicators. 

 Extendibility: The relation between traceability and software extendibility 
(i.e., how easily a feature can be added into a system with or without traces) has 
been considered of great significance.  For example, linking requirements to source 
code aids in identifying the classes (or code artifacts) that need to be updated upon 
a feature request. 

 Correctness: For the correctness of the software, traceability links are benefi-
cial both in terms of debugging and writing defect-free code (14 studies). For ex-
ample, the existence of traces can reduce the time required to spot the class (or 
code artifact) that contains the bug, and therefore facilitate the easy correction of 
errors. 

 Understandability: According to the primary studies, understandability can 
refer both to the ease of understanding a piece of software that has traces, and the 
ease of understanding the traces per se. For example, if a source code chunk (meth-
od or class) is linked to a requirement (which is usually more understandable, in 



Chapter 6

162

 

 

the sense that it is expressed in natural language), then it is more easy to under-
stand, compared to non-linked artifacts. 

 Testability: This concerns whether software systems that have traces are easier 
to test (for instance, due to the existence of links between requirements and test 
cases). In particular, the primary studies suggest that linking artifacts to source 
code (ideally linking source code to test cases), the amount of source code that 
needs to be tested for a particular requirement is significantly reduced. 

 Instability: The literature suggests that whenever a trace is available, it is pos-
sible to perform more accurate change impact analysis, i.e., to identify which parts 
are affected when another part of the software is changed (i.e. instability). There-
fore, the maintainability of the software is boosted. 

 

Table 6.8: Impact of traceability approach on software, in terms of affected Quali-
ties 

Quality  
Characteristics 

Count Success Indicators 

Extendibility 15 Time to add a feature 

Correctness 14 
#Errors 

Debugging time 

Understandability 10 Positive Users’ Feedback w.r.t. Understandability 

Testability 5 LoC to be tested 

Instability 4 Time to perform maintenance actions 

 

Regarding the chronological trends on quality attributes, in Figure 6.2, we can ob-
serve that in all of the cases there is an increase along time. Therefore, we can as-
sume that the influence of traces on quality is becoming a very relevant research 
and industry topic as the state of the art becomes more mature. 
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Figure 6.2. Chronological trends in the top 5 topics  

6.3.4 Research Methods used (RQ4) 
In this Section we present our findings regarding the research methods that have 
been used for validating either the methods for establishing traces, or assessing 
how traces can influence quality. In Figure 6.3, we present some demographics of 
the research methods, whereas in Figure 6.4 the corresponding trends in time. The 
results of our study suggest that the majority of empirical studies are set up on ob-
serving the phenomenon in its current environment (case studies), followed by 
studies that control the environment in the form of an experiment. Regarding trend 
analysis, we can observe that proof-of-concept studies and simulations are constant 
over the years. Additionally, from 2009 onwards, surveys started to appear.  

By cross-tabulating the pairs of development phases in which artifacts are traced 
and the employed research methods, we can observe that the majority of case stud-
ies include at least one artifact produced at the requirements engineering phase, 
whereas the majority of experiments include implementation artifacts. This finding 
can be explained by the fact that the requirements community typically performs 
more qualitative studies that rely on expert opinion and investigate the phenome-
non in its real context. On the other hand, the source code community has a prefer-
ences for quantitative studies where typically source code repositories are mined to 
retrieve artifacts, then the artifacts are changed in a controlled way and then evalu-
ated.  A more detailed view on the exact artifacts being examined with different 
types of studies in presented in Appendix A2.  
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Figure 6.3. Count of re-
search methods used 

Figure 6.4. Chronological trends in the used 
research methods 

 

Regarding the methods used in order to evaluate specific empirical goals, in Table 
6.9, we present the cross tabulation of study goals with research methods. From the 
results of Table 6.9, we can observe that to evaluate the accuracy of novel trace 
recovery approaches, case studies are usually performed. This result is expected 
since real-world projects are used as units of analysis, and the actual traces are used 
as the golden standard; therefore, there is no need to control other factors. Addi-
tionally, to assess the cost of using traces, experiments is the most common re-
search method.  

 

Table 6.9: Cross tabs of study goals with research methods 

Research Method Goal Count 

Case Study 

Novel Methods 115 

Improvement 45 

Comparison 43 

Cost 23 

Performance 23 
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Research Method Goal Count 

Experiment 

Cost 92 

Evolution 84 

Novel Methods 67 

Comparison 28 

Factor 20 

Proof of Concept 
Usability 15 

Benefits 13 

Survey 
Validation 4 

Benefits 1 

Simulation 
Novel Methods 2 

Performance 2 

Based on Figure 6.5, we can observe that the majority of traceability studies em-
ploy quantitative analysis (72%), 16% facilitates qualitative analysis, whereas both 
qualitative and quantitative research methods is employed in 11% of the studies. 
This difference, suggests that there is a need for more qualitative studies that build 
upon experts’ opinion through interviews, focus groups, and other data collection 
methods that rely on natural language instruments, and allow the participants of the 
study to express their view on the phenomenon under study. In most of the cases, 
the analysis has been performed with artifact analysis, and numerical data points. 

 
Figure 6.5. Frequencies on the types of data analysis methods 
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6.4 Discussion 
In this section we recap the main findings of this study and discuss them, by com-
paring them to existing evidence coming from the literature, and by providing use-
ful implications for researchers and practitioners. 

Most Traced Artifacts. The most often traced artifacts are software requirements, 
followed by source code. The combination of the two artifacts is also the most 
commonly traced pair in the literature. One potential explanation is that these two 
artifacts are the most common ones used in practice: regardless of the development 
process used, requirements are formed in some kind (natural language, use cases, 
user stories, etc.) and of course source code is developed. Also, the majority of the 
studies that discuss or identify benefits of traceability use these two artifacts as 
examples (e.g., Maia and Lafeta 2013; Ali et al. 2015; Mäder & Egyed 2015 etc.). 
In addition, requirements and source code represent the problem and the solution 
respectively. During maintenance and evolution, both the problem and the solution 
are constantly updated, so traces among them facilitates changing one to reflect 
changes on the other.  

Another interesting observation from the data is that for each phase, the generic 
artifact is the dominant one (e.g., requirements, design, source code, test cases) 
instead of specific artifacts (e.g. use cases, interaction diagrams, classes). This 
leads to the conclusion that current traceability approaches are not very fine-
grained; for example they may aim at connecting source code to another artifact, 
without specifying the level of granularity (e.g., class, method, package, etc.). This 
more coarse-grained approach on the one hand, favors generality (i.e., the approach 
can be applied to all source code elements); on the other hand it might ignore char-
acteristics of the specific artifacts. Additionally, although the approach is intro-
duced at a coarse-grained artifact (e.g. source code level), the validation is per-
formed only on one type of this artifact (e.g. classes), posing a threat to the validity 
of the obtained empirical evidence. 

Goals of Traceability Approaches. Regarding the research goals of studies on 
traceability, our results suggest that the introduction of novel traceability ap-
proaches is the most common one in the literature. These approaches are empiri-
cally validated, usually in a quantitative manner, using precision and recall as suc-
cess indicators. However, there are also many studies that only focus on comparing 
existing approaches, without proposing a novel one. Although the contribution of 
such studies at a first glance seems lower compared to proposing a novel approach, 
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we find that comparative studies have merit because: (a) as the corpus of research 
in traceability approaches grows, it is more relevant to compare them and identify 
scenarios in which every approach can be used, instead of adding new ones, to an 
already broad set of existing approaches; and (b) in empirical software engineering 
research, re-evaluation of methods and tools, by independent researchers (not the 
authors of the original studies) is very important for reliability, repeatability, and 
generalizability purposes. The work on proposing novel approaches, improving 
existing ones, or comparing approaches, highlights the paramount importance of 
having a baseline, through which approaches can be objectively contrasted in terms 
of identification accuracy. It is thus a healthy sign, that in the last years, we have 
identified a decent amount of studies that propose benchmarks and guidelines for 
evaluating traceability approaches.  

The second large line of research in our results is the identification of quality at-
tributes that are used to assess traceability approaches. On the one hand, automated 
approaches that aim at identifying traces after-the-fact are only considered useful in 
practice, if their performance is acceptable. On the other hand, approaches that 
involve humans in the detection or trace establishment can be very resource-
intensive and this cost may prohibit their use in practice. Therefore, we advise both 
practitioners and researchers, to consider these two parameters (performance of 
automated approaches and cost of manual approaches) very carefully. As far as 
researchers are concerned, apart from the accuracy of the proposed techniques and 
the benefits of using traces, they should also consider the cost and/or performance 
of the proposed approach, to determine the cost-benefit ratio. Second, practitioners 
should place special emphasis on these two parameters in order to take informed 
decisions on selecting a traceability approach. 

Finally, the results of the study suggest that trace development is not the only as-
pect that concerns researchers, but also what happens after traces have somehow 
been established. The research efforts are grouped in two categories. The first has 
to do with the visual representation of traces, focusing especially on their usability 
(e.g., a GUI-based information, inside the IDE) and striving for a smooth learning 
curve. The second, deals with the management of traces, dealing with when to up-
date traces, where to store them, in which file format etc. This is a clear implication 
for researchers: they need to ensure that these two key requirements (usability and 
management of traces) drive the development of their tools, so as to increase the 
chances of industrial adoption. Additionally, practitioners can exploit this line of 
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research to identify the most user-friendly methods and tools, as well as those that 
provide the most fitting trace management features to their needs. 

Benefit to Quality Attributes. We have explored the potential benefits that tracea-
bility brings to the software in terms of quality attributes. The main outcome of this 
investigation is that traceability, although it might increase development cost (due 
to the extra effort to establish the traces), it can provide significant benefits along 
maintenance. Therefore, most of the quality attributes that have been explored as 
beneficial to traceability are maintenance-related: extendibility, correctness, insta-
bility, testability, and understandability. The positive correlation of traceability and 
maintainability constitutes traceability as a very promising solution to one of the 
most important problems in the software engineering domain, i.e., the increasing 
maintenance costs. According to van Vliet (2008), maintenance cost can sum up to 
50% of the total cost of software development, and can increase by a further 75% 
(Galorath 2008) when the software is instable and produces ripple effects, i.e., 
changes in one part of the system causes changes in other parts (Arvanitou et al. 
2015). The trade-off between the costs occurring while developing traces and the 
financial benefits obtained along maintenance can be quantified through cost-
benefit analysis. This can be an important factor in applying traceability, as the 
return of investment during maintenance can be a decisive factor in convincing 
project managers to spend resources on traceability. 

Empiricism in Traceability Research. The level of empirical evidence in traceabil-
ity research is quite high, in the sense that many case studies and experiments have 
been already conducted (levels 4 to 6—out of 6, according to Alves et al. (2010)). 
Also, a number of proof-of-concept applications have been demonstrated, so as to 
showcase the benefits of traceability in practice. Finally, surveys have recently 
started to appear. This later start of surveys compared to the other methods may be 
because the motivation to use surveys as research methods relies on the existence 
of knowledge or experience of the subjects with the topic. Indeed, the application 
of traceability approaches in the industry was until recently rather limited (Spanou-
dakis and Zisman 2005); however the execution of surveys in the past years may be 
an indication of a more wide-spread application of such approaches in practice.  

The overall level of evidence is encouraging, especially as it combines quantitative 
results from experiments (including several causal investigations) with qualitative 
results from case studies (including several explorative investigations). Research 
methods that are underused for the time being, are longitudinal industrial case stud-
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ies and action research. Such studies, if rigorously conducted, would significantly 
increase the industrial relevance of traceability research and contribute towards 
their further adoption in practice.  

6.5 Related Work 
In this section we present related work in terms of other secondary studies in the 
domain of software artifact traceability, and subsequently summarize and compare 
this work with our study. In 2005, Spanoudakis and Zisman (2005) presented a 
software traceability roadmap which reviewed and presented (a) different classifi-
cations of traceability relations, (b) different approaches for generating, represent-
ing, recording, and maintaining traceability relations, and (c) different ways of 
deploying traceability relations in the software development process. In 2007, Gal-
vao and Goknil (2007) conducted a review of the state-of-the-art on the topic of 
traceability approaches in MDE. The authors analyzed the primary studies with 
respect to five general comparison criteria: representation, mapping (i.e. traceabil-
ity of model elements at different levels of abstraction), scalability, change impact 
analysis and tool support. In 2010, Winkler and Pilgrim (2010) investigated tracea-
bility similarities and differences also in the domains of model driven and software 
engineering. Their research provided a basic description of traceability and associ-
ated topics, elaborating on how traceability can be achieved and used. Also, they 
investigated the state-of-practice and the limits of traces application in the industry.  

Torkar et al. (2012) conducted a systematic literature review on requirements 
traceability. The study considers primary studies during the period 1997 to 2007 
and aims at answering two main research questions, regarding: (a) the existing 
definitions of the requirements’ traceability, and (b) the existing requirements’ 
traceability techniques, their challenges and the related tools found in literature. In 
2017, Tufail et al. (2017) performed a Systematic Literature Review also in the 
area of Requirements Traceability aiming to identify the leading models, challeng-
es and tools in the domain during 2010 to 2017, as well as the pros and cons of the 
leading requirement traceability models and tools. In the same year, Omar and 
Dahr  conducted also a systematic literature review on the same field, aiming to 
present to practitioners interested into finding a suitable method for tracing re-
quirements, the most recent (from 2008-2017) requirement traceability practices 
and tools available (Omar and Dahr 2017). Regan et al. (2012a) conducted a re-
view on traceability analyzing the motivations of the organizations for implement-
ing traceability mostly within the regulated software safety critical domain, but also 



Chapter 6

170

 

 

by firms outside of this field. The same year they published a second review on the 
topic of traceability from the perspective of the implementation of traceability in 
real organizations. This study aimed at presenting the barriers faced by organiza-
tions while implementing traceability. Additionally it presented proposed solutions 
to these barriers, while it provided a comparison of them, for organizations operat-
ing inside and outside of the domain of critical systems. (Regan et al. 2012b) 

Another Systematic Mapping Study was conducted by Borg et al. focused on in-
formation retrieval (IR)-based trace recovery approaches. The scope of the study is 
limited, focusing only on traceability approaches of natural language (NL) software 
artifacts, during the years 1999 to 2011. The research questions that are investigat-
ed during the study consider (a) the identification of the most frequent IR ap-
proaches for tracing NL software artifacts, (b) the types of the artifacts that are 
most commonly linked, and (c) the level of evidence during the evaluation of these 
approaches (Borg et al. 2013). In 2013 one more review on the topic of traceability 
were published. Nair et al. (2013) collected 70 primary studies on the domain of 
traceability, which had been published in the requirements engineering conference 
in a period of 20 years. The review investigated what traceability related aspects 
have been studied and by whom, what types of systems have been considered, what 
types of artefacts have been traced and what empirical methods have been applied. 
Additionally, the study reported on specific challenges on the domain that have 
been addressed by primary studies, and tool features that have been developed to 
support traceability. In 2014, Javed and Zdun conducted an SLR aiming to discover 
the existing traceability approaches and tools between software architecture and 
source code, as well as the empirical evidence for these approaches, their benefits 
and liabilities, their relations to software architecture understanding, and issues, 
barriers, and challenges of the approaches (Javed and Zdun 2014). Finally, Cle-
land-Huang et al. (2012) conducted a roadmap for software and system traceability 
research, through which they present a brief view of the state of the art in traceabil-
ity, the biggest challenges identified and future directions for the field. However, 
although this work reports on existing studies on Traceability Information Models, 
Automated Trace Creation and Maintenance and Traceability Economics, and pro-
vides directions based on the existing literature in the field of traceability, it is not 
directly comparable to our work, because it stays on a higher level. 

There are several points of differentiation between the aforementioned studies and 
our work. An overview of the comparison between these studies and our work is 
presented in Table 6.10. In particular, for every secondary study, we present its 
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scope (i.e., what domain or paradigm it focuses on, what types of artifacts it inves-
tigates, which venues were searched and until which year primary studies were 
collected) and whether it covers the research questions of our own study (i.e., 
whether it studies the type of artifacts most commonly linked, the goals of tracea-
bility approaches, the benefits and the research methods used). As indicated by the 
table, our study has performed an analysis on the biggest dataset of primary studies 
compared to previous related work. Also, although our study focused only on em-
pirical studies, there were no restrictions applied in terms of a specific domain or 
concrete artifacts under investigation. 

6.6 Threats to Validity 
In this section we present threats to validity and their mitigation, based on the 
guidelines provided by Ampatzoglou et al. (2019). Specifically, in Section 6.6.1, 
we report threats to validity related to study selection, in Section 6.6.2, we report 
threats related to data validity, and in Section 6.6.3, we report threats related to 
research validity. 

6.6.1 Study Selection Validity 
Study selection validity concerns the early phases of the research, i.e. the search 
process and the filtering of studies. In order to ensure that our search process has 
adequately identified all relevant studies, the primary studies that have been select-
ed for inclusion have been carefully chosen following a well-defined protocol 
based on strict guidelines (Kitchenham and Charters 2007). The identification pro-
cedure consisted of an automated search through the search engines of the most-
known DLs. The search string that we used (see Section 6.2.2) is quite broad, since 
we only included the name of the investigated research method and synonyms of 
traceability, aiming to retrieve the maximum number of relevant studies. However, 
studies that adopted different terminology than the most established ones might 
have been excluded. The benefit of focusing only on research efforts that use  
standard terminology, is that we avoided using subjective criteria for characterizing 
the type of empirical research. 

Next, during the article inclusion/exclusion phase, there is always a possibility of 
excluding relevant articles. To mitigate this threat, two researchers have been in-
volved in this process, discussing any possible conflicts. On the completion of this  
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process, a third researcher was randomly screening the selection of articles for in-
clusion. Also, the inclusion/exclusion criteria have been extensively discussed 
among the authors, so as to guarantee their clarity and prevent misinterpretations. 
Furthermore, from our searching space we have excluded grey literature, since the 
goal of the study focuses on the use of empirical evidence, which are almost never 
published in grey literature. 

Additionally, although we have not identified any duplicate articles, our research 
protocol dictated that we check for duplicated articles, based on the abstract. Upon 
identification of duplicates, the most extensive one would be retained. Also, our 
study is not suffering from missing non-English papers and the papers published in 
a limited number of journals and conferences, since our search process was aiming 
at a large number of publication venues (including DLs as a whole) all publishing 
papers only in English. Finally, we have been able to access all publications that 
we were interested in, since our research institutes provide us access to the used 
DLs. 

6.6.2 Data Validity 
Regarding data validity, the main threat is related to data extraction bias. All rele-
vant data were extracted and recorded manually by the third author. Since this pro-
cedure is prone to some subjectivity, two researchers further inspected and refined 
the collected data, re-validating them. After this procedure the results were dis-
cussed among all researchers and any conflicts were resolved. Additionally, no 
publication bias is present in our results since primary studies have been collected 
from various venues. Thus, we believe that the obtained data points are not influ-
enced by a small group of people.  

Our secondary study is not affected by the following threats: (a) small sample 
size—we have been able to retrieve approx. 100 articles; (b) lack of relationships—
our study was not aiming to identify any relationships among data, but only to clas-
sify and synthesize; (c) low quality of primary studies—since quality assessment is 
not relevant for SMSs; and (d) selection of variables to be extracted—the straight-
forward research questions of our study have not raised any conflicts in the discus-
sions among authors on which variables should be extracted. Moreover, we did not 
identify issues with the use of statistical analysis, in the sense that the nature of our 
research questions did not require hypothesis testing but only basic statistical anal-
ysis (descriptive statistics). Finally, to mitigate the researchers’ bias in data inter-
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pretation and analysis the authors have discussed the data clustering for the goal of 
the studies, the qualities of interest, and the research methods used. 

6.6.3 Research Validity 
Concerning research validity, the relevant threats concern research method bias and 
repeatability. Regarding the former, the authors are highly familiar with the process 
of conducting secondary studies, since they have been involved in a large number 
as authors and reviewers. Therefore, no mitigation actions were necessary. Regard-
ing the latter, we believe that the followed review process ensures the reliability 
and the safe replication of our study. First, all important decisions in our review 
planning have been thoroughly documented in this manuscript (see Section 6.2) are 
can be easily reproduced by other researchers. Second, the fact that the data extrac-
tion was based on the opinion of three researchers can to some extent guarantee the 
elimination of bias, making the dataset reliable. Third, all extracted data have been 
made publicly available, so as to enable comparison of results.  

Additionally, through discussion among the authors we have set four research 
questions that accurately and holistically map to the set goal. This is clearly depict-
ed by the mapping of each research question to the research sub-goals/objectives. 
Furthermore, in the literature we have been able to identify a substantial amount of 
related works that can be used for comparison to our results. In particular, for this 
reason we used related studies from the software engineering literature. Finally, the 
selection of the research method is adequate for the goal of this study and no devia-
tions from the guidelines have been performed.  

6.7 Conclusions 
This study focuses on software artifacts’ traceability, i.e., the connection of arti-
facts. In particular, we aim at identifying studies that provide any kind of empirical 
evidence related to traceability, and understanding their characteristics (in terms of 
linked artifacts and research methods) and goals. To achieve this goal we have 
performed a systematic mapping study, which has led to the inclusion of 155 stud-
ies. The results of the study suggested that requirements and source code are the 
mostly studied software artifacts, a fact that can be explained due to their nature, 
and importance in the software development lifecycles. Regarding the goals of the 
studies, our results suggest that most of the studies aim at proposing novel tracea-
bility methods, whereas the most studied quality attributes that are affected by 
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traceability are maintainability-related. The outcomes are discussed in this chapter 
from various perspectives, and have resulted in useful implications for researchers 
and practitioners. 

This chapter was the first step into exploring the problem space around Documen-
tation TD, by reporting on the state-of-research on traceability techniques that may 
act as mechanisms for preventing requirements documentation TD. Based on the 
results of the study, and the lack of an existing approach for effectively preventing 
requirements traceability TD, in the next chapter we will proceed with proposing a 
requirements-to-code traceability technique that could be smoothly integrated in 
the daily routine of software engineers (e.g., by integrating it in the programming 
IDE) for this purpose. We will also validate the usefulness of the proposed tech-
nique by evaluating its influence on requirements documentation TD. 
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7 INTEGRATING TRACEABILITY WITHIN 
THE IDE TO PREVENT REQUIREMENTS 
DOCUMENTATION DEBT 

Abstract 
Documentation issues in software projects have been previously classified as a type 
of technical debt (TD), a concept that expresses how shortcuts during software 
development result in additional maintenance and evolution effort. The specific 
type of TD is termed documentation debt, and is among the most prevalent ones in 
practice and research. In this study we propose a tool-based approach for 
preventing documentation TD during requirements engineering, by: (a) integrating 
requirements specifications into the IDE, and (b) enabling the real-time creation of 
traces between requirements and code. To this end, we collabo-rated with a 
small/medium software company and conducted a qualitative case study to: (a) 
analyze the current process and identify existing TD types, (b) collect the 
requirements and im-plement a tool that aims at preventing the accumulation of 
documentation TD, and (c) investigate whether the tool successfully meets its goal. 
The results of the study suggest that the developers are motivated to use the 

Based on: Charalampidou, S. Ampatzoglou, A., Chatzigeorgiou, A., and Tsiridis, N. (2018). Integrating Requirement 
Specifications and Source Code Traceability within the IDE to Prevent Documentation Debt. In 44th Conference on 
Software Engineering and Advanced Applications (SEAA), IEEE Computer Society, 421-428. 
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developed tool, since they feel that they can develop, maintain and utilize 
requirements specifications and traces as part of their daily routine. 

7.1 Introduction 
Software projects’ documentation inefficiencies have been previously classified as 
a type of technical debt (TD) (Alves et al. 2016), a concept that expresses how 
shortcuts during software development result in additional maintenance and evolu-
tion effort (Cunningham 1992). This type of TD is termed documentation debt and 
is among the most prevalent ones in research (Alves et al. 2016) and industry (Am-
patzoglou et al. 2016). In particular, Alves et al. (2016) suggest that documentation 
TD is among the top-3 studied types of technical debt in academia, whereas Am-
patzoglou et al. (2016) suggest that documentation TD is perceived as the top-4 
most important types of TD in industry.   

Documentation TD is a broad term that can be identified at almost all software 
development phases, in this study we focus on documentation TD on requirements 
specifications. We selected to focus on requirement engineering, since it is one of 
the most crucial phases in the software development lifecycle, in the sense that the 
9 out of 11 most notable reasons for software project failures are related to re-
quirements (van Vliet 2008). As a first step towards investigating documentation 
TD in the requirements phase, we need to define the possible liabilities that can be 
identified in such specifications. Li et al. (2015) suggested that insufficient, incom-
plete or outdated documentation are the main sub-types of documentation debt. By 
focusing on requirements, these sub-types can be described as follows: 

1. Insufficient or incomplete requirements refer to pieces of specifications (e.g., 
use cases, user stories, SRS) that are developed either at low quality or do not 
describe the system under development. Low quality specifications miss at 
least one (or more) of the following characteristics: readability, traceability, 
verifiability, consistency, etc. (van Vliet 2008).  

2. Outdated requirements refer to cases in which specifications have been devel-
oped at an appropriate level of quality (in the early releases of the system), but 
subsequently the specifications are not updated with new requirements, or 
changes in existing ones (van Vliet 2008). 

Such documentation inefficiencies can occur intentionally, for example, in cases of 
selecting not to apply a rigorous documentation process, or change management 
strategies; or unintentionally, for cases when documents are not sufficiently main-
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tained, due to tight schedule. Both intentional and unintentional documentation TD 
hinder maintenance productivity (i.e., incurring TD interest), by adding overheads 
that stem from compromised source code understandability, e.g., difficulty in locat-
ing where each feature is implemented, etc.  

In practice, one of the most prominent examples of documentation TD, related to 
requirements, is the lack of requirements-to-code traceability. This can be caused 
by insufficient and incomplete requirements, which are not linked to the parts of 
the source-code where they are implemented. Furthermore, lack of traceability 
increases the effort of keeping requirements updated, since it is harder to identify 
which requirements can be affected when the source code is changed. Consequent-
ly, high effort is required to locate features or bugs within large codebases [6], a 
fact which impedes maintenance activities (e.g. feature addition or debugging). 
However, such activities are central aspects for TD management (e.g., modules 
with low change proneness are not prioritized for TD repayment), in the sense that 
TD interest occurs only whenever a change is applied to the system (for more in-
formation on the relation of traceability and maintainability see Section 7.2). 

To deal with the aforementioned issues, in this chapter we provide tool-support 
aiming at the prevention of requirements’ documentation TD35. To achieve this 
goal, we propose to connect requirements specification and code artifacts, by inte-
grating the specifications into the programming IDE. For this study, we worked 
together with a small/medium enterprise that is active for 20 years in mobile and 
web application development. The company was interested to reduce the amount of 
documentation TD, by adopting the proposed approach and tool support. To sup-
port the company in preventing the accumulation of documentation TD, we need to 
achieve 3 sub-goals: (sg1) understand how the use of the current requirements 
specification process incurs documentation TD; (sg2) build a custom-made tool 
that integrates requirements specifications into the programming IDE; (sg3) inves-

                                                      
35 We note that documentation TD should not be confused with requirements debt, which is 
a TD type related specifically to requirements and contrasts the distance between optimal 
requirements and the requirements that are actually implemented in the end software (Li et 
al. 2015). 
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tigate how the use of the tool, would benefit the company in preventing the accu-
mulation of documentation TD.  

The rest of the chapter is organized as follows: first we present related work. Sec-
ond we present the current status of the requirements specification process of the 
company; third we present the case study protocol that was designed to achieve the 
stated goals; fourth we present the outcomes of the study organized by the three 
aforementioned goals (sg1-sg3), and finally we present some lessons learned in the 
form of implications to practitioners and researchers, as well as threats to validity. 

7.2 Related Work  
As direct related work for this study, one should consider studies that investigate 
the aspect of documentation technical debt, and thus could be considered as com-
parable to our work. However, after looking into two literature reviews on the do-
main of TD [1, 5], we came up with the conclusion that although there are studies 
referring to the existence of documentation technical debt as a TD type, there are 
no studies investigating specifically this type of TD.  In their vast majority, these 
studies investigate the TD metaphor from a general perspective, and thus they 
combine the investigation of documentation TD together with other types of TD. 
Thus, there is no approach found in the literature that we can directly make a com-
parison with. As related work section we can provide only indirect related work, as 
follows: In Section 7.2.1, we present a set of studies that propose alternative trace-
ability management approaches, whereas in Section 7.2.2 approaches that investi-
gate how maintainability (i.e., a proxy of TD) can be influenced by applying trace-
ability. We note that we will not present studies that focus on demonstrating or 
evaluating traceability approaches, even if their goal is to improve maintainability 
(e.g. (Bavota et al. 2012a, Schahid and Ibrahim 2016)), if they do not provide em-
pirical evidence on the aforementioned relation. 

7.2.1 Approaches for Traceability Management 
There are various approaches/tools linking requirements to source code, which can 
be classified into two major categories: (a) standalone or web-based that handle 
source code separately from requirements (e.g. (Asuncion et al. 2007, Hayes et al. 
2006, Lormans and Deursen 2006, De Lucia et al. 2008, Lin et al. 2006)), and (b) 
IDE-integrated that place requirements and traces inside the IDE used for devel-
opment (e.g. (Klock et al. 2011, Bavota et al. 2012, Marcus et al. 2005, Maro and 
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Steghöfer 2016)). We focus on the latter since our case concerns an IDE-integrated 
tool that links requirements-to-code in real time. Several existing Eclipse-based 
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real-time, in different levels of granularity). Additionally, the Capra tool (Maro and 
Steghöfer 2016) is an eclipse based plug-in tool, which aims at supporting different 
tracing needs. For this reason the types of links to be supported, the types of arti-
facts that can be traced and the way the links should be stored are customizable. 
However, the proposed tool has not been empirically validated (Maro and 
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Table 7.1: Comparison to Related Work 

Study 
IDE 

integration 

Real Time 
Traceability 
Management 

Empirical 
Validation 

(Klock et al. 2011),  

(Bavota et al. 2012) 

X  X 

(Maro and Steghöfer 2016) X X  

(Asuncion et al. 2007)  X X 

Our study X X X 

7.2.2 Effect of Traceability on Maintenance  
Mäder and Egyed (2015), conducted a controlled experiment that aims at investi-
gating the effect of requirements-to-code traces on maintenance tasks. Initially they 
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examined if the subjects’ performance (in terms of time and correctness) was im-
proved during the software maintenance tasks, and then they investigated the dif-
ferences due to a range of other criteria (i.e. the kind of tasks subjects solved, the 
different project domains, and the order in which a task was performed by a sub-
ject). The results indicated a beneficial effect of traceability on maintenance quali-
ty. Jaber et al. (2013), performed also a controlled experiment investigating the 
benefits of having traces among different types of software artifacts in the mainte-
nance phase. For the needs of the study the authors created a prototype tool 
(TraceLink), which creates a model of all stored traces among artifacts. The study 
has three major goals. First, to investigate whether traceability links affect the ac-
curacy of maintenance tasks, second to identify potential benefit in terms of time 
reduction when performing a maintenance task, and third to examine whether de-
velopers’ abilities do not affect task accuracy, difficulty, or speed. The results 
showed that task accuracy improves when traceability links exist. However, no 
significant results were drawn about the time improvement. Bianchi et al (2012), 
conducted an exploratory case study to analyse the role of different types of tracea-
bility models in software maintenance. The study evaluates the degree of granulari-
ty that is more effective in modelling traceability. Two maintenance effectiveness 
aspects were taken into account: efficiency, and accuracy. The results of the study 
suggest that when a fine-grained trace is used (i.e., methods or attribute level), the 
effort required to satisfy a maintenance request is greater, but so is the accuracy of 
the modifications. Therefore, there is a trade-off between the efficiency and the 
accuracy of the maintenance task. Finally, Neumüller and Grünbacher (2006) in-
troduced traceability in a small company and developed a traceability environment 
for their needs. In their study they discuss the traceability approach they used and 
report on key lessons learned. The approach is fairly simple establishing trace links 
based on already existing conventions for developers. The tool focuses on trace 
utilization by providing attractive visualization and query mechanisms, without 
complex automations or interfering with the development practices. The lessons 
learned concern the way of introducing traceability into a company rather than the 
user experiences. 

7.3 Current Requirements Specification Process  
During this study we performed an exploratory case study, with our industrial part-
ner, named Open Technologies Services (OTS). OTS is a small/medium scale 
company that is considered one of the key-players in Greece’s mobile and web 
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development market. For the needs of this study we selected eight participants (six 
developers, the quality assurance manager and the project manager) that were in-
volved at different phases of the study. The experience of the participants ranged 
from one year (junior developers) to approximately a decade in the company (pro-
ject manager). In this section, we present the current status of the requirements 
specification process of our industrial partner, organized based on: (a) the involved 
stakeholders, and (b) the current approach and the used tools.  

Stakeholders: The stakeholders are both technical and non-technical, from different 
departments of the company. The main role dealing with specifying and managing 
requirements is developers, who are interested in tracing the requirements they 
receive (documented in the form of JIRA issues), into the implementation of the 
system (i.e. in the source code). Developers are interested in retaining the require-
ments as close to the source code as possible, so as to minimize the overheads of 
their management (e.g., not use tools other than their IDE, neither for documenting 
requirements, nor for maintaining traces). Other stakeholders in the development 
team include: the quality assurance manager, who is interested in knowing which 
requirements are implemented and which parts of the code should be tested; and 
the project manager, who is interested in communicating the progress of the devel-
opment team to customers or higher management, and thus is concerned with the 
understandability of documentation by non-technical stakeholders (e.g., the cus-
tomer support centre, which is responsible for reporting a large portion of issues).  

Current Approach and Tools: Currently the company does not follow a strict re-
quirements specification process (mostly due to tight development schedule) and 
there are no means of explicit traceability between software artifacts. According to 
the descriptions of the stakeholders, the requirements of a project are basically 
documented by the developers as JIRA issues, in the form of user stories (US). 
Once a user story is implemented, the corresponding code is committed to Git. The 
linking between the source code artifacts that implement a specific user story is 
performed when committing the code to Git, by using the JIRA issue ID in the 
commit comments. According to the project manager, flexibility and efficiency of 
this process are its positive characteristics, since developers do not like to spend 
time in documenting unnecessary information. Since in the current process the 
developers specify the requirements themselves, they have control over their tasks, 
and usually they just write enough details to start writing code. However this ap-
proach has as downside the unintentional creation of TD, since due to time limita-
tions developers do not document requirements properly (e.g., user stories are not 



Chapter 7

184

 

 

updated for minor changes, textual requirements are not detailed enough to fully 
specify the requested functionality, etc.), and this results to bad documentation, 
which affects the understandability of others in the team, or even the understanda-
bility of the code owner in the future. 

The created traces are utilized along maintenance activities (e.g., bug fixes or new 
feature requests). However, the current process is based in many cases on oral 
communication. When a specific code artifact needs to be maintained, the person 
that wrote the code is the first one to be asked. If this is not possible, developers 
look for the class that needs to be updated by applying a full text search, and navi-
gate based on the comments existing in the source code (when applicable). To get 
an insight on a specific part of the code, the commits that changed the respective 
code are tracked and manually reviewed. Upon successful completion of the 
maintenance task, developers are expected to signify other requirements that need 
to be tested, due to potential overlaps in the source code artifacts implementing 
these requirements. The link to requirements is done by creating a new JIRA issue, 
which references the issue ID that initiated the need of the check. However, the 
current process offers no guidance on identifying such overlapping code for a given 
requirement. 

7.4 Case Study Design 
The goal of this case study is: (a) to analyse the currently used requirements speci-
fication process regarding how it incurs documentation TD (i.e. insufficient, in-
complete or outdated requirements specifications); (b) to propose a tool for pre-
venting the accumulation of such documentation TD; (c) to investigate to what 
extent the proposed tool achieves its goal. The case study was designed and is re-
ported following the guidelines provided by Runeson et al. (2012). Based on the 
sub-goals defined in the introduction, we have derived three research questions 
(RQ): 

RQ1:  What aspects of the current requirements specification process are 
prone to incur documentation TD? 

To answer this research question, different steps of the current requirements speci-
fication process are discussed with the involved stakeholders to understand how 
and why they potentially incur documentation TD. Such steps will be linked to 
specific types of documentation TD (i.e. insufficient / incomplete / outdated re-
quirements).   
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RQ2:  What type of tool would be helpful in preventing the accumulation of 
documentation TD? 

In this research question we explore the main requirements (of our industrial part-
ner) on building a requirements specification tool with the aim of preventing the 
accumulation of TD. We aim at collecting a set of functional and non-functional 
requirements, describing the ideal requirements specification system according to 
the company stakeholders. As a starting point for discussing the requirements for 
the developed tool, the TD-prone aspects of the process identified in RQ1 will be 
used. As part of the answer to this research question, we will present the developed 
tool, and discuss how we evaluated its functional and non-functional behavior. The 
ability of the tool to aid in preventing documentation TD accumulation is investi-
gated in RQ3. 

RQ3:  How does the developed requirements specification tool aid in the pre-
vention of accumulating documentation TD?  

In this research question we explore whether the developed tool can help stake-
holders prevent the accumulation of documentation TD during the requirements 
specification, and the extent to which maintenance effort is reduced. Apart from the 
expert opinion of the stakeholders, in this research question we will focus on the 
rationale of the opinions, explaining how the tool can actually aid in technical debt 
prevention. 

For the needs of our study we collected qualitative data through different collection 
methods (see Table 7.2) which are further discussed below. For all research ques-
tions, triangulation of data sources or collection methods (two per research ques-
tion) has been achieved, to mitigate data collection bias. 

Table 7.2: Data Collection Methods per Research Question 

Collection method RQ1 RQ2 RQ3 

Pre-tool interviews X   

Observation session X  X 

Focus group (Requirements elicitation)  X  

Focus group (Discussion on prototypes)  X  

Post-tool interviews   X 
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In the first part of our study (RQ1) we conducted three individual interviews with a 
developer, the quality assurance manager and the project manager. In order to en-
hance the reliability aspect, all conducted interviews followed interview guides, 
which had been tested through a pilot case study (the study guides, and the devel-
oped tool are all available online36). These interviews aimed at giving us some in-
sight on how the current state-of-practice results in the creation of different types 
of documentation TD. The identified documentation TD types acted as pointers for 
the development of the tool. As additional means of collecting data, we performed 
an observation session, aiming at collecting information about steps of the process 
or actions that might have been omitted during the interviews. The outcome of RQ1 
indicates the parts of requirements specification that result in documentation TD; 
and therefore are in need of tool support. 

The extraction of the requirements for the developed tool (RQ2) was performed 
through two focus group sessions (which were structured according to the guide-
lines of Kontio et al. (2007)). During the planning of the focus groups we defined 
the goals. The first focus group aimed at collecting a set of initial requirements, 
focusing mostly on functional requirements. The second one aimed at finalizing the 
requirements elicitation process and collecting non-functional requirements. The 
two focus groups had a similar design. They both lasted for 45’ and the partici-
pants were company stakeholders, with different fields of expertize and back-
grounds. While conducting the first focus group a list of candidate requirements 
from literature and other existing systems were used for driving the discussion. 
During the second focus group a set of mock-up prototypes were used for the same 
purpose. The two focus groups were performed with a time difference of one 
month, so that to process the results of the first focus group, before designing the 
mock-up prototypes. Subsequently we developed the requested tool. To evaluate 
the conformance to the needs of the company we examined, through interviews and 
observation sessions, how five developers experience the use of the tool, in terms 
of both the functional and non-functional requirements.  

Finally, after one month that the tool development was stabilized, we evaluated to 
what extend the use of the tool had an impact on the prevention of the accumula-

                                                      
36  http://www.cs.rug.nl/search/Resources/Resources  



Integrating Traceability within the IDE to Prevent Requirements Documentation Debt

187

 

 

In the first part of our study (RQ1) we conducted three individual interviews with a 
developer, the quality assurance manager and the project manager. In order to en-
hance the reliability aspect, all conducted interviews followed interview guides, 
which had been tested through a pilot case study (the study guides, and the devel-
oped tool are all available online36). These interviews aimed at giving us some in-
sight on how the current state-of-practice results in the creation of different types 
of documentation TD. The identified documentation TD types acted as pointers for 
the development of the tool. As additional means of collecting data, we performed 
an observation session, aiming at collecting information about steps of the process 
or actions that might have been omitted during the interviews. The outcome of RQ1 
indicates the parts of requirements specification that result in documentation TD; 
and therefore are in need of tool support. 

The extraction of the requirements for the developed tool (RQ2) was performed 
through two focus group sessions (which were structured according to the guide-
lines of Kontio et al. (2007)). During the planning of the focus groups we defined 
the goals. The first focus group aimed at collecting a set of initial requirements, 
focusing mostly on functional requirements. The second one aimed at finalizing the 
requirements elicitation process and collecting non-functional requirements. The 
two focus groups had a similar design. They both lasted for 45’ and the partici-
pants were company stakeholders, with different fields of expertize and back-
grounds. While conducting the first focus group a list of candidate requirements 
from literature and other existing systems were used for driving the discussion. 
During the second focus group a set of mock-up prototypes were used for the same 
purpose. The two focus groups were performed with a time difference of one 
month, so that to process the results of the first focus group, before designing the 
mock-up prototypes. Subsequently we developed the requested tool. To evaluate 
the conformance to the needs of the company we examined, through interviews and 
observation sessions, how five developers experience the use of the tool, in terms 
of both the functional and non-functional requirements.  

Finally, after one month that the tool development was stabilized, we evaluated to 
what extend the use of the tool had an impact on the prevention of the accumula-

                                                      
36  http://www.cs.rug.nl/search/Resources/Resources  

 

 

tion of documentation TD (RQ3). To do so, we conducted five post-tool usage in-
terviews with developers who had used the tool, during which we discussed how 
the use of the tool affected the maintenance effort required to resolve future tickets, 
and the extent to which it affects the accumulation of technical debt, related to the 
requirement documentation TD types (as identified in RQ1). For similar reasons to 
RQ1, we performed post-tool observation sessions as well. The outcome of this 
process was the rationale of experts, explaining why the tool is beneficial in terms 
of TD prevention.  

7.5 Results 
In this section we present the results obtained by analyzing the data from the inter-
views, focus groups and observation sessions. The collected dataset for all research 
questions was analyzed using the constant comparison technique, which is a sys-
tematic way for analyzing qualitative data (Seaman 1999). Specifically, we tran-
scribed all interview and focus group audio files, and we compiled them into a data 
set, including also the notes kept during the observation sessions. Then we coded 
the data set, i.e. categorized all pieces of text that were relevant to a particular 
theme of interest (Seaman 1999), and we grouped together similar codes, creating 
higher-level categories (see Table 7.3). The categories were created during the 
analysis process by both the first and the second author, and were discussed and 
grouped together through an iterative process in daily meetings. In the upcoming 
sections, in parenthesis, we use the codes identified in the textual analysis process. 
We note that in Table 7.3 we present the answers provided by the respective partic-
ipants (i.e. for the first part of the study, the developer (D), the project manager 
(M) and the quality assurance manager (Q) and for the second part of the study the 
five developers (participants 1-5). Additionally, we note that cells with grey color 
indicate that the corresponding participants were not involved in those code catego-
ries. 

7.5.1 Documentation TD in Current Process 
In this section we discuss the inefficiencies of the current requirements specifica-
tion process that lead to the accumulation of documentation TD. An illustrative 
case describing this process is summarized in Figure 7.1. 
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Table 7.3: Mapping between categories and participants 

Category 

Participants 

D M  Q 1 2 3 4 5 

(c1) Communication difficulties among 
stakeholders 

+ +       

(c2) Insufficient/incomplete US docu-
mentation affects understandability 

+ + +      

(c3) Oral based communication with 
documentation of basic decisions 

+ + + 
     

(c4) There are traces among limited 
artifacts 

+  +      

(c5) Traces support understandability of 
developers 

+ + +      

(c6) Need of system overviews (FR, test 
cases etc.) 

+ + +      

(c7) Isolated documentation hinders 
maintainability 

+ + +      

(c8) Use of an IDE based traceability 
tool 

+ + +      

(c9) Non-technical stakeholders can 
suffice with an output document 

+ + + 
     

(c10) Capability to link US to code and 
vice versa 

+ +   +    

(c11) Flexibility and efficiency are ma-
jor benefits 

+ + +      

(c12) Links’ granularity should be at 
least at class level 

 +       
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Incomplete and insufficient requirements. The process is considered to create 
obstacles in the communication among departments (e.g., support, development, 
and testing) (c1). From the perspective of developers, the main reason is that when 
non-technical stakeholders use JIRA to add new issues, the issue specifications are 
not formulated as proper user stories (c2). Similarly, the freedom that developers 
have while creating documentation often results to poor documentation (due to 
time limitations), which hinders understandability (c2). As a result, oral communi-
cation is required to bridge these gaps and often ends up driving the process (c3).  

Additionally, according to all participants, the current process does not support 
sufficient traceability among software artifacts (c4). Specifically, there is a lack of 
a structured way to link requirements and test cases, or JIRA issues to user stories. 
As a result, maintenance activities (bug fix or addition of features) become more 
difficult, since it is hard to locate concrete artifacts. Thus the task of navigating 
into the source code, is perceived as even more complex for the new developers in 
the company (c5). 

Category 

Participants 

D M  Q 1 2 3 4 5 

(c13) Requirements management via tree 
structure  

+ +  + + + + + 

(c14) Search functionality for requirements 
or code 

+ + + + +    

(c15) Users have different interaction prefer-
ences 

+ +  + +  + + 

(c16) Integration with Git + +   +  + + 

(c17) Low consumption of resources +   + + +   

(c18) Low response time + +  + + + +  

(c19) Scalability is important +   + +    

(c20) There is no strict traceability process + + +      
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Furthermore, all participants agree that one of the biggest challenges of the current 
process is that they can’t get an overview tracing which requirements are already 
implemented and extracting a feature set (c6). This causes troubles in several ways: 
(a) there is inefficiency in project progress tracking; (b) communication with cus-
tomers on bug-fixing progress is hindered; and (c) the testers are not aware of the 
requirements that need to be tested, since they are not expected to track commit 
records for identifying changes. The manager reported that it would be a big benefit 
to “be able to see the stories well organized, without looking into other external 
systems”. 

Outdated requirements. When the documentation of a project is isolated from the 
project itself (i.e., use of different tools), developers do not perceive updating it as 
part of their responsibility, but as an extra burden for their main tasks (c7). An 
additional problem is that in the current process, when developers deal with a JIRA 
issue, they do not have access to the intended functionality as a whole. As a result, 
they often miss the context of the user story (c6). 

 
Figure 7.1: Illustrative presentation of the process 

7.5.2 Proposed Tool for TD Prevention  
How the tool could prevent specification TD: All participants agree that external 
tools would not be easily integrated in their process. Instead, the company needs a 
tool to document and trace requirements, integrated into the used IDE (c8). Such 
an integration aids in the prevention of accumulating instances of the documenta-
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project itself (i.e., use of different tools), developers do not perceive updating it as 
part of their responsibility, but as an extra burden for their main tasks (c7). An 
additional problem is that in the current process, when developers deal with a JIRA 
issue, they do not have access to the intended functionality as a whole. As a result, 
they often miss the context of the user story (c6). 

 
Figure 7.1: Illustrative presentation of the process 

7.5.2 Proposed Tool for TD Prevention  
How the tool could prevent specification TD: All participants agree that external 
tools would not be easily integrated in their process. Instead, the company needs a 
tool to document and trace requirements, integrated into the used IDE (c8). Such 
an integration aids in the prevention of accumulating instances of the documenta-

 

 

tion TD types discussed in RQ1 (i.e., incomplete, insufficient or outdated require-
ments). 

First, it is important that the user can choose how much documentation is really 
necessary to understand a user story; therefore, the tool should provide flexibility 
in the level of details for requirements specifications. This functionality helps in 
avoiding over-engineering requirements, but at the same time assures the existence 
of a minimal level of details needed to avoid having insufficiently specified re-
quirements. Furthermore, all participants underlined that the tool should support 
communication among stakeholders alleviating existing problems (c1). For this 
reason the tool should enable the sharing of requirements specifications among 
developers and non-technical stakeholders (e.g., the product owner and the sales 
department), by producing reports that are friendly to non-technical stakeholders. 
This is expected to contribute towards limiting the number of incomplete require-
ment specifications, since they will be verified by several stakeholders. Such a 
verification, assures the completeness of requirements, from potentially different 
perspectives. Since non-technical stakeholders may not be willing to use the IDE-
based environment of the tool, the tool should provide as output overview files 
(c9). Concerning the creation of links, the tool should provide functionality for 
connecting requirements to source code (i.e. following a link should open the right 
method/class where a requirement has been implemented) and vice versa (c10). 
This requirement is expected to alleviate the accumulation of TD due to lack-of-
requirements-to-code traceability. 

Second, all participants consider that a tool that should be easy to use, so as to be 
easily adopted into the workflow of the developers (c11)—promoting the update 
of requirements specifications (i.e., preventing the accumulation of additional 
outdated requirements TD). In terms of source code, the linking should be done at 
least at class level, while according to a participant creating traces at method level 
could also potentially be useful (c12). Additionally, in the tool it should be possible 
to link many requirements to one class, and vice versa (c10).  

In addition to TD prevention the tool should obey to generic guidelines of require-
ments specification processes. In particular, the imposed requirements specification 
should capture the goal and the reasoning for each user story, and keep information 
about the system/subsystem the story belongs to, the responsible actor and the re-
spective test scenarios. The user stories should be visualized in a tree structure, and 
should be organized in smaller categories, based on the subsystems or actors they 
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refer to (c13). What is more, most participants name the search functionality as a 
basic one (c14). Specifically the user should be able to search for a concrete re-
quirement by providing a term, or by choosing an actor or a subsystem and the 
system should identify the classes in which this requirement is implemented, and 
vice versa. This would reduce the time required for locating the part of the system 
where changes will be made.  

 
Figure 7.2: Illustrative example of the core tool functionality 

To guarantee that stakeholders will use the tool in a regular basis, a set of four non-
functional requirements (namely: usability, interoperability, performance, and 
scalability) have been identified by the participants, acting as key drivers for the 
development of an ideal requirements specification management tool. In particular 
usability should be the major point of attention: most participants stated that one of 
the biggest challenges is to have a usable tool for all developers, due to the differ-
ent preferences and habits that each one has (e.g., use the tool either by mouse or 
code annotations) (c15). Interoperability is another aspect discussed at several 
points by most participants, namely how the tool integrates with other tools and 
environments used by the company—e.g. Git and Eclipse (c16). In terms of per-
formance (i.e. the response time and the resources used by the system when initial-
izing the traces between user stories and source code) it was stated that “loading a 
project should not consume much resources” (c17) and that “the tool would prevent 
us from using it only if it had serious issues, like delays” (c18). Finally, the partici-
pants mentioned the importance of scalability (c19), since the project sizes vary, 
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and grow over time, and thus the tool should be able to handle an increased number 
of user stories or classes. 

Developed Tool: Based on the aforementioned collected requirements we created 
an Eclipse plug-in that provides developers the desired functionalities for managing 
requirements specifications. This functionality concerns the specification of new 
user stories inside the IDE, and the easy identification of existing user stories, 
which can be traced to the code, where they are implemented. Thus, when a new 
maintenance ticket arrives, the developer can effortless reach the respective user 
story and update the source code that implements it.  

The user interface of the core functionalities of the developed Eclipse plug-in is 
presented in Figure 7.3, in order to provide the reader with an idea about the look 
and feel of the tool. The tool was validated through interviews and observations 
and the results were positive, since all users were able to use it for the assigned 
tasks (functional requirements) accurately and timely. This finding can be consid-
ered as expected since the tool has been developed based on the needs and process-
es of our industrial partner. However, the evaluation process suggested that the 
quality characteristic that still needs improvements is usability. This is not surpris-
ing, as usability is the most subjective of these qualities, and thus hard to satisfy for 
all stakeholders. 

7.5.3 Effectiveness of the Tool 
In this section we discuss the obtained benefits by the use of the tool, in terms of 
preventing documentation TD. The benefits with respect to prevention of accumu-
lating TD are organized per documentation TD type.  

The developed tool provides a simple and efficient way to integrate requirements 
specifications inside the IDE environment. According to the project manager con-
necting requirements documentation with the source code is “the biggest benefit” 
of the new process (c8). In this set up developers tend to perceive specifications 
maintenance as part of their job and not as something external. This is a great 
achievement in terms of preventing outdated documentation. The IDE-integration 
imposes the use of the tool in the daily routine of the developers in a very natural 
way, and thus developers are willing to use it. In terms of how the tool can affect 
the future maintenance of the specifications, the project manager stated that “it is 
much easier for developers to maintain the stories, because it’s in the IDE, so de-
velopers do not have to maintain data in different tools. It’s not a large effort. It is 
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very interesting to see how using an independent tool and using a tool that is close 
to the code affect the use from the developers” (c7). At the same time, the tool 
maintains the advantage of flexibility (c11), i.e. developers do not need to spend 
much time on documentation (avoiding over-engineering), but they can document 
just-enough and just-in-time to clearly specify the given requirement just before 
starting its implementation. The threat of accumulating TD related to requirements 
insufficiently or incompletely specified is mitigated by sharing the specifications 
with technical- or non-technical stakeholders, who can potentially ask for clarifica-
tions or additions. Finally, the introduction of the tool in the daily routine of devel-
opers provided them a systematic way to capture traces between requirements and 
source code, an aspect that was completely absent before the development of the 
tool (c20). Thus, intermediate solutions like commenting on commit records, or 
commenting in the source code have been successfully substituted with a more 
efficient and comprehensive solution, preventing the accumulation of TD due to 
lack of requirements-to-code traceability. 

 

 
Figure 7.3: Screenshots showing the user interface for the basic functionality of the 
developed tool 

7.6 Lessons Learned 
The results of our study confirmed the existence of technical debt at the require-
ments specification level, in the sense that all types of documentation TD have 
been identified by the stakeholders. This finding can be considered as expected, 
since in literature, industrial studies suggest that documentation TD is among the 
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most common forms of TD (Cunningham 1992). In addition to that, we explored 
which aspects of requirements specification process are more prone to produce TD. 
The results suggested that TD is accumulated on artifacts for which communication 
among many stakeholders is required, or on those specified in different documents. 
Both aforementioned findings can be considered intuitive since: (a) communication 
between stakeholders can cause understandability issues and inconsistencies; (b) 
documentation in multiple documents is very time-consuming and may lead to 
omissions in specification. 

As a possible solution to these issues the stakeholders have promoted the integra-
tion of requirements specification in the IDE, rendering developers as responsible 
for their update and maintenance. The provided solution has been well-accepted by 
developers, who considered it as a viable way to prevent the accumulation of fur-
ther TD. The eager adoption of the tool by developers is intuitive; the documenta-
tion maintenance can be done inside the IDE and thus it feels as part of their daily 
routines, considering the extra burden as negligible. Additionally, the reduction of 
TD is expected to reduce the required maintenance effort, as well. In particular, the 
participants of the study expect that this change will make the maintenance of the 
software easier (and less costly) since the time required for identifying the affected 
parts of the code will be reduced. This benefit stems from the exploitation of re-
quirements-to-code traces. The introduction of traceability management into the 
process of the company, through the creation of links between the requirements 
specifications and the place in the source code where they are implemented has a 
great impact on the understandability of the code. Thus, any maintenance action 
(i.e., bug-fixing or feature addition) would be less effort intensive, since developers 
would not need to invest time on identifying the parts of the code where the user 
story resides in. The benefits of using the tool are expected to be stronger for nov-
ices. 

Based on the aforementioned findings, we identified some implications for practi-
tioners and researchers. First, a requirements specification tool, which is integrat-
ed in the IDE and also promotes requirements-to-code traceability, can support the 
creation and maintenance of well-defined user stories, and can increase the under-
standability of the project especially to new developers. Thus, we suggest practi-
tioners to use a tool for managing requirements specifications and traces according 
to their specific needs. In particular, given the positive evaluation of the proposed 
plug-in, we suggest practitioners that already use Eclipse and document their re-
quirements as user stories to adopt the proposed plug-in1. From a research point of 
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view the current study can be followed up with a longitudinal, quantitative case 
study to collect empirical evidence on the benefits of the long-term use of the de-
veloped tool in the company. Additionally, a replication in the context of a differ-
ent company would be useful, so as to check the generalizability of our findings in 
different processes. 

7.7 Threats to Validity 
Potential threats to validity of the conducted study concern construct, external, and 
internal validity and reliability threats. Since the goal of the study is not to establish 
a causal relationship between the use of the tool and the prevention of TD, but only 
to provide an initial exploration, we believe that internal validity is not a main con-
cern for this study’s validity. Construct validity reflects to what extent the phenom-
enon under study really represents what is investigated according to the research 
questions (Runeson et al. 2012). To mitigate construct validity threats, we estab-
lished a research protocol to guide the case study, which was thoroughly reviewed 
by two experienced researchers in the domain of empirical studies. Additionally, 
during the data collection process we aimed at data and method triangulation to 
avoid a wrong interpretation of a single data source. One could argue that the deci-
sion to involve two different sets of participants, one for extracting requirements 
and one for evaluating the developed tool could be a threat in terms of construct 
validity. However, we believe that participation of experienced stakeholders in 
different roles during the elicitation process provides a more global view of the 
needs of the company, while the evaluation by various developers using the tool in 
a daily basis helps to mitigate bias. Another threat is the fact that the use of the tool 
was performed in the company for a small time period (one month) before the post-
use case study. However, we believe that this timeframe was adequate for the soft-
ware engineers to perform an initial validation. 

In terms of external validity (i.e., threats concerning the generalizability of the 
findings derived from the sample (Runeson et al. 2012)), it is difficult to claim that 
the same results would be derived in other companies. However, emphasizing on 
analytical generalization we can report on mitigation actions, which allow us to 
argue that the findings are representative for other cases with common characteris-
tics. Specifically, the participants of the study were professional software engineers 
with varying years of experience in software development. Additionally, OTS is an 
established SME in the domain of mobile and web development; therefore we can 
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argue that the studied units are representative for similar companies in the same 
domain.  

The reliability of the case study concerns the trustworthiness of the collected data 
and the analysis performed, to ensure that same results can be reproduced (Rune-
son et al. 2012). We support the reliability of our study by creating a rigor case 
study protocol and interview guides, which were tested through a pilots. To mini-
mize potential reliability threats during the data collection process, we preferred to 
ask open-ended questions and we requested motivation for the provided answers. 
To assure the correct and unbiased data analysis, two researchers collaborated dur-
ing the whole analysis phase. Finally, we have archived internally (due to a non-
disclosure agreement with our industrial partner) all collected data both raw and 
coded, so that the analysis can be verified and traced: interview and focus group 
guidelines are openly available. 

7.8  Conclusions 
One of the reasons resulting to requirements specification TD is their inconsistent 
management from different stakeholders, which usually involves different docu-
ments. To alleviate this, we developed a plugin that integrates requirements speci-
fication in the Eclipse IDE enabling their tracing to source code. The main benefit 
of using the developed plugin is the motivation of developers to create, maintain 
and utilize requirements specifications and traces as part of their daily routine. 

The findings reported in this chapter answer the final research questions of this 
thesis, concerning the third limitation stated in the problem statement, i.e., the pre-
vention of insufficient, incomplete, and outdated requirements documentation. 
Therefore, the next chapter concludes this dissertation, summarizing the entire 
work and the obtained results, as well as discussing opportunities for future work. 
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8 CONCLUSIONS & FUTURE WORK 

This chapter presents the conclusions of the PhD dissertation. In Section 8.1, the 
research questions posed in Chapter 1 are revisited and answered according to the 
findings of the empirical and analytical studies reported in Chapters 2 to 7. In the 
same section, the contributions of this dissertation, compared to the state of the art, 
are summarised. Finally, the perspectives for future work are described in Section 
8.2.  

8.1 Answers to Research Questions and Contributions 
In Chapter 1 we formulated the main problem statement of this dissertation (for 
more details on the three sub-problems see Section 1.4.1):  

Although in the literature there is a variety of approaches for managing code, de-
sign and documentation TD, these approaches suffer from various limitations:  

a) In code TD, tools for identifying, prioritizing, and resolving bad smells lack in 
accuracy, 

b) In design TD, systematic support for identifying  incorrectly instantiated pat-
terns is lacking, as well as guidance on how to refactor the design, 

c) In documentation TD, we lack tools for preventing the occurrence of insuffi-
cient, incomplete or outdated requirements documentation.  
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To address this problem, in Chapter 1 we decomposed it into a number of research 
questions that were derived based on the Design Science framework, and were 
answered in Chapters 2 to 7. Below we answer each research question based on the 
solutions that we have proposed and the empirical evidence that we have presented 
in the aforementioned chapters. This is organised per TD type and TD activity, 
according to the overview presented in Section 1.4.3. 

8.1.1 Code TD Identification 
We first addressed the lack of accuracy in the identification of bad smells. To this 
end, two research questions have been formed; RQ1.a questioned which metrics 
can be used for the identification of long method smells, and RQ1.b the accuracy of 
identifying long methods using these metrics. Both questions have been answered 
through a case study on 1,850 java open-source methods, which empirically ex-
plored the ability of size and cohesion metrics to predict the existence and the re-
factoring urgency of long method occurrences (Chapter 2). Based on the results of 
this study, we argue that cohesion is a quality property that should be used for the 
identification of extract method opportunities, and subsequently for the mining of 
long method bad smell instances. Specifically, the results of the study suggest that 
one size (i.e., LOC) and four cohesion metrics (i.e., LCOM1, LCOM2, CC and 
COH ) are capable of characterizing the need and urgency for resolving the long 
method bad smell, with a higher accuracy compared to the existing literature. 
Based on our results CC and COH present the highest precision, and compared to 
the existing approaches for long method or extract method identification, our cohe-
sion-based approach shows significantly higher precision (ranging from 68% to 
96%, compared to 50% in terms of complexity (Marinescu 2004) and 38-66% of 
size metrics (Demeyer et al. 2000). The precision of size, based on our results is 
81%. Summing up, based on the analysis we have performed: if one is interested in 
capturing as many long methods as possible, one should prefer size or not normal-
ized cohesion metrics; whereas if one is interested to get as fewer false positives as 
possible, then one should prefer normalized cohesion metrics. 

8.1.2 Code TD Prioritization 
Continuing with the prioritization of code TD, we formulated a research question 
about how to prioritize three different kinds of bad smells, in order to repay them in 
the most efficient order (RQ1.c). TD prioritization can be performed on two levels: 
(a) selecting which kind of smell to resolve, or (b) which specific instance of the 
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code smell to refactor first. In this RQ, we focus on (a) and we explore the priority 
of refactoring Long Methods, Conditional Complexity and Code Clones, for repay-
ing code TD, by assessing the associated interest probability. As a proxy of smell 
interest probability we use the frequency of smell occurrences and the change 
proneness of the modules in which they are identified. We note that for the special 
case of long methods, (b) has already been discussed in Section 2.5.2, where we 
discuss the urgency to apply the extract method refactoring for resolving the long 
method smell (RQ1.b). To achieve this goal in Chapter 3 we presented a case study 
which was performed on 47,751 methods extracted from two well-known open 
source projects. The results of the case study suggest that: (a) modules in which 
“code smells” are concentrated are more change-prone than smell-free modules, (b) 
there are specific types of “code smells” that are concentrated in the most change-
prone modules. Specifically, the most frequently occurring bad smells (i.e., Code 
Clones) are placed in the least change prone parts of the system, whereas long 
methods, which are the rarest have been identified in the most frequently changing 
ones. (c) Interest probability of code clones seems to be higher than the other two 
examined code smells (i.e., 4.5%-14.0% per commit, compared to 1.0%-2.0% per 
commit for Long Methods and of 0.5%-3.5% per commit for Conditional Complex-
ity). To conclude, although code clones are the kind of smell with the highest inter-
est probability, this result does not come from the identification of the smell in 
change prone modules, but from the frequency of its occurrence. Additionally, the 
long method smell appears to be placed in design hotspots (i.e., parts of the code 
that change very regularly), and therefore they constitute an important kind of 
smell in TD management, since they are associated with the most frequent genera-
tion of interest. 

8.1.3 Code TD Repayment 
Upon the identification of a long method smell instance that needs to be refactored, 
a software engineer needs to explore potential refactoring suggestions and apply 
the most fitting one. To this end we defined two research questions related to the 
repayment of code TD. RQ1.d questions how to extract long method opportunities, 
while RQ1.e aims at investigating the benefit of repaying code TD by applying the 
proposed extract method refactoring approach. Both research questions have been 
answered in Chapter 4, where we introduce an approach (accompanied by a tool) 
that aims at identifying source code chunks that collaborate to provide a specific 
functionality, and propose their extraction as separate methods. The accuracy of the 
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proposed approach has been empirically validated both in an industrial and an 
open-source setting. In the former case, the approach was capable of identifying 
functionally related statements within two industrial long methods (approx. 500 
LoC each), with a recall rate of 93%. The extraction of such sets of statements to 
separate methods has been validated as useful by the experts participating in our 
case study as the results strongly suggest that the use of method body cohesion 
metrics for identifying Extract Method opportunities is accurate. In the latter case, 
based on a comparative study on open-source data, our approach ranks better in 
terms of accuracy when dealing with very long methods (with F-measure 23-
26,9%), compared to two well-known techniques of the literature (the best of 
which has an F-measure of 10,7-14,2% ). To assist software engineers in the priori-
tization of the suggested refactoring opportunities the approach ranks them based 
on an estimate of their fitness for extraction. The ranking has been validated in 
both settings, and proved to be at least moderately correlated (correlation coeffi-
cient>0.4) to experts’ opinion. 

8.1.4 Design TD Identification & Repayment 
To address the second limitation of the problem statement (lack of systematic sup-
port for identifying incorrectly instantiated patterns, as well as for refactoring the 
design), we investigated the concrete example of a design pattern (i.e. Decorator) 
and we set two research questions. RQ2.a focuses on which parameters can be used 
for identifying improper Decorator pattern instantiations that can lead to design 
TD. RQ2.b aims at investigating the effect of its application on design TD, and 
how the knowledge about when a pattern is correctly instantiated (in terms of posi-
tive effect on quality) can be used for driving the refactoring (i.e., removing or 
adding a pattern instance). To answer these research questions, we presented in 
Chapter 5 a study which proposes a theoretical model for understanding the effect 
of patterns on 9 high level quality attributes (i.e., Size, Inheritance, Coupling, Co-
hesion, Polymorphism, Messaging, Complexity, Composition, and Abstraction). In 
particular, we model the effect of the pattern on quality as an equation of different 
size instantiation parameters (e.g., number of classes, number of methods, etc.) and 
we discuss cut-off points (i.e., values of the parameters) which when surpassed, the 
application of the pattern becomes either beneficial or harmful. Next, given the 
values of these parameters in the current instantiation of the pattern, we investigate 
if it indeed constitutes TD and thus a refactoring is necessary: if the values are in 
the harmful side of the cut-off point then the software engineer is prompted to re-
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factor to a non-pattern version. For example, the results of the study suggest that 
Decorator instances should not evolve through the addition of components in com-
posite objects, in the sense that this decreases system cohesion and therefore, mod-
ularity and maintainability are weakened. 

8.1.5 Documentation TD Prevention 
To address the third limitation of the problem statement (the lack of tools for pre-
venting the occurrence of insufficient, incomplete or outdated requirements docu-
mentation), three research questions were formed. The first research question 
aimed at investigating whether an existing artifact traceability technique can be 
used to prevent requirements documentation TD (RQ3.a). Although the question 
was focused only on requirements traceability techniques, we decided to perform a 
broader study investigating existing literature in the field of software artifact trace-
ability in general. In Chapter 6 we presented a mapping study on 155 primary stud-
ies on software artifact traceability, which are empirically evaluated, without set-
ting any further restrictions in terms of investigating a specific domain or concrete 
artifacts. The study aims at exploring the goals of existing approaches, as well as 
the empirical methods used for their evaluation. The main contributions of this 
mapping study are the investigation of: (a) what type of artifacts are linked through 
traceability approaches; (b) what are the benefits of using the proposed artifact 
traceability approaches; (c) how is the benefit of these approaches measured; and 
(d) what are the research methods used. The results of the study suggest that re-
quirements artifacts are dominant in the traceability domain, that the research cor-
pus focuses on the proposal of novel techniques for establishing traceability, 
whereas the main benefits are the improvement of software correctness and extend-
ibility. Finally, although many studies are including some empirical validation, 
there are still improvements to be made, and research methods that can be used 
more extensively. None of the existing studies can potentially be used for prevent-
ing requirements documentation debt. However, the findings of this study suggest 
that integrating requirements-to-code traceability into the IDE would be a promis-
ing approach for this purpose. 

Pursuing this path, RQ3.b raises the question of how to implement requirements-to-
code traceability to prevent the accumulation of documentation TD. To this end we 
decided to implement a requirements-to-code traceability tool, which would match 
the requirements defined in an industrial context (i.e. being integrated with the IDE 
and the current development processes). Next, RQ3.c aims at investigating how the 
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application of the selected requirements-to-code traceability tool influences docu-
mentation TD, in an industrial context. In Chapter 7 we reported on a qualitative 
case study in collaboration with a small/medium software company in order to: (a) 
analyze the current process and identify existing TD types, (b) collect the require-
ments and implement a tool that aims at preventing the accumulation of documen-
tation TD, and (c) investigate whether the tool successfully meets its goal. The 
proposed tool integrates requirements specifications into the IDE, and enables the 
real-time creation of traces between requirements and code. The results of our 
study confirmed the existence of TD at the requirements specification level, in the 
sense that all types of documentation TD (outdated, insufficient or incomplete re-
quirements) have been identified by the stakeholders. The stakeholders have pro-
moted the integration of requirements specification in the IDE, rendering develop-
ers as responsible for their update and maintenance. This solution was well-
accepted by developers, who considered it as a viable way to prevent the accumula-
tion of further TD. Finally, the results indicated that the developers are motivated 
to use the developed tool, since they feel that they can develop, maintain and utilize 
requirements specifications and traces as part of their daily routine. Additionally, 
they consider that the extra burden is negligible, and they foresee two main bene-
fits: that the creation of links between the requirements specifications and the place 
in the source code where they are implemented will have a great impact in terms of 
understandability of the code; and that the reduction of documentation TD will 
reduce the required maintenance effort, since the time required for identifying the 
affected parts of the code can be reduced. 

In Table 8.1 we summarize the main contribution of the answer to each RQ com-
pared to the state-of-the-art, and provide a reference to the corresponding chapter.  

 

Table 8.1: Contributions of the PhD dissertation 

Research 
Question 

Chapter 
Contributions & Comparison to the  
state-of-the-art 

Developed 
Tools 

RQ1.a 

RQ1.b 

 

Chapter 2 It relates: (a) a variety of cohesion metrics 
with the existence of long methods, and (b) 
cohesion metrics to the prioritization of 
resolving long methods.  
It compares size / cohesion metrics, as 

SEMI 
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Research 
Question 

Chapter 
Contributions & Comparison to the  
state-of-the-art 

Developed 
Tools 

predictors of the existence of long methods 
and their urgency for refactoring.  
It provides a method of higher accuracy 
(precision and recall), compared to the 
state of the art.  
Finally, it is one of the few tools that per-
form identification of long methods, in-
stead of extract methods opportunities, see 
e.g., JDeodorand (Tsantalis and Chat-
zigeorgiou 2011a), JExtract (Yoshida et al. 
2012), etc. 

RQ1.c Chapter 3 It investigates the relationship of change 
proneness and the existence of code smells 
in the context of technical debt manage-
ment.  

The study is the first one that combines the 
frequency of occurrence of bad smells and 
the change frequency of the involved code, 
in a novel metric that can be used as a 
proxy for smell interest probability. 

The term smell interest probability is in-
troduced by our study, along with possible 
use case scenarios from researchers and 
practitioners. 

None. 
Reused 
existing 
tools 

RQ1.d 

RQ1.e 

Chapter 4 It proposes using the functional relevance 
of source code fragments for the identifica-
tion of Extract Method opportunities.  
The proposed approach is the first one that 
is empirically validated with methods of 
hundreds of lines of code and in an indus-
trial setting with professional software 
engineers.  

SEMI 
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Research 
Question 

Chapter 
Contributions & Comparison to the  
state-of-the-art 

Developed 
Tools 

RQ2.a 

RQ2.b 

Chapter 5 It identifies the parameters that should be 
employed for assessing the effect of using 
the Decorator pattern. 
It identifies thresholds of these parameters 
that can drive refactoring activities (i.e., 
from the pattern to an alternative design, 
and vice-versa). 
This is the first study that does not limit 
the application of the analytical method to 
a single quality attribute, but 10 quality 
attributes. 

Extended 
the Per-
cerons 
platform 

RQ3.a Chapter 6 It provides evidence that traceability links 
can be related to software maintainability. 
It investigates the biggest corpus of prima-
ry studies, compared to previous related 
work.  
It is focused only on empirical studies, 
aiming at good quality data, which have 
been sufficiently evaluated before being 
published, without applying any re-
strictions in terms of a specific domain or 
concrete artifacts under investigation. 

N/A 

RQ3.b 

RQ3.c 

Chapter 7 It provides a method and a tool for apply-
ing real-time traceability management.  
It explores the IDE integration feature and 
empirically validates its usefulness. 
It provides empirical evidence on the rela-
tion of TD prevention and traceability. 

Eclipse 
plug-in for 
real-time 
traceabil-
ity man-
agement 

8.2 Future Work 
Based on the findings, scope and limitations of the studies carried out during the 
PhD, several opportunities of future work could be identified. These opportunities 



Conclusions & Future Work

207

 

 

Research 
Question 

Chapter 
Contributions & Comparison to the  
state-of-the-art 

Developed 
Tools 

RQ2.a 

RQ2.b 

Chapter 5 It identifies the parameters that should be 
employed for assessing the effect of using 
the Decorator pattern. 
It identifies thresholds of these parameters 
that can drive refactoring activities (i.e., 
from the pattern to an alternative design, 
and vice-versa). 
This is the first study that does not limit 
the application of the analytical method to 
a single quality attribute, but 10 quality 
attributes. 

Extended 
the Per-
cerons 
platform 

RQ3.a Chapter 6 It provides evidence that traceability links 
can be related to software maintainability. 
It investigates the biggest corpus of prima-
ry studies, compared to previous related 
work.  
It is focused only on empirical studies, 
aiming at good quality data, which have 
been sufficiently evaluated before being 
published, without applying any re-
strictions in terms of a specific domain or 
concrete artifacts under investigation. 

N/A 

RQ3.b 

RQ3.c 

Chapter 7 It provides a method and a tool for apply-
ing real-time traceability management.  
It explores the IDE integration feature and 
empirically validates its usefulness. 
It provides empirical evidence on the rela-
tion of TD prevention and traceability. 

Eclipse 
plug-in for 
real-time 
traceabil-
ity man-
agement 

8.2 Future Work 
Based on the findings, scope and limitations of the studies carried out during the 
PhD, several opportunities of future work could be identified. These opportunities 

 

 

are described in the following, grouped into three main directions: (a) managing 
code TD, (b) managing design TD, and (c) managing documentation TD.  

8.2.1 Future Work for Code TDM 
With respect to code TDM, the scope of this thesis was its identification, prioritisa-
tion and repayment. In this section we present future work opportunities for ad-
vancing the state of the art in regard to all three activities. 

In Chapter 2 we presented an approach for identifying extract method opportunities 
based on the use of size and cohesion metrics on class-level. An interesting future 
work would be the investigation of similar approaches based on method-level co-
hesion metrics or the exploration of the potential use of additional size metrics 
(e.g., number of accessible variables in a method) to indicate the existence and 
prioritization of extract method opportunities. Furthermore, researchers could ex-
plore the potentially improved predictive and ranking power of approaches that 
combine size and cohesion metrics (e.g. by using multivariate regression models, 
multi-criteria methods like the analytic hierarchy process (AHP), or Bayesian net-
works). Another idea would be to investigate the possibility of identifying thresh-
olds, for the six metrics presenting the highest predictive power, that when sur-
passed, a method can be classified as in need for extract method refactoring. Final-
ly, future work could investigate if method-level cohesion metrics can be used for 
the development of feature identification algorithms. The inherent relation be-
tween lack of cohesion and the number of functionalities that a software module 
offers might be a promising way for exploring the field of feature extraction.  

In terms of prioritisation, in Chapter 3 we presented a methodology which provides 
a structured way to assess the interest probability of various types of technical debt. 
The methodology can be reused / tailored in many ways. First, applying it to more 
code smells that are described in the book of Fowler et al. (1999). Applying the 
method to more smells would provide a holistic evaluation of code smells, and 
would make the results of such a study more accurate in the sense that in the cur-
rent study we considered as TD-free the modules that do not involve instances of 
the three bad smells under investigation. Second, tailoring it to fit different levels 
of granularity, such as requirements, or architecture. Such an analysis would be of 
great importance in the sense that TD is a multi-perspective notion that spans 
across all development phases. Third, applying the method to more projects would 
increase the reliability of the presented results and could possibly unveil differ-
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ences in the interest probability of smell types in projects with different characteris-
tics (e.g., size, maturity, history, levels of quality, etc.). An interesting special case 
of such an extension would be the application of the proposed approach to industri-
al projects, checking if there are differences compared to open-source ones. 

In terms of repaying code TD the study presented in Chapter 4 led to some interest-
ing implications and future work directions. First, the benchmark created for our 
comparative case study can be useful both in the domain of feature location and 
refactorings identification, which currently lack a set of methods with identified 
functionalities/extraction opportunities. The provision of this benchmark will ena-
ble a fair comparison of future approaches and reduce deviations in recall and pre-
cision, caused by using different systems as objects. Second, the fact that SRP and 
cohesion are successfully tailored to apply at the method level, opens new research 
directions on how other principles can be transferred to different levels of granular-
ity, e.g., architecture or code. Finally, the approach can be tailored to fit the identi-
fication of additional refactoring opportunities. We believe that such a tailoring 
constitutes an interesting future work, since different refactoring opportunities re-
quire completely different identification algorithms, checking of preconditions, 
ranking approaches and evaluation strategies. For example, even for refactorings of 
similar purpose (e.g., extract parts of the code in different levels of granularity—
i.e., extract methods, extract class, etc.) the required approaches should be differ-
ent: in extract class you need to investigate the clusters of methods and attributes 
that should be placed in the new class, whereas in the extract method you need to 
investigate which lines of code are functionally relevant, do not violate AST pre-
conditions, determine the number of parameters for the new method, etc. Thus, 
despite the fact that in both cases a cohesion-based approach is required, the same 
approach cannot be directly transferred from one code smell to the other. 

8.2.2 Future Work for Design TDM 
Within the scope of this thesis was also addressed the management of design TD, 
in terms of identification and repayment. In Chapter 5 we presented a theoretical 
model for understanding the effect of patterns on quality, which could lead into 
interesting future work like: (a) empirically investigating the accuracy of the theo-
retical results on OSS projects, (b) replicating the study with different alternatives 
so as to evaluate the sensitivity of our results to various alternative designs, (c) 
investigating the 3rd axis of change proposed by Ng et al. (2007) (i.e. the usefulness 
of the number of clients, as a predictor of software quality), to confirm whether 
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evolution through this axis is uniform in pattern and non-pattern solutions, and (d) 
comparing the effect of similar parameters of different patterns (e.g., if the addition 
of subclasses in Bridge has a similar effect to the addition of Leafs in Decorator.   

8.2.3 Future Work for Documentation TDM 
Finally, the third research area in the scope of this thesis was the management of 
documentation TD, focusing on requirements documentation TD prevention. In 
Chapter 6 we presented a systematic mapping study which explores the state-of-
the-art in the field of software artifact traceability. Based on the findings of the 
study the performance of automated approaches and the cost of manual approaches 
are two major concerns related to traceability approaches, and therefore extra atten-
tion to these parameters would be advised. Additionally, researchers need to ensure 
that usability and management of traces drive the development of their methods 
and tools, so as to increase the chances of industrial adoption. In Chapter 7 we 
presented a qualitative case study conducted in an industrial context proposing and 
validating a tool-based approach for preventing documentation TD during require-
ments engineering. From a research point of view that study can be followed up 
with a longitudinal, quantitative case study to collect empirical evidence on the 
benefits of long-term use of the developed tool in the company. Additionally, a 
replication in the context of a different company would be useful, so as to check 
the generalizability of our findings in different processes. 
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A2. Supplementary Material to Chapter 6 – Additional 
Data for Research Questions 
RQ1: Detailed presentation of connected artifacts (and the respective phases they 
belong to) 

The tables below present further information about the top-5 most frequently traced 
software artifact types. Specifically, there is one table for each artifact, which 
shows the count of studies in which this artifact has been linked with other types of 
artifacts (as well as the development phases these artifacts belong to). We note that 
the tables present only pairs that have been found in at least 5 studies. 

Table A2.1: Count of studies connecting Requirements to other artifacts 

Artifact 1 Artifact 2 Development 
Phases 

Count 

Requirements 

Source Code 

R 

I 21 
Classes I 14 
Test Cases T 10 
Methods I 5 
Design Models D 5 
Requirements R 5 

 

Table A2.2: Count of studies connecting Source Code (in general) to other artifacts 

Artifact 1 Artifact 2 
Development 
Phases 

Count 

Source Code 

Requirements 

I 

R 21 
Test Cases T 7 
Specifications - 5 
Features R 5 
Design Models D 4 
UML Diagrams D 4 
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Table A2. 3: Count of studies connecting Classes to other artifacts 

Artifact 1 Artifact 2 
Development 
Phases 

Count 

Classes 

Use Cases 

I 

R 15 
Requirements R 14 
Test Cases T 10 
Interaction Diagrams D 6 
Features R 4 

 

Table A2.4: Count of studies connecting UML diagrams to other artifacts 

Artifact 1 Artifact 2 
Development 
Phases 

Count 

UML Diagrams 

Source code 

D 

I 4 
Requirements R 2 
Use Cases R 2 
Classes I 2 

 

Table A2. 5: Count of studies connecting Use Cases to other artifacts 

Artifact 1 Artifact 2 
Development 
Phases 

Count 

Use Cases 

Classes 

D 

I 15 
Interaction Diagrams D 6 
Test Cases T 6 
Source code I 4 
Requirements R 3 
Features R 3 
Methods I 3 
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Artifact 1 Artifact 2 
Development 
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Count 
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Artifact 1 Artifact 2 
Development 
Phases 

Count 

UML Diagrams 

Source code 
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Requirements R 2 
Use Cases R 2 
Classes I 2 

 

Table A2. 5: Count of studies connecting Use Cases to other artifacts 

Artifact 1 Artifact 2 
Development 
Phases 

Count 

Use Cases 

Classes 

D 

I 15 
Interaction Diagrams D 6 
Test Cases T 6 
Source code I 4 
Requirements R 3 
Features R 3 
Methods I 3 

 

 

 

RQ4: View on the development phases and the exact artifacts being examined by 
using different research methods 

Table A2. 6 below shows the top-5 (when applicable) pairs of development phases 
studied by using each empirical research method 

Table A2. 6: Pairs of development phases studied using the different research 
methods 

Research Method 
Development 
Phases 

Count 

Case study R-I 60 
R-R 30 

 R-D 26 
I-T 23 
D-I 20 

Experiment R-I 48 
D-I 40 
R-D 31 
D-D 23 
I-I 13 

Proof of Concept R-I 8 
D-I 8 
R-D 8 
I-T 6 
I-I 5 

Survey R-D 1 
R-R 1 
R-I 1 
R-T 1 
I-T 1 

Simulation R-R 2 
R-I 1 
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Table A2.7 shows the most frequently traced pairs of software artifacts and how 
they are distributed based on the empirical research method used when studied. 

 

Table A2.7: Research methods used for studding the most frequently traced pairs 
of software artifacts 

Artifact 1 Artifact 2 

C
as

e 
St

ud
y 

E
xp

er
im

en
t 

Pr
oo

f o
f C

on
ce

pt
 

Su
rv

ey
 

Requirements Source Code 12 5 4 1 

Use Cases Classes 9 6   

Requirements Classes 6 7 1  

Classes Test Cases 6 3 1  

Requirements Test Cases 6 2 1 1 

Source Code Test Cases 7   1 

Interaction Diagrams Test Cases 4 2   

Interaction Diagrams Classes 3 4   

Use Cases Test Cases 3 3   

Use Cases Interaction Diagrams 3 4   

High Level Require-
ments 

Low Level Requirements 5 1   

Source Code Specifications 3 2   

Features Source Code 4  1  

Requirements Methods 2 3   

Requirements Design Models 2 2  1 

 

 



Introduction

231

 

 

Table A2.7 shows the most frequently traced pairs of software artifacts and how 
they are distributed based on the empirical research method used when studied. 

 

Table A2.7: Research methods used for studding the most frequently traced pairs 
of software artifacts 

Artifact 1 Artifact 2 

C
as

e 
St

ud
y 

E
xp

er
im

en
t 

Pr
oo

f o
f C

on
ce

pt
 

Su
rv

ey
 

Requirements Source Code 12 5 4 1 

Use Cases Classes 9 6   

Requirements Classes 6 7 1  

Classes Test Cases 6 3 1  

Requirements Test Cases 6 2 1 1 

Source Code Test Cases 7   1 

Interaction Diagrams Test Cases 4 2   

Interaction Diagrams Classes 3 4   

Use Cases Test Cases 3 3   

Use Cases Interaction Diagrams 3 4   

High Level Require-
ments 

Low Level Requirements 5 1   

Source Code Specifications 3 2   

Features Source Code 4  1  

Requirements Methods 2 3   

Requirements Design Models 2 2  1 

 

 

 

 

 

BIBLIOGRAPHY 

 

Al Dallal J., and Briand L. (2012). A Precise method-method interaction-based cohesion 
metric for object-oriented classes. Transactions on Software Engineering and 
Methodology. ACM Press, 23(2), article 8. 

Al Dallal, J. (2011). Measuring the Discriminative Power of Object-Oriented Class 
Cohesion Metrics. Transactions on Software Engineering. IEEE Computer Society, 
37(6), 788 – 804. 

Alves, N.S.R., Mendes, T.S., de Mendonça, M.G., Spínola, R.O., Shull, F., and Seaman, 
C. (2016). Identification and management of technical debt. Information on Software 
Technology, 70, 100-121. 

Alves, V., Niu, N., Alves, C., and Valença, G. (2010). Requirements engineering for 
software product lines: A systematic literature review. Information and Software 
Technology, 52(8), 806-820. 

Alves-Foss, J., Conte de Leon, D., and Oman, P. (2002). Experiments in the use of 
XML to enhance traceability between object-oriented design specifications and source 
code. Proceedings of the 35th Annual Hawaii International Conference on System Sci-
ences, Big Island, HI, 3959-3966. 

Ampatzoglou, A. Gkortzis, A., Charalampidou, S., and Avgeriou, P. (2013a). An Em-
bedded Multiple-Case Study on OSS Design Quality Assessment across Domains. In 



Bibliography

232

 

 

Seventh ACM/IEEE International Symposium on Empirical Software Engineering and 
Measurement. IEEE, 255–258. 

Ampatzoglou, A., and Chatzigeorgiou, A. (2007). Evaluation of object-oriented design 
patterns in game development. Information and Software Technology, Elsevier, 49(5), 
445-454. 

Ampatzoglou, A., Bibi, S., Avgeriou, P., Verbeek, M., & Chatzigeorgiou, A. (2019). 
Identifying, Categorizing and Mitigating Threats to Validity in Software Engineering 
Secondary Studies. Information and Software Technology, 106. 

Ampatzoglou, A., Charalampidou, S. and Stamelos, I. (2013b). Research state of the art 
on GoF design patterns: A mapping study. Journal of Systems and Software, 86(7), 
1945–1964.  

Ampatzoglou, A., Charalampidou, S., and Stamelos, I. (2011). Investigating the Use of 
Object-Oriented Design Patterns in Open-Source Software: A Case Study. Evaluation of 
Novel Approaches to Software Engineering (ENASE), 106–120. 

Ampatzoglou, A., Charalampidou, S., and Stamelos, I. (2013c). Design Pattern Alterna-
tives: What to do when a GoF pattern fails. 17th PanHellenic Conference on Informatics 
(PCI), ACM, 122-127. 

Ampatzoglou, A., Chatzigeorgiou, A., Charalampidou, S., and Avgeriou, P. (2015a). 
The Effect of GoF Design Patterns on Stability: A Case Study. IEEE Transactions on 
Software Engineering, 41(8), 781–802. 

Ampatzoglou, A., Frantzeskou, G., and Stamelos, I. (2012). A Methodology to Assess 
the Impact of Design Patterns on Software Quality. Information and Software 
Technology, 54 (4), 331-346. 

Ampatzoglou, A., Michailidis, A., Sarikyriakidis, C., Ampatzoglou, A., Chatzigeorgiou, 
A., and Avgeriou, P. (2018). A Framework for Managing Interest in Technical Debt: An 
Industrial Validation. In 2018 International Conference on Technical Debt 
(TechDEBT). ACM, New York, NY, USA, 115-124. 

Ampatzoglou, Ar., Ampatzoglou, A., Avgeriou, P., and Chatzigeorgiou, A. (2015c). 
Establishing a framework for managing interest in technical debt. 5th International 
Symposium on Business Modeling and Software Design (BMSD). 

Ampatzoglou, Ar., Ampatzoglou, A., Chatzigeorgiou, A., Avgeriou, P., Abrahamsson, 
P., Martini, A., Zdun, U., and Systa, K. (2016). The Perception of Technical Debt in the 



Bibliography

233

 

 

Seventh ACM/IEEE International Symposium on Empirical Software Engineering and 
Measurement. IEEE, 255–258. 

Ampatzoglou, A., and Chatzigeorgiou, A. (2007). Evaluation of object-oriented design 
patterns in game development. Information and Software Technology, Elsevier, 49(5), 
445-454. 

Ampatzoglou, A., Bibi, S., Avgeriou, P., Verbeek, M., & Chatzigeorgiou, A. (2019). 
Identifying, Categorizing and Mitigating Threats to Validity in Software Engineering 
Secondary Studies. Information and Software Technology, 106. 

Ampatzoglou, A., Charalampidou, S. and Stamelos, I. (2013b). Research state of the art 
on GoF design patterns: A mapping study. Journal of Systems and Software, 86(7), 
1945–1964.  

Ampatzoglou, A., Charalampidou, S., and Stamelos, I. (2011). Investigating the Use of 
Object-Oriented Design Patterns in Open-Source Software: A Case Study. Evaluation of 
Novel Approaches to Software Engineering (ENASE), 106–120. 

Ampatzoglou, A., Charalampidou, S., and Stamelos, I. (2013c). Design Pattern Alterna-
tives: What to do when a GoF pattern fails. 17th PanHellenic Conference on Informatics 
(PCI), ACM, 122-127. 

Ampatzoglou, A., Chatzigeorgiou, A., Charalampidou, S., and Avgeriou, P. (2015a). 
The Effect of GoF Design Patterns on Stability: A Case Study. IEEE Transactions on 
Software Engineering, 41(8), 781–802. 

Ampatzoglou, A., Frantzeskou, G., and Stamelos, I. (2012). A Methodology to Assess 
the Impact of Design Patterns on Software Quality. Information and Software 
Technology, 54 (4), 331-346. 

Ampatzoglou, A., Michailidis, A., Sarikyriakidis, C., Ampatzoglou, A., Chatzigeorgiou, 
A., and Avgeriou, P. (2018). A Framework for Managing Interest in Technical Debt: An 
Industrial Validation. In 2018 International Conference on Technical Debt 
(TechDEBT). ACM, New York, NY, USA, 115-124. 

Ampatzoglou, Ar., Ampatzoglou, A., Avgeriou, P., and Chatzigeorgiou, A. (2015c). 
Establishing a framework for managing interest in technical debt. 5th International 
Symposium on Business Modeling and Software Design (BMSD). 

Ampatzoglou, Ar., Ampatzoglou, A., Chatzigeorgiou, A., Avgeriou, P., Abrahamsson, 
P., Martini, A., Zdun, U., and Systa, K. (2016). The Perception of Technical Debt in the 

 

 

Embedded Systems Domain: An Industrial Case Study. In 8th International Workshop 
on Managing Technical Debt (MTD). IEEE Computer Society, 9-16. 

Ampatzoglou, Ar., Ampatzoglou, A., Chatzigergiou, A., and Avgeriou, P. (2015b). The 
Financial Aspect of Managing Technical Debt: A Systematic Literature 
Review. Information and Software Technology, 52-73. 

Antoniol, G., Canfora, G., Casazza, G., De Lucia, A., & Merlo, E. (2002). Recovering 
traceability links between code and documentation. IEEE Transactions on Software 
Engineering, IEEE Computer Society, 28 (10), 970-983. 

Arvanitou, E. M., Ampatzoglou, A., Chatzigeorgiou, A., & Avgeriou, P. (2015). Intro-
ducing a Ripple Effect Measure: A Theoretical and Empirical Validation. In 9th Inter-
national Symposium on Empirical Software Engineering and Measurement (ESEM), 
IEEE, 1-10. 

Arvanitou, E. M., Ampatzoglou, A., Chatziogeorgiou, A., and Avgeriou, P. (2017a). A 
Method for Assessing Class Change Proneness.  In Proceedings of the 21st Internation-
al Conference on Evaluation and Assessment in Software Engineering (EASE), ACM, 
New York, NY, USA, 186-195. 

Arvanitou, E. M., Ampatzoglou, A., Chatziogeorgiou, A., Galster, M., and Avgeriou, P. 
(2017b) A Mapping Study on Design-Time Quality Attributes and Metrics. Journal of 
Systems and Software, 127(5), 52–77. 

Asuncion, H. U., Francois, F., and Taylor, R. N. (2007). An end-to-end industrial soft-
ware traceability tool. In Proceedings of 6th Joint Meeting of the European Software 
Engineering Conference and the 22nd ACM SIGSOFT Symposium on the Foundations 
of Software Engineering (ESEC/FSE 2007), 115–124. 

Badri L., and Badri M. (2004). A Proposal of a new class cohesion criterion: an empiri-
cal study. Journal of Object Technology. 3(4), 145-159. 

Bafandeh Mayvan, B., Rasoolzadegan, A., & Ghavidel Yazdi, Z. (2017). The state of 
the art on design patterns. Journal of Systems and Software. 125, C, 93-118. 

Bansiya J., and Davis C. (2002). A hierarchical model for object-oriented design quality 
assessment. Transaction on Software Engineering. IEEE Computer Society, 28(1), 4–
17. 

Basili, V., Caldiera, G., & Rombach, D. (1994). The Goal Question Metric Approach. 



Bibliography

234

 

 

Encyclopedia of Software Engineering, John Wiley & Sons, 528-532. 

Bavota, G., Colangelo,  L., De Lucia, A., Fusco, S., Oliveto, R., and Panichella, A. 
(2012a). Enhancing Traceability Management in Eclipse via Information Retrieval and 
User Feedback Analysis. 7th Italian Workshop on Eclipse Technologies, LCNS Press. 

Bavota, G., Colangelo, L., De Lucia, A., Fusco, S., Oliveto, R., and Panichella, A. 
(2012b). TraceME: Traceability Management in Eclipse. In the 28th International Con-
ference on Software Maintenance (ICSM ), Tool Demo, IEEE. 642-645. 

Bavota, G., De Lucia, A., and Oliveto, R. (2011). Identifying Extract Class refactoring 
opportunities using structural and semantic cohesion measures. Journal of Systems and 
Software, 84(3), 397-414. 

Bavota, G., Oliveto, R., De Lucia, A., Antoniol, G., and Guéhéneuc, Y.-G. (2010). Play-
ing with refactoring: Identifying extract class opportunities through game theory. IEEE 
International Conference on Software Maintenance (ICSM), Timisoara, 1-5. 

Beck, K. (1997). Make It Run, Make It Right: Design Through Refactoring. SIGS 
Publications, 6(4). 

Bianchi, A., Fasolino, A. R., and Visaggio, G. (2000). An exploratory case study of the 
maintenance effectiveness of traceability models. In Proceedings of the 8th Internation-
al Workshop on Program Comprehension, (IWPC). 149-158. 

Bieman J. M., and Kang B. (1995). Cohesion and reuse in an object-oriented system. In 
Proceedings of the 1st Symposium on Software Reusability (SSR), ACM Press, 259-262. 

Bonja C., and Kidanmariam E. (2006). Metrics for class cohesion and similarity be-
tween methods. Proceedings of the 44th Annual Southeast Regional Conference (AC-
MSE). ACM Press, 91-95.  

Borg, M., Runeson, P., & Ardö, A. (2013). Recovering from a decade: a systematic 
mapping of information, retrieval approaches to software traceability. Empirical 
Software Engineering, Springer. 

Briand L. C., Daly J., and Wuest J. (1998). A unified framework for cohesion measure-
ment in object-oriented systems. Empirical Software Engineering, Springer, 3(1), 65-
117. 

Budgen, D., Turner, M., Brereton, P., & Kitchenham, B. (2008). Using mapping studies 
in software engineering, Proceedings of the 20th Annual Workshop of the Psychology of 



Bibliography

235

 

 

Encyclopedia of Software Engineering, John Wiley & Sons, 528-532. 

Bavota, G., Colangelo,  L., De Lucia, A., Fusco, S., Oliveto, R., and Panichella, A. 
(2012a). Enhancing Traceability Management in Eclipse via Information Retrieval and 
User Feedback Analysis. 7th Italian Workshop on Eclipse Technologies, LCNS Press. 

Bavota, G., Colangelo, L., De Lucia, A., Fusco, S., Oliveto, R., and Panichella, A. 
(2012b). TraceME: Traceability Management in Eclipse. In the 28th International Con-
ference on Software Maintenance (ICSM ), Tool Demo, IEEE. 642-645. 

Bavota, G., De Lucia, A., and Oliveto, R. (2011). Identifying Extract Class refactoring 
opportunities using structural and semantic cohesion measures. Journal of Systems and 
Software, 84(3), 397-414. 

Bavota, G., Oliveto, R., De Lucia, A., Antoniol, G., and Guéhéneuc, Y.-G. (2010). Play-
ing with refactoring: Identifying extract class opportunities through game theory. IEEE 
International Conference on Software Maintenance (ICSM), Timisoara, 1-5. 

Beck, K. (1997). Make It Run, Make It Right: Design Through Refactoring. SIGS 
Publications, 6(4). 

Bianchi, A., Fasolino, A. R., and Visaggio, G. (2000). An exploratory case study of the 
maintenance effectiveness of traceability models. In Proceedings of the 8th Internation-
al Workshop on Program Comprehension, (IWPC). 149-158. 

Bieman J. M., and Kang B. (1995). Cohesion and reuse in an object-oriented system. In 
Proceedings of the 1st Symposium on Software Reusability (SSR), ACM Press, 259-262. 

Bonja C., and Kidanmariam E. (2006). Metrics for class cohesion and similarity be-
tween methods. Proceedings of the 44th Annual Southeast Regional Conference (AC-
MSE). ACM Press, 91-95.  

Borg, M., Runeson, P., & Ardö, A. (2013). Recovering from a decade: a systematic 
mapping of information, retrieval approaches to software traceability. Empirical 
Software Engineering, Springer. 

Briand L. C., Daly J., and Wuest J. (1998). A unified framework for cohesion measure-
ment in object-oriented systems. Empirical Software Engineering, Springer, 3(1), 65-
117. 

Budgen, D., Turner, M., Brereton, P., & Kitchenham, B. (2008). Using mapping studies 
in software engineering, Proceedings of the 20th Annual Workshop of the Psychology of 

 

 

Programming Interest Group (PPIG), Lancaster University, 195–204. 

Charalampidou, S. Ampatzoglou, A., Chatzigeorgiou, A., and Avgeriou, P. (2017a). 
Assessing Code Smell Interest Probability: A Case Study. In 9th International Work-
shop on Managing Technical Debt (MTD), ACM, Article 5. 

Charalampidou, S. Ampatzoglou, A., Chatzigeorgiou, A., and Tsiridis, N. 
(2018). Integrating Requirement Specifications and Source Code Traceability within the 
IDE to Prevent Documentation Debt. In 44th Conference on Software Engineering and 
Advanced Applications (SEAA), IEEE Computer Society, 421-428. 

Charalampidou, S. Ampatzoglou, A., Chatzigeorgiou, A., Avgeriou, P., Sencer, S., Ar-
vanitou, E. M., and Stamelos, I. (20017b). A Theoretical Model for Capturing the Im-
pact of Design Patterns on Quality: The Decorator Case Study. In 32nd ACM Symposi-
um on Applied Computing (SAC), ACM, New York, NY, USA, 1231-1238.  

Charalampidou, S. Ampatzoglou, A., Chatzigeorgiou, A., Gkortzis, A., and Avgeriou, 
P. (2017c). Identifying Extract Method Refactoring Opportunities based on Functional 
Relevance. IEEE Transactions on Software Engineering, 43(10), 954-974. 

Charalampidou, S. Ampatzoglou, A., Karountzos, E., and Avgeriou. P. (2019). Empiri-
cal Studies on Software Artifacts Traceability: A Mapping Study. (under review). 

Charalampidou, S. Ampatzoglou, and Avgeriou, P. (2015). Size and cohesion metrics as 
indicators of the long method bad smell: An empirical study. In 11th International Con-
ference on Predictive Models and Data Analytics in Software Engineering (PROMISE 
2015), ACM, New York, NY, USA, Article 8.  

Chatzigeorgiou A., and Manakos A. (2014). Investigating the evolution of code smells 
in object-oriented systems. Innovations in Systems and Software Engineering, Springer, 
10(1), 3-18. 

Chatzigeorgiou, A., Ampatzoglou, A., Ampatzoglou, Ar., and Amanatidis, T. (2015). 
Estimating the breaking point for technical debt. 7th International Workshop on Manag-
ing Technical Debt (MTD), IEEE, 53-56. 

Chidamber S. R., and Kemerer C. F. (1991). Towards a metrics suite for object oriented 
design. Proceedings of the 6th Conference on Object-Oriented Programming Systems 
Languages, and Applications (OOPSLA), ACM Press, 197-211. 

Chidamber S. R., and Kemerer C. F. (1994). A metrics suite for object oriented design. 



Bibliography

236

 

 

Transactions on Software Engineering, IEEE Computer Society, 20(6), 476-493. 

Cleland-Huang, J., Gotel, O., & Zisman, A. (2012). Software and systems traceability. 
Springer, London. 

Cunningham, W. (1992). The WyCash Portfolio Management System. In Addendum to 
the Proceedings on Object-oriented Programming Systems, Languages, and Applica-
tions, NY, USA, 29–30. 

De Leon, D.C., & Alves-Foss, J. (2006). Hidden Implementation Dependencies in High 
Assurance and Critical Computing Systems. IEEE Transactions on Software 
Engineering. IEEE Computer Society, 32(10), 790-811. 

De Lucia, A., Oliveto, R., and Tortora, G. (2008). ADAMS Re-Trace: Traceability link 
recovery via latent semantic indexing. In Proceedings of 30th IEEE international con-
ference on software engineering (ICSE), 839–842. 

De Magalhães, C.V.C., Da Silva, F.Q.B., & Santos, R.E.S. (2014). Investigations about 
replication of empirical studies in software engineering: preliminary findings from a 
mapping study. In Proceedings of the 18th International Conference on Evaluation and 
Assessment in Software Engineering (EASE '14). ACM, New York, NY, USA, Article 
37. 

De Marco T. (1979). Structured Analysis and System Specification. Yourdon Press 
Computing Series. 

Demeyer S., Ducasse S., and Nierstrasz O. (2000). Finding refactorings via change 
metrics. Proceedings of the 15th Conference on Object-oriented Programming, Systems, 
Languages, and Applications (OOPSLA), ACM Press, 166-177. 

Dexun J., Peijun M., Xiaohong S., and Tiantian W. (2012). Detecting Bad Smells with 
Weight Based Distance Metrics Theory. Proceedings of the 2nd International Confer-
ence on Instrumentation, Measurement, Computer, Communication and Control 
(IMCCC), IEEE Computer Society, 299-304. 

Di Penta, M., Cerulo, L., Guéhéneuc, Y.-G., and Antoniol, G. (2008). An empirical 
study of the relationships between design pattern roles and class change proneness. 24th 
International Conference on Software Maintenance (ICSM), IEEE, 217-226. 

Dieste, O., & Padua, A. G. (2007). Developing Search Strategies for Detecting Relevant 
Experiments for Systematic Reviews. First International Symposium on Empirical 



Bibliography

237

 

 

Transactions on Software Engineering, IEEE Computer Society, 20(6), 476-493. 

Cleland-Huang, J., Gotel, O., & Zisman, A. (2012). Software and systems traceability. 
Springer, London. 

Cunningham, W. (1992). The WyCash Portfolio Management System. In Addendum to 
the Proceedings on Object-oriented Programming Systems, Languages, and Applica-
tions, NY, USA, 29–30. 

De Leon, D.C., & Alves-Foss, J. (2006). Hidden Implementation Dependencies in High 
Assurance and Critical Computing Systems. IEEE Transactions on Software 
Engineering. IEEE Computer Society, 32(10), 790-811. 

De Lucia, A., Oliveto, R., and Tortora, G. (2008). ADAMS Re-Trace: Traceability link 
recovery via latent semantic indexing. In Proceedings of 30th IEEE international con-
ference on software engineering (ICSE), 839–842. 

De Magalhães, C.V.C., Da Silva, F.Q.B., & Santos, R.E.S. (2014). Investigations about 
replication of empirical studies in software engineering: preliminary findings from a 
mapping study. In Proceedings of the 18th International Conference on Evaluation and 
Assessment in Software Engineering (EASE '14). ACM, New York, NY, USA, Article 
37. 

De Marco T. (1979). Structured Analysis and System Specification. Yourdon Press 
Computing Series. 

Demeyer S., Ducasse S., and Nierstrasz O. (2000). Finding refactorings via change 
metrics. Proceedings of the 15th Conference on Object-oriented Programming, Systems, 
Languages, and Applications (OOPSLA), ACM Press, 166-177. 

Dexun J., Peijun M., Xiaohong S., and Tiantian W. (2012). Detecting Bad Smells with 
Weight Based Distance Metrics Theory. Proceedings of the 2nd International Confer-
ence on Instrumentation, Measurement, Computer, Communication and Control 
(IMCCC), IEEE Computer Society, 299-304. 

Di Penta, M., Cerulo, L., Guéhéneuc, Y.-G., and Antoniol, G. (2008). An empirical 
study of the relationships between design pattern roles and class change proneness. 24th 
International Conference on Software Maintenance (ICSM), IEEE, 217-226. 

Dieste, O., & Padua, A. G. (2007). Developing Search Strategies for Detecting Relevant 
Experiments for Systematic Reviews. First International Symposium on Empirical 

 

 

Software Engineering and Measurement (ESEM), Madrid, 215-224. 

Dybå, T., & Dingsøyr, T. (2008). Empirical studies of agile software development: A 
systematic review. Information and Software Technology, Elsevier, 50 (9-10), 833-859. 

Easterbrook, S., Singer, J., Storey, M.A., & Damian, D. (2008). Selecting empirical 
methods for software engineering research. In Guide to advanced empirical software 
engineering. Springer, New York, 285–311  

Eisenberg, R. (2013). Management of Technical Debt: A Lockheed Martin Experience 
Report. 3rd International Workshop on Managing Technical Debt (MTD). 

Feitosa, D., Avgeriou, P., Ampatzoglou, A., and Yumi Nakagawa, E. (2017). The Evo-
lution of Design Pattern Grime: An Industrial Case Study. In 18th International Confer-
ence on Product-Focused Software Process Improvement (PROFES), Springer, 165-
181. 

Fenton, N. E., and Pfleeger S. L. (1998). Software Metrics: A Rigorous and Practical 
Approach (2nd ed.). PWS Pub. Co. 

Fernández, L., and Peña, R. (2006). A sensitive metric of class cohesion. International 
Journal of Information Theories and Applications (IJ ITA), 13(1), 82-91.  

Field, A. (2013). Discovering Statistics using IBM SPSS Statistics. SAGE Publications 
Ltd. 

Fokaefs, M., Tsantalis, N., and Chatzigeorgiou, A. (2007). JDeodorant: Identification 
and Removal of Feature Envy Bad Smells. IEEE International Conference on Software 
Maintenance (ICSM), 519-520. 

Fokaefs, M., Tsantalis, N., Stroulia, E., and Chatzigeorgiou, A. (2012). Identification 
and application of Extract Class refactorings in object-oriented systems.Journal of Sys-
tems and Software, 85(10), 2241-2260. 

Fowler, M., Beck, K., Brant, J., Opdyke, W., and Roberts, D. (1999). Refactoring: Im-
proving the Design of Existing Code (1st ed.). Addison-Wesley Professional.  

Galorath, D. D. (2008). Software total ownership costs: development is only job one. 
Software Tech News, 11(3). 

Galvao, I., & Goknil, A. (2007). Survey of Traceability Approaches in Model-Driven 
Engineering. In Proceedings of the 11th IEEE International Enterprise Distributed 
Object Computing Conference (EDOC), IEEE Computer Society, Washington, DC, 



Bibliography

238

 

 

USA, 313-313. 

Gamma, E. Helms, R., Johnson,R., and Vlissides, J. (1995). Design patterns: elements 
of reusable object-oriented software, Design. Addison-Wesley Longman Publishing 
Co., Inc. 

Garcia, J., Popescu, D., Edwards, G., and Medvidovic, N. (2009). Identifying Architec-
tural Bad Smells. In 13th European Conference on Software Maintenance and Reengi-
neering (CSMR), 255-258. 

Gregg, D., Power,  J. F., and Waldron, J. (2005). A method-level comparison of the 
Java Grande and SPEC JVM98 benchmark suites. Concurrency and Computation 
Practice and Experience , 17(7-8),757-773. 

Hastie, T., Tibshirani, R., Friedman, J. (2001). The Elements of Statistical Learning. 
Springer New York Inc., New York, NY, USA. 

Hayes, J. H., Dekhtyar, A. and Sundaram, S. K. (2006). Advancing candidate link gen-
eration for requirements tracing: The study of methods.IEEE Transactions on Software 
Engineering,  32(1),  4–19. 

Henderson-Sellers, B. (1996). Object-Oriented Metrics Measures of Complexity. 
Prentice-Hall. 

Hitz, M., and Montazeri, B. (1995). Measuring coupling and cohesion in object oriented 
systems. Proceedings of the International Symposium on Applied Corporate Computing 
(ISACC), 25-27. 

Hsueh, N.-L., Chu, P.-H. and Chu, W. (2008). A quantitative approach for evaluating 
the quality of design patterns. Journal of Systems and Software, 81(8), 1430–1439. 

Hummel, M. (2014). State-of-the-Art: A Systematic Literature Review on Agile Infor-
mation Systems Development. In 47th Hawaii International Conference on System 
Sciences, Waikoloa, HI, 4712-4721. 

Huston, B. (2001). The effects of design pattern application on metric scores. Journal of 
Systems and Software, 58,  261–269. 

IEEETM 1061-1998: (1998) IEEE Standard for a Software Quality Metrics Methodolo-
gy, IEEE Standards, IEEE Computer Society (reafirmed in 2009). 

IEEETM 14764-2006. (2006) IEEE Standard for Software Engineering - Software Life 



Bibliography

239

 

 

USA, 313-313. 

Gamma, E. Helms, R., Johnson,R., and Vlissides, J. (1995). Design patterns: elements 
of reusable object-oriented software, Design. Addison-Wesley Longman Publishing 
Co., Inc. 

Garcia, J., Popescu, D., Edwards, G., and Medvidovic, N. (2009). Identifying Architec-
tural Bad Smells. In 13th European Conference on Software Maintenance and Reengi-
neering (CSMR), 255-258. 

Gregg, D., Power,  J. F., and Waldron, J. (2005). A method-level comparison of the 
Java Grande and SPEC JVM98 benchmark suites. Concurrency and Computation 
Practice and Experience , 17(7-8),757-773. 

Hastie, T., Tibshirani, R., Friedman, J. (2001). The Elements of Statistical Learning. 
Springer New York Inc., New York, NY, USA. 

Hayes, J. H., Dekhtyar, A. and Sundaram, S. K. (2006). Advancing candidate link gen-
eration for requirements tracing: The study of methods.IEEE Transactions on Software 
Engineering,  32(1),  4–19. 

Henderson-Sellers, B. (1996). Object-Oriented Metrics Measures of Complexity. 
Prentice-Hall. 

Hitz, M., and Montazeri, B. (1995). Measuring coupling and cohesion in object oriented 
systems. Proceedings of the International Symposium on Applied Corporate Computing 
(ISACC), 25-27. 

Hsueh, N.-L., Chu, P.-H. and Chu, W. (2008). A quantitative approach for evaluating 
the quality of design patterns. Journal of Systems and Software, 81(8), 1430–1439. 

Hummel, M. (2014). State-of-the-Art: A Systematic Literature Review on Agile Infor-
mation Systems Development. In 47th Hawaii International Conference on System 
Sciences, Waikoloa, HI, 4712-4721. 

Huston, B. (2001). The effects of design pattern application on metric scores. Journal of 
Systems and Software, 58,  261–269. 

IEEETM 1061-1998: (1998) IEEE Standard for a Software Quality Metrics Methodolo-
gy, IEEE Standards, IEEE Computer Society (reafirmed in 2009). 

IEEETM 14764-2006. (2006) IEEE Standard for Software Engineering - Software Life 

 

 

Cycle Processes – Maintenance. IEEE Standards, IEEE Computer Society. 

ISO/IEC 9126-1:2001, Software engineering - Product quality (Part 1: Quality model), 
Geneva, Switzerland, 2001. 

Izurieta, C. and Bieman, J. M. (2013) ‘A multiple case study of design pattern decay, 
grime, and rot in evolving software systems’, Software Quality Journal, 21(2), 289–
323. 

Jaber, K., Sharif, B., and Liu, C. (2013). A Study on the Effect of Traceability Links in 
Software Maintenance. IEEE Access, 726-741. 

Jaafar, F., Guéhéneuc, Y.-G., Hammel, S., and Antoniol, G. (2014). Detecting asyn-
chrony and dephase change patterns by mining software repositories. Journal of Soft-
ware: Evolution and Processes, Wiley & Sons, 26 (1) 

Javed, A., & Zdun, U. (2014). A systematic literature review of traceability approaches 
between software architecture and source code. In Proceedings of the 18th International 
Conference on Evaluation and Assessment in Software Engineering (EASE), ACM, 
New York, NY, USA, Article 16. 

Joshi, P., and Joshi, R. K. (2009). Concept Analysis for Class Cohesion. Proceedings of 
the 13th European Conference on Software Maintenance and Reengineering (CSMR). 
IEEE Computer Society, 237-240. 

Kakarontzas, G., Constantinou, E., Ampatzoglou, A., and Stamelos, I. (2013). Layer 
assessment of object-oriented software: A metric facilitating white-box reuse. Journal 
of Systems and Software, 86 (2), 349-366. 

Kalpana, J., and Arvinder, K. (2011). Effect of software evolution on software metrics: 
an open source case study. Software Engineering Notes, ACM, 36 (5), 1-8. 

Kataoka, Y., Imai, T., Andou, H., and Fukaya, T. (2002). A quantitative evaluation of 
maintainability enhancement by refactoring. Proceedings of the 18th International Con-
ference on Software Maintenance (ICSM). IEEE Computer Society, 576-585. 

Kenett, R., Ruggeri, F., & Faltin, W. F., (2018). Analytic Methods in Systems and 
Software Testing.  John Wiley & Sons Ltd. 

Khomh, F., and Guéhéneuc, Y.-G. (2008). Do Design Patterns Impact Software Quality 
Positively. 12th European Conference on Software Maintenance and Reengineering 
(CSMR), IEEE, 274-278. 



Bibliography

240

 

 

Khomh, F., Di Penta, M., and Guéhéneuc, Y.-G. (2009a). An Exploratory Study of the 
Impact of Code Smells on Software Change-proneness. Proceedings of the 16th Working 
Conference on Reverse Engineering (WCRE). IEEE Computer Society, 75-84. 

Khomh, F., Vaucher, S., and Guéhéneuc, Y.-G. (2009b). A Bayesian Approach for the 
Detection of Code and Design Smells, Proceedings of the 9th International Conference 
on Quality Software (QSIC), IEEE Computer Society, 305-314. 

King, G., and Zeng, L. (2001). Logistic Regression in Rare Events Data Political Analy-
sis, Oxford Journal, 9(2), 137-163. 

Kitchenham, B. , Budgen, D., & Brereton, O. (2011). Using mapping studies as the 
basis for further research - A participant-observer case study. Information and Software 
Technology, Elsevier, 53(6), 638-651. 

Kitchenham, B., & Charters, S. (2007). Guidelines for performing systematic literature 
reviews in software engineering. Technical Report EBSE 2007-001, Keele University 
and Durham University. 

Klock, S., Gethers, M., Dit, B., and Poshyvanyk, D. (2011). Traceclipse:an eclipse plug-
in for traceability link recovery and management.   In Proceedings of  the 6th Interna-
tional Workshop on Traceability in Emerging Forms of Software Engineering (TEFSE), 
24–30. 

Komondoor, R., and Horwitz, S. (2000). Semantics-preserving procedure extraction. In 
the 27th ACM SIGPLAN-SIGACT symposium on Principles of programming languages 
(POPL), ACM, 155-169. 

Kontio, J., Bragge, J., Lehtola, L. (2007). The focus group method as an empirical tool 
in software engineering. In Guide to Advanced Empirical Software Engineering, 
Springer-Verlag, 93-116. 

Laird, L. M., and Brennan, M. C. (2006). Software Measurement and Estimation: A 
Practical Approach. Wiley-IEEE Computer Society Press. 

Lanza, M., and Marinescu, R. (2006). Object-Oriented Metrics in Practice: Using Soft-
ware Metrics to Characterize, Evaluate, and Improve the Design of Object-Oriented 
Systems. Springer. 

Li, W., and Henry, S. M. (1993). Maintenance metrics for the object oriented paradigm. 
Proceedings of the the 1st International Symposium on Software Metrics (METRICS). 



Bibliography

241

 

 

Khomh, F., Di Penta, M., and Guéhéneuc, Y.-G. (2009a). An Exploratory Study of the 
Impact of Code Smells on Software Change-proneness. Proceedings of the 16th Working 
Conference on Reverse Engineering (WCRE). IEEE Computer Society, 75-84. 

Khomh, F., Vaucher, S., and Guéhéneuc, Y.-G. (2009b). A Bayesian Approach for the 
Detection of Code and Design Smells, Proceedings of the 9th International Conference 
on Quality Software (QSIC), IEEE Computer Society, 305-314. 

King, G., and Zeng, L. (2001). Logistic Regression in Rare Events Data Political Analy-
sis, Oxford Journal, 9(2), 137-163. 

Kitchenham, B. , Budgen, D., & Brereton, O. (2011). Using mapping studies as the 
basis for further research - A participant-observer case study. Information and Software 
Technology, Elsevier, 53(6), 638-651. 

Kitchenham, B., & Charters, S. (2007). Guidelines for performing systematic literature 
reviews in software engineering. Technical Report EBSE 2007-001, Keele University 
and Durham University. 

Klock, S., Gethers, M., Dit, B., and Poshyvanyk, D. (2011). Traceclipse:an eclipse plug-
in for traceability link recovery and management.   In Proceedings of  the 6th Interna-
tional Workshop on Traceability in Emerging Forms of Software Engineering (TEFSE), 
24–30. 

Komondoor, R., and Horwitz, S. (2000). Semantics-preserving procedure extraction. In 
the 27th ACM SIGPLAN-SIGACT symposium on Principles of programming languages 
(POPL), ACM, 155-169. 

Kontio, J., Bragge, J., Lehtola, L. (2007). The focus group method as an empirical tool 
in software engineering. In Guide to Advanced Empirical Software Engineering, 
Springer-Verlag, 93-116. 

Laird, L. M., and Brennan, M. C. (2006). Software Measurement and Estimation: A 
Practical Approach. Wiley-IEEE Computer Society Press. 

Lanza, M., and Marinescu, R. (2006). Object-Oriented Metrics in Practice: Using Soft-
ware Metrics to Characterize, Evaluate, and Improve the Design of Object-Oriented 
Systems. Springer. 

Li, W., and Henry, S. M. (1993). Maintenance metrics for the object oriented paradigm. 
Proceedings of the the 1st International Symposium on Software Metrics (METRICS). 

 

 

IEEE Computer Society, 52-60. 

Li, Z., Avgeriou, P., and Liang, P. (2015). A systematic mapping study on technical 
debt and its management”, Journal of Systems and Software, 101, 193-220. 

Lin, J., Lin, C. C., Cleland-Huang, J., Settimi, R., Amaya, J., Bedford, G., Berenbach, 
B., Khadra, O. B., Duan, C., and Zou, X. (2006). Poirot: A distributed tool supporting 
enterprise-wide automated traceability. In Proceedings of the 14th IEEE International 
Requirements Engineering Conference (RE), 356–357. 

Lippert, M., and Roock, S. (2006). Refactoring in Large Software Projects, 1st edition. 
Wiley & Sons.  

Lormans, M., and van Deursen, A. (2006). Can LSI help reconstructing requirements 
traceability in design and test? 10th European Conference on Software Maintenance and 
Reengineering, IEEE Computer Society, Washington, DC, USA, 47-56. 

Mäder, P., and Egyed, A. (2015). Do developers benefit from requirements traceability 
when evolving and maintaining a software system? Empirical Software 
Engineering, 20(2), 413-441. 

Mäntylä M. V., Vanhanen J., and Lassenius C. (2004). Bad smells - humans as code 
critics. Proceedings of the 20th International Conference on Software Maintenance 
(ICSM), IEEE Computer Society, 399-408. 

Marcus, A. Xie, X., and Poshyvanyk, D. When and how to visualize traceability links?. 
In the 3rd International Workshop on Traceability in emerging forms of software engi-
neering (TEFSE), ACM, 56-61. 

Marg, L., Luri, L. C., O’Curran, E. and Mallett, A. (2014). Rating Evaluation Methods 
through Correlation. Proceedings of the 1st Workshop on Automatic and Manual Met-
rics for Operational Translation Evaluation (MTE). 

Marinescu, R. (2004). Detection strategies: metrics-based rules for detecting design 
flaws. Proceedings of the 20th International Conference on Software Maintenance 
(ICSM), IEEE Computer Society, 350-359. 

Maro, S., and Steghöfer, J. P. (2016). Capra: A Configurable and Extendable Traceabil-
ity Management Tool. In IEEE 24th International Requirements Engineering 
Conference (RE), 407-408. 

Martin, R. C. (2003). Agile software development: principles, patterns and practices. 



Bibliography

242

 

 

Prentice Hall, New Jersey. 

McConnell, S. (2007). Technical Debt. Retrieved on April 12 2014, from 
https://www.construx.com/resources/whitepaper-managing-technical-debt/ 

Meananeatra, P., Rongviriyapanish, S., and Apiwattanapong, T. (2011). Using software 
metrics to select refactoring for long method bad smell. Proceedings of the 8th Interna-
tional Conference on Electrical Engineering, Electronics, Computer, Telecommunica-
tions and Information Technology (ECTI-CON), IEEE Computer Society, 492-495. 

Mens, T., Taentzer, G., and Runge, O. (2007). Analysing refactoring dependencies us-
ing graph transformation. Software and Systems Modeling,  6(3),. 269-285. 

Mihancea, P. F., and Marinescu, R. (2005). Towards the Optimization of Automatic 
Detection of Design Flaws in Object-Oriented Software Systems. Proceedings of the 9th 
European Conference on Software Maintenance and Reengineering (CSMR), IEEE 
Computer Society, 92-101. 

Moha, N., Guéhéneuc, Y.- G., Duchien, L., and Le Meur, A. (2010). DECOR: A Meth-
od for the Specification and Detection of Code and Design Smells. Transactions on 
Software Engineering, IEEE Computer Society, 36(1), 20-36. 

Moreno, L., Bavota, G., Di Penta, M., Oliveto, R., and Marcus, A. (2015). How can I 
use this method? In Proceedings of the 37th International Conference on Software En-
gineering (ICSE), Vol. 1. IEEE Press, Piscataway, NJ, USA, 880-890. 

Murphy-Hill, E., Parnin, C., and Black, A. P. (2012). How We Refactor, and How We 
Know It. Transactions on Software Engineering, IEEE Computer Society, 38 (1), 5-18. 

Murphy-Hill, E., Parnin, C., and Black, A.P. (2009). How we refactor, and how we 
know it. In Proceedings of 31st IEEE international conference on software engineering 
(ICSE), 287–297. 

Nair, S., De la Vara, J. L., & Sen, S. (2013). A review of traceability research at the 
requirements engineering conferencere@21. In 21st IEEE International Requirements 
Engineering Conference (RE), 222-229. 

Neumuller, C., and Grunbacher, P. (2006). Automating Software Traceability in Very 
Small Companies: A Case Study and Lessons Learne. In the 21st IEEE/ACM Interna-
tional Conference on Automated Software Engineering (ASE), 145-156. 

Ng, T.H., Cheung, S.C., Chan, W.K., and Yu, Y.T. (2007). Do maintainers utilize de-



Bibliography

243

 

 

Prentice Hall, New Jersey. 

McConnell, S. (2007). Technical Debt. Retrieved on April 12 2014, from 
https://www.construx.com/resources/whitepaper-managing-technical-debt/ 

Meananeatra, P., Rongviriyapanish, S., and Apiwattanapong, T. (2011). Using software 
metrics to select refactoring for long method bad smell. Proceedings of the 8th Interna-
tional Conference on Electrical Engineering, Electronics, Computer, Telecommunica-
tions and Information Technology (ECTI-CON), IEEE Computer Society, 492-495. 

Mens, T., Taentzer, G., and Runge, O. (2007). Analysing refactoring dependencies us-
ing graph transformation. Software and Systems Modeling,  6(3),. 269-285. 

Mihancea, P. F., and Marinescu, R. (2005). Towards the Optimization of Automatic 
Detection of Design Flaws in Object-Oriented Software Systems. Proceedings of the 9th 
European Conference on Software Maintenance and Reengineering (CSMR), IEEE 
Computer Society, 92-101. 

Moha, N., Guéhéneuc, Y.- G., Duchien, L., and Le Meur, A. (2010). DECOR: A Meth-
od for the Specification and Detection of Code and Design Smells. Transactions on 
Software Engineering, IEEE Computer Society, 36(1), 20-36. 

Moreno, L., Bavota, G., Di Penta, M., Oliveto, R., and Marcus, A. (2015). How can I 
use this method? In Proceedings of the 37th International Conference on Software En-
gineering (ICSE), Vol. 1. IEEE Press, Piscataway, NJ, USA, 880-890. 

Murphy-Hill, E., Parnin, C., and Black, A. P. (2012). How We Refactor, and How We 
Know It. Transactions on Software Engineering, IEEE Computer Society, 38 (1), 5-18. 

Murphy-Hill, E., Parnin, C., and Black, A.P. (2009). How we refactor, and how we 
know it. In Proceedings of 31st IEEE international conference on software engineering 
(ICSE), 287–297. 

Nair, S., De la Vara, J. L., & Sen, S. (2013). A review of traceability research at the 
requirements engineering conferencere@21. In 21st IEEE International Requirements 
Engineering Conference (RE), 222-229. 

Neumuller, C., and Grunbacher, P. (2006). Automating Software Traceability in Very 
Small Companies: A Case Study and Lessons Learne. In the 21st IEEE/ACM Interna-
tional Conference on Automated Software Engineering (ASE), 145-156. 

Ng, T.H., Cheung, S.C., Chan, W.K., and Yu, Y.T. (2007). Do maintainers utilize de-

 

 

ployed design patterns effectively? 29th International Conference on Software 
Engineering (ICSE), IEEE, 168-177. 

Ó Cinnéide, M., Tratt, L., Harman, M., Counsell, S., and Moghadam, I. H. (2012). Ex-
perimental assessment of software metrics using automated refactoring. Proceedings of 
the 6th International symposium on Empirical software engineering and measurement 
(ESEM), ACM/IEEE, New York, NY, USA, 49-58. 

Olbrich, S., Cruzes, D.S., Basili, V., and Zazworka, N. (2009). The evolution and im-
pact of code smells: a case study of two open source systems. In Proceedings of 3rd 
international symposium on empirical software engineering and measurement (ESEM), 
Florida,USA, 390–400. 

Omar, M., & Dahr. J. M. (2017). A Systematic Literature Review of Traceability Prac-
tices for Managing Software Requirements. Journal of Engineering and Applied 
Sciences, 12: 6870-6877. 

Palomba, F., Bavota, G., Di Penta, M., Oliveto, R., De Lucia, A., and Poshyvanyk, D. 
(2013). Detecting bad smells in source code using change history information. Proceed-
ings of the 28th International Conference on Automated Software Engineering (ASE). 
IEEE Computer Society, 268-278. 

Petersen, K., Feldt, R., Mujtaba, S., & Mattsson, M. (2008). Systematic mapping studies 
in software engineering. Proceedings of the 12 th International Conference on Evalua-
tion and Assessment in Software Engineering, British Computer Society, 68-77.  

Pfleeger, S. L., and Kitchenham, B.A. (2001) Principles of survey research: part 1: turn-
ing lemons into lemonade. SIGSOFT Software Engineering Notes 26(6), 16-18. 

Piveta, E., Araujo, J., Pimenta, M., Moreira, A., Guerreiro, M., and Price, R. T. (2008). 
Searching for Opportunities of Refactoring Sequences: Reducing the Search Space. 
32nd Annual IEEE International Computer Software and Applications Conference 
(COMPSAC), 319-326. 

Ratzinger, J., Sigmund, T., and Gall, H.C. (2008). On the relation of refactorings and 
software defect prediction. In Proceedings of 5thworking conference on mining soft-
ware repositories (MSR), Leipzig, Germany, 35–38. 

Regan, G., McCaffery, F., McDaid, K., & Flood, D. (2012a). Traceability- Why Do It? 
International Conference on Software Process Improvement and Capability Determina-
tion (SPICE), 161-172 



Bibliography

244

 

 

Regan, G., McCaffery, F., McDaid, K., & Flood, D. (2012b). The Barriers to Traceabil-
ity and their Potential Solutions: Towards a Reference Framework. In 38th Euromicro 
Conference on Software Engineering and Advanced Applications (SEAA), 319-322. 

Roy, C. K., and Cordy, J. R. (2008). NICAD: Accurate Detection of Near-Miss Inten-
tional Clones Using Flexible Pretty-Printing and Code Normalization. 16th IEEE 
International Conference on Program Comprehension, Amsterdam, 172-181. 

Roy, C. K., Cordy, J. R., Koschke, R. (2009). Comparison and evaluation of code clone 
detection techniques and tools: A qualitative approach. Science of Computer 
Programming, 74 (7), 470-495. 

Runeson, P., Host, M., Rainer, A., & Regnell, B. (2012). Case Study Research in Soft-
ware Engineering: Guidelines and Examples (1st ed.). John Wiley & Sons. 

Runeson, P., Höst, M., Rainer, A., and Regnell, B. (2012). Case Study Research in 
Software Engineering: Guidelines and Examples. John Wiley and Sons, Inc. 

Salehie, M., Shimin, L., and Tahvildari, L. (2006). A Metric-Based Heuristic Frame-
work to Detect Object-Oriented Design Flaws. Proceedings of the 14th International 
Conference on Program Comprehension (ICPC). IEEE Computer Society, 159-168. 

Seaman, C., and Guo, Y. (2011). Measuring and Monitoring Technical Debt. Advances 
in Computers, Elsevier, 82, 25-46.   

Seaman, C., Guo, Y., Zazworka, N., Shull, F., Izurieta,  C., Cai, Y., and Vetró, A. 
(2012). Using technical debt data in decision making: Potential decision approaches. In 
3rd International Workshop on Managing Technical Debt (MTD), IEEE Computer Soci-
ety, Zurich, 45-48 

Seaman, C.B. (1999). Qualitative Methods in Empirical Studies of Software Engineer-
ing, IEEE Transactions on Software Engineering, IEEE, 25(4), 557–572. 

Shahid, M., and Ibrahim, S. (2016). Change impact analysis with a software traceability 
approach to support software maintenance. 13th International Bhurban Conference on 
Applied Sciences and Technology (IBCAST), 391-396. 

Silva, D., Terra, R., and Valente, M. T. (2014). Recommending automated extract 
method refactorings. Proceedings of the 22nd International Conference on Program 
Comprehension (ICPC), ACM Press, 146-156. 

Silva, F.S. , Furtado Soares, F.S., Lima Peres, A., De Azevedo, I.M., Vasconcelos, 



Bibliography

245

 

 

Regan, G., McCaffery, F., McDaid, K., & Flood, D. (2012b). The Barriers to Traceabil-
ity and their Potential Solutions: Towards a Reference Framework. In 38th Euromicro 
Conference on Software Engineering and Advanced Applications (SEAA), 319-322. 

Roy, C. K., and Cordy, J. R. (2008). NICAD: Accurate Detection of Near-Miss Inten-
tional Clones Using Flexible Pretty-Printing and Code Normalization. 16th IEEE 
International Conference on Program Comprehension, Amsterdam, 172-181. 

Roy, C. K., Cordy, J. R., Koschke, R. (2009). Comparison and evaluation of code clone 
detection techniques and tools: A qualitative approach. Science of Computer 
Programming, 74 (7), 470-495. 

Runeson, P., Host, M., Rainer, A., & Regnell, B. (2012). Case Study Research in Soft-
ware Engineering: Guidelines and Examples (1st ed.). John Wiley & Sons. 

Runeson, P., Höst, M., Rainer, A., and Regnell, B. (2012). Case Study Research in 
Software Engineering: Guidelines and Examples. John Wiley and Sons, Inc. 

Salehie, M., Shimin, L., and Tahvildari, L. (2006). A Metric-Based Heuristic Frame-
work to Detect Object-Oriented Design Flaws. Proceedings of the 14th International 
Conference on Program Comprehension (ICPC). IEEE Computer Society, 159-168. 

Seaman, C., and Guo, Y. (2011). Measuring and Monitoring Technical Debt. Advances 
in Computers, Elsevier, 82, 25-46.   

Seaman, C., Guo, Y., Zazworka, N., Shull, F., Izurieta,  C., Cai, Y., and Vetró, A. 
(2012). Using technical debt data in decision making: Potential decision approaches. In 
3rd International Workshop on Managing Technical Debt (MTD), IEEE Computer Soci-
ety, Zurich, 45-48 

Seaman, C.B. (1999). Qualitative Methods in Empirical Studies of Software Engineer-
ing, IEEE Transactions on Software Engineering, IEEE, 25(4), 557–572. 

Shahid, M., and Ibrahim, S. (2016). Change impact analysis with a software traceability 
approach to support software maintenance. 13th International Bhurban Conference on 
Applied Sciences and Technology (IBCAST), 391-396. 

Silva, D., Terra, R., and Valente, M. T. (2014). Recommending automated extract 
method refactorings. Proceedings of the 22nd International Conference on Program 
Comprehension (ICPC), ACM Press, 146-156. 

Silva, F.S. , Furtado Soares, F.S., Lima Peres, A., De Azevedo, I.M., Vasconcelos, 

 

 

A.P.L.F., Kamei, F. K., & De Lemos Meira, S. R. (2015). Using CMMI together with 
agile software development: A systematic review. Information and Software 
Technology, Volume 58, 20-43. 

Simon, F., Steinbruckner, F., and Lewerentz, C. (2001). Metrics based refactoring. Pro-
ceedings of the 5th European Conference on Software Maintenance and Reengineering 
(CSMR),. IEEE Computer Society, 30-38. 

Sjoberg, D. I. K., Yamashita, A., Anda, B. C. D., Mockus, A., Dyba, T. (2013). Quanti-
fying the Effect of Code Smells on Maintenance Effort. Transactions on Software Engi-
neering, IEEE Computer Society, 39(8), 1144-1156. 

Spanoudakis, G., and Zisman, A. (2005). Software traceability: a roadmap. In Hand-
book of Software Engineering and Knowledge Engineering, vol. 3--Recent Advanc-
es,World Scientific, Singapore, 395-428. 

Stol, K, Babar, J. M.A., Russo, B., and Fitzgerald, B. (2009). The use of empirical 
methods in Open Source Software research: Facts, trends and future directions. In Pro-
ceedings of the 2009 ICSE Workshop on Emerging Trends in Free/Libre/Open Source 
Software Research and Development (FLOSS), IEEE Computer Society, Washington, 
DC, USA, 19-24. 

Sundaram, S.K., Hayes,  J. H., Dekhtyar, A., and Holbrook, E. A. (2010). Assessing 
traceability of software engineering artifacts. Requirements Engineering, 15 (3), 313-
335 

Torkar, R., Gorschek, T. , Feldt, R., Svahnberg, M., Akbarraja, U., and Kamran, K. 
(2012). Requirements Traceability: A Systematic review and Industry Case Study.  
International Journal of Software Engineering and Knowledge Engineering, World 
Scientific Publishing, 22(03), 385-433. 

Tsantalis, N. and Chatzigeorgiou, A. (2011b). Ranking Refactoring Suggestions based 
on Historical Volatility. 15th European Conference on Software Maintenance and 
Reengineering (CSMR), 25-34. 

Tsantalis, N., and Chatzigeorgiou, A. (2010). Identification of refactoring opportunities 
introducing polymorphism. Journal of Systems and Software, 83(3), 391-404. 

Tsantalis, N., and Chatzigeorgiou, A. (2011a). Identification of extract method refactor-
ing opportunities for the decomposition of methods. Journal of Systems and Software, 
84(10), 1757-1782. 



Bibliography

246

 

 

Tufail, H., Masood, M. F., Zeb, B., Azam, F., & Anwar, M.W. (2017). A systematic 
review of requirement traceability techniques and tools. In the 2nd International Con-
ference on System Reliability and Safety (ICSRS), Milan, 450-454. 

Van Vliet, H. (2008). Software Engineering: Principles and Practice, 3rd edition, John 
Wiley & Sons. 

Vokác, M., Tichy, W., Sjøberg, D. I. K., Arisholm,  E. and Aldrin, M. (2004). A Con-
trolled Experiment Comparing the Maintainability of Programs Designed with and 
without Design Patterns: A Replication in a Real Programming Environment. Empirical 
Software Engineering, Springer, 9 (3), 149-195. 

Winkler, S., and Pilgrim, J. (2010). A survey of traceability in requirements engineering 
and model-driven development,  Softw. Syst. Model. 9(4), 529-565. 

Wohlin, C., Runeson, P., Höst, M., Ohlsson, M. C., Regnell, B., and Wesslén, A. 
(2012). Experimentation in Software Engineering, Springer Publishing Company, In-
corporated. 

Yang, L., Liu, H., and Niu, Z. (2009) Identifying Fragments to be Extracted from Long 
Methods. Asia-Pacific Software Engineering Conference (APSEC), 43-49. 

Yoshida, N., Masataka, K., and Hajimu, I. (2012). A cohesion metric approach to divid-
ing source code into functional segments to improve maintainability. Proceedings of the 
16th European Conference on Software Maintenance and Reengineering (CSMR), IEEE 
Computer Society, 365-370.  

Yourdon, E., and  Constantine, L. L. (1979). Structured Design: Fundamentals of a 
Discipline of Computer Program and Systems Design (1st Ed.). Prentice-Hall, Inc., 
Upper Saddle River, NJ, USA. 

Zhang, H., and Babar, M. A. (2010). On searching relevant studies in software engi-
neering. In Proceedings of the 14th international conference on Evaluation and As-
sessment in Software Engineering (EASE), British Computer Society, Swinton, UK, 
111-120. 

Zhao, L., and Hayes, J. (2006). Predicting classes in need of refactoring: an application 
of static metrics. Proceedings of the 1st Workshop on Predictive Models of Software 
Engineering (PROMISE). 

Zhao, W., Zhang, L., Liu, Y., Luo, J., and Sun, J. (2003). Understanding How the Re-
quirements Are Implemented in Source Code. In the 10th Asia-Pacific Software 



Bibliography

247

 

 

Tufail, H., Masood, M. F., Zeb, B., Azam, F., & Anwar, M.W. (2017). A systematic 
review of requirement traceability techniques and tools. In the 2nd International Con-
ference on System Reliability and Safety (ICSRS), Milan, 450-454. 

Van Vliet, H. (2008). Software Engineering: Principles and Practice, 3rd edition, John 
Wiley & Sons. 

Vokác, M., Tichy, W., Sjøberg, D. I. K., Arisholm,  E. and Aldrin, M. (2004). A Con-
trolled Experiment Comparing the Maintainability of Programs Designed with and 
without Design Patterns: A Replication in a Real Programming Environment. Empirical 
Software Engineering, Springer, 9 (3), 149-195. 

Winkler, S., and Pilgrim, J. (2010). A survey of traceability in requirements engineering 
and model-driven development,  Softw. Syst. Model. 9(4), 529-565. 

Wohlin, C., Runeson, P., Höst, M., Ohlsson, M. C., Regnell, B., and Wesslén, A. 
(2012). Experimentation in Software Engineering, Springer Publishing Company, In-
corporated. 

Yang, L., Liu, H., and Niu, Z. (2009) Identifying Fragments to be Extracted from Long 
Methods. Asia-Pacific Software Engineering Conference (APSEC), 43-49. 

Yoshida, N., Masataka, K., and Hajimu, I. (2012). A cohesion metric approach to divid-
ing source code into functional segments to improve maintainability. Proceedings of the 
16th European Conference on Software Maintenance and Reengineering (CSMR), IEEE 
Computer Society, 365-370.  

Yourdon, E., and  Constantine, L. L. (1979). Structured Design: Fundamentals of a 
Discipline of Computer Program and Systems Design (1st Ed.). Prentice-Hall, Inc., 
Upper Saddle River, NJ, USA. 

Zhang, H., and Babar, M. A. (2010). On searching relevant studies in software engi-
neering. In Proceedings of the 14th international conference on Evaluation and As-
sessment in Software Engineering (EASE), British Computer Society, Swinton, UK, 
111-120. 

Zhao, L., and Hayes, J. (2006). Predicting classes in need of refactoring: an application 
of static metrics. Proceedings of the 1st Workshop on Predictive Models of Software 
Engineering (PROMISE). 

Zhao, W., Zhang, L., Liu, Y., Luo, J., and Sun, J. (2003). Understanding How the Re-
quirements Are Implemented in Source Code. In the 10th Asia-Pacific Software 

 

 

Engineering Conference, 68-77. 

Zhao, W., Zhang, L., Liu, Y., Luo, J., Sun, J., and Yang, F. (2004). SNIAFL: Towards a 
Static Noninteractive Approach to Feature Location. In Proceedings of the 26th Interna-
tional Conference on in Software Engineering (ICSE), 15(2), 293-303. 

 

 


