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Chapter 1
General Introduction



Chapter 1

Evolution has left its mark in individuals of all species; its effects can be seen
in genes, the basic units of heredity, and in complex traits that define individual
morphology, physiology or behaviour. In contrast to traits with a straightforward
genotype-phenotype relationship, such as single-gene disorders (Antonarakis and
Beckmann, 2006), complex traits are influenced by the interaction effect of many
genes (as, e.g., in cancer; Goddard et al., 2016) complicating the characterisation
of the genotype to phenotype mapping. Despite this complexity, most of the
analyses of complex traits have been done by assuming genetic additive effects
(Hansen, 2006), an assumption that bypasses the intermediate steps that connect
the complex trait to its genetic basis.

Gene products are, in fact, highly interactive molecules that form
biomolecular networks such as gene regulatory networks, protein-protein
interaction networks and metabolic networks. These biomolecular networks, in
turn, control dynamic responses (e.g. fast, delayed or switch-like responses) that
can be advantageous in certain environments (Kashtan and Alon, 2005).
Specific biomolecular network motifs were found to be overrepresented in nature
(Alon, 2007), suggesting a potential role for natural selection in shaping network
structure. However, selection does not act directly on biomolecular network
topologies, but on their emerging biological functions (phenotypes) (Han, 2008).
These biological functions contribute in different ways to the development of
complex phenotypic traits such as behaviour. Given that selection acts at the
level of the individual, it is only at the organismal level that complex traits can
be meaningfully related to fitness. Studying complex-trait evolution therefore
requires that we reconstruct the genotype-phenotype map across several levels of
organisation, starting from genes (the units of hereditary information transfer),
via biological networks (which capture the dynamics of interactions between
gene-products) all the way up to organismal traits that are subject to selection
(Fig 1.1).

While one could, in principle, characterise the genotype-to-fitness map given
detailed knowledge of the biological network from which a trait emerges, such
information is unavailable for many cases of interest. Therefore, phenotypic
evolution and the genotype-to-fitness mapping have traditionally been studied
by means of phenomenological (black-box) models, which build on the
assumption of a smooth and linear relationship between genotype, phenotype
and fitness (Hansen, 2006). The development of new technologies in recent years
has, however, opened up rich sources of biomolecular network data, creating
unprecedented opportunities to study the genotype-phenotype-fitness
relationship from a mechanistic perspective.

At the forefront of this development were studies of RNA folding, which
investigated the effects of mutations on the secondary structure and
functionality of RNA molecules. Here, a detailed mechanistic understanding of
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General Introduction

the folding process allowed for the development of computational methods to
predict RNA secondary structure subject to biophysical and chemical
constraints (Hofacker et al., 1994), and these algorithms were validated with
empirical data (Li et al., 2016; Pitt and Ferr-D’Amar, 2010; Jiménez et al.,
2013). Similar work has been done for protein folding, allowing for the
prediction of mutational effects on protein functionality (Sarkisyan et al., 2016).
Multifactorial diseases (e.g., cancer and diabetes) are now being addressed as
complex traits that emerge from irregularities in biomolecular interaction
networks (Silverman and Loscalzo, 2012). However, current studies of
biomolecular networks strongly emphasises topological features, while the
processes that occur on these networks or the factors that influence their
dynamics (e.g., changes in protein concentrations) receive considerable less
attention (Yamada and Bork, 2009; Hahn, Conant and Wagner, 2004;
Alvarez-Ponce, Aguado and Rozas, 2009; Cork and Purugganan, 2004;
Winterbach et al., 2013; Manke, Demetrius and Vingron, 2006).

Notwithstanding their current limitations, mechanistic models of complex
traits have already proven their value in providing fundamentally novel insights
in the genotype-phenotype relationship (Soyer and O’Malley, 2013). For
example, the mere fact that the number of possible genotypes greatly
outnumbers the number of (biologically) distinct phenotypes for most realistic
models of the genotype-phenotype map, implies that biological adaptive
landscapes are likely to contain large connected sets of genotypes with nearly
identical fitness (Aguirre et al., 2011). This feature allows populations to
explore large areas of genotype space without apparent phenotypic evolution,
breaking the trade-off between evolvability and robustness that would otherwise
exist (Wagner, 2008b).

In contrast to the black-box approach of phenomenological models,
mechanistic models have the advantage that phenotypes emerge automatically
from interactions that were captured in the model, subject to the physical,
chemical or biological constraints that were taken into account. The drawback is
that greater detail is needed to formulate a mechanistic model, making the
model difficult to analyse and potentially less general. One way to mitigate this
problem is to focus on minimally complex systems, and to use these as
prototypes to address generic, conceptual questions. In this thesis, I take this
approach and investigate the potential of bacterial chemotaxis to act as a model
system for complex-trait evolution. Bacterial chemotaxis has previously been
considered as a minimal model system for studying the molecular basis of
behaviour (Soyer, 2010). Moreover, given that chemotactic performance has a
clear relationship to growth and fitness, it is a suitable system to address
evolutionary questions as well. Bacterial chemotaxis has also been thoroughly
studied in the lab. The chemotactic network of Escherichia coli, in particular,
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Chapter 1

Figure 1.1. The Genotype-to-Fitness mapping. The genotype of an organism is defined by its
genome that contains genes. Gene products interact with other gene products to form biomolecular
networks. Properties of biomolecular networks determine cellular behaviour as in the case of bacterial
chemotaxis. If we think of chemotactic performance as a proxy for fitness, then we can summarise the
relationship between genotype and fitness by means of an adaptive landscape; the current position
of the genotype on this adaptive landscape (red circle) and the topology of the landscape dictates
which mutations are likely to reach fixation in an evolving population. The fixation of mutations
with positive fitness effects (red arrow) drive the population to a local fitness peak of increased
chemotactic performance (red dots). Mutations with negative effects, which are less likely to reach
fixation, would cause the population to fall into a valley of the fitness landscape (blue dot and arrow).

has been characterised in extraordinary detail: not only do we know its
constituent parts, but also how its molecular components interact dynamically
in response to various stimuli, and how these dynamic changes, in turn, control
an individual’s movement in a spatial resource gradient (Wadhams and
Armitage, 2004; Hazelbauer, 2012).

In the remainder of this introductory chapter, I describe the chemotaxis
network of E. coli and its emergent phenotypes that determine chemotactic
performance and fitness. The final section introduces the systems biology
approach used to study evolution of biomolecular networks and presents an
outline of the thesis by summarising the main results of the subsequent research
chapters.

1.1 Bacterial Chemotaxis

Motile bacteria have evolved elongated filaments called flagella to propel their
bodies and to navigate chemical gradients in order to locate resources for growth
(chemoattractants) or to escape from harmful chemicals (chemorepellents). The
mechanism of sensing and moving in response to chemical gradients is known as
chemotaxis. Chemotaxis in E. coli and other bacteria like Bacillus subtilis
involves stochastic switching between two modes of movement: straight
swimming (run) and reorientation by erratic rotation (tumble). The current
direction of swimming is favourable when it coincides with the local resource
gradient. The bacterial cell is too small to measure this spatial gradient reliably,
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but it is capable of perceiving whether chemical concentrations change in time
along its current swimming trajectory. From this temporal information, the cell
can then, in principle, distill information about the spatial resource gradient. In
particular, if the cell is swimming in the direction of an attractant gradient,
then the local concentration will increase over time. So, if a swimming cell
senses that the attractant concentration increases, it is beneficial to suppress
tumbles, ensuring that the cell will continue to swim in the favourable direction.
By contrast, if the local attractant concentration is observed to decrease over
time, then the cell apparently is swimming in the wrong direction. It would then
be beneficial to induce a tumbling event, in order to reorient into a more
favourable direction (Fig 1.2). E. coli uses exactly this heuristic to swim
towards favourable areas in it environment: when conditions improve along the
swimming trajectory, the frequency of tumbles is reduced and the length of runs
increases, but when the local environment becomes less favourable, the cell
increases its tumbling frequency and reduces the length of runs (Sourjik and
Armitage, 2010).

At the molecular level, the switch between runs and tumbles is effectuated
by changes in the direction of rotation of the cell’s flagellar motor complexes.
An E. coli cell typically has multiple flagella, and each one is equipped with a
flagellar motor. When all the flagellar motors rotate in counterclockwise (ccw)
direction, the flagella of the bacterium couple hydrodynamically to form a single
bundle that propels the cell forward in a straight line. If one or more of the
flagellar motors start rotating in clockwise (cw) direction, however, the flagellar
bundle disintegrates, resulting in a tumble event (Albada, Tănase-Nicola and
Wolde, 2009). In each tumble, the cell reorients semi-randomly, determining a
new direction of movement for the following run phase (Berg and Brown, 1972).
The direction of running is straight, except for the effect of rotational diffusion
(Andrews, Yi and Iglesias, 2007), which effectively randomises the direction of
motion over a timescale of 10 s (Jiang, Ouyang and Tu, 2010).

1.1.1 Molecular Components of the Chemotaxis Network

The molecular network governing chemotaxis has been characterised in several
bacterial species (Wadhams and Armitage, 2004; Hazelbauer, 2012) of which
E. coli has been investigated most thoroughly. E. coli ’s chemotaxis network
consists of three interacting components: (transmembrane) chemoreceptors, a
phosphorylation cascade and the flagellar motors (Fig 1.3). The chemoreceptors
sense changes in the concentration of attractants or repellents in the
environment. The role of the phosphorylation cascade, which is a modified
bacterial two-component signalling system (Falke et al., 1997) consisting of
multiple Che proteins (Che stands for chemotaxis), is to process and transmit
this information to the flagellar motor complexes, which govern the direction of
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Tumble

Run

Repellent Attractant

θ

Figure 1.2. Swimming pattern. The swimming pattern of E. coli consists of alternating
linear runs and tumble events. During the tumble event, E. coli reorients, so that its next
swimming direction deviates from its previous direction of movement by a reorientation angle (θ′,
the supplementary of θ). The cell achieves a bias in its overall swimming pattern towards higher
concentration of attractants (nutrients) or lower concentration of repellents (harmful chemicals), by
virtue of modifying the transition rates between run and tumble events in response to changes in the
local chemical concentration.

movement by controlling the direction of rotation (ccw or cw) for each of the
flagella.

Transmembrane receptors

Chemoreceptors are specialized proteins that sense changes in the concentration of
amino acids, sugars, peptides and oxygen (Wadhams and Armitage, 2004). There
are five types in E. coli. The most abundant chemoreceptors are those for amino
acids, aspartate and serine and the less abundant receptors are those for ribose and
galactose, peptides and redox potential (Sourjik, 2004; Grebe and Stock, 1998).
Receptors for aspartate have been extensively used to characterise chemotaxis,
especially because the analogue α-methylaspartate is non-metabolizable, reducing
interference during experimentation. In this thesis, the chemotaxis model is based
on data for this specific receptor.

Receptors occur in high copy number (of the order of ∼ 10000 per cell) and
interact with each other at different levels. Two chemoreceptors interact with
each other to form a dimer. The dimer interacts with two CheW proteins
(coupling proteins) and one CheA protein (histidine kinase) to form the
CheW-CheA-receptor protein complex (receptor dimer complex). Each receptor
dimer complex associates with two more dimer complexes to form a trimer of
dimers (tridimer) (Sourjik, 2004). Thousands of tridimer complexes form
clusters localized at the cell poles (Kirby, 2009). The close interaction between
neighbouring receptors results in a high cooperativity, causing the
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Figure 1.3. Chemotaxis Network in E. coli. The transmembrane receptors detect changes in
the concentration of repellent or attractant. For the well-studied aspartate and serine receptors,
receptor activity decreases with increasing attractant concentrations, ultimately causing a bias
towards ccw rotation of the flagellar motors: active receptors increase the CheA autophosphorylation
rate, leading to the phosphorylation of CheY or CheB by phosphotransfer from CheA; phosphorylated
CheY then binds to flagellar motors and switches their rotational state to cw (solid yellow
arrows); without phosphorylated CheY, the flagellar motors tend to rotate in ccw direction (dashed
yellow arrows). CheZ dephosphorylates CheY, thereby acting as a signal termination protein.
Phosphorylated CheB controls the sensitivity and activity of the receptor complex by influencing
the balance between receptor methylation and demethylation. Running the chemotactic network
requires an input of chemical energy: the autophosphorylation of CheA is driven by the energy of
hydrolysis for a molecule of ATP, and the methylation of the receptor by the protein CheR requires
the hydrolysis of SAM, an energy-rich methylation donor.

chemoreceptor array to exhibit very high sensitivity. Since the binding of ligand
to one chemoreceptor increases the affinity of neighbouring chemoreceptors for
the ligand (Bray, Levin and Morton-Firth, 1998), E. coli is able to respond to
very small fluctuations in ligand concentration (Porter, Wadhams and Armitage,
2011).

Receptors are not only sensitive but also robust, due to a process of sensory
adaptation, which allows the receptors to function across a wide range of ligand
concentrations (Porter, Wadhams and Armitage, 2011). This feature emerges
from a feedback loop involving phosphorylated CheB (CheBp; a
methylesterase). When receptors are activated, the concentration of CheBp
increases and receptors are demethylated (Fig 1.3). Demethylation of receptors
reduces receptor activity. When receptors are inactive and demethylated, CheR
(a methyltransferase) transfers methyl groups to receptors to increase their
activity. As a result, the dynamic balance between methylation and
demethylation gives rises to sensory adaptation, contributing to the robust
functioning of chemoreceptors across a broad range of environmental conditions
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(Alon et al., 1999).

Phosphorylation cascade

When a ligand (e.g., aspartate) binds to a chemoreceptor, the receptor
undergoes a conformational change causing a reduction in its activity. Active
receptors activate the phosphorylation cascade by increasing the
autophosphorylation of CheA. The hydrolysis of one molecule of ATP releases a
phosphoryl group that is transferred to CheA (Mayover, Halkides and Stewart,
1999). Phosphorylated CheA (CheAp) transfers its phosphoryl group to CheB
or CheY (the response regulator). Phosphorylated CheY (CheYp) diffuses in the
cytoplasm and binds to flagellar motors increasing the probability of switching
from ccw to cw rotation and causing a higher frequency of tumbles. The signal
conveyed by the pathway is terminated when the phosphatase CheZ protein
dephosphorylates CheYp (Fig 1.3). When an increase or decrease in the
stimulus level persists without further changes (such as after a step increase or
decrease of the attractant concentration), the methylation-demethylation system
acts as a negative feedback control system that resets the activity level of the
receptors to their pre-stimulus state, mediated by the relative activity levels of
CheR and CheBp (Alon et al., 1999).

Flagellar motors

The final component of the chemotaxis pathway are the flagellar motors, which
are located at the base of long proteinic flagellar filaments (Fig 1.3). A single
flagellum (motor complex plus filament) is assembled from the products of more
than 50 genes (Thormann and Paulick, 2010). A single flagellar motor complex
is constituted by ∼26 FliG, ∼34 FliM and more than 100 FliN proteins. These
proteins form a ring with 34 binding sites for CheYp (Brown, Delalez and
Armitage, 2011). In fact, CheYp is captured by FliM and then interacts with
FliN (Sarkar, Paul and Blair, 2010), so that the number of FliM proteins is the
same as the number of binding sites. Similar to the observed cooperativity
among receptors, which increases the sensitivity to detect small changes in
attractant concentration, studies on the flagellar motors have also shown
ultrasensitivity with Hill coefficients ranging from 10 (Cluzel, Surette and
Leibler, 2000) to 21 (Yuan and Berg, 2013), the highest ever reported. Due to
the strong and cooperative interactions between motor subunits, the likelihood
of switching to cw rotation increases in a stepwise fashion with the number of
occupied FliM binding sites (Bai et al., 2010).
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1.1.2 Emerging phenotypic properties in chemotaxis

Chemotaxis has been studied at two levels. The first level comprises the
characterisation of the internal molecular machinery underlying signal
transduction and sensory adaptation. The second level involves the
characterisation of cellular behaviour during swimming, summarised by the
tumble frequency and the statistical distributions of run length and
reorientation angle. The effector protein CheYp functions as a link between the
two levels. It represents both the output of the signal-processing pathway and
the input to the flagellar motors that controls the swimming behaviour. For this
reason, the dynamic of CheYp is extensively used to characterise the molecular
state of the chemotaxis network and to correlate this state to swimming
behaviour.

Sensory adaptation system

A classic experiment to characterise the CheYp dynamics is to measure the
response to a step stimulus of the chemo-attractant aspartate (Fig 1.4). When
the concentration of aspartate increases, the concentration of CheYp initially
drops sharply. This effect is due to the strong cooperativity between receptors
that reduce their activity. After reaching a minimum, however, the
concentration of CheYp returns slowly to the pre-stimulus state (Fig 1.4). This
feature of the chemotaxis network is known as sensory adaptation; the time
needed to reach steady state is a reflection of the sensory adaptation time (Alon
et al., 1999). To be precise, we define the sensory adaptation time as the time at
which the concentration of CheYp has returned halfway back towards its
concentration at steady state after a perturbation (Fig 1.4A).

The suggested function of sensory adaptation is that it resets the molecular
machinery of the network, preparing it to efficiently detect future changes in
attractant concentrations across a range of environmental conditions (Fig 1.4B).
As an effect, E. coli exhibits a logarithmic sensing (or fold-change detection)
strategy (Lazova et al., 2011), i.e., it responds equally to the same relative
change in attractant concentration across a range of background concentrations.
Logarithmic sensing allows E. coli to perform functional chemotaxis across a
wide range of environments, resolving the trade-off between avoiding saturation
at high attractant concentrations and maintaining high sensitivity.

At the molecular level, sensory adaptation results from a negative feedback
that is controlled by varying the balance beween the activities of CheR and CheB
(Clausznitzer et al., 2010). When receptors are active, CheB is phoshorylated,
and the phosphorylated CheBp demethylates active receptors, inhibiting their
activity. Inactive receptors, by contrast, are methylated by CheR, increasing
their activity. Four major methylation sites have been identified in Tar receptors
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Figure 1.4. Dynamic response of CheYp to a step stimulus of aspartate. (A) Response to
a symmetric step stimulus. Addition of aspartate induces a rapid reduction in the concentration of
CheYp, while removal of aspartate induces a temporary increase in CheYp. In both cases, the initial
response wanes as CheYp returns to a nearly constant steady-state concentration. The time needed to
reach halfway towards this steady state is the sensory adaptation time for the response to the addition
(ATA) or removal (ATR) of aspartate. Additional measures to quantify the sensory adaptation
response are the adaptation error (AE), and the response amplitudes to attractant addition (AA)
and removal (AR), which are all expressed as relative changes in CheYp concentration. (B) The
sensory adaptation system enables a consistent response to fold change in attractant concentration,
independent of the background level. Therefore, the response of the network is indicative of the
relative magnitude of the stimulus rather than of the background concentration. In this example,
the response (CheYp concentration) to the first and third step stimuli are equal because they have
the same magnitude (+).

(Chalah and Weis, 2005). The methyl donor in each methylation reaction is the
molecule SAM (S-adenosylmethionine) (Lan et al., 2012).

Sensory adaptation is not absolutely perfect, although wildtype E. coli are
observed to achieve near-perfect adaptation (Mello and Tu, 2003). The sensory
adaptation error (Neumann et al., 2014) is quantified by the relative difference
in steady-state CheYp concentration before and after a step change in attractant
concentration. The low sensory adaptation error shown by wildtype E. coli is a
robust feature of the chemotaxis network that appears insensitive to many of the
rate parameters and the concentration of proteins such as CheB, CheY or CheZ
(Alon et al., 1999; Barkai and Leibler, 1997). However, any of these parameters
can influence the steady state concentrations or the sensory adaptation time.

Swimming behaviour

Phenotypic characteristics of the swimming behaviour (Berg and Brown, 1972) are
commonly collected in an isotropic environment (without a gradient of nutrients).
In the wildtype, run length and tumble length follow exponential distributions
with an average of ∼1 s and ∼0.2 s, respectively. The angle of reorientation
during tumbles (i.e., the azimuthal angle between two successive run directions)
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follows a skewed distribution with mean ∼ 60°.
Although the cell’s swimming behaviour results from the collective action of

multiple flagella, there is a close relationship between the run and tumble
frequency and the ccw bias of individual flagella (corresponding to the
proportion of flagella rotating ccw). In fact, since the ccw bias is relatively
easy to determine using a tethered-cell assay, this measure is often used as a
proxy for the swimming behaviour. In wildtype E. coli the ccw bias is ∼0.7
(Segall, Block and Berg, 1986), i.e., flagella rotate in ccw direction 70% of the
time.

1.2 In this thesis

1.2.1 Evolutionary-Systems-Biology modelling

The work in this thesis integrates evolutionary and systems-biology modelling.
As such, it operates at an under-explored interface between biological
disciplines, using interdisciplinary methods that will here be briefly introduced.
Evolutionary biology and systems biology both have strong traditions in
modelling, but the two fields are poorly connected. This is partly due to the
proximate-ultimate divide that has split biology for several decades, although
efforts are now being made in several disciplines to narrow this gap (Koonin and
Wolf, 2006; Loewe, 2009; Papp, Szappanos and Notebaart, 2011). My work fits
in this recent development, and is motivated by two broad, integrative
questions: (1) how do molecular mechanisms, by means of shaping the
genotype-phenotype map, direct the outcome of adaptive phenotypic evolution,
and (2) what are the characteristics footmarks of such evolution in molecular
network structure and the way these networks function dynamically? I study
bacterial chemotaxis as a model system to address these questions, because the
molecular basis of chemotaxis is well understood, while chemotactic
performance, being a clear example of an adaptive emergent trait, defies a
reductionist approach to the genotype-phenotype problem.

The first step towards modelling the evolution of the bacterial chemotaxis
network is to replicate the network dynamics as it is known for the wildtype.
Here, I could rely on existing systems-biology models of (parts of) the
chemotaxis network (Tindall et al., 2008) developed for the standard lab strain
of E. coli that is used in most experimental work. The components then had to
be integrated into a mechanistic model in order to reconstruct the mapping
from molecular processes to their emergent phenotypic consequences (Kitano,
2002). An important next step was to introduce variation in the molecular
interactions, as a way to predict the phenotypic effects of particular mutations
and to evaluate their fitness consequences. Only by allowing such variation is it
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possible to study how selection can shape the network and optimize its
performance under the prevailing ecological conditions. I found that this step
requires a careful consideration of tradeoffs and constraints, in order to prevent
that mutations give rise to thermodynamically inconsistent interaction networks.

To disentangle the complex relationship between genotype, phenotype and
fitness, I employed methods from evolutionary biology to quantify the strength
and the nature of selection on network components. I also employed
evolutionary search algorithms to explore the adaptive landscape. Apart from
providing novel insight into the evolution of the bacterial chemotaxis network,
my research suggests that biological (phenotypic) functionality and molecular
architecture interact strongly to determine the evolvability of biological
networks. This perspective invites a broader application of an integrative
evolutionary-systems-biology approach, for which the tools and methods
developed in this theses may serve as a blueprint.

1.2.2 Preview of the research chapters

Chapter two of this thesis describes the evolutionary-systems biology model
developed for the bacterial chemotaxis network. The model integrates different
previous models that describe specific parts of the chemotaxis network
(receptors, phosphorylation cascade, flagellar motors, run-and-tumble
dynamics). This chapter also describes the biophysical constraints that were
taken into account in order to prevent the creation of thermodynamically
inconsistent networks by random mutation events. The model was validated by
reproducing phenotypic properties of the wildtype and described knock-out
mutants. The main results are that chemotactic performance is highly variable
within clonal populations and that the adaptive landscape has multiple local
peaks close to the wildtype. In fixed environments, only a few mutation steps
are needed to find one of the local peaks, but when the environment is changing,
evolutionary paths are longer, allowing a wider exploration of the adaptive
landscape. Finally, the results show that the chemotaxis network is flexible
enough to compensate for a knock-out mutation of a key network component,
and that the evolved compensatory mutant genotypes sometimes perform better
than the wildtype.

In chapter three, I analysed the structure of the adaptive landscape for the
chemotaxis network by evaluating fitness for a large set of genotypes that were
sampled randomly from the genotype space. The results show that both high-
and low-fitness genotypes are close in the genotype space, suggesting the
existence of low- and high-fitness regions, respectively, where the latter contain
the wildtype. High-fitness regions are characterised by multiple local peaks due
to antagonistic epistasis. Although there is a huge variability in phenotypic
properties between all the genotypes, this variability is drastically reduced
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between high-fitness genotypes. Intriguing, there are ∼2% of genotypes with
non-chemotactic phenotypes, which differ remarkably from chemotactic
phenotypes in their swimming pattern (e.g. run length, tumble length,
reorientation angle) but not in their molecular phenotypes (e.g. concentration of
phosphorylated proteins). We also found that the genotype-fitness correlation is
weaker than the genotype-phenotype or the phenotype-fitness correlations,
suggesting that the effects of mutations average out at higher levels of biological
organisation.

Chapter four complements the analysis of chapter two and three by
characterising the properties of the adaptive landscape as it is sampled by a
local evolutionary search algorithm. A comparison between simulations that
were started from different initial genotypes reveals that the topology of the
adaptive landscape is highly heterogeneous, consisting of large areas with no
apparent structure that are occupied by non-functional networks, and sparse
ridges of high-fitness genotypes that exhibit functional chemotaxis. The fitness
distribution for genotypes sampled from the fitness ridges is left-skewed,
consistent with empirical observations of the distribution of mutational effects in
adapted genetic backgrounds. By contrast, the fitness distribution among
non-functional genotypes is symmetric and corresponds to the distribution
found in chapter three for a random subset of the genotype space. The fitness
variation among this subset of genotype was well described by a house-of-cards
mutation model, which was able to reproduce many of the observed network
properties in low-fitness regions of the adaptive landscape.

Note that chapter two, three and four analyse the same systems biology
model, but under different assumptions on the relative role of genetic drift and
selection. The evolutionary algorithm used in chapter two allows only
beneficial mutations to reach fixation and in chapter three the fitness
landscapes is explored randomly without considering selection. In chapter
four, mutations have a probability to reach fixation proportional to their
selection coefficient. Here, also deleterious mutations can fix in the population,
albeit with a much lower probability than adaptive mutations.

The study presented in chapter five was motivated by the high individual
variation in chemotactic performance that we observed in replicate simulations
of genetically identical E. coli. Here we asked whether such variability, when
present in a population, would influence the evolutionary fate of one genotype in
competition with another, both with and without a difference in mean fitness
between the two genotypes. We analyse a scenario in which the individual
fitness distributions have a heavy right tail and show that this results in a
strong dependence of the probability of fixation on the population size. We also
show that the direction of selection may change as a function of population size,
because selection on the variance of reproductive success can dominate selection
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on average performance, except in very large populations.
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Chapter 2

Abstract

The signal-transduction network responsible for chemotaxis in Escherichia coli
has been characterised in extraordinary detail. Yet, relatively little is known
about eco-evolutionary aspects of chemotaxis, such as how the network has been
shaped by selection and to what extent natural populations may fine-tune their
chemotactic behaviour to the ecological conditions. To address these questions,
we here develop an evolutionary-systems-biology model of the chemotaxis
network of E. coli, which we apply to estimate the resource accumulation rate
(here used as a proxy for fitness) of wildtype and a large number of potential
mutant genotypes. Mutant genotypes differ from the wildtype in the
concentrations of one or more constituent proteins of the chemotaxis signalling
network or in one or more of its kinetic parameters. To guarantee model
consistency across the genotype space, we explicitly incorporated biochemical
constraints that underly observed phenotypic trade-offs. The model was
validated by reconstructing the phenotypic properties of several known mutant
genotypes. We also characterised differences in the fitness distribution between
genotypes, and reconstructed adaptive walks in genotype space for populations
exposed to different environmental conditions. We found that the local fitness
landscape is rugged, due to non-additive interactions between mutations. When
selection has a consistent direction, just a few adaptive mutations are required
to reach a local peak, and different local peaks can be reached by adaptive walks
starting from the same initial genotype. However, when the direction of
selection is fluctuating, evolutionary paths are much longer and genotype space
is explored further. Longer adaptive walks were also observed when evolution
was started from a low-fitness genotype such as a CheZ knockout mutant. In
line with empirical observations, the initial ∆cheZ mutant did not respond to a
step-down stimulus, but a dynamic response similar to the wildtype was
recovered following the fixation of compensatory mutations.
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2.1 Introduction

The movement of bacteria in response to environmental gradients of chemicals
(bacterial chemotaxis), is governed by a small protein-protein interaction
network that has evolved from a classical two-component bacterial signalling
system (Wadhams and Armitage, 2004). The network has been extensively
studied in Escherichia coli (Hazelbauer, 2012; Tindall et al., 2008), where
detailed information is available on the receptors involved in the detection of
stimuli, the proteins responsible for transmission of the signal and the swimming
behaviour of cells (Wadhams and Armitage, 2004; Minamino, Imada and
Namba, 2008; Porter, Wadhams and Armitage, 2011; Hamer et al., 2010;
Szurmant and Ordal, 2004; Berg, 2003; Thormann and Paulick, 2010; Kirby,
2009; Brown, Delalez and Armitage, 2011; Sourjik and Armitage, 2010).
Chemotaxis of E. coli relies on a temporal comparison of chemical
concentrations along the path of movement, which is used to bias transitions
between phases of straight, smooth swimming (runs) and rotational motions
(tumbles), that induce a random reorientation of the direction of
movement (Segall, Block and Berg, 1986).

In E. coli, attractants in the extracellular environment suppress the activity
of receptors clustered at the cell poles (Sourjik, 2004). Active receptors trigger a
phosphorylation cascade of cytoplasmic Che proteins. The first protein in the
cascade, CheA, is coupled to the receptor. Phosphorylated CheA (CheAp)
transfers its phosphate group to the methylesterase CheB or to the effector
protein CheY. Phosphorylated CheY (CheYp) in turn binds to the flagellar
motor complex, where it induces a change in the rotational state of the
flagellum. The CheYp signal is deactivated by CheZ, a dedicated
CheY-phosphatase. When the flagella are rotating counterclockwise (ccw), they
form a single bundle that allows for smooth swimming. If one or several flagella
rotate clockwise (cw), the bundle disintegrates, causing the cell to start
tumbling.

A feature of E. coli ’s chemotactic response that has received considerable
attention is that it exhibits sensory adaptation (Segall, Block and Berg, 1986;
Alon et al., 1999; Mello and Tu, 2003; Clausznitzer et al., 2010) (though the
accuracy of adaptation is observed to vary between receptor types (Wong-Ng
et al., 2016)). When a change in attractant concentration persists, the network
will at first respond but then return to a state similar to the one it had before
the stimulus was presented. This property allows bacteria to sense gradients and
to stay in the vicinity of an attractant peak irrespective of the background
concentration of attractant (Mello and Tu, 2007; Celani and Vergassola, 2010).
The molecular mechanism responsible for sensory adaptation is receptor
methylation, which is affected by a balance between the activities of two
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proteins: CheR, a methyltransferase that methylates certain residues of the
receptor, and phosphorylated CheB (CheBp) (Kehry, Doak and Dahlquist,
1985), which demethylates those same residues. Demethylated receptors exhibit
a lower baseline activity level. Hence, the dependence of the demethylation rate
on the activity of the receptor establishes a negative feedback loop resulting in
sensory adaptation.

Most molecular studies of the chemotaxis network are conducted using
well-documented E. coli lab strains and, as a result, little is known about the
extent of phenotypic variation in the chemotaxis network that exists across
natural populations. Variation in the concentrations of constituents of the
network, resulting in measurable differences in swimming behaviour, has been
observed within populations of isogenic bacteria and between genetically distinct
isolates from natural populations (Dzinic, Luercio and Ram, 2008; Davidson and
Surette, 2008). At present, it is not clear how much of this variation is caused
by genetic factors, whether it is a target of selection, and how it is related to
ecological conditions (Davidson and Surette, 2008). Comparative phylogenomic
studies, however, indicate that the chemotaxis network has been subject to
extensive evolution, potentially in response to ecological selection
pressures (Hamer et al., 2010; Szurmant and Ordal, 2004; Briegel et al., 2015).
For example, in comparison to E. coli, Bacillus subtilis has several additional
Che proteins involved in sensory adaptation and features a qualitatively
different network topology, even though core constituents such as CheA, CheB
and CheY have been conserved. Another species, Rhodobacter sphaeroides has
evolved two parallel chemosensory pathways (Porter, Wadhams and Armitage,
2011), which has been hypothesised to reflect the complex ecology of its habitat.

An additional motivation for analysing the evolution of the chemotaxis
network is that chemotaxis provides a minimal model for investigating the
adaptation of a complex trait. Selection on such traits acts on phenotypic
properties that emerge from molecular interactions between genes, rather than
on individual genes directly, posing a challenge to the classical gene-centred
view of evolution. Chemotactic performance has a straightforward link to fitness
and relies on emergent properties of the chemotaxis network including the
precision of sensory adaptation, adaptation time and cw bias (Yi et al., 2000;
Frankel et al., 2014), which are not simply associated with the characteristics of
a single chemotaxis protein. At the same time, the underlying signalling
network is characterised in detail and small enough to allow for an accurate
computational reconstruction of the mapping from molecular mechanism to
fitness (Loewe, 2009). In this way, bacterial chemotaxis presents a unique model
system for studying the molecular evolution of emergent phenotypes and for
developing novel methods for the functional analysis of molecular data.

As a case in point, we here develop an evolutionary-systems-biology model of
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the bacterial chemotaxis network of E. coli. We use this model to quantify the
molecular and phenotypic signatures of selection on chemotactic performance
and study how these are related to each other. Starting from a mechanistic
quantitative description of molecular interactions, our model predicts fitness
(i.e., chemotactic efficiency, measured as energy accumulation rate), based on
the simulated swimming behaviour of bacteria. Finally, the model is applied to
predict how bacteria may adapt evolutionarily to different environmental
conditions by fine-tuning interactions in their chemotaxis
network (Lopez-Maury, Marguerat and Bähler, 2008; de Vos, Poelwijk and Tans,
2013).

2.2 Materials and Methods

2.2.1 Overview and specific features of the model

Our goal is to build a mechanistic model of the chemotaxis network of E. coli
and be able to quantify the fitness effects of mutations. To this end, we
integrate several earlier models of chemotaxis, which concentrated on the
activity of chemoreceptors (Shimizu and Bray, 2002; Lan et al., 2012), the
phosphorylation cascade (Bray, Bourret and Simon, 1993; Rao, Kirby and
Arkin, 2004), its interaction with the flagellar motor (Duke, Le Novère and
Bray, 2001) and the dependence of the swimming pattern on the rotational state
of the flagella (Sneddon, Pontius and Emonet, 2012; Saragosti, Silberzan and
Buguin, 2012). Two aspects deserve special attention in light of the evolutionary
focus of our analysis: (1) the specification of fitness as a function of chemotactic
performance and (2), the effect of mutations on components of the chemotaxis
network.

One approach to quantify fitness is to rely on observed statistical
relationships between fitness and key phenotypes (Frankel et al., 2014; Soyer,
Pfeiffer and Bonhoeffer, 2006). However, this statistical approach may fail to
capture non-additive interactions between phenotypic effects, is vulnerable to
extrapolation errors when applied to novel genotypes and is difficult to
generalise across different environments. The second approach, which we use
here, is to derive fitness from a mechanistic model of swimming behaviour, in
which the local attractant concentration is used as a proxy for the momentary
rate at which the cell accumulates resources needed for growth (Soyer, Pfeiffer
and Bonhoeffer, 2006). A time-average of the attractant concentration can thus
be used to estimate the average growth rate (taking into account potential costs
of signal transduction in the chemotaxis pathway), which is a suitable measure
for the evolutionary fitness of bacteria. A major drawback of this method is
that it is computationally demanding.
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A challenge to modelling the effects of mutation is that not enough data are
available to formulate a sequence-level model of protein evolution from which
the effects of specific mutations could be predicted. Therefore, we model
mutations as heritable changes that modify the rate of interactions between
proteins in the chemotactic signalling cascade. One class of mutations that we
consider are those that affect only the concentration of a protein (including
knockout mutations). To allow for such mutations, the concentration of a
protein is considered as an evolutionary parameter that can change as a result of
‘regulatory’ mutations with no other phenotypic effects. A second class of
mutations contribute to variability in protein interaction rates by affecting
kinetic parameters, as a result of changes in the coding sequence,
post-translational modification or other molecular genetic mechanisms.
However, unlike protein concentrations, reaction rate parameters are subject to
thermodynamic constraints, such as energy-conservation conditions. Without
taking these into account (i.e, when mutations are allowed to act independently
on the kinetic parameters of the model), mutation is likely to create
thermodynamically inconsistent protein-interaction networks. In order to
maintain consistency, we therefore model the effect of mutations based on their
effect on the free energy of reactants in a reaction. The mutational effects on
kinetic model parameters are calculated subsequently from the modified free
energy values. A worked-out example is provided in Fig S-2.1.

2.2.2 Model description

Below, we provide a description of our model, structured according to the
different components of the chemosensory cascade. The model has 42
parameters, 15 of which were allowed to evolve (5 are associated with the total
concentration of Che proteins and 10 are associated with energy parameters).
For each of the evolving parameters (indicated in bold face below), we allowed
for 16 different genetic variants (alleles), each linked to a specific value of the
evolving parameter (Table S-2.1). The other parameters, which were held fixed
during the simulations, were given values based on previous models and
estimates from the literature (Table S-2.2 and Text SI-2.1).

Chemoreceptor complex

E.coli has five different chemoreceptor proteins, of which the Tar (sensitive to
aspartate) and Tsr (sensitive to serine) receptors are the most common. We here
ignore interactions between different receptor types, and model the receptor
complex as if it were composed of a single receptor type with four potential
methylation sites (Chalah and Weis, 2005). We assume that the sites are
methylated successively (Rao, Kirby and Arkin, 2004), so that a receptor can
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exist in 5 different methylation states labeled from 0 (no methylation) to 4 (all
sites methylated).

The transmembrane chemoreceptors of E.coli occur in a honeycomb lattice
structure, where individual receptors function as members of an allosterically
interacting team of 2-6 receptors (Sourjik and Wingreen, 2012). The interaction
between receptors results in a high degree of cooperativity, which is thought to
increase the sensitivity of the receptor complex. Following earlier models (Falke,
2002; Sourjik and Berg, 2004), we consider receptor subclusters consisting of a
focal receptor and k neighbours that are interacting allosterically with the focal
receptor. We assume that the allosteric coupling between the receptors is strong
(Shimizu and Bray, 2002), such that the k + 1 receptors are either all in the
active conformation, or all in the inactive conformation. Which one of the
conformational states is energetically favoured, depends on whether receptors
are bound to the ligand and on their methylation state. If both factors interact
additively, the mean activity Am(L, m̄) of a receptor in methylation state m
varies as a function of the ligand concentration L and the mean methylation
level m̄ of the other receptors in its subcluster, according to a logistic function
(see Text SI-2.2 for a derivation)

Am(L, m̄) =

1 +

(
1 + L

KL

1 + L
K∗

L

)k+1

× exp(EA×M (m−m0 + k (m̄−m0)))

−1

,

(2.1)
where KL and K∗L represent the ligand dissociation constants for the inactive and
active receptor, respectively. If KL < K∗L, as in E. coli, ligand binding decreases
the activity of the receptor, otherwise it has no (KL = K∗L) or an activating
effect (KL > K∗L). Two evolving parameters appear in the methylation term:
an energy parameter EA×M that quantifies the change of the receptor activation
energy caused by an increment of the number of methylated receptor residues,
and a reference methylation level m0 that determines the baseline activity of the
receptor.

Using Tm to denote the concentration of receptors in methylation state m, the
dynamic of the receptor-state distribution is specified by a system of ordinary
differential equations:

dTm
dt

= Jm−1 − Jm, (2.2)

where Jm is the net flux of methylation and demethylation reactions leading from
methylation state m to m + 1. In line with the assumption that there are four
methylation sites, we impose the boundary conditions J−1 = J4 = 0. Another
constraint is that the concentration of receptors in different methylation states
must add up to the total concentration of receptors Ttot =

∑
m Tm.

The rate of methylation by CheR, and the rate of demethylation by CheBp
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are known to depend on receptor activity, so that the net methylation and
demethylation rates are functions, respectively, of the concentrations of inactive
and active receptors in state m. These are given by T−m = Tm × (1 − Am(L, m̄))
and T+

m = Tm × Am(L, m̄), and appear as follows in the expression for the net
methylation flux:

Jm =
kRT Rtot

(
T−m − εRT T

−
m+1

)
exp(ER) +

∑
i T
−
i

−
kBTBP

(
T+
m+1 − εBT T

+
m

)
exp(EB) +

∑
i T

+
i

. (2.3)

Here
∑
i T

+
i and

∑
i T
−
i are the total concentrations of active and inactive

receptors (the index i runs over each methylation state m). In evaluating these
expressions, we rely on a mean-field approximation to calculate m̄ from the
population-level distribution of methylation states

m̄ =

∑
mmTm∑
m Tm

. (2.4)

In equation (2.3), methylation and demethylation are modeled as reversible
reactions with Michaelis-Menten kinetics. The parameters kRT and kBT denote
the maximum rates, Rtot and BP are the enzyme concentrations of CheR and
phosphorylated CheB, and exp(ER) and exp(EB) are the half-saturation
constants of the methylation and demethylation reactions, respectively (which
are allowed to evolve). The relative backward rates of the methylation and
demethylation reaction, εRT and εBT, respectively, can evolve as well, subject to
energy-conservation constraints. In particular, the derivation presented in
Text SI-2.3 shows that

εRT = exp(−E∗SAM + EM), (2.5)
εBT = exp(−EM −EA×M), (2.6)

where EM quantifies the free-energy change of the receptor upon methylation, a
key parameter that mediates the balance between methylation and demethylation
rates. Sensory adaptation relies on an input of energy (Lan et al., 2012), E∗SAM,
which is provided by the energy-rich molecule S-Adenosyl methionine (SAM), a
cosubstrate used by CheR as a methyl donor in the methylation reaction.

Phosphorylation cascade

The interaction of Che proteins is modelled based on mass-action kinetics
following Rao et al. (Rao, Kirby and Arkin, 2004), except that we consider all
reactions to be reversible in order to maintain consistency in the free-energy
relationships between reactants. The default parameter set, used for the
wildtype, gives rise to negligible backward reaction rates, but higher values can
be realised for particular combinations of the evolving parameters. The changes
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in the concentrations of CheAp (AP), CheBp (BP), and CheYp (YP) are given
by the ordinary differential equations

dAP

dt
= kAT(A− εATAP)

∑
m

T+
m − kAB(APB − εABBPA)− kAY(APY − εAYYPA),

(2.7)
dBP

dt
= kAB(APB − εABBPA)− kB(BP − εBB), (2.8)

dYP

dt
= kAY(APY − εAYYPA)− kY(YP − εYY )− kYZ Ztot (YP − εYZY )−

∑
j=1...n

fj ,

(2.9)

where A, B and Y are the concentrations of non-phosphorylated CheA, CheB
and CheY proteins, respectively. The parameters kAT, kAB and kAY are the
phosphorylation rate constants for CheA, CheB and CheY. Dephosphorylation
occurs for CheBp and CheYp at rates kB and kY. In addition, CheYp is
dephosphorylated by CheZ at rate kYZ. CheYp also interacts with FliM proteins
in the flagellar motor complexes, to which it binds at net rate

∑
j fj (the index

j runs over each of the n flagella).
The concentration of CheZ, Ztot, and the total enzyme concentrations of the

other enzymes are considered to be evolving parameters (i.e., fixed for a given
individual, but subject to change across generations), so that the following
conservation equations hold: A + AP = Atot, B + BP = Btot and
Y + YP +

∑
j F

Y
j = Ytot. Here FY

j denotes concentration of CheYp bound to
FliM proteins in flagellum j.

The relative rates of the reverse reactions in the phosphorylation cascade
capture a second energy constraint relevant for chemotactic signalling: the
free-energy differences driving reactions at the different tiers of the
signal-transduction cascade cannot add up to more than the energy gained from
ATP hydrolysis at the moment of CheA autophosphorylation. As a result, the
reverse reaction rate parameters ε are given by

εAT = exp(−E∗ATP + EpA), (2.10)
εAB = exp(−EpA + EpB), (2.11)
εB = exp(−EpB), (2.12)
εAY = exp(−EpA + EpY), (2.13)

εY = εYZ = exp(−EpY), (2.14)

where E∗ATP is the part of the energy released by the hydrolysis of an ATP
molecule that is converted to chemical energy in the phosphorylated enzymes
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CheAp, CheBp and CheYp. The corresponding energy levels at the different
tiers of the phosphorylation cascade are determined by evolving parameters
EpA, EpB and EpY. We assume that the relative reverse dephosphorylation
rate of CheYp is independent of whether CheZ participates in the
dephosphorylation, such that εYZ = εY.

Interaction between CheYp and the flagellar motor.

Phosphorylated CheY protein interacts with the flagellar motor complex to
modify the spinning direction of the rotor. An E. coli cell has multiple flagella,
which we model individually, assuming a total number of n = 6 flagella per
individual, the midpoint of the range (4-8) found in E. coli (Manson, 2010).
The binding of CheYp with FliM proteins in the motor complex of flagellum j is
described by the equation

fj =
dFY

j

dt
= kFY

(
YPF

−
j −KFY(sj)F

Y
j

)
, (2.15)

where kFY is the association rate, F−j = FliMtot/n − FY
j is the concentration of

unbound FliM protein by CheYp in flagellum j and FliMtot =
∑
j(F

Y
j + F−j ) is

the total concentration of FliM protein in the cell. The dissociation constant of
the binding reaction, KFY(sj), depends on the state of the flagellar motor, sj ,
which is modeled as a discrete variable that can take two values, 0 for cw and 1
for ccw rotation. To be exact,

KFY(sj) = exp (Ecw
FY + sj (Eccw

FY −Ecw
FY)) , (2.16)

where Ecw
FY and Eccw

FY are the binding energies for the CheYp-FliM interactions
in motor complexes that rotate cw and ccw, respectively.

The instantaneous rates of transition towards the cw and ccw state, denoted
respectively as kcw

j and kccw
j , were calculated from the free energy difference

between those states,

kcw
j

kccw
j

= exp

(
Es +

nzFY
j

FliMtot
(Eccw

FY −Ecw
FY)

)
(2.17)

a result that can be derived from a MWC model of conformational state changes
in the flagellar motor complex (Cluzel, Surette and Leibler, 2000; Yuan and
Berg, 2013; Bai et al., 2010) (Text SI-2.4). The parameter Es in this expression
defines the energetically preferred state of the motor complex in the absence of
CheYp, and z denotes the number of cooperatively interacting FliM subunits in
the flagellar motor complex. To obtain explicit solutions for kcw

j and kccw
j from

this equation, it is necessary to specify whether the binding of CheYp by FliM
influences only the forward transition rate, only the backward rate, or a
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combination of both. We assume that both rates are affected equally, which
implies that the geometric mean switching rate (kcw

j kccw
j )

1
2 = t−1

s (the inverse of
the characteristic switching time) is independent of the CheYp concentration.
Alternative assumptions allow the switching time to depend on CheYp, but have
no effect on the steady-state distribution of the flagellar motor’s rotational state.

Swimming behaviour.

We integrate previous models by Sneddon et al. (Sneddon, Pontius and Emonet,
2012) and Saragosti et al. (Saragosti, Silberzan and Buguin, 2012) to capture the
relationship between flagellar states and a cell’s swimming behaviour. Specifically,
we assume a three-state model for the flagella, in which a flagellum briefly adopts
a semicoiled configuration after its motor switches from ccw to cw rotation.
When the cw rotation persists, the flagellum switches to the curly configurational
state, an alternative configuration for cw rotating flagella in which the flagellum
can wrap around ccw rotating flagella without restricting their ability to form
a bundle. Transitions from cw to ccw rotation invariably induce the flagellum
to assume its normal ccw configuration, irrespective of whether its initial state
was semicoiled or curly. Stochastic transitions between the discrete states of the
flagella were simulated using an implementation of the Gillespie algorithm that
allowed for dynamically varying transition rates (fluctuations in kcw

j and kccw
j , the

transition rates towards the cw-semicoiled and ccw state, respectively, resulted
from variation in the concentration of CheYp). Transitions from the semi-coiled
to the curly state occurred at rate kcurly, independent of the number of CheYp
bound to the base of the motor.

The collective dynamic of the flagella causes individual cells to alternate
between two discrete states, ‘run’ and ‘tumble’. Following Sneddon et
al. (Sneddon, Pontius and Emonet, 2012), we assume that a run occurs (at
constant velocity v = 25µm/s (Darnton et al., 2007)) if at least two of the
flagella rotate ccw, enabling the formation of a flagellar bundle, and if none of
the flagella are in the semicoiled configuration. In all other cases, the cell is
considered to tumble. The reorientation angle between two consecutive runs was
calculated as a function of the duration of the tumble event between them,
based on a description of rotational diffusion in three dimensions (Saragosti,
Silberzan and Buguin, 2012). The rotational diffusion constant during tumbles
was set to Dtumble

r = 3.5 rad2/s. Rotational diffusion also occurred during runs
(be it at a lower rate Drun

r = 0.1 rad2/s), causing swimming cells to deviate from
a perfectly straight trajectory over a characteristic time-scale of 1/(2Drun

r ) = 5 s.
Finally, we included random noise in the position of the cell due to Brownian
motion, characterised by a translational diffusion coefficient of
Dt = 2.5 × 10−7 mm2/s (see Table S-2.2 for a motivation of these parameter
values).
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Figure 2.1. Simulated movement characteristics of three genotypes in an isotropic
environment with no attractant. The swimming behaviour of a single cell was simulated for a
period of 5 · 104 seconds while recording the duration of individual run (A) and tumble (B) events,
as well as the azimuthal angle of reorientation during each tumble (C). Simulated data are shown
for the wildtype (red), a ∆cheRcheB double-knockout mutant (blue) and a ∆cheZ knockout mutant
(yellow), along with empirical data for the wildtype (Berg and Brown, 1972) (dots) and corresponding
summary statistics (mean ± standard deviation). Run lengths (RL) and tumble lengths (TL) both
follow an exponential distribution, whereas the distribution of the azimuthal reorientation angle
(RA) is skewed with a mean of 60-70o. Differences between the shapes of the empirical distributions
and the simulated data in (A) and (C) result from a combination of parameter uncertainty and
limitations of the model and the experimental methods. Achieving a precise quantitative fit between
model and data for a specific genotype, is not the primary objective of the current study, however.
Rather, we aim for qualitative agreement across the genotype space.

2.3 Results

2.3.1 Steady-state behaviour

Early studies of the swimming pattern of individual cells in isotropic solution
(Berg and Brown, 1972) demonstrated that wildtype E. coli exhibit
exponentially distributed run and tumble lengths with a duration of 0.86 ± 1.18
s and 0.14 ± 0.19 s, respectively. To verify that our model approximates these
results, we simulated the movement trajectory of a cell in an isotropic
environment with no attractant, using the default (wildtype) parameter values.
The observed run and tumble lengths follow an exponential distribution
(Fig 2.1) and the simulation reproduces qualitatively the empirically observed
distribution of (azimuthal) reorientation angles during tumbling events. We also
simulated a ∆cheRcheB double-knockout mutant that lacks the
(de-)methylation system and a ∆cheZ knockout mutant that has no functional
signal-termination system. Both mutations are known to result in ‘tumbler’
phenotypes that exhibit a reduced directionality of motion. Consistent with
these observations, the simulated movement trajectories of the mutants show
longer tumbling events, an increased reorientation angle during tumbles and
shorter run lengths, qualitatively in line with empirical data (Parkinson and
Houts, 1982; Saragosti, Silberzan and Buguin, 2012).
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2.3.2 Response to a step stimulus and sensory adaptation

Simulations of the response of the wildtype to variation in external attractant
concentration replicate the well-known ability of the chemotactic network to
exhibit near-perfect sensory adaptation (Fig 2.2A). The network responds to the
addition of attractant by an immediate reduction of the concentration of CheYp.
Yet, when the stimulus persists, CheYp slowly reaches an equilibrium
concentration close to its pre-stimulus level. A similar recovery of the original
equilibrium state is observed in the response to the removal of attractant, except
that CheYp initially responds by increasing in concentration.

The ability of the chemotaxis network to implement sensory adaptation is a
prerequisite for effective chemotaxis (Alon et al., 1999; Barkai and Leibler, 1997;
Celani and Vergassola, 2010). Perfect sensory adaptation is possible under a set
of specific mathematical conditions (Mello and Tu, 2003), such as that both the
ligand-bound and vacant receptors must have the same range of activity. Some
earlier theoretical studies of chemotaxis were hard-wired to satisfy these
conditions, leading to the conclusion that sensory adaptation is a robust
phenomenon (Barkai and Leibler, 1997; Rao, Kirby and Arkin, 2004). Yet, the
derivation of receptor activities from a free-energy conformational state model of
the receptor complex (Morton-Firth, Shimizu and Bray, 1999), as in the present
study, leads to a violation of the conditions for exact sensory adaptation.
Accordingly, the simulated response of the wildtype to a step-stimulus of
attractant (Fig 2.2A) does not show exact sensory adaptation, although the
adaptation error is less than 2% over concentrations that range over four orders
of magnitude (as observed in experiments, (Alon et al., 1999; Lan et al., 2012)).

In order to measure the ability of genotypes to show sensory adaptation, we
quantified three properties of the response to a step addition and removal of
attractant: (1) the adaptation time to the step-up stimulus, defined as the
characteristic time of the exponential decay towards the new equilibrium after
the addition of attractant (2) the adaptation error, calculated as the change in
the CheYp equilibrium concentration relative to its pre-stimulus level, and (3)
the adaptation time to the removal of the attractant, which was again obtained
by estimating the exponential time constant of the dynamic approach to the
steady state. Analysis of this data shows that adaptation to a step-down
stimulus is faster than to a step-up stimulus (Fig S-2.2) and that both
adaptation times depend on the magnitude of the stimulus in line with empirical
observations (Sourjik and Berg, 2002a,b; Min et al., 2012; Krembel, Neumann
and Sourjik, 2015).

Mutation-induced modifications of the methylation-demethylation system
reveal a fundamental energy-accuracy trade-off for sensory adaptation that has
been predicted by a theoretical analysis (Lan et al., 2012). For instance, in
Fig 2.2B, we simulated the adaptation response of a mutant that utilises only
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Figure 2.2. Sensory adaptation to a step-like addition and removal of attractant. (A)
Simulated response of the intracellular CheYp concentration in the wildtype to the addition (+Asp)
and removal (-Asp) of external attractant at a range of different concentrations (10−1–103µM;
see legend in (B)). To summarize each simulation, we collect three phenotypic measurements: the
adaptation times for the step-up (ATU) and step-down stimulus (ATD), and the adaptation error
(AE). (B) The precision of sensory adaptation is severely compromised in a mutant that has a reduced
methylation efficiency. The mutant is able to use only 9 out of the 29 kT of energy that is available
per molecule of SAM to drive the methylation-demethylation cycle of its receptors (corresponding
to an efficiency of 31%). The wildtype has access to 13 kT (45% efficiency). (C) The capacity
for sensory adaptation is completely lost in a ∆cheRcheB double-knockout mutant, which lacks
a functional methylation-demethylation system. (D) Sensory adaptation is not compromised in a
∆cheZ mutant, but this mutant is unable to respond to the removal of attractant.

roughly one third of the energy available in the methyl-donor SAM to drive its
methylation-demethylation cycle (compared to a 45% efficiency for the
wildtype). As a result, methylation occurred at a lower rate in the mutant
genotype, compromising its capacity for sensory adaptation to larger (> 1µM)
changes in attractant concentration. The capacity for sensory adaptation is fully
lost in mutants with a non-functional methylation-demethylation system
(Sourjik and Berg, 2002b; Clausznitzer et al., 2010), as confirmed in Fig 2.2C,
which shows a simulation of the response of the ∆cheRcheB double-knockout
mutant. Fig2 2.2D, finally, shows the simulated response of a ∆cheZ knockout

34



Reconstructing the Fitness Landscape for the Bacterial
Chemotaxis Network

mutant, which has a functional methylation-demethylation system, but which
has a severely reduced rate of CheYp dephosphorylation. This mutant shows an
elevated concentration of CheYp (Sourjik and Berg, 2002a), is capable of nearly
exact sensory adaptation, but unable to respond to a step-down stimulus.

2.3.3 Chemotactic efficiency in a spatial environment

Genotypes that respond differently to step stimuli are likely to also show
differences in swimming behaviour that may in turn affect chemotactic
performance. To quantify these differences, we simulated the swimming
behaviour of individual cells in a three-dimensional arena with spatial variation
in attractant concentration. The performance of each genotype was evaluated
under two environmental conditions. In both cases, the attractant followed an
isotropic Gaussian concentration profile. The spatial distribution of attractant
was fixed in environment 1, so that the success of cells to navigate towards the
peak attractant concentration relied on their ability to respond adequately to
the shallow temporal concentration gradients generated by their own swimming.
In environment 2, the distribution of attractant moved at a constant velocity
along the first spatial dimension (x ). This environmental flux of attractant
facilitated the detection of the chemotactic signal by generating temporal
gradients in addition to those generated intrinsically by the swimming
bacterium. However, cells can only remain in an area with high attractant
concentration if their drift velocity is high enough to compensate for the
extrinsic movement of the attractant profile. Given that effective chemotaxis
relies on different phenotypic characteristics in the two environments, we expect
to observe trade-offs in the performance of genotypes across environments, as
predicted by previous theoretical studies (Nicolau, Armitage and Maini, 2009;
Dufour et al., 2014).

Fig 2.3 shows individual movement trajectories in the two environments and
the spatial distribution of bacteria relative to the peak attractant concentration,
obtained by accumulating data from 5 · 105 seconds of swimming. The wildtype
(Fig 2.3A) shows the highest co-localisation with the attractant profile in both
environments (left column: static attractant peak; middle column: moving
attractant peak), followed by the energy-deficient mutant of Fig 2.2B (Fig 2.3B)
and the ∆cheRcheB double-knockout mutant (Fig 2.3C). The ∆cheZ knockout
mutant (Fig 2.3D) does worst of the four genotypes, since it loses a large
fraction of its time tumbling in areas with low attractant concentration. Overall,
the co-localisation between the bacteria and attractant is higher in environment
2, where the movement of the attractant peak contributes to the
spatio-temporal gradient of the resource that is sensed by the bacteria.
Experimental studies show that E. coli respond to the gradient of the
logarithmic resource concentration, so that the mean chemotactic drift velocity
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and the co-localisation with resources improves in steeper gradients (Block,
Segall and Berg, 1983; Kalinin et al., 2009). In line with these observations, the
spatial distribution of the wildtype in environment 2 is concentrated along the
direction in which the largest (spatio-temporal) gradients occur. Moreover, the
abundance of bacteria is higher behind the attractant peak (i.e., on the left in
the x-direction), consistent with the idea that bacteria are tracking the moving
attractant peak.

In order to quantify chemotactic performance in each spatial environment,
we calculated the average rate of energy accumulation along the trajectory of
movement, assuming that the attractant is imported by the cell and consumed
for energy production (alternatively, the attractant may be correlated with a
growth-limiting resource). In addition to the accumulation of energy from the
environment (at a rate that is proportional to the local attractant concentration,
L), we take into account that the cell invests energy in transmitting the signal
through the intra-cellular phosphorylation cascade and in maintaining the
appropriate methylation level of the receptors. Therefore, the equation that
describes the change of the energy level of the cell, E, has three terms,

dE

dt
= EAsp L− EATP kAT

∑
m

T+
m A− ESAM

kRT Rtot

∑
m T

−
m

exp(ER) +
∑
m T

−
m

(2.18)

that are weighted with respect to each other by the energy contents of the
attractant (or the growth-limiting resource that is correlated to it), ATP and
SAM (EAsp, EATP and ESAM, respectively). Note that the second term in this
equation corresponds to the total rate of CheA autophosphorylation (eq. (2.7)),
while the third quantifies the total rate of receptor methylation, obtained by
summing the relevant terms from eq. (2.3).

Using the rate of energy accumulation as a proxy for the rate of reproduction,
we measure fitness as the least-squares estimate of the slope of the linear regression
line of E(t) on time t, based on data collected from a simulation of the swimming
behaviour over a time period of 25 min (which corresponds to the generation
time of E.coli under standard lab culturing conditions). The fitness estimates
obtained in this way show a high degree of variability across replicate simulations,
due to the intrinsic stochasticity in the movement pattern of individuals cells (see
also (Davidson and Surette, 2008)). Averaged across 500 replicate simulations,
we observe clear differences in the mean fitness of genotypes, but also striking
differences in the shape of the fitness distribution (Fig 2.3A-D, right column). For
instance, the high fitness of the wildtype in environment 2 is caused by a successful
sub-population of cells (Fig 2.3A, right panel; fitness > 2) that does not appear in
the fitness distributions of the other genotypes. Also the fitness distribution of the
∆cheZ mutant is different in shape from that of the other genotypes, reflecting
the fact that its frequent tumbling in areas of low attractant concentration is
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Figure 2.3. Spatio-temporal distribution and fitness estimates of individual cells in two
different environments. Swimming trajectories were simulated in a spatial arena of 1 mm3 with
periodic boundary conditions, for the wildtype (A), the energy deficient mutant of Fig 2.2B (B), the
∆cheRcheB mutant (C), and the ∆cheZ mutant (D). In environment 1 (left column), the distribution
of attractant was defined by a Gaussian function L(x) ∝ exp(− 1

2σ2 (x−xmax)T(x−xmax)) with x
representing a column vector of the spatial coordinates (x, y, z) and width σ = 0.16. In environment
2 (middle column), we took σ = 0.12 and x = (x − vt, y, z)T, so that the attractant profile was
more narrow and moved relative to the bacteria at a constant speed of vx = 1.33µm/s. In both
environments, L(x, t) was normalized to achieve a mean attractant concentration across space of
L̄ = 1mM, and the attractant peak was positioned at xmax = (0.5, 0.5, 0.5). Shown within each plot
are a swimming trajectory of a single cell over a time period of 25 min (black), and the spatial/spatio-
temporal distribution of bacteria averaged over 5 · 105 seconds of swimming (blue, yellow and red
contours, respectively, delimit areas in which cell density is enriched more than 1, 1.2, and 1.4 fold
relative to a uniform distribution). The right column of panels show the fitness distributions of
individual cells in the two environments, based on 500 replicate simulations × 25 min of simulated
swimming behaviour per replicate.

37



Chapter 2

maladaptive. In quantitative genetic terms, these findings indicate that there is
not only a high environmental variance for fitness but a G×E interaction as well
that can potentially be a target of selection. We also observe that fitness generally
is lower in environment 1, despite identical average attractant concentrations,
indicating that environment 1 is more challenging for effective chemotaxis.

2.3.4 Adaptive walks

We explored the topology of the fitness landscape in the vicinity of the wildtype
to see whether the chemotactic performance of the wildtype could be improved
by natural selection. In this analysis, we allow for a large number of potential
genotypes representing all possible combinations of the allelic variants that were
predefined for each of the evolutionary parameters (Table S-2.1). In the present
study, we assume a simple stepping-stone model of mutation: i.e., alleles can only
mutate to one of the neighbouring allelic values, such that each genotype has
only a limited number of mutational neighbours. In particular, two genotypes are
mutational neighbours if they differ at only one of their loci and if their alleles at
this locus differ by no more than a single mutational step.

In the limit of infinite population size and rare mutation, evolution can be
described as a stochastic sequence of mutation and allele-substitution events, in
which only beneficial mutant alleles spread and reach fixation (Dieckmann and
Law, 1996). Using a simple hill-climbing algorithm, we simulated several of such
adaptive walks, starting from the wildtype. Fig 2.4A shows results for three
different selection regimes where fitness was either evaluated exclusively in one
environment (red: environment 1; yellow: environment 2) or calculated based on
average performance across both environments (blue). A common finding across
the replicate simulations is that a limited number of mutations (in most cases,
less than 50 (Fig S-2.3), counting both adaptive and maladaptive mutations) is
sufficient to reach a fitness peak that is surrounded by inferior genotypes. Multiple
of such local peaks exist in the vicinity of the wildtype that differ substantially
in fitness. Another pattern visible in the network representation of the fitness
landscape is that fewer beneficial mutations tend to fix when selection acts only on
performance in environment 2, which leads to shorter adaptive walks. A possible
explanation for this finding is that the chemotactic performance of wildtype E.
coli has been optimized for dynamic environments, so that it is easier to find
mutations that improve performance in the static environment 1.

A comparison between the fitness values of the initial and evolved genotypes
(Fig 2.4C) confirms that selection acts on independent phenotypic properties of
the chemotactic response in the two environments, since selection in one
environment does not lead to improved performance in the other. The observed
negative correlation between fitness values of the evolved genotypes (r = −0.34;
p-value = 0.19) is too weak to provide support for the existence of a negative
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Figure 2.4. Selection for improved chemotactic performance of the wildtype. Adaptive
walks were simulated by an iterative procedure: in each step, we sampled a random mutational
neighbour of the current resident genotype, which replaced the resident genotype only if the fitness
of the mutant exceeded that of the resident. The graphs (A, B) show all genotypes evaluated in this
procedure as vertices in a network with edges that connect mutational neighbours. The successive
resident genotypes of the replicate adaptive walks are highlighted in colour; labeled nodes represent
final evolved genotypes after 200 mutational steps. The initial genotype for each adaptive walk was
the wildtype, indicated in black. Fitness was determined by chemotactic performance in environment
1 only (red), environment 2 only (yellow), geometric mean fitness across the two environments (blue),
or based on a fluctuating selection regime (10 mutational steps selection in environment 1, alternated
by 10 mutational steps of selection in environment 2; panel B, green). Panel B contains the genotypes
from panel A, but only the path from the fluctuating regime is highlighted. (C) Scatterplot of the
environment-specific fitness values of initial and evolved genotypes (with 95% confidence ellipse in
black).

trade-off in performance across environments. In fact, several replicates show a
substantial fitness improvements in both environments, including an additional
run in which the selection regime was alternated between selection for
performance in environment 1 and selection for performance in environment 2
(Fig 2.4B; genotype ‘p’ in Fig 2.4C). Fluctuating selection also prevents
evolution from getting stuck at a local fitness peak, allowing the adaptive walk
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to explore a larger region of genotype space (de Vos et al., 2015).
Under the assumption that the simulated wildtype captures the natural

behaviour of E. coli and that the simulated environments reflect the most
important characteristics of their natural environment, it is perhaps expected
that adaptive walks starting from the wildtype reach a local fitness peak in a few
mutational steps. In fact, if the natural behaviour has already been fine-tuned
by selection, it may be very hard to find mutations that improve chemotactic
performance even more. For that reason, we also simulated adaptive walks
starting from a low fitness genotype, the ∆cheZ knockout mutant. This mutant
is unable to respond to a sudden drop of the attractant concentration
(Fig 2.2D), causing it to waste a large fraction of its time tumbling in areas of
low attractant concentration (Fig 2.1, 2.3D). The ∆cheZ knockout mutant is
also interesting from a comparative perspective, because many bacterial species
(including B. subtilis and Rhodobacter sphaeroides) lack a dedicated signal
termination phosphatase (Porter, Wadhams and Armitage, 2011).

Fig 2.5A shows 10 adaptive walks through genotype space, starting from the
∆cheZ knockout mutant, each consisting of 200 mutational steps. In all cases,
evolution reaches a local fitness peak, as before, although the adaptive walks are,
on average, longer than for adaptation from the wildtype (∼4 vs. ∼8 steps; cf.
Fig 2.4A). The adaptive landscape in the vicinity of the ∆cheZ mutant is rugged:
only 2 out of the 10 replicates converge to the same fitness peak (final genotype
‘r*’), although several adaptive walks follow parallel evolutionary trajectories that
differ by only few mutations. Three replicates (final genotype ‘q’, ‘u’ and ‘x’) reach
considerably higher final fitness than the others and recover the ability to respond
to decreasing attractant concentrations.

2.3.5 Patterns of phenotypic and molecular evolution

The fact that different evolved genotypes show similar phenotypic adaptations
leaves open the possibility that phenotypic evolution is convergent to a larger
degree than would appear from the ruggedness of the fitness landscape. We
therefore analysed the phenotypic changes associated with compensatory
evolution to the ∆cheZ knockout mutation (Fig 2.6; similar results for adaptive
walks from the wildtype are presented in Fig S-2.4). The following phenotypic
properties were determined for each genotype. First, we simulated the
swimming behaviour in an isotropic environment with no attractant and
measured the average run length (Fig 2.1A; RL), tumble length (Fig 2.1B; TL)
and azimuthal reorientation angle (Fig 2.1C; RA), the ccw bias, and the
diffusion coefficient (which is proportional to the mean square displacement of
the run and tumble motion per unit of time). Next, we simulated the response
to a 10 µM step stimulus of attractant and measured the adaptation time after
the addition of attractant (Fig 2.2; ATU), the adaptation time after the removal
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Figure 2.5. Compensatory evolution of a ∆cheZ knockout mutant. (A) Following the
same method as in Fig 2.4, we simulated 10 adaptive walks starting from the ∆cheZ knockout
mutant (indicated by a black dot). Coloured paths highlight successive resident genotypes during
each adaptive walk. Small insets show the response of selected genotypes to a 10 µM step stimulus
of attractant from 150-300 seconds. Fitness was calculated based on geometric mean performance
across the two environments. (B) The initial (black dot) and evolved ∆cheZ mutant genotypes
were complemented with a functional CheZ. The scatterplot shows, for each genetic background, the
fitness value of the complemented mutant against the fitness of the original evolved ∆cheZ knockout
genotype. While the knockout mutation is deleterious (above the dashed line) in the wildtype genetic
background, it is beneficial (below the dashed line) in the evolved genotypes q, u and x, indicating
that the compensatory mutations interact epistatically with ∆cheZ.

of attractant (Fig 2.2; ATD), the adaptation error, and the amplitudes of the
response to the step-up and the step-down stimulus (relative change in CheYp
concentration from previous steady-state to peak). In addition, we recorded the
steady-state methylation level of the receptors in the presence of 0 and 10 µM
attractant, as well as the baseline receptor activity and the phosphorylated
fractions of CheA, CheB and CheY at steady-state without attractant.

The majority of measured phenotypes show a consistent response to selection
across the ten replicate runs, notable exceptions being the diffusion coefficient,
the amplitude of the response to the step-up stimulus and the receptor

41



Chapter 2

Figure 2.6. Phenotypic changes associated with compensatory evolution to a ∆cheZ
knockout mutation. The panels show the evolution of 16 phenotypic measurements (see text),
collected for the resident genotypes highlighted in Fig 2.5. Each line traces the successive resident
genotypes of a particular adaptive walk (colours correspond with those used in Fig 2.5); note that
adaptive walks can have different lengths. The adaptation time to the removal of attractant is shown
only for genotypes that recover the ability to respond to this stimulus (amplitude to removal >5%).

methylation levels. Moreover, the adaptation error is consistently low for all
resident genotypes. Apart from the recovery of the response to attractant
removal in three of the replicates, the evolutionary response to compensate for
the ∆cheZ knockout mutation involves a reduction in CheYp (partially
mediated by a lowered baseline activity of the receptors), a slower and stronger
response to the addition of attractant, and an increased directionality of motion
(less tumbling, longer runs, and a decreased reorientation angle, often resulting
in a higher diffusion coefficient).

The molecular changes responsible for these phenotypic changes occurred
throughout the chemotactic network, as revealed by a closer analysis of the
mutations that fixed during compensatory evolution (Table S-2.3; Fig 2.7D).
First, several mutations modified the affinity of the motor complex for CheYp
(evolving parameters Eccw

FY and Ecw
FY; Eq. (2.16)) in order to counteract the bias

towards tumbling induced by the elevated concentration of CheYp in the ∆cheZ
knockout mutant. A second class of mutations acted to reduce the concentration
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Figure 2.7. Distribution of molecular changes in the chemotaxis network of evolved
genotypes. Each panel shows a graphical representation of the data in Table S-2.3, localizing the
beneficial mutations that evolved among (A) genotype a-e selected in environment 1; (B) genotype
f-j selected in environment 2; and (C) genotype k-o selected in both environments. Panel (D) shows
the same data for the 10 replicate simulations of compensatory evolution in a ∆CheZ knockout
mutant (Table S-2.3, genotype q-y). Red and blue arrows, respectively, indicate increasing and
decreasing effects of mutations, which are split into different groups according to which component
of the network is affected. Several mutations influence the activity of receptor complex, others
change the total protein concentrations of CheA, CheR, CheB, CheY or CheZ, the phosphorylation
states (P) of CheA, CheB or CheY, or the rotational state of the flagellar motor. Mutations of the
methylation energy parameter EA×M are represented by red/blue bidirectional arrows to indicate
that these mutations can either have a positive or a negative effect on receptor activity depending
on the average methylation level.

of CheYp, either by decreasing the total concentration of CheY (decreasing
Ytot) or by reducing its affinity for phosphorylation (increasing EpY; Eqs.
(2.13), (2.14)). Third, many of the mutations occurred upstream of CheY and
either reduced the rate of phosphotransfer from CheAp to CheY (decreasing
EpA; Eqs. (2.10), (2.13)), or inhibited receptor activity by promoting receptor
demethylation (increasing Btot, decreasing EpB; Eqs. (2.11), (2.12)). These
upstream mutations appear to have occurred in conjunction with changes in the
methylation system to maintain its proper interaction with the modified
phosphorylation cascade.

The scattered distribution of mutations over the network across the evolved
∆CheZ knockout genotypes (Fig 2.7D; Table S-2.3) and the diversity of their
adaptive trajectories (Fig 2.5A) matches with observations from genomic studies
of compensatory evolution. Szamecz et al. (Szamecz et al., 2014), for instance,
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observed that gene loss in baker’s yeast initiates adaptive genomic changes that
rapidly restore fitness. These changes, however, had substantial pleiotropic
effects and were rarely convergent at the molecular level, leading to a high
degree of genomic divergence between evolved strains. The emerging view that
compensatory evolution involves an accommodation of the genetic background
rather than a restoration of the wild-type expression pattern per se leads to the
expectation that compensatory mutations are often maladaptive in the original
(wildtype) genetic background. We find support for this hypothesis in our
simulations. In particular, the three most successful genotypes (Fig 2.5A;
genotype ‘q’, ‘u’ and ‘x’) compensate for the loss of CheZ to such an extent that
the re-introduction of a functional CheZ in the evolved genetic backgrounds
interacts negatively with the mutations that occurred during compensatory
evolution (Fig 2.5B). The data in Table S-2.3 suggest that this effect is due to a
negative epistatic interaction between CheZ and the compensatory mutations
upstream of CheY, although the strength of this interaction depends on the
background genotype. For example, final genotypes ‘q’ and ‘x’ have the same
Btot and EpA values (Table S-2.3), but the reintroduction of CheZ has a
stronger negative effect on ‘x’ (Fig 2.5B).

At the close of this section, we return once more to the simulation
experiment of the wildtype adapting to environments with different resource
distributions (Fig 2.4). Also here, beneficial mutations occur throughout the
entire chemotaxis network (Fig 2.7A-C), but their total number is lower than for
the ∆CheZ knockout mutant (taking into account that Fig 2.7A-C each show
the collective mutations observed in 5 replicate simulations, whereas Fig 2.7D
accumulates data from 10 replicates). A small number of mutations, such as
those that increase the phosphorylation rate of CheB relative to that of CheY, is
favoured across environments (Fig 2.7A, B and C correspond to selection in
environment 1, selection in environment 2, and selection in both environments,
respectively), resulting in several consistent patterns of phenotypic evolution
(e.g., decreasing baseline receptor activity, decreasing baseline concentration of
CheYp and a decreasing baseline methylation level; Fig S-2.4). The
concentration of CheZ appears to evolve in opposite directions in environment 1
and 2 (Fig 2.7AB), but this is not associated with any clear divergent
phenotypic pattern. Likewise, the divergent phenotypic evolution of the
amplitude to attractant removal and the adaptation time to the step-down
stimulus (Fig S-2.4) is not reflected by a consistent difference at the molecular
level (cf. Fig 2.7C with Fig 2.7AB).
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2.4 Discussion

The bacterial chemotaxis network provides a tractable model system for
investigating the molecular basis of evolutionary adaptation. We here developed
a model of chemotaxis that is capable of reconstructing the effects of molecular
variation on phenotypic characters and fitness. This approach builds on
available (systems biology) models of the chemotaxis network, but requires an
explicit consideration of biochemical constraints to ensure model consistency
across a large space of potential genotypes. In this way, we capture phenotypic
trade-offs that shape the structure of the heritable variation exposed to selection
in evolving populations.

The results presented here illustrate how a detailed model of the
genotype-phenotype map can provide insight into the relationship between
genetic and phenotypic evolution, a major challenge in post-genomic biology.
Adaptive walks, irrespective of whether they are initiated at a high- or
low-fitness genotype, converge to several local fitness peaks within a small
number of mutational steps, indicating that the fitness landscape is rugged with
respect to the topology of genotype space. Yet, phenotypic evolution shows a
more consistent pattern, suggesting that, even for E.coli ’s small chemotaxis
network, there are multiple evolutionary ways to rewire and fine-tune the
network in order to realise the same phenotypic adaptation.

Patterns of phenotypic variation also provide information on functional
network properties that are subject to strong selection. For example, accurate
sensory adaptation is not hard-wired in our model, and it is possible for
mutation to create genotypes that have poor sensory adaptation. Still, the
adaptation error of successful genotypes (i.e., residents) observed in the
simulated adaptive walks never exceeds 5%, indicating that sensory adaptation
is critical for high chemotactic performance. Exact sensory adaptation has
previously been recognised as a robust feature of the wildtype E. coli
chemotactic network (Barkai and Leibler, 1997; Alon et al., 1999). The current
analysis adds to this insight by providing adaptive hypotheses for how a robust
network architecture has evolved (see also (Soyer, Pfeiffer and Bonhoeffer,
2006)).

Chemotactic performance depends on several other phenotypic properties,
including the adaptation time, run and tumble length, and the steady-state
concentrations of (phosphorylated) CheY (Frankel et al., 2014). The same
phenotypes were identified to exhibit a clear directional response to selection in
our study. The analysis of the evolution of the wildtype under different selective
regimes (Fig S-2.4) shows evidence of environment-specific phenotypic
adaptation, and the observed phenotypic responses differ from those
characterising compensatory evolution to a ∆cheZ knockout mutation (cf.
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Fig 2.6). These observations support the hypothesis that important phenotypic
characteristics of chemotactic behaviour are not universally optimal, but
fine-tuned to the ecological context. The finding that an improvement of
chemotactic performance in one environment does not carry over to a fitness
increase in another (Fig 2.4C) points in the same direction, although it is
possible to realise high performance in different environments if fitness depends
on performance in both or selection is fluctuating. As we did not observe a
strong fitness trade-off across environments, it is not surprising that we did not
find a clear correspondence between molecular and phenotypic evolution in the
comparison between groups of genotypes that evolved in different environments
(Fig 2.7A-C versus Fig S-2.4). This relationship is much clearer for the evolution
in response to a loss of CheZ, which generates strong selection for compensatory
adjustements throughout the network with consistent phenotypic effects.

The limited length of adaptive trait-substitution sequences in Fig 2.4 and
Fig 2.5 suggests that the chemotactic network can evolve to reach a local fitness
peak within a few mutational steps, consistent with the general picture
emerging from microbial evolution experiments (Weinreich et al., 2006; Romero
and Arnold, 2009; Wellner, Raitses Gurevich and Tawfik, 2013). However, the
same result also suggests that the scope for extended evolution is limited. This
evolutionary constraint is mitigated if the fitness landscape is dynamic due to
fluctuations in ecological selection pressures (Fig 2.4B; (de Vos et al., 2015)),
and may also strongly depend on the mutation process. The assumption of a
stepping-stone mutation model implies that the effects of mutation are small
(relative to the feasible phenotypic range), making it difficult to cross a fitness
valley in a single step. One objective for future work will be to systematically
vary the mutational connectivity of genotype space, and investigate how this
influences the ruggedness of the fitness landscape and the dynamics of
evolutionary adaptation (Cowperthwaite and Meyers, 2007).

In addition, although bacteria often have a high effective population size, it
is conceivable that slightly deleterious mutations reach fixation under the
influence of genetic drift. Rather than always evolving uphill on the adaptive
landscape, populations could then explore larger regions of genotype space while
drifting along nearly-neutral genotype networks, enlarging the potential for
further adaptive evolution (Wagner, 2008a). In order to describe the adaptive
dynamics of populations evolving under the influence of selection and drift it is
necessary to calculate the probability of fixation for a mutant genotype, as
previously done by Kimura (Kimura, 1962b). However, preliminary simulations
suggest that the classical analysis has to be extended to account for the
observed high variability and skewness of the distribution of chemotactic
performance within genotype (Fig 2.3, right column). In particular, if the
distribution of descendants produced per individual is strongly skewed (Eldon
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and Wakeley, 2006a, 2009; Der, Epstein and Plotkin, 2012a), the strength of
selection is amplified (Der, Epstein and Plotkin, 2012a) and the probability of
fixation no longer exclusively depends on the mean fitness difference between
genotypes but on the shape of the tail of the fitness distribution as well. A
detailed analysis of these effects for the case that genotypes differ in the shape
of the offspring distribution is therefore reserved for future work.

A challenge beyond investigating the evolutionary fine-tuning of the
chemotaxis network for a particular species, is to model its extensive structural
evolution across bacteria (Soyer, 2010). Our simulations of compensatory
evolution to a ∆cheZ knockout mutation provide an initial step in this direction,
and offer a tool for investigating why a dedicated signal-termination protein has
evolved in some bacteria (including E. coli) but not in others (Porter, Wadhams
and Armitage, 2011; Rao, Glekas and Ordal, 2008; Roberts et al., 2009). Many
other, more elaborate structural changes in the network, such as the addition or
loss of additional mechanisms for sensory adaptation (as found in B.
subtilis (Rao, Glekas and Ordal, 2008)), pathway duplications and the evolution
of cross-talk between parallel pathways (as present in R. sphaeroides) have
occurred while the network evolved from a simple, ancestral system composed of
a few proteins towards its diversity of complex derived states in present-day
bacteria (Hamer et al., 2010; Wuichet, Alexander and Zhulin, 2007). Following
the approach taken in this paper, it is in principle feasible to construct
eco-evolutionary models of these structural transitions in order to elucidate the
design principles of chemotactic signalling networks. Functional data of
chemotaxis in bacteria living in diverse ecological conditions, which is essential
to parameterise these models, is relatively scarce, however.
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Supporting Information

SI-2.1 Parameterisation of the model

In addition to the references provided in Table S-2.1, the following information
from the literature was used to set the values of the fixed parameters (Table S-
2.2) and the evolving parameters for the wildtype (Table S-2.1). Total protein
concentrations (in µM) were taken from (Rao, Kirby and Arkin, 2004) (Atot =
A + AP = 5.0; Btot = B + BP = 2.0; FliMtot = FY + F− = 5.8), (Zhao et al.,
1996) (Ytot = Y + YP +FY = 18.1) and (Matsumura et al., 1990) (Ztot = 28.3).
For the total number of receptors, we took the average of the number of Tar
and Tsr receptors per cell; assuming 7 × 103 receptor molecules per cell (Li and
Hazelbauer, 2004) and a cell volume of 1.35 fl (Kubitschek and Friske, 1986), we
obtain a total receptor concentration Ttot = T+

tot + T−tot = 9 µM.
Values used for the concentration of CheR and for the rate parameters of the

methylation and demethylation reactions vary considerably across studies. We
took Rtot = 0.3, kRT = 0.5 s−1, exp(ER) = 2.0 µM and exp(EB) = 5.5 µM, for
the wildtype which lies in the range of values proposed in other studies (Mello
and Tu, 2003; Rao, Kirby and Arkin, 2004; Morton-Firth, Shimizu and Bray,
1999; Simms and Subbaramaiah, 1991) considering that these specifically focus
on the Tar receptor and assume a lower receptor concentration. The
(auto)dephosphorylation rate constants kB = 1.0 s−1, kY = 0.1 s−1 and
kYZ = 1.0 µM−1s−1 were taken from (Rao, Kirby and Arkin, 2004).

The remaining parameters for the phosphorylation cascade, kBT, kAT, kAB

and kAY, were estimated using data on the relative abundance of phosphorylated
forms of the proteins CheA, CheB and CheY, and the mean activity of the receptor
complex at steady state (Alon et al., 1998; Morton-Firth, Shimizu and Bray, 1999;
Mello and Tu, 2003; Tu, 2013). In particular, based on the estimates YP/Ytot =
0.3 (∼30% of the CheY is phosphorylated in adapted cells); T+

tot/Ttot = 0.35
(about one third of the receptors are active at steady state); AP/Atot = 0.05
and BP/Btot = 0.65, we obtained the parameter values by solving the steady
conditions

0 = kRTRtot
T−tot

exp(ER) + T−tot

− kBTBP
T+

tot

exp(EB) + T+
tot

, (S-2.1)

0 = kATAT
+
tot − kAYAPY − kABAPB, (S-2.2)

0 = kABAPB − kBBP, (S-2.3)

0 = kAYAPY − kYYP − kYZZtotYP − FY, (S-2.4)

0 = kFY (YPF
− −KFYF

Y). (S-2.5)
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which leads to the estimates: kBT = 0.25 s−1, kAT = 11.69 µM−1s−1, kAB = 7.42
µM−1s−1 and kAY = 66.62 µM−1s−1.
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Table S-2.2. Values of the fixed parameters
Parameter Value Units Notes
KL 1.65 µM Dissociation constant for the inactive receptor (Morton-Firth,

Shimizu and Bray, 1999).
K∗L 12.18 µM Dissociation constant for the active receptor (Morton-Firth,

Shimizu and Bray, 1999).
k 5 Receptors interact allosterically in teams of 2-6 members (Sourjik

and Wingreen, 2012).
Ttot 9.0 µM See Fig SI-2.1 for a motivation.
kRT 0.5 s−1 See Fig SI-2.1 for a motivation.
kBT 0.25 s−1 Calculated from steady-state conditions (Fig SI-2.1).
kAT 11.69 µM−1s−1 Calculated from steady-state conditions (Fig SI-2.1).
kAB 7.42 µM−1s−1 Calculated from steady-state conditions (Fig SI-2.1).
kAY 66.62 µM−1s−1 Calculated from steady-state conditions (Fig SI-2.1).
kB 1.0 µM−1s−1 Taken from (Rao, Kirby and Arkin, 2004).
kY 0.1 µM−1s−1 Taken from (Rao, Kirby and Arkin, 2004).
kYZ 1.0 µM−1s−1 Taken from (Rao, Kirby and Arkin, 2004).
n 6 Mid-range of number of flagella in E. coli (Manson, 2010).
ESAM 29 kT Energy released in the hydrolysis of a molecule of SAM (Lan et al.,

2012).
E∗SAM 13 kT Energy available from SAM hydrolysis assuming an efficiency of

45%.
EATP 19.4 kT Hydrolysis energy of ATP in E. coli growing in glucose at T =

310K(Tran and Unden, 1998).
E∗ATP 10.4 kT Energy available from ATP hydrolysis, assuming an average loss

of 3 kT per step in the phosphorylation cascade.
EAsp 500 kT Estimated from the doubling times of E. coli growing on Asp and

glucose (122 min and 82 min, respectively; (Kornberg, 1965)).
Glucose is metabolised to form 38 molecules of ATP in aerobic
conditions. Hence, EAsp ≈ 38× 82/122EATP ≈ 500 kT .

kFY 9.75 µM−1s−1 Geometric mean of the forward and reverse rate used in (Rao,
Kirby and Arkin, 2004).

FliMtot 5.8 µM Taken from (Rao, Kirby and Arkin, 2004).
Es -7.5 kT See Fig SI-2.4 for a motivation.
z 34 Number of FliM proteins in the flagellar motor (Brown, Delalez

and Armitage, 2011).
kcurly 5.0 s−1 Transition rate from semi-coiled to curly state (Sneddon, Pontius

and Emonet, 2012).
v 25 µm/s Run velocity (Darnton et al., 2007).
Dtumble
r 3.5 rad2/s Rotational diffusion constant during tumbles (Saragosti, Silberzan

and Buguin, 2012).
Drun
r 0.1 rad2/s Calculated from persistence time during runs ≈ 5s = 1/(2Drun

r ).
Dt 2.5 · 10−7 mm2/s Estimated by the Stokes-Einstein law Dt = kT/(6πνR), assuming

T = 298K, cell radius R = 1.0µm and viscosity of water ν =
8.9 · 10−4 kg/(sm).
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SI-2.2 The activity of a cluster of receptors

In order to derive Eq (2.1) in the main text, we first consider a single receptor in
isolation. The energy of such a receptor depends on its activity and on its binding
state. Representing these two state variables by a and b, respectively (a = 0 for
inactive and a = 1 for active receptors; b = 0 for unbound and b = 1 for ligand-
bound receptors), we define the (relative) energy levels of the four receptor states
by the Hamiltonian function

Hsingle(a, b) = aEm + bEL + ab∆EL, (S-2.6)

where Em is the activation energy of the receptor when no ligand is bound to it,
and EL is the receptor’s ligand binding energy in the inactive state. The third
contribution to the energy function causes receptor activity to respond to the
extracellular concentration of ligand. The strength and direction of this critical
interaction is determined by the energy parameter ∆EL, which can be shown to
depend on the ligand concentration L and the dissociation constants for active
and inactive receptors (Morton-Firth, Shimizu and Bray, 1999; Shimizu and Bray,
2002). In particular, ∆EL = E∗L−EL, where E∗L = ln(K∗L/L) and EL = ln(KL/L)
are the free energies associated with ligand binding when the receptor is active or
inactive, respectively (from here on, the energy parameters are in kT units, the
Boltzmann constant times the absolute temperature).

The activation energy of the receptor Em depends on the receptor’s current
methylation state, m. In particular, we assume that Em = (m−m0)EA×M is a
linear function of m, as in (Morton-Firth, Shimizu and Bray, 1999; Shimizu and
Bray, 2002). The parameter m0 influences the baseline activity of the receptor,
whereas the energy parameter EA×M determines how strongly receptor activity
responds to an increment of the number of methylated receptor residues.

It is relatively straightforward to extend Eq (S-2.6) to an energy function for
a cluster of receptors, if we assume that all receptors in the cluster are tightly
coupled such that they collectively change their activity state a ∈ {0, 1}. In fact,
if a focal receptor in binding state b occurs in a cluster with k other receptors
(with β out of these k bound to the ligand), then the Hamiltonian for the cluster
is given by

Hcluster(a, b, β) = a(Em + kEµ) + (b+ β)(EL + a∆EL)− ln

(
k

β

)
, (S-2.7)

In this expression, m and µ are the methylation level of the focal receptor and
the mean methylation level of the k other receptors in its cluster, respectively.
Eq (S-2.7) has the same form as Eq (S-2.6), except that it contains an extra
entropy term ln

(
k
β

)
to take into account the number of possible configurations of

β ligand-bound receptors in a subcluster of k receptors (these different possible
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combinations arise because ligand binds to the individual receptors in the cluster
in a random order).

We now calculate the partition function Z by summing over all combinations
of states of the receptor cluster

Z =

1∑
a=0

1∑
b=0

k∑
β=0

exp (−Hcluster(a, b, β)) (S-2.8)

and use this function to calculate the mean activity of the cluster, as follows

Am(L, m̄) =

∑1
b=0

∑k
β=0 exp(−Hcluster(1, b, β))

Z

=

1 +

(
1 + L

KL

1 + L
K∗

L

)k+1

exp(EA×M (m−m0 + k(m̄−m0)))

−1

.

(S-2.9)
The result on the second line was obtained by substituting the expressions for
Em, EL and ∆EL defined above.
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SI-2.3 Methylation and demethylation rates

The (de)methylation reactions (Eqs (2.3)-(2.6) in the main text) are modelled as
reversible multi-step reactions

[E] + [S]
kon
�
koff

[ES]
kf
�
kr

[EP ]
koff
�
kon

[E] + [P ]. (S-2.10)

with kf � kr. Following earlier studies, we assume that the reaction rates are
independent of the methylation state of the receptor, implying that the complex
formation reactions with the substrate and the product have identical on- and
off-rates. When the conversions between substrate and product are rate-limiting,
we can solve for the quasi equilibrium concentrations of the complexes ES and
EP , to obtain

[ES] = Etot
[S]

KD + [S] + [P ]
and [EP ] = Etot

[P ]

KD + [S] + [P ]
(S-2.11)

where Etot = [E] + [ES] + [EP ] and KD = koff/kon.
The rate of formation of the product P is now given by

r = kf [ES]− kr[EP ] =
kfEtot

KD + [S] + [P ]

(
[S]− kr

kf
[P ]

)
(S-2.12)

where the ratio kr/kf = ε = exp(∆G) is a small ratio that is determined by the
free energy difference ∆G of the reaction.

Following previous models (Morton-Firth, Shimizu and Bray, 1999; Rao, Kirby
and Arkin, 2004), CheR is assumed to bind only to inactive receptors whereas
CheBp binds only to active receptors. After replacing [S] and [P ] in Eq (S-2.12)
by the appropriate receptor concentrations and generalising to multiple receptor
states, we obtain the following expressions for the rates of the methylation and
demethylation reactions leading away from receptors in methylation state m:

rR =
kRTRtot

exp(ER) +
∑
i T
−
i

(T−m − εRTT
−
m+1), (S-2.13)

rB =
kBTBP

exp(EB) +
∑
i T

+
i

(T+
m − εBTT

+
m−1). (S-2.14)

The free energy difference of the methylation reaction for inactive receptors is
given by ∆G+ = −E∗SAM + EM, where E∗SAM is the energy gained from the
conversion (demethylation) of SAM (S-Adenosyl methionine) to SAH
(S-Adenosyl homocysteine) (Lan et al., 2012) and EM is the free-energy change
of the receptor upon methylation. The latter parameter also appears in the free
energy difference for the demethylation reaction of active receptors,
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∆G− = −EM − EA×M, consistent with the fact that the methylation energy of
an active receptor is EM + EA×M. Accordingly,

εRT = exp(−E∗SAM + EM), (S-2.15)
εBT = exp(−EM −EA×M), (S-2.16)

To find the net flux Jm of receptor transitions between methylation state m and
m+1, we subtract the demethylation rate from state m+1 from the methylation
rate from state m, yielding

Jm =
kRT Rtot

(
T−m − εRT T

−
m+1

)
exp(ER) + T−tot

−
kBTBP

(
T+
m+1 − εBT T

+
m

)
exp(EB) + T+

tot

. (S-2.17)
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SI-2.4 Rotational state of the flagellar motor

The derivation of Eq (2.17) in the main text is conceptually similar to how we
calculated the activity of receptor cluster. In particular, we assume that the
rotational state of the flagellar motor (s) is determined by a ring of z = 34
FliM proteins (Brown, Delalez and Armitage, 2011) that are tightly coupled. As
a result, the proteins transition between their alternative conformational states
collectively, so that the motor has only two rotational states: counterclockwise
(ccw; s = 1) or clockwise (cw; s = 0). The energy function of the flagellar motor
is then given by

Hmotor(s, y) = sEs + y (EY + s∆EY)− ln

(
z

y

)
, (S-2.18)

where y is the number of CheYp molecules bound to the motor and z is the
total number of binding sites for CheYp, i.e., the number of FliM proteins in
an individual flagellum. The parameter Es is the conformational shift energy
(cw→ccw) when no CheYp is bound to the motor, EY = ln(exp(Ecw

FY)/YP) is
the binding energy of CheYp to a motor rotating in cw direction, and ∆EY =
Eccw

FY −Ecw
FY is the difference in binding energy between the two rotational states.

The partition function of the flagellar motor is obtained by summing over the
rotational states

Z(y) =
1∑
s=0

exp(−Hmotor(s, y)) (S-2.19)

so that the counterclockwise bias βccw can be computed as

βccw = −∂ lnZ(y)

∂Es
=

1

1 + exp(Es + y∆EY)
. (S-2.20)

The ratio of the switching rates (Eq (2.17) in the main text) can now be calculated
as

kcw
j

kccw
j

=
1− βccw

βccw
= exp

(
Es + z

FY
j

FliMtot/n
(Eccw

FY −Ecw
FY)

)
. (S-2.21)

where y has been replaced by z times the fraction of occupied FLiM (which is FY
j

divided by the concentration of FliM per flagellum, FliMtot/n).
The partition function also allows us to obtain a reasonable estimate for the

parameter Es. For this, we assume that the following three conditions hold for
the wildtype: (1) ∆EY = Eccw

FY − Ecw
FY = 0.3, so that CheYp binding induces a

weak bias in the configurational state of a single FLiM; (2) the mean affinity of
CheYp to the motor is the same as in ref. (Rao, Kirby and Arkin, 2004). This
implies that

√
exp(Eccw

FY ) exp(Ecw
FY) = 19/5 µM (the equilibrium constant used in
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(Rao, Kirby and Arkin, 2004)); (3) At YP = 19/5 µM, the motor has an average
counter-clockwise bias β̄ccw = 7/8. In order to satisfy the latter condition, we
need to calculate the average probability of ccw rotation, which can be obtained
from the partition function:

β̄ccw = −
∂(ln

∑z
y=0 Z(y))

∂Es
=

1

1 + exp(Es)
(

1+exp(−EY)
1+exp(−EY−∆EY)

)z . (S-2.22)

After plugging in the values of the energy parameters (as defined by condition (1)
and (2)), it can be seen that β̄ccw ≈ 7/8 (condition (3)) at Es = −7.5, which is
the value we used in all simulations.
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Figure S-2.1. Classic energy diagram for an enzymatic reaction. The black curve
schematically depicts the enerqy landscape of a three-step reaction E + S � ES � E + P . Dashed
lines indicate the free energy levels of the substrates (E + S; green), the enzyme-substrate complex
(ES; red) and the products (E + P ; blue). The free energy difference between the complex and
the substrates is the activation energy EA of the forward reaction, which determines the forward
reaction rate k according to Arrhenius’ law k = exp(−EA). In this example, the forward reaction
rate is larger than the backward rate k′ = exp(−E′A), because the activation energy of the reverse
reaction, E′A (the free energy difference between complex and products) is larger than EA. The
free energy difference ∆E = EA − E′A = ln(k′/k) between substrates and products is responsible
for driving the reaction and determines the concentrations of reactants at steady-state. The small
panels on the right illustrate the effect of three different types of mutation on the energy landscape:
changes in the free energy of substrates or products (upper and lower diagram) affect one of the
reaction rates and the equilibrium concentrations; a change in the energy of the complex (middle)
will make the reactions overall faster or slower, without affecting the equilibrium concentrations.
Moreover, in reaction networks such as the phosphorylation cascade of the chemotaxis network, the
product of one reaction is the substrate of another, so any mutation that changes the free energy of
reactants typically has an effect on multiple reactions.
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Figure S-2.2. Adaptation time to step-up and step-down stimuli of different magnitude.
The adaptation time to an addition of attractant (step-up stimulus; blue) is more sensitive to the
magnitude of the stimulus than the adaptation time to the removal of attractant (step-down stimulus;
red). The adaptation times are similar at low stimulus intensity, but for strong stimuli, adaptation
to the addition of attractant occurs relatively slow. Both adaptation times saturate at large stimulus
magnitudes >100 µM.

Figure S-2.3. Fitness values along adaptive evolutionary paths initiated at the wildtype.
Fitness values in environment 1 (red; static attractant peak) and 2 (blue; moving peak) for genotypes
selected for performance in the first environment only (a-e); selected for performance in the second
environment only (f-j); and selected for performance in both environments based on geometric mean
fitness across the two environments (k-o). In most of the cases, less than 50 mutational steps are
needed to reach a local peak.
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Figure S-2.4. Phenotypic evolution due to the fixation of beneficial mutations in
the wildtype background. Phenotypic values were recorded after each adaptive step along
the evolutionary paths shown in Fig 4A (red: selection on performance in environment 1; orange:
selection on performance in environment 2; blue: selection based on geometric mean fitness across
environments). Several of the measured phenotypes (e.g., run length, diffusion coefficient, adaptation
time up) show no consistent trend across replicates, suggesting that they are subject to relatively
weak selection; others, such as adaptation error, tumble length, reorientation angle and ccw bias,
deviate little from the wildtype values, suggesting that either selection on them is stabilizing or that
they are subject to strong constraints; a third category of phenotypic characteristics (e.g., amplitude
to step-down, baseline CheBp, baseline CheYp and baseline methylation level) show a consistent
response to directional selection (summarised by linear regression lines) that can be divergent or
concordant between environments.
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Abstract

Mutations can have large and clear effects on the functionality of gene products,
but this molecular variation often maps in intricate ways to organismal trait
variation and fitness. As a consequence, the genetic basis of most organismal
functional characteristics remains elusive, and biologists know little about the
genotype-phenotype map beyond that it is highly complex. In order to develop
an intuition for the structure of this map, we here analyse the properties of the
relationship between genotype, phenotype and fitness for a minimal example of
a complex trait, the chemotactic behaviour of the bacterium Escherichia coli.
Chemotaxis in E. coli has been investigated in detail, both from a structural
and a functional perspective, and the behaviour is governed by a relatively
simple molecular network. Therefore, it is one of the few complex organismal
traits for which a computational reconstruction of the
genotype-phenotype-fitness relationship is feasible. Following this approach, we
evaluate chemotactic performance for a large number of molecular variants of
the chemotactic network, sampled randomly from a high-dimensional genotype
space using a rapidly-exploring random tree algorithm. The resulting data is
analysed to determine the ruggedness of the adaptive landscape, the distribution
of high-performance genotype across genotype space, the effects of individual
gene loci on phenotypic characteristics and fitness, and the network of epistatic
gene interactions. Based on our findings, we conclude that most individual gene
loci have an inconsistent relationship with fitness due to strong contingencies of
locus effects on genetic background. If the same is true for complex traits in
general, then genome-wide association studies can at best only provide
snapshots of a highly dynamic molecular basis of adaptation.
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3.1 Introduction

Adaptive evolution is expected to lead uphill on the fitness landscape (Wright,
1932), but its path may deviate substantially from the direction of steepest
ascent identified by the phenotypic selection gradient (Matessi and Di Pasquale,
1996; Leimar, 2001). This deviation arises because phenotypic characters often
are correlated, due to a shared genetic basis, or differentially constrained by the
availability of heritable genetic variation. Predicting the rate and direction of
evolution is therefore a challenging task that requires a careful consideration of
the relationship between genotype, phenotype and fitness. One way to address
this challenge is to start from data on biomolecular interactions between genes
and gene products, and to integrate this information in order to predict
phenotypes from genetic data (Rodrigues et al., 2016). Similarly,
genotype-phenotype relationships can be explored by experimental evolution
(Romero and Arnold, 2009) or high-troughput mutagenesis and phenotyping
(Elena et al., 1998; Sanjuan, Moya and Elena, 2004; Kim et al., 2010; Firnberg
et al., 2016; Sarkisyan et al., 2016). A general insight offered by these
bottom-up, mechanistic approaches is that low-level phenotypic characteristics
(e.g., enzyme activity or protein stability) are shaped by complex interactions
between mutations, creating strong non-linearities in the genotype-phenotype
map (Dawid et al., 2010). The relationship between genotype and organismal
fitness is therefore expected to be highly rugged as well, although this has been
difficult to assess, given that the relationship between molecular phenotypes and
organismal fitness components is complex as well (Ho and Zhang, 2014).

The pervasiveness of pleiotropy and epistasis requires a new perspective on
the evolution of complex traits according to some authors (e.g., Carlborg and
Haley (2004)), yet others routinely ignore the intricacies of the
genotype-phenotype map (Crow, 2010). In fact, biologists studying the
evolution of quantitative characters have been remarkably successful in applying
phenotypic black-box models of evolution to describe how complex traits
respond to selection (Rouzic and Álvarez Castro, 2008; Chen et al., 2014;
Kemper and Goddard, 2012; Goddard et al., 2016). This approach relies on a
simple additive model of gene action, originally developed by Fisher in his
groundbreaking work in quantitative genetics (Fisher, 1918). Fisher’s key
insight underlying the additive model is that the phenotypic effect of a mutation
can be decomposed into two components. The first reflects the average effect of
the mutation in the context of the current population (see (Fisher, 1941) for a
precise definition). This ‘additive’ component is faithfully transmitted from
parents to offspring and serves as a basis for phenotypic evolution. The other
component reflects deviations from the average effect due to dominance, gene
interactions and non-random genetic associations. These are not transmitted to
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the offspring and can, therefore, be treated as a source of random variation. It is
irrelevant for Fisher’s decomposition whether the additive effects of loci are
attributable to the loci themselves or highly contingent on the set of genetic
backgrounds currently segregating in the population. This subtle distinction,
however, has major consequences for the expected patterns of molecular
evolution: according to the first interpretation, the additive model of gene
action is adequate not just as a descriptive but also as a mechanistic model of
evolution. Hence, based on data from a genome-wide association study, one
would expect to be able to accurately predict the direction of adaptive evolution
at the molecular level. The second interpretation, however, suggests that
additive locus effects may be highly contingent on the genetic background and
therefore much more dynamic over evolutionary time, creating potential strong
mutation-order effects that reduce the predictability of molecular evolution.

Currently, there is little data to shape our intuition on the relationship
between phenotypic and molecular adaptation. Therefore, we here consider a
minimal example of a complex trait, for which we reconstruct and analyse the
mapping from genotype to phenotype and fitness. Our model system is the
molecular network governing chemotactic behaviour in the bacterium
Escherichia coli, which has emerged as a prototype for studying the molecular
basis of emergent behaviour (Sourjik and Wingreen, 2012). Our approach is
similar to previous studies that considered the effect of mutations in the context
of a dynamic biomolecular network (Nevozhay et al., 2012; Perfeito et al., 2011;
Gonzlez et al., 2015), but we go beyond merely quantifying mutational effects on
gene expression levels or protein concentrations and also model consequences at
the level of organismal behaviour. On the other hand, in comparison to other
models that reconstructed system-level emergent properties, such as
genome-scale models of metabolic networks (Papp, Szappanos and Notebaart,
2011), we concentrate on a relatively small regulatory network. This allows us
to incorporate a high level of mechanistic detail, a strategy that substantially
contributes to the predictability of phenotypes (Sánchez et al., 2017).

In the absence of chemical gradients, E. coli alternates randomly between
episodes of straight swimming (runs) and short stops for reorientation
(tumbles). Gradients of attractants or repellents induce a change in the rates of
transition between runs and tumbles, producing a subtle chemotactic bias in an
otherwise random movement pattern. The signalling protein network
responsible for chemotaxis is well known and consists of transmembrane
receptors, cytoplasmic proteins and flagella. The receptors sense the
concentration of chemicals in the cell’s environment and transmit this
information via a phosphorylation cascade to the flagellar motor complexes.
Flagella respond by switching their rotational motor state between clockwise
(cw) and counterclockwise (ccw) direction. When all the flagella switch to
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ccw, E. coli starts running and when one or more flagella rotate cw it tumbles
for reorientation allowing it to change direction when the next run event occurs.

The chemotactic signalling network has undergone extensive modification
across the bacterial evolutionary tree (Hamer et al., 2010; Szurmant and Ordal,
2004; Wadhams and Armitage, 2004), presumably in association with shifts
between ecological niches. E. coli has one of the simplest network structures,
which has facilitated its detailed characterisation in biochemical studies (Sourjik
and Wingreen, 2012). Building on this knowledge, we have previously developed
a computational model that links the molecular response to chemical gradients
to swimming behaviour and chemotactic performance (Nakauma and van
Doorn, 2017). Using this model, we now estimate chemotactic performance, as a
proxy for fitness, for many different genotypes that differ in the concentration of
components of the chemotactic signalling network and/or the interaction rates
between these proteins. The model considers 15 of its parameters as evolvable
and allows 16 possible values for each of these evolvable parameters.
Accordingly there are 1615 ∼ 1018 ‘genotypes’, each corresponding to a specific
combinations of parameters. In order to explore this large genotype space, we
employ a rapidly-exploring random tree (RRT) algorithm (Lavalle, 1998;
Lavalle, Kuffner and Jr., 2000), which optimises the unbiased sampling of
representative points in high-dimensional space. Using the RRT algorithm, we
sample thousands of potential genotypes across the genotype space and evaluate
their phenotypic properties and fitness. Then, we estimate correlations between
genotypes, phenotypes and fitness. Finally, we evaluate the fitness effect of
single mutations and combination of mutations in different genetic backgrounds.

3.2 Methods

3.2.1 Modeling chemotaxis: from molecules to swimming
behaviour

The chemotaxis model that we used here was developed and validated in a
previous study (Nakauma and van Doorn, 2017). The model integrates
previously published models for the receptor complex, the phosphorylation
cascade, the flagellar motor complex, and the cellular swimming behaviour as a
function of the states of individual flagella. Briefly, we use a Wyman-Changeux
(MWC) formalism to capture the highly cooperative response of the receptors
arrays in the cell membrane (Skoge, Endres and Wingreen, 2006), and an
ordinary differential equation model to describe dynamics of the
phosphorylation cascade upon activation by the receptors. Phosphorylated
CheY protein (CheYp) interacts with the flagellar motors increasing the
transition rate of flagella from ccw to cw rotational state. Given the low

67



Chapter 3

number of flagella per cell, we explicitly simulate their stochastic transitions
between ccw and cw rotation using the Gillespie algorithm. The combined
state of the flaggela then determines the swimming behaviour of individual
bacteria: when all flagella rotate in ccw direction, a bundle is formed that
propels the bacterium forward (Sarkar, Paul and Blair, 2010). One single
flagellum rotating cw is sufficient to destabilize the bundle and to induce
tumbles. Due to the small size of E. coli, we also take into account Brownian
motion and rotational diffusion, during tumbles as well as runs, causing a
deviation from perfectly straight swimming trajectories(Saragosti, Silberzan and
Buguin, 2012). Details of the model are described in Appendix A.

3.2.2 Evolving phenotypes

In order to characterise the chemotactic behaviour of the different genotypes, we
collect several sets of phenotypic measurements during the simulations (these
are inspired by the phenotypic assays used in experimental work). In particular,
we record the steady-state concentrations of cytoplasmic proteins and the
activity level of receptors, as well as statistics describing the swimming
behaviour (e.g., run length, tumble length and reorientation angle). One of the
most discussed and studied features of chemotaxis is the sensory adaptation
system responsible for the ability of E. coli to climb up gradients of nutrient
concentration (Spiro, Parkinson and Othmer, 1997). To quantify the properties
of the sensory adaptation system, we measure the dynamic response (e.g.,
sensory adaptation time and response amplitude) of the chemotaxis network to
a step stimulus. 3.1 provides a description of all the phenotypic measures that
were collected in this study, and Figure 3.1 illustrates their quantification for
the parameter set representative of a wildtype E. coli.

The chemotaxis performance of a genotype is reflected by a cell’s ability to
navigate towards regions of high nutrient concentration and to stay in those
regions for extended periods of time. To quantify performance, we estimate the
accumulation of nutrients per unit of time based on the assumption that
nutrient uptake is proportional to the local chemotactic attractant (here,
aspartate) concentration. Nutrient uptake is then taken as a proxy for fitness.
In this study, fitness was estimated in two environments that differed in the
spatiotemporal distribution of chemotactic attractant profiles: a static
environment with a unimodal (Gaussian) distribution of nutrients, which
favours genotypes that can locate a resource peak with high precision, and a
dynamic environment (with a moving Gaussian attractant profile) that selects
for genotypes that are able to respond strongly to resource gradients. The two
environments can potentially generate trade-offs, for example the static
environment requires short runs for E. coli to stay close to the peak and the
dynamic environment could be better exploited by bacteria with long runs that
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Table 3.1. Phenotypic properties
Phenotype (units) Stimulus Description
Run length (s) No stimulus Mean run length measured in empty

environment (0 µM of Aspartate)
Tumble length (s) No stimulus Mean tumble length measured in empty

environment
Reorientation angle No stimulus Azimuthal angle between two consecutive runs
ccw bias No stimulus Relative switching rate towards ccw rotation
Diffusion coefficient (mm2/s ) No stimulus Mean square displacement of E. coli per unit of

time
Adaptation time up (s) Step-up Characteristic time of the exponential decay

towards the new equilibrium after addition of
10µM of aspartate

Adaptation time down (s) Step-down Characteristic time of the exponential decay
towards the new equilibrium after removal of
10µM of aspartate

Adaptation error Step-up Relative change in CheYp concentration at
steady-state after addition of 10µM of aspartate

Amplitude to addition step-up Maximum absolute value of the relative change
(peak) in CheYp concentration after addition of
10µM of aspartate

Amplitude to removal step-down Maximum absolute value of the relative change
(peak) in CheYp concentration after removal of
10µM of aspartate

Baseline methylation level no stimulus Average number of methyl groups per receptor
at steady state with 0 µM of aspartate

Methylation level step-up step-up Average number of methyl groups per receptor
at steady state in the presence of 10µM of
aspartate

Baseline receptor activity no stimulus Receptor activity at steady state
Baseline CheAp no stimulus Relative CheAp concentration at equilibrium
Baseline CheBp no stimulus Relative CheBp concentration at equilibrium
Baseline CheYp no stimulus Relative CheYp concentration at equilibrium

are able to follow the nutrient profile. We are interested in identifying genotypes
that perform well in both environments, and therefore quantify fitness based on
the geometric mean performance of a genotype across the two resource
environments.

3.2.3 Sampling of the genotype space

Table 3.2 provides a brief description of the 15 evolvable parameters that were
allowed to differ between genotypes. For each of the parameters, we defined 16
possible allelic values (Table A3.1); a genotype is defined by a particular
combination of these allelic values (see Appendix A for an illustrative example).
We assume a stepping-stone model of mutation, i.e., a mutation changes one of
the allelic values one step upward or one step downward in the sorted range of
allelic effects. As a result, most genotypes have 30 one-step mutational
neighbours in genotype space.
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Figure 3.1. Phenotypes and fitness distribution of a wildtype E. coli. (A) Dynamic
response of CheYp to a step stimulus of aspartate. The green area represents the step-up stimulus
of 10 µM of aspartate in a background of 0 µM. Different phenotypic properties are measured:
amplitude to addition (AA) and to removal (AR) of aspartate, sensory adaptation error (AE) and
adaptation time to step-up (ATU) and -down (ATD). (B) A wildtype was simulated for 50000 seconds
in isotropic environment (0 µM of aspartate). A representation of 1500 seconds (25 min) of swimming
is shown as dots (tumbles) and edges (runs) in a volume of 1 mm3. The frequency distribution of
the phenotypic properties and their mean values with one standard deviation are calculated for run
length (RL= 0.90±0.83), tumble length (TL= 0.19±0.20) and reorientation angle (RA= 61±37.7).
(C) Spatial distribution of a wildtype simulated for 5 × 105 seconds in two gradient distribution
profiles of attractant. Areas in blue, yellow and red show the cell density equivalent to more than
1.0, 1.2 and 1.4 fold relative to a uniform distribution, respectively. In a static environment (left),
the attractant distribution follows a Gaussian function L(x) ∝ exp(− 1

2σ2 (x− xmax)T(x− xmax)),
where x represents the spatial coordinates (x, y, z) and σ = 0.16. In dynamic environment (right),
the attractant profile is steeper and moves at a constant speed v = 1.33µm/s, with σ = 0.12 and
x = (x − vt, y, z)T. The mean attractant concentration in both environments is L̄ = 1mM, and
the attractant peak is found at xmax = (0.5, 0.5, 0.5). (D) Fitness distribution of 500 replicates
of a wildtype simulated for 25 min. In red is the distribution for the static environment and in
blue the distribution for the dynamic environment. Mean fitness in dynamic environment is higher
(2.14± 1.49; mean with one standard deviation) than in static environment (1.56± 1.02; mean with
one standard deviation).

Because evaluating fitness for all (1615) genotypes is computationally not
feasible, we sampled a representative subset of genotypes that formed a
connected network of one-step mutational neighbours in genotype space. For
this purpose we use the RRT algorithm (Lavalle, 1998; Lavalle, Kuffner and Jr.,
2000), which was developed to optimize random sampling from a high
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Table 3.2. Evolving parameters (genes)
Gene (units) Description
Atot (µM) Total concentration of CheA. Its active form (CheAp) is responsible for

initiating the phosphorylation cascade
Btot (µM) Total concentration of CheB. Its active form (CheBp) removes methyl groups

from receptors
Rtot (µM) Total concentration of CheR. It is responsible for methylating receptors
Ytot (µM) Total concentration of CheY. Its active form (CheYp) interacts with flagellar

motors increasing the transition rate towards cw direction
Ztot (µM) Total concentration of CheZ. It deactivates CheYp
EpA (kT) Activation energy in the phosphorylation of CheA
EpB (kT) Activation energy in the phosphorylation of CheB
EpY (kT) Activation energy in the phosphorylation of CheY
Eccw

FY (kT) Binding energy of CheYp with flagellar motor when flagella is rotating ccw
Ecw

FY (kT) Binding energy of CheYp with flagellar motor when flagella is rotating cw
EM (kT) Activation energy in the methylation of inactive receptors
EB (kT) Energy that defines the half-saturation constant of demethylation by CheBp
ER (kT) Energy that defines the half-saturation constant of methylation by CheR
EA×M (kT) Activation energy change for the transition from inactive to active receptors

caused by the addition of one methyl group
m0 (kT) Baseline activity of the receptors without methyl groups

dimensional space. The algorithm biases the sampling towards unexplored
regions of the genotype space, such that previous random biases in sampling
effort are automatically corrected. In addition, the sampled genotypes form a
connected set, which enables a subsequent analysis of the fitness relationships
between one-step mutational neighbours. We built the RRT starting from the
wildtype as the initial genotype, and biased the exploration to a central region
of genotype space that contained the wildtype.

In each step of random tree building phase, we drew a random ‘target’
genotype by combining allele indices sampled independently from a binomial
distribution with n = 16 and p = 0.5 (reflecting the search bias to genotypes in
the central region of genotype space). We then searched for the closest (i.e.,
minimal mutational distance) genotype that already existed in the tree (the first
time, that is the wildtype) and sampled a path of maximal K = 20 steps that
led from the closest neighbour in the direction of the target genotype (thus
forming a new branch in the tree). In sampling this random path, the
probability of mutation in a particular gene was proportional to its allelic
difference with the target genotype (reflecting the number of mutations that
would be needed to reach the allelic value in the target genotype). If multiple
genotypes in the existing tree have the lowest mutational distance to the target,
then one is chosen randomly as the starting point for the new tree-branch.
When the target genotype is closer than K = 20 mutational steps from the
closest neighbour in the existing tree, then the new branch is correspondingly
shorter. We continued this process of extending the RRT until we had sampled
20000 genotypes.
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One disadvantage of the RRT algorithm is that distances between genotypes
along the sampled tree do not reflect distances between genotypes in genotype
space very well. In order to increase the connectivity of the network and improve
the representation of distance relationships between genotypes, we implemented
a second sampling phase in which we sampled paths between tree tips that were
separated by a distance of less than K mutational steps, but by a long distance
along the tree. In this way, we sampled an additional 13000 genotypes from the
genotype space. For all genotype that were sampled (33106 in total) we then
evaluated chemotactic performance and measured fitness as well as phenotypic
characteristics. Simulations were performed using the computer cluster facility
at the University of Groningen. Simulation time was restricted to a maximum of
72 hours for each genotype, allowing for 98% of the genotypes to be successfully
evaluated.

3.2.4 Analysis of the fitness landscape

Straightforward methods for analysing the fitness landscape data are briefly
explained with the relevant results below. In two cases, we performed more
elaborate analyses. First, in order to characterise the ruggedness of the fitness
landscape, we estimated the fitness autocorrelation on the basis of simulated
self-avoiding random walks on the connected set of sampled genotypes. These
random walks were initiated at random starting positions, and terminated when
they reached the end of a branch-tip on the genotype network or a maximum
length of 500 steps. We sampled 3000 of such random walks (and discarded two
that were less than 50 steps long).

Second, the distribution of pairwise epistatic interaction effects between
mutations was estimated by sampling 1000 self-avoiding random walks of three
mutational steps in length. The last genotype of such a short random walk
carries three mutations in different genes. All the possible genotypes that
connect the first and last genotype were generated and their fitness evaluated if
they were not evaluated previously during the sampling with the RRT
algorithm. In total, for each group of 3 consecutive mutations, we have 8
genotypes to compare (the initial or background genotype, three genotypes with
one single mutation, three genotypes with two mutations and one genotype with
three mutations). From these groups, we estimated the epistatic interaction
coefficients of second and third order, expressed as Walsh coefficients (Weinreich
et al., 2013).
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3.3 Results

3.3.1 Reconstructing the fitness landscape

The adaptive landscape was reconstructed by sampling a large subset of more
than 30000 genotypes, as explained in the methods. Genotypes from the first
phase of the sampling procedure form a connected random tree of genotypes
spanning the central part of genotype space (Fig 3.2A; each vertex in the graph
represents a genotype and two genotypes are connected if they differ by one
mutation). The wildtype (indicated by WT) has a higher fitness (indicated by
node colour; see legend) than most other genotypes, as is expected if wildtype
chemotactic performance has been optimised by evolution and if the model
adequately captures the conditions under which this optimisation has taken
place. Several other genotypes (most, but not all of them close to the wildtype)
show high performance as well, but the large majority of genotypes have low
chemotactic performance (Fig 3.2D). Another factor that makes the adaptive
landscape hard to navigate is that it has a short fitness autocorrelation length
(Fig 3.2B; τ = −1/ ln(0.36) ≈ 1.0). This indicates a highly rugged structure
(Merkuryeva and Bolshakovs, 2010), where single mutations have strong effects
on fitness, and where evolution can easily get stuck at a suboptimal fitness peak.

We define high-fitness genotypes to have fitness higher than 1.5 in both
environments (indicated by blue datapoints in Fig 3.2D). The mutational
distance between two random high-fitness genotypes is shorter than the distance
between two random genotypes (Fig 3.2C). Accordingly, high-fitness genotypes
(including the wildtype) are clustered in genotype space. The clustering is
relatively weak, however. A close inspection of Fig 3.2A reveals several groups
of high-fitness genotypes that appear to be far from the wildtype. These small
clusters likely correspond to steep local peaks, where a few mutations have a
large impact on fitness.

Although the static and dynamic environment could potentially be exploited
by different swimming strategies, we found that a genotype that performs well
in one environment will likely perform well in the other environment as well
(r = 0.91), suggesting that most genotypes use a generalist strategy. There are a
few exceptions, where some genotypes perform very well in one environment but
relatively poorly in the other environment (yellow and green dots in Fig 3.2D).
Overall, however, we find no evidence of a strong performance trade-off between
environments.

Fitness in the dynamic environment is slightly higher than in the static
environment for the wildtype and most other high-fitness genotypes, suggesting
that the static environment is more challenging to navigate. This could be due
to the fact that cells receive no information about the attractant profile if they
do not move themselves in the static environment, whereas the network always
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Figure 3.2. Distribution of fitness values among the genotypes sampled by the RRT
algorithm. (A) Genotypes (corresponding to nodes in the network) are connected by a link if they
differ by exactly one mutational step. The network includes 18066 RRT genotypes from the first
sampling phase; disconnected tree components (due to 2% missing data) and connections between
branch tips (∼ 13000 genotypes) are not shown. The colour of a node (see scale) indicates the
geometric mean fitness of a genotype averaged across a static and a dynamic environment. The
wildtype (WT) is indicated with an arrow. (B) The fitness autocorrelation (mean ± sd) of random
walks on the fitness landscape decreases steeply after the first mutational step. (C) Distributions of
mutational distance between two random high-fitness genotypes (blue), between two random low-
fitness genotypes (dashed) and between two random genotypes from the entire explored genotype
space (grey). (D) Joint and marginal distributions of fitness in both environments among all
genotypes in the data set. The correlation in fitness between environments is high (r = 0.91,
p = 2.2 · 10−16). Dashed blue lines indicate the fitness expectation of a randomly moving bacterium
in both environments. The wildtype (indicated by red data point) and a few high-fitness genotypes
(blue) perform very well in both environments (fitness in both environments higher than 1.5).
Examples of genotypes specialised on either one of the environments are indicated by the green
and yellow datapoint.
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has an input to respond to in the dynamic environment. Averaged over the
entire dataset, there is no substantial difference in performance between the two
environments (average fitness is 1.18 and 1.19 in the static and dynamic
environment, respectively, which are both close to the fitness expectation of a
chemotaxis null-mutant).

The fitness distribution shows a striking outlier group of genotypes with
fitness values far below the random expectation (Fig 3.2D). These genotypes
(loosely defined to have fitness below 0.5 in both environments), make up for
around 2% of the sampled genotypes. Inspection of their phenotypic properties
(discussed in more detail below) and swimming trajectories reveals that they
exhibit negative chemotaxis, i.e., they actively swim away from regions with
high resource concentration. Similar to high-fitness genotypes, genotypes from
the the low-fitness group exhibit a short within-group mutational distance
compared to randomly selected pairs of genotypes (Fig 3.2C; dashed line),
implying that they are also (weakly) clustered in genotype space.

3.3.2 Phenotypic variability

Most phenotypic properties vary between genotypes along several orders of
magnitude (Fig 3.3A). The high-fitness genotype group scores extreme relative
to the bulk of the distribution for several phenotypic characters, including run
length, tumble length, ccw bias and diffusion coefficient. Similar patterns are
observed for the genotypes showing negative chemotaxis, except for a systematic
difference in the steady-state concentration of CheYp (0.32 versus 0.58 for the
high- versus low-fitness group), the protein that interacts with the flagellar
motor.

Part of the observed phenotypic variation can be attributed to differences in
specific alleles between genotypes (Fig 3.3B). In particular, phenotypic
characteristics related to the swimming pattern are strongly dependent on the
evolving parameters that specify the binding affinities of CheYp to the motor in
the cw or ccw configuration (Ecw

FY and Eccw
FY , respectively). In addition, several

evolving parameters defining the kinetics of the methylation and demethylation
reactions (such as EM and the total protein concentrations of CheB and CheR)
have a consistent effect on the baseline receptor activity and receptor
methylation state. The characteristics of the sensory adaptation response, in
turn, depend most strongly on the protein concentrations of CheB, parameters
of the phosphorylation cascade (e.g., EpB) and on the methylation dynamics
(EM). In preparing Fig 3.3B, we excluded the genotypes showing negative
chemotaxis, because these differ consistently in some of their phenotypic
properties. Also within this group, however, there are clear linear relationships
between a subset of the genetic parameters and specific phenotypic
measurements (Fig A3.1).
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Figure 3.3. Phenotypic variability. (A) Box-whisker plots of phenotypic distributions for all
genotypes (black), high-fitness genotypes (blue) and genotypes with negative chemotaxis (red). Filled
circles on the distribution of all genotypes represent phenotypic values for the wildtype (red) and
specialised genotypes (yellow and green, as in Fig 3.2D). (B) Average phenotypic values as a function
of allele value for each of the phenotypic characteristics (not including genotypes with negative
chemotaxis). The bars represent the standard error of the mean.
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Figure 3.4. Genotype-to-phenotype map. (A) Linear correlation coefficients in the mapping
from genotype to fitness. Node colour indicate different hierarchical levels of the genotype-phenotype
map: evolving parameters (yellow), network properties (blue), characteristics of the swimming
behaviour (green) and chemotactic performance as a proxy for fitness (red). The thickness of
the edges are proportional to the correlation coefficient and the colour indicates positive (red) or
negative (blue) values. The (B) genotype-phenotype, (C) phenotype-fitness and (D) genotype-fitness
linear correlations are represented as heat maps with the legends to the right indicating the scale
of correlation coefficients. Bars in the left (B) or above (C) indicate if phenotypes describe the
molecular sensory adaptation system (blue) or swimming behaviour (green). Genes and phenotypes
are clustered using the ‘ward’ method from the ‘pheatmap’ package in R.

3.3.3 Phenotypic integration and the mapping to fitness

An overview of the correlations between individual locus effects and phenotypic
characteristics is shown in Fig 3.4 AB. Here, we also show information about
the statistical associations within the set of phenotypic measurements that were
analysed in Fig 3.3, as well as their correlation with chemotactic performance,
which we considered as a proxy for fitness (Fig 3.4AC).
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While several of the phenotypic measurements collected in our study were
considered in experimental work to characterise the chemotactic response, we
observed only weak linear correlations between phenotypes and fitness. We
argue that three factors are responsible for these weak correlations, all pointing
at a considerable complexity of the genotype-phenotype map at the higher levels
of phenotypic integration. First, phenotypic characters may be coupled by
trade-offs, so that direct relationships between phenotypes and fitness may
partially be masked by indirect correlations (Fig 3.4A). Second, our fitness
measure is determined by the average performance of a genotype across different
environments, and some of the correlations between phenotypic measurements
and fitness are environment-specific (Fig 3.4C). For example, in the static, but
not in the dynamic environment, fitness is positively associated with ccw bias
and negatively associated with tumbling rate, because cells in a static
environment can only sense an environmental gradient if they are swimming.
The intrinsic benefit of movement is reduced in a dynamic environment, where
selection rather favours cells with a lower persistence of random movement
(higher reorientation angle). The third complicating factor is that phenotypic
measurements collected in standardised assays (e.g., characteristics of the
equilibrium state of the network in a constant environment, or the properties of
the dynamic response to a step stimulus) provide only partial information about
the chemotactic performance in a realistic environment. In fact, chemotactic
performance emerges from a dynamical feedback between the environmental
input to the network, the dynamics of signal transduction and sensory
adaptation and its effect on swimming trajectories, so that no simple
relationship is expected between phenotypic characteristics that are measurable
in standardised assays and fitness.

Connected to this last point, we note that our set of phenotypic
measurements can be divided in two groups with distinct properties,
corresponding to their respective levels of phenotypic integration. The first
group (labeled in blue in Fig 3.4) characterizes the state of the molecular
network in a stimulus-free environment and its response to a step-stimulus.
These phenotypes are most clearly associated with individual locus effects (Fig
3.4B), but exhibit overall weak correlations with fitness. The other group
(labeled in green) consists of statistics that describe the cell’s spontaneous
swimming behaviour in a stimulus-free environment. These phenotypic
properties show the highest correlations with fitness, but they are relatively
weakly associated with the genetic parameters (except those characterising the
flagellar motor response, Ecw

FY and Eccw
FY ).
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3.3.4 Selection coefficients

The results of the previous section suggest that correlations between individual
locus effects and fitness must be weak overall. Fig 3.4D and Fig A3.2 (which
shows the distribution of overall chemotactic performance as a function of allele
value for each evolving parameter) confirm this expectation. The strongest
overall associations are found for the total concentration of CheB (evolving
parameter Btot: r = 0.169), the parameters governing the motor response (Eccw

FY :
r = 0.102; Ecw

FY, r = −0.082) and several evolving parameters affecting the
phosphorylation kinetics (EpA: r = −0.075; EpY: r = 0.057; EpB: r = −0.041).
Considering the observed variability of fitness, these results indicate that none
of the evolving parameters is subject to consistent directional selection across
the entire genotype space. Nevertheless, individual loci may be subject to strong
selection in specific genetic backgrounds. To test this hypothesis, we computed
the selection coefficient of 31853 possible mutations, calculated based on the
relative fitness difference between pairs of neighbouring genotypes in our
dataset.

Fig 3.5A-C represents the results of these calculations in three different ways.
Panel A shows the distribution of selection coefficients over all loci. The mean
fitness effect of mutations (always considered to lead from allele n to allele n+ 1)
is close to zero, but the average mutational effect size (measured by the standard
deviation of the distribution) is considerable (sd = 0.044). We found that the
variance of mutational effect sizes is not equal for all evolving parameters (Fig
3.5B), indicating that some (e.g., Btot, Eccw

FY and Ecw
FY) are subject to strong

selection, while mutations in other evolving parameters (EB, ER, EA×M and m0)
are close to neutral in almost all genetic backgrounds.

The data are split out even further in Fig 3.5C, where we show the
distribution of selection coefficients per evolving parameter, for each of the 15
possible mutations. Note that these data are represented by box-whisker plots,
which emphasize the distribution of outliers relative to the bulk of the
distributions (histograms of the frequency distributions per locus are shown in
Fig A3.3). Given that the bulk of most distributions is tightly centred around
zero, we infer that most mutations are close to neutral in the majority of genetic
backgrounds. At the same time, the distribution of outliers shows that each of
the evolving parameters can be subject to strong selection in a specific subset of
genetic backgrounds. In some cases, the distribution of outliers is skewed
towards positive or negative effects (Eccw

FY and Ecw
FY) consistent with the sign of

the overall correlation between locus effect and fitness (Fig A3.2). In others, the
bias in the distribution of outlier is opposite to the overall linear trend (Btot,
EpB, EpY), suggesting that subtle biases in the bulk of the distribution of
selection coefficients are responsible for the overall correlation between locus
effect and fitness.
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Figure 3.5. Selection coefficient of 31853 pairs of neighbouring genotypes sampled from
the genotype space (excluding mutants with negative chemotaxis). The selection coefficient
was determined by the relative fitness differential s = ln(w1/w0), where w1 and w0 were the fitness
value of the genotype with, respectively, the higher and the lower neighbouring allele value. (A)
The distribution of all selection coefficients is centered around zero and has standard deviation 0.044
(B) The variance of mutational effect sizes (shown are the mean squared selection coefficients ±
one standard deviation) is not equal across genes, indicating that some experience much stronger
selection than others. (C) Box plots of the distribution of selection coefficients per allele for each of
the evolving parameters. (D) Correlation coefficients between the fitness effect of a mutation at a
focal locus (horizontal) and the allele present at another (background) locus (vertical). The effect
of a locus on itself appears on the diagonal. (E) Reconstructed network of locus interactions. The
thickness of the edges (leading from background to focal locus) are proportional to the interaction
coefficient calculated in D (only the strongest interactions with coefficient magnitudes larger than
1.5 · 10−3 are shown; positive associations are represented in red, negative ones in blue). The size of
the nodes reflects the number of strong interactions in which the locus participates.

3.3.5 Epistatic effects

In order to quantify the strength of interaction between loci, we scanned the
dataset for particular combinations of alleles at all possible pairs of loci, and

80



Tracing Complexity Along the Fitness Landscape

Figure 3.6. Epistatic interaction. (A) The pairwise epistasis between two beneficial (light red)
or two deleterious (light blue) mutations are antagonistic. The mean pairwise epistasis between
beneficial mutations is -0.037 and between two deleterious mutations is 0.031. (B) The epistatic
effects are calculated based on the Walsh coefficients for a combination of L=3 mutations (Weinreich
et al., 2013). Epistatic effect of order zero is the mean fitness in a group of 2L genotypes. The
first and second order epistatic effect correspond to the selection coefficient and pairwise epistasis,
respectively. The mean squared values are indicated with one standard deviation.

determined the fitness effect of a mutation at the first (focal) locus as a function of
the allele that was present at the second (background) locus. We then calculated
the linear correlation coefficient between the focal locus selection coefficient and
allele number at the background locus, as a measure for the interaction strength
between the two loci. The resulting data (Fig 3.5D) show that the loci that are
subject to the strongest selection all interact with each other, and that they also
affect the strength of selection on other loci. In particular, Eccw

FY , Ecw
FY, Btot, Ytot

and EpY form a connected core in the network of locus interactions (Fig 3.5E).
Mutations at these loci are therefore expected to show strong epistasis, and are
likely to influence the direction of selection at peripheral positions in the network.
Another striking feature of the data revealed on the diagonal in Fig 3.5D is that
the correlations between selection coefficient and allele number within locus are
(weakly) positive, indicating that selection overall tends to be disruptive rather
than stabilising.

In addition to quantifying average interaction effects between pairs of loci,
we also computed the epistatic interaction coefficient (computed as second-order
Walsh coefficient (Weinreich et al., 2013)) between pairs of specific mutations,
controlling for genetic background. We did this both for pairs of beneficial and
pairs of deleterious mutations. In both cases, the distribution of epistatic effects is
biased towards antagonistic effects (Fig 3.6A). That is, the combined effect of two
beneficial or deleterious mutations is, respectively, less advantageous or harmful
on average than the sum of their individual effects. Moreover, the magnitude
of the epistatic effects is comparable to the average fitness effect of individual
mutations, indicating that the fitness landscape has many local maxima (Poelwijk
et al., 2011; Dawid et al., 2010).

Third- and higher-order epistatic interaction can further contribute to the
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non-linearity of the genotype-phenotype map and are a generic property of
rugged fitness landscapes (Lalic and Elena, 2015). For our dataset, we therefore
calculated epistatic interaction coefficients (computed as Walsh coefficients
(Weinreich et al., 2013)) up to third order. The mean squared effect size of
third-order epistatic interactions was of similar magnitude as the pairwise
epistatic coefficients, consistent with previous empirical results reported for
molecular evolution and metabolic networks (Weinreich et al., 2013; Lalic and
Elena, 2015).

3.4 Discussion

To understand how mutations affect behaviour and fitness, it is necessary to
know how genetic information is translated to variation at higher levels of
biological organization. The outcome of this dynamic developmental process is
captured by the genotype-phenotype map, which is a key determinant of the
complexity and topology of the adaptive landscape. Certain components of the
genotype-phenotype-fitness mapping, such as RNA folding, protein folding and
protein functionality (Romero and Arnold, 2009; Wu et al., 2016; Kun and
Szathmry, 2015; Lauring and Andino, 2011; Li et al., 2016; Pitt and
Ferr-D’Amar, 2010; Greenbury et al., 2016), have been described at a high
resolution, but few systems allow for a global reconstruction of the mapping
from genotype to organismal fitness. Moreover, since a comprehensive
experimental approach is hardly feasible, most empirical work in this area
provides insight in local rather than global properties of the adaptive landscape
(Elena et al., 1998; Sanjuan, Moya and Elena, 2004; Kim et al., 2010).

Here, we utilise a computational modelling approach to characterise the
global fitness landscape for a complex trait, i.e., by using an
evolutionary-systems-biology model to map from genotype to molecular
phenotypes (e.g. concentration of phosphorylated proteins), behavioural
phenotypes (e.g. tumble/run length) and organismal fitness (accumulation of
resources from the environment). Such a mechanistic model requires detailed
knowledge of the biological system, which is available only for a small number of
molecular networks. The chemotactic behaviour of E. coli in particular is an
excellent model system to study complex trait evolution, because the molecular
basis of chemotaxis is well-known, and chemotactic behaviour can easily be
characterised at the phenotypic level (Porter, Wadhams and Armitage, 2011;
Wadhams and Armitage, 2004; Rao, Kirby and Arkin, 2004; Berg and Brown,
1972; Falke et al., 1997; Sourjik, 2004). In addition, chemotactic performance
has a straightforward relationship to fitness. Therefore, we reconstructed the
global fitness landscape for E. coli ’s chemotaxis network by exploring the
genotype space with the RRT algorithm (Lavalle, 1998; Lavalle, Kuffner and Jr.,
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2000) and evaluating the genotypes with an evolutionary-systems-biology model
that reproduces empirical phenotypic observations (Nakauma and van Doorn,
2017).

Our results show that the fitness landscape has many local peaks (Fig 3.2B),
consistent with what was observed for empirical fitness landscapes of other
molecular networks in microbes (St Onge et al., 2007; Perfeito et al., 2011;
Kondrashov and Kondrashov, 2015; de Visser and Krug, 2014). The ruggedness
of the fitness landscape, combined with the low frequency of functional
networks, would seem to make it difficult for adaptive evolution to converge on a
high-fitness peak. Several mechanisms have been proposed to mitigate this
problem, such as the co-option of existing molecules for a novel function and
gene duplication (Poelwijk et al., 2007). In addition, the evolvability of the
network is promoted by the fact that functional genotypes (high-fitness
networks, as well as those showing negative chemotaxis), occur in clusters rather
than randomly throughout genotype space (Fig 3.2A and C). A similar
observation was made for RNA secondary structures and protein folding, where
both functional and highly deleterious phenotypes form clusters in genotype
space (Greenbury et al., 2016). Evolutionary simulations of our model confirmed
that local peaks are reachable through multiple adaptive walks on the landscape
(Nakauma and van Doorn, 2017), indicating that high evolvability is possible in
rugged fitness landscapes.

Theoretical studies of the chemotaxis signal transduction network suggest
that genotypes that efficiently navigate chemical gradients are less able to stay
in the vicinity of attractant peaks (Celani and Vergassola, 2010; Celani, Shimizu
and Vergassola, 2011). Therefore, one would expect to observe evidence of
fitness trade-offs between the static and dynamic environment. Consistent with
the observations in our earlier study (Nakauma and van Doorn, 2017), we found
no evidence of such a trade-off in our current large-scale sampling of the
genotype space. In fact, genotypes that perform well in one environment,
generally also perform well in the other, and this positive correlation extends to
the most successful genotypes in the data set (Fig 3.2D). We did, however, find
evidence of differences in selection between the two environments. In fact, high
fitness is associated with a different subset of phenotypes in the two
environments (Fig 3.4C), which translates to quantitatively, but not
qualitatively different relationships between individual loci and fitness. One
potential reason for the lack of divergent adaptation is that E. coli ’s
chemotactic network is a highly integrated and streamlined network for
chemotaxis, unlike other biological networks, where modules can be
characterised and classified according to functionality and then affected by
different evolutionary pressures (Guimer and Nunes Amaral, 2005). The fitness
values of the best genotypes indicate that the chemotaxis network functions
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better in the dynamic than in the static environment (Fig 3.2D). This effect is
caused, first of all, by the fact that bacteria are required to swim in order to
obtain information about resource gradients in the static environment,
constraining the adaptation of their chemotactic response. Second, it is possible
that natural E. coli adapted to dynamic environments, and that this is reflected
in the topology of the network (which we did not allow to evolve in our model).
Note that static environments are unlikely in nature; even if bacteria encounter
a static environment, they would change it because of nutrient consumption.

Around 2% of the genotypes sampled from the genotype space have a fitness
value far below the neutral expectation, indicating that they exhibit negative
chemotaxis (Fig 3.2D). These genotypes differ in the response of their flagellar
motor to CheYp and in the baseline CheYp concentration, which, together,
result in characteristic differences in the swimming pattern (Fig 3.3A).
Genotypes with negative chemotaxis exhibit low ccw bias (Fig 3.3A and A3.1),
causing them to show long tumbles and short runs. In addition, their opposite
motor response to CheYp causes them to accumulate in regions of low, rather
than high attractant concentration. Interestingly, negative chemotaxis
genotypes exhibit the same motor response as some other bacteria, including B.
subtilis (Rao, Glekas and Ordal, 2008), and they show several phenotypic
similarities with known E. coli ‘tumbler’ mutants. This suggests that selection
for negative chemotaxis may have been an intermediate stage in structural
transitions between chemotaxis network topologies, which have occurred
repeatedly along the bacterial evolutionary tree (Hamer et al., 2010; Szurmant
and Ordal, 2004; Wadhams and Armitage, 2004; Porter, Wadhams and
Armitage, 2011). To test this hypothesis, our current approach must be
extended to allow for structural network rearrangements, capable of producing
the diversity of chemotactic network topologies present in other bacteria. This
approach would also allow us to explore how network redundancy and
rearrangements contribute to the evolvability of the chemotactic response.

Differences in selection coefficients between genetic backgrounds (Fig
3.5D-E) are due to the high degree of epistatic effects present in the chemotaxis
network (Fig 3.6B). When classifying epistasis, we found that antagonistic
epistasis between two beneficial or two deleterious mutations is common (Fig
3.6A). This result matches with empirical data on random sets of mutations in
the genome of E. coli and RNA of vesicular stomatitis virus, which show a high
frequency of antagonistic pairwise epistasis (Khan et al., 2011; Sanjuan, Moya
and Elena, 2004). Based on earlier results (Nakauma and van Doorn, 2017),
where we observed that adaptive walks on the fitness landscape reach a local
fitness optimum within a few mutational steps, and the current finding that
high-fitness genotypes are clustered in genotype space, we hypothesize that the
wildtype is located in a ‘massif central’, a region of the fitness landscape that is
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enriched for high-fitness peaks (Kauffman, 1993). Clusters of high-fitness peaks
contribute to evolvability and create conditions favourable to population
divergence(Ostman and Adami, 2014). Moreover, since it is easier to cross a
fitness valley when the next peak is nearby, populations are less likely to go
extinct when a change in the environment shifts the location of fitness peaks
(Steinberg and Ostermeier, 2016).

The bottom-up reconstruction of chemotactic performance by our
computational model allowed us to characterize relationships between genotype,
fitness and phenotype at different levels of organismal integration (Fig 3.4). We
found evidence of linear relationships between locus effects and phenotypes
characterizing network steady-state or dynamic-response variables. However,
these, in turn, were only weakly associated with fitness. Phenotypes describing
the swimming patterns were more directly related to fitness, but were not
strongly associated with single-locus effects. Moreover, the same group of
phenotypes are associated to both, high-fitness and negative chemotaxis
genotypes (Fig A3.4). Individual locus effects were shown to be highly
contingent on genetic background, and all loci that are subject to strong
selection are coupled by epistatic interactions (Fig 3.5DE). Together, these
findings point at a high complexity of the genotype-phenotype map for the
bacterial chemotaxis network. If our findings for this small signal-transduction
network are representative for complex traits in general, then it is very unlikely
that a model of additive gene action will be adequate to capture patterns of
molecular evolution (although the possibility that it is suitable as a
phenomenological model of phenotypic evolution cannot be ruled out).
Specifically, when the genotype-phenotype map is complex, the molecular
targets of selection are expected to change on the same timescale as phenotypic
evolution. Genome-wide association studies may, therefore, at best only provide
a snapshot of the highly dynamic genetic architecture of complex traits.
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Appendix

A3.1 Chemotaxis model

The systems-biology model used in this paper is briefly described here, but for a
detailed explanation of all the assumptions and derivations of the model consult
Nakauma and van Doorn (Nakauma and van Doorn, 2017). The model is a
combination of deterministic and stochastic modelling. First, we describe the
dynamic response of the receptors. Next, we model the phosphorylation cascade of
cytoplasmic Che proteins. Then, we consider the interaction between the effector
CheYp protein with flagellar motors. Finally, we describe the considerations for
the implementation of a Gillespie algorithm for the swimming pattern taking into
account the rotational state of individual flagella.

A3.1.1 Receptors

Thousands of receptors interact strongly with their neighbour receptors forming
subclusters of 2-6 members (Sourjik and Wingreen, 2012). Subclusters are either
active or inactive depending on the methylation state m and whether the ligand
is bound or unbound. Defining an energy function, we calculate the mean activity
of all the receptors as

Am(L, m̄) =

1 +

(
1 + L

KL

1 + L
K∗

L

)k+1

× exp(EA×M (m−m0 + k(m̄−m0)))

−1

,

(A3.1)
where L is the ligand concentration and KL and K∗L are the ligand dissociation
constants for the inactive and active receptor, respectively. Two evolving
parameters are considered here, EA×M that quantifies the receptor activation
energy change due to methylation and m0 that sets the baseline activity of the
receptors. A subcluster is formed with k + 1 = 6 receptors, where the k
neighbour receptors are methylated in average by m̄ methyl groups,

m̄ =

∑
mmTm∑
m Tm

. (A3.2)

Inactive receptors (T−) are methylated by CheR (Rtot) at rate kRT and active
receptors (T+) are demethylated by phosphorylated CheB (BP) at rate kBT.
Assuming a Michaelis-Menten kinetics, the net methylation flux of receptors with
m methyl groups (Tm) is given by
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dTm
dt

= Jm−1 − Jm, (A3.3)

where

Jm =
kRT Rtot

(
T−m − εRT T

−
m+1

)
exp(ER) +

∑4
i=0 T

−
i

−
kBTBP

(
T+
m+1 − εBT T

+
m

)
exp(EB) +

∑4
i=0 T

+
i

. (A3.4)

Michaelis-Menten saturation constants (exp(ER) and exp(EB)) are considered
evolving parameters. The total concentration of receptors is the sum of active
and inactive receptors Ttot =

∑4
i=0 T

−
i +

∑4
i=0 T

+
i .

The reverse reaction rates in the methylation and demethylation reactions are
energy constrained and defined as

εRT = exp(−E∗SAM + EM), (A3.5)
εBT = exp(−EM −EA×M), (A3.6)

where E∗SAM is the energy available from the consumption of S-Adenosyl
methionine (SAM) which reduces the activation energy for the forward reaction
(increases activation energy for the reverse reaction). The free-energy difference
of methylation for inactive receptors is given by EM, which is considered an
evolving parameter.

A3.1.2 Phosphorylation of Che proteins

The phosphorylation cascade of Che proteins is initiated by active receptors that
increase the autophosphorylation of CheA. Following the mass-action kinetics,
the concentration of CheAp (AP), CheBp (BP) and CheYp (YP) are given by

dAP

dt
= kAT(A− εATAP)

4∑
i=0

T+
i − kAB(APB − εABBPA)− kAY(APY − εAYYPA),

(A3.7)
dBP

dt
= kAB(APB − εABBPA)− kB(BP − εBB), (A3.8)

dYP

dt
= kAY(APY − εAYYPA)− kY(YP − εYY ) + kYZ Ztot (YP − εYZY )−

∑
j=1...n

fj ,

(A3.9)

where A, B and Y are the concentrations of non-phosphorylated CheA, CheB
and CheY, respectively. The phosphorylation rate for each given Che protein is
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denoted by kAT, kAB and kAY. Auto-dephosphorylation rates for CheBp and
CheYp are defined by kB and kY. The CheYp-FliM complex in the flagellar
motor is formed at rate

∑
j fj (the index j runs over each of the n flagella). The

termination-signal protein CheZ (with concentration Ztot that is allowed to
evolve) dephosphorylates CheYp at rate kYZ. The total concentrations of the
other Che proteins are allowed to evolve as well, and are related to the
concentrations of phosphorylated and unphosphorylated proteins by a
conservation law: A+AP = Atot, B +BP = Btot and Y + YP +

∑
j F

Y
j = Ytot.

The parameter FY
j is the concentration of CheYp-FliM complex in flagellum j.

The phosphorylation reverse reaction rates in the wildtype are negligible, but
mutations can lead to a substantial increase of the reverse reaction rates. In
general, forward and backward rates in the phosphorylation cascade are
constrained by an energy conservation principle: the sum of the free energy
differences between tiers of the phosphorylation cascade cannot be more than
the energy available from the hydrolysis of a molecule of ATP (E∗ATP). From
here, the reverse reaction rates can be calculated as:

εAT = exp(−E∗ATP + EpA), (A3.10)
εAB = exp(−EpA + EpB), (A3.11)
εB = exp(−EpB), (A3.12)
εAY = exp(−EpA + EpY), (A3.13)
εY = exp(−EpY), (A3.14)
εYZ = exp(−EpY), (A3.15)

where the free-energy changes in the phosphorylation of each Che protein are
defined by the evolving parameters EpA, EpB and EpY.

A3.1.3 The CheYp-FliM complex formation

When CheY is phosphorylated, it interacts with one of the 34 FliM proteins that
constitute the flagellar motor (Porter, Wadhams and Armitage, 2011). In average,
each bacterium has n = 6 flagella around its body (Manson, 2010). Modelling
individually each flagellum, we describe the state of flagellum j by the differential
equation:

fj =
dFY

j

dt
= kFY

(
YPF

−
j −KFY(sj)F

Y
j

)
, (A3.16)

where kFY is the interaction rate of CheYp with the motor to form the CheYp-
FliM complex, F−j = FliMtot/n − FY

j is the concentration of unbound FliM
protein and FliMtot =

∑
j(F

+
j + F−j ) is the total concentration of FliM protein.
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The dissociation constant of CheYp-FliM complex is different for flagella rotating
ccw (sj = 1) or cw (sj = 0), and is modelled as

KFY(sj) = exp (Ecw
FY + sj (Eccw

FY −Ecw
FY)) , (A3.17)

where Ecw
FY and Eccw

FY are the binding energies for the CheYp-FliM interactions in
flagella rotating cw and ccw, respectively. These binding energies are considered
evolving parameters.

The transition rates toward cw (kcw
j ) and ccw (kccw

j ) rotational state, are
calculated as the free energy difference between those states

kcw
j

kccw
j

= exp

(
Es +

nzFY
j

FliMtot
(Eccw

FY −Ecw
FY)

)
, (A3.18)

where Es in the switching energy, and z is the number of FliM proteins that
constitutes each flagellar motor.

A3.1.4 Spatial swimming pattern

Flagella can adopt two rotational states: ccw or cw. When a flagellum switches
from ccw to cw, the flagellum initially adopts a semicoiled-cw configuration. If
the cw-rotation persists, the flagellum relaxes towards a curly-cw configuration
at rate kcurly. When more than one flagella are rotating in ccw direction, a
bundle is formed, which allows E. coli to swim at constant velocity vEc. The
curly-cw configuration does not interfere with the bundle formation, but if one
or more flagella are in semicoiled-cw configuration, the bundle disintegrates,
causing a tumble event. The transition between the different states of the
flagella is modelled by means of a Gillespie algorithm. Note that transition rates
between ccw and semicoiled-cw states are dependent on CheYp-FliM complex
concentration (eq. A3.18), while the transition rate from semicoiled-cw to
curly-cw configuration is independent of the CheYp-FliM concentration.

The reorientation angle of a bacterium during a tumble event depends on its
duration, as described in an earlier study (Saragosti, Silberzan and Buguin,
2012). The rotational diffusion coefficient during tumbles is given by the
parameter Dtumble

r . We also take into slow rotational diffusion during runs (with
diffusion coefficient Drun

r ) and translational diffusion with diffusion coefficient
Dt. An overview of the evolving and fixed parameter values are shown in Table
A3.1 and A3.2.
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A3.2 Defining a genotype

We define a genotype as an array of 15 values, each specifying the allele value for
an evolving parameter from a set of 16 possible values (alleles) (Table A3.1). For
example, the genotype of the wildtype is defined as {10, 9, 9, 10, 11, 8, 8, 8, 11,
8, 9, 9, 8, 8, 9}, where the first element specifies the value of Atot, which is equal
to 5µM. The next element defines Btot and so on. Genotypes are neighbours
when they are reachable by one mutational step (‘point’ mutation) leading to a
neighbouring allele. For example, if the wildtype has a ‘point’ mutation in Atot

changing the genotype to {9, 9, 9, 10, 11, 8, 8, 8, 11, 8, 9, 9, 8, 8, 9}, the mutant
is a neighbour genotype of the wildtype. If another ‘point’ mutation occurs in
Atot modifying the genotype to {8, 9, 9, 10, 11, 8, 8, 8, 11, 8, 9, 9, 8, 8, 9}, then
the last mutant and the wildtype are not neighbours anymore because they are
separated by two ‘point’ mutations.
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Chapter 3

Table A3.2. Fixed parameters

Parameters Value Units Parameters Value Units
KL 1.6 µM K∗L 12.1 µM
k 5 Ttot 9.0 µM
kRT 0.5 s−1 kBT 0.25 s−1

kAT 11.7 µM−1s−1 kAB 7.4 µM−1s−1

kAY 66.6 µM−1s−1 kB 1.0 µM−1s−1

kY 0.1 µM−1s−1 kYZ 1.0 µM−1s−1

n 6 ESAM 29 kT

E∗SAM 13 kT EATP 19.4 kT

E∗ATP 10.4 kT EAsp 500 kT

kFY 9.7 µM−1s−1 FliMtot 5.8 µM
Es -7.5 kT kcurly 5.8 s−1

z 34 v 25 µM/s

Dtumble
r 3.5 rad2/s Drun

r 0.1 rad2/s

Dt 2.5x10−7 mm2/s vEc 25 µm/s
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Figure A3.1. Genotype-phenotype relationships for genotypes exhibiting negative chemotaxis.
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Figure A3.2. Statistical associations between individual locus effects and fitness. Scatter
plots show fitness distributions within subsets of genotypes that share a specific allele (horizontal
axis) at a target locus (shown in a separate panel for each evolving parameter). Blue lines in each
panel summarise the relationship by a linear least-squares regression line (the correlation coefficient
is indicated in the top-left corner). Genotypes exhibiting negative chemotaxis were excluded from
the data.
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Figure A3.3. Distributions of selection coefficients for each evolving parameter. Selection
coefficients were computed as explained in the main text. Histograms of the selection coefficients
and summary statistics (mean ± standard deviation) are shown in separate panels for each evolving
parameter. Dashed lines separate positive and negative values.
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Figure A3.4. Principal component analysis of phenotypic values. The first two (left panel)
or three (right panel) principal components of phenotypic variation illustrates how genotypes showing
functional chemotaxis (either positive or negative) are located in one corner of the distribution.
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Chapter 4

Abstract

The image of a population evolving on an adaptive landscape figures in many
formal and verbal models of evolution. Yet, in almost all cases, the image
remains abstract, due to an absence of data on the actual topology of the
adaptive landscape. Adaptive landscape data are available for single
biomolecules such as ribozymes or receptor molecules based on models of RNA-
or protein-folding. In addition, adaptive landscapes can be constructed
computationally using ideallized models of epistasis or by means of statistical
approaches that extrapolate measured fitness relationships within a restricted
set of mutant genotypes. However, whether these adaptive landscapes are
representative of the genotype-phenotype map for complex organismal traits is
an open question. Here, we study bacterial chemotaxis as a model system for a
complex network-based trait under selection, and characterize the adaptive
landscape that governs the evolution of chemotactic performance. Our
quantification of the adaptive landscape is based on a mechanistic model that
maps mutational changes in the chemotactic network to their fitness effects on
the chemotactic performance of individual bacteria. Although the chemotaxis
network is a small network, it can evolve in a large genetic parameter space,
which we explore by means of evolutionary search. We show that the structure
of the adaptive landscape over this space is highly heterogeneous, and that
genotypes separate into two groups, separated by a steep fitness cliff: a small
group of high-fitness genotypes that exhibit functional chemotaxis, and a large
group of non-functional mutants. The functional genotypes form a sparse
connected network in genotype space, with local peaks that allow for the
evolutionary fine-tuning of chemotactic performance. The non-chemotactic
genotypes, by contrast, occupy a relatively flat region of the adaptive landscape
in which adaptive evolution is constrained by the near absence of a fitness
correlation between neighbouring genotypes. These results suggest a pervasive
role for biological functionality (or any other adaptive emergent phenotypic
property) in controlling the local topology of adaptive landscapes and the
evolvability of populations.
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Introduction

The metaphor of the adaptive landscape (a.k.a. fitness landscape or surface of
selective value) has inspired insight in biological evolution ever since its
introduction into evolutionary biology by Wright (Wright, 1932). A population’s
current position on the adaptive landscape and the local topology of ridges and
valleys surrounding it determine which phenotypes are attainable or likely to be
reached by evolution. For this reason, global properties of high-dimensional
adaptive landscapes figure prominently in theoretical work exploring the
evolutionary dynamics of complex traits. Kauffman (Kauffman, 1993), for
example, discussed the presence of a Massif Central of nearby fitness peaks in
rugged fitness landscapes generated from a simple random model of epistatic
interactions (the NK model with K = 2), and suggested that this global
structure is a necessary property of evolvable adaptive systems. He showed that
the vicinity of peaks in a Massif Central is instrumental to retain high fitness
optima for evolving traits that are encoded by many interacting genes, and that
this also ensures the global accessibility of those optima. Both are prerequisite
for a complex system to be able to evolve by local adaptive tinkering (Jacob,
1977; Wilkins, 2015). Related work has emphasised the presence of connected
networks of genotypes with nearly identical fitness that extend over much of the
genotype space. The existence of such nearly neutral networks can help
reconcile neutralist and selectionist perspectives on evolution (Wagner, 2008a)
and explain how organisms display both robustness and evolvability (Wagner,
2008b). Nearly-neutral networks have also been related to patterns of
punctuated phenotypic evolution (van Nimwegen, Crutchfield and Mitchell,
1999) and biases in the genotype-phenotype map (Schaper and Louis, 2014).

Due to the high dimensionality of genotype space and the complexity of the
genotype-phenotype map, confronting theoretical work on the structure of
adaptive landscapes with empirical data is inherently challenging. The first
successful attempts came from the study of RNA-folding, which is amenable to
chemical evolution experiments as well as computational analyses, allowing for
the efficient prediction of RNA secondary structure for a vast number of
sequences (Schuster et al., 1994; Higgs, 2000; Kun and Szathmry, 2015).
However, the mapping from RNA-sequence to secondary structure is governed
by the specific nature of the RNA base-pairing rules, which introduce a high
level of discreteness and neutrality that may not be representative of the
genotype-phenotype map at higher levels of biological integration. Similar
concerns apply to other bottom-up approaches. In particular, several studies
have quantified fitness-relevant characteristics of single molecules (Yamauchi
et al., 2002; Wang, Minasov and Shoichet, 2002; Romero and Arnold, 2009; Pitt
and Ferr-D’Amar, 2010; Firnberg et al., 2016; Sarkisyan et al., 2016), but these
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biomolecules interact in complex networks so that their actual impact on
organismal fitness is convoluted and contingent on genetic background (Soskine
and Tawfik, 2010). Another challenge for molecular studies is to correctly
estimate the importance of hub proteins as a target of mutations. These are
highly conserved proteins that may be unusually sensitive to mutation because
they function in multiple pathways in an organism (Yamada and Bork, 2009;
Kaar and Gaucher, 2013).

There are also several studies that have taken a top-down approach, by
attempting to quantify the effect of mutations on fitness proxies with a complex
genetic basis, such as growth rate, or traits that are subject to strong selection
in particular environments, such as antibiotic resistance (Elena et al., 1998;
Sanjuan, Moya and Elena, 2004; Deutschbauer et al., 2005; Cooper et al., 2006;
Opijnen, Boerlijst and Berkhout, 2006; Domingo-Calap, Cuevas and Sanjuan,
2009; Kim et al., 2010; Lind et al., 2017). This approach, however, by focusing
on the subset of traits that are subject to strong selection, runs the risk of
underestimating the role of neutral and weak mutational effects (Weinreich
et al., 2006; Toprak et al., 2012). In addition, a top-down characterisation of the
adaptive landscape is severely constrained by practical limitations: due to the
complex genetic basis of most fitness-relevant phenotypic characters, it is
feasible to map only a minute fraction of the adaptive landscape that lies within
a few mutational steps of the wildtype.

Computational modelling helps to overcome some of these limitations. One
of its potential uses is to infer the statistical properties of epistasis and then
extrapolate this information to reconstruct global adaptive landscapes
(de Visser and Krug, 2014; Hayashi et al., 2006; Kryazhimskiy, Tkacik and
Plotkin, 2009; Blanquart and Bataillon, 2016). Note that this approach relies on
the implicit assumption that local patterns of epistasis, often measured in the
mutational neighbourhood of a functional, well-adapted wildtype genotype, are
representative of global landscape structure. Here, we evaluate this assumption
using an evolutionary-systems-biology model for bacterial chemotaxis, an
adaptive behavorial trait with a relatively simple molecular basis that has
previously served as a prototype for studying complex trait evolution (Nakauma
and van Doorn, 2017). Bacterial chemotaxis is most well understood for
Escherichia coli whose swimming behaviour and response to environmental
gradients has been characterised in detail at the biomolecular and cellular level.
In our previous work (Nakauma and van Doorn, 2017), we integrated available
empirical data and models into a computational framework capable of
reconstructing the effect of a range of mutations on chemotactic performance. In
particular, the model encompasses the genotype-phenotype map from the level
of biochemical parameters in the chemotaxis signalling pathway up to the level
of individual swimming behaviour and the chemotactic efficiency of a cell
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responding to an attractant gradient in a 3D spatial environment. The resulting
mapping is characterised by strong epistasis between random mutations,
creating a rugged landscape with fitness peaks that appear to be sparse and
isolated, yet concentrated in a certain region of genotype space (chapter 3).

Our chemotaxis model (see details in chapter 2) has 15 parameters that are
considered to be evolvable. This set includes parameters defining the protein
concentrations of the chemotaxis proteins (CheY, CheZ, CheB and CheR) and
receptors, as well as the rates of methylation and phosphorylation reactions that
capture the interactions between proteins in E. coli ’s chemotactic signalling
cascade. Each of the evolving parameters can change by mutation, according to
a stepping-stone mutation model, between 16 different predefined values,
spanning a broad range of biologically realistic parameter values (Table S4.1).
Accordingly, the genotype space for the model contains 1615 ∼ 1018 possible
genotypes. Instead of sampling randomly (like we have done in chapter 3), we
sample from this large space by simulating evolutionary exploration of the
landscape based on local mutation, natural selection and drift. As a result, our
current analysis is biased towards sampling from the high-fitness ridges in the
adaptive landscape. The resulting adaptive landscapes are subject to network
analysis (Newman, 2003), and we evaluate variation in network structure by
comparing between datasets sampled from different regions of genotype space.

4.1 Methods

4.1.1 Network representation of the adaptive landscape

Mutations in our simulated chemotactic networks change one of the 15 evolvable
parameters into an adjacent allele value (one step left or right in Table S4.1).
Based on this stepping-stone mutation model, genotype space can be structured as
a graph, in which each genotype is connected with the 15-30 genotypes that it can
convert into by a single mutational step (i.e., its one-mutational-step neighbours;
note that most genotypes have 2·15 = 30 neighbours, but genotypes at the border
of genotype space have fewer).

Since the genotype space is too large to evaluate fitness for all member
genotypes, we evaluated fitness for genotype subnetworks (GSNs), subsets of
genotypes that form a (weakly) connected subgraph in genotype space. The
fitness value wi attributed to genotype i was determined by simulating the
swimming behaviour of an individual cell in a 3D spatial resource gradient as
explained in chapter 3. Briefly, the average resource accumulation rate of the
cell was followed over a simulated time period of 25 minutes (corresponding to
the generation time of E. coli), and we performed 500 replicate simulations to
obtain a reliable estimate of chemotactic performance over stochastic
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realisations of the swimming trajectory. These simulations were performed in
two different environments, one with a static resource profile, the other with a
moving resource gradient. The fitness value wi was computed as the geometric
mean fitness across the two environments.

While computing the fitness values, we also calculated the probability of
invasion and fixation for neighbouring genotypes. In particular, the probability
of fixation of genotype i in a population initially fixed for genotype j depends on
the fitness differential sij = ln(wi/wj), according to the equation

pi←j =
1− exp(−2 sij)

1− exp(−2Ne sij)
, (4.1)

This is a version of Kimura’s equation for the fixation probability (Kimura, 1962b)
for haploid organisms. Here, Ne is the effective population size, which we employ
as a parameter to control the balance between genetic drift and selection in our
evolutionary sampling algorithm (details are provided in the following section).
We used Ne = 100, which is low for bacterial populations, although the feast-
and-famine life cycle of copiotrophs such as E. coli features repetitive strong
bottlenecks that may reduce the effective population size to many orders below
the maximum actual population size (chapter 5). On a practical level, using a
low effective population size ensures that evolution can sample a large region of
genotype space without getting stuck at adaptive peaks (in contrast to the greedy
adaptive hill-climbing algorithm we used in chapter 2).

4.1.2 Evolutionary sampling from the genotype space

Genotypes were sampled from the genotype space and added incrementally to a
GSN using an evolutionary algorithm. The basic sampling procedure consisted
of two steps, which were executed iteratively until the dataset had reached the
desirable size.

In each iteration, we first constructed a directed network between the n
genotypes for which the fitness values had already been evaluated. A weighted
directed edge exists from genotype i to j in this network Gn, if i and j are
one-mutational-step neighbours and if genotype j has the potential to reach
fixation in a population initially fixed for genotype i. We considered this to be
case when sji > −0.1. The weight of the edge from genotype i to j was then set
to the fixation probability pj←i. Note that bidirectional edges exist between
neighbouring genotypes that do not differ strongly in fitness (i.e., pairs (i, j) for
which sji > −0.1 and sij > −0.1), but also that the weights of the forward and
backward edges are biased towards the genotype with the higher fitness value
(i.e., pi←j > pj←i if wi > wj).

After assigning weights to all edges, we considered the random walk on the
directed network Gn as an idealised model of evolution in which populations
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jump from one dominant genotype to the next in a series of random mutation
and selection-biased substitution events. The stationary distribution of this
random walk, u, can be calculated as the dominant eigenvector of the
random-walk transition matrix P, with elements

Pij =
pi←j
dj

(4.2)

on row i and column j. Here, dj =
∑
k pk←j is the out-degree of genotype j in

Gn. The stationary distribution satisfies the equation u = Pu. We sampled a
genotype from the stationary distribution, and picked one of its one-mutation
neighbours as the next genotype for which fitness would be evaluated. This
genotype was then added to the database, extending the genotype network to a
subgraph Gn+1 consisting of n + 1 nodes, followed by the next iteration of the
sampling algorithm.

The evolutionary sampling of the genotypes was initiated from a single
genotype (the ‘wildtype’), which was parametrised according to default
parameter values taken from the literature, considered to be representative of E.
coli lab strains (Nakauma and van Doorn, 2017). The network was grown to a
size of 10 genotypes, after which simulations were moved to a computer cluster,
allowing for the parallel computation of fitness values for multiple genotypes. At
this stage, genotypes were added to the network in batches of <10 genotypes, or
<100 genotypes after the adaptive landscape had been extended to encompass
100 genotypes. On rare occasions, it was not possible to sample a novel mutant
genotype, because the neighbouring genotypes had already been evaluated. In
that case, we either resampled from the stationary distribution, or initiated
search in another region of genotype space. This was done by sampling a
random combination of alleles from table S4.1 (allele indices for each evolving
parameter were drawn independently from a binomial distribution with
parameters n = 16 and p = 0.5). The resulting genotypes tended to be located
centrally in the genotype space, similar to the wildtype.

Fig S4.1 visualises the GSNs that were evaluated at the moment that the
database contained ∼ 25000 genotypes. From this point onwards, we selected
the 9 largest weakly connected components (containing at least 500 genotypes)
and allowed each of these to grow to a size of 4000 nodes (without initiating new
subnetworks). The dataset was extended with a GSN that was started from a
low-fitness genotype, a ∆CheZ knockout mutant that shows severely compromised
chemotaxis (chapter 2), and two high-fitness genotypes taken from the random
genotype sample analysed in chapter 3 (see Table S4.1).
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4.1.3 Network analysis and graph spectrum

A variety of methods for biological network analysis (Newman, 2003; Banerjee
and Jost, 2009) were employed to quantify and compare the structure of the
twelve different GSNs. Specifically, we determined the distribution of the
number of edges per node and the distribution of shortest path lengths, which
provide information about local and global network connectivity; we measured
network assortativity, defined as the Pearson correlation coefficient between the
number of edges of neighbouring nodes (Newman, 2002), in order to distinguish
regular networks from networks with hub/satellite topology (Barabsi and Oltvai,
2004); and we quantified the ruggedness of the landscape by evaluating the
fitness autocorrelation between adjacent genotypes along a self-avoiding random
walk. The fitness values of neighbouring genotypes were also analysed to
determine the distribution of selection coefficients sij and pairwise epistatic
selection coefficients. For pairs of mutations i and j, this epistatic coefficient
was calculated as εij = ln

(
w0 wij
wi wj

)
, where w0 denotes the fitness of the genetic

background, wi and wj are the fitness values for the two single mutants, and wij
is the fitness of the double mutant. In order to prevent that the above measures
were obscured by weak links in the network, we eliminated directional edges
with weights that were 100-fold lower than the fixation probability for neutral
mutations (i.e., edges for which sij < −0.0326 were discarded before network
analysis). The collection of network statistics was complemented by an analysis
of the graph spectrum, which provides a fingerprint of a graph (Chung, 1997;
Banerjee and Jost, 2009; de Lange, van den Heuvel and de Reus, 2016) that
contains all information regarding a graph’s topological structure and dynamical
properties. Further details are provided in the Results section ‘Graph spectra’
below.

4.2 Results

4.2.1 Topological structure of genotype subnetworks

Fig 4.1 visualises the structure of the adaptive landscape in the vicinity of the
wildtype (A), along with the various network statistics collected for this particular
GSN (B-H). The wildtype (indicated as ‘wt’ by an arrow in A) belongs to the most
successful genotypes in a large random sample from the genotype space (chapter
3), but its performance (wWT = 1.78) can still be improved by evolutionary
fine-tuning. In fact, the network visualisation in Fig 4.1A shows that there are
distinct clusters of high-fitness genotypes (fitness values are indicated by node
colour, ranging from blue to red for low- to high-fitness genotypes, respectively)
that can be reached by evolution along seemingly narrow ridges in genotype space.
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Figure 4.1. Adaptive landscape in the vicinity of the wildtype. (A) Genotypes are
represented as nodes and connected with one-mutational step neighbours. Nodes are coloured
according to their fitness values, where warmer colours represent higher fitness and colder colours
represent lower fitness values. The wildtype (wt) is marked with a black arrow. Histograms show the
distribution of: (B) fitness values (with a dashed vertical line indicating the fitness of the wildtype);
(C) the squared selection coefficient s2ij ; (D) the squared pair-wise epistatic selection coefficient
ε2ij ; (E) number of neighbouring nodes; and (F) the shortest path between pairs of genotypes. (G)
visualises the joint of distribution of the numbers of neighbours for two adjacent nodes, which is basis
for calculating network assortativity. (H) shows the fitness autocorrelation as a function of mutational
distance measured in a sample of 4000 self-avoiding random walks on the adaptive landscape. Error
bars indicate 95% confidence intervals.

Consistent with the fact the wildtype and the surrounding high-fitness
genotypes are highly adapted, the fitness distribution (Fig 4.1B) is skewed
towards the left (Sarkisyan et al., 2016; Eyre-Walker and Keightley, 2007; Elena
et al., 1998; Kim et al., 2010; Deutschbauer et al., 2005; Sanjuan, Moya and
Elena, 2004; Domingo-Calap, Cuevas and Sanjuan, 2009; Lind et al., 2017).
This corresponds to the intuition that there are more ways to break a highly
functional system than that there ways to improve it. In fact, mutations only
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have negative effects for the 20 genotypes that are sampled most often by our
evolutionary sampling algorithm, confirming that these genotype actually
correspond to local peaks in the adaptive landscape (Fig S4.2)

The mutational effect sizes (Fig 4.1C) and the epistatic interaction coefficients
between pairs of mutations (Fig 4.1D), both have a narrow distribution dominated
by weak effects, but with a tail extending to large effect sizes. Overall, epistatic
effects tend to be weaker than the effect size of individual mutations, consistent
with the pattern observed for the random genotype sample analysed in chapter
3. The overall effect sizes are weaker, however. This is a bias induced by the
evolutionary sampling algorithm, which samples densely from relatively flat areas
of the adaptive landscape.

The number of neighbours per genotype is right-skewed with an average of 3
(Fig 4.1E), but genotypes with the maximum number of 30 neighbours are
relatively prevalent. These outliers correspond to local optima in the adaptive
landscape, for which all mutant neighbours have been sampled. The shortest
path distance between random nodes in the network is 12 mutational steps on
average (Fig 4.1F). Fig 4.1G indicates that it is rare to find two adjacent
genotypes that both have many neighbours. Instead, adjacent genotypes tend to
have few neighbours or just one of them is a network hub. This pattern results
in negative assortativity (a = −0.35). Consistent with this observation, the
fitness autocorrelation drops drastically after the first mutational step,
indicating that the landscape is highly rugged.

Network visualisations and summary statistics for the other GSNs analysed in
this study are shown in Fig 4.2. Here, the twelve networks in (a) – (l) are shown in
descending order according to their average fitness value; node colours highlight
fitness variation within each network, on a scale that runs from the highest (red)
to the lowest (blue) fitness value within each GSN. A first striking observation is
that the global structure of the networks is highly variable. Some of the networks
consist of clusters of genotypes of different fitness value that are connected by
sparsely connected regions or narrow paths (Fig 4.2b, d, e, h, k); in others, the
distribution of fitness values within each network is more homogeneous (Fig 4.2c,
f, g, i, j, l). These differences correlate with average fitness and characteristics
of the genotype from which the GSN was initiated. In particular, the fitness
distribution in GSN (f)–(l) is centred around the expected fitness for a non-
chemotactic genotype (wrandom movement ∼ 1.2), indicating that these networks
predominantly contain non-functional genotypes, and all of these networks were
started from a random initial genotype. GSN (d) was initiated from a random
initial genotype as well, but in this case, evolutionary sampling converged on
several nearby fitness peaks with functional genotypes. High-fitness genotypes
were discovered in GSN (h) and (k) as well, but only towards the end of the
simulation. Both networks contain small clusters of high-fitness genotype (visible
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on the right) that are reached by a sequence of multiple adaptive mutations
leading steeply uphill on the adaptive landscape.

The GSN in Fig 4.2b is the one that was started from the wildtype, and (a)
and (c) were initialised with high-fitness genotypes selected from the analysis in
chapter 3. Here the evolutionary algorithm sampled predominantly from the high-
fitness ridges in the adaptive landscape. Also, GSN (e), which was initialised from
a non-chemotactic ∆CheZ genotype, reached higher fitness levels, confirming our
previous finding that adaptive evolution is capable of restoring chemotactic ability
after a ∆CheZ knockout mutation. The five networks with high average fitness
value (a)–(e) also distinguish themselves from the other GSNs by their relatively
high average coefficients of selection and pairwise epistasis, indicating that the
ruggedness of the adaptive landscape is enhanced in the vicinity of functional
genotypes. Interestingly, these statistics also differ within the group of high-
fitness GSNs, with (c), (e) and (d) exhibiting the strongest genic and/or epistatic
selection coefficients (note also the large variability of selection coefficients in
these networks). GSN (a) and (b), by contrast, show relatively low coefficients
of selection, indicating that they represent samples from a relatively flat area of
genotype space.

4.2.2 Distribution of fitness effects

Fig 4.3A compares the fitness distributions among genotypes sampled by a
Rapidly Exploring Random Tree (RRT) algorithm (chapter 3) with those that
were sampled by the evolutionary algorithm. Evolutionary sampling generates a
bias towards higher fitness values, as would be expected, but the pattern of this
bias is unexpected. The fitness distribution on the right of Fig 4.3A has a
second mode, representing genotypes with high chemotactic efficiency (the
dashed line indicates wildtype performance), that is absent from the distribution
on the left. Moreover, the bulk of the distribution, with fitness values around
the neutral expectation for a non-chemotactic genotype, remains unaltered.
This suggests that there is a large region in genotype space where evolution is
unable to optimise chemotactic performance.

Fig 4.3B shows separate fitness distributions, and distributions of genic and
pairwise epistatic (squared) selection coefficients for the twelve GSNs shown in
Fig 4.2. These data confirm the dichotomy between high- (a–e) and low-fitness
networks (f–l). The former predominantly contain genotypes sampled from the
ridges of the adaptive landscape (i.e., the second mode of the fitness
distribution), and are characterised by stronger selection coefficients, indicating
enhanced ruggedness. The second mode of the fitness distribution is left-skewed
and has a similar shape in GSN (a) - (c), suggesting potential functional
similarities between genotypes at different adaptive peaks. Of particular interest
is the fitness distribution within the network containing the ∆CheZ knockout
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Figure 4.2. GSNs in different regions of the genotype space. Graphs (a) - (l) represent
weakly connected sets of 4000 genotypes sampled from the genotype space by means of an
evolutionary algorithm. The twelve GSNs are presented in the order of descending average fitness
(w). Fitness statistics (mean ± standard deviation) are shown next to each network, along with
summary statistics for the distribution of squared genic and pairwise epistatic selection coefficients
(s2 and ε2, respectively). Nodes are coloured according to their fitness values; the colour scale
ranges from blue (minimal) to red (maximal fitness value), scaled separately for each GSN. GSNs
were constructed taking different initial genotypes as starting point: wildtype (b); ∆CheZ knockout
mutant (e); two high-fitness genotypes selected from the analysis in chapter 3 (a) and (c); and 8
genotypes selected randomly from the central region of genotype space (d), (f)–(l).

mutant (e). Here, we also observe a bimodal fitness distribution, with a second
mode containing genotypes with compensatory mutations that restore
chemotaxis. However, chemotactic efficiency among these knockout genotypes is
on average lower than for genotypes that still have a functional CheZ.
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Figure 4.3. Fitness distribution and selection coefficients. (A) Fitness distribution among
genotypes sampled by a rapidly exploring random tree algorithm (left; see chapter 3) versus
those sampled by an evolutionary algorithm (right); sample sizes are 33106 and 25168, genotypes,
respectively. Vertical dashed lines indicate the fitness value for the wildtype (at ∼ 1.8). (B) Fitness
distributions within each of the twelve GSNs shown in Fig 4.2 (left panel), along with the distributions
of squared genic and pairwise epistatic selection coefficients.

4.2.3 Fitness effect constraints the exploration of GSNs

Fig 4.2 suggests that there is a relationship between topological features of the
adaptive landscape and mean fitness. A variety of network statistics support
this pattern (Fig 4.4) and provide evidence for a connected sparse network of
high-fitness ridges, that is separated from low-fitness regions by steep cliffs.
First, various measures of local connectivity show a negative correlation with
average fitness and the average genic and pairwise epistatic selection coefficients
(Fig 4.4 left; edges, directed edges, neighbours and vertex degree), indicating
that evolutionary search among adapted genotypes is constrained to a sparse
network. Located alongside these networks are inaccessible, deep valleys
(indicated by decreasing fraction of reachable nodes (direct paths) and the high
average selection coefficients), but evolution along the high-fitness ridges is
possible, as evidenced by an increasing fitness autocorrelation for self-avoiding
random walks on the adaptive landscape (Fig 4.4, right).

Based on the low fitness-autocorrelation observed within the GSNs that
contain predominantly non-chemotactic genotypes (Fig 4.4), we wondered
whether the structure of these network could be replicated by a simple
house-of-cards (HoC) mutation model (in such a HoC model, the fitness of a
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Figure 4.4. Network statistics are correlated with mean fitness and selection coefficients
across GSNs Coloured dots indicate the values of various network statistics for the the twelve GSNs
from Fig 4.2 (see legend). Horizontal and vertical error bars indicate 95%confidence intervals for
the different statistics (except for network-level data, such as number of edges, number of directed
edges, assortativity, number of sources and number of sinks). Error bars for the proportion of direct
paths (binomial proportion confidence interval) were calculated using Wilson score interval. Positive
(right) and negative (left) relationships are summarised by a black linear least-squares regression
line.

genotype is sampled from a given fitness distribution independent of the
fitnesses of neighbouring genotypes(Kingman, 1977; Zeng and Cockerham,
1993)). For each GSN, and its corresponding observed fitness distribution, we
therefore reconstructed 1000 GSNs by resampling the fitness values according to
a house-of-cards mutation model (HoC-GSNs), and compared these networks to
the original GSN (Fig 4.5). In this procedure, fitness values were sampled
without replacement, so that the fitness distribution of the original GSNs and
the HoC-GSNs are identical. We found that the network properties of GSN
(a)-(e) are difficult to replicate, while several properties of the remaining GSNs
(low mean fitness networks (f) - (l)) were adequately captured by the HoC
mutation model. These include the number of sources, sinks and direct paths, as
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Figure 4.5. Properties of reconstructed GSNs for a house-of-cards mutation model
Fitness values were resampled 1000 times for each GSN (labels on the x-axis refer to the networks
from Fig 4.2) under the assumptions of a house-of-cards mutation model. Closed circles with error
bars (95% confidence interval) represent network statistics for the resulting 1000 HoC-GSNs, along
with data points (open circles) for the twelve original GSNs.

well as the mean genic and pairwise epistatic selection coefficients, and the
fitness autocorrelation (Fig 4.5). For most statistics, GSN (h) and (k) fall
between the two groups, consistent with the fact that these contain a subset of
high-fitness genotypes that were discovered towards the end of the original
simulation. These high fitness genotypes, however, were sampled early in some
of the replicate HoC-GSNs for network (h) and (k), exerting a strong influence
on the reconstructed network.

4.2.4 Graph spectra

Various system-level properties of complex networks, including their
connectedness, symmetry, redundancy, community structure and effect on the
dynamics of random walks, are reflected by the eigenvalue spectrum of the
network (Chung, 1997; Banerjee, 2012; de Lange, de Reus and Van Den Heuvel,
2014; de Lange, van den Heuvel and de Reus, 2016; van Doorn and Taborsky,
2012). Therefore, we applied spectral graph analysis to our GSNs to produce
systems-level network fingerprints of the adaptive landscape. Theory
development for directed-weighted graphs has received relatively little attention
(Chung, 1997), so we relied on results for undirected-unweighted graphs instead
and calculated the graph spectrum for each GSN based on its normalised
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Laplacian:
L = D−1/2(D −A)D−1/2, (4.3)

Here, D is a diagonal matrix with the unweighted node degrees, and A is the
adjacency matrix for the undirected unweighted GSN. The eigenvalues of L are
positive and no larger than 2.

The left panel of Fig 4.6 shows the normalised Laplacian graph spectra for the
twelve GSNs from Fig 4.2. The spectra are symmetric, indicating that the GSNs
are bipartite graphs. This is a logical consequence of the stepping-stone mutation
model used in the reconstruction of the adaptive landscape: if genotype i and j
and genotype i and k are neighbours, then it follows that j and k are not one-step
mutational neighbours; hence, the adaptive landscape contains no 3-cliques, so
that it is 2-colorable, i.e., bipartite. The graph spectra have three peaks; the
highest peak lies at eigenvalue 1 and two smaller peaks lie around eigenvalue
0.5 and 1.5. The high density of eigenvalues λ ∼ 1, reflects the frequency of
duplicated nodes (two separated nodes with shared neighbours), which contribute
an eigenvalue pair λ = 1±1/

√
didj (here, di and dj are the number of neighbours

connected to nodes i and j, respectively) (Banerjee, 2012; de Lange, de Reus and
Van Den Heuvel, 2014).

Since the bipartite structure of the GSNs obscures the presence of
community structure in the adaptive landscape, we also considered the network
of genotypes that are connected by two mutational steps. The Laplacian of this
derived network, which is no longer bipartite, is given by
L2 = D

−1/2
2 (D2 − A2)D

−1/2
2 , where A2 is the square of the adjacency matrix of

the original network, and D2 is the diagonal matrix with the (i,i)-th entry
representing the number of two-step neighbours of genotype i (Kranda, 2012).
The eigenvalues of L2 are distributed between 0 and 1, as shown in the right
panel of Fig 4.6 for the spectra of the twelve GSNs from Fig 4.2. Evidence of
community structure in the adaptive landscape reveals itself as a (subtle)
increase of small eigenvalues in the spectrum of L2 (de Lange, de Reus and Van
Den Heuvel, 2014), which is observed for the GSNs with higher local mean
fitness.

Fig 4.7 compares the spectra of the twelve GSNs to those of the HoC-GSNs
generated from them under the house-of-cards mutation model. A comparison
of the spectra confirms that the house-of-cards model replicates networks with
low mean fitness, with the notable exceptions of (h) and (k), which contain a
subset a high-fitness genotypes. For the five GSNs with high mean fitness
(a)-(e), the house-of-cards model consistently generates higher levels of network
redundancy, consistent with the observation that these GSNs are enriched for
narrow ridges. Interestingly, the HoC-GSNs replicate the observed community
structure for these networks, indicating that this caused by the interaction
between large fitness variation and evolutionary sampling, and not necessarily
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Figure 4.6. Eigenvalue spectra of GSNs. Eigenvalue spectra for one- and two-step mutational
neighbour networks calculated from the normalized Laplacians L = D−1/2(D−A)D−1/2 (left) and
(L2 = D

−1/2
2 (D2−A2)D

−1/2
2 , right). Spectra are shown separately for the 12 GSNs (a) - (l) depicted

in Fig 4.2.

by the vicinity of adaptive peaks.

4.3 Discussion

Since much of the empirical data on adaptive landscapes comes from analyses of
single biomolecules (Schuster et al., 1994; Higgs, 2000; Kun and Szathmry, 2015;
Yamauchi et al., 2002; Wang, Minasov and Shoichet, 2002; Romero and Arnold,
2009; Pitt and Ferr-D’Amar, 2010; Firnberg et al., 2016; Sarkisyan et al., 2016),
information on the structure of the genotype-phenotype map of biological
systems at higher levels of organisation is relatively scarce (for exceptions, see,
e.g., (Ciliberti, Martin and Wagner, 2007; Rodrigues and Wagner, 2009)). Here,
we analyse the adaptive landscape for bacterial chemotaxis, an adaptive
behavioural trait that is governed by a relatively simple molecular
signal-transduction network. Chemotaxis is a minimal model for complex
organismal traits that emerge from a network of interacting components.
Reconstructing the adaptive landscape for such traits relies on a detailed
mechanistic understanding of the genotype-phenotype map, as well as on
quantitative computational modelling as a tool for integrating the available
empirical data. Bacterial chemotaxis is one of the few systems for which such
integration is currently feasible. Developing additional model systems is critical
for checking the robustness of the conclusions and for distinguishing general
patterns from model-specific results. Mindful of this caveat, we here summarise
our main results and discuss three potential broader implications for
consideration in future research.

First, our data set of twelve GSNs initiated from different starting points in
a large genotype space, reveals a striking heterogeneity of landscape structure at
a scale that is relevant beyond short-term evolution. This finding suggests that
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Figure 4.7. Spectra of reconstructed HoC-GSNs. The spectra of 1000 reconstructed HoC-
GSNs are shown in light grey lines. The spectra of the original explored GSNs are shown in black
lines, which correspond to Fig 4.6. Each pair of panels are indicated with a letter corresponding to
the original GSN from which HoC-GSNs were reconstructed (‘a’-‘l’).
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local adaptive landscape structure, measured, for example, based on a collection
of mutants of a wildtype strain, may not at all be representative of global
network topology. Also, it calls into question the relevance of statistical models
of epistasis as tools to reconstruct large adaptive landscapes from distributions
observed among a set of local mutants.

Second, we observed that fitness (measured as chemotactic performance)
follows a bimodal distribution, with most genotypes performing no better than
the neutral expectation for a randomly moving (non-chemotactic) bacterium,
and a small subset showing improved performance by virtue of exhibiting
functional chemotaxis. Substantial fitness variation exists within these
subgroups, reflecting a mixture of statistical noise and variation in performance
due to fine-tuning of the chemotaxis signal-transduction network. Yet, the
major source of fitness variation is the divide between non-chemotactic mutants
and genotypes exhibiting functional chemotaxis. As a result, the global topology
of the adaptive landscape is dominated by a ‘functionality cliff’. On top of this
cliff, high-fitness genotypes, displaying functional chemotaxis, form a sparse
network in genotype space; superimposed on this network are multiple fitness
peaks, reflecting different options for evolutionary fine-tuning of the network (cf.
(Hayashi et al., 2006)). The resulting structure is reminiscent of a ‘holey’
adaptive landscape with rugged, percolating ridges of high-fitness genotypes
(Fig 4.2; (Gavrilets, 1997)) that form the equivalent of a Massif Central
(Kauffman, 1993) of connected fitness peaks. We expect that biological
functionality creates similar structure in adaptive landscapes for other fitness
traits, given that many phenotypic adaptations rely on system-level emergent
properties of complex interactions. Dynamical systems theory (and, in
particular, bifurcation theory) predicts that such emergent phenomena are
robust within a certain range of perturbations, but susceptible to critical
transitions to a non-functional, deteriorated system state.

The adaptive landscape at the foot of the functionality cliff, is a relatively
flat and locally rugged landscape on which the effectiveness of evolutionary
search is constrained, due to a low fitness auto-correlation (Fig S4.3; (Campos,
Adami and Wilke, 2002)). Various network properties of these lower regions of
the adaptive landscapes are indistinguishable from those of adaptive landscapes
with no underlying structure, which were generated by a house-of-cards
mutation model (reflecting a random genotype-phenotype map; Fig 4.5).
Consistent with this lack of structure, the subnetwork of functionally
chemotactic genotypes is difficult to find by a population that is evolving in the
lower regions of the adaptive landscape: only one of the eight simulations that
we started from a random initial genotype, led to the evolution of functional
chemotactic networks (Fig 4.2d); two of the eight simulations discovered
functional genotypes only towards the very end of the simulation (Fig 4.2h,k);

115



Chapter 4

and six out of eight simulations remained in low-fitness regions of the adaptive
landscape. By contrast, the four simulations started from high-fitness initial
genotypes successfully explored high-fitness regions near fitness peaks, or
evolved along ridges in the adaptive landscape without losing functional
chemotaxis. It will be interesting to investigate how these outcomes are affected
by the size of the evolving population, as the balance between drift and selection
is known to influence evolutionary paths in complex adaptive landscapes
(Handel and Rozen, 2009; Jain, Krug and Park, 2011). Evolution from the
severely chemotactically compromised ∆CheZ mutant also successfully
converges on a set of highly efficient genotypes, suggesting that similarity to a
functional network, rather than low fitness per se, determines the likelihood of
discovering high-fitness mutants. This suggests that functionality is the major
factor determining the evolvability of complex traits, underscoring the role of
exaptation as a major mode of evolutionary innovation (Barve and Wagner,
2013).

Third, we found that evolutionary search generates strong biases in the
genotypes that are sampled from the genotype space. Inherent to fitness-based
sampling is that genotypes are more likely to be drawn from the right tail of the
fitness distribution. In our study, however, evolutionary sampling revealed a
second mode in the fitness distribution that was hardly represented in a large
random sample of genotypes (Fig 4.3A). By contrast, the main mode of the
observed fitness distribution was nearly unaffected by the method of genotype
sampling, consistent with the existence of large areas of genotype space where
natural selection was not effective in improving chemotactic performance. A
comparison between the 12 GSNs in our dataset indicated that the subnetwork
of high-fitness genotypes has network properties that differ markedly from
genotype space on average, both in terms of local connectivity, ruggedness and
community structure (Figs 4.1 and 4.2). None of these network signatures are
reproduced by a HoC null-model, indicating that correlated mutation models
(Kryazhimskiy, Tkacik and Plotkin, 2009) are essential to describe additive and
epistatic effects of mutation in functional chemotaxis networks. Taken together,
these biases suggest that the fitness landscape as it is ‘experienced’ by an
(adapted) evolving population, is very different from what is suggested by the
fitness distribution of random mutations.
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Supporting Information

Figure S4.1. Initial exploration of the adaptive landscape. The complete graph contains
25164 nodes, which are separated in subgraphs forming weakly-connected components. Nodes are
coloured according to their fitness value from blue (low) to red (high). The visual comparison between
small and large networks indicates how GSNs grow gradually, reflecting the way the evolutionary
algorithm explores the ridges of the adaptive landscape. Comparisons between similarly sized
networks suggest that the structure of the adaptive landscape is far from homogeneous.

117



Chapter 4

Figure S4.2. Selection coefficient for top 20 genotypes. Based on the stationary distribution
of a random mutation/allele-substitution sequence on the genotype network, we selected the twenty
genotypes that had the highest probability of being visited by this random walk. Next, we estimated
the fitness difference (measured by the selection coefficient) between each one of these genotypes
and its neighbours. The data consist of nearly 600 values, corresponding to the maximum number
of neighbours (20 · 30). All the selection coefficients values were negative, indicating that the top
twenty genotypes are indeed peaks in the genotype network.
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Figure S4.3. Autocorrelation function in GSNs. Fitness autocorrelation (mean with 95% CI
indicated by error bars) estimated from 4000 self-avoiding random walks on each of the twelve GSNs.
Panel labels (a) - (l) correspond to the GSNs shown in Fig 4.2.

119



Chapter 4

T
ab

le
S
4.1.

V
alu

es
of

th
e
evolvin

g
p
aram

eters
P
aram

eter
V
alu

e
1

2
3

4
5

6
7

8
9

10
11

12
13

14
15

16
A

t
o
t

0.005
0.01

0.02
0.05

0.1
0.2

0.5
1.0

2.0
5.0

1
,2
,3
,4

10.0
20.0

50.0
100.0

200.0
500.0

B
t
o
t

0.005
0.01

0.02
0.05

0.1
0.2

0.5
1.0

2.0
1
,2

5.0
3

10.0
20.0

50.0
4

100.0
200.0

500.0
R

t
o
t

0.001
0.002

0.005
0.01

0.02
0.05

0.1
0.2

4
0.3

1
,2
,3

0.5
1.0

2.0
5.0

10.0
20.0

50.0
Y

t
o
t

0.02
0.05

0.1
0.2

0.5
1.0

2.0
5.0

3
,4

10.0
18.1

1
,2

20.0
50.0

100.0
200.0

500.0
1000.0

Z
t
o
t

0.02
0.05

0.1
0.2

0.5
1.0

2.0
5.0

3
10.0

20.0
4

28.3
1

50.0
100.0

200.0
500.0

1000.0
E

p
A

-4.0
-2.5

-1.0
0.5

2.0
3.5

3
5.0

6.5
1
,2

8.0
9.5

4
11.0

12.5
14.0

15.5
17.0

18.5
E

p
B

-7.0
-5.5

-4.0
-2.5

-1.0
0.5

2.0
3

3.5
1
,2

5.0
6.5

8.0
9.5

4
11.0

12.5
14.0

15.5
E

p
Y

-7.0
-5.5

-4.0
-2.5

-1.0
0.5

2.0
4

3.5
1
,2
,3

5.0
6.5

8.0
9.5

11.0
12.5

14.0
15.5

E
c
c
w

F
Y

0.5
0.6

0.7
0.8

0.9
1.0

1.1
1.2

1.3
1.4

4
1.5

1
,2

1.6
1.7

3
1.8

1.9
2.0

E
c
w

F
Y

0.5
0.6

0.7
0.8

0.9
1.0

4
1.1

1.2
1
,2
,3

1.3
1.4

1.5
1.6

1.7
1.8

1.9
2.0

E
M

-7.0
-5.0

-3.0
-1.0

1.0
3.0

5.0
4

7.0
3

9.0
1
,2

11.0
13.0

15.0
17.0

19.0
21.0

23.0
E

B
0.9

1.0
1.1

1.2
1.3

1.4
1.5

4
1.6

3
1.7

1
,2

1.8
1.9

2.0
2.1

2.2
2.3

2.4
E

R
0.0

0.1
0.2

0.3
0.4

4
0.5

0.6
0.7

1
,2
,3

0.8
0.9

1.0
1.1

1.2
1.3

1.4
1.5

E
A

×
M

-3.4
-3.2

-3.0
-2.8

-2.6
-2.4

-2.2
4

-2.0
1
,2
,3

-1.8
-1.6

-1.4
-1.2

-1.0
-0.8

-0.6
-0.4

m
0

0.0
0.1

0.3
0.5

0.7
0.9

1.1
1.3

1.5
1
,2
,3
,4

1.7
1.9

2.1
2.3

2.5
2.7

2.9

F
or

a
detailed

explanation
of

each
param

eter
consult

(N
akaum

a
and

van
D
oorn,

2017).
In

short,
param

eters
refl

ect
concentration

of
proteins

(A
t
o
t ,

B
t
o
t ,

R
t
o
t ,

Y
t
o
t ,

Z
t
o
t )

and
free

energy
contributions

that
determ

ine
(de-)phosphorylation

and
(de-)m

ethylation
reaction

rates
(E

p
A
,
E

p
B
,
E

p
Y
,
E

c
c
w

F
Y

,
E

c
w

F
Y
,

E
M
,
E

B
,
E

R
,
E

A
×

M
,
E

A
×

M
).

Sup
erscripts

m
ark

the
allele

com
binations

for
the

w
ildtyp

e
(1),

the
∆
C
heZ

knockout-m
utant

(2),
and

the
tw

o
high-fi

tness
genotyp

es
(3,

4),
corresp

onding
to

netw
ork

a
and

c
in

F
ig

4.2,
resp

ectively,
w
hich

w
ere

taken
from

the
random

genotyp
e
sam

ple
analysed

in
C
hapter

3.

120



Steep Cliffs Separate Structured from Rugged Regions in
Fitness Landscapes

Table S4.2. WCCs with more than 10 nodes extracted from the initial global adaptive
landscape.
WCC Size Mean fitness SD fitness WCC Size Mean Fitness SD fitness WCC Size Mean fitness SD fitness

1 3776 1.96486 0.176502 58 36 1.2002 0.021175 115 11 1.20083 0.028584
2 3881 1.20209 0.03648 59 42 1.20086 0.025135 116 20 1.18391 0.015906
3 1776 1.18297 0.032171 60 60 1.20059 0.019124 117 22 1.19926 0.017427
4 661 1.19835 0.019989 61 88 1.20079 0.019906 118 17 1.19684 0.017468
5 275 1.19368 0.021294 62 61 1.18666 0.018247 119 14 0.930722 0.052927
6 620 1.20307 0.021751 63 42 1.17923 0.038469 120 20 1.19836 0.021442
7 821 1.20355 0.020812 64 63 1.49729 0.16463 121 30 1.19895 0.015734
8 954 1.20182 0.021362 65 15 1.1779 0.024047 122 28 1.19437 0.01709
9 2326 1.18932 0.024344 66 31 1.195 0.019824 123 26 1.20188 0.01274
10 312 1.20013 0.021986 67 47 1.1967 0.023025 124 14 1.20049 0.021714
11 412 1.19749 0.021878 68 27 1.19192 0.01837 125 37 1.15908 0.425233
12 38 1.19468 0.019653 69 127 1.20041 0.019944 126 25 1.19869 0.019213
13 326 1.1982 0.019778 70 50 1.20265 0.02015 127 34 1.57706 0.290695
14 136 1.21165 0.024789 71 71 1.19802 0.020466 128 55 1.33922 0.175302
15 929 1.39766 0.308475 72 14 1.20113 0.028229 129 13 1.19143 0.015322
16 62 1.20477 0.022953 73 39 1.20447 0.019642 130 12 1.20483 0.021098
17 211 1.33499 0.175831 74 21 1.20077 0.030075 131 34 1.20248 0.017243
18 76 1.19111 0.016827 75 37 1.20443 0.018463 132 28 1.20009 0.016136
19 40 1.1945 0.019706 76 24 1.19921 0.021337 133 41 1.2084 0.02748
20 109 1.20897 0.021635 77 57 1.30087 0.09113 134 28 1.1941 0.019187
21 111 1.1961 0.018736 78 31 1.20433 0.017437 135 23 1.20006 0.023431
22 46 1.20118 0.021826 79 85 1.53368 0.246692 136 13 0.878425 0.472394
23 138 1.19705 0.020787 80 32 1.20259 0.021145 137 16 1.12944 0.286368
24 459 1.49133 0.240034 81 65 1.10538 0.169897 138 48 1.1951 0.023146
25 134 1.19688 0.02121 82 93 1.1957 0.018533 139 24 1.1954 0.020964
26 55 1.19281 0.022387 83 16 1.168 0.024486 140 22 1.19407 0.028773
27 119 1.20026 0.02172 84 45 0.128551 0.138366 141 17 1.19607 0.020256
28 73 1.19184 0.024801 85 41 1.20166 0.020152 142 19 1.19239 0.028614
29 68 1.2013 0.021985 86 120 1.20341 0.02359 143 24 1.19746 0.022124
30 108 1.19921 0.021235 87 23 1.19394 0.022079 144 14 1.19498 0.025222
31 99 1.18829 0.031762 88 15 1.20244 0.017984 145 33 1.18755 0.02202
32 44 1.19628 0.023714 89 30 1.20215 0.018676 146 13 1.20981 0.016458
33 14 1.20162 0.017122 90 37 1.20396 0.020909 147 22 1.20833 0.021912
34 39 1.20321 0.019416 91 111 1.69395 0.214749 148 22 1.21013 0.020877
35 141 1.20416 0.019575 92 39 1.19989 0.020145 149 20 1.1913 0.016858
36 115 1.19935 0.018927 93 29 1.18201 0.025963 150 12 1.21333 0.01898
37 61 1.52699 0.242823 94 20 1.17221 0.026456 151 21 1.20255 0.021149
38 46 1.19243 0.024374 95 14 1.19265 0.026343 152 16 1.19195 0.011347
39 183 1.20282 0.021336 96 39 1.54761 0.234912 153 18 1.19889 0.022097
40 175 1.72304 0.216316 97 117 1.75805 0.312208 154 21 1.20577 0.015695
41 28 1.20225 0.01773 98 71 1.20223 0.01994 155 18 1.60521 0.17723
42 24 1.46966 0.238354 99 24 1.22827 0.024387 156 14 1.1941 0.015565
43 30 1.19463 0.019438 100 17 1.17239 0.02451 157 18 1.20829 0.020373
44 42 1.20911 0.025467 101 31 1.19624 0.016692 158 24 1.18046 0.026528
45 50 1.19931 0.020813 102 53 1.20378 0.023532 159 21 1.18721 0.017436
46 81 1.19862 0.021973 103 83 1.20503 0.022813 160 18 1.1936 0.018
47 22 1.20935 0.018843 104 63 1.19991 0.020395 161 11 1.18558 0.023503
48 27 1.18589 0.022319 105 69 1.20033 0.022913 162 11 1.19736 0.021619
49 40 1.19687 0.019235 106 25 1.20484 0.020938 163 19 1.19917 0.021834
50 36 1.19494 0.025873 107 97 1.19945 0.019539 164 12 1.20862 0.021759
51 36 1.19466 0.020972 108 31 1.19485 0.016904 165 25 1.21019 0.018515
52 52 1.18868 0.01997 109 58 1.20072 0.021847 166 12 1.19549 0.016217
53 17 1.19248 0.017739 110 32 1.19194 0.01774 167 12 1.19928 0.019943
54 36 1.20058 0.021092 111 30 1.19369 0.016902 168 12 1.19555 0.013491
55 18 1.19816 0.015976 112 28 1.20357 0.015398 169 15 1.28754 0.053873
56 17 1.19863 0.025327 113 18 1.1959 0.019953 170 13 1.17439 0.029583
57 19 1.20678 0.024042 114 28 1.19298 0.01823 171 11 0 0

121





Chapter 5
Sweepstake Reproduction Meets
Selection: an Analysis of Biased
Random Winner-Take-All Models
for Populations with Skewed
Fertilities

Alberto Nakauma, Hanno Hildenbrandt and G. Sander van Doorn



Chapter 5

Abstract

Genealogical analyses in species with high reproductive skew or large variation
in population sizes have generated an interest in sweepstake reproduction as an
alternative to the classical Wright-Fisher population process. Sweepstake
reproduction models take into account the rare possibility that a single
individual contributes a sizeable proportion of the offspring to the next
generation. These extreme reproductive events are similar in effect to severe
population bottlenecks and fundamentally alter the nature of genetic drift. How
sweepstake reproduction interacts with selection is less well known, especially
when both the mean and the shape of the offspring distribution are subject to
heritable variation. Here, we generalise the Wright-Fisher model to allow for
high reproductive skew and investigate the fate of mutations that bias the
probability of winning a reproduction sweepstake. We show that such mutations
can be under strong selection in largish populations, independent of their effect
on mean fitness, although the mean-fitness effect is dominant in the limit of
infinite population size. We also demonstrate, for a broad class of heavy-tailed
fertility distributions, that gene frequencies evolve by a mixture of adaptive
change, continuous drift and discrete random jumps with sizes drawn from a
general modified extreme-value distribution. A corresponding jump-diffusion
model, combining features of diffusive and non-diffusive continuum
approximations for selection and drift, is found to be in good agreement with
the results of stochastic simulations. We discuss, finally, how our analysis
connects to existing theory and highlight genes underlying phenotypic
heterogeneity in bacteria as potential examples for its application.
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5.1 Introduction

Kimura’s diffusion approximation (Kimura, 1962a) of the Wright-Fisher model
(Wright, 1931; Fisher, 1958) and its backward-time counterpart, Kingman’s
coalescent (Kingman, 1982), are widely used tools for calculating the probability
and time of fixation of mutant alleles (Kimura, 1962a; Kimura and Ohta, 1969),
analysing neutral genetic polymorphism data (Ewens, 1972), detecting
signatures of selection (Sawyer and Hartl, 1992) and inferring demographic
history (Wakeley and Hey, 1997). Their widespread application is motivated by
the fact that a large class of population models share the same diffusion limit as
the Wright-Fisher model (Möhle, 2001), implying that differences in the
assumptions of these models have no qualitative effect on the dynamics of
evolution in sufficiently large populations. This correspondence also provides a
basis for comparing the rate of genetic drift between populations with different
modes of reproduction by means of their effective population size, i.e., the size
of their equivalent idealised Wright-Fisher population (Wright, 1931)

Many reproduction models fall within the domain of the classical
Wright-Fisher framework. Yet, there are also several species that violate its
biological assumptions (Tellier and Lemaire, 2014; Montano, 2016), which has
generated considerable recent interest in the development of generalisations of
traditional population genetic theory (Eldon and Wakeley, 2006b; Der, Epstein
and Plotkin, 2011; Huillet and Möhle, 2011; Birkner, Blath and Eldon, 2013).
Most of this work concentrated on species that exhibit extreme variation in
population size as part of their natural life cycle, or on species with high
reproductive skew due to ‘reproduction sweepstakes’ (Hedgecock, 1994). The
first category includes pathogens and parasites that alternate between periods of
rapid population expansion and inter-host transmission events (Tellier and
Lemaire, 2014), as well as micro-organisms with a ‘feast and famine’ life cycle
(Shimkets, 2013). The second category includes plants and fungi with high
reproductive potential and highly fecund marine organisms, where a single
individual can produce millions of gametes but early survival and recruitment to
the adult population are highly contingent on fortuitous oceanographic
conditions (Hedgecock and Pudovkin, 2011). For example, in the Pacific oyster
(Crassostrea gigas), individuals who win the reproduction sweepstake were
estimated to replace 8% of the population (Eldon and Wakeley, 2006b), causing
the effective population size (Ne) to be at least five orders of magnitude smaller
than the population census size (N) (Hedgecock, 1994; Hedrick, 2005); similarly
small Ne/N ratios have been reported for several other marine species (Turner,
Wares and Gold, 2002; Árnason, 2004; Lallias et al., 2010).

Although recurrent bottlenecks and sweepstake reproduction reflect different
processes from a life-history or ecological perspective, they exhibit similar
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Figure 5.1. Schematic of the reproduction models central to this study. In the Wright-
Fisher model with selection (a), generations are discrete and non-overlapping. The population
consists of N individuals (coloured circles), which each belong to either genotype A (orange) or
B (blue). Individuals contribute to a gametic pool according to their fertilities, which follow
distributions hA(x) and hB(x) for genotype A and B, respectively (inset). These distributions
are assumed to have finite variance. Therefore, the standard error of the total contribution to
the gametic pool by each genotype vanishes in large populations, and the coefficient of selection is
determined by the difference in mean fertility between genotypes. The N individuals in the next
generation are sampled with replacement from the gametic pool (reflecting the assumption that
its size is effectively infinite). (b) The reproduction model considered in this study is identical
to the classical Wright-Fisher model with selection, except that fertilities are drawn from skewed
distributions with right tails that decay as a power law. The variance of these distributions diverges,
causing occasional sweepstake events, in which a single individual contributes a substantial fraction
of the gametic pool and a correspondingly large fraction of offspring to the next generation (indicated
by stars). The Eldon-Wakeley model (c) is a simple model of sweepstake reproduction, formulated
as a generalisation of the Moran process. At each time step, a randomly chosen individual replicates
itself and its descendants replace a random subset of the population, such that the population size
remains constant. Normally, the number of descendants resulting from such an event is two but,
on rare occasions, it is much larger. These rare events correspond to reproductive sweepstakes in
which the offspring of a single individual replaces a fraction λ of the population (indicated by stars).
Considering λ as a random variable from a jump size distribution Λ(λ) gives rise to the Λ-process,
the forward-time counterpart of the multiple-merger Λ-coalescent.

population-genetic signatures (Hoban et al., 2013). Specifically, generalised
population models with skewed offspring distributions (reviewed in Birkner and
Blath (2009); Tellier and Lemaire (2014)) predict a strong reduction of the
effective population size, an unusual sub-linear scaling of Ne with N , shallow
genealogies with occasional mergers of more than two ancestral lineages per
generation, and the occurrence of discontinuous jumps in the forward time allele
frequency dynamics (Eldon and Wakeley, 2006b; Der, Epstein and Plotkin, 2011;
Huillet and Möhle, 2011; Der, Epstein and Plotkin, 2012b). Taken together,
these characteristics indicate that sweepstake reproduction fundamentally alters
the nature of genetic drift.

How sweepstake reproduction interacts with selection is less well investigated,
with the notable exceptions of studies by Etheridge, Griffiths and Taylor (2010);
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Der, Epstein and Plotkin (2011) and Der, Epstein and Plotkin (2012b). The
latter showed that advantageous alleles have a much higher probability of fixation
in a population with strong reproductive skew than in a comparable classical
population model with the same effective population size and strength of selection.
Moreover, the impact of selection can, under specific conditions, be amplified
to such an extent that a beneficial allele is assured to reach fixation when the
selection pressure exceeds a finite threshold. This critical value of the selection
pressure is lower when the individuals with extreme family sizes produce a larger
proportion of the offspring.

Der, Epstein and Plotkin (2011) and Der, Epstein and Plotkin (2012b)
considered generalisations of a reproduction model first introduced by Eldon
and Wakeley (2006b) and analysed the fate of mutations that affected the
location of the offspring distribution, but not its shape. We here consider
mutations with arbitrary effects on the offspring distribution. This includes
mutations that only affect mean fertility, but also those that alter the variability
of individual reproductive success without changing the expected value
(Gillespie, 1974). By allowing for these qualitatively different mutational effects,
our analysis generalises to the likely scenario that mutations influence both the
location and the shape of the offspring distribution. Moreover, in an effort to
explore the continuum between existing models of sweepstake reproduction and
classical theory, we consider reproduction models closely related to the
Wright-Fisher process (Figure 5.1ab). It has been shown mathematically that
these generalised models share properties with Eldon-Wakeley processes (Figure
5.1c) and their generalisation, the Λ-process (Der, Epstein and Plotkin, 2011),
but here we establish a mechanistic link between the distribution of individual
fertility and population parameters characterising genetic drift and selection. In
particular, we apply extreme-value theory to obtain the functional form of the
jump distribution Λ for any arbitrary individual fertility distribution with a
power-law tail.

We hypothesise that a novel mutation that increases the variability of
reproductive success is potentially under strong selection in the presence of
recurrent population bottlenecks or strong reproductive skew. Individuals
carrying such a mutation are expected to be statistically overrepresented among
the survivors of bottleneck events or relatively more likely to win a reproduction
sweepstake. In essence, sweepstake reproduction would then combine the
properties of a random lottery with features of a winner-take-all market, biasing
the outcome of evolution in favour of the novel mutation. However, unless it
also increases mean reproductive success, the trade-off for increasing variability
is that the mutation will be counter-selected during periods when no extreme
event occurs (Gillespie, 1974). In the following analysis, we quantify the relative
importance of both effects, depending on the degree of reproductive skew and
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population size. We first present mathematical results clarifying the relationship
between variants of the classical Wright-Fisher model and generalisations of the
Eldon-Wakely process (Der, Epstein and Plotkin, 2011). Next, we study the
time and probability of fixation of neutral and selected alleles, and compare the
analytical predictions against individual-based simulation results.

5.2 The Model

Our model (Figure 5.1b) is a generalisation of the classical Wright-Fisher model
with selection (Ewens, 2004) that describes the dynamics of two genotypes, A and
B, in a haploid population of fixed census sizeN . Individuals in the population are
designated by their index i = 1, 2, . . . , N , and A is the set of indices of individuals
who belong to genotype A. The frequency of genotype A in the current generation
is given by p = |A|/N , where |A| is the number of elements in set A.

Neglecting mutation, the frequency of A in the next generation, p′, is
determined by the number of descendants of individual i (yi) who are recruited
to the next generation:

p′ =
1

N

∑
i∈A

yi. (5.1)

As in the Wright-Fisher model, the family sizes yi are drawn from a multinomial
distribution with N trials and probabilities xi/

∑N
j=0 xj . Here, the xi denote the

contribution of individual i to an effectively infinite gametic pool from which the
adults of the next generation are sampled. We assume that the contributions to
the gametic pool are, in turn, sampled from genotype-specific fertility
distributions, HA(x) and HB(x) for genotype A and B, respectively. The
classical Wright-Fisher model (implicitly) considers the case that HA and HB

have finite second moments, so that, by the law of large numbers, variance in
fertility does not affect the genotype frequency in the infinite gametic pool
(Gillespie, 1974). As a consequence, it is possible to replace xi by the mean
fertility of the corresponding individual’s genotype, without affecting the model
prediction in any way. This convenient simplification is no longer warranted
when the within-generation variance in fertility is of the same order of
magnitude as the population size, as in populations with high reproductive skew
(Eldon and Wakeley, 2006b; Möhle, 2001; Huillet and Möhle, 2011). To analyse
this regime, we here assume that the (cumulative) distribution functions HA(x)
and HB(x) have power-law tails,

1−HA(x) ∼ x−αA and 1−HB(x) ∼ x−αB as x→∞. (5.2)

Furthermore, we concentrate on the regime that the tail exponents αA and αB

lie between 1 and 2, such that the mean fertilities of both genotypes, µA and µB,
are well-defined whereas their variances (and all higher moments) diverge.
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We allow two different kinds of selection to act in the population: genotype
A and B may differ in their mean fertility (µA 6= µB) or in the value of the tail
exponent (αA 6= αB). Throughout, we assume that selection is weak (i.e., there
exists a small value ε such that |HA(x)−HB(x)| < ε for all x), and we will ignore
terms that are at least one order of approximation smaller than the leading order
in N

5.3 Mathematical Analysis

The current section presents an outline of the mathematical model analysis;
derivations of the main results and technical details are provided in the
Appendix.

5.3.1 Scale and frequency of extreme reproductive events

An extreme reproductive event occurs in our model when the fertility of at least
one individual in the population is of the order of N times larger than the mean
fertility. Intuitively, such events are predicted to be rare in a large population,
even when the fertility distributions have a power-law tail. Furthermore, if
individual fertilities are uncorrelated, it is exceptionally unlikely to observe
multiple individuals with extreme reproductive success in a single generation.
Assume, therefore, that there is only a single individual with extreme
reproductive success in each reproduction sweepstake and let x̂ denote its
fertility. The relative contribution of this individual to the gametic pool, λ(x̂), is
given by

x̂

x̂+
∑
i:xi<x̂

xi
≈ x̂

x̂+N m1(x̂)
= λ(x̂). (5.3)

Here, m1(x̂) represents the first moment of the fertility distribution for
individuals other than the individual with extreme reproductive success. The
conditional expectation m1(x̂) is approximated by m1(x̂) ≈ H(x̂)−1

∫ x̂
0
z h(z) dz

if selection is weak. Here, H(x) is the average cumulative fertility distribution
and h(x) = d

dxH(x) is the corresponding probability density function. For weak
selection, we may initially ignore the fact that H(x) is a mixture of two
distributions (HA(x) and HB(x)) with distinct power-law tails, and model H(x)
as a fat-tailed distribution with approximate mean µ = (µA + µB)/2 and tail
exponent α = (αA + αB)/2 (1 < α < 2).

Next, let us consider once more the individual with extreme reproductive
success and derive the distribution of its fertility x̂. A proof by mathematical
induction shows that the highest fertility z observed in a sample of n individuals
follows a cumulative distribution Fn(z) = H(z)n. Extreme value theory (Coles,
2001) now predicts that Fn converges to one of three possible families of
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extreme-value distributions in the limit n → ∞. For any H with a power-law
tail and positive support, the relevant limiting distribution is a Fréchet
distribution, Fn(z; α, β) = exp(−n (β z)−α), with α identical to the tail
exponent of the individual fertility distribution H. The second parameter of the
distribution, β, is a positive scale parameter inversely proportional to the mean
fertility µ.

A key implication of the convergence of Fn(z) to a Fréchet extreme value
distribution is that our results readily generalise across individual fertility
distributions that share the same tail exponent (after a suitable rescaling of the
mean fertility), irrespective of the shape of the body of the fertility distribution.
Therefore, we can choose without loss of generality one example of a fat-tailed
fertility distribution to illustrate our results. The numerical analyses in the
current paper (see Appendix for methods) assume that fertilities are drawn from
an inverse gamma distribution H(x) = Γ(α, (α − 1)µ/x) /Γ(α) with mean µ
and tail exponent α. For this distribution, β = µ−1 Γ(α+ 1)1/α/(α− 1).

The limiting behaviour of Fn yields two additional insights into the properties
of extreme reproductive events and their scaling in relation to population size.
First, the maximum fertility observed in any single generation is distributed as
FN (x̂) ≈ FN (x̂; α, β) = exp(−N (β x̂)−α), implying that the magnitude of x̂
scales with population size as x̂ ∼ N1/α. As the maximum fertility grows slower
than N , λ(x̂) is expected to be small in a large population. Therefore, it is
unlikely to observe a large jump in allele frequency in any single generation.
Second, the maximum fertility observed over a period of τ generations, x̂τ , is
distributed according to FτN (x̂τ ) ≈ FτN (x̂τ ; α, β) = exp(−τ N (β x̂τ )−α). From
here, it follows that extreme reproductive events (x̂τ ∼ N) occur on a time-scale
of τ = Nα−1 generations. While this results confirms the earlier intuition that
sweepstake reproduction events become increasingly rare in large populations,
their frequency can also be seen to decline less rapidly than 1/N .

5.3.2 Effective population size and the rate of genetic drift

After determining the contributions of all individuals to the gametic pool, the
family sizes are drawn from a multinomial distribution with N trials and
probabilities xi/(xi + (N − 1)m1(x̂)). Based on this information, we calculated
the variance of the offspring probability distribution (Eq. S5.2 in the
Appendix), σ2(x̂), which is proportional to the rate of genetic drift. The
resulting expression,

σ2(x̂) = N λ(x̂)2 + (1− λ(x̂))2 m2(x̂)

m1(x̂)2
, (5.4)

shows that the offspring variance consists of two components, one reflecting the
variance associated with the reproduction of the most fertile individual, the other
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Figure 5.2. Effective population size and the rate of genetic drift. Coloured lines represent
values of Ne (a) and the drift coefficients c′N and c′′N (b, c) found by numerically evaluating equations
(5.5)-(5.6) for a range of population sizes and tail exponents. In order to check these results, we
recorded the maximum fertility, and the mean and the variance of the other fertilities in a stochastic
individual-based simulation with fertilities drawn from an inverse gamma distribution (see Appendix
for further methods), and used these values to obtain simulation estimates of Ne, c′N and c′′N (filled
circles). The close match between the simulated values and the analytical prediction confirms that
the distribution of the maximum fertility rapidly converges to a Fréchet distribution with qualitative
properties determined exclusively by the tail of extreme fertilities.

representing the variance contributed by demographic stochasticity in the rest of
the population (cf. Der, Epstein and Plotkin (2012b)). The latter component is
proportional to m2(x̂) = H(x̂)−1

∫ x̂
0
z2 h(z) dz, the second moment of the fertility

distribution after excluding the individual with the maximum contribution to the
gametic pool.

The variance effective population size (Ne) is obtained as the harmonic mean
of N/σ2(x̂) (Ewens, 2004), averaged over the distribution of the maximum fertility
within a single generation. Using the decomposition of the offspring variance (Eq.
5.4), the result is written as

Ne =
N∫

σ2(x̂) dFN (x̂; α, β)
=

1

c′N + c′′N
. (5.5)
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Here,
c′N =

∫
λ(x̂)2 dFN (x̂; α, β) and

c′′N = N−1
∫

(1− λ(x̂))2 m2(x̂)
m1(x̂)2 dFN (x̂; α, β)

(5.6)

are two coefficients that quantify the rate of genetic drift (Möhle, 2001; Der,
Epstein and Plotkin, 2011) caused by sweepstake reproduction events and regular
demographic stochasticity occurring in periods between such events, respectively.
The two rates scale differently with population size (c′N ∼ N1−α versus c′′N ∼
N2/α−2; Eqs. S5.6 and S5.7 in the Appendix; Figure 5.2bc). In particular,
drift due to sweepstake reproduction is predicted to dominate in the limit of
infinite population size. However, the difference between the scaling exponents is
often small, suggesting that both contributions to genetic drift may need to be
considered in largish populations.

5.3.3 Expected allele frequency change

Classical theory predicts that the mean change of the allele frequency per
generation is given by ∆p = s p (1 − p), where p (1 − p) is the genetic variance
and s ≈ (µA − µB)/µ is a selection coefficient that quantifies the relative
difference between the average fertility of genotype A and B. Directly applying
this result to populations with skewed fertilities is problematic, because the
derivation of the selection equation relies on the assumption that the standard
error of the mean fertility is negligible. We therefore develop a more careful
treatment of selection, taking into account that genotypes may not only differ in
mean fertility, but also in the heaviness of the tail of their fertility distribution.
All else being equal, a genotype with a smaller tail exponent (higher variability)
is expected to be overrepresented among the individuals with extreme
reproductive success in a large population, but is disfavoured in generations
between reproduction sweepstakes, due to its on average lower fertilities in the
body of the fertility distribution.

The analysis in the Appendix confirms that the expected allele frequency
change induced by selection is a mixture of two components, one reflecting the
biased representation of genotypes among the individuals with extreme
reproductive success, the other associated with differences in average fertility
among the remaining individuals. To be exact, we find that

∆p = p (1− p) (s′N + s′′N ), (5.7)

where

s′N =

∫
λ(x̂)

hA(x̂)− hB(x̂)

h(x̂)
dFN (x̂; α, β) (5.8)

quantifies the relative success of genotype A in the contest for extreme
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reproductive success, and

s′′N =

∫
(1− λ(x̂))

∫ x̂
0
z (hA(z)− hB(z)) dz∫ x̂

0
z h(z) dz

) dFN (x̂; α, β) (5.9)

measures the fertility advantage of genotype A among non-extreme individuals.
In these expressions, hA(x) = d

dxHA(x) and hB(x) = d
dxHB(x) are the fertility

probability density functions for genotype A and B, respectively.

5.3.4 Time and probability of fixation

We next determine the time and probability of fixation by means of the
Kolmogorov backward equation method for continuous Markov processes, whose
application to population genetics was pioneered by Kimura et al. (Kimura,
1962a; Kimura and Ohta, 1969). The backward equation describes the change of
u(p, t), the probability that genotype A becomes fixed at generation t, given
that its initial frequency at time t = 0 was equal to p.

Following the analysis in the Appendix, we initially concentrate on a continuum
limit of the model that describes genetic drift as a mixture of a jump process and a
diffusion process with rates c′N and c′′N , respectively. An additional term captures
the effect of selection. Since the expected allele frequency change is dominated by
the generations between extreme reproductive events, this term takes the form of
the standard first-order advection term in Kimura’s diffusion approximation but
with an adjusted selection coefficient s′N + s′′N :

∂u(p, t)

∂t
= p (1− p) (s′N + s′′N )

∂u(p, t)

∂p
+

c′N

∫
p u(p+(1−p)λ, t)−u(p, t)+(1−p)u(p−p λ, t)

λ2 dΛN (λ; α, β)

+
1

2
c′′N p (1− p) ∂

2u(p, t)

∂p2
. (5.10)

The jump-process term (on the second line of the equation) occurs in the form of
a drift operator of a two-type Λ-Fleming-Viot process (Fleming and Viot, 1979;
Möhle, 2001; Der, Epstein and Plotkin, 2012b; Der and Plotkin, 2014). Here,
ΛN (λ; α, β) represents the size distribution of the allele-frequency jumps that
occur during occasional reproduction sweepstakes.

The jump size distribution is derived from the Fréchet extreme value
distribution of the maximum fertility during extreme reproductive events. In
the limit of infinite population size, it converges to

Λ∞(λ; α, β) = lim
N→∞

FτN
(
N µλ

1− λ
; α, β

)
= e−( 1

β µ
1−λ
λ )

α

. (5.11)
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Figure 5.3. Convergence of the distribution of jump sizes to its infinite population size
limit. Probability density functions of the jump size distribution ΛN were computed for α = 1.25
(orange/grey curves) and α = 1.75 (blue/grey curves) across a range of population sizes. Due
to the fact that m1(x̂) approaches the value of µ in a large population, ΛN converges to a limiting
distribution with probability density function d

dλ
Λ∞(λ; α, β) (thick dashed curves; Equation (5.11)).

Simulated distributions of λ (indicated by filled circles; shown for N = 32, 1024, 215 and 220) were
obtained by recording 10,000 values of the highest fertility observed over a period of τ = Nα−1

generations and the relative contribution to the gametic pool by the most fertile individual.

The finite population form of the jump size distribution, ΛN (λ; α, β), takes into
account that m1(x̂τ ) converges only slowly to µ as N increases (see Appendix and
Figure 5.3).

In order to disentangle the contributions of the different terms in Eq. (5.10),
we also considered two additional backward equations that emerge as alternative
continuum limits of the model. The first alternative applies when the jump size
distribution ΛN (λ; α, β) is concentrated near zero. In that case, the jump process
operator on the second line of Eq. (5.10) behaves similar to a standard diffusion
term 1

2 c
′
N p (1− p) ∂

2

∂p2u(p, t), such that the backward equation simplifies to:

∂u(p, t)

∂t
= p (1− p) (s′N + s′′N )

∂u(p, t)

∂p

+
1

2
(c′N + c′′N ) p (1− p) ∂

2u(p, t)

∂p2
. (5.12)

Note that the term on the second line is identical to the familiar Kimura drift
term given that c′N + c′′N = N−1

e (5.5). Hence, in the limit of small jumps in
allele frequency, the continuum limit of the model reduces to a standard diffusion
process with a modified selection coefficient.

The second alternative equation that we consider is identical to (5.12),
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except for the fact that s′N and s′′N are replaced by their infinite population size
limits limN→∞ s

′
N = 0 and limN→∞ s

′′
N = s, respectively. After simplifying, the

equation reduces to the familiar Kimura diffusion approximation:

∂u(p, t)

∂t
= s p (1− p) ∂u(p, t)

∂p
+

1

2

p (1− p)
Ne

∂2u(p, t)

∂p2
, (5.13)

with Ne given by (5.5), and s = (µA − µB)/µ representing the standard selection
coefficient.

Analytical solutions for the probability of fixation of genotype A, Pfix(p) =
limt→∞ u(p, t), and its average time of fixation (excluding the cases in which
genotype A is lost),

Tfix(p) =

∫∞
0
t ∂u(p,t)

∂t dt

Pfix(p)
(5.14)

are available for Eqs. (5.12) and (5.13) (Kimura, 1962a; Kimura and Ohta, 1969;
Ewens, 2004). Closed-form solutions of these quantities cannot be obtained for Eq.
(5.10), due to the complicated form of its drift operator (but see Der, Epstein and
Plotkin (2012b) for an analytical lower bound on Pfix). We therefore discretised
Eq. (5.10) and used standard matrix methods (Otto and Day, 2011) to obtain
numerical estimates of the time and probability of fixation.

5.4 Simulation Results

5.4.1 Neutral evolution

Individual-based simulations were performed to evaluate the accuracy of the
distinct continuum limits (Eqs. (5.10), (5.12) and (5.13)). We first verified that
Pfix(p) = p when evolution is neutral (µA = µB and αA = αB; data not shown).
The same simulations indicated that the standard result
Tfix(p) = −2Ne ln(p) (1− p)/p, derived from Eq. (5.12) or (5.13) in the absence
of selection (Kimura and Ohta, 1969), consistently underestimates the mean
time to fixation (Figure 5.4; dashed lines). The jump-diffusion equation (5.10),
by contrast, predicts a delayed time to fixation that is in agreement with the
simulation results for intermediate values of α (Figure 5.4; solid lines).
Discrepancies remain at high population sizes for low values of α, and at low
population sizes for high values of α. These are likely due to variation in the
timing of extreme reproductive events, a source of stochasticity that is
important at the time-scale of fixation events, but ignored in the continuum
limit of the model. This variation is particularly prominent in populations of
small effective size, when fixation occurs after a few extreme reproductive events
and the rate of regular drift is relatively low (i.e., at low α in large populations),
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Figure 5.4. Delayed fixation in populations with reproductive sweepstakes. Coloured
lines indicate the mean time to fixation of a neutral allele segregating at initial frequency p = 0.5,
as predicted by the jump-diffusion equation (5.10) (solid lines) for 10 different values of the tail
exponent α. Dashed lines in matching colours represent the corresponding classical result Tfix(p) =
−2Ne ln(p) (1− p)/p, derived from (5.12) or (5.13) with no selection (s′N = s′′N = s = 0). Symbols
with error bars indicate the estimate and the 95% confidence interval of the mean time to fixation
determined from 1000 individual-based simulations of fixation events per datapoint. Note that the
time to fixation is short relative to population size, due to the sublinear scaling of Ne with N .
Yet, compared to a Wright-Fisher population of the same effective size (dashed lines), it takes on
average 20% longer to reach fixation in a population with reproductive sweepstakes (solid lines and
datapoints).

or when allele-frequency jumps tend to be rare but large (i.e., at high α in small
populations).

5.4.2 Adaptive evolution

As expected, fixation probabilities deviate from the initial genotype frequency in
the presence of fertility differences between genotypes. Three distinct mechanisms
contribute to the observed bias, with relative impacts depending on the difference
between fertility distributions, the initial allele frequency and the population size.
Figure 5.5 shows the combined effect of all three, for the case that genotype A is
initially present at a lower initial frequency (p = 0.125), more variable in fertility
(αA < αB), and more fertile on average than genotype B (µA > µB). The three
sections of Supplementary Figure S-5.3 (in comparison to Figure 5.5) reveal the
role of each mechanism acting in isolation.

The first mechanism – selection due to the relative advantage of genotype A
in mean fertility – dominates other sources of selection and genetic drift in large
populations. As a result, the probability of fixation eventually increases as a
function of population size, even though the convergence of s′N (Figure 5.5b)
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Figure 5.5. Probabilities of fixation for genotypes differing in mean fertility and tail
exponent. (a) Symbols indicate the fixation probability of genotype A as a function of population
size, for nine different combinations of tail exponents αA and αB (represented by different hues;
see legend). Errors bars denote the 95% confidence interval for the fixation probability estimate,
based on 1000 replicate individual-based simulations per data point. All populations were initialised
at genotype frequency p = 0.125. Apart from the difference in tail exponent, genotype A and B
also differed in mean fertility (µA = 1.005, µB = 0.995). Selection favours genotype A in large
populations, owing to its advantage in mean fertility, but genotype B has higher fitness (Pfix < p =
0.125) in populations of small effective size, due to selection against variation in fertility. Solid,
dashed and dotted lines show the fixation probabilities predicted by the backward equations (5.10),
(5.12) and (5.13), respectively. The deviation between the solid and dashed curves quantifies the
extent of selection amplification in the jump-diffusion model (Eq. 5.10), which is mirrored by a
corresponding effect in the simulations. (b, c) Selection coefficients quantifying the bias induced
by extreme reproductive events (s′N ) and normal reproduction (s′′N ) as a function of population
size; the curve for αA = 1.05 and αB = 1.15 (magenta) is off scale in (c). In the limit of infinite
population size, s′N converges to zero, whereas s′′N converges to the standard selection coefficient,
s ≈ (µA − µB)/µ = 0.01, determined by the difference in mean fertility.

and s′′N (Figure 5.5c) towards the infinite-population-size limit
(limN→∞ s

′
N + s′′N = (µA − µB)/µ ≈ 0.01) can be very slow, as observed for the

three lowest combinations of αA and αB. Selection on mean fertility, when
acting in isolation, is accurately modelled by Kimura’s classical diffusion
approximation (Eq. 5.13; Figure S-5.3a–c), although its predictions for the more
complex case considered in Figure 5.5 (dotted lines in panel a) match poorly
with the simulation results (symbols with error bars). The observed discrepancy
is not surprising, given that the classical equation does not take into account the
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unequal representation of genotype A and B among individuals with extreme
success when the two genotypes differ in tail exponent.

In fact, differences in the shape of the fertility distributions invariably
generate selection against the genotype with the smaller tail exponent, for which
the variability of fertility is greater. The relative importance of this second
mechanism, however, diminishes in large populations, because the strength of
selection on the variability of the fertility distribution is inversely proportional
to the population size (Gillespie, 1974). As the rate of drift diminishes in the
same manner, the bias in the probability of fixation due to variation in tail
exponent depends only weakly on population size. The diffusion equation with
net selection coefficient s′N + s′′N (Eq. 5.12) accurately captures this pattern and
predicts fixation probabilities that are in agreement with the values from
individual-based simulations for the case that genotype A and B differ only in
tail exponent (Figure S-5.3d; αA < αB and µA = µB). Moreover, figure S-5.3e
and f confirm the hypothesised twofold effect of variation in tail exponent: in
large populations, genotype A is statistically overrepresented among the winners
of reproduction sweepstakes (s′N > 0; S-5.3e) but underrepresented among the
gametes contributed by other individuals to the gametic pool (s′′N < 0; S-5.3f).
Importantly, the negative effect outweighs the positive effect, consistent with the
observation that selection invariably favours lower variability in fertility.

Diffusion equation (5.12) continues to provide an accurate prediction for the
probability of fixation when genotype A is both more variable in fertility than
genotype B, and more fertile on average (αA < αB and µA > µB), but only if
both genotypes are initially common (S-5.3g–i; p = 0.5). In Figure 5.5, by
contrast, genotype A is initially less frequent than genotype B (p = 0.125).
Here, we observe a notable discrepancy between the simulation results and the
predictions generated by the diffusion model (Eq. 5.12; dashed lines in Figure
5.5a). Responsible for this deviation is selection amplification, the third
mechanism contributing to biased fixation. Selection amplification, described
previously by Der, Epstein and Plotkin (2012b) for the Eldon-Wakeley model,
occurs because populations with high reproductive skew offer favourable
conditions for the initial spread of rare beneficial alleles. Usually, a novel allele
first appears in the population in a period between bottleneck events, when drift
is relatively weak. Therefore, a beneficial allele, which can still easily be lost
from the population while it is rare, is less exposed to random frequency
fluctuations during the critical phase of its initial invasion. By the time the first
bottleneck occurs, the allele is likely to have already spread to high frequency.
As a result, beneficial alleles reach fixation with a considerably higher
probability than predicted for an equivalent Wright-Fisher population with the
same effective size.

The comparison between the dashed and solid curves in Figure 5.5a shows
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the degree of selection amplification predicted by the jump-diffusion equation
(5.13), which appears to overestimate the magnitude of the effect observed in
simulations of large populations. An exploration of other parameter
combinations indicates that the mismatch is a consequence of the weak selection
approximation underlying Eq. (5.13), which ignores the dependency of the
effective population size on the allele frequency in a population with variation in
tail exponent. Throughout, the degree of selection amplification is modest
relative to what was observed by Der, Epstein and Plotkin (2012b). The reason
is that there is a clear dichotomy between generations with and without extreme
reproductive events in the Eldon-Wakeley model (reflected by either a very high,
or a very low offspring variance), whereas, in our model, the offspring variance
fluctuates between generations along a continuous scale. As a consequence,
between-generation heterogeneity in the rate of drift is attenuated, moderating
the degree of selection amplification.

5.5 Discussion

Selection can act in two different ways in populations with skewed fertilities.
First, when genotypes vary in mean fertility, this creates a consistent bias in the
transmission of genes from each generation to the next. Second, when genotypes
vary in the shape of the offspring distribution, this causes one variant to be
statistically overrepresented among individuals with extreme (high or low)
reproductive success. While selection on the variability of the offspring
distribution rapidly decreases in potency as a function of population size in
classical population genetic models, we illustrated that it is upheld over a much
larger range of population sizes by sweepstake reproduction, which tends to
favour one genotype in generations with high reproductive skew, whereas the
other enjoys an advantage in generations with more equal reproduction.

We quantified the strength of both forms of selection and the rate of drift
in a family of generalised Wright-Fisher population models that allow for rare
extreme reproductive events (Figure 5.1b). Individual-based simulations of these
models for a range of population sizes and different degrees of reproductive skew
show that lowering the within-generation variability of offspring number increases
the evolutionary success (measured by the probability of fixation) of a genotype,
but this effect is overshadowed in large populations by any existing difference
in mean fertility. An implication is that, if one genotype exhibits less variation
and lower mean fertility than another, selection can switch direction depending
on population size, favouring the first genotype in small, but the second in large
populations (Figure 5.5).
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Figure 5.6. Skewed fitness distributions associated with alternative movement
strategies in a model of bacterial chemotaxis. The ability of E. coli bacteria to direct
their movement towards environmental attractant gradients (chemotaxis) is mediated by a small
protein-protein interaction network that tranduces information from membrane receptors into a
signal controlling the flagellar motor complex. A systems-biology model of this network was
integrated into a stochastic simulation of swimming behaviour, in order to reconstruct the movement
trajectory of individual cells (Nakauma and van Doorn, 2017). The model was applied to identify
network parameters (protein concentrations and interaction coefficients) that maximised chemotactic
performance in a static, spatially heterogeneous environment, using an evolutionary search algorithm.
Panels (a) and (b) show the movement trajectories of cells (within a spherical focal area of 3D space,
units are in mm) for two evolved networks with high chemotactic performance; the yellow regions
correspond to areas of high attractant concentration. Bacteria in (a) tumble much more than in
(b), causing them to be less efficient at climbing gradients, but better able to maintain position
at an attractant peak. (c) The alternative movement strategies of (a) and (b) are associated with
fitness distributions (represented by red and blue, respectively) that differ in mean, variance and
skewness. (d) Fixation probability of strategy (a) in simple pairwise competition with strategy (b)
(ignoring frequency-dependence mediated by attractant consumption and depletion), for a range of
population sizes and different initial frequencies (p = 0.5, orange; p = 0.25, yellow; p = 0.125, light-
green; p = 0.0625, dark-green). Data points with error bars indicate the fixation probability estimate
based on 1000 replicate simulations and its 95% confidence interval; dashed lines indicate the neutral
expectation for each initial frequency. The relative difference in mean fitness, calculated from the
distributions in (c), is s = 0.037, yet genotype (b) is favoured by selection in small populations up
to size N = 64.

5.5.1 Skewed offspring distributions in biological populations

A potentially far-reaching implication of the analysis presented here is that the
traditional selection coefficient, calculated from differences in mean reproductive
success, may fail to predict the outcome of evolution over a range of biologically
relevant population sizes (e.g., up to N ∼ 104 in Figure 5.5a). This begs the
question how representative the model assumptions are of natural biological
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populations. A definitive answer is hard to give, given that very few studies so
far have attempted to discriminate between sweepstake reproduction and
classical models of drift based on time-series of allele-frequency data. Der,
Epstein and Plotkin (2011) provide an example of such an analysis, using data
from Buri’s classical experiment on genetic drift in small Drosophila populations
(Buri, 1956), and arrive at the conclusion that the observed patterns are best
explained by a mixture of diffusive and non-diffusive components of drift.

Several studies motivate the biological relevance of sweepstake reproduction
models by demonstrating that the Wright-Fisher process occupies an extreme
corner of a large space of possible population processes. For example, among
processes with the same effective population size, the Wright-Fisher process
minimises the equilibrium genetic diversity and exhibits the shortest time to
fixation for new mutants, as well as the lowest probability of fixation for
beneficial alleles. This mathematical argument, however, is challenged by our
observation that – all else being equal – genotypes with a higher tail exponent
are favoured by selection. In other words, in the presence of genetic variation for
the shape of the offspring distribution, selection would tend to push populations
with sweepstake reproduction towards the domain of the Wright-Fisher process.
The picture is more complex if mutations that suppress the tail of the fertility
distribution also tend to lower mean offspring number, as one would at first
sight expect. In that case, reproductive skew may actually evolve to become
more extreme, as a pleiotropic side-effect of selection maximising mean fertility.
According to our analysis, this process occurs more easily in species with high
population size, suggesting that these may be more likely to evolve sweepstake
reproduction.

Whether sweepstake reproduction is, in fact, an evolvable trait – as opposed
to a mode of reproduction entirely imposed by the environment – remains
largely unexplored. There are some indications that variation in reproductive
success in marine organisms with sweepstake reproduction may partly be under
genetic control (with possible pleiotropic effects elsewhere in the lifecycle). For
instance, a parentage analysis on outbred crosses revealed that the high variance
of reproductive success in the Pacific oyster is partially explained by genetic
factors influencing sperm-egg interactions and offspring viability (Boudry et al.,
2002). Several additional candidates of genetic factors that control the shape
and location of a skewed offspring distribution are found among genes that
control phenotypic heterogeneity in bacteria (Veening, Smits and Kuipers,
2008), such as those involved in the onset of sporulation in Bacillus subtilis. B.
subtilis endospores are formed by a subpopulation of cells, following an energy-
and time-consuming differentiation process, which allows the subpopulation to
survive harsh conditions in a dormant state (Nicholson et al., 2000; Eichenberger
et al., 2004). Mutations in the regulation of sporulation thus generally trade-off
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phenotypic variability against a high population growth rate under favourable
conditions. Another example of phenotypic heterogeneity in bacteria comes from
a computational study of the evolution of the signalling network that governs
chemotactic behaviour in Escherichia coli (Nakauma and van Doorn, 2017).
Here, different networks, evolved to optimise chemotactic performance under the
same environmental conditions, induce contrasting movement strategies, which
are associated with large differences in the distribution of chemotactic
performance (considered as a proxy for fitness) within a generation (Figure 5.6).

A closer look at these simulations reveals that Figure 5.6d replicates the
pattern observed in Figure 5.5a, indicating that our findings generalise
qualitatively across different classes of skewed fitness distributions. Still, the
fact that both distributions in Figure 5.6c decay faster than an exponential and
have a finite upper bound restricts the range of population sizes for which the
shape of the fitness distribution (rather than its mean) is the main target of
selection on chemotactic efficiency. This point is most clearly reflected by the
different horizontal scales of Figure 5.5a and 5.6d.

In our analysis, only distributions with a heavy right tail give rise to a
scale-free occurrence of sweepstake reproduction events, critically altering the
properties of drift in the infinite population size limit. Nevertheless, from a
biological perspective, assuming heavy-tailed distributions may seem
questionable, considering that organisms can produce only a finite number of
gametes. The crucial issue for deciding whether a power-law model is
appropriate, however, is not whether there is no biological limit to the number
of offspring that can be produced by single individual, but whether a single
individual is capable, given the current population size, of producing a family
size of the same order of magnitude as the total number of offspring contributed
to the next generation by all other individuals, and whether such extreme events
occur on the same time-scale as the retention time of a neutral mutation. Möhle
(2001) gives a formal condition reflecting this notion, based on the rate of triple-
versus binary-merger coalescence events.

5.5.2 Connections with existing theory

By its focus on extreme reproductive events and properties of the tail of the
fertility distribution, our analysis is markedly different from earlier work on
within-generation variation in fitness, yet some of the conclusions are identical.
In particular, Gillespie (1974), noted earlier that the strength of selection on
within-generation variance in offspring number is inversely proportional to
population size, and that its force relative to the effect of drift therefore remains
constant as a function of N (in contrast to selection on mean fertility, which
dominates drift in large populations; Kimura (1962a)). Our results broaden this
finding by showing, for populations with sweepstake reproduction, that

142



Sweepstake Reproduction Meets Selection

differential variation in fitness influences evolution under broader conditions
(e.g., without having to assume a finite-size gametic pool; cf. Gillespie (1974))
and for a much wider range of population sizes than predicted by classical
reproduction models. This is a direct consequence of the qualitatively different
ways by which drift and selection scale with N in populations with high
reproductive skew (Eldon and Wakeley, 2006b; Der, Epstein and Plotkin, 2011).

Further insight into these scaling relationships is offered by Eq. (5.10), the
continuum approximation of our model in the form of a jump-diffusion equation.
Here, selection is split into two contributions, s′N ∼ N1/α−1 (Eq. (5.8);
quantifying the biased representation of genotype A among individuals with
maximum fertility) and s′′N ∼ N0 (Eq. (5.9); quantifying the selective advantage
among the remaining individuals). Whereas both components of selection result
in a continuous change of allele frequency across generations, the effect of drift
is decomposed into a continuous diffusion term (with rate c′′N ∼ N1/α−1; Eq 5.6)
and a discontinuous jump term (with rate c′N ∼ N1−α; Eq 5.6), modelling the
instantaneous change in allele frequency associated with a sweepstake event.
The different ways selection and drift are incorporated in the continuum limit
derives from the distinct behaviour of the first and second moment of the
fertility distribution in the regime 1 < α < 2. Alternative limits emerge in other
cases: for example, Kimura’s diffusion approximation is the appropriate limit
when the second moment is finite (α > 2) (Möhle, 2001; Der, Epstein and
Plotkin, 2011), and for α < 1, where the first moment diverges, it becomes
necessary to incorporate different rates for upward and downward allele
frequency jumps. We suspect that selection on the tail of the fertility
distribution may have even more prominent effects in this regime, but note that
fertility distributions without a well-defined mean do not appear to be very
realistic.

The jump-diffusion model of Eq. (5.10) reduces to a diffusion equation (Eq.
5.12) under the assumption of small allele-frequency jumps, from which we
recover Kimura’s classical diffusion approximation (Eq. 5.13) in the limit that
s′N + s′′N converges to s, the classical coefficient of selection. Apart from
illustrating the connection between our model and classical theory, these
successive simplifications also establish a link between phenomena observed in
the individual-based simulations and specific terms of the jump-diffusion
equation. In particular, modelling drift by a jump-diffusion operator is essential
to capture selection amplification for rare beneficial alleles (Figure 5.5a), but is
not necessary to accurately predict the probability of fixation of common allleles
(Figure S-5.3g). Similarly, the decomposition of the selection coefficient, which
distinguishes Eq. (5.12) from (5.13), is critical for capturing selection on the
shape of the fertility distribution (Figure S-5.3d), without being essential for
predicting the probability of fixation of a genotype that deviates only in mean
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fertility (Figure S-5.3a).
An alternative way of simplifying Eq. (5.10) is to retain only the leading

order terms (with coefficients s′′N and c′N ). The resulting model is then equivalent
to the continuum limit of the Eldon-Wakeley process with selection, which was
previously analysed by Der, Epstein and Plotkin (2011) and Der, Epstein and
Plotkin (2012b). Because the subleading terms (with coefficients s′N and c′′N )
decay extremely slowly in relative magnitude (cf., for example, Figure 5.2b and c),
the reduced model provides a poor fit to our individual-based simulation results.
Nevertheless, it behaves qualitatively similar with respect to key signatures of
sweepstake reproduction: a sublinear scaling of effective population size, a delayed
fixation of neutral alleles, and selection amplification. This indicates that the
generalised Wright-Fisher process and the Eldon-Wakeley process, despite being
based on rather different reproduction models and biological assumptions, share
many properties in the large population-size limit. Formal analyses show that
these generalities extend over a broad class of models with skewed fertilities, which
all give rise to multiple-merger coalescent processes backwards in time (Huillet
and Möhle, 2011).

As a final note, we suggest that our analysis may assist to guide the choice of a
drift measure in Λ-coalescent models. In particular, we show that the distribution
Λ is derived from one of the extreme-value distributions under the assumption
that individual fertilities are independent and identical in distribution. For the
purpose of modelling sweepstake reproduction, it seems reasonable to assume that
the fertility distribution has a power-law tail, which implies that the distribution
of extreme fertilities converges to Fréchet.
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Supporting Information

S5.1 Simulation Methods

Simulation results were produced by running a parallelised, individual-based,
C++ implementation of the model on a GPU. The simulation algorithm
essentially followed Figure 5.1b and accompanying text, without requiring that
selection is weak or that only a single individual has high fertility at the time of
a reproduction sweepstake. Fertilities were first drawn independently for each
individual in the population. For genotype A, these were sampled from an
inverse gamma distribution

HA(x) =
Γ
(
αA, (αA − 1)µA

x

)
Γ (αA)

,

where Γ(α, z) =
∫∞
z
ξα−1 exp(−ξ) dξ denotes the upper incomplete gamma

function. Fertilities for genotype B were similarly drawn from an inverse gamma
distribution with mean µB and tail exponent αB. After determining the
fertilities of all individuals, the number of individuals of genotype A in the next
generation was drawn from a binomial distribution with N trials and probability

yA =

∑
i∈A xi∑N
i=1 xi

These two steps were repeated until one of genotypes reached fixation. A large
number of replicates (typically, 1000) were run to be able to estimate the
probability and mean time to fixation. Data for estimating the effective
population size, the drift coefficients (Figure 5.2) and the jump size distribution
(Figure 5.3) were accumulated over multiple replicates.

The inverse gamma distribution was taken as an arbitrary example of a
distribution with positive support and a right tail that decays as a power law
(Figure S-5.1). Other such distributions (e.g., simple power laws or the
log-logistic distribution) have the same (Fréchet) extreme value distribution.
For this reason, the results do not depend on the exact choice of the individual
fertility distribution apart from a scaling parameter β which quantifies the
weight of the body relative to the tail of the fertility distribution. This
parameter also appears in the jump size distribution ΛN (λ; α, β) (Eq. 5.11).

The maximum fertility observed in a sample of n values drawn from an
inverse gamma distribution with mean µ and tail exponent α follows (by good
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approximation; Figure S-5.2) a Fréchet distribution
Fn(x̂; α, β) = exp(−n (β x̂)−α) with β = µ−1 Γ(α + 1)1/α/(α − 1) (this is the
value that was used in all numerical work). In addition, the body of the fertility
distribution influences the moments m(x̂) and v(x̂) that determine the drift
coefficient c′′N (Eq. 5.6) and also appears in the integrand of the selection
coefficient s′′N (Eq. 5.9); as a result, the exact shape of the fertility distribution
may affect how quickly c′′N and s′′N converge on their predicted scaling
relationship.

S5.2 Mathematical derivation of the continuum
approximation

Reproduction model and effective population size

We consider a population of fixed size N with non-overlapping generations, in
which the genes carried by individuals in generation t + 1 are sampled from an
effectively infinite pool of gametes produced by the individuals in generation t.
For now, it is assumed that all individuals have the same expected contribution
to the gamete pool. However, their realised contributions are allowed to vary due
to stochastic events prior to the production of gametes (e.g., variable conditions
at the juvenile stage). We therefore use a random variable Xi to denote the
contribution of individual i = 1, 2, . . . N to the gamete pool and will refer to Xi

as the fertility of individual i. Given a particular realisation x1, x2, . . . xN of
these fertilities, the number of offspring Yi descending from individual i follows
a multinomial distribution with N trials and probabilities xi/(Nx̄). Accordingly,
the offspring numbers satisfy the condition Y1+Y2+. . .+YN = N and the expected
number of descendants of individual i at generation t + 1 is E[Yi] = xi/x̄, where
x̄ = 1

N

∑
i xi is the realised mean fertility.

Since we are interested in the case that reproductive success is highly
variable, we assume that the Xi are distributed according to a skewed
cumulative distribution function H(x) with a power-law tail (1 − H(x) ∼ x−α

for large x). When the tail exponent α lies between the values 1 and 2, the Xi

have a well-defined mean but an infinite variance. Occasionally, it will then
happen that a single individual has an exceptionally high reproductive success
such that it produces a substantial fraction of the gamete pool. As a result, its
expected family size can be O[N ] times larger than the average number of
offspring produced per individual, causing the equivalent of a population
bottleneck and an associated reduction of genetic variation.

Our reproductive model is an example of a skewed Cannings model if the
fertilities Xi are identical in distribution. A permutation argument (Huillet and
Möhle, 2011) demonstrates that any model in this class is equivalent to a standard
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exchangeable Cannings model, for which the effective population size Ne is given
by

Ne =
N − 1

2

σ2

(Ewens, 2004). In this expression, σ2 is the variance of the offspring probability
distribution. In order to calculate this variance, let x̂ = maxi(xi) denote the
fertility of the most productive individual ı̂ = arg maxi(xi) in the current
generation. The number of offspring produced by this individual (Ŷ = Yı̂)
follows a binomial distribution with N trials and probability

x̂

x̂+
∑
i 6=ı̂ xi

≈ x̂

x̂+N m1(x̂)
= λ(x̂),

where m1(x̂) = E[Xi |Xi ≤ x̂] is the expected number of offspring produced
by individuals other than ı̂. The approximation step in the definition of λ(x̂)
reflects an application of the law of large numbers where terms of order N−1 were
dropped. Below, we repeatedly apply similar approximations, consistent with our
objective to characterise the scaling behaviour of the model in the limit of large
population size.

Given a particular realisation ŷ = yı̂ of the family size of the most fecund
individual, the family sizes of the other individuals follow a multinomial
distribution with expectations

E[Yi | Ŷ = ŷ] = (N − ŷ)
xi

N m1(x̂)

and conditional variances

var[Yi | Ŷ = ŷ] = (N − ŷ)
xi

N m1(x̂)

(
1− xi

N m1(x̂)

)
.

Using these results, the variance of the offspring probability distribution is
computed as the expected offspring variance of a randomly chosen individual,
conditional on the realised distribution of fertilities x = (x1, x2, . . . , xN ):

var[Y ] =

N∑
ŷ=0

(
N

ŷ

)
λ(x̂)ŷ (1− λ(x̂))N−ŷ

(
(ŷ − 1)2

N

+

∑
i6=ı̂

(
var[Yi | Ŷ = ŷ] + (E[Yi | Ŷ = ŷ]− 1)2

)
N

 (S5.1)

≈N λ(x̂)2 + (1− λ(x̂))2 1

N − 1

∑
i 6=ı̂

x2
i

m1(x̂)2

≈ N λ(x̂)2 + (1− λ(x̂))2 m2(x̂)

m1(x̂)2
= σ2(x̂).

(S5.2)
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Also here, the second approximation step, where 1
N−1

∑
i 6=ı̂ x

2
i is replaced by

the conditional expectation m2(x̂) = E[X2
i |Xi ≤ x̂], relies on the law of large

numbers.
Given that the mean and variance of the fertilities for individuals other than

ı̂ were expressed as functions of x̂, we can obtain an expression for the harmonic
mean effective population size by taking an expectation over the distribution of
the maximum fertility X̂. The resulting expression is given by:

Ne =
N

E[σ2(X̂)]
=

N

E[N λ(X̂)2 + (1− λ(X̂))2 m2(X̂)

m1(X̂)2
]

A complicating factor is that the distribution of X̂ has a power-law tail. This
mean that expectations E[g(X̂)] over the distribution of the largest fertility can
either be dominated by rare extreme reproductive events (X̂ = O[N ]), or by the
process occurring between such events, depending on the asymptotic behaviour
of the function g.

If the population size is sufficiently large, the distribution of the maximum
fertility FN (x) = Pr[X̂ ≤ x] = H(x)N has tail exponent α and is independent
of the exact shape of the individual fertility distribution H(x). This fact follows
from the extreme value theorem, which predicts that FN (x) converges to a Fréchet
distribution, F(z; α) = exp(−z−α), the limiting extreme value distribution for
distributions with a power-law tail and positive support. To be exact, it can be
shown that

FN (x) = H(x)N → exp(−N (β x)−α) = F(β xN−
1
α ; α) as N →∞ (S5.3)

where, β is a scale parameter that is independent of the population size. Since
the limiting distribution is a function of xN−

1
α , we infer that x̂ ∼ N

1
α is the

natural scale for the highest reproductive success observed in a generation. On
this scale, the asymptotic behaviour of the fractional moments E[X̂ξ] is given by

E[X̂ξ] =

∫ ∞
0

xξ dF(β xN−
1
α ; α) = N

ξ
α

∫ ∞
0

zξ dF(β z; α) ∼ N
ξ
α (S5.4)

If we focus on the extreme reproductive events (x̂ ∼ N), however, we obtain a
different asymptotic behaviour:

E[X̂ξ] = N1−α
∫ ∞

0

xξ dF(β xN−1; α) = N1−α+ξ

∫ ∞
0

zξ dF(β z; α) ∼ N1−α+ξ

(S5.5)

Here, we used the fact that Pr[N1− 1
α X̂ > x] = (N1− 1

α )−α Pr[X̂ > x] for all x in
the tail of a power-law distribution with tail exponent α. In order to interpret
this result, note that (from Eq. S5.3)

F(β xN−1; α) = F
(
β x (τN)−

1
α

)
= lim
N→∞

H(x)τN
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with τ = Nα−1. Hence, Eq. (S5.5) represents an expectation over the largest
fertility observed over a period of τ = Nα−1 generations, weighted with respect
to the probability 1/τ = N1−α of observing the extreme reproductive event in the
current generation. The observation that the fractional moments scale differently
depending on whether we average over a single generation or over the period
between two extreme reproductive events, foreshadows the fact that there exist
distinct continuum limits for the process of allele frequency change under selection
and drift.

Eq. (S5.4) and (S5.5) are easily generalised to predict the asymptotic
behaviour of expectations E[g(X̂)] for arbitrary functions g(X̂). In fact, the
scaling behaviour is determined by the dominant term in

E[g(X̂)] ∼ g(N
1
α ) +N1−α g(N)

Applying this idea to λ(X̂), we find that the reproductive share of the most fertile
individual scales as

E[λ(X̂)] ∼ N
1
α

N
1
α + (N − 1)m(N

1
α )

+N1−α N

N + (N − 1)m(N)

∼ N 1
α−1 +N1−αN0 ∼ N 1

α−1

i.e., if 1 < α < 2, the asymptotic behaviour of E[λ(X̂)] is dominated by the
generations between extreme reproductive events.

A similar derivation shows that

E
[
N λ(X̂)2

]
∼ N

2
α

N
+N1−αN1 ∼ N2−α (S5.6)

E
[
(1− λ(X̂))2m2(X̂)/m1(X̂)2

]
∼ N 2

α−1 +N1−αN2−α ∼ N 2
α−1 (S5.7)

implying that the variance of the offspring distribution scales as

E[σ2(X̂)] = E

[
N λ(X̂)2 + (1− λ(X̂))2 v(X̂)

m(X̂)2

]
∼ N2−α +N

2
α−1 ∼ N2−α

(S5.8)
According to this result, the asymptotic behaviour of the offspring variance for 1 <
α < 2 is determined by the extreme reproductive events rather than by the periods
between them. The increase of the offspring variance with the population size
results in a sub-linear scaling of the effective population size, which is predicted
to show a power-law dependence on N with exponent α− 1:

Ne =
N

E[σ2(X̂)]
∼ Nα−1
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The above derivation concentrates on the case thatX has a well-defined mean and
infinite variance. The second moment m2 then scales as m2(X̂) ∼ X̂2−α while
E[m1(X̂)] converges to the average individual fertility E[X] = µ as N → ∞.
Alternative scaling relationships emerge when the variance of the fertilities is
finite (α > 2) or when their mean is undefined (α < 1).

Selection and gene-frequency change during a single generation

In order to characterise the influence of skewed offspring distributions on
adaptive evolution, we extend the basic reproduction model of the previous
section by introducing heritable variation subject to selection. For simplicity,
this variation is assumed to be encoded by a single haploid locus with two
alleles. The population then consists of two genotypes (A and B) that differ in
their mean fertility and/or their propensity to produce individuals with extreme
reproductive success (equivalently, one might consider genotypes that differ in
their probability of surviving a population bottleneck). The analysis can, in
principle, be extended to more complex genetic systems with diploid or
multi-locus inheritance, at the expense of complicating the algebra.

The fitness differences between genotype A and B are reflected by their
different fertility distribution functions, which will be denoted as HA and HB,
respectively. For example, HA(x) = Pr[XA ≤ x] gives the probability that the
number of offspring XA produced by an individual of genotype A is no larger
than x. We assume that the difference between the offspring distribution
functions is small and write

HA(x) = H(x) + (1− p) ∆H(x)

HB(x) = H(x)− p∆H(x)

where p is the current frequency of genotype A, H(x) = pHA(x) + (1− p)HB(x)
is the average cumulative offspring distribution function, and ∆H(x) = HA(x)−
HB(x) is a small function that quantifies the difference between the cumulative
distributions for the two genotypes. As in the previous section, we concentrate
on the case that H(x) is a skewed, fat-tailed distribution (1 − H(x) ∼ x−α for
large x) with tail exponent 1 < α < 2.

Expected gene-frequency change predicted by selection on mean fertility.

The genotype frequency in offspring is determined straightforwardly by assessing
how many gametes are contributed to the gamete pool by parents of genotype
A. From there, the mean change of the allele frequency per generation can be
calculated as

∆p = E

[∑
i∈AXi∑
iXi

]
− p (S5.9)
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where, Xi is the number of gametes contributed by individual i = 1, 2, . . . N , as
before, and A denotes the set of individuals of genotype A.

In considering the limit of large population size, it is tempting to rewrite the
expectation in Eq. (S5.9) into an expression involving the relative difference in
fertility between the genotypes. This shortcut leads to the classical result

∆p ≈ N pµA

N pµA +N (1− p)µB
− p = p (1− p) µA − µB

µ
= p (1− p) s (S5.10)

Here, µA = E[XA] and µB = E[XB] are the average fertilities of genotype A and
B, respectively, µ = p µA + (1− p)µB is the population mean fertility, and

s =

∫∞
0
z∆h(z) dz∫∞

0
z h(z) dz

(S5.11)

corresponds to the standard coefficient of selection. In this expression, ∆h(x) and
h(x) represent the first derivative of ∆H(x) and H(x), respectively.

The approximation that leads from Eq. (S5.9) to (S5.10) is accurate if the
standard error of the mean fertilities converges to zero as N → ∞, but this
condition is violated in generations with extreme reproductive events (Eq.
(S5.6); the variances in fertility are proportional to the offspring variance if both
genotypes have similar tail exponents). In fact, our further results confirm that
Eq. (S5.11) fails to predict the fitness difference between genotypes in some
cases.

Interactions between selection and extreme reproductive events.

A more careful treatment of selection takes into account that genotypes may not
only differ in mean fertility, but also in the width of the tail of their fertility
distribution. Such differences have two opposing effects, which are illustrated
most clearly by considering for the moment two genotypes that are equal except
for a difference in the tail exponent (i.e., s = 0 but αA 6= αB). The first effect is
that the most fecund individual in a generation is relatively more likely to belong
to the genotype that has the smaller tail exponent. Yet, in order to compensate for
its relatively fat tail, that same genotype must be disadvantaged with respect to
fertilities drawn from the body of the distribution (otherwise the mean fertilities
would not be equal). In generations without an extreme reproductive event,
selection therefore acts against the genotype with the smaller tail exponent.

To quantify the relative weight of both effects as a function of population size,
we consider once more the distribution of the largest fertility in the population,
X̂. In a genetically polymorphic population with weak selection, this distribution
is approximated by

FN (x) = Pr[X̂ ≤ x] = HA(x)pN HB(x)(1−p)N ≈ H(x)N
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Therefore, and as before, FN (x) converges to a Fréchet distribution
F(β xN−

1
α ; α) as N →∞, irrespective of the shape of the body of H(x).

Let ı̂ be the individual with the highest fertility (Xı̂ = X̂) and define a(X̂)
as the probability that individual ı̂ belongs to genotype A. This probability is
calculated as

a(X̂) = Pr[̂ı ∈ A] =

(
d
dx̂HA(x̂)pN

)
HB(x̂)(1−p)N

d
dx̂F (x̂)

∣∣∣∣∣
x̂=X̂

≈ p+ p (1− p) ∆h(X̂)

h(X̂)

In the event that the most fecund individual is of genotype A, the change of the
genotype frequency from this generation to the next is given by

∆A
p (X̂) =

X̂ +
∑
i∈A,i6=ı̂Xi

X̂ +
∑
i6=ı̂Xi

− p

≈ X̂ + (pN − 1)mA(X̂)

X̂ + (pN − 1)mA
1 (X̂) + (1− p)N mB

1 (X̂)
− p (S5.12)

where

mA
1 (X̂) = E[Xi | i ∈ A ∩ Xi ≤ X̂] and mB

1 (X̂) = E[Xi | i /∈ A ∩ Xi ≤ X̂]

denote the average fertility of individuals other than ı̂, separated according to
genotype. Despite the superficial similarity between this calculation and the
(problematic) derivation of Eq. (S5.10), the approximation step in Eq. (S5.12)
is exact in the limit of infinite population size, because the standard error of the
mean fertility scales as N2/α−2 when the most fecund individual is not taken
into account (Eq. S5.7). In the limit of large population size and weak selection,
Eq. (S5.12) can be further simplified to

∆A
p (X̂) ≈ λ(X̂) (1− p) +

(
1− λ(X̂)

)
p (1− p) s(X̂) (S5.13)

Accordingly, the allele frequency change can be separated into a component
associated with the reproduction of the most fecund individual and a
contribution that is attributable to the remaining individuals. This second
contribution is proportional to the genetic variance p (1 − p) and a modified
selection coefficient

s(x̂) =

∫ x̂
0
z∆h(z) dz∫ x̂

0
z h(z) dz

(cf. Eq. S5.11)
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The change of the genotype frequency in cases when the most fecund individual
is of genotype B (∆B

p ) is calculated in a similar manner, yielding

∆B
p (X̂) =

∑
i∈A,i6=ı̂Xi

X̂ +
∑
i6=ı̂Xi

− p

≈ −λ(X̂) p+
(

1− λ(X̂)
)
p (1− p) s(X̂) (S5.14)

The mean allele frequency change over a single generation, averaged over the two
cases captured by Eqs. (S5.13) and (S5.14), now amounts to

∆p = E
[
a(X̂) ∆A

p (X̂) + (1− a(X̂)) ∆B
p (X̂)

]
= p (1− p)

(
E

[
λ(X̂)

∆h(X̂)

h(X̂)

]
+ E

[(
1− λ(X̂)

)
s(X̂)

])
(S5.15)

Note that this final expression is consistent with the earlier intuition that the
expected allele frequency change induced by selection consists of two components:
one deriving from the biased representation of genotypes among the individuals
with extreme reproductive success, the other associated with differences in average
fertility among the remaining individuals.

Continuum approximation

Similar to how the scaling behaviour of the offspring variance depends on whether
the expectation is calculated over a single generation or over a longer period of
time containing an extreme reproductive event, we obtain distinct continuum
limits for the model depending on how time is scaled. Scaling time in units of N
generations leads to the classical diffusion approximation of Kimura (1962a), but
scaling time in units of τ ∼ Nα−1 generations leads to a Λ-process limit (with
selection) similar to the one studied by (Der, Epstein and Plotkin, 2012b). The
drift coefficients in the non-diffusive and diffusive continuum limit, respectively,
are given by

c′N = E
[
λ(X̂)2

]
and c′′N =

1

N
E

[
(1− λ(X̂))2 m2(X̂)

m1(X̂)2

]
,

which, similar to the two contributions to the offspring variance in Eqs. (S5.6)
and (S5.7), scale differently with population size. Yet, relative to each other, the
two coefficients change very slowly in magnitude (i.e., the ratio between the largest
and the smallest scales as N3−α− 2

α = o[ 5
√
N ]). Motivated by this observation, we

combined contributions from both limits into a single continuum approximation
that takes the form of a jump-diffusion process, a form of mixture model that was
originally introduced by Merton (1976) to describe stock price dynamics.
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The resulting backward equation, which we used to determine the time and
probability of fixation for genotype A, is given by

∂u(p, t)

∂t
= c′N E

[
p u(p+ (1− p)λ(X̂), t) + (1− p)u(p− p λ(X̂), t)− u(p, t)

λ(X̂)2

]

+
1

2
c′′N p (1− p) ∂

2u(p, t)

∂p2
+ p (1− p) (s′N + s′′N )

∂u(p, t)

∂p
, (S5.16)

corresponding to Eq. (5.10) in the main text. Here, u(p, t) denote the probability
that A becomes fixed at generation t, given that its initial frequency at time
t = 0 was equal to p. The selection coefficients s′N and s′′N derive from the
separate components of Eq. (S5.15) and are given by

s′N = E

[
λ(X̂)

∆h(X̂)

h(X̂)

]
and s′′N = E

(1− λ(X̂)
) ∫ X̂

0
z∆h(z) dz∫ X̂

0
z h(z) dz



Equation (S5.16) reduces to a normal diffusion equation if the jumps in genotype
frequency are small. In that case, u(p + (1 − p)λ, t) and u(p − p λ, t) can be
approximated by their Taylor series expansions

u(p+ (1− p)λ, t) = u(p, t) + (1− p)λ ∂u(p,t)
∂p + 1

2 (1− p)2 λ2 ∂2u(p,t)
∂p2 +O(λ3)

u(p− p λ, t) = u(p, t)− p λ ∂u(p,t)
∂p + 1

2 p
2 λ2 ∂2u(p,t)

∂p2 +O(λ3)

After simplifying by only retaining terms up to O(λ2), Eq. (S5.16) reduces to Eq.
(5.12) in the main text. From here, Eq. (5.13) is obtained by taking the limits

lim
N→∞

s′N = 0 and lim
N→∞

s′′N =

∫∞
0
z∆h(z) dz∫∞

0
z h(z) dz

= s

and substituting c′N + c′′N = N−1
e .
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Figure S-5.1. The inverse gamma distribution. Probability density functions (a) of the inverse
gamma distribution H(x) = Γ(α, (α− 1)µ/x)/Γ(α) with mean µ = 1 and tail exponents α ranging
from 1.05 to 1.95, corresponding to the values used in the numerical analyses. The tail distributions
(b) illustrate that the inverse gamma distribution decays as a power law x−α for large values of x.
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Figure S-5.2. Extreme value distribution of the maximum fertility x̂. Dashed lines
represent the cumulative distribution of the maximum fertility (H(x̂)n) in a sample of n individuals,
with n ranging from 2 to 1024. If individual fertilities are sampled from an inverse gamma
distribution, H(x̂)n rapidly converges to a Fréchet extreme-value distribution, Fn(x̂; α, β) =
exp(−n (β x̂)−α) (solid lines), with scale parameter β = µ−1 Γ(α+ 1)1/α/(α− 1).
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Figure S-5.3. Diffusion models correctly predict the probability of fixation of common
alleles. Fixation probability (a) of genotype A and selection coefficients (b, c) when genotypes differ
only in mean fertility (µA = 1.005, µB = 0.995 and αA = αB), for initial genotype frequency p = 0.5.
Selection amplification is virtually absent at this high initial frequency, so that the standard diffusion
equation (5.13) (dotted lines) correctly predicts the probability of fixation observed in simulations
(symbols with error bars indicating the 95% confidence interval for the probability estimate). (d, e,
f) Strong selection is generated in small populations when genotypes differ only in the tail exponent
(µA = µB = 1 and αA < αB, for combinations indicated in the legend). Fixation probabilities
are accurately predicted by the diffusion model with modified selection coefficient s′N + s′′N (dashed
lines; Eq. 5.12). The same can be seen in (g, h, i), which shows results for the same parameter
combinations as in Figure 5.5 (µA = 1.005, µB = 0.995 and αA < αB), except that p = 0.5.
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Chapter 6

The observable characteristics of an organism (i.e., the phenotype) are defined
by the interaction of its genome with the environment. The determination of
the phenotype relies on a complex biomolecular network in which gene products
interact with other gene products or with regulatory elements in the genome.
Elucidating the organization and dynamics of this network is critical to
understand the emergence of complex traits (e.g., behaviour) as well as the
development of complex diseases (such as cancer). Nevertheless, complex traits
have traditionally been studied by focusing on the effect of individual genes,
without taking in account the network of gene interactions in which genic effects
arise. In recent years, however, increasing amounts of molecular data have
become available, allowing us to open up the black box of phenotype
determination and to investigate from a mechanistic perspective how complex
traits emerge from interactions in molecular networks.

Utilising the well-characterised chemotaxis network of E. coli as a model
system, this thesis investigates the complexity of the genotype-phenotype
mapping and the emergence of behavioural traits from their molecular basis.
Bacterial chemotaxis (the active movement of bacteria in response to chemical
stimuli) is a complex trait that does not depend on a single gene, but on
molecular interactions in a simple chemosensory signal-transduction network.
We used a systems-biology approach to characterise the dynamic responses of
this network and to develop a mechanistic model of the swimming behaviour of
E. coli, which we validated by replicating phenotypic properties of the wildtype
and knock-out mutants. We then combined this approach with evolutionary
modelling in order to study how the chemotactic network is modified by
selection and to characterise the adaptive landscape underlying its evolution.
The combination of these two fields, i.e., evolutionary-systems biology,
represents a powerful new research method in the -omics era, and has been
suggested as a powerful method for characterizing realistic fitness landscapes.

A consistent observation reported through all the chapters is that the
adaptive landscape for chemotactic performance is highly rugged. Despite this
ruggedness on a local level, there is clear structure in the adaptive landscape on
a large scale. For example, local fitness peaks tend to be surrounded by other
peaks causing the fitness effect of mutations in adapted strains to follow a
left-skewed distribution. Dysfunctional genotypes also tend to cluster together,
but in these regions the fitness effect of individual mutations is highly
unpredictable, due to strong genetic backgroud effects (i.e., epistatic
interactions). Evolution is unable to effectively optimise chemotactic
performance in these low-fitness regions of the fitness landscape. From this
result, we can see that the topology of the fitness landscape can severely
constrain the evolution of chemotaxis-deficient genotypes, by dictating which
mutations (changes in parameters) are selected and in which order. In chapter
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two and four, we showed that a ∆CheZ mutant can improve its chemotactic
performance within a few mutational steps, but many other chemotaxis-null
mutants can apparently not be rescued as easily by adaptive compensatory
mutations (at least after exploring 4000 mutant genotypes). This result
indicates that the success of a population to optimise its performance depends
on where in the genotype space they are. In this context, the ∆CheZ mutant is
close to the subset of functional networks which facilitates the navigation of
evolutionary paths towards the local peaks.

Another important finding is that genes can have clear fitness effects in a
restricted set of genetic backgrounds, but be very poor predictors of fitness over
genotype space as a whole (chapter three). This result challenges the generality
of insights from QTL studies and other approaches that attempt to correlate
individual gene effects with fitness. In particular, phenotypic effects that are
attributed to a gene in a specific background are unlikely to be constant as the
genetic background evolves. Note that this dependence can easily be missed
since mutations are often analysed in only the wildtype genetic background and
information on the patterns of interaction between genes is highly incomplete
(Plucain et al., 2016). Results in chapter three further illustrate the problem
that the correlation between genes and fitness is less strong than the correlation
between genes and phenotypes or between phenotypes and fitness, suggesting
that the phenotypic effect of mutations are partially filtered out at higher levels
of biological organization. Considering molecular level characteristics such as
expression patterns may therefore not be as informative from an evolutionary
perspective as characterizing patterns of variation in organismal phenotypic traits
that are directly exposed to selection (but that may have a less clear molecular
basis).

6.1 Future research and perspectives

Several questions emerged during the PhD research that we did not address in
full depth. For example, we explored only superficially how population size
affected the exploration of the fitness landscape. In chapter four, we set a
certain balance between stochastic exploration and adaptive hill-climbing by
assuming a relatively small effective population size. However, since the
population size has an effect on the fixation probability of mutants, using a
different population size could potentially alter the way the fitness landscape is
explored. In particular, for populations with a high effective size, selection will
tend to dominate drift, causing the adaptive landscape to break up in separate
(strongly) connected components (SCCs). Fig 6.1 illustrates this effect by
showing how the number of SCCs changes as a function of population size. This
figure confirms that population size has a strong effect on the accessibility of
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Figure 6.1. Effect of population size on the connectedness of the adaptive landscape. (A)
The number of strongly connected components (SCCs), (B) size of the largest SCC and (C) number
of single SCCs (one single node) as a function of the (effective) population size in the adaptive
landscape for the chemotaxis network. Colours correspond to the genotype subnetworks studied in
chapter four.

different regions in the genotype space. For small-sized population sizes there
are few SCCs, implying that most of the genotypes are connected by direct
paths. As a conseqence, evolutionary walks can ‘freely’ explore large regions of
the genotype space. In large populations, by contrast, evolutionary search is
constrained to stay within the domain of attraction of nearby fitness peaks, and
large parts of genotype space are unreachable by a direct path (Jain, Krug and
Park, 2011).

An important simplification in our analysis has been to consider chemotaxis
evolution as an optimisation problem, in which individuals are selected to evolve
an optimal response mechanism to deal with a specific environmental challenge.
Therefore, the simulation to estimate fitness could be carried out by simulating
a single individual in its environment without taking into account interactions
with other individuals. In reality, such interactions can be important and it
would be interesting to see how bacteria swim when they are in competition
with other bacteria that shape the environment by their consumption of
resources. An important complication that arises in such contexts is that fitness
can then no longer be assigned to a genotype, as it is dependent on the
strategies of competitors (i.e., fitness becomes frequency- and/or
density-dependent). It is concievable that such frequency-dependence might
even select for adaptive diversification of chemotactic strategies, i.e., the
diversification and coexistence of alternative movement strategies within a single
bacterial population (Geritz et al., 1998) . Another advantage of employing a
population perspective is that it would be able to encompass the effects of
within-genotype variability in chemotactic performance (such as those explored
in chapter five).

In this thesis, we restricted ourselves to mutations that fine-tune
biomolecular interactions (e.g., by a change in protein concentration or reaction
rates) within a network that has a fixed topological structure. However, it is
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concievable that mutations such as gene deletion or duplication events induce a
structural change in the network, such as the addition or deletion of an
interaction or a duplication of (part of) the chemotaxis network. In fact, the
chemotaxis network shows high structural diversity across bacteria, and many
bacteria have additional chemotactic proteins beyond those found in E. coli
(Wadhams and Armitage, 2004; Porter, Wadhams and Armitage, 2011).
Considering other types of mutations could help to make sense of this diversity
and shed light on the selective forces that have led to some of the striking
topological changes in network structure that have occurred along the
phylogenetic tree of bacteria (Szurmant and Ordal, 2004).

Finally an important challenge that remains open is to confront some of the
detailed predictions of our model with empirical data. By imposing divergent
selection on the network in different environments, our model is able to generate
predictions for the most likely molecular targets of divergent adaptations, which
could then be tested against observations from lab evolution experiments. One
way to create divergent environments in lab studies is to set up different spatio-
temporal distributions of attractants in microfluidic devices and to compare the
performance of mutants across these different conditions. However, applying such
microfluidic devices in the context of evolution experiment is a challenge. An
easier approach is to apply selection in swarm plates, similar to a petri dish,
where at the start the concentration of nutrients is homogenous but as soon as
the bacteria start growing and consuming the resources, they will automatically
generate gradients. This low-tech procedure is easy to perform in any laboratory,
but it will be challenging to accurately replicate the dynamic selection regime on
the swarm plate in our computational model. Another application will be to test
strong predictions from the model such as the evolution of a ∆CheZ mutant with
only a few compensatory mutations. This experiment could be set in a petri dish,
where it would be easy to detect evolved strains with chemotactic phenotypes.

6.2 Implications in other fields

The approach used in this thesis could in principle be used to study
multifactorial diseases such as diabetes or cancer. In fact, recent studies have
started to approach cancer as a disease caused by the rewiring of molecular
networks (Creixell et al., 2015; Rai, Menon and Jalan, 2014; Rai et al., 2017).
However, more studies focusing on the dynamics of molecular interactions are
needed to address in a quantitative and predictive way the emergence of cancer.

Another area of application of computationally reconstructed adaptive
landscapes is in the area of anti-microbial drug development. For example, if a
certain drug affects a molecule related to an important pathway, evolutionary
systems biology modelling could help to predict how easily microorganisms can
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evolve resistance to the effect of the drug. With this information, the effect of
different drugs could be modeled to choose one that could avoid the emergence
of drug resistance, at least for a long period of time. There are some advances in
this direction, where collateral sensitivity networks are used to test which
combination of drugs is useful to avoid the emergence of resistance (Imamovic
and Sommer, 2013). The idea is that a periodic change in the administration of
drugs affects the evolution of bacteria, this can be explained by the fact that the
adaptation to one drug leads to a maladaptation to the other drug, i.e.
trade-offs. An evolutionary-systems biology approach could be useful to
characterise fitness landscapes for different drugs (different environments) and
with this information it is possible to predict which drugs confer stronger
trade-offs, the farthest the peaks and deeper the valleys between them the
better to avoid resistance development.
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English Summary

The publication of the human genome sequence in 2001 generated great
expectations. Finally, the genes that determine eye colour, hair colour, height,
diseases, etc., (phenotypes) were finally revealed. We thought that this new era
of genetic information would allow us to find the cure to many diseases and
understand many other biological processes. However, it soon became clear that
it is not easy to understand how genes determine certain characteristics or the
emergence of many diseases (e.g. diabetes and cancer). Scientists found that the
DNA code alone provides insufficient insight into these phenotypes. To illustrate
this point, the cells in our body have exactly the same DNA code, but differ in
functions. For example, cells in the brain have different functions and physically
they are also different to cells in the liver. This is possible because gene
products (usually proteins) interact with other genes or gene products giving
rise to gene regulation. Gene regulation dictates which genes are activated so
that two identical cells differentiate into two types of cells. As we notice, genes
and gene products are molecules that interact with other molecules forming
molecular networks (gene interaction networks, protein-protein interaction
networks, metabolic networks), which are responsible for many functions in
biological systems. Understanding the dynamics of molecular networks can give
us insight into the development of the phenotypes responsible for fitness
(reproduction and survivability of an organism).

In this thesis, a new approach was developed to study the emergence of
phenotypes incorporating molecular mechanistic aspects. To achieve this, we
used tools from systems biology to represent molecular network interactions and
investigated their evolution by imposing in silico natural selection on
chemotactic performance. This new approach is known as
evolutionary-systems-biology. To test this approach we took as case study the
chemotaxis of Escherichia coli. E. coli is a model microorganism used in many
studies and its chemotactic phenotypes have been characterised in detail at
molecular and cellular behaviour level, which makes it an ideal candidate to
evaluate this new approach.

The thesis starts by introducing the molecular elements that constitute the
chemotaxis network in E. coli. The chemotaxis network is a
signalling-processing network that senses changes in the concentration of
nutrients or harmful chemicals in the surrounding environment. These changes
are detected by specialized proteins attached to the membrane of the cell called
chemoreceptors. The chemoreceptors transmit the information to the interior of
the cell triggering a phosphorylation cascade. This information reaches the
flagellar motors changing the rotational direction of flagella (long protein
filaments). The final result is that E. coli responds to these changes by
swimming towards better environmental conditions (e.g. higher concentration of
nutrients).
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In the second chapter, the process described above was integrated into an
evolutionary-systems-biology model. This model incorporates biochemical
constraints to avoid the formation of biologically inconsistent networks. The
model was first validated with phenotypic properties of well-established
knock-out mutants and then was used to study evolutionary paths in both static
and dynamic environments. We found that only a few beneficial mutations are
needed to reach a fitness peak in both environments. Intriguingly, we found that
when the environment is fluctuating (periodic changes between static and
dynamic environment) the number of mutations before reaching a peaks
increases considerable. We also simulated the evolution of a mutant that lacks
one of the proteins (CheZ), which makes it non-chemotactic. The result shows
that the incorporation of a few beneficial mutations in other parts of the
chemotaxis network, allows E. coli to overcome the lack of this protein.

After exploring the local fitness landscape around the wildtype, we wondered
how is the structure of the global fitness landscape and how does this shape
evolutionary paths. To answer these questions, we sampled genotypes randomly
from the large space of potential network configurations in our model, using a
rapidly-exploring random tree (RRT) algorithm. Thousands of genotypes were
generated and evaluated, which gave us the opportunity to explore the global
structure of the fitness landscape. The global structure revealed that there are
clusters of genotypes with common properties across the fitness landscape. The
first group corresponds to high-fitness genotypes, including the wildtype, that
together form peaks in the fitness landscape. Another group consists of genotypes
that express negative chemotaxis and that, consequently, have very low fitness.

Another interesting finding from the analysis of the global adaptive landscape
is that the effects of mutations interact at all levels of the mapping from genotype
to phenotype to fitness. As an effect, the correlations between genotype and
phenotype are stronger than those between genotype and fitness.

When organisms evolve, they are constrained by the shape of the fitness
landscape. These constraints are not reflected in the random sampling by means
of the RRT algorithm. Therefore, we also sampled the fitness landscape by
simulating a process of evolutionary of search, which biases the exploration of
the adaptive landscape to high-fitness regions. We did this by reconstructing a
weighted network of potential trait-substitution events based on a calculation of
the probabilities of fixation for neighbouring genotypes. The evolutionary search
algorithm highlighted several novel features of adaptive landscape. We
discovered that in high-fitness regions, the distribution of fitness is left-skewed.
We also found that there are large regions in which mutations have random
fitness effects, so that there is no clear direction to adaptive evolution. The
properties of these regions can be reproduced accurately with a null model of
house-of-cards mutational effects.
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One observation that caught our attention is that within isogenic clonal
populations, the fitness distribution is right-skewed. What are the evolutionary
consequences of this property? We found that the fixation probability of
mutations in populations with heavy tail exponent increases with population
size. As a result, rare reproductive bottlenecks that may favor specific genotype
can have a dominant effect on the outcome of evolution even if these genotypes
do worse on average during the long periods between extreme reproductive
events. This result is particularly relevant for bacterial populations that can
reach very high population densities.

The results in this thesis show the potential of using a mechanistic description
of biological systems to understand the fitness landscape. Knowing the structure
of fitness landscapes can have a huge impact in many fields of biology. One
example is the improvement in the design of drugs to fight pathogens, which
could avoid or predict the emergence of drug-resistance strains.
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Toen in 2001 het menselijk genoom werd gepubliceerd, leidde dit tot grote
verwachtingen. Eindelijk was bekend welke genen ten grondslag liggen aan
verschillende fenotypen, zoals de kleur van de ogen, haarkleur, lichaamslengte en
de vatbaarheid voor ziekten. Dit nieuwe tijdperk van genetische informatie zou
de mensheid in staat stellen om vele ziekten te genezen en vele andere
biologische processen te begrijpen. Al gauw bleek echter dat het niet eenvoudig
is om vast te stellen hoe genen leiden tot bepaalde eigenschappen en bijdragen
aan het ontstaan van ziekten zoals diabetes en kanker.

Wetenschappers stelden vast dat de DNA-code alleen onvoldoende inzicht
geeft in deze fenotypen. Zo hebben cellen met precies dezelfde DNA-code
verschillende functies. Cellen in de hersenen, bijvoorbeeld, werken anders dan
cellen in de lever. Deze verschillen zijn het resultaat van genregulatie, een
proces waarin genproducten (meestal eiwitten) invloed uitoefenen op andere
genen of genproducten. Genregulatie bepaalt welke genen worden geactiveerd,
waardoor twee genetisch identieke cellen kunnen differentiëren in twee soorten
cellen met zeer verschillende functies en fenotypische kenmerken.

Gen-interactienetwerken zijn voorbeelden van moleculaire netwerken, waarin
biomoleculen invloed uitoefenen op andere moleculaire componenten van de cel.
Samen met andere moleculaire netwerken (b.v. eiwit-eiwit interactienetwerken
of metabole netwerken) zijn zij verantwoordelijk voor een groot aantal
belangrijke functies in biologische systemen. Kennis van de dynamiek van
moleculaire netwerken kan daarom inzicht verschaffen in de ontwikkeling van
fenotypen die bepalend zijn voor de fitness (reproductief succes en
overlevingsvermogen) van een organisme.

In dit proefschrift is een nieuwe aanpak ontwikkeld om, op basis van kennis
van moleculaire interactie netwerken, de ontwikkeling van fenotypen te
bestuderen. We hebben technieken uit de systeembiologie gebruikt om
moleculaire netwerkinteracties te beschrijven met behulp van wiskundige
modellen en hebben deze modellen vervolgens onderworpen aan een
evolutionaire analyse. Deze nieuwe aanpak staat bekend als de evolutionaire
systeembiologie.

Omdat de evolutionaire systeembiologie nog volop in ontwikkeling is,
besloten we de nieuwe methode eerst toe te passen op een goed gekarakteriseerd
modelsysteem, het chemotaxis netwerk van de Escherichia coli bacterie. E. coli
is een model micro-organisme dat in veel studies wordt gebruikt. Bovendien is
het chemotactische zwemgedrag van E. coli tot in detail bekend, zowel op
moleculair mechanistisch als op cellulair fenotypisch niveau. Dit maakt het een
ideale kandidaat voor een evolutionaire systeembiologie benadering, om zo te
onderzoeken hoe veranderingen in de moleculaire interacties zich vertalen in
veranderingen in het zwemgedrag en de chemotactische efficiëntie van de cel.

Het proefschrift begint met een introductie van de moleculaire elementen die
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het chemotaxisnetwerk vormen in E. coli. Het chemotaxisnetwerk is een
signaaltransductienetwerk dat veranderingen in de concentratie van
voedingsstoffen of schadelijke chemicaliën in de omgeving waarneemt. Deze
veranderingen worden gedetecteerd door gespecialiseerde eiwitten die zijn
verankerd in het membraan van de cel, de zogenaamde chemoreceptoren. De
chemoreceptoren geven informatie door naar het inwendige van de cel via een
fosforylatiecascade van eiwit-eiwit interacties. Het signaal bereikt uiteindelijk de
zweepstaartmotoren en beïnvloedt door interactie met het motorcomplex de
draairichting van de zweepstaartmotor (met de klok mee of tegen de klok in).
Het eindresultaat is dat E. coli reageert op deze veranderingen door te zwemmen
naar betere omgevingscondities (bijvoorbeeld een hogere concentratie van
voedingsstoffen).

In hoofdstuk 2 van dit proefschrift integreren we de beschikbare informatie over
het chemotaxis netwerk van E. coli in een evolutionair-systeembiologiemodel van
het zwemgedrag. Op basis van variatie van de modelparameters voorspellen we
het chemotaxis gedrag van andere genotypen dan het wildtype, waaronder enkele
bekende knockout mutanten. Hierbij is het belangrijk rekening te houden met
fundamentele biochemische wetmatigheden om te garanderen dat de alternatieve
netwerk configuraties biologisch consistent zijn.

Het model kon worden gevalideerd op basis van een vergelijking van
fenotypische eigenschappen voor een aantal bekende mutanten (organismen
waarvan specifieke genen zijn uitgeschakeld). Vervolgens is het model ingezet
om evolutionaire aanpassingen van het netwerk aan zowel statische als
dynamische omgevingen te bestuderen. We hebben ontdekt dat slechts een paar
gunstige mutaties nodig zijn om in beide omgevingen een lokale fitnesspiek te
bereiken. Daarentegen nam het aantal adaptieve mutatiestappen voor het
bereiken van een piek sterk toe in een fluctuerende (periodiek veranderende)
omgeving. We simuleerden ook de evolutie van een bekende mutant, die niet in
staat is tot chemotaxis vanwege het ontbreken van één van de eiwitten (CheZ)
in het netwerk mist. Onze simulaties laten zien dat de fixatie van aantal
gunstige mutaties in andere delen van het chemotaxis-netwerk de negatieve
effecten door het ontbreken van het eiwit kunnen compenseren, waardoor
functionele chemotaxis grotendeels wordt hersteld.

Na het verkennen van het lokale fitnesslandschap rondom het wildtype E.
coli netwerk, richtten we onze aandacht op de globale structuur van het
fitnesslandschap. In deze analyse bemonsterden we willekeurig genotypen uit de
hele genotyperuimte met behulp van een rapidly-exploring random tree (RRT)
algorithme. Voor de duizenden willekeurige varianten van het chemotaxis
netwerk die we zo genereerden bepaalden we vervolgens allerlei fenotypische
eigenschappen en de efficiëntie van chemotaxis. Op basis van deze informatie
reconstrueerden we de globale structuur van het fitnesslandschap. We vonden
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clusters van genotypen met gemeenschappelijke eigenschappen binnen het
fitnesslandschap. De eerste groep bestond uit genotypen met hoge fitness,
waaronder het wildtype, die samen pieken vormen in het fitnesslandschap. Een
andere groep bestond uit genotypen met anti-chemotactisch gedrag (beweging in
de richting van lage attractant concentraties), met zeer lage fitnesswaarden.
Onze dataset liet ook zien dat er nauwelijks consistente effecten van mutaties op
fitness bestaan, ook al bestaan er wel degelijk correlaties tussen genotype
fenotype en tussen fenotype en fitness.

Wanneer organismen evolueren, worden hun mogelijkheden beperkt door de
topologie van het fitnesslandschap. Deze beperkingen worden niet meegenomen in
het RRT-algoritme. Om ook rekening te houden met deze beperkingen, hebben
we opnieuw het fitnesslandschap verkend, maar deze keer hebben we rekening
gehouden met de kans op fixatie van een mutatie op basis van de berekende
fitnesswaarden. Op deze manier analyseerden we vooral genotypes uit regio’s met
hoge fitnessgenotypen.

Omdat we rekening hielden met de beperkingen van het fitnesslandschap,
waren we in staat meer eigenschappen van het fitnesslandschap bloot te leggen.
Zo ontdekten we dat fitness in high-fitnessregio’s linkszijdig scheef verdeeld is.
We ontdekten ook dat er grote gebieden in de genotype ruimte bestaan zonder
duidelijke structuur, waarin mutaties vrijwel willekeurige fitness effecten hebben.
De eigenschappen van deze regio’s kunnen gedeeltelijk worden gereproduceerd
met het house-of-cards mutatiemodel.

Eén observatie die onze aandacht trok, is dat de efficiëntie van chemotaxis sterk
fluctueert over de tijd, zodat er zelfs binnen een isogene populatie van bacteriën
veel variatie in groeisnelheid kan bestaan. Wat zijn de evolutionaire gevolgen van
deze variatie? Om deze vraag te beantwoorden analyseerden we de fixatie van
mutaties met een sterk variabel effect op het aantal geproduceerde nakomelingen
(gekarakteriseerd door een verdeling met een dikke rechter staart). We ontdekten
dat de fixatiewaarschijnlijkheid van dergelijke mutaties sterk verlaagd kan zijn,
zelfs als het gemiddelde effect van de mutatie positief is, tenzij de populatie enorm
groot is. Bovendien zorgt dit soort variatie voor een sterke verlaging van de
effectieve populatiegrootte. Dit betekent voor bacteriepopulaties dat genetische
toevalseffecten een belangrijke rol kunnen spelen in evolutie, ook al bereikt de
populatie zeer hoge dichtheden.

De resultaten in dit proefschrift tonen het potentieel van het gebruik van een
mechanistische beschrijving van biologische systemen om het fitnesslandschap te
begrijpen. Het kennen van de structuur van fitnesslandschappen kan een enorme
impact hebben op vele gebieden van de biologie. Een voorbeeld is de verbetering
van het ontwerp van geneesmiddelen om ziekteverwekkers te bestrijden, die de
opkomst van geneesmiddelenresistentiestammen kunnen voorkomen of
voorspellen.
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La publicación del genoma humano en 2001 generó una gran expectativa.
Por fín, lo genes que determinan el color de los ojos, el color del cabello, la
altura, enfermedades, etc. (fenotipos) eran revelados. Pensamos que ésta nueva
era de información genética nos permitiría encontrar la cura a muchas
enfermedades y a entender muchos procesos biológicos. Sin embargo, muy
rápido quedó claro que no es fácil entender cómo los genes determinan ciertas
características o cómo las enfermedades se desarrollan (e.g. diabetes y cáncer).
Científicos encontraron que conocer sólo el código de ADN era insuficiente para
entender estos fenotipos. Para ilustrar éste punto, las células de nuestro cuerpo
tienen exactamente el mismo código genético, pero difieren en sus funciones.
Por ejemplo, las células en el cerebro tienen diferentes funciones y físicamente
son diferentes a las células del hígado. Ésto es posible porque los productos de
los genes (usualmente proteínas) interactúan con otros productos de genes
dando lugar a la regulación genética. La regulación genética determina cuáles
genes serán activados para que dos células idénticas genéticamente se diferencien
en dos tipos de células. Como notamos, genes y sus productos son moléculas que
interactúan con otras moléculas formando redes moleculares (redes de
interacción de genes, redes de interacción proteína-proteína, redes metabólicas),
las cuales son responsables de muchas de las funciones biológicas. Conocer la
dinámica de las redes biológicas puede darnos luz para entender cómo se
desarrollan las características fenotípicas responsables del fitness biológico
(supervivencia y reproducción de un organismo).

En esta tesis se desarrolló un nuevo enfoque para estudiar el desarrollo de
características fenotípicas incorporando aspectos mecanísticos moleculares. Para
lograr esto, usamos herramientas de biología de sistemas para representar las
redes moleculares e investigar su evolución imponiendo in silico selección natural
sobre el desempeño quimiotáctico. Éste nuevo enfoque se conoce como biología
de sistemas evolutivo. Para poner a prueba este enfoque, tomamos el caso de
la quimiotaxis de Escherichia coli. E. coli es un microorganismo modelo usado
en muchos estudios y sus características fenotípicas han sido caracterizadas en
detalle desde lo molecular hasta el comportamiento celular, lo cuál lo hace un
candidato ideal para evaluar este nuevo enfoque.

La tesis empieza introduciendo los elementos moleculares que constituyen la
red de quimiotaxis en E. coli. La red de quimiotaxis es una red de
procesamiento de señal que monitorea cambios en la concentración de nutrientes
o de químicos dañinos en el ambiente. Estos cambios son detectados por
proteínas especializadas unidas a la membrana de la célula llamadas
quimioreceptores. Los quimioreceptores transmiten la información al interior de
la célula desencadenando una cascada de fosforilación. Ésta información alcanza
los motores flagelares cambiando la dirección rotacional de los flagelos
(filamentos proteínicos largos). El resultado final es que E. coli responde a éstos
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cambios nadando hacia mejores condiciones ambientales (por ejemplo, mayor
concentración de nutrientes).

En el segundo capítulo, el proceso descrito arriba se integró en un modelo de
biología de sistemas evolutivo. Este modelo incorpora restricciones bioquímicas
para evitar la formación de redes biológicas inconsistentes. El modelo fue
primero validado con propiedades fenotípicas de condiciones bien establecidas.
Encontramos que sólo pocas mutaciones benéficas se necesitan para alcanzar un
pico del fitness en ambas condiciones experimentales. Sorprendentemente,
encontramos que cuando las condiciones fluctúan (cambios periódicos entre
ambiente estático y dinámico) el número de mutaciones antes de alcanzar un
pico incrementa considerablemente. También simulamos la evolución de una
mutante que carece de una de las proteínas (CheZ), lo cuál no permite a la
célula realizar quimiotaxis. Este resultado muestra que la incorporación de unas
cuantas mutaciones benéficas en otras partes de la red quimiotáctica, permite a
E. coli superar la falta de esta proteína.

Después de explorar el paisaje local del fitness alrededor de la cepa nativa,
nos preguntamos cómo es la estructura global del paisaje del fitness y cómo ésto
determina los pasos evolutivos. Para responder a esta pregunta, muestreamos
genotipos aleatoriamente de muchas posibles configuraciones de redes en nuestro
modelo, usando el algoritmo exploración rápida de árbol aleatoria (RRT por sus
siglas en inglés). Muchos de los genotipos fueron generados y evaluados, los cual
nos dió la oportunidad de explorar la estructura global del paisaje del fitness.
La estructura global reveló que hay agrupaciones de genotipos con propiedades
similares en todo el paisaje del fitness. El primer grupo corresponde a genotipos
de fitness alto, incluyendo a la cepa nativa, que juntos forman picos en el paisaje
del fitness. Otro grupo consiste de genotipos que presentan quimiotaxis negativa
y que, consequentemente, tienen fitness muy bajo.

Otro resultado interesante del análisis del paisaje global del fitness es que el
efecto de las mutaciones interactúa en todos los niveles del mapeo desde genotipo
hasta phenotipo y hasta fitness. Como efecto, las correlaciones entre genotipos y
fenotipos son más fuertes que esos entre genotipo y fitness.

Cuando organismos evolucionan, ellos estan restringidos por la forma del
paisaje del fitness. Estas restricciones no son reflejadas en el muestro aleatorio
por medio del algorimo RRT. Por lo tando, nosotros también muestreamos el
paisaje del fitness simulando un proceso evolutivo de búsqueda, el cuál hace que
la exploración se desvie hacía regiones de fitness altos. Hicimos ésto
reconstruyendo una red con parámetros en las conecciones que fueron calculadas
con las probabilidades de fijación de los diferentes genotipos. El algoritmo de
búsqueda evolutiva remarca muchas nuevas características del paisaje
adaptativo. Descubrimos que en regiones de fitness alto, la distribución del
fitness está sesgado hacía la izquierda. También encontramos que hay regiones
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grandes en las cuales las mutaciones tienen efectos aleatorios en el fitness, y no
hay una dirección clara de la evolución adaptativa. Las propiedades de estas
regiones pueden ser reproducidas fidedignamente con el modelo de mutación
nulo de casa-de-cartas.

Una observación que capto nuestra atención es que entre poblaciones clonales
isogénicas, la distribución del fitness está sesgado hacia la derecha. ¿Cúales son
las consequencias evolutivas de estas propiedades? Encontramos que la
probabilidad de fijación de mutaciones en la población con una exponente de
cola muy pesado incrementa con el tamaño de la población. Como resultado,
rara vez cuellos de botella reproductivo que pueden favorecer específicos
genotipos tienen un efecto dominante sobre el resultado de la evolución incluso
si estos genotipos tienen un desempeño malo durante periodos largos entre
eventos de reproducción extrema. Este resultado es particularmente relevante
para poblaciones bacterianas que pueden alcanzar densidades grandes en su
población.

Los resultados en esta tesis muestran el potencial del uso de descripciones
mecanisticas de biología de sistemas para entender el paisaje del fitness. Sabiendo
la estrcutura del paisaje del fitness puede tener grandes impactos en muchas áreas
de la biología. Un ejemplo es el mejoramiento en el diseño de drogas para combatir
patógenos, lo cuál podría evitar el surgimiento de cepas resistentes a drogas.
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