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6 Concluding remarks

In this thesis, we developed efficient numerical methods for solving
large and sparse systems of linear equations with multiple shifts and
multiple right-hand sides given simultaneously, which frequently arise
in the simulation of real-world scientific and engineering applications.
Conventional sparse direct methods are robust and predictable in terms
of both accuracy and costs. However, direct methods require often too
much memory and their algorithmic complexity is not optimal. This is of
course especially important for large systems. Nowadays the dimension of
these systems routinely exceeds several million unknowns. Therefore we
considered iterative methods in this thesis. We mainly consider Krylov
subspace methods with preconditioning, that are matrix-free. Thus we
circumvent the memory bottlenecks of direct solution methods.

The strategy advocated in this thesis is to use shifted block Krylov
subspace methods to solve sequences of multi-shifted and multiple right-
hand sides linear systems simultaneously. Block variants of Krylov subspace
methods offer noticeable advantages over conventional iterative algorithms,
which are particularly attractive for solving multiple right-hand sides
linear systems. Methods that use blocks can solve the whole sequence
at once using much larger search spaces, and they perform block matrix-
vector products maximizing computational efficiency on modern cache-
based computer architectures. Additionally, shifted block Krylov methods
preserve the shift invariance property of the block Krylov subspace, so
that a unique basis can be used to approximate the solutions of the whole
sequence of shifted block systems simultaneously by performing matrix-free
operations. This approach is computationally more attractive and more
efficient than applying shifted Krylov subspace methods to the solution
of each of the multi-shifted linear systems independently, or block Krylov
subspace methods to the solution of the L linear systems with multiple
right-hand sides in sequence.

More specifically, we developed robust variants of the shifted block
GMRES method. Some of the convergence problems of this method, and
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in particular the loss of its superlinear convergence behaviour, tend to
occur when the algorithm needs to be restarted in order to control the
high memory and computational costs of the block Arnoldi procedure. The
restarting process can destroy information about the very small eigenvalues
of A that is built up during the iterations. Although the distribution
of the eigenvalues is certainly not the only aspect that is important for
the convergence of iterative Krylov solvers for non-hermitian systems, it
is observed that for many problems and applications a tightly clustered
spectrum around a single point away from the origin is generally very
beneficial for fast convergence, whereas widely spread eigenvalues and
especially the presence of clusters close to zero are often disadvantageous.
As Krylov methods build a polynomial expansion of the coefficient matrix
that must be equal to one at zero and has to approximate zero on the set
of eigenvalues, “removing” the smallest eigenvalues can greatly improve the
convergence. In Chapter 2 we introduced a variant of the restarted shifted
block GMRES method augmented with eigenvectors that attempts to restore
the superlinear convergence rate by mitigating the negative effect of small
eigenvalues on the iterations. We called the method “shifted block GMRES
method with deflated restarting”, or shortly BGMRES-DR-Sh.

In Chapter 3 we looked at another practical difficulty with the
implementation of shifted block Krylov subspace methods, that is their
lack of robustness due to the presence of approximately linearly dependent
right-hand sides or block residuals, potentially leading to slow convergence
or to a stagnation of the method. We showed that this problem is
inherited by the shifted block GMRES method as well. In Chapter 3 we
introduced a new deflated Krylov subspace algorithm, shortly referred to
as FDBGMRES-Sh, that can solve the whole sequence of shifted block
linear systems simultaneously. Further, it can detect and cure the possible
approximate linear dependence of the block residuals, and it allows to
use variable preconditioning, which can be a particularly useful feature
in some applications. Numerical experiments on several matrix problems,
including realistic PageRank calculations, showed the significant robustness
of the FDBGMRES-Sh method for solving general sparse multi-shifted and
multiple right-hand sides linear systems.

The favourable numerical results obtained with the augmented subspace
approach considered in Chapter 2 motivated us to try to combine it with
a deflation strategy similar to the one used in Chapter 3, to improve the
robustness of the method. In the BGMRES-DR-Sh method, however, after
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discarding the linearly dependent columns in the initial block residual, the
residuals of the linear systems and the residuals of the harmonic Ritz vectors
to be recycled at restart are not in the same subspace, and consequently
the Arnoldi-like relation cannot be preserved at restart. Thus we follow a
different route, to deal with the cases where a linear combination of the
systems has converged or some of the right-hand sides converge much faster
than others. To that end, we monitored the approximate rank-deficiency
of the matrix (R1

0, (A − σ1I)R1
0, . . . , (A − σ1I)m−1R1

0) in Chapter 4. In
the literature on block Krylov subspace methods this is referred to as
inexact or partial breakdown. We introduced a new shifted, augmented
and deflated block GMRES method, shortly referred to as SAD-BGMRES,
that can solve the whole sequence of linear systems simultaneously. It
detects effectively inexact breakdowns in the inner block Arnoldi procedure
for improved robustness, and it recycles spectral information at restart to
achieve faster convergence. Numerical experiments have shown the potential
of the SAD-BGMRES method to solve general multi-shifted and multiple
right-hand sides linear systems in quantum chromodynamics as well as in
other applications. The SAD-BGMRES method is fast and efficient, also
compared to other shifted block iterative solvers.

In Chapter 5 we turned to the simultaneous solution of multiple right-
hand sides unshifted linear systems by block Krylov methods, which is
required in many large-scale scientific and engineering applications modelled
by either partial differential or boundary integral equations. While some
of the analysis presented in Chapters 2-4 for shifted linear systems can
straightforwardly be applied to unshifted systems, it remains inherently
difficulty to combine in the same block Krylov subspace formulation the
augmented subspace approach presented in Chapter 2 with the initial
deflation strategy presented in Chapter 3. To overcome this problem, we
presented in Chapter 5 a spectrally preconditioned block GMRES algorithm
equipped with an eigenvalue recycling strategy that exploits approximate
invariant subspaces computed over the iterations to adapt an existing
preconditioner, with the aim to mitigate the negative effects of small
eigenvalues on the convergence. The iterative solver was combined with an
initial deflation technique similar to the one considered in Chapter 3 to deal
with the approximate linear dependence of the block of right-hand sides. The
new spectrally preconditioned and initially deflated block GMRES method
(shortly referred to as SPID-BGMRES) was tested on the solution of two
sets of linear systems arising from the discretization of the Dirac equation
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and of boundary integral equations in electromagnetics scattering, showing
an overall significant performance improvement compared to the standard
block GMRES method.

6.1 Comparison of methods

Below we summarize the main characteristics and properties of the
algorithms proposed in this thesis:

1. BGMRES-DR-Sh method (Chapter 2)

• It is applicable to solve sequence of linear systems with multiple
shifts and multiple right-hand sides.

• The coefficient matrix can be general non-hermitian.

• It can solve the whole sequence of multi-shifted and multiple
right-hand sides linear systems simultaneously.

• It has the ability to deflate the smallest eigenvalues near zero at
each restart.

2. FDBGMRES-Sh method (Chapter 3)

• It is applicable to solve sequence of linear systems with multiple
shifts and multiple right-hand sides.

• The coefficient matrix can be general non-hermitian.

• It can solve the whole sequence of multi-shifted and multiple
right-hand sides linear systems simultaneously.

• It has the ability to detect the approximate linear dependence of
the block right-hand sides or of the block residuals at restart.

• It allows to use a different preconditioner at each iterate.

3. SAD-BGMRES method (Chapter 4)

• It is applicable to solve sequence of linear systems with multiple
shifts and multiple right-hand sides.

• The coefficient matrix can be general non-hermitian.
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• It can solve the whole sequence of multi-shifted and multiple
right-hand sides linear systems simultaneously.

• It has the ability to deflate the smallest eigenvalues near zero at
each restart.

• It can handle numerical problems due to the occurrence of inexact
breakdowns in the block Arnoldi procedure.

4. SPID-BGMRES method (Chapter 5)

• It is applicable to solve sequence of linear systems with multiple
right-hand sides.

• The coefficient matrix can be general non-hermitian.

• It can solve the whole sequence of multiple right-hand sides linear
systems simultaneously.

• It has the ability to deflate the smallest eigenvalues near zero at
each restart.

• It has the ability to detect the approximate linear dependence of
the block right-hand sides or of the block residuals at restart.

The most expensive computational kernel in the implementation of Krylov
subspace methods is the matrix-vector product operation. In Table 6.1, we
summarize the overall computational cost of one cycle of the BGMRES-Sh,
BGMRES-DR-Sh, DBGMRES-Sh and SAD-BGMRES methods for solving
a sequence of L shifted linear systems, each with p right-hand sides, using an
m-dimensional Krylov subspace. In Table 6.1, we denote by opA the number
of arithmetic operations necessary to perform one matrix-vector product.
We assume that k harmonic Ritz vectors were used in the BGMRES-DR-
Sh and in the SAD-BGMRES methods, and we denote by pj ≤ p the
actual size of the new Krylov basis block Vj computed at iteration j in
the DBGMRES-Sh and SAD-BGMRES methods. We note that the SAD-
BGMRES method demands less MV Ps than the BGMRES-Sh, BGMRES-
DR-Sh and DBGMRES-Sh methods.

In Table 6.3, we compare the numerical performance of the various
methods proposed in this thesis. For reference, we also have included
the standard shifted block GMRES (BGMRES-Sh) method introduced in
Ref. [103]. The suite of selected linear systems is listed in Table 6.2.
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The systems are extracted from the University of Florida Sparse Matrix
Collection [25]. We did not consider the SPID-BGMRES method here as it
is not applicable to the solution of shifted systems. The four methods were
compared in terms of total number of matrix-vector products (Mvps) and
CPU elapsed solution time expressed in seconds (Cpu). In our experiments,
we set the shifts σi = [−0.0001,−0.001,−0.01,−0.1,−1], the maximum
dimension of the search space equal to m = 90 and the convergence tolerance
and the maximum number of iterations in the stopping criterion equal to
tol = 10−6 and maxiter = 10000, respectively. We set three different
right-hand sides matrices B1, B2 and B3. The columns of B1 ∈ Cn×6

and B2 ∈ Cn×10 are linearly independent, randomly generated with normal
distribution by the built-in MATLAB function randn, while three columns
of B3 are linearly dependent. Finally, we deflated k = 10 harmonic Ritz
vectors.

In all our runs using p = 6 and p = 10 right-hand sides, the SAD-
BGMRES method outperformed the other methods in terms of both Mvps
and Cpu time, converging to the targeted accuracy also on problems where
the BGMRES-Sh method failed to converge. In Table 6.3 we use the
symbol “-” to indicate that no convergence was achieved. The DBGMRES-
Sh method performed very well on problems where the right-hand sides
were linearly dependent, whereas other methods failed to converge. This
phenomenon could be explained by the fact that the DBGMRES-Sh method
detects approximate linear dependencies in the right-hand sides matrix
B before running the block Arnoldi process whereas the SAD-BGMRES
method detects the linearly dependent columns during the block Arnoldi
process. However, the DGMRES-Sh method still failed to converge in some
cases. This is likely due to delete approximate linear dependencies may lead
to a loss of information that slows down the convergence. The deflation
technique incorporated in the SAD-BGMRES method can also be applied
at the beginning of each cycle, similar to the strategy proposed in Ref. [11].
Different deflation approaches appear to exhibit different performances.
Additionally, the effects of the block size reduction on the communication
costs are to be considered in detail for efficient parallel computations. In
principle, block operations have the benefits of lower communication costs,
but this needs to be thoroughly addressed in a parallel setting. Identifying
the best deflation strategy is still an open question and will be a topic of
interest for a future study.

Although shifted block Krylov methods can solve the memory bottlenecks
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of direct methods, clearly they can suffer from slow convergence or
could even fail to converge in some cases. If this happens, the use of
preconditioning techniques is necessary to improve the spectral properties of
the system. The difficulty of preconditioning shifted linear systems is that
the shift-invariant property of the Krylov subspace may not be preserved
under transformation. In this thesis we used successfully shift-and-invert
methods. However, the design of robust preconditioning methods that
maintain the shift-invariance property of the Krylov subspace still remains
an open research issue, that will be considered in the future.
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Table 6.1: Computational cost of a generic cycle of the BGMRES-Sh,
BGMRES-DR-Sh, DBGMRES-Sh and SAD-BGMRES methods.

Operations BGMRES-Sh BGMRES-DR-Sh DBGMRES-Sh SAD-BGMRES

MV Ps m · p · opA (m− k) · p · opA m · pj · opA (m− k) · pj · opA

Table 6.2: Set and characteristics of the test matrix problems used in our

experiments.

Matrix problems Size Nonzeros Problem kind
poisson3Da 13,514 352,762 computational fluid dynamics problem
poisson3Db 85,623 2,374,949 computational fluid dynamics problem
sherman4 1,104 3,786 computational fluid dynamics problem

light in tissue 29,282 406,084 electromagnetics problem

Table 6.3: Number of Mvps and Cpu for BGMRES-Sh, BGMRES-DR-Sh,
DBGMRES-Sh and SAD-BGMRES methods for solving general
test problems.

Matrix Methods
p = 6 p = 10 p = 6(3 + 3)

Mvps Cpu Mvps Cpu Mvps Cpu

Possion3Da

BGMRES-Sh 1615 6.587 3821 15.813 - -
BGMRES-DR-Sh 540 2.601 1081 5.309 - -
DBGMRES-Sh - - - - 433 3.882
SAD-BGMRES 489 1.621 829 2.483 - -

Possion3Db

BGMRES-Sh 3001 50.656 7177 125.138 - -
BGMRES-DR-Sh 1241 25.328 3130 67.096 - -
DBGMRES-Sh 1783 74.736 2994 154.923 877 32.356
SAD-BGMRES 1067 21.523 2026 39.609 - -

Sherman4

BGMRES-Sh - - - - - -
BGMRES-DR-Sh 424 0.678 784 1.445 - -
DBGMRES-Sh - - - - 364 0.841
SAD-BGMRES 370 1.508 613 0.327 - -

light in tissue

BGMRES-Sh - - - - - -
BGMRES-DR-Sh 2252 38.883 6391 117.261 - -
DBGMRES-Sh 3739 137.212 6511 318.149 1928 56.171
SAD-BGMRES 1789 21.375 3908 47.069 - -


