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5 Spectrally preconditioned and
initially deflated variants of the
BGMRES method for solving linear
systems with multiple right-hand
sides

Nowadays, many problems in science and engineering are studied by
computer simulation. Often linear systems are solved for this. Some
systems have multiple right-hand sides. In this chapter, we consider
the simultaneous solution of multiple right-hand sides linear systems by
block Krylov methods. Part of the analysis presented for shifted linear
systems can straightforwardly be applied to the unshifted case. However,
combining the augmented subspace approach presented in Chapter 2 with
the initial deflation strategy presented in Chapter 3 in the same block
Krylov subspace formulation is not straightforward. Therefore we follow
a different route in this chapter. We present a spectrally preconditioned
block GMRES algorithm with an eigenvalue recycling strategy that exploits
approximate invariant subspaces computed over the iterations to adapt an
existing preconditioner, with the aim to mitigate the bad effects of small
eigenvalues on the convergence. The iterative solver is equipped with
an initial deflation technique similar to the one considered in Chapter 3
to handle the approximate linear dependence of right-hand sides. It
may be noted that this approach is different from the inexact breakdown
strategy using in Chapter 4. Here we make this choice because the basis
used to expand the Krylov subspace has smaller dimension if we detect
approximate linear dependencies in the initial block residuals, whereas the
inexact breakdown strategy discards the columns of new Krylov basis block
computed in the block Arnoldi procedure based on the numerical rank of the

This chapter is based on the published article [92].



102 Chapter 5. The SPID-BGMRES method

block residuals and keep them for orthogonalization purposes. We illustrate
the numerical behavior of the spectrally updated and initially deflated block
GMRES method on two sets of linear systems. The first set arises from the
discretization of the Dirac equation; the second example result from the
discretization of boundary integral equations in electromagnetics scattering.

5.1 Background

We consider the simultaneous solution linear systems with multiple right-
hand sides given by

AX = B, (5.1)

where A ∈ Cn×n is a large square nonsingular matrix of dimension n,
B = [b1, b2, . . . , bp] ∈ Cn×p is a full rank matrix of the p right-hand side
vectors bi, i = 1, 2, . . . , p and X ∈ Cn×p is the unknown solution
matrix. An efficient solution of systems (5.1) is required, e.g., in the radar
cross section (RCS) calculation of realistic targets [17], in lattice quantum
chromodynamics (QCD) applications [81], in computational acoustics [43]
and in circuit analysis using model reduction techniques [36], to name a few
applications. In some of these problems the coefficient matrix A is large
and sparse, for example if A represents a lattice QCD discretization of the
Dirac operator. On the other hand, boundary element discretizations of
integral equations in computational electromagnetics, medical imaging and
computational acoustic problems lead to large and fully populated matrices.
Some efficient variants of Gaussian elimination have been proposed for
solving blocks of right-hand sides simultaneously, see e.g. [3,21]. However, as
mentioned before, the huge memory requirements of direct methods are often
a bottleneck in large-scale simulations. Krylov subspace methods can be
attractive alternatives for solving linear systems of the form (5.1) on parallel
computers especially if the coefficient matrix A is not explicitly available.
In particular, block variants of Krylov subspace methods [1, 12, 40, 48] can
solve the whole sequence at once using much larger search spaces. They
perform block matrix-vector products maximizing computational efficiency
on modern cache-based computer architectures. In this study, we will refer
to the block GMRES method (BGMRES) [78] described in Chapter 1.
BGMRES computes the minimal residual norm over the block Krylov
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subspace

Km(A,R0) = blockspan
{
R0, AR0, . . . , A

m−1R0

}
. (5.2)

As we explained in the previous chapters, the BGMRES algorithm
can be memory demanding due to the heavy memory requirements
of the block orthogonalization process. The problem is remedied by
restarting periodically the algorithm using the last computed approximation.
However, the restarting procedure can destroy information on the very
small eigenvalues of A and the superlinear convergence may be lost [102].
Preconditioning is often used to improve the spectral properties of the linear
systems (5.1) by transforming it into the equivalent form

MAX = MB, (5.3)

(or AMY = B) where M is a nonsingular matrix close to A−1 in some
sense, cheap to compute and to apply, and is such that the eigenvalues
of the preconditioned matrix MA (or AM for right preconditioning) are
well clustered away from the origin. Consequently, solving Eq. (5.3)
may be significantly faster than solving Eq. (5.1). Indeed, many of the
preconditioners proposed in the literature succeed in clustering most of the
eigenvalues of the preconditioned matrix MA far from the origin. However,
they still often tend to leave a few eigenvalues of MA close to zero. This
may happen especially for indefinite problems when some of the eigenvalues,
in their migration process towards the real axis under the action of a
good preconditioner, may group close to the origin of the complex plane
potentially degrading the convergence.

It is inherently difficulty to combine the augmented subspace approach
presented in Chapter 2 with the initial deflation strategy presented in
Chapter 3, as discussed in [95]. Basically, since the residuals of the linear
systems and the residuals of the Ritz vectors to be recycled at restart are
not in the same subspace, the Arnoldi-like relation cannot be preserved at
restart. Therefore, we follow a different route in this chapter. To accelerate
the convergence of the standard restarted BGMRES method, we develop
a spectrally preconditioned and initially deflated version of the BGMRES
method (shortly referred to as SPID-BGMRES) that gathers spectral
information during the block Arnoldi process to determine an approximation
of an invariant subspace of MA associated with the eigenvalues nearest to
the origin, and uses this information to adapt an existing preconditioner M .
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The spectral preconditioner, the eigenspace approximation and the
recycling procedure are presented in Section 5.2. In Section 5.3, the
spectrally preconditioned BGMRES method is combined with an initial
deflation strategy to monitor the approximate linear dependence of the
block of right-hand sides over the iterates. Numerical experiments show
that the SPID-BGMRES method can solve sequences of multiple right-
hand sides linear systems arising in lattice QCD applications and from
boundary integral equations discretization in electromagnetics scattering
more efficiently than standard BGMRES (Section 5.4). To the best of our
knowledge, our method is the first block Krylov solver that combines initial
deflation with eigenspace recycling.

5.2 Spectral preconditioning

In Ref. [16,18], the authors presented a spectral preconditioner for solving
general linear systems where invariant subspaces associated to the smallest
eigenvalues of MA, precomputed prior to the iterative solution using the
MATLAB function eigs, were deflated from the Krylov subspace resulting
in faster convergence. In this chapter, we pursue a different strategy. We
recover approximate eigenspaces of MA adaptively from the block Arnoldi
process at low computational cost, and we recycle those eigenspaces to
adapt an existing preconditioner M . In this section we present the spectral
preconditioner.

We denote by M the first-level preconditioner that is used to solve the
system given by Eq. (5.1) more efficiently, that is we solve Eq. (5.3) instead
of Eq. (5.1). Let {λ1, . . . , λn} be the set of eigenvalues of MA in any order.
Let the columns of Vk be the basis of a right invariant subspace of MA
of dimension k associated to the eigenvalues {λ1, . . . , λk}, that is MAVk =
VkJk where the eigenvalues of Jk are {λ1, . . . , λk}. Finally, let V ⊥k be an
orthogonal complement of Vk. Then we have

MAV = V

(
Jk E
0 F

)
,

where V = [Vk, V
⊥
k ], the eigenvalues of Jk are {λ1, . . . , λk} and those of F

are {λk+1, . . . , λn}.
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5.2.1 Spectral two-level preconditioning

In the first approach, we update the preconditioner matrix according to

Mslru = M +Mc, (5.4)

where Mc = VkA
−1
c WH is the coarse-grid correction, and W is chosen such

that Ac = WHAVk is nonsingular. Then we have MslruAVk = Vk(Jk + Ik)
and MslruAV

⊥
k = VkE + V ⊥k F + VkP with P ∈ Rk×(n−k). Altogether, we

get

MslruAV = V

(
Jk + Ik ∗

0 F

)
,

where the asterisk denotes a nonzero block whose actual expression is
unimportant here. Thus, we obtain the following result.

Proposition 5. The preconditioner Mslru is such that the preconditioned
matrix MslruA is similar to a matrix whose eigenvalues are{

ηi = λi if i > k,
ηi = 1 + λi if i ≤ k.

Some eigenvalues of the preconditioned matrix MA lie in a neighborhood
of the origin in the complex plane, the coarse-grid correction Mc to the
preconditioner results in shifting some of there eigenvalues to a neighborhood
of one. It should be noted that for unsymmetric linear systems some of
the eigenvectors can be complex. However, since the conjugate of complex
eigenvector is also an eigenvector, the calculations can be performed in real
arithmetic. To that end, we introduce two real vectors, respectively, the real
part and the imaginary part of the conjugate eigenvectors.

5.2.2 Multiplicative spectral two-grid preconditioning

In the spirit of standard multigrid cycles, the first-level preconditioner M
can be used to define a smoother for a weighted stationary iterative method.
Multigrid methods are amongst the fastest techniques for solving certain
classes of partial differential equations on parallel computers. A geometric
two-grid algorithm typically consists of three stages: a pre-smoothing, a
coarse grid correction and a post-smoothing step. In the pre-smoothing
phase, a few iterations are applied on the fine grid to damp the high
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frequencies of the error. These components of the error are in the space
spanned by the vectors associated with the largest eigenvalues of MA.
The smooth components (i.e., the components associated with the smallest
eigenvalues) are represented on a coarser grid by projecting the residual
on the coarse grid where it can be captured by solving the coarse error
equation. The error on the coarse mesh is then interpolated back into the
fine grid for the solution update. Finally, in the post-smoothing phase,
a few additional smoothing iterations are performed to damp some high
frequency components that might have been introduced in the error by the
interpolation process. If the new iterate is not sufficiently accurate, the
two-grid cycle is applied iteratively.

In standard multigrid cycles, the coarse space is not defined explicitly
in terms of the eigencomponents but instead by selecting a space that
can capture those components effectively [33, 49, 100]. Likewise, we can
define the coarse space as the span of the eigenvectors associated with
the smallest eigenvalues of MA, the prolongation operator as P = Vk,
the restriction operator R as R = WH , and finally the coarse matrix
problem by a Petrov–Galerkin formula Ac = RAP . The preconditioning
algorithm takes as input the residual vector r to precondition. After, say
µ1, pre-smoothing steps using the restriction operator R = WH , we project
the residual onto the coarse subspace and we solve the coarse space error
equation where the coefficient matrix is given by Ac = WHAVk. Finally,
we project back the error to the original space using Vk and we smooth
again the new approximation. The preconditioning procedure is presented
in Algorithm 5.1. For the sake of simplicity, we will simply denote this
preconditioner as Mmul or Mmul(A,M).

With the help of a basic result from multigrid theory (see, for
instance [18]), it can be shown that the preconditioning operator Mmul has
the following expression

Mmul = A−1 − (I − ωMA)µ2(I −McA)(I − ωMA)µ1A−1, (5.5)

where, as in Section 5.2.1, Mc = Vk(W
HAVk)

−1WH , MAVk = VkJk and
McAVk = Vk.

By induction on j we get that (I − ωMA)jVk = Vk(I − ωJk)j and (I −
ωMA)jV ⊥k = V ⊥k (I − ωF )j + VkPj , where Pj ∈ Rk×(n−k). We also have
(I−McA)V ⊥k = V ⊥k −VkPc with Pc ∈ Rk×(n−k). Thus, the following relation
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is established

MmulAV = V

(
I ∗
0 I − (I − ωF )µ1+µ2

)
, (5.6)

where again the asterisk denotes a nonzero block whose actual expression is
unimportant here. The result is summarized in the following proposition.

Proposition 6. The preconditioner Mmul is such that the preconditioned
matrix MmulA has eigenvalues{

ηi = 1 if i < k,
ηi = 1− (1− ωλi)µ1+µ2 if i ≥ k.

Consequently, if a preconditioner M clusters most of the eigenvalues close
to one, possibly leaving relatively few outliers near zero, the improvement
Mmul shifts the eigenvalues closest to the origin exactly to one and those
that were grouped close to one get more clustered closer to this point. Note
that this is mainly due to the choice of Vk. Therefore, we can expect a
significant reduction of the number of BGMRES iterations.

Algorithm 5.1 Multiplicative spectral preconditioner. Preconditioning
operation: z = Mmul r.

1: Pre-smoothing: damp the high frequencies of the error
2: e0 = 0
3: for j = 1, µ1 do
4: ej = ej−1 + ωM(r −Aej−1)
5: end for
6: Coarse grid correction
7: eµ1 = eµ1 + VkA

−1
c WH(r −Aeµ1)

8: Post-smoothing: damp again the high frequencies of the error
9: for j = 1, µ2 do

10: eµ1+j = eµ1+j−1 + ωM(r −Aeµ1+j−1)
11: end for
12: z = eµ1+µ2
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5.2.3 Additive spectral two-grid preconditioning

In the additive variant of the two-grid preconditioning cycle, the coarse
grid correction and the smoothing operation are decoupled. The coarse grid
correction computes only the residual components in the space spanned
by the eigenvectors associated with the smallest eigenvalues of MA. The µ
smoothing steps damp all the frequencies. At the end of the smoothing step,
however, the preconditioned residual is filtered so that only the components
in the complementary subspace are retained. These two contributions
are summed together to update the solution. A simple additive two-level
multigrid cycle is illustrated in Algorithm 5.2. Following Ref. [33, 100], we
define the filtering operator by (I−VkWH). This filter is supposed to remove
all the components in the Vk directions since (I − VkWH)Vk = 0.

The preconditioning procedure described in Algorithm 5.2 can be written
in the form z = Madd r, where the preconditioner matrix Madd has the
following expression,

Madd = VkA
−1
c WH + (I − VkWH)(I − (I − ωMA)µ)A−1. (5.7)

Using arguments similar to those used to prove Proposition 6, we can obtain
the following proposition [18].

Proposition 7. The preconditioner Madd is such that the preconditioned
matrix MaddA has eigenvalues{

ηi = 1 if i ≤ k,
ηi = 1− (1− ωλi)µ if i > k.

See Ref. [14,18] for discussions on the optimal choice of the parameter ω.
Both the multiplicative and the additive two-grid spectral preconditioners
can shift a selected set of eigenvalues to one and cluster most of the other
eigenvalues close to one.

Remark. The eigenvectors Vk’s defined in Section 5.2 can be approximated
from the block Arnoldi process at low computational cost as is shown in
Chapter 2. The following result proved in Chapter 2 is used to compute the
so-called harmonic Ritz vectors from the block Arnoldi process.
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Algorithm 5.2 Additive spectral preconditioner. Preconditioning operation:
z = Madd r.

1: Damp all the frequency components of the error
2: e0 = 0
3: for j = 1, µ do
4: ej = ej−1 + ωM(r −Aej−1)
5: end for
6: Filter the high frequency components of the error
7: c1 = (I − VkWH)eµ

8: Low frequency correction
9: c2 = VkA

−1
c WHr

10: Compute the preconditioned residual
11: z = c1 + c2

Lemma 3. Let U = span{Vm}, where Vm is an orthonormal matrix built by
BGMRES at the end of a cycle. The harmonic Ritz pairs (θi, gi) associated
with Vm satisfy the following property

(H̃m)H
(
H̃mgi − θi

[
gi
0p

])
= 0, (5.8)

where Vmgi are the harmonic Ritz vectors associated with the corresponding
harmonic Ritz values θi.

Using Eq. (1.28), the above relation can be rewritten as

((Hm)HHm + EmH
H
m+1,mHm+1,mE

H
m)gi = θi(Hm)Hgi, (5.9)

and consequently the k targeted harmonic Ritz pairs can be computed during
the BGMRES cycle. We denote by Vk = VmGk, with Gk = [g1, . . . , gk] ∈
Cmp×k, the k targeted harmonic Ritz vectors used to construct the spectral
preconditioners, and we take W = Vk in the coarse-grid correction Mc

of both the preconditioners Mslru and Mmul, as well as for the filtering
operator in Madd. Although the computation of the coarse-grid spectral
updates require extra costs for the eigencomputation to update the initial
preconditioner M , these costs can be amortized by the faster convergence
as will be demonstrated in Section 5.4.

For brevity, we refer to the initially deflated variant of the conventional
BGMRES method as BGMRESD.
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5.3 The SPID-BGMRES method

The spectrally preconditioned BGMRES method with eigenspace
recycling presented in the previous section is combined with an initial
deflation strategy to overcome convergence problems due to the approximate
linear dependence of the p right-hand sides. We apply the initial deflation
or explicit reduction strategy that was also used in the development of
the (F)DBGMRES-Sh method, see in Chapter 3. We recall it briefly here
for the sake of completeness. The deflation process performs a block size
reduction based on the SVD of the upper triangular factor arising from the
QR-decomposition of the preconditioned block true residual MR0. That is,

MR0 = QT,

T = SΣV H ,

where Q ∈ Cn×p is a matrix with orthonormal columns, T ∈ Cp×p is an
upper triangular full-rank matrix, S ∈ Cp×p, V ∈ Cp×p are unitary and
Σ ∈ Cp×p is diagonal. We filter the largest pd singular values based on the
following requirement

σl(T ) > εd · tol, l = 1, 2, . . . , pd, (5.10)

where 0 < εd ≤ 1 and tol is the convergence threshold used in the stopping
criterion of the iterative method. By decomposing Σ as

Σ =

[
Σ+ 0
0 Σ−

]
,

with Σ+ ∈ Cpd×pd and Σ− ∈ C(p−pd)×(p−pd), the block true residual can be
written as

MR0 = QS+Σ+V
H

+ +QS−Σ−V
H
− , (5.11)

with S+ ∈ Cp×pd , S− ∈ Cp×(p−pd), V+ ∈ Cp×pd and V− ∈ Cp×(p−pd). Upon
the block residuals deflation, only the linear systems corresponding to the
pd most linearly independent columns of MR0 are solved simultaneously.

The preconditioned block Arnoldi procedure is started with the matrix
V1 = QS+, and determines at step j the block basis Vj+1 ∈ Cn×(j+1)pd and

the block Hessenberg matrix H̃j ∈ C(j+1)pd×jpd such that

MAVj = Vj+1H̃j . (5.12)
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At this stage, the approximate solution to system (5.3) is given by Xm =
X0 + VmYmΣ+V

H
+ , where Ym is the minimizer

argmin
Y

∥∥B −A(X0 + VjY Σ+V
H

+ )
∥∥
F

(5.13)

computed over the space X0 + range(VjY Σ+V
H

+ ). This is similar to the
approach described in Ref. [12]. The main difference between the deflation
strategy implemented in the SPID-BGMRES method and the one proposed
by Calandra et.al. [12] is that here we compute the block true residual norm
to detect the convergence rather than using the block quasi-residual, so that
the stopping criterion is independent of the preconditioner. The complete
pseudocode of the SPID-BGMRES method is presented in Algorithm 5.3,
where the adaptive spectral preconditioners are given in an implicit form.

Algorithm 5.3 The SPID-BGMRES method .

1: for i = 1, . . . ,m do
2: MR = Mi(B −AX0)
3: Perform a inner iteration of the preconditioned BGMRESD method

(see Algorithm 5.4)
4: Compute the k targeted eigenpairs of (θi, gi) (The θi, (i =

1, . . . , k) are the harmonic Ritz vectors) of the matrix HHmHm +
EmH

H
m+1,mHm+1,mE

H
m . Then store the gi into the matrix Gk

5: Compute Vk = VmGk and Ac = (Vk)
HAVk

6: Let M be the spectral two-level preconditioners function
7: Define Mi+1 = M(Mi, Vk, Ac)
8: end for

5.4 Performance analysis

We illustrate the numerical behavior of the SPID-BGMRES method for
solving multiple right-hand sides linear systems (5.1) arising in two different
applications. In our experiments, the harmonic Ritz vectors were recovered
directly from the block Arnoldi process. They were computed using the
MATLAB function eigs that calls ARPACK [63]. The iterative solution
was started from the initial guess 0 ∈ Cn×p and was terminated if

‖Bm(:, s)−AX(:, s)‖2
‖B(:, s)‖2

≤ tol, s = 1, . . . , p,
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Algorithm 5.4 The preconditioned initially deflated BGMRESD method .

Input: A ∈ Cn×n, B ∈ Cn×p, initial guesses X0 ∈ Cn×p, a convergence
threshold tol, a deflation threshold εd, the size of the restart m, the
maximum number of iteration itermax, and the first-level preconditioner
M1

Output: X ∈ Cn×p
1: Compute the initial block residuals R0 ∈ Cn×p as R0 = B −AX0

2: for i = 1, . . . , itermax do
3: Compute the reduced QR-decomposition of MR0 = QT with Q ∈

Cn×p and T ∈ Cp×p
4: Compute the SVD of T as T = SΣV H

5: Select pd singular values of T such that σl(T ) > εd tol for all l such
that 1 ≤ l ≤ pd

6: Define V1 ∈ Cn×pd as V1 = QS(:, 1 : pd)

7: Let Bk =

[
Ipd

0kpd×pd

]
, 1 ≤ k ≤ m

8: for j = 1, . . . ,m do
9: Apply preconditioned block Arnoldi process. It generates Vj+1, H̃j

such that: MAVj = Vj+1H̃j with VHj+1Vj+1 = I(j+1)pd

10: Solve the minimization problem Yj = argmin
Y ∈Cjpd×pd

∥∥∥Bj − H̃jY ∥∥∥
F

11: Compute Xj = X0 + VjYjΣ(1 : pd, 1 : pd)V (1 : p, 1 : pd)
H and

Rj = B −AXj

12: if ‖Rj(:, s)‖2/‖B(:, s)‖2 ≤ tol, s = 1, . . . , p, then stop
13: end for
14: Xm = X0 + VmYmΣ(1 : pd, 1 : pd)V (1 : p, 1 : pd)

H

15: Rm = B −AXm

16: Check convergence, and restart if convergence is not achieved, set
R0 = Rm and X0 = Xm

17: Construct the spectral preconditioners M by Algorithm 5.3 and go to
step 3

18: end for
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or if the number of iterations exceeded the value maxiter. Note that this
stopping criterion is independent of the preconditioner used. We explicitly
computed the true unpreconditioned residual at each iteration even though
this quantity might be available as a by-product of the Krylov solver. The
experiments were run under Windows 10 and MATLAB version R2017b, on
a PC with an Inter(R) Core(TM) i5-7200U CPU @2.50 GHz and 8GB of
memory. All timings are expressed in seconds.

5.4.1 Quantum chromodynamics problems

In this section, we illustrate the convergence of the SPID-BGMRES
method for solving a set of quantum chromodynamic matrices available
from the University of Florida Sparse Matrix Library [25]. We chose a
collection of four 49,152 × 49,152 complex matrices, i.e. conf5_4-8x8-05,
conf6_0-8x8-20, conf6_0-8x8-30, conf6_0-8x8-80. They are denoted in
the tables as problems Πi, i = 1, . . . , 4, respectively. Each matrix Πi exists
with a critical value κc with 1

κc
< 1

κ < ∞ such that A = I − κΠi is real-
positive. We set the number of right-hand sides equal to p = 10. The
maximum number of iterations maxiter equals to 5000. The convergence
tolerance tol is equal to 10−6 and the maximum dimension m of the Krylov
search space is set equal to 50. In our runs, the first-level preconditioner M
was an incomplete LU factorization ILU(t) with a dropping strategy based
on threshold, computed in MATLAB using the built-in function ilut and
the value t = 5 · 10−2 for the threshold. The first-level preconditioner is
required to cluster most of the eigenvalues close to one, so that the invariant
subspace associated with the smallest eigenvalues has a relatively small
dimension. Finally, the deflation threshold was set equal to εd = 0.1 in
the numerical experiments.

In Table 5.1, we present the number of iterations (Iters) and the
elapsed times (Cpu) required by the SPID-BGMRES method with the
Mslru preconditioner. Here the dimension of the low-rank update varies
between 1 to 10. Dimension 0 means that M is not updated, so that the
preconditioner reduces to ILU(t) and the SPID-BGMRES method reduces
to the preconditioned BGMRESD method. In our runs, the SPID-BGMRES
method outperformed the preconditioned BGMRESD method in terms of
both Iters and Cpu time. Generally the larger the dimension of the coarse
space used, the faster the convergence although the improvement was not
always monotonic. In Tables 5.2-5.5 we report on the number of iterations
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of the SPID-BGMRES method with the Mmul and Madd preconditioners
varying the total number of smoothing steps from 1 to 4. For all the
test examples, increasing the number of smoother iterations improved the
convergence. The general trend was that the larger the size of coarse space,
the fewer iterations were required by the Krylov solver.

Table 5.1: Number of iterations and solution time in seconds for the SPID-
BGMRES method with the Mslru preconditioner varying the
dimension of the low-rank update on the four problems Πi.

Pr. Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

Π1
Iters 1351 1290 1233 1222 1183 1149 1111 1134 1033 1033 1111
Cpu 130.80 129.57 122.71 121.60 119.34 118.67 112.56 113.76 103.30 107.95 122.25

Π2
Iters 741 648 592 560 541 542 531 531 531 521 569
Cpu 74.73 71.43 62.38 57.02 55.07 57.74 54.08 54.36 54.21 53.79 59.03

Π3
Iters 759 694 561 561 601 611 551 572 531 551 541
Cpu 75.40 72.16 64.61 56.86 60.83 61.54 59.68 67.88 57.64 56.39 54.94

Π4
Iters 791 651 596 581 561 561 541 525 511 521 531
Cpu 75.84 63.79 58.25 57.20 58.09 57.36 54.86 52.11 51.06 52.01 53.47

Fig. 5.1 compares the convergence histories of the conventional BGMRES,
of the initially deflated BGMRESD and of the SPID-BGMRES methods on
Example Π1. Different preconditioners were tested with the latter solver.
The vertical axis displays the log10 of the maximum true residual norms,
and the horizontal axis displays the number of iterations. The figure shows
that the deflation strategy can enhance the robustness of the BGMRESD
and the SPID-BGMRES methods significantly when the block residuals
are approximately linearly dependent. They converged when BGMRES
stagnated. The spectral updates incorporated in the SPID-BGMRES
further helped to converge faster. Moreover, the multiplicative and additive
preconditioner convergence curves were similar. The results were obtained
using µ1 = 1, µ2 = 2 in Mmul and µ = 3 in Madd.

In order to further compare the different spectral preconditioning
algorithms available in the SPID-BGMRES solver, we varied the restart
parameter m by setting it equal to 50, 60, 70, 80. Fig. 5.2 shows the
number of iterations versus the number of shifted eigenvalues for solving
Example Π1. The two-grid preconditioners Mmul and Madd exhibited similar
performance at different restart parameters, while they outperformed the
low-rank spectrally updated preconditioner Mslru.
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Table 5.2: Number of iterations and solution time in seconds for the SPID-
BGMRES method with the Mmul and the Madd preconditioners,
varying the number of smoothing steps and the dimension of the
low-rank update on Example Π1.

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 1351 1285 1181 1166 1133 1050 1105 1029 1015 922 978
Cpu 131.99 138.15 131.31 129.21 128.78 122.56 127.49 120.01 116.58 107.85 114.56

µi = 1, 0
Iters 1351 1241 1166 1187 1163 1149 1121 1091 1081 1071 1009
Cpu 128.87 134.26 124.65 132.20 128.21 131.47 125.80 122.39 123.42 121.72 117.40

µi = 2, 0
Iters 1351 659 599 572 609 541 521 501 491 501 480
Cpu 131.02 78.49 71.36 68.17 72.87 67.66 63.25 61.46 60.42 63.31 60.41

µi = 1, 1
Iters 1351 677 616 559 593 494 491 511 471 461 451
Cpu 133.15 83.65 75.87 67.90 71.95 60.60 60.72 64.78 59.53 58.12 59.35

µi = 0, 2
Iters 1351 663 628 633 559 473 500 445 446 441 432
Cpu 128.32 78.93 74.77 76.07 66.86 56.73 61.32 53.71 53.65 53.41 52.22

µi = 2, 1
Iters 1351 455 388 351 372 341 332 321 302 311 301
Cpu 128.61 59.70 50.59 46.54 51.14 44.63 43.92 42.16 40.00 41.49 40.19

µi = 1, 2
Iters 1351 458 401 347 350 331 314 321 321 311 296
Cpu 130.45 59.88 53.11 45.39 46.23 43.20 41.17 42.15 42.12 41.46 39.00

µi = 2, 2
Iters 1351 366 302 311 311 301 311 321 321 301 358
Cpu 129.87 51.97 43.08 44.18 45.09 43.20 44.49 45.81 45.80 43.59 51.98

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 1351 1285 1221 1188 1151 1175 1077 1111 1081 1046 1025
Cpu 139.81 160.69 135.52 134.62 132.21 134.61 125.65 128.66 127.75 128.09 118.52

µ = 2
Iters 1351 657 631 601 551 531 501 472 531 497 500
Cpu 129.13 77.57 74.38 72.24 66.99 63.72 62.94 57.06 64.48 61.11 61.04

µ = 3
Iters 1351 419 371 371 360 353 351 351 351 371 351
Cpu 128.08 53.99 47.82 48.09 49.26 46.40 46.33 46.68 46.70 49.50 46.96

µ = 4
Iters 1351 363 311 340 365 359 421 449 455 455 456
Cpu 128.16 50.96 43.66 49.91 51.65 51.60 60.38 64.03 76.62 76.94 85.75

5.4.2 Boundary Element Matrices

The second set of linear systems arises from the boundary integral
discretization of scattering problems in computational electromagnetics. In
variational form, the problem can be formulated as the follows:

find the surface current ~j such that for all tangential test functions ~jt, we
have∫

Γ

∫
Γ
G(|y − x|)

(
~j(x) ·~jt(y)− 1

k2
divΓ

~j(x) · divΓ
~jt(y)

)
dxdy

=
i

kZ0

∫
Γ

~Einc(x) ·~jt(x)dx. (5.14)
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Table 5.3: Number of iterations and solution time in seconds for the SPID-
BGMRES method with the Mmul and the Madd preconditioners,
varying the number of smoothing steps and the dimension of the
low-rank update on Example Π2.

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 741 659 610 537 531 541 511 511 511 511 496
Cpu 74.38 71.68 68.72 58.51 57.70 59.52 56.47 56.22 56.32 56.52 56.64

µi = 1, 0
Iters 741 651 601 531 532 511 501 501 511 501 491
Cpu 80.12 74.10 64.88 56.83 57.31 55.76 54.61 54.88 55.79 56.72 55.95

µi = 2, 0
Iters 741 335 321 301 298 291 281 281 272 271 271
Cpu 72.80 39.69 38.14 36.16 35.35 35.15 33.68 33.41 32.37 32.36 32.36

µi = 1, 1
Iters 741 337 321 321 292 291 285 274 271 271 263
Cpu 71.89 42.43 38.33 38.39 34.90 34.97 35.04 33.12 32.84 32.92 32.27

µi = 0, 2
Iters 741 331 321 311 292 291 281 281 272 271 271
Cpu 72.53 39.30 39.73 38.38 34.68 34.62 33.36 33.48 32.56 32.54 32.61

µi = 2, 1
Iters 741 221 219 207 202 202 202 201 202 201 201
Cpu 71.69 28.36 28.27 26.90 26.39 26.42 27.61 26.83 26.64 26.65 26.71

µi = 1, 2
Iters 741 221 221 211 203 206 202 202 201 201 201
Cpu 72.47 28.37 28.32 27.19 26.49 26.83 26.48 26.48 26.88 26.48 26.50

µi = 2, 2
Iters 741 172 171 162 162 161 161 163 162 164 171
Cpu 75.31 23.48 23.42 22.30 29.24 22.75 22.28 22.55 22.44 22.75 23.63

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 741 651 610 531 521 560 531 532 521 531 511
Cpu 74.28 71.16 66.58 58.52 57.22 64.22 58.72 60.11 58.66 59.92 58.11

µ = 2
Iters 741 331 321 321 301 301 302 301 311 311 311
Cpu 93.32 48.77 47.78 48.48 46.52 46.07 46.32 45.44 46.90 47.25 47.49

µ = 3
Iters 741 231 221 241 241 246 241 238 241 241 259
Cpu 77.56 29.69 28.36 31.39 31.22 31.73 31.05 30.72 31.10 31.37 34.14

µ = 4
Iters 741 172 171 201 251 251 277 289 229 234 278
Cpu 71.91 23.10 22.97 27.97 37.70 36.19 38.70 40.94 32.62 32.80 39.77

Eq. (5.14) is called the Electric Field Integral Equation (EFIE). We denote

by G(|y−x|) =
eik|y−x|

4π|y − x|
the Green’s function, i is the imaginary unit

√
−1,

Γ is the boundary of the object, ~Einc(x) denotes the incident radiation, k is
the wave number and Z0 =

√
µ0/ε0 the characteristic impedance of vacuum

(ε is the electric permittivity and µ the magnetic permeability). The EFIE
formulation can be applied to arbitrary geometries including those with
cavities, disconnected parts, breaks on the surface; hence its wide popularity
in industry. Upon the Galerkin discretization over a mesh containing n
edges, the surface current ~j is expanded into the set of so-called Rao-Wilton-
Glisson basis functions {~ϕi}1≤i≤n [75]. Then Eq. (5.14) is applied to each
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Table 5.4: Number of iterations and solution time in seconds for the SPID-
BGMRES method with the Mmul and the Madd preconditioners,
varying the number of smoothing steps and the dimension of the
low-rank update on Example Π3.

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 759 672 581 591 569 541 551 541 510 521 519
Cpu 74.99 72.66 62.94 67.38 61.94 59.10 60.72 59.31 56.16 57.65 57.30

µi = 1, 0
Iters 759 649 561 596 609 567 531 531 501 541 531
Cpu 92.42 75.72 63.65 63.94 65.13 60.71 56.94 57.31 54.25 58.44 59.71

µi = 2, 0
Iters 759 351 311 321 301 301 281 271 271 262 263
Cpu 72.46 41.47 36.58 37.70 35.86 36.29 33.82 32.04 31.95 31.19 31.28

µi = 1, 1
Iters 759 351 331 321 301 301 279 272 271 271 271
Cpu 73.94 42.08 38.99 37.99 36.20 36.17 33.65 32.23 32.19 32.67 32.48

µi = 0, 2
Iters 759 351 319 301 292 291 271 271 281 272 274
Cpu 72.54 43.85 37.52 35.87 34.61 34.41 32.08 32.16 33.38 32.34 32.85

µi = 2, 1
Iters 759 221 221 201 201 201 201 201 201 201 200
Cpu 72.94 28.16 28.20 27.44 26.44 26.22 26.17 26.24 26.51 26.48 25.69

µi = 1, 2
Iters 759 221 221 201 201 201 201 201 201 201 200
Cpu 73.74 28.42 28.42 26.21 26.19 26.30 26.30 26.42 26.77 26.40 25.67

µi = 2, 2
Iters 759 162 161 161 153 153 153 161 161 154 153
Cpu 72.55 21.92 21.79 21.95 20.98 21.01 21.00 21.96 22.11 21.24 21.64

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 759 679 571 561 560 575 576 531 565 511 551
Cpu 74.88 73.84 61.63 61.18 63.89 63.08 63.62 59.04 63.29 57.18 62.48

µ = 2
Iters 759 341 312 321 301 311 301 298 301 293 301
Cpu 72.56 39.80 36.75 37.82 36.01 37.61 37.01 37.28 36.36 35.41 36.77

µ = 3
Iters 759 222 211 225 221 224 241 237 232 241 276
Cpu 72.85 28.09 26.92 28.53 28.15 28.77 31.43 30.72 29.86 31.10 36.21

µ = 4
Iters 759 171 171 189 201 258 251 234 250 271 271
Cpu 76.30 23.64 23.23 25.55 28.07 36.11 35.91 32.45 34.93 38.08 38.95

basis function ~ϕi. Finally, we are led to solving the following linear system

∑
1≤`≤n

λ`

[∫
Γ

∫
Γ
G (|y − x|)

(
~ϕ`(x) · ~ϕj(x)− 1

k2
divΓ~ϕ`(x) · divΓ~ϕj(y)

)
dxdy

]
=

i

kZ0

∫
Γ

~Einc(x) · ~ϕj(x)dx, (5.15)

in the unknowns λ` for 1 ≤ ` ≤ n, where each λ` is associated with the
vectorial flux across an edge in the mesh. The set of equations (5.15) can
be recast in matrix form as

Aλ = b, (5.16)
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Table 5.5: Number of iterations and solution time in seconds for the SPID-
BGMRES method with the Mmul and the Madd preconditioners,
varying the number of smoothing steps and the dimension of the
low-rank update on Example Π4.

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 791 667 601 571 550 541 521 521 521 491 501
Cpu 76.95 75.58 65.46 62.71 60.17 59.33 57.09 57.46 58.03 56.21 59.98

µi = 1, 0
Iters 791 699 601 571 561 521 511 502 498 501 512
Cpu 75.78 74.10 64.16 61.53 60.62 58.11 55.16 54.70 54.76 55.25 55.70

µi = 2, 0
Iters 791 321 295 301 292 282 282 286 281 281 281
Cpu 76.13 37.58 34.50 35.86 36.61 33.68 33.71 33.79 33.18 33.17 33.46

µi = 1, 1
Iters 791 311 300 301 293 291 291 291 301 291 281
Cpu 75.68 37.00 35.51 36.06 34.64 34.52 34.99 36.84 36.44 34.85 33.86

µi = 0, 2
Iters 791 311 301 301 301 301 291 281 281 271 271
Cpu 75.62 36.63 35.78 35.90 36.06 36.40 35.17 33.27 33.38 33.04 33.53

µi = 2, 1
Iters 791 221 221 203 211 201 201 201 201 201 201
Cpu 75.56 28.16 28.24 26.23 27.13 26.17 27.72 26.67 26.66 26.36 26.37

µi = 1, 2
Iters 791 213 211 211 211 203 201 211 201 201 201
Cpu 75.88 27.22 26.99 27.10 27.11 26.32 26.19 27.27 26.65 26.26 26.32

µi = 2, 2
Iters 791 162 162 162 162 163 162 162 161 161 161
Cpu 75.66 22.02 22.10 22.15 22.12 22.32 22.27 22.50 22.16 22.61 22.25

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 791 652 611 581 551 532 521 545 521 512 511
Cpu 79.80 85.66 81.05 71.94 66.59 63.58 60.66 66.59 60.09 59.73 58.69

µ = 2
Iters 791 321 301 301 301 291 291 291 284 301 301
Cpu 76.47 37.89 37.04 37.88 36.86 35.32 39.48 37.12 35.16 36.91 37.07

µ = 3
Iters 791 214 211 221 211 221 222 221 232 251 285
Cpu 76.52 27.38 27.06 28.35 27.35 28.49 29.44 30.36 30.35 33.55 37.62

µ = 4
Iters 791 174 171 193 265 201 275 276 296 233 288
Cpu 78.20 23.76 23.74 29.11 38.41 28.43 38.78 38.96 41.82 32.76 41.01

where A = [Aj`] and b = [bj ] have elements

Aj` =

∫
Γ

∫
Γ
G (|y − x|)

(
~ϕ`(x) · ~ϕj(y)− 1

k2
divΓ~ϕ`(x) · divΓ~ϕj(y)

)
dxdy,

bj =
i

kZ0

∫
Γ

~Einc(x) · ~ϕj(y)dx.

The coefficient matrix A is dense, complex and symmetric. The right-hand
side varies with the frequency and the direction of the illuminating wave.

We chose a collection of four boundary element matrices corresponding
to the four geometries illustrated in Fig. 5.3. In our experiments, we used
physical right-hand sides in Eq. (5.16). We took as incident field a plane
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Figure 5.1: Convergence history of the BGMRES, BGMRESD, and SPID-

BGMRES methods with different preconditioners on Example Π1 and

ILU(5 · 10−2). We used µ1 = 1, µ2 = 2 in Mmul and µ = 3 in Madd.

Figure 5.2: Sensitivity to the restart parameter of the BGMRESD method with

different preconditioners on Example Π1 (Left : Mslru,Middle :

Mmul, Right : Madd. Here µ = µ1 + µ2 = 3).

wave of general form in spherical coordinates

~Einc (x, ϕ, pθ, pϕ) = (pθ) ûθe
ikx·ûr(ϕ) + (pϕ) ûϕe

ikx·ûr(ϕ),

where (pθ, pϕ) are two complex numbers and ûr, ûθ, ûϕ are the unitary
vectors

ûr =

 cosϕ cos θ
sinϕ cos θ

sin θ

 , ûθ =

 − cosϕ sin θ
− sinϕ sin θ

cos θ

 , ûϕ =

 − sinϕ cos θ
− cosϕ cos θ

sin θ

 .

Without loss of generality, we took θ = 0 and ϕ variable from 0 to 2π,
leading to the following expression for the incident field
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~Einc(x) = ~Einc(x, ϕ) = ẑeikx·ûr(ϕ) = ẑeik(x1 cosϕ+x2 sinϕ).

Thus we have a system with multiple right-hand sides. As in Section 5.4.1,
we set the number of right-hand sides is equal to p = 10. The maximum
number of iterations maxiter is set equal to 5000, the convergence tolerance
tol to 10−6. The maximum dimension m of the Krylov search space
equals 50, and the deflation threshold is equal to εd = 0.1. The first-level
preconditioner M was a sparse approximation of A−1. Sparse approximate
inverse methods have shown to be robust preconditioners for this problem
class, as they can capture the rapid decay of the Green’s function G very
effectively (see e.g. [15, 17]).

Fig. 5.4 displays the convergence histories of the conventional BGMRES
method, the initially deflated BGMRESD method and the SPID-BGMRES
method for the four selected boundary element problems. Different
preconditioners were tested with the latter solver. The benefits of the initial
deflation strategy are evident. Eigenvector recycling can further help to
reduce the number of iterations. On the Satellite problem, a complete RCS
calculation with 360 right-hand sides took 451 (72s) BGMRESD iterations
without course-grid correction and 202 (36s) iterations using 10 spectral
corrections. By its nature, the spectral update is more effective if the first
level preconditioner M leaves a small cluster of eigenvalues close to zero
in the spectrum of MA. The sparse approximate inverse that we used
did already a good job in grouping most of the eigenvalues close to one
as illustrated in Fig. 5.5. Therefore, in the convergence plots shown in
Fig. 5.4 the improvement due to the coarse-grid correction is not dramatic,
although still favourable. In Fig. 5.6 we propose an experiment where we
used a less accurate first level preconditioner M . The spectrum of MA
depicted in Fig. 5.7 shows a larger cluster of eigenvalues close to zero. On
this example, using only 10 spectral updates enabled us to converge in a
Krylov search space of dimension m = 100, whereas both the BGMRES and
the BGMRESD methods diverged in the same space (see Figure 5.6). By
using 20 spectral updates, the number of iterations halved.

Obviously, the accuracy of the eigenvectors used can affect the robustness
of the SPID-BGMRES method. Some results are reported in Tables 5.6-
5.7. In Table 5.6 the eigenvectors Vk’s are recycled from the block Arnoldi
process as described in Section 5.3, while the results shown in Table 5.7
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(a) Cube (124 MHz, n=1800) (b) Cylinder (112 MHz,
n=1266)

(c) Satellite (57 MHz,
n=1701)

(d) Sphere (223 MHz,
n=2430)

Figure 5.3: Meshes used in the boundary integral discretization problems.
For each geometry, we report in parenthesis the frequency of
the illuminating wave and the dimension of the pertinent linear
system.
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Figure 5.4: Convergence histories of the BGMRES, BGMRESD and SPID-

BGMRES iterative solutions on selected boundary element matrices.

We used µ1 = 2, µ2 = 2 in Mmul and µ = 4 in Madd.
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Figure 5.5: Spectra of the preconditioned matrix MA for the four boundary
element matrices.

Figure 5.6: Convergence histories of iterative solutions on the Satellite problem

using a low-accurate preconditioner M and a coarse-grid correction of

size 10 on the left graph and 20 on the right graph. We used µ1 =

2, µ2 = 2 in Mmul, µ = 4 in Madd and restart = 100.
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Figure 5.7: Eigenvalues distribution of the preconditioned matrix MA for the
experiments on the satellite problem illustrated in Fig. 5.6.

are computed in pre-processing by running the eigensolver ARPACK on the
matrix MA. In the latter case the convergence is monotonic with the coarse
space, and both the number of iterations and the solution times are (often)
smaller. Monitoring the quality of the spectral approximation and filtering
the good eigenpairs is an important performance issue of our method that
deserves further attention.

Overall, the numerical experiments show that the proposed spectrally
preconditioned and initially deflated BGMRES algorithms can outperform
the conventional BGMRES method. To the best of our knowledge, our
method is the first block Krylov solver that can combine initial deflation with
eigenspace recycling. We believe that it can be useful for solving problems in
many application areas, such as lattice Quantum Chromodynamics (QCD),
Electromagnetics and Acoustics applications.
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Table 5.6: Number of iterations and solution time in seconds for the SPID-
BGMRES method on the Sphere problem, varying the number of
smoothing steps and the dimension of the low-rank update. The
eigenvectors Vk’s are computed in pre-processing by running the
eigensolver ARPACK on the matrix MA.

Mslru

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

− Iters 194 179 177 155 155 155 155 153 149 149 137
Cpu 6.07 5.60 5.62 5.56 5.06 5.08 4.98 4.98 4.90 4.8 4.33

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 194 179 177 155 155 155 154 151 149 149 137
Cpu 6.79 8.60 8.05 6.32 6.32 6.29 6.23 6.13 5.94 5.95 5.45

µi = 1, 0
Iters 194 179 177 155 155 155 154 151 149 149 137
Cpu 6.18 7.30 7.34 6.74 6.32 6.27 6.40 6.18 6.03 6.26 5.53

µi = 2, 0
Iters 194 109 103 103 101 101 101 101 100 99 96
Cpu 6.13 4.81 4.52 4.56 4.44 4.76 4.41 4.58 4.30 4.30 4.05

µi = 1, 1
Iters 194 109 103 103 101 101 101 101 100 99 96
Cpu 6.08 4.82 4.54 4.56 4.42 4.44 4.71 4.43 4.31 4.26 4.08

µi = 0, 2
Iters 194 109 103 103 101 101 101 101 100 99 96
Cpu 7.52 5.00 4.55 4.53 4.49 4.46 4.42 4.44 4.26 4.29 4.08

µi = 2, 1
Iters 194 101 100 96 95 92 91 91 91 90 87
Cpu 6.15 4.96 4.69 4.48 4.41 4.18 4.21 4.13 4.16 4.12 3.90

µi = 1, 2
Iters 194 101 100 96 95 92 91 91 91 90 87
Cpu 6.06 4.90 4.70 4.48 4.43 4.19 4.17 4.27 4.20 4.13 3.92

µi = 2, 2
Iters 194 94 92 90 89 86 86 86 85 85 82
Cpu 6.07 4.77 4.61 4.49 4.38 4.19 4.34 4.57 4.41 4.18 4.01

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 194 179 177 155 155 155 154 151 149 149 137
Cpu 6.02 6.61 6.22 5.47 5.45 5.39 5.36 5.31 5.29 5.12 4.72

µ = 2
Iters 194 109 103 103 101 101 101 101 100 100 96
Cpu 6.12 4.29 4.06 4.07 3.99 3.98 3.98 4.00 3.93 3.86 3.67

µ = 3
Iters 194 101 101 97 97 96 96 96 94 91 91
Cpu 6.05 4.44 4.44 4.20 4.16 4.09 4.04 4.11 3.94 3.82 3.85

µ = 4
Iters 194 94 95 95 94 93 91 91 91 90 90
Cpu 6.16 4.34 4.60 4.74 4.44 5.39 4.34 4.17 4.20 4.13 4.16
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Table 5.7: Number of iterations and solution time in seconds for the SPID-
BGMRES method on the Sphere problem, varying the number of
smoothing steps and the dimension of the low-rank update. The
eigenvectors Vk’s are recycled from the block Arnoldi process as
described in Section 5.3.

Mslru

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

− Iters 194 181 177 162 163 163 171 162 163 157 159
Cpu 6.33 6.09 5.99 5.57 5.57 5.55 5.84 5.58 5.56 5.41 5.53

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 194 183 177 161 161 159 163 163 158 155 153
Cpu 6.38 8.00 7.51 6.89 6.85 6.78 7.03 7.14 6.76 6.66 6.53

µi = 1, 0
Iters 194 181 177 161 161 162 163 163 159 158 155
Cpu 6.10 7.64 7.52 7.10 7.14 7.21 7.27 7.76 7.09 7.13 6.93

µi = 2, 0
Iters 194 107 108 109 111 110 109 109 107 103 103
Cpu 7.53 5.21 5.21 5.33 5.42 5.34 5.28 5.39 5.18 4.92 4.98

µi = 1, 1
Iters 194 107 109 109 109 109 107 109 107 102 101
Cpu 6.36 5.12 5.22 5.22 6.72 5.30 5.27 5.45 5.02 4.78 4.78

µi = 0, 2
Iters 194 107 109 105 112 107 105 111 105 105 101
Cpu 6.44 4.95 5.15 5.08 5.24 5.32 5.04 5.27 4.99 4.98 4.87

µi = 2, 1
Iters 194 100 101 101 101 101 101 101 100 99 97
Cpu 6.30 5.06 5.30 5.32 5.28 5.34 5.35 5.32 5.14 5.05 4.94

µi = 1, 2
Iters 194 101 98 100 101 101 101 101 99 97 96
Cpu 6.39 5.29 4.95 5.13 5.38 5.35 5.36 5.36 5.10 4.97 5.13

µi = 2, 2
Iters 194 93 93 93 93 93 95 94 92 90 90
Cpu 6.43 5.04 5.10 5.08 5.08 5.08 5.20 5.22 5.00 4.80 4.85

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 194 181 178 161 161 166 163 163 161 161 163
Cpu 6.40 7.26 6.84 6.34 6.10 6.27 6.11 6.07 6.00 6.02 6.07

µ = 2
Iters 194 107 109 114 112 115 116 118 122 113 110
Cpu 6.18 4.52 4.57 4.76 4.73 4.85 4.93 5.17 5.11 4.78 4.62

µ = 3
Iters 194 101 101 101 101 101 101 103 104 104 101
Cpu 6.14 4.68 4.78 4.77 4.75 4.86 4.81 4.89 4.89 4.95 4.77

µ = 4
Iters 194 95 95 96 96 96 97 101 101 101 101
Cpu 6.14 4.72 4.73 4.77 4.84 4.79 4.86 5.28 5.28 5.40 5.32


