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1 The mathematical problem

Numerical computations have become an important tool for studying
many problems in science and engineering. Simulations of lattice quantum
chromodynamics [41], hydraulic tomography [80], seismic problems [6],
electromagnetic waves [82] and PageRank computations [50], to name only
a few applications areas, require to solve linear systems with multiple shifts
and multiple right-hand sides. The base form of these systems is given by

(A− σiI)Xi = B, i = 1, 2, . . . , L, (1.1)

where the L scalars {σi}Li=1 ⊂ C are the shifts, A − σiI ∈ Cn×n are large
square nonsingular sparse matrices of dimension n (here we denote by I the
identity matrix of order n), B = [b(1), b(2), . . . , b(p)] is the n × p matrix of
the p right-hand sides b(j) for j = 1, . . . , p given at once, and Xi ∈ Cn×p is
the unknown solution matrix corresponding to the given shift σi.

The PageRank model uses graph theory to rank data relevance [44].
Basically, it models the behaviour of a random Web surfer who keeps visiting
Web pages by clicking on hyperlinks available on the currently visited page
or by jumping to an external page chosen at random. The linking structure
of the related Web pages is represented by a directed graph named the Web
link graph. Denote its adjacency matrix by G ∈ Nn×n where n is the number
of nodes (pages), and G(i, j) is nonzero (being 1) only when page j has a
link pointing to page i. Then the transition matrix P ∈ Rn×n with respect
to the Web link graph is defined as

P (i, j) =


1

n∑
k=1

G(k,j)
, if G(i, j) = 1,

0, otherwise.

Finally, the PageRank model can be mathematically formulated as:

Ax = v, with A = (I − αP ),
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where 0 < α < 1 is the damping factor that determines the weight assigned
in the model to the Web linking structure, v ∈ Rn×1 (v ≥ 0 and ‖v‖1 = 1)
is called the personalization vector, and the solution x is the unknown Web
ranking vector [62]. In some instances one needs to solve a finite number
of deterministic PageRank problems, each for a different combination of
damping factors αi and personalization vectors v(j) (see e.g. [22]), leading
to the solution of sequences of shifted linear systems with multiple right-
hand sides. In quenched quantum chromodynamics using Wilson and Clover
fermions, with application to quark propagator calculations, the right-hand
sides b(j) represent different noise vectors and the shifts σi correspond to
different quark masses that are used in an extrapolation process [41, 53].
In the development of microwave and millimeter-wave circuits and modules
in electromagnetics, the coefficient matrix is shifted by different multiples
of the identity. The algebraic systems of equations not only have multiple
right-hand sides corresponding to multiple sources, but also have multiple
shifts for each right-hand side [82].

Direct methods based on variants of the Gaussian Elimination algorithm
are robust and predictable in terms of both accuracy and costs [29, 30].
However, the Gaussian Elimination method can solve only one system
at a time, requiring O(n2) storage and O(n3) floating-point arithmetic
operations for a dense matrix with dimension n. Sparse direct methods
require O(n) + O(nnz) memory and algorithmic cost for a sparse matrix of
order n with nnz nonzeros [26, p.108]. Additionally, direct methods need
to access all the entries of the coefficient matrix, and these are not always
available in practical applications. Therefore, we study iterative solution
strategies that are matrix-free and thus can solve the memory bottlenecks
of direct methods for this problem class [32,55,79,85,96].

The most basic iterative method for solving a general linear system

Ax = b, (1.2)

where A is a large and sparse matrix of size n and b is the given right-hand
side vector, is called Richardson iteration. It splits the coefficient matrix A
as A = I − (I −A), and approximates the solution x to (1.2) as

xi = b+ (I −A)xi−1 = xi−1 + ri−1, (1.3)

where ri−1 = b − Axi−1 is the residual at the (i − 1) step of the iteration.
Upon multiplying both sides of (1.3) with −A, and adding b, the following
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relations are obtained:

b−Axi = b−Axi−1 −Ari−1

= (I −A)ri−1 = (I −A)ir0 = Pi(A)r0,

where Pi(A) = (I − A)i and r0 = b − Ax0 is the initial residual vector
corresponding to the initial guess x0. The above relations show that the
convergence can be fast when ‖I −A‖2 � 1 [26].

Without loss of generality, we assume that x0 = 0 and thus r0 = b. By
repeating the Richardson iteration (1.3), it follows that

xi+1 = r0 + r1 + . . .+ ri =

i∑
j=0

(I −A)jr0.

Hence,

xi+1 ∈ span
{
r0, Ar0, A

2r0, . . . , A
ir0

}
.

The space

Ki(A, r0) = span
{
r0, Ar0, A

2r0, . . . , A
i−1r0

}
(1.4)

is referred to as the Krylov subspace of dimension i generated by matrix A
and vector r0. Richardson iterations search for the approximate solution of
a linear system into Krylov subspaces of increasing dimension. Numerical
methods that compute an approximate solution to Eq.(1.2) belonging to
the space (1.4) are called Krylov subspace methods. Ipsen and Meyer [52]
presented the following theorem to explain why using Krylov subspaces to
construct an approximate solution of linear systems.

Theorem 1. A square linear system Ax = b has a solution lying in the
Krylov subspace Ki(A, r0) if and only if

b ∈ R(Aj), (1.5)

with

i =

{
m if A is nonsingular,
m− j if A is singular,

where R(A) denotes the range of the matrix A, m is the degree of the minimal
polynomial of A, and j is the index of the zero eigenvalue of A.
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From the mid-1970s on, the development of more sophisticate iterative
methods than the basic and slowly convergent Richardson method began to
flourish. Dongarra and Sullivan in [27] have listed Krylov subspace methods
among the “Top Ten Algorithms of the 20th Century” for their “greatest
influence on the development and practice of science and engineering in the
20th century”.

The main goal of this thesis is to develop efficient Krylov subspace
methods for solving sequences of linear systems with multiple shifts and
multiple right-hand sides simultaneously.

This introductory chapter is organised as follows. In Section 1.1, a short
background on Krylov subspace methods is presented. Iterative solution
strategies for solving multi-shifted linear systems with multiple right-hand
sides are discussed in Section 1.2. We state the main research questions in
Section 1.3. Finally, the chapter terminates with the structure of the thesis
in Section 1.4.

1.1 Iterative solution of linear systems

Over the past three decades, many Krylov-type iterative methods have
been developed for solving large linear systems fast and efficiently. The
Krylov subspace method for solving linear system (1.2) that constructs an
approximation at the mth iteration

xm = x0 + tm, (1.6)

where tm ∈ Km(A, r0) such that the mth residual rm = b − Axm satisfies
some constraint. From the definition of Krylov subspaces, (1.6) can be
written as

xm = x0 + qm−1(A)r0,

where qm−1 is a polynomial of degree at most m − 1. The corresponding
residuals are

rm = b−Axm = r0 −Aqm−1(A)r0 = pm(A)r0,

with a polynomial pm(t) = 1− tqm−1(t) of degree at most m with pm(0) =
1. The approximation xm ∈ x0 + Km (or equivalently, the corresponding
polynomial) is often found by requiring xm to be the minimizer of some
functional. Roughly speaking, they differ in the way the subspace basis
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is generated and in the criteria used to extract the approximate solution
from the search space in construction. Four different approaches can be
distinguished.

1. The minimum residual approach computes the approximate solution
xm that minimizes the residual norm

‖rm‖2 = min
x∈x0+Km(A,r0)

‖b−Ax‖2 . (1.7)

The Generalized Minimum Residual Method (GMRES) [79] by Saad
and Schultz is the most popular algorithm in this class. Note that
throughout this thesis, the symbol ‖ · ‖q is used to denote the
Euclidean norm when q = 2 and the Frobenius norm when q = F .

2. The Ritz-Galerkin approach computes xm such that

rm ⊥ Km(A, r0). (1.8)

This approach leads to popular iterative algorithms such as the
Conjugate Gradient (CG) method [51] proposed by Hestenes and
Stiefel for symmetric, positive and definite linear systems and the
Full Orthogonalization Method (FOM) [78] for general nonsymmetric
problems.

3. The Petrov-Galerkin condition imposes

rm ⊥ Lm, (1.9)

where Lm is another subspace of dimension m somehow related to
the m-dimensional Krylov subspace. When Lm generated with AH

and some vector s0, as Lm = Km(AH , s0), we obtain the Biconjugate
Gradient [32] and Quasi-Minimal Residual (QMR) [37] methods. The
superscript H denotes the transpose conjugate operation. More
recently, the Conjugate Gradient Squared (CGS) [88] and Biconjugate
Gradient Stabilized (Bi-CGSTAB) [101] methods are prominent
examples in this class.

4. Finally, the minimum error approach, solving

min
xm∈x0+AHKm(A,r0)

‖x− xm‖2 (1.10)

is pursued in methods such as the Symmetric LQ (SYMMLQ) and the
Generalized Minimal Error (GMERR) methods [72].
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In this work we focus mainly on the Generalized Minimum Residual
Method (GMRES) [79] that is broadly used in applications owing to its
robustness and smoothly convergence behaviour. In the GMRES method,
an orthogonal basis {v1, . . . , vm} of Km(A, r0) is obtained by the so-called
Arnoldi procedure sketched in Algorithm 1.1. At each step, the algorithm
multiplies the previous Arnoldi vector vj by A and then orthonormalizes
the resulting vector wj against all previous vi’s, by applying the standard
Gram-Schmidt procedure from linear algebra. After m steps, Algorithm 1.1
produces the following matrix decompositions

AVm = Vm+1Hm, (1.11)

V T
mAVm = Hm, (1.12)

where we denote by Vm the n ×m matrix with column vectors v1, . . . , vm,
Hm is the (m+ 1)×m Hessenberg matrix with entries hi,j , and Hm is the
matrix obtained from Hm by deleting its last row.

Algorithm 1.1 Arnoldi algorithm.

1: Choose a vector v1 such that ‖v1‖2 = 1
2: for j = 1, 2, . . . ,m do
3: Compute wj = Avj
4: for i = 1, 2, . . . , j do
5: hi,j = (wj , vj)
6: wj = wj − hijvi
7: hj+1,j = ‖wj‖2
8: end for
9: if hj+1,j = 0 then

10: stop
11: end if
12: vj+1 = wj/hj+1,j

13: end for

The GMRES solution xm minimizes the residual norm rm = b−Axm over
all vectors in x0 +Km. It is computed such that

‖rm‖2 = ‖b−Axm‖2 = min
x∈x0+Km(A,r0)

‖b−Ax‖2 . (1.13)

Since any vector xm in x0 +Km can be written as

xm = x0 + Vmym, (1.14)
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from the Arnoldi relation (1.11) we obtain

b−Axm = b−A(x0 + Vmym),

= r0 −AVmym,
= βv1 − Vm+1Hmym,

= Vm+1(βe1 −Hmym),

with β = ‖r0‖2 and v1 = r0/β. Finally, by applying the orthonormality
of the column vectors of Vm+1, the least-squares problem (1.13) can be
rewritten in the form

J(ym) = ‖b−Axm‖2 = ‖b−A(x0 + Vmym)‖2 =
∥∥βe1 −Hmym

∥∥
2
. (1.15)

The minimizer ym is cheap to compute, since it requires to solve a small
(m + 1) ×m least-squares problem. However, as m increases, the memory
and computational requirements of the Gram-Schmidt orthogonalization
implemented in the Arnoldi procedure tend to become large, sometimes
making the GMRES method impractical to solve high-dimensional linear
systems arising in applications. Therefore, the algorithm is restarted
periodically using the last computed approximation. For the sake of
completeness, the restarted version of the GMRES method is sketched in
Algorithm 1.2.

1.2 Krylov methods for sequences of multi-shifted
linear systems with multiple right-hand sides

For the iterative solution of linear systems with multiple shifts and
multiple right-hand sides given simultaneously by

(A− σiI)Xi = B, i = 1, 2, . . . , L,

where B = [b(1), b(2), . . . , b(p)], three general routes can be followed. The first
route is described below; the two other routes can be found in Section 1.2.2
and Section 1.2.3, respectively.

The first obvious approach is to solve each of the p multi-shifted linear
systems independently, that is, to solve separately

(A− σiI)xi = bj , with i = 1, 2, . . . , L, (1.16)
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Algorithm 1.2 Restarted GMRES algorithm (GMRES(m)).

1: Choose x0, compute r0 = b−Ax0 and v1 = r0/ ‖r0‖2 , β = ‖r0‖2
2: for j = 1, 2, . . . ,m do
3: Compute wj = Avj
4: for i = 1, 2, . . . , j do
5: hi,j = (wj , vj)
6: wj = wj − hijvi
7: hj+1,j = ‖wj‖2
8: end for
9: if hj+1,j = 0 then

10: goto line 13
11: end if
12: vj+1 = wj/hj+1,j

13: Define Vm+1 = [v1, v2, . . . , vm+1], Hm = (hk,l)1≤k≤m+1,1≤l≤m
14: Compute ym = argmin

y

∥∥βe1 −Hmy
∥∥

2

15: if
∥∥βe1 −Hmy

∥∥
2
/ ‖b‖2 ≤ tol then

16: xm = x0 + Vmym, stop
17: end if
18: Compute xm = x0 + Vmym
19: Set x0 = xm, r0 = b−Ax0 and goto line 1
20: end for
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for each right-hand side bj . The shift σ1 is generally called the base shift
and the other shifts are called the additional shifts. Accordingly, throughout
the thesis we will refer to (A− σ1I)X1 = B as the base block system and to
(A − σiI)Xi = B, for i = 2, . . . , L, as the shifted block systems. These so-
called multi-shifted linear systems arise in a wide range of applications, like
higher-order implicit methods for solving time-dependent partial differential
equations [97], control theory [24], and quantum chromodynamics [80]. Here
we consider the shifted Krylov subspace methods. The idea of shifted Krylov
subspace methods is to save computational work by using every matrix-
vector multiplication with the matrix A for all L systems instead of solving
the systems individually. In this computational setting, it is advantageous
to use shifted variants of Krylov subspace methods (see e.g. [6,28,38,39,54,
58,83,91]) that exploit the shift-invariance property of the Krylov subspace
Km(A, b) (1.4), as discussed in the next section.

1.2.1 The shifted GMRES method (GMRES-Sh)

Krylov subspaces satisfy the important shift-invariance property [39]

Km(A, b) = span
{
b, Ab,A2b, . . . , Am−1b

}
= Km(A− σiI, b̃), (1.17)

as long as the starting vectors are collinear, i.e., b̃ = γb for some γ ∈ C\{0}.
This invariance property has an important consequence: the Krylov basis
generated for the base system can be used to approximate simultaneously
the solution of the additional shifted systems by performing matrix-free
operations [6, 28, 38, 39, 54, 58, 83, 91]. It is straightforward to establish the
following result.

Theorem 2. For shifted systems, the standard Arnoldi relation (1.11) can
be rewritten as

(A− σiI)Vm = Vm+1H
i
m, (1.18)

where H
i
m = Hm − σi

[
Im×m
01×m

]
. The matrix Vm and Hm are the same as

in (1.11) and are independent of the shift σi.

Proof. By subtracting σiVm from both sides of Eq. (1.11), it is
straightforward to obtain the analogous shifted Arnoldi-like relation (1.18).
�
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Thus, the approximate solutions of the shifted systems can be written as

xim = xi0 + Vmy
i
m, i = 1, . . . , L, (1.19)

where xi0 is the initial approximations. The corresponding shifted residuals
are given by

rim = b− (A− σiI)(xi0 + Vmy
i
m),

= ri0 − (A− σiI)Vmy
i
m,

= cv1 − Vm+1H
i
my

i
m,

= Vm+1(ce1 −H
i
my

i
m). (1.20)

Note that the superscript i ranges from 1 to L; it denotes quantities related
to the i-th shift such as xm, rm, ym and Hm. Then yim can be computed by
solving the following GMRES minimization problem

yim = argmin
yi

∥∥∥ce1 −H
i
my

i
∥∥∥

2
,

where we used the orthonormality of Vm+1. Similar approaches can be
established to derive unrestarted Krylov subspace methods for solving multi-
shifted linear systems such as, e.g., the CG-Sh [35], the BiCGStab-Sh [38]
and the QMR-Sh [34] methods.

In many circumstances the search space built to approximate all of the
shifted solutions satisfactorily within the required accuracy can grow very
large, and the method needs to be restarted by taking the current system
residuals as the new generating vectors. In other words, all systems need to
have collinear right-hand sides for the restarted Krylov subspace methods.
While for some methods, like the restarted FOM method [83], the residuals
are naturally collinear, making them straightforward choices for the solution
of shifted systems, the GMRES shifted residuals are not collinear at restart
in general. In [39], Frommer and Glässner propose to modify the restarted
GMRES method by forcing the residuals rim to be collinear to r1

m, that is,

rim = βimr
1
m, i = 2, 3. . . . , L, (1.21)

where

rim = b− (A− σiI)xim = ri0 − Vm+1H
i
my

i
m. (1.22)
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In order to exploit relation (1.17), we assume that the initial shifted
residuals are collinear, ri0 = βi0r

1
0, i = 2, . . . , L (note that this relation is

satisfied by taking xi0 = 0). Then, the collinearity condition (1.21) and
Eqns. (1.20) and (1.22) give

rim = βimr
1
m

⇔ ri0 − Vm+1H
i
my

i
m = βimVm+1zm+1

⇔ βi0r
1
0 − Vm+1H

i
my

i
m = βimVm+1zm+1

⇔ Vm+1(H
i
my

i
m + βimzm+1) = βi0r

1
0

⇔ Vm+1(H
i
my

i
m + βimzm+1) = βi0Vm+1ce1,

where we denote by zm+1 the quasi-residual vector zm+1 = ce1 − H
1
my

1
m.

The unknowns yim and βim can be calculated easily by solving the following
linear systems[

H
i
m zm+1

] [ yim
βim

]
= βi0ce1, i = 2, 3. . . . , L. (1.23)

Finally, the approximate solutions of the additional shifted systems can be
expressed as xim = xi0 + Vmy

i
m, i = 2, . . . , L.

1.2.2 The block GMRES method (BGMRES)

The second approach for solving systems (1.1) is to apply block Krylov
subspace methods to the L shifted linear systems with multiple right-hand
sides in sequence. That is, to solve separately for each σi the linear system

(A− σiI)X = B. (1.24)

By an abuse of notation, we denote the coefficient matrix of (1.24) still as
A. Block variants of Krylov methods have shown important advantages for
the solution of multiple right-hand sides systems over methods designed for
solving single right-hand side systems. They approximate X over the block
Krylov subspace defined as

Km(A,R0) = blockspan
(
R0, AR0, . . . , A

m−1R0

)
, (1.25)

=

{
m−1∑
k=0

AkR0γk ∀γk ∈ Cp×p with k | 0 ≤ k ≤ m− 1

}
∈ Cn×p,
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where R0 = B−AX0 is the initial block residual corresponding to the initial
block guess X0 of X. The block Krylov subspace Km(A,R0) contains all
Krylov subspaces generated by each initial residual Km(A,R0(:, i)), for every
1 ≤ i ≤ p, plus all possible linear combinations of the vectors contained in
these subspaces. For convenience of presentation, MATLAB notation is
used; for example, R0(i, j) denotes the (i, j)-th entry of matrix R0, and R0(:
, i) corresponds to its i-th column. In block methods, each column Xm(:, l) of
the approximate solution Xm is searched in the space

∑p
j=1 Km(A,R0(:, j)),

that is

Xm(:, l)−X0(:, l) ∈


m−1∑
k=0

p∑
j=1

AkR0(:, j)γk(j, l) γk(j, l) ∈ C ∀ 1 ≤ l ≤ p

 ,

∈
p∑
j=1

Km(A,R0(:, j)), (1.26)

whereas the Krylov solution for a single right-hand side is searched in
Km(A,R0(:, j)). Therefore, block Krylov subspace methods use much
larger search spaces to approximate the solution of each linear system than
conventional single right-hand side methods [48,78]. In turn, they may have
much higher memory and computational demands. However, they can solve
the whole sequence at once and they perform block matrix-vector products,
maximizing efficiency on modern cache-based computer architectures.

We review the block GMRES method which is an effective Krylov
subspace solver for linear systems with multiple right-hand sides. The block
GMRES method forms the starting point of our research. Let R0 = V1R be
the QR-decomposition of R0, where V1 ∈ Cn×p is a matrix with orthonormal
columns and R ∈ Cp×p is an upper triangular full-rank matrix. Block
GMRES computes an orthonormal basis for Km(A,R0) by performing m
steps of the block Arnoldi procedure based on a Modified Block Gram-
Schmidt process started with matrix V1. The procedure is described in
Algorithm 1.3. Let Vm = [V1, V2, . . . , Vm] be the block orthonormal sequence
spanning the block Krylov subspace Km(A,R0). Then the approximate
solution to system (1.24) can be written as Xm = X0 + VmYm, where Ym
minimizes the residual Rm = R0 − AVmYm. An expression for Ym can be
formed by using the block Arnoldi relation

AVm = Vm+1H̃m, (1.27)
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where Vm ∈ Cn×mp and Vm+1 ∈ Cn×(m+1)p are such that VHm+1Vm+1 = Im+1,

and H̃m ∈ C(m+1)p×mp has the following form:

H̃m =


H1,1 H1,2 · · · H1,m

H2,1 H2,2 · · · H2,m

0p×p H3,2 · · ·
...

...
. . .

. . .
...

0p×p 0p×p 0p×p Hm+1,m

 =

[
Hm

Hm+1,mE
H
m

]
. (1.28)

Note that Hm ∈ Cmp×mp in (1.28) is a block Hessenberg matrix with p ×
p blocks Hi,j , and Em is the matrix consisting of the last p columns of
Imp, where Imp ∈ Cmp×mp is the identity matrix of dimension mp. The
minimization problem is relatively small, it requires to solve the least-squares
problem

Ym = argmin
Y

∥∥∥ER− H̃mY ∥∥∥
F
, (1.29)

with R0 = V1R = Vm+1ER, where E is an (m+ 1)p×p matrix whose upper
p×p principal block is the identity matrix. Throughout this thesis the block
GMRES method will be shortly referred to as BGMRES.

Algorithm 1.3 Block Arnoldi algorithm.

1: Choose a unitary matrix V1 of size n× p
2: for j = 1, 2, . . . ,m do
3: Compute Wj = AVj
4: for i = 1, 2, . . . , j do
5: Hi,j = V H

i Wj

6: Wj = Wj − ViHi,j

7: end for
8: Wj = Vj+1Hj+1,j (reduced QR-decomposition)
9: end for

10: Define Vm+1 = [V1, V2, . . . , Vm+1], H̃m = (Hk,l)1≤k≤m+1,1≤l≤m

1.2.3 The shifted block GMRES method (BGMRES-Sh)

The approaches described in the two previous sections can be merged in
one single Krylov subspace formulation. Instead of applying shifted Krylov
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subspace methods to the solution of each of the p multi-shifted linear systems
independently [28, 38, 39, 54, 56, 83, 91], or block Krylov subspace methods
to the solution of the L linear systems with multiple right-hand sides in
sequence [1,10,48,65], it would be much more efficient to use a shifted block
method that solves the whole sequence of multi-shifted linear systems with
multiple right-hand sides (1.1) simultaneously [95,103]. This can be achieved
by taking advantage of the block shift-invariance property [89] of the block
Krylov subspace Km(A,R0), which can be written as

Km(A,R0) = Km(A− σiI,R0), i = 1, . . . , L, (1.30)

and computing a unique basis that can be employed for solving the whole
sequence of shifted block systems. Indeed, Eq. (1.27) implies the Arnoldi-like
relation

(A− σiI)Vm = Vm+1H̃im, (1.31)

where

H̃im = H̃m − σi
[
Imp×mp
0p×mp

]
=

[
Him

Hm+1,mE
H
m

]
. (1.32)

Due to the very large block orthogonalization costs (see, e.g., [73],
in particular Table 2.4 for some figures of complexity), the block
Arnoldi procedure is often restarted periodically using the last computed
approximation as starting point. As we mentioned in Section 1.2.1, in order
to ensure the shift-invariant property, all systems need to have collinear
residuals for the restarted Krylov subspace methods, like for the shifted
GMRES [39]. The natural analog to this property for shifted block Krylov
subspace methods is that the block residuals need to have columns spanning
the same subspace. In this thesis, we adopt the terminology used in [40]
and denote blocks having this property as “cospatial”. Upon restarting the
Arnoldi procedure after m steps, the block shift-invariance property does
not hold anymore because the block residuals R1

m and Rim, (i = 2, . . . , L)
of the base block system and of the additional shifted block systems are in
general no longer cospatial. This means that Km(A − σ1I,R

1
m) 6= Km(A −

σiI,R
i
m), i = 2, . . . , L, where we denote by Rim = B − (A − σiI)Xi

m, i =
1, 2, . . . , L the block residuals at iteration m of the i-th shifted linear system.

In order to establish Eq. (1.17) in the block case, Wu, Wang and Jin [103]
forced the shifted block residuals to be cospatial at each restart, i.e., they
impose that

Rim = R1
mW

i
m, i = 2, . . . , L. (1.33)
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The corresponding shifted block Krylov subspace method is called
BGMRES-Sh. Here W i

m are p × p nonsingular matrices. Assuming that
the initial shifted block residuals are cospatial, Ri0 = R1

0W
i
0, i = 2, . . . , L.

Note that this relation is satisfied by taking Xi
0 = 0. The approximate

solution of the base block system can be formulated as X1
m = X1

0 + VmY 1
m,

where X1
0 is the initial approximation and Y 1

m minimizes the base shifted
block residual

R1
m = R1

0 − (A− σ1I)VmY 1
m

= Vm+1(ER− H̃1
mY

1
m) (1.34)

= Vm+1RLS . (1.35)

In Eq. (1.35), we denote the block quasi-residual by RLS = ER − H̃1
mY

1
m

and R1
0 = B − (A− σ1I)X1

0 = Vm+1ER, where E is an (m+ 1)p× p matrix
whose upper p × p principal block is the identity matrix. Since Vm+1 is
orthonormal, it follows from Eq. (1.34) that Y 1

m can be computed by solving
the following minimization problem

Y 1
m = argmin

Y 1

∥∥∥ER− H̃1
mY

1
∥∥∥
F
.

The additional shifted block residuals Rim are given by

Rim = B − (A− σiI)Xi
m = Ri0 − Vm+1H̃imY i

m. (1.36)

Combining the cospatial condition (1.33) with Eqns. (1.35) and (1.36) gives

Rim = R1
mW

i
m

⇔ Ri0 − Vm+1H̃imY i
m = Vm+1RLSW

i
m

⇔ R1
0W

i
0 − Vm+1H̃imY i

m = Vm+1RLSW
i
m

⇔ Vm+1(H̃imY i
m +RLSW

i
m) = R1

0W
i
0

⇔ Vm+1(H̃imY i
m +RLSW

i
m) = Vm+1ERW

i
0.

The unknowns Y i
m and W i

m can be calculated easily by solving the following
linear systems[

H̃im V̂
] [ Y i

m

Ŵ i
m

]
= ERW i

0, i = 2, 3. . . . , L. (1.37)
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In Eq. (1.37) we have set Ŵ i
m = R̂W i

m. Furthermore, V̂ , R̂ are the
QR factors of the reduced QR-decomposition of RLS . The approximate
solutions of the additional shifted block systems can be expressed as Xi

m =
Xi

0 + VmY i
m, (i = 2, . . . , L), where Y i

m, (i = 2, . . . , L) is the solution of
Eq. (1.37). The complete pseudocode of the BGMRES-Sh method is given
as Algorithm 1.4.

Algorithm 1.4 BGMRES-Sh method .

1: Start. Let the p linearly independent right-hand sides be B =
[b(1), b(2), . . . , b(p)]. Choose m: the maximum size of the underlying block
approximation Krylov subspace in each cycle, ε: the tolerance, maxiter:
the maximum number of iterations, {σi}Li=1 ⊂ C: shifts.

2: Choose initial guesses Xi
0 ∈ Cn×p and set W i

0 = I, (i = 1, . . . , L).
3: Compute the initial shifted block residuals Ri0 ∈ Cn×p as

Ri0 = B − (A− σiI)Xi
0, (i = 1, . . . , L).

4: Compute the reduced QR-decomposition R1
0 = V1R.

%Solve the base block system
5: Apply standard block GMRES(m). It generates Vm+1, H̃1

m and forms
the new approximate solutions X1

m = X1
0 + VmY 1

m, where

Y 1
m = argmin

Y 1

∥∥∥ER− H̃1
mY

1
∥∥∥
F

.

Compute the residual vectors R1
m = R1

0 − Vm+1H̃1
mY

1
m. Check

convergence, and proceed if not satisfied.
% Solve the additional shifted block systems

6: Solve
[
H̃im V̂

] [ Y i
m

Ŵ i
m

]
= ERW i

0, i = 2, 3, . . . , L, for Y i
m and Ŵ i

m.

Then form the approximate solutions Xi
m = Xi

0 + VmY i
m and compute

the residual vectors Rim as Rim = R1
mR̂
−1Ŵ i

m.
7: Check convergence, and restart if convergence is not achieved, i.e., go to

4.

1.3 Some research questions

Shifted block Krylov methods are computationally attractive to use
as they compute a unique basis and use much larger spaces for solving
the whole sequence of shifted block linear systems. Drawbacks are some
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lack of general theory compared to the single right-hand side case and the
large memory requirements due to the block orthogonalization procedure.
Restarting periodically the algorithm may remedy memory problems, but
it may also slow down the convergence significantly especially for matrices
having small eigenvalues. It has been shown [78] that at each iteration of
GMRES, basically the next largest eigenvalue in magnitude is removed from
the spectrum of the linear system. Therefore, the restarting procedure can
destroy information on the very small eigenvalues of A and the superlinear
convergence may be lost [102]. Although in theory the distribution of
the eigenvalues alone does not determine the convergence of iterative
Krylov solvers for non-Hermitian systems [46], for many problems and
applications it has been observed that a tightly clustered spectrum around
a single point away from the origin is generally very beneficial, whereas
widely spread eigenvalues and the presence of clusters close to zero are
often disadvantageous. Krylov methods build a polynomial expansion
of the coefficient matrix that must be equal to one at zero and has to
approximate zero on the set of the eigenvalues. Clearly, a low-degree
polynomial with value 1 at the origin cannot be small at many points [45];
therefore, “removing” the smallest eigenvalues can greatly improve the
convergence [4, 14,16,18,66–69].

There are essentially two different approaches for exploiting information
about the smallest eigenvalues in the iterative solution procedure. The first
idea is to compute a few, say k, approximate eigenvectors of A corresponding
to the k smallest eigenvalues in magnitude, and augment the Krylov
subspace with those directions. This approach is referred in the literature to
as the augmented subspace approach (see [13,42,66–69,77,95]). The second
idea exploits spectral information gathered during the Arnoldi process to
determine an approximation of an invariant subspace of A associated with
the eigenvalues nearest the origin, and uses this information to construct
a preconditioner or to adapt an existing one [4, 9, 16, 18, 31, 57]. In this
thesis, we consider both approaches and use akin ideas to develop new robust
variants of the shifted block BGMRES method for solving Eq. (1.1) more
efficiently.

Another practical difficulty in the implementation of shifted block Krylov
subspace methods is their lack of robustness due to the approximate linear
dependence of the various residuals that may slow down or even prevent
the convergence. A number of methods have been proposed to overcome
this problem [1, 12, 48, 60, 73, 76]. One technique is called explicit reduction
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or initial deflation [48, 60, 76]. Before starting the iterative solution, linear
dependency in the block right-hand side B or in the initial block residual R0

can be detected by computing a singular value decomposition (SVD) of these
matrices [12, 48, 73]. The smallest singular values can then be filtered out
according to a certain deflation tolerance to remove the useless information
from the block Krylov subspace. If the Krylov method is restarted, the
strategy can be applied again at the beginning of each cycle. That is, after
the computation of the block residual, to reduce effectively the Krylov space
dimension. Recently, Calandra, Gratton, Langou, et.al. [12] have proposed
a flexible variant of block GMRES method based on initial deflation (named
as BFGMRESD) to detect the possible convergence of a linear combination
of the systems. Another approach known as Arnoldi deflation [48, Section
13] detects a possible rank deficiency occurring during the block Arnoldi
procedure and removes the linearly dependent columns of the matrix Wj at
step 8 of Algorithm 1.3, ensuring that Vj+1 has full rank. A rank-revealing
QR algorithm can be used to determine the deficiency. As it often arises
in applications, the problem of efficiently handling the approximate linear
dependence of the right-hand sides is thoroughly addressed in this thesis.

1.3.1 Preconditioning techniques

Iterative methods can solve many of the memory bottlenecks of direct
solution methods. To be computationally efficient, it is established that
they need to be assisted by robust preconditioners that reduce notably
the number of Krylov iterations required to converge. The main aim of
preconditioning is to improve the spectral properties of the coefficient matrix
in Eq. (1.2) by transforming the linear system into the equivalent form

MAx = Mb, (1.38)

where M is a nonsingular matrix called preconditioner, close to A−1 in some
sense, cheap to compute and to apply, and such that the eigenvalues of
the preconditioned matrix MA are well clustered away from the origin.
Consequently, solving (1.38) may be significantly faster than solving (1.2).
Eq. (1.38) is perconditioned from the left, but one can also precondition
from the right: AMy = b, x = M−1y. Hence the spectral properties of AM
are to be considered.

For the solution of multi-shifted linear systems with multiple right-hand
sides (1.1), the block shift-invariance property (1.30) may not be maintained



1.3. Some research questions 19

if conventional preconditioning techniques are used. Special preconditioners
need to be used to ensure that

Km(AM−1, B) = Km((A− σiI)M̂−1, B), (1.39)

where M̂ is the preconditioner for the shifted systems. Note that the above
condition is satisfied when the preconditioned shifted matrix can be written
as a shifted preconditioned matrix

(A− σiI)M̂−1 = AM−1 − ηI. (1.40)

Two important examples of preconditioners that satisfy Eq. (1.39) are
the shift-and-invert [64, 80] and polynomial preconditioners [2, 35, 53, 103]
reviewed below.

Shift-and-invert preconditioner

We consider a shift-and-invert preconditioner of the form M = A− τI for
some τ ∈ C [80]:

(A− σiI)M̂−1 = A(A− τI)−1 − ηI
= [A− η(A− τI)](A− τI)−1

= [A+
ητ

1− η
I](1− η)(A− τI)−1.

If we choose
ητ

1− η
= −σi,

then the matrix M̂−1 becomes

M̂−1 = (1− η)(A− τI)−1.

The shift-invariance property (1.39) is satisfied. Indeed, Km((A− σiI)(A−
τI)−1, B) = Km(A(A − τI)−1, B). Note that Km(A(A − τI)−1, B) is
independent of σi. This means that the construction of the preconditioned
Krylov subspace does not require matrix–vector products with (A − σiI).
Although the application of the preconditioner A−τI is not cheap in general,
the basis of the preconditioned Krylov subspace needs to be computed only
once. Owing to the shift-invariance property of the corresponding Krylov
subspace, the solutions of the other shifted systems can be carried out at
relatively low cost.
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Polynomial preconditioner

As observed in [35,53], polynomial preconditioners also satisfy Eq. (1.39).
Let

M̂−1 = p̂N (A),

and

M−1 = pN (A),

where p̂N (A) =
∑N

i=0 η̂iA
i is a polynomial preconditioner of degree N that

is applied to the shifted matrix (A − σiI) and pN (A) =
∑N

i=0 ηiA
i is a

polynomial preconditioner of degree N for A. The shift-invariance property
can be satisfied by taking γi and η̂i such that

(A− σiI)p̂N (A) = ApN (A)− γiI.

In practice, the parameters γi and η̂i can be computed by using recursive
formulas. We refer to the literature, for instance, [2, 35,53,103].

For other shifted preconditioning methods, we point the reader to the rich
literature available in this field, for instance [2, 5, 6, 8, 80,90].

1.4 Structure of this thesis

This thesis is based on the journal papers [92–95]. It is organized as
follows.

In Chapter 2, we present the development of a new variant of the shifted
block GMRES method that recycles spectral information at each restart.
This method combines the attractive numerical properties of the BGMRES-
DR [69] and BGMRES-Sh [103] methods for solving sequence of linear
systems with multiple shifts and multiple right-hand sides simultaneously.
The effectiveness of the newly proposed solver, referred to as shifted block
GMRES with deflated restarting, or shortly BGMRES-DR-Sh, is mainly
due to its ability to mitigate the negative effects due to the presence of the
eigenvalues near zero from the convergence.

In Chapter 3, we illustrate some difficulties with the implementation
and use of shifted block Krylov subspace methods in the presence of
approximately linearly dependent right-hand sides. We propose a variant of
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the block shifted GMRES method based on initial deflation (DBGMRES-
Sh) that may overcome these difficulties. The numerical experiments show a
significant enhancement of robustness compared to the original BGMRES-
Sh method. As preconditioning is mostly required in applications, we present
a preconditioned DBGMRES-Sh algorithm that can accommodate both
fixed and variable preconditioning at each iterate, still being able to take
advantage of the block shift-invariance property.

Special care needs to be taken if a linear combination of the systems
has converged, or if some of the right-hand sides converge much faster
than others. In Chapter 4, we present a shifted, augmented and
deflated BGMRES (SAD-BGMRES) method that can handle numerical
problems due to the occurrence of inexact breakdowns in the block Arnoldi
procedure. In addition, it recycles spectral information at restart for faster
convergence. Finally, it solves the whole sequence of multi-shifted linear
systems and multiple right-hand sides simultaneously exploiting the shift-
invariance property of Krylov subspaces. Numerical experiments confirm
the robustness and the effectiveness of the SAD-BGMRES algorithm. It
outperforms conventional block Krylov algorithms for solving general sparse
linear systems arising from different fields.

In Chapter 5, we exploit approximate invariant subspaces recycled over
the iterations to adapt an existing preconditioner for the simultaneous
solution of sequences of linear systems with multiple right-hand sides.
This approach differs from the augmented subspace approach considered
in Chapters 2 and 4. The new class of block iterative solvers has the
ability to handle the approximate linear dependence of the block of right-
hand sides and exploits approximate invariant subspaces recycled over the
iterations to mitigate the bad effects that small eigenvalues can have on
the convergence, by adapting an existing preconditioner. We illustrate the
numerical behavior of the spectrally updated and initially deflated block
GMRES (SPID-BGMRES) method on a set of linear systems arising from
the discretization of the Dirac equation and of boundary integral equations
in electromagnetics scattering.

In Chapter 6, we summarize our findings by comparing the theoretical
properties and the numerical performance of the BGMRES-DR-Sh, the
DBGMRES-Sh and the SAD-BGMRES methods for solving sequences of
multi-shifted linear systems with multiple right-hand sides, also against the
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conventional shifted block GMRES method (BGMRES-Sh). We conclude
with final remarks and some plans for future research.



2 A restarted shifted BGMRES
method augmented with
eigenvectors

Although computationally very attractive, the BGMRES-Sh method
described in the previous chapter can be very memory demanding due to
the high memory costs of the block orthogonalization process. The problem
is often remedied by restarting the block Arnoldi procedure periodically,
with the sacrifice of losing the superlinear convergence of the iterative
solver. In this chapter, we introduce a variant of the restarted BGMRES-
Sh method augmented with eigenvectors that attempts to restore the
superlinear convergence rate by mitigating the negative effect of small
eigenvalues on the iterations. Moreover, the method is enhanced with a
seed selection strategy to handle the case of nearly linearly dependent right-
hand sides. Numerical experiments are presented to show the potential of
the new shifted block iterative algorithm to solve efficiently sequences of
linear systems with multiple shifts and multiple right-hand sides, with and
without preconditioner, also against other state-of-the-art iterative solvers
that have been developed for this class of problems.

2.1 The BGMRES-DR-Sh method, a shifted
BGMRES method with deflated restarting

In [69], Morgan proposed to recycle spectral information at each restart
of the (restarted) block GMRES method to improve its convergence. The
resulting method is referred to as block GMRES with deflated restarting,
shortly BGMRES-DR. The first cycle of the BGMRES-DR method is the
standard BGMRES method [78] that was introduced in Chapter 1. After
completing the first cycle, the algorithm stops if the residual norm satisfies

This chapter is based on the published article [95].
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the convergence criterion; otherwise, the Krylov subspace is enlarged with
new directions for the next search. After every cycle of m steps, approximate
eigenvectors corresponding to the small eigenvalues in magnitude of the
coefficient matrix are computed and they are added to the subspace
Km(A,R0) which is defined by Eq. (1.25). Here, the Ritz vectors from
the Arnoldi method or the harmonic Ritz vectors from the interior Arnoldi
method can be chosen to approximate the eigenvectors. Morgan and
Zeng [70] demonstrated that the interior Rayleigh-Ritz procedure is better
than the standard Rayleigh-Ritz procedure for interior eigenvalues at finding
eigenvalues nearest zero. We use the interior Rayleigh-Ritz procedure to
estimate the eigenvectors. The spectral information recycled at restart is
based on the harmonic Ritz vectors. They are defined as follows:

Definition 1 (Harmonic Ritz pair [71]). Consider a subspace U of Cn.
Given a matrix B ∈ Cn×n, λ ∈ C, and y ∈ U , (λ, y) is called a harmonic
Ritz pair of B with respect to U if and only if

By − λy ⊥ BU

or, equivalently, using the canonical scalar product, if and only if

∀ω ∈ Range(BU) ωH(By − λy) = 0.

The vector y is called the harmonic Ritz vector associated with the harmonic
Ritz value λ.

Let R0 be the block residual computed at the end of, say, the i-th cycle.
The subspace used by BGMRES-DR at the (i+ 1)-th cycle is

span(y1, y2, . . . , yk, R0, AR0, . . . , A
mp−k

p
−1
R0),

where y1, y2, . . . , yk are the harmonic Ritz vectors. After completing the i-th
cycle, the k desired harmonic Ritz vectors are computed and new matrices
Vnewk+p ∈ Cn×(k+p) and H̃newk ∈ C(k+p)×k are formed satisfying the relation

AVnewk = Vnewk+pH̃newk ,

where the columns of the n × k matrix Vnewk span the subspace of the
harmonic Ritz vectors. Note that the superscript new for a matrix is used to
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indicate that the matrix is obtained according to the harmonic Ritz vectors.
The block Arnoldi process eventually builds matrices Vm+1 and H̃1

m forming
a relation similar to Eq. (1.27). The minimization problem (1.29) can be
solved for Ym to efficiently compute approximate solutions of the multiple
linear systems. We refer the reader to [69] for further comments and the
computational details of the BGMRES-DR algorithm. The effectiveness of
this approach to improve the performance of the standard block GMRES
has been illustrated on many academic examples.

We consider adding the augmentation strategy of BGMRES-DR [69] to
the BGMRES-Sh method [103]. To this end, we select a base block system
in a cycle. The first cycle of the BGMRES-DR method applied to the base
block system is the standard block GMRES (BGMRES) method. Below
we carry out a complete analysis of a cycle of the BGMRES-Sh augmented
with eigenvectors. This new method is referred to as the BGMRES-DR-Sh
method.

2.1.1 Analysis of a cycle

Similarly to the variants of GMRES-DR-type methods [1, 42], we need
to take two main problems into consideration: what is the harmonic Ritz
information that is recovered at restart; and, how to use these harmonic Ritz
vectors recycled at restart to maintain the shifted block Arnoldi-like relation
at low computational cost? Below section we will answer both questions.

Harmonic Ritz vectors

The following lemma presents the harmonic Ritz formulation derived from
the block Arnoldi procedure that is used in our BGMRES-DR-Sh method.

Lemma 1. Let U = span{Vm}, where Vm is an orthonormal matrix built by
BGMRES at the end of a cycle. The harmonic Ritz pairs (θ̃i, g̃i) associated
with Vm satisfy the following property

(H̃1
m)H

(
H̃1
mg̃i − θ̃i

[
g̃i
0p

])
= 0, (2.1)

where Vmg̃i are the harmonic Ritz vectors associated with the corresponding
harmonic Ritz values θ̃i.
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Proof. The proposed property—which extends the analogous property of
the GMRES-DR method to the shifted block version—can be written as a
Petrov-Galerkin condition as follows

((A− σ1I)Vm)H((A− σ1I)Vmg̃i − θ̃iVmg̃i) = 0,

(Vm+1H̃1
m)H(Vm+1H̃1

mg̃i − θ̃iVmg̃i) = 0. (2.2)

Since Vm+1 has orthonormal columns, Eq. (2.2) can be formulated as

(H̃1
m)H(Vm+1)HVm+1H̃1

mg̃i − θ̃i(H̃1
m)H(Vm+1)HVmg̃i = 0,

(H̃1
m)H

(
H̃1
mg̃i − θ̃i

[
g̃i
0p

])
= 0.

�
Note that by using Eq. (1.32), the above property can be written as

((H1
m)HH1

m + EmH
H
m+1,mHm+1,mE

H
m)g̃i = θ̃i(H1

m)H g̃i. (2.3)

Consequently, the k targeted harmonic Ritz pairs can be computed during
the cycle of the shifted block GMRES method. Similarly to the block

variants [1], the harmonic residual vectors H̃1
mg̃i− θ̃i

[
g̃i
0p

]
are all contained

in the subspace spanned by the least-squares residuals RLS = ER−H̃1
mY

1
m,

i.e., there exists αi ∈ Cp such that

H̃1
mg̃i − θ̃i

[
g̃i
0p

]
= RLSαi. (2.4)

Shifted block Arnoldi-like relation

We show that the shifted block Arnoldi-like relation still holds at
low computational cost when the deflated restarting procedure is used.
Therefore, consider the k targeted harmonic Ritz vectors given by VmG̃k,
where G̃k = [g̃1, . . . , g̃k] ∈ Cmp×k. First, add zero rows of size p to G̃k
and then append the quasi-residual RLS to G̃k. In the two cases, the

new matrix is denoted as G̃k+1 =

[ [
G̃k

0p×k

]
, RLS

]
and its dimension
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is (m + 1)p × (k + p). Then, write the reduced QR-decomposition of
G̃k+1 = Qk+1Rk+1 as[ [

G̃k
0p×k

]
, RLS

]
=

[ [
Qk

0p×k

]
, Q2

] [ [
Rk

0p×k

]
, R2

]
, (2.5)

with
G̃k = QkRk. (2.6)

With this notation, the following result can be demonstrated.

Proposition 1. At each restart of the BGMRES-DR-Sh method, the shifted
block Arnoldi-like relation

(A− σ1I)Vnewk = Vnewk+1 (H̃1
k)
new, (2.7)

holds with Vnewk+1 = Vm+1Qk+1, (H̃1
k))

new = QHk+1H̃1
mQk.

Proof. Multiplying both sides of (2.4) with Vm+1 gives

Vm+1H̃1
mg̃i − θ̃iVm+1

[
g̃i
0p

]
= Vm+1RLSαi.

Using Eq. (1.31) and the above equation, we have

(A− σ1I)VmG̃k = Vm+1G̃k+1

(
diag(θ̃1, . . . , θ̃k)
α1, . . . , αk

)
.

From Eqs. (2.5) and (2.6), we deduce that

(A− σ1I)VmQk = Vm+1Qk+1Rk+1

(
diag(θ̃1, . . . , θ̃k)
α1, . . . , αk

)
R−1
k . (2.8)

Using Eq. (1.31) and QHk+1Qk+1 = I, we have

Rk+1

(
diag(θ̃1, . . . , θ̃k)
α1, . . . , αk

)
R−1
k = QHk+1H̃1

mQk. (2.9)

Finally, if we denote

Vnewk+1 = Vm+1Qk+1, (H̃1
k)
new = QHk+1H̃1

mQk,
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and substitute Eq. (2.9) into Eq. (2.8), the shifted block Arnoldi-like relation
is obtained. �

Setting Vk+1 = Vnewk+1 and H̃1
k = (H̃1

k)
new, the BGMRES-DR-Sh carries

out mp−k
p block Arnoldi steps with starting vector Vk+1 to maintain

orthogonality against the Vk+1’s. At the end of a cycle, the shifted block
Arnoldi-like relation (2.7) similar to Eq. (1.31) can be obtained. Then
we seek an approximate solution X1

m = X1
0 + VmY 1

m over the subspace
X1

0 + Range(Vm), where Y 1
m is the solution of the following least-squares

problem

Y 1
m = argmin

Y 1

∥∥R1
0 − (A− σ1I)VmY 1

∥∥
F
,

= argmin
Y 1

∥∥∥ER− H̃1
mY

1
∥∥∥
F
,

with R1
0 = Vm+1ER.

The corresponding base shifted block residual writes

R1
m = R1

0 − (A− σ1I)VmY 1
m

= Vm+1(ER− H̃1
mY

1
m)

= Vm+1RLS , (2.10)

where we set RLS = ER − H̃1
mY

1
m. The additional shifted block residual

vectors are associated with approximate solutions of the form

Xi
m = Xi

0 + VmY i
m, (2.11)

and they are given by

Rim = B − (A− σiI)Xi
m = Ri0 − Vm+1H̃imY i

m, i = 2, 3, . . . , L. (2.12)

In order to obtain the additional shifted block residuals and take
advantage of the block Krylov subspace shift-invariance property, we force
the block residuals to be cospatial:

Rim = R1
mW

i
m, i = 2, . . . , L, (2.13)

where W i
m are some p × p nonsingular matrices. Here we assume that the

initial shifted block residuals are cospatial as well, that is Ri0 = R1
0W

i
0, i =

2, . . . , L (note that this relation is satisfied by taking Xi
0 = 0).
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On the other hand, by using the previous relations Eq. (2.13) can be
rewritten as

Ri0 − Vm+1H̃imY i
m = Vm+1RLSW

i
m, i = 2, . . . , L. (2.14)

From Eqs. (2.12) and (2.14), the quantities Y i
m and W i

m can be computed
simultaneously by solving the following linear system:[

H̃im RLS

] [ Y i
m

W i
m

]
= ERW i

0, i = 2, 3, . . . , L. (2.15)

Finally, the additional shifted block systems solutions can be expressed as
in Eq. (2.11).

2.1.2 Computational issues

One practical difficulty with the implementation and use of block Krylov
methods for the simultaneous solution of multi-shifted linear systems of the
form (1.1) is the possible linear dependence of the residuals, which may
slow down or even prevent the convergence. Various methods have been
proposed to overcome this problem [1, 12, 48, 76]. The issue is not trivial,
both theoretically and computationally, and it will be thoroughly considered
in the forthcoming chapters. Another difficulty is that the coefficient matrix
in Eq. (2.15) will generally become more and more ill-conditioned when the
base block system is close to convergence, as the base shifted block residual
‖R1

m‖F = ‖Vm+1RLS‖F = ‖RLS‖F tends to zero. In order to deal with
this problem, we use a modified process to solve the additional shifted block
systems, similarly to Ref. [103]. We set RLS = V̂ R̂ to be the reduced QR-
decomposition, where V̂ is an n × p orthonormal matrix and R̂ is a p × p
upper-triangular matrix. Then Eq. (2.15) can be rewritten as

[
H̃im V̂

] [ Y i
m

Ŵ i
m

]
= ERW i

0, i = 2, 3, . . . , L,

where Ŵ i
m = R̂W i

m. Thus we can use the quantity Y i
m, i = 2, . . . , L to form

the approximate solutions Xi
m, i = 2, . . . , L of the additional shifted block

systems in (2.11). Observe from Eqns. (2.10) and (2.13) that computing the
Frobenius norms of the additional shifted residuals only needs to evaluate
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Ŵ i
m as ∥∥Rim∥∥F =

∥∥R1
mW

i
m

∥∥
F

=
∥∥Vm+1RLSW

i
m

∥∥
F
,

=
∥∥∥Vm+1V̂ R̂(R̂)−1Ŵ i

m

∥∥∥
F
,

=
∥∥∥Ŵ i

m

∥∥∥
F
, i = 2, . . . , L,

and therefore it is cheaper than using Eq. (2.13) directly.
The complete pseudocode for the BGMRES-DR-Sh method is sketched

in Algorithm 2.1. We do not present a precise complexity analysis because
it is similar to that in Ref. [42]. Compared to BGMRES-Sh, the main
computational differences is in the calculation of Vm, which brings the same
extra cost as for FGMRES versus FGMRES-DR mentioned in Ref. [42].

Algorithm 2.1 BGMRES-DR-Sh method .

1: Start. Let the p linearly independent right-hand sides be B =
[b(1), b(2), . . . , b(p)]. Choose m: the maximum size of the underlying block
approximation Krylov subspace in each cycle, k: the desired number
of approximate eigenvectors, ε: the tolerance, maxiter: the maximum
number of iterations, {σi}Li=1 ⊂ C : shifts.

2: Choose an initial guess Xi
0 ∈ Cn×p and set W i

0 = I, i = 1, . . . , L.
3: Compute the initial block residual Ri0 ∈ Cn×p as

Ri0 = B − (A− σiI)Xi
0, i = 1, . . . , L.

%Solve the base block system and computation of V̂
4: see Algorithm 2.2.

%Solve the additional shifted block systems

5: Solve
[
H̃im V̂

] [ Y i
m

Ŵ i
m

]
= ERW i

0, i = 2, 3, . . . , L, for Y i
m and Ŵ i

m.

Then form the approximate solutions Xi
m = Xi

0 + VmY i
m, and compute

the residual vectors Rim as Rim = R1
mR̂
−1Ŵ i

m.
6: Check convergence, and restart if convergence is not achieved, i.e., go to

4.

2.2 Performance analysis

In this section, we investigate the effectiveness of the proposed BGMRES-
DR-Sh method for solving multi-shifted linear systems with multiple right-
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Algorithm 2.2 BGMRES-DR-Sh method: Solve the base block system and
computation of V̂ .

1: Compute the reduced QR-decomposition of R1
0 = V1R.

2: Find approximate solutions for the first cycle. Apply standard
BGMRES. It generates Vm+1, H̃1

m and the new approximate solution

X1
m = X1

0 + VmY 1
m where Y 1

m = argmin
Y 1

∥∥∥ER− H̃1
mY

1
∥∥∥
F

.

3: Compute the reduced QR-decomposition RLS = V̂ R̂.
4: Compute R1

m = R1
0 − Vm+1H̃1

mY
1
m. Check convergence, and proceed if

not satisfied.
5: Begin restart. Let X1

0 = X1
m and R1

0 = R1
m. Compute the k smallest

(or others, if desired) eigenpairs of θ̃i, g̃i of the matrix (H1
m)HH1

m +
EmH

H
m+1,mHm+1,mE

H
m . Then store the g̃i into the matrix G̃k. For real

matrices, it is necessary to separate g̃i into real and imaginary parts if
complex, in order to form an matrix G̃k.

6: Append a p×k zero matrix at the bottom and the column ER−H̃1
mY

1
m.

In the two cases, the new matrix is denoted as G̃k+1 and its dimension
is (m+ 1)p× (k + p).

7: Perform the reduced QR-decomposition of G̃k+1 as G̃k+1 = Qk+1Rk+1.
Define Qk ∈ Cmp×k as Qk = Qk+1(1 : mp, 1 : k).

8: Set Vnewk+1 = Vm+1Qk+1, H̃newk = QHk+1H̃1
mQk. And then set Vk+1 = Vnewk+1 ,

H̃1
k = H̃newk .

9: Orthogonalize Vk+1, . . . , Vk+p against the earlier columns of the new
Vk+1.

10: Block Arnoldi iteration: Form the rest of Vm+1 and H̃1
m applying the

block Arnoldi iteration starting with Vk+1, go to 2.
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hand sides arising in various fields of applications. For all our experiments,
the right-hand sides B = [b(1), . . . , b(p)]∈ Cn×p are p linearly independent
columns randomly generated with normal distribution. The initial block
guess is equal to 0 ∈ Cn×p. The k smallest harmonic Ritz values correspond
to the harmonic Ritz vectors that are recycled in BGMRES-DR-Sh. These
are computed using the MATLAB function eigs that calls ARPACK [63].
The following stopping criterion is used for the iterative solution

‖Rim(:, j)‖2
‖B(:, j)‖2

≤ ε, i = 1, . . . , L, j = 1, . . . , p.

All the numerical experiments are performed under Windows 7 and
MATLAB (version R2014a) running on a PC with an Inter(R) Core(TM)
i5-4590 CPU @3.30 GHz and 8GB of memory.

First, we compare the performance of the BGMRES-DR-Sh method
against the BGMRES-Sh method by Wu, Wang and Jin [103] in terms of
number of matrix-vector products, maximum true relative residuals and
CPU solution time in seconds (these quantities are referred to Mvps, Trr
and Cpu, respectively), to study the effect on convergence of the deflated
restarting procedure. In our experiments, we set the number of right-hand
sides p = 6, the maximum dimension of the search space is m = 90,
the number of deflated harmonic Ritz vectors is k = 10, the tolerance is
ε = 10−6, and maxiter = 5000. We choose the shifts σ = 0,−0.4,−2 which
are the same as in Ref. [23]. For the sake of comparison with related works
in the literature, we choose two different sets of matrices. The first four
representative problems [69] have dimension 1000 and are bidiagonal with
superdiagonal entries all equal to one: matrix 1 has diagonal entries 0.1,
1, 2, 3, . . . , 999, matrix 2 has diagonal entries 1, 2, 3, . . . , 1000, matrix
3 has diagonal entries 11, 12, 13, . . . , 1010, while matrix 4 has diagonal
entries 10.1, 10.2, 10.3, . . . , 19.9, 20, 21, . . . , 919, 920. The second set of
matrices used in Examples 5, 6, 7, 8 are extracted from the Sparse Matrix
Collection available at the University of Florida [25], and they are described
in Table 2.1.

As it is shown in Table 2.2, the BGMRES-DR-Sh method outperforms
the BGMRES-Sh method in all cases in terms of both Mvps and Cpu
time, converging to the targeted accuracy where the BGMRES-Sh method
cannot converge. The symbol “-” is used to indicate no convergence and
the three values in the Trr column are the maximum true relative residuals
corresponding to the three different shifts. The corresponding convergence
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Table 2.1: Characteristics of Examples 5, 6, 7, 8.

Example Name Size Nonzeros Problem kind

5 bfwa398 398 3,678 electromagnetics

6 orsreg1 2,205 14,133 computational fluid dynamics

7 pde2961 2,961 14,585 partial differential equation

8 sherman4 1,104 3,786 computational fluid dynamics

Table 2.2: Numerical behavior of the BGMRES-Sh and BGMRES-DR-Sh methods

with ε = 10−6.

Example Method Mvps Trr(max) Cpu

1
BGMRES-Sh

BGMRES-DR-Sh
-

648
-

9.9933e-07 9.9513e-07 9.7075e-07
-

0.7241

2
BGMRES-Sh

BGMRES-DR-Sh
2158
520

9.9690e-07 9.9140e-07 9.9242e-07
9.2339e-07 9.8931e-07 9.4725e-07

1.8655
0.5233

3
BGMRES-Sh

BGMRES-DR-Sh
403
332

8.9853e-07 9.9129e-07 9.8459e-07
9.6970e-07 9.6649e-07 9.3198e-07

0.4317
0.3511

4
BGMRES-Sh

BGMRES-DR-Sh
456
443

9.6458e-07 9.9220e-07 8.8725e-07
9.7678e-07 9.9071e-07 9.9901e-07

0.4881
0.4775

5
BGMRES-Sh

BGMRES-DR-Sh
-

595
-

8.3238e-07 5.7918e-07 9.2956e-07
-

0.6456

6
BGMRES-Sh

BGMRES-DR-Sh
-

4655
-

9.8521e-07 9.9245e-07 9.9870e-07
-

6.5856

7
BGMRES-Sh

BGMRES-DR-Sh
1793
1204

9.9434e-07 9.9038e-07 6.7145e-07
9.6114e-07 9.3280e-07 6.3293e-07

1.7885
1.3051

8
BGMRES-Sh

BGMRES-DR-Sh
1975
424

9.8136e-07 9.4067e-07 9.9710e-07
9.4382e-07 9.3570e-07 9.2801e-07

1.3432
0.4553

histories are shown in Fig. 2.1. This figure displays the maximum relative
residual norms against the number of matrix-vector products. Fig. 2.1 shows
that the BGMRES-DR-Sh method outperforms the BGMRES-Sh method
especially on Examples 1, 2, 5 and 6. This is likely due to the presence
of small eigenvalues on the spectra of these problems. The BGMRES-
DR-Sh method is more effective, since deflating very small eigenvalues is
highly beneficial in terms of convergence. For problems that do not exhibit
such a cluster of eigenvalues close to zero, such as Examples 3 and 4,
the performance of the BGMRES-Sh and BGMRES-DR-Sh methods are
similar. In Fig. 2.2, we depict the distribution of the smallest harmonic
Ritz values over the spectrum of the coefficient matrices for Examples 5-8.
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The presence of eigenvalues close to zero makes these problems difficult to
solve. We can notice that the BGMRES-DR-Sh method does a good job
in approximating the eigenvalues to be deflated. This explains the overall
satisfactory performance improvement.

2.2.1 Sensitivity to the shift values

We further analyse the effectiveness of the BGMRES-DR-Sh method with
different choices of shifts for solving the same sequence of linear systems on
Examples 1 and 2. In the experiments reported on in Table 2.3 we use the set
of shifts Σ1 = [0.99, 0.95, 0.90] and Σ2 = [−1,−1.5,−2]. For the shifts Σ1,
the BGMRES-Sh method failed to converge whereas the BGMRES-DR-Sh
method performed well. As Σ1 shifts the spectrum of the coefficient matrices
close to origin, potentially slowing down the convergence, this demonstrates
that the deflated restarting strategy is useful to speed up the convergence.
Shifting the matrix A−σiI by Σ2 improves the convergence of the BGMRES-
Sh method. Moreover, the convergence curves of the BGMRES-DR-Sh
method plotted in Fig. 2.1 for different shifts are similar, showing that
shifting does not have an important effect when deflation is used [23].

Table 2.3: Number of matrix-vector products (Mvps) and solution time
in seconds (Cpu) for the BGMRES-Sh and BGMRES-DR-Sh
methods using different shifts.

Example Method
Σ1 Σ2

Mvps Cpu Mvps Cpu

1
BGMRES-Sh - - 1999 2.0308
BGMRES-DR-Sh 784 0.9411 514 0.5965

2
BGMRES-Sh - - 1129 1.3462
BGMRES-DR-Sh 728 0.8334 463 0.5414

2.2.2 Sensitivity to the number of right-hand sides

In the experiments illustrated in Table 2.4 we increased the number of
right-hand sides to p = 9, 15, 18, setting the restart parameter m equal to
m = 90, 120. We see that in most cases the BGMRES-DR-Sh method
performed noticeably better than the BGMRES-Sh method in terms of
Mvps and Cpu time. The larger the length of the restart cycle, the better the
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Figure 2.1: Convergence histories for Examples 1-8. The different convergence

curves of the shifted block Krylov methods correspond to different

choices of the shifts.
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Figure 2.2: Distribution of the smallest harmonic Ritz values and plot of the

spectrum for Examples 5, 6, 7, 8.
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performance of the BGMRES-DR-Sh method. For instance, with m = 90
and p = 18, the BGMRES-DR-Sh method failed to converge on Example 5,
while it performed well for m = 120. When the restart value is increased,
the dimension of the shifted block Krylov subspace also increases, and
the performance of the shifted block Krylov subspace methods improves.
Note that in Table 2.4, the experiments on Example 6 are not reported
since on this problem it was not possible to achieve convergence when the
number of right-hand sides was increased. Obviously, preconditioning is an
essential component of the iterative solution, an issue that will be discussed
in Subsection 2.2.5.

2.2.3 Seed selection strategy

In the convergence analysis reported in [20,84]it has been shown that the
seed strategy can enable us to reduce the norms of the non-seed residuals
especially when the right-hand sides are almost linearly dependent. The
idea of the seed method [87] is that for each restart a seed system is selected
from one of the systems (1.24) and is then solved by some Krylov subspace
methods. Then one performs a projection of the residuals onto the Krylov
subspace generated by the seed system to get the approximate solutions.
After the seed system is solved to desired accuracy, a new seed system is
selected. This process continues until all the systems have been solved. A
good seed shifted block system should yield a good initial guess for the
nonseed systems. In order to get more information of each shifted block
systems, the seed block system can be chosen to be a linear combination
of the current residuals, like in [86]. However, as it has been pointed out
in [84], this will require an extra work to solve an artificial system. In our
numerical experiments with the BGMRES-DR-Sh method, we use a seed
selection strategy similar to [56, 84]. During each cycle, we choose the seed
block system which has maximum residual norm amongst the non-converged
shifts. That is, we choose the seed block system such that ‖R1

m(:, seed)‖2 ≥
‖Rim(:, j)‖2, j = 1, . . . , p, i.e.,

‖R1
m(:, seed)‖2 = max

j=1,...,p
‖Rim(:, j)‖2, i = 1, . . . , s. (2.16)

Here s denotes the number of non-converged shifted systems. Once the seed
system is selected, we reorder the columns of the shifted block residuals Rim
and set R1

0(new) = R1
m(seed), Ri0(new) = Rim obtained from the previous
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Table 2.4: Number of matrix-vector products (Mvps) and solution time
in seconds (Cpu) for the BGMRES-Sh and BGMRES-DR-Sh
methods with different pairs (m, p).
m = 90 p = 9 p = 15 p = 18

Example Method Mvps Cpu Mvps Cpu Mvps Cpu

1
BGMRES-Sh - - - - - -
BGMRES-DR-Sh 1060 1.2022 2310 3.0844 2953 4.3655

2
BGMRES-Sh 4096 4.0117 - - - -
BGMRES-DR-Sh 874 0.9805 1770 2.4391 2287 3.4517

3
BGMRES-Sh 676 0.7166 1531 1.9311 2107 2.8840
BGMRES-DR-Sh 513 0.5888 1075 1.4726 1330 1.9596

4
BGMRES-Sh 760 0.8034 1618 2.0419 2155 2.9525
BGMRES-DR-Sh 766 0.8618 1682 2.3256 2475 3.4565

5
BGMRES-Sh - - - - - -
BGMRES-DR-Sh 856 0.7046 - - - -

7
BGMRES-Sh 3286 3.7931 - - - -
BGMRES-DR-Sh 1807 2.5074 2857 4.4156 3396 5.5450

8
BGMRES-Sh 4141 3.2765 - - - -
BGMRES-DR-Sh 672 0.8311 1277 1.7176 1836 2.6171

m = 120 p = 9 p = 15 p = 18

Example Method Mvps Cpu Mvps Cpu Mvps Cpu

1
BGMRES-Sh - - - - - -
BGMRES-DR-Sh 862 1.1924 1721 2.7151 2099 3.6527

2
BGMRES-Sh 3065 3.5271 - - - -
BGMRES-DR-Sh 736 1.0317 1350 2.2377 1828 3.2175

3
BGMRES-Sh 598 0.7931 1261 1.8944 1633 2.6289
BGMRES-DR-Sh 496 0.6860 874 1.4261 1131 1.9881

4
BGMRES-Sh 703 0.9213 1405 2.1228 2005 3.2899
BGMRES-DR-Sh 674 0.9130 1371 2.2702 1819 3.2447

5
BGMRES-Sh - - - - - -
BGMRES-DR-Sh 700 0.7003 1281 1.4606 1605 1.8817

7
BGMRES-Sh 2993 3.7289 - - - -
BGMRES-DR-Sh 1739 2.5624 2752 4.5695 3383 5.9732

8
BGMRES-Sh 2740 2.5472 - - - -
BGMRES-DR-Sh 573 0.7814 1057 1.5844 1515 2.3469
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cycle, solving the seed block system by the BGMRES-DR-Sh method. Then
we force the block residuals similar to Eq. (2.13) as

Rim(new) = R1
m(new)W i

m(new), i = 2, . . . , s, (2.17)

where the initial W can be computed as follows W i
0(new) =

(R1
0(new))−1Ri0(new). A Galerkin projection of the block residual onto

the shifted block Krylov subspace generated by the seed block system is
used to obtain approximate solutions for the additional block systems. We
remove the seed shifted system from a series of shifted systems if the seed
block system converges to the required accuracy. The whole process is
repeated until all the shifted block systems converge. The main difference
between a seed shifted block GMRES with deflated restarting version and
Algorithm 2.1 is that we solve the shifted block system which has maximum
residual instead of the base block system in Step 4.

In this subsection, we test the performance of the BGMRES-DR-Sh
method using the seed selection strategy (denoted as S-BGMRES-DR-Sh).
We consider the same matrix on Example 1. The right-hand sides are set
to be B1 = rand(n, p), B2 = [b(1), b(2), . . . , b(p)] with b(j) = b(1) + 10−3 ∗
u(j), j = 2, 3, . . . , p, where b(1), u(j) are random vectors. The shifts are
σ = [−2,−1,−0.8,−0.4, 0, 0.95, 0.99] and we used p = 10 right-hand sides.
Convergence histories for Example 1 and different sets are plotted in Fig. 2.3.
We see that the S-BGMRES-DR-Sh method seems to have about the same
convergence as the BGMRES-DR-Sh method for all of the right-hand sides,
and it requires a reduced number of Mvps with respect to the BGMRES-
DR-Sh method. In the cases when the BGMRES-DR-Sh method failed to
converge, a small number of harmonic Ritz vectors is deflated.

2.2.4 BGMRES-DR-Sh versus BGMRES and GMRES-DR-Sh

The BGMRES-DR-Sh method solves all of the multi-shifted linear systems
with multiple right-hand sides simultaneously, and has the ability to deflate
the small eigenvalues of the coefficient matrix. In this section we compare its
convergence performance against both the standard block GMRES method
(BGMRES [78]) for solving L = 4 linear systems with multiple right-hand
sides in sequence, and the shifted GMRES method with deflated restarting
procedure (GMRES-DR-Sh [103]) for solving p = 6, 15 multi-shifted linear
systems independently. A set of general sparse matrices was selected from
the University of Florida Sparse Matrix Collection [25], see Table 2.5 for
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Figure 2.3: Comparative convergence histories for solving Example 1 (Left:

Convergence histories for the BGMRES-DR-Sh method. Right:

Convergence histories for the S-BGMRES-DR-Sh method).
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details. For the quantum chromodynamics problems denoted by Π3 and Π4,
there exists a critical value κc with 1

κc
< 1

κ < ∞ such that A = I − κΠi

is real-positive, where i = 3, 4. Here we defined A = ( 1
κc

+ 10−3)I − Πi

as the base matrix. We set the shifts σi = [−0.0001,−0.001,−0.01,−0.1],
the number of harmonic Ritz vectors k = 5 and maxiter = 10000 for the
stopping criterion parameters. In the experiments shown in Table 2.6, we
use p = 6 and 15 right-hand sides, setting the restart parameter m equal to
m = 8 · p and 10 · p, respectively (for instance, m = 48, 60 for p = 6). Note
that if the maximum dimension of the standard Krylov subspace method
is equal to jp, then the maximum dimension for the corresponding block
variant with p right-hand sides is j. For a fair comparison, we make the
Krylov solvers minimize over a subspace of the same dimension. Then we
set the maximum dimension of the search space equal to m = 8, 10 in
the GMRES-DR-Sh method. As it is shown in Table 2.6, the BGMRES-
DR-Sh method outperforms the tested methods in terms of both Mvps
and Cpu time in all cases, and the shifted block Krylov subspace methods
always perform better than the block unshifted variant. Especially for large
number of right-hand sides and small restart parameters, the BGMRES-
DR-Sh method can converge to the targeted accuracy whereas the other
methods failed to converge.

Table 2.5: Characteristics of the test matrix problems used in our experiments.

Ex. Name Size Nonzeros Problem kind

Π1 poisson3Db 85,623 2,374,949 computational fluid dynamics problem

Π2 light in tissue 29,282 406,084 electromagnetics problem

Π3 conf6 0-8x8-20 49,152 1,916,928 quantum chromodynamics problem

Π4 conf6 0-8x8-30 49,152 1,916,928 quantum chromodynamics problem

2.2.5 The preconditioned BGMRES-DR-Sh

Although the method seen in the previous subsection is theoretically
well defined, in practice it will likely suffer from slow convergence or even
stagnation. As discussed in Chapter 1, one way to accelerate the convergence
is to use a preconditioner that preserves the shift-invariant properties of the
Krylov subspace formulation. In our numerical experiments, we used a right
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Table 2.6: Numerical behavior of the BGMRES, GMRES-DR-Sh,
BGMRES-Sh and BGMRES-DR-Sh methods for solving
general test problems.

m Method
Example

Π1 Π2 Π3 Π4

Mvps Cpu Mvps Cpu Mvps Cpu Mvps Cpu

48

BGMRES 6798 115.205 - - - - - -
GMRES-DR-Sh - - - - - - - -
BGMRES-Sh 4478 73.346 - - 6439 121.461 6565 125.688
BGMRES-DR-Sh 2303 45.571 5240 60.845 3963 86.490 2826 60.676

60

BGMRES 5748 108.323 - - - - - -
GMRES-DR-Sh 3439 48.766 - - 7634 117.817 6154 100.817
BGMRES-Sh 3619 62.349 - - 5533 118.827 5791 121.118
BGMRES-DR-Sh 2060 43.137 4382 54.445 3319 79.511 2432 56.636

m Method
Example

Π1 Π2 Π3 Π4

Mvps Cpu Mvps Cpu Mvps Cpu Mvps Cpu

120

BGMRES - - - - - - - -
GMRES-DR-Sh - - - - - - - -
BGMRES-Sh - - - - - - - -
BGMRES-DR-Sh 5110 157.749 - - 8561 325.364 6191 245.815

150

BGMRES - - - - - - - -
GMRES-DR-Sh 8521 164.719 - - - - - -
BGMRES-Sh 9682 285.232 - - 9041 391.204 9886 423.416
BGMRES-DR-Sh 4416 141.517 - - 6667 290.126 5026 221.337
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shift-and-invert preconditioner of the form Aτ = A− τI [80]:

(A− σiI)(A− τI)−1X̃i = B, i = 1, . . . , L, (2.18)

where Xi = (A− τI)−1X̃i. Since

(A− σiI)(A− τI)−1 = I + (τ − σi)(A− τI)−1, (2.19)

the shift-invariance property Km((A − σiI)(A − τI)−1, B) = Km((A −
τI)−1, B) is satisfied. The computation of the preconditioned Krylov
subspace does not require matrix-vector products with A − σiI. Owing
to the shift-invariance property of the corresponding Krylov subspace, the
basis of the preconditioned Krylov subspace needs to be computed only once,
by running the block Arnoldi algorithm on the matrix (A − τI)−1 starting
from the matrix B. Thus, we get the following relations,

Zm = Vm+1H̃m, (2.20)

(A− τI)Zm = Vm, (2.21)

where VHmVm = I. Multiplying both sides of Eq. (2.20) by (τ − σi) and
adding it to the Eq. (2.21), we obtain an Arnoldi-like relation:

(A− σiI)Zm = Vm+1H̃im, (2.22)

where

H̃im =

[
Imp×mp
0p×mp

]
+ (τ − σi)H̃m. (2.23)

Here the columns of matrix Vm+1 span the Krylov subspace Km((A −
τI)−1, B). Similarly to the analysis presented in Section 2.1, first the
preconditioned BGMRES-DR algorithm is applied to the base block system,
and then the approximate solutions to the additional shifted block systems
are generated by imposing cospatiality with the computed base block
residual. The preconditioned BGMRES-DR-Sh method, that will be
denoted in the tables by PBGMRES-DR-Sh, seeks approximate solutions
of the form Xi

m = Xi
0 + ZmY

i
m, (i = 1, 2, . . . , L). The analysis of the

spectral properties of the preconditioned matrix (A − σiI)(A − τI)−1, see
Ref. [80], has demonstrated that the matrix Aτ is a suitable preconditioner
only for values of σi near τ . Note that a left preconditioner of the form
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Table 2.7: Numerical behavior of the Krylov solves for Examples 5 and 6
with p = 18, m = 90.

Method
Example 5 Example 6

Mvps Cpu Mvps Cpu

BGMRES - - - -

BGMRES (ILU) 1139 0.8559 - -

BGMRES-DR-Sh - - - -

τ = 0.1
PBGMRES-Sh 287 0.8524 96 1.4196
PBGMRES-DR-Sh 226 0.6355 96 1.4196

τ = −0.2
PBGMRES-Sh 273 0.7864 90 1.2973
PBGMRES-DR-Sh 202 0.5380 90 1.2973

τ = −1.8
PBGMRES-Sh - - 99 1.5356
PBGMRES-DR-Sh 491 1.2429 99 1.5356

τ = −3
PBGMRES-Sh - - 126 1.9215
PBGMRES-DR-Sh 669 1.6881 126 1.9215

Aτ = A− τI can also be combined with the BGMRES-DR-Sh method since
the shift-invariance property is satisfied.

We studied the effect of preconditioning by comparing the block GMRES,
block GMRES method with an ILU preconditioner [78], preconditioned
BGMRES-Sh and preconditioned BGMRES-DR-Sh methods (denoted
as BGMRES, BGMRES (ILU), PBGMRES-Sh and PBGMRES-DR-Sh,
respectively) on Examples 5 and 6. We choose a right preconditioner in
shifted form A − τI, for different values of τ . In our experiments, we used
a sparse direct solver (the built-in MATLAB’s ‘\’ operator). As is shown
in Table 2.7, the PBGMRES-DR-Sh method works well also in case the
BGMRES-DR-Sh method fails to converge. On Example 6, PBGMRES-Sh
and PBGMRES-DR-Sh exhibit the same numerical behaviour. This is due
to the fact that the methods converge with no restart or only one restart.
The BGMRES method with an ILU preconditioner still failed to converge on
Example 6. On Example 5 with τ = −1.8, − 3, the PBGMRES-Sh method
does not work, while the PBGMRES-DR-Sh method performed quite well.
For different values of τ , systems with shifts close to |τ | converge rapidly [65].

In Fig. 2.4, we display the spectrum of the preconditioned matrix bfwa398
using right preconditioning and the distribution of the smallest harmonic
Ritz values. It can be seen that the preconditioner can cluster effectively
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Figure 2.4: Distribution of smallest harmonic Ritz values and the spectrum of the

preconditioner matrix bfwa398.

most of the eigenvalues near one. However, it still leaves a few outliers
close to zero. This problem can be observed for many preconditioners and
applications, and motivates the use of our method also in combination with
preconditioning, due to its ability to deflate the smallest eigenvalues near
zero.

Observe that on Example Π2 none of the tested methods converged to
the targeted accuracy for m = 120, 150 (see Table 2.6). For Example Π2,
we have chosen a shift-and-invert preconditioner in the form A − τI with
τ = −0.0005 for the GMRES-DR-Sh, BGMRES-Sh and BGMRES-DR-Sh
methods. An ILU preconditioner is implemented in the BGMRES method.
As it is shown in Table 2.8, the PBGMRES-DR-Sh and PBGMRES-Sh
methods need less Mvps and Cpu time. The PGMRES-DR-Sh method fails
to converge here.
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Table 2.8: Numerical behavior of the preconditioned Krylov methods on
Example Π2 with p = 15, m = 120.

Method Mvps Cpu

BGMRES (ILU) 5501 115.7811

PGMRES-DR-Sh - -

PBGMRES-Sh 126 66.1002

PBGMRES-DR-Sh 126 66.1002

2.2.6 Case study in PageRank computation

In recent years, with the booming development of the Internet, Web search
engines have become an extremely important tool for Web information
retrieval. Due to the use of its efficient PageRank algorithm [50], Google
is one the most popular Web search engine. The PageRank model uses
graph theory to rank data relevance. Basically, it models the behavior of a
random Web surfer who keeps visiting Web pages by clicking on hyperlinks
available on the currently visited page or by jumping to an external page
chosen at random. The mathematics underlying the PageRank problem
are entirely general and thus can be applied to any graph or network,
for example to those arising in Complex Engineered Systems, Chemistry,
Neuroscience, Biology and Bioinformatics to name only a few (see e.g. [44] for
a comprehensive discussion on the widespread use of this model in science).

In the PageRank model, the web link structure is represented by an
n×n matrix P whose element pi,j represents the probability of transitioning
from page j to page i. In a practical setting, it may be required to
solve the PageRank problem with multiple damping factors and multiple
personalization vectors. Mathematically, this problem can be formulated as

(I − αiP )Xi = B, with i = 1, 2, . . . , L, (2.24)

where 0 < αi < 1 are the damping factors, B = [b1, . . . , bp] with
bj (j = 1, . . . , p) are the personalization vectors. In practice, the coefficient
matrices I − αiP are huge. Note that when the damping factors are taken
close to 1, the problem is more difficult to solve due to a clustering of
eigenvalues of the coefficient matrix close to zero. Actually, this is an ideal
setting to test the BGMRES-Sh and BGMRES-DR-Sh methods. In our
experiments we selected test matrices from the University of Florida Sparse
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Matrix Collection [25]. The characteristics of the Web matrices used in our
experiments are listed in Table 2.9. We chose as damping vectors the values
α = 0.99, 0.97, 0.95, i.e., we take the damping factors close to 1. From Fig.
2.5, it can be seen that BGMRES-DR-Sh converges faster than BGMRES-
Sh, and from Table 2.10 we see that it clearly outperforms BGMRES-Sh in
terms of both Mvps and Cpu time.

Table 2.9: Characteristics of Web matrices.

Name Size Nonzeros Description

wb-cs-stanford 9,914 36,854 Stanford CS web

web-stanford 281,903 2,312,497 Web graph of Stanford.edu

cnr-2000 325,557 3,216,152
Small web crawl of

Italian CNR domain

wikipedia-20051105 1,634,989 19,753,078 Wikipedia pages

Table 2.10: Numerical behavior of BGMRES-Sh and BGMRES-DR-Sh with ε =

10−6.

Example Method Mvps Trr(×10−7)(max) Cpu

wb-cs-stanford
BGMRES-Sh

BGMRES-DR-Sh

1016
769

9.5271 9.7461 9.8496
8.7789 9.6572 9.8117

3.2448
2.3543

web-stanford
BGMRES-Sh

BGMRES-DR-Sh

3313
2299

9.9783 9.8968 9.9764
9.9723 9.8244 9.7780

361.1401
280.3105

cnr-2000
BGMRES-Sh

BGMRES-DR-Sh

1952
1583

9.9987 9.9210 9.7871
8.6513 9.2656 9.8939

224.5758
202.7926

wikipedia-20051105
BGMRES-Sh

BGMRES-DR-Sh

871
385

9.8664 9.3966 9.8496
8.5560 9.4734 9.3959

682.8839
338.0457

2.2.7 Sensitivity to the accuracy of the spectral approximation

As mentioned earlier, the harmonic Ritz vectors are computed using
ARPACK. A natural question is: how the performance of the proposed solver
depend on the accuracy of the harmonic Ritz vectors? In order to investigate
this, we monitor the backward error associated with the computation of each
eigenvector. In Table 2.11, we give the number of Mvps and the solution
time for BGMRES-DR-Sh for different backward errors in the computation
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Figure 2.5: Convergence histories of Web matrices.
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Table 2.11: Sensitivity of BGMRES-DR-Sh to the accuracy of the harmonic Ritz

vectors computation.

cnr-2000 m = 100
Backward error Mvps Time(eigs) Cpu

10−6 1499 0.2085 208.2818
10−7 1499 0.2093 209.2815
10−8 1488 0.2096 207.9408
10−15 1488 0.4678 212.7469

web-stanford m = 150
Backward error Mvps Time(eigs) Cpu

10−5 1883 0.1625 318.6143
10−6 1878 0.1733 312.9319
10−7 1878 0.1683 315.6753
10−15 1878 0.2481 318.8239

wikipedia-20051105 m = 250
Backward error Mvps Time(eigs) Cpu

10−2 354 0.6462 634.3478
10−3 354 0.8059 638.7437
10−5 354 0.8195 620.6223
10−15 354 0.8196 630.9228

wb-cs-stanford m = 270
Backward error Mvps Time(eigs) Cpu

10−2 598 0.1858 3.7101
10−3 603 0.1897 3.7301
10−5 603 0.2001 3.7246
10−15 603 0.2421 3.7699
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of the harmonic Ritz vectors. The time(eigs) reported in the table is the
time spent for computing the harmonic Ritz vectors, while the quantity Cpu
is the total elapsed time for solving the sequence of multiple linear systems.
We conclude that the harmonic Ritz vectors need not be computed with high
accuracy. For instance, on the wikipedia-20051105 example harmonic Ritz
vectors computed with a backward error of about 10−2 are as effective to
reduce the number of iterations as those calculated with a backward error
of about 10−15. The harmonic Ritz vectors are more difficult to solve for
larger m. In general, the larger m, the more Mvps are needed. However,
as illustrated in Table 2.11, the BGMRES-DR-Sh can perform well when a
backward error is about 10−2 and m = 270.

Overall, the numerical experiments show that the BGMRES-DR-Sh
method has a good potential to outperform the BGMRES, BGMRES-Sh
method and GMRES-DR-Sh methods on several realistic matrix problems,
with and without using a preconditioner.



3 Flexible and deflated variants of
the shifted BGMRES method

In the previous chapter we introduced a new shifted block restarted
GMRES method augmented with eigenvectors that attemps to restore the
superlinear convergence by mitigating the negative effect of small eigenvalues
on the convergence. Another practical difficulty in the implementation
of shifted block Krylov methods is the lack of robustness due to the
approximate linear dependence of the various residuals that may slow
down or even prevent the convergence [48]. We show that this problem
is also inherited by the shifted block GMRES method. In this chapter,
we introduce a new deflated variant of the BGMRES-Sh method, shortly
referred to as DBGMRES-Sh, that can solve the whole sequence of linear
systems simultaneously. DBGMRES-Sh is designed such that it can detect
and exploit quite effectively near rank deficiency of the block residuals.
Furthermore, it allows the use of variable preconditioning which can be
a useful property to have in some applications. Numerical experiments
show the robustness of the DBGMRES-Sh method for solving general sparse
multi-shifted and multiple right-hand sides systems. DBGMRES-Sh is also
compared to the conventional shifted block GMRES solver for realistic
PageRank calculations.

3.1 DBGMRES-Sh, a deflated variant of the
BGMRES-Sh method

In the iterative solution of multi-shifted linear systems with multiple right-
hand sides, some care needs to be taken in the event of linear dependence
of either the right-hand sides or the residual vectors. The consequences
on convergence are reported for the BGMRES-Sh method in the following
example.

This chapter is based on the published article [94].
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Example 1.1 Consider a bidiagonal matrix A of dimension n = 1000 with
diagonal entries equal to 1, 2, 3, . . . , 1000 and superdiagonal entries all equal
to one, the set of shifts σ = 0,−0.4,−2 and two different n × 6 right-hand
sides matrices B1 and B2. The columns of B1 are linearly independent,
randomly generated with normal distribution by the built-in MATLAB
function randn, while three columns of B2 are linearly dependent. The
BGMRES-Sh convergence histories plotted in Fig. 3.1 were obtained using
a search space of dimension m = 90, a convergence tolerance equal to
ε = 10−6 and a maximum number of iterations equal to maxiter = 5000
for the stopping criterion and the initial block guess equal to 0 ∈ Cn×p.
The vertical axis displays the log10 of the maximum relative residual norms,
and the horizontal axis the number of matrix-vector products. As can be
seen, the BGMRES-Sh method converges well when the right-hand sides are
linearly independent but fails to converge when the right-hand sides become
linearly dependent.

Example 1.1 is representative of the general observed trend in our runs.
Block Krylov subspace methods approximate the solution of each linear
system from a larger Krylov subspace, according to Eq. (1.26). However,
nothing guarantees that a direct sum holds in (1.26) as these subspaces
may have a nonzero intersection. In practice, some solutions may have
converged earlier than others down to a prescribed accuracy, or a linear
combination of right-hand sides converges. When dim(Km(A,R0)) < mp,
the block Arnoldi process faces a matrix Vj of rank less than p in some step.
The QR-decomposition of Wj in step 8 of Algorithm 1.3 prevents Vk from
being rank-deficient by guaranteeing a unitary matrix Q = Vk. However,
this new vector is not orthogonal to Vi (i < k), that is, V H

k Vk = Ik can
not be maintained and Hj+1,j can even become singular or ill-conditioned.
Convergence may slow down or even not happen in this case. Besides, the
high costs due to the block orthogonalization can make these methods very
expensive especially memory-wise. So it may be advantageous to detect the
systems convergence along the iterations.

3.1.1 The initial deflation strategy

The approach that we follow in this chapter to handle the approximate
linear dependence of the right-hand side matrix B is similar to the deflation
strategy proposed in Ref. [12]. The key idea of the initial deflation strategy
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Figure 3.1: Convergence histories for Example 1.1 with different right-hand

sides (Left, linearly independent right-hand sides: the BGMRES-Sh

method requires 2143 Mvps to solve the sequence of systems; Right,

linearly dependent right-hand sides: the BGMRES-Sh method fails to

converge).

is to perform a block size reduction of the initial residual R0 according to
its nearly rank-deficiency. The main cost is reduced since we exploit the
low rank approximation of R0 and every block column of the orthonormal
basis Vj presented in Algorithm 1.3 has size less than p. The detailed
implementation of the shifted BGMRES method based on initial deflation
is presented in the following.

First, we consider the base block system. Given a QR-decomposition of
the scaled block true residual R1

0D
−1 = QT , where D = diag(b1, . . . , bp) ∈

Cp×p is a nonsingular diagonal scaling matrix with diagonal entries bl =
‖B(:, l)‖2, 1 ≤ l ≤ p, we compute the SVD of T ,

T = UΣWH ,

where U ∈ Cp×p, W ∈ Cp×p are unitary and Σ ∈ Cp×p is diagonal. Small
singular values (i.e. small diagonal entries in the matrix Σ) would signal
approximate linear dependency of the shifted residuals. We filter the largest
pd singular values based on the following requirement

σl(T ) > εd · tol, l = 1, 2, . . . , pd, (3.1)

where 0 < εd ≤ 1 and tol is the convergence threshold used in the
stopping criterion of the DBGMRES-Sh method, arguing that the more
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accurate the iterative solution, the more right-hand sides we should solve
for. Experiments in Section 3.1.2 show that an overall good choice for the
deflation threshold parameters is εd = 1. By decomposing Σ as

Σ =

[
Σ+ 0
0 Σ−

]
,

with Σ+ ∈ Cpd×pd and Σ− ∈ C(p−pd)×(p−pd), the scaled block true residual
can be written accordingly as

R1
0D
−1 = QU+Σ+W

H
+ +QU−Σ−W

H
− , (3.2)

with U+ ∈ Cp×pd , U− ∈ Cp×(p−pd), W+ ∈ Cp×pd and W− ∈ Cp×(p−pd). Upon
the block residuals deflation, only the linear systems corresponding to the
pd most linearly independent columns of R1

0D
−1 are solved simultaneously.

Therefore, the block Arnoldi procedure described in Algorithm 1.3 is started
with the starting matrix V1 to compute at step j the block basis Vj+1 ∈
Cn×(j+1)pd and block Hessenberg matrix H̃1

j ∈ C(j+1)pd×jpd . Then the block
Arnoldi relation (1.27) deduces to the Arnoldi-like relation

(A− σ1I)Vj = Vj+1H̃1
j . (3.3)

In [12], Calandra, et.al. have proved that the approximate solution to the
system (1.24) is the minimizer

argmin
Y

∥∥B −A(X0 + ZjY Σ+W
H
+ D)

∥∥
F
, (3.4)

computed over the space X0 +range(ZjY Σ+W
H
+ D). It is straightforward to

extend the result to our DBGMRES-Sh method for the solution of shifted
block linear systems, as shown in the following proposition.

Proposition 2. Minimizing the Frobenius norm of the base
shifted block true residual

∥∥B − (A− σ1I)X1
∥∥
F

over the space

X1
0 + range(VjY 1Σ+W

H
+ D) at iteration j = 1, 2, . . . ,m of a given

cycle amounts to solving the reduced minimization problem

Pdr : Y 1
j = argmin

Y 1

∥∥∥Bj − H̃1
jY

1
∥∥∥
F
, (3.5)

with Bj =

[
Ipd

0kpd×pd

]
.
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Proof. We consider the reduced minimization problem Pdr :

argmin
Y 1

∥∥∥Bj − H̃1
jY

1
∥∥∥2

F

= argmin
Y 1

∥∥∥Vj+1(Bj − H̃1
jY

1)Σ+W
H
+

∥∥∥2

F

= argmin
Y 1

∥∥Vj+1BjΣ+W
H
+ − (A− σ1I)VjY 1Σ+W

H
+

∥∥2

F

= argmin
Y 1

∥∥QU+Σ+W
H
+ − (A− σ1I)VjY 1Σ+W

H
+

∥∥2

F
. (3.6)

The first equality follows by using some elementary properties and the
unitarily invariant property of the Frobenius norm. The second equality
is obtained by applying the Arnoldi-like relation (3.3). The last equality
follows from the relation V1 = QU+ = Vj+1Bj .

By adding a term independent of Y 1 to the right-hand sides of Eq. (3.6),
we can rewrite Eq. (3.5) as:

argmin
Y 1

∥∥∥Bj − H̃1
jY

1
∥∥∥2

F
(3.7)

= argmin
Y 1

∥∥QU+Σ+W
H
+ +QU−Σ−W

H
− − (A− σ1I)VjY 1Σ+W

H
+

∥∥2

F
. (3.8)

Finally, using Eq. (3.2) we have

argmin
Y 1

∥∥∥Bj − H̃1
jY

1
∥∥∥2

F
= argmin

Y 1

∥∥R1
0D
−1 − (A− σ1I)VjY 1Σ+W

H
+

∥∥2

F
.

�

From Proposition 2, the mth iteration of the DBGMRES-Sh method
builds approximation of the form

X1
m = X1

0 + VmY 1
mΣ+W

H
+ D. (3.9)

The corresponding shifted block residual becomes

R1
mD

−1 = R1
0D
−1 − (A− σ1I)VmY 1

mΣ+W
H
+ ,

= Vm+1(Bm − H̃1
mY

1
m)Σ+W

H
+ ,

= Vm+1RLS , (3.10)
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where we introduce the block quasi-residual RLS = (Bm − H̃1
mY

1
m)Σ+W

H
+ .

The stopping criterion used at line 15 of Algorithm 3.2 is ‖RLS(:, s)‖2 ≤
εq · tol, with 0 ≤ εq < 1, 1 ≤ s ≤ p. The following proposition guides the
choice of the stopping threshold εq in relation to the deflation threshold (εd).

Proposition 3. If the stopping criterion ‖RLS(:, s)‖2 ≤ εq · tol , with 0 ≤
εq < 1 is satisfied, a sufficient condition to get

‖R1
j (:, s)‖2

‖B(:, s)‖2
≤ tol,

consists in choosing εq such that εq + εd = 1.

Proof. Using Eq. (3.7), the base shifted block true residual can be written
as

R1
m = Vm+1(Bm − H̃1

mY
1
m)Σ+W

H
+ D +QU−Σ−W

H
− D

= Vm+1RLSD +QU−Σ−W
H
− D.

Recalling the definition of D = diag(b1, . . . , bp) with bs = ‖B(:, s)‖2, 1 ≤
s ≤ p, for each linear system at iteration j we have

‖R1
j (:, s)‖2

‖B(:, s)‖2
≤ ‖Vj+1RLS(:, s)‖2 + ‖QU−Σ−W−(s, :)H‖2

≤ ‖RLS(:, s)‖2 + σpd+1(T ), 1 ≤ s ≤ p, (3.11)

where the second inequality is easily verified from Eq. (3.2) and since Vm+1

is orthonormal. Now assuming that deflation has occurred at iterations j of
the DBGMRES-Sh method, according to Eq. (3.1) we have

σpd+1(T ) ≤ εd · tol.

The last two relations result in the following inequality

‖R1
j (:, s)‖2

‖B(:, s)‖2
≤ ‖RLS(:, s)‖2 + εd · tol. (3.12)

Therefore, if the stopping criterion ‖RLS(:, s)‖2 ≤ εq · tol is satisfied, a
sufficient condition to get

‖R1
j (:, s)‖2

‖B(:, s)‖2
≤ tol,
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consists in choosing εq ∈ [0, 1) such that εq + εd = 1. �

After solving the base block linear system, in order to take advantage
of the shift-invariance property of the block Krylov subspace for the
computation of the additional shifted block residuals, we force the block
residuals to be cospatial by imposing the condition

Rim = R1
mN

i
m, i = 2, . . . , L, (3.13)

where N i
m are some p×p nonsingular matrices and R1

m = Vm+1RLSD. Here
we set Xi

0 = 0, i = 1, 2, . . . , L, i.e., Ri0 = R1
0N

1
0 . A similar approach is used

in other shifted GMRES-type methods [23,39,95,103]. At this stage we can
use the search space generated for the base block system to approximate the
solutions of the additional shifted block systems. As in Eq. (3.9), we can
write

Xi
m = Xi

0 + VmY i
mΣ+W

H
+ D, (i = 2, 3, . . . , l). (3.14)

Then we obtain the expression for the shifted block residuals

Rim = B − (A− σiI)Xi
m = Ri0 − Vm+1H̃imY i

mΣ+W
H
+ D. (3.15)

The cospatial condition (3.13), and Eqns. (3.10) and (3.15) give

Rim = R1
mN

i
m

⇔ Ri0 − Vm+1H̃imY i
mΣ+W

H
+ D = Vm+1RLSDN

i
m

⇔ R1
0N

i
0 − Vm+1H̃imY i

mΣ+W
H
+ D = Vm+1RLSDN

i
m

⇔ Vm+1(H̃imY i
mΣ+W

H
+ D +RLSDN

i
m) = R1

0N
i
0

⇔ Vm+1(H̃imY i
mΣ+W

H
+ D +RLSDN

i
m) = Vm+1BmΣ+W

H
+ DN i

0.

The unknowns Y i
m and N i

m are calculated easily by solving the following
linear systems[

H̃im RLS

] [ Y i
mΣ+W

H
+ D

DN i
m

]
= BmΣ+W

H
+ DN i

0, i = 2, 3, . . . , L.

Finally, we can use these quantities to form the approximate solutions Xi
m

of the additional shifted block linear systems (see Eq. (3.14)). The complete
pseudocode of the DBGMRES-Sh method is sketched in Algorithm 3.1.

We illustrate the effectiveness of the DBGMRES-Sh method for solving
the same sequence of linear systems and using the same settings considered
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Algorithm 3.1 DBGMRES-Sh method .

1: Start. Let the p linearly independent right-hand sides be B =
[b(1), b(2), . . . , b(p)]. Choose m: the maximum size of the underlying
block approximation Krylov subspace in each cycle, tol: the tolerance,
εd: deflation threshold, εq: a quality of convergence threshold, maxiter:
the maximum number of iterations, {σi}Li=1 ⊂ C: shifts.

2: Choose initial guesses Xi
0 ∈ Cn×p and set N i

0 = I, (i = 1, . . . , L).
3: Define the diagonal matrix D ∈ Cp×p as D = diag(d1, . . . , dp) with
dl = ‖B(:, l)‖2 for l such that 1 ≤ l ≤ p.

4: Compute the initial shifted block residuals Ri0 ∈ Cn×p as
Ri0 = B − (A− σiI)Xi

0, (i = 1, . . . , L).
5: Compute the QR-decomposition R1

0D
−1 = QT with Q ∈ Cn×p and

T ∈ Cp×p.
6: Compute the SVD of T as T = UΣWH .
7: Select pd singular values of T such that σl(T ) > εd · tol for all l such that

1 ≤ l ≤ pd.
8: Define V1 ∈ Cn×pd as V1 = QU(:, 1 : pd).

%Solve the base block system
9: Apply BGMRESD method (Algorithm 3.2). It generates Vm+1, H̃1

m and
forms the new approximate solutions X1

m = X1
0 +VmY 1

mΣ+W
H
+ D where

Y 1
m = argmin

Y 1

∥∥∥Bm − H̃1
mY

1
∥∥∥
F

. Check convergence through RLS , and

proceed if not satisfied.
%Solve the additional shifted block systems

10: Solve
[
H̃im RLS

] [ Y i
mΣ+W

H
+ D

DN i
m

]
= BmΣ+W

H
+ DN i

0, i = 2, 3, . . . , L,

for Y i
m and N i

m.
Then form the approximate solutions Xi

m = Xi
0 + VmY i

mΣ+W
H
+ D and

compute the residual vectors Rim as Rim = R1
mN

i
m.

11: Check convergence, and restart if convergence is not achieved, i.e., go to
4.
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Algorithm 3.2 BGMRESD method [12] .

1: Choose a convergence threshold tol, a deflation threshold εd, a quality
of convergence threshold εq.

2: Choose initial guesses X0 ∈ Cn×p.
3: Define the diagonal matrix D ∈ Cp×p as D = diag(d1, . . . , dp) with
dl = ‖B(:, l)‖2 for l such that 1 ≤ l ≤ p.

4: Compute the initial shifted block residuals R0 ∈ Cn×p as R0 = B−AX0.

5: for iter = 1, . . . ,maxiter do
6: Compute the reduced QR-decomposition R0D

−1 = QT with Q ∈
Cn×p and T ∈ Cp×p.

7: Compute the SVD of T as T = UΣWH .
8: Select pd sigular values of T such that σl(T ) > εd · tol for all l such

that 1 ≤ l ≤ pd.
9: Define V1 ∈ Cn×pd as V1 = QU(:, 1 : pd).

10: Let Bk =

[
Ipd

0kpd×pd

]
, 1 ≤ k ≤ m

11: for j = 1, . . . ,m do
12: Apply block Arnoldi process (Algorithm 1.3). It generates Vj+1, H̃j

such that: AVj = Vj+1H̃j with VHj+1Vj+1 = I(j+1)pd .

13: Solve the minimization problem Yj = argmin
Y ∈Cjpd×pd

∥∥∥Bj − H̃jY ∥∥∥
F

14: Compute RLS = (Bj − H̃jYj)Σ(1 : pd, 1 : pd)W (1 : p, 1 : pd)
H

15: if ‖RLS(:, l)‖ ≤ εq · tol, ∀l | 1 ≤ l ≤ p then
16: Compute the new approximate solutions

Xj = X0 + VjYjΣ(1 : pd, 1 : pd)W (1 : p, 1 : pd)
HD

17: end if
18: end for
19: Xm = X0 + VmYmΣ(1 : pd, 1 : pd)W (1 : p, 1 : pd)

HD
20: Rm = B −AXm

21: Check convergence, and restart if convergence is not achieved, set
R0 = Rm and X0 = Xm, i.e., go to 5.

22: end for
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Figure 3.2: Convergence histories for Example 1.1 (Left: convergence comparison

between the BGMRES-Sh and DBGMRES-Sh methods with linear

independent right-hand sides B1. Right: convergence comparison

between the BGMRES-Sh and DBGMRES-Sh methods with linearly

dependent right-hand sides B2).

for Example 1.1. As it is shown in the left plot of Fig. 3.2, the DBGMRES-
Sh method clearly outperforms the BGMRES-Sh method in terms of Mvps.
The enhanced robustness of the new method is evident in the right plot
of Fig. 3.2, where the BGMRES-Sh method fails to converge. A thorough
performance analysis of the DBGMRES-Sh method is presented in the next
subsection.

3.1.2 Performance analysis

In the numerical experiments presented in this section, the right-hand
sides matrix B = [b(1), . . . , b(p)] ∈ Cn×p is a full-rank matrix consisting
of p linearly independent column vectors randomly generated with normal
distribution. The iterative solution is started from the initial guess 0 ∈ Cn×p
and the stopping criterion used is

‖Rim(:, j)‖2
‖B(:, j)‖2

≤ tol, i = 1, . . . , L, j = 1, . . . , p.

The convergence of each shifted linear system is monitored by computing the
Euclidean norm of the columns of the block shifted residual, normalized by
the corresponding right-hand side. The experiments are run under Windows
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7 and MATLAB version R2014a, on a PC with an Inter(R) Core(TM) i5-
4590 CPU @3.30 GHz and 8GB of memory. All the timings are expressed
in seconds.

Experiments on general test problems

First we analyse the convergence of the DBGMRES-Sh method for solving
a set of general sparse matrices extracted from the Sparse Matrix Collection
available at the University of Florida [25], described in Table 3.1. We
compare the convergence of the BGMRES-Sh method by Wu, Wang and
Jin [103] against the DBGMRES-Sh method introduced in Section 3.1 in
terms of number of matrix-vector products (Mvps), maximum true relative
residuals norms (Trr) and CPU solution time in seconds (Cpu). The number
of right-hand sides p is set equal to 6. The maximum dimension m of the
search space is equal to 90. The convergence tolerance tol is set to 10−6

and the maximum number of iterations maxiter is 5000. Unless otherwise
mentioned, we use the set of shifts σi = [−0.001,−1,−10,−100] and εd = 0.1
as deflation threshold.

Table 3.1: Set and characteristics of the test matrices used in our
experiments.

Example Name Size Nonzeros Field
1 sherman4 1,104 3,786 computational fluid dynamics
2 cdde1 961 4681 computational fluid dynamics
3 pde2961 2,961 14,585 partial differential equation
4 poisson3Da 13,514 352,762 computational fluid dynamics
5 fv3 9,801 87,025 bioengineering problems
6 light in tissue 29,282 406,084 electromagnetics problem

As it is shown in Table 3.2, the DBGMRES-Sh method outperformed
the BGMRES-Sh method in terms of Mvps and Cpu time in all our runs,
converging to the targeted accuracy also on problems where the BGMRES-
Sh method failed to converge. We use the symbol “-” to indicate that no
convergence was achieved. The effect of deflation is evident from the plots
in Fig. 3.3 displaying the convergence histories of the DBGMRES-Sh versus
the BGMRES-Sh methods on the four shifted systems for each Example 1-
6. Three convergence curves are similar for the two solvers. This indicates
that no deflation has occurred on those shifted systems. In cases where the
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Figure 3.3: Convergence histories for Examples 1-6. The different curves for the

convergence of the shifted block Krylov solvers correspond to different

shifts.
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Figure 3.4: Effect of deflation: number of right-hand sides processed during the

convergence of the DBGMRES-Sh method for solving the base block

system in Examples 1-6.
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Table 3.2: Comparative convergence behavior of the BGMRES-Sh and

DBGMRES-Sh methods using a convergence tolerance tol = 10−6.

Ex. Method Mvps Trr(×10−7)(max) Cpu

1
BGMRES-Sh

DBGMRES-Sh
2335
769

9.3537 9.7205 7.9608 3.4125
8.7650 9.5631e 7.6744 3.4125

1.7033
0.6658

2
BGMRES-Sh

DBGMRES-Sh
-

803
-

8.1512 6.5489 5.2958 2.5028
-

0.6340

3
BGMRES-Sh

DBGMRES-Sh
2049
1640

9.9870 9.9832 5.8794 5.8980
8.9221 9.8093 5.8794 5.8980

2.3294
1.3051

4
BGMRES-Sh

DBGMRES-Sh
961
731

9.7383 3.5471 1.7616 0.1024
7.8038 3.5471 1.7616 0.1024

5.2088
3.0121

5
BGMRES-Sh

DBGMRES-Sh
2743
1431

9.9338 6.8714 6.4288 0.16284
9.0468 6.8714 6.4288 8.0636

5.8829
3.3733

6
BGMRES-Sh

DBGMRES-Sh
3913
2596

9.9849 5.4145 0.81138 4.416
7.7635 5.4145 9.0627 4.416

56.7468
38.9835

convergence of the DBGMRES-Sh method is significantly faster, the block
residuals have been filtered to remove the approximate linear dependence of
some column vectors during the cycle. In Fig. 3.4 we display the number
of actual right-hand sides processed versus the number of Mvps over the
iterations for the base block system in each example. The approximate
linear dependence of the shifted block residuals is detected according to
the given deflation tolerance εd · tol at each restart, and the number of
linear systems (pd) solved is effectively reduced. The deflation process
can enhance significantly the overall robustness of the iterative solver, see
Problem 2, for example. When the number of right-hand sides increases,
the gain is more evident. In the experiments shown in Table 3.3 we use
p = 4, 8 and 16 right-hand sides, setting the restart parameter m equal
to 5 · p, 10 · p and 15 · p, respectively (for instance, m = 20, 40, 60 for
p = 4). Again, the DBGMRES-Sh method required the smallest number
of Mvps, especially for small restart parameters and large number of right-
hand sides. Note that in Example 6 none of the tested methods converged
to the targeted accuracy using p = 16 right-hand sides, establishing the need
for preconditioning. An issue that will be discussed in Section 3.2. Finally,
in Table 3.4 different deflation threshold parameters εd were tested for the
DBGMRES-Sh method, satisfying the condition εq + εd = 1 according to
Proposition 3. It turns out that εd = 1 can be an overall good choice to
improve the convergence. In the BGMRES-Sh method no deflation occurs,
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and thus εd = 0.

Case study on PageRank computation

We perform numerical experiments with the DBGMRES-Sh method on a
set of Web matrices available from the University of Florida Sparse Matrix
Collection [25], listed in Table 3.5. Damping factors α close to one (e.g.,
α > 0.9) may give a more accurate ranking than small damping factors [61];
however, larger damping factors typically slow down the iterative solution
requiring many more iterations to converge [74]. In our experiments, we set
α = 0.99, 0.97, 0.95, 0.90, 0.85. The columns of B are bj = ones(n, 1)/n, j =
1, . . . , p. The number of right-hand sides is set equal to p = 10, 15, 20 and the
maximum number of iterations allowed to achieve convergence is maxiter =
6000, 9000, 12000. As it is shown in Table 3.6, the DBGMRES-Sh method
costs less Mvps than the BGMRES-Sh method and it converges on the
web-Stanford problem using p = 10 and p = 15, whereas the BGMRES-Sh
method fails to convergence. Convergence histories showing this trend are
plotted in Fig. 3.5.

3.2 FDBGMRES-Sh, a flexible variant of the
DBGMRES-Sh method

Although the DBGMRES-Sh method can outperform other shifted block
Krylov subspace methods, it may still suffer from slow convergence or
may even fail to converge in some cases. In this event, the method
can be accelerated by suitable preconditioning to cluster most of the
eigenvalues of the original system close to one. We pointed out in Chapter 1
the difficulty of preconditioning shifted linear systems as in general the
shift-invariant property of the Krylov subspace may not be preserved
under transformation. We advised to apply special preconditioners that
preserve the shift-invariancy, like polynomial preconditioners [103], shift-
and-invert preconditioners [64, 95] and multi-shifted preconditioners [5, 47,
80]. Additionally, in some cases it may be too restrictive to use a constant
preconditioner; for example in domain decomposition theory approximate
solvers are often applied in the interior of the domain [99, Section 4.3].
Therefore, it may be attractive to apply variable preconditioning that use a
different operator at each iteration [12,19,42,47,80,98]. This consideration
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Table 3.3: Number of matrix-vector products for the standard GMRES-Sh,

BGMRES-Sh and DBGMRES-Sh methods with a different number of

right-hand sides and different combinations of restart parameters, using

a convergence tolerance tol = 10−6.

m (p = 4) Method
Example

1 2 3 4 5 6

20
GMRES-Sh 4135 - - 1844 - -

BGMRES-Sh - - 1945 1493 - -
DBGMRES-Sh 1208 2064 1219 860 2299 4987

40
GMRES-Sh 3653 - 1684 1297 3656 -

BGMRES-Sh 2829 - 1325 889 2597 3725
DBGMRES-Sh 866 883 1069 637 1369 2696

60
GMRES-Sh 3102 - 1371 1055 2586 3868

BGMRES-Sh 1655 - 1272 718 1833 2613
DBGMRES-Sh 794 665 1073 562 1107 1997

m (p = 8) Method
Example

1 2 3 4 5 6

40
GMRES-Sh - - 4697 3940 - -

BGMRES-Sh - - 4129 2993 - -
DBGMRES-Sh 1441 1446 2070 1379 2967 -

80
GMRES-Sh - - 3358 2533 - -

BGMRES-Sh 3821 - 2713 1618 - -
DBGMRES-Sh 1039 965 2015 1031 1931 4215

120
GMRES-Sh - - 2728 2030 - -

BGMRES-Sh 2026 - 2689 1113 3537 -
DBGMRES-Sh 736 913 2115 913 1710 3229

m (p = 16) Method
Example

1 2 3 4 5 6

90
GMRES-Sh - - - - - -

BGMRES-Sh - - - 4925 - -
DBGMRES-Sh 1806 1701 3594 2077 3828 -

160
GMRES-Sh - - - - - -

BGMRES-Sh - - - 3489 - -
DBGMRES-Sh 1367 1427 3494 1733 2890 -

240
GMRES-Sh - - - 4079 - -

BGMRES-Sh 1521 - - 1889 - -
DBGMRES-Sh 982 1272 3600 1461 2557 -
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Table 3.4: Number of matrix-vector products of the DBGMRES-Sh method
for different deflation thresholds εd.

Example BGMRES-Sh
DBGMRES-Sh

εd = 0.01 εd = 0.1 εd = 1

1 2335 853 769 721

2 - 892 803 721

3 2049 1810 1640 1531

4 961 834 731 721

5 2743 1618 1431 1261

6 3913 2991 2596 2251

Table 3.5: Characteristics of the Web matrices used in our PageRank calculations.

Name Size Nonzeros Description

enron 69,244 276,143 Enron email network

email-EuAll 265,214 420,045
Email network from

a EU research institution

web-Stanford 281,903 2,312,497 Web graph of Stanford.edu

wikipedia-20051105 1,634,989 19,753,078 Wikipedia pages

Table 3.6: Number of matrix-vector products for the BGMRES-Sh and

DBGMRES-Sh methods with a different number of right-hand sides,

for solving a set of multi-shifted linear systems arising in PageRank

computation using a convergence tolerance tol = 10−6.

Example Method p = 10 p = 15 p = 20

enron
BGMRES-Sh 541 1506 2511

DBGMRES-Sh 532 899 1754

email-EuAll
BGMRES-Sh 981 2446 4841

DBGMRES-Sh 785 1525 3755

web-Stanford
BGMRES-Sh - - -

DBGMRES-Sh 5394 8927 -

wikipedia-20051105
BGMRES-Sh 2043 3862 7797

DBGMRES-Sh 1979 3691 5691
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Figure 3.5: Convergence histories of the BGMRES-Sh and the DBGMRES-Sh

methods on the Web matrices in PageRank computation. In these

experiments we use p = 20 right-hand sides and maxiter = 12000.
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prompted us to develop flexible Krylov subspace methods for solving shifted
systems that can accommodate the use of variable preconditioning, similarly
to the approach of Saibaba, Bakhos and Kitanidis in [80].

3.2.1 Combining the DBGMRES-Sh method with variable
preconditioning

We consider a right preconditioner for the DBGMRES-Sh method of the
form Aτ = A− τI. The right preconditioned system can be written as

(A− σiI)(A− τI)−1X̃i = B, i = 1, . . . , L,

where Xi = (A− τI)−1X̃i. From the identity

(A− σiI)(A− τI)−1 = I + (τ − σi)(A− τI)−1,

it follows that Aτ maintains the shift-invariance property Km((A−σiI)(A−
τI)−1, B) = Km((A− τI)−1, B). A basis for the Krylov subspace Km((A−
τI)−1, B) can be computed by running the block Arnoldi algorithm on
the matrix (A − τI)−1 starting from the matrix B [95]. An Arnoldi-like
factorization can be derived from the following relations

Zm = Vm+1H̃m, (3.16)

(A− τI)Zm = Vm, (3.17)

with VHmVm = I. By multiplying both sides of Eq. (3.16) with (τ − σi) and
adding it to the Eq. (3.17), we get

(A− σiI)Zm = Vm+1H̃im, (3.18)

where

H̃im =

[
I
0

]
+ (τ − σi)H̃m.

We can extend our DBGMRES-Sh method by employing a variable
preconditioner Aτk = A − τkI, for k = 1, . . . ,m at each iteration instead
of using a fixed τ ,

(A− τkI)ZFk = Vk, k = 1, . . . ,m.
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In the flexible block Arnoldi process, Eqs. (3.16-3.18) become

ZFm = Vm+1H̃m, (3.19)

AZFm −ZFmTm = Vm, (3.20)

(A− σiI)ZFm = Vm+1H̃im, i = 1, . . . , L, (3.21)

where

Tm = diag(τ1, . . . , τm) and H̃im =

[
I
0

]
+ (Tm − σiI)H̃m.

We modify the Block Arnoldi Algorithm 1.3 by introducing preconditioners
of the form M−1

j = A−1
τj . Furthermore, we compute the preconditioned

block vectors Zj = M−1
j Vj at step j = 1, . . . ,m of Algorithm 1.3. Finally,

we replace step 3 with Wj = AZj .

The flexible version of the DBGMRES-Sh method (shortly referred to as
FDBGMRES-Sh) algorithm seeks approximate solutions of the form Xi

m =
X0 +ZFmY i

mΣ+W
H
+ D in the subspace X0 + span(ZFmY i

mΣ+W
H
+ D), which is

no longer a Krylov subspace though, similarly to the procedure proposed in
Section 3.1. Note that the enhanced robustness of the DBGMRES-Sh are
still valid for the FDBGMRES-Sh method. In practice, only a few values
of τk close to σi could be selected, as the use of m different preconditioners
may become very expensive when m is large; see [47,80] for more details.

3.2.2 Performance analysis

We illustrate the benefits of using variable preconditioning with the DB-
GMRES-Sh method by comparing, on the same set of matrix problems listed
in Table 3.1, the convergence of the flexible deflated block shifted GMRES
method (FDBGMRES-Sh), the right preconditioned deflated block shifted
GMRES method (PDBGMRES-Sh) and the unpreconditioned deflated
block shifted GMRES method (DBGMRES-Sh). We focus our performance
analysis on Example 6 using p = 16 right-hand sides as it is shown in
Table 3.3 that the DBGMRES-Sh method cannot converge on this problem
even using a large restart m.

The choice of the preconditioners’ shifts τk is important in our method.
Inspired by Ref. [65], in our experiments we choose τk near the shifts of
interest as this strategy has often been shown to yield fast convergence



3.2. The FDBGMRES-Sh method 71

rates. However, we acknowledge that the choice of τk for multi-shifted linear
systems is still an open problem that deserves closer attention; e.g., see [7]
for a strategy to select the optimal parameter τ for a single shift-and-invert
preconditioner applied to the solution of shifted linear systems. For the
PDBGMRES-Sh method, we choose a right preconditioner in shifted form
A − τI with shifts τ = −0.002,−0.006,−2. For the restart value m = 90,
the preconditioner is computed by choosing τk = −0.002 for 1 ≤ k ≤ 20,
τk = −0.006 for 21 ≤ k ≤ 30 and τk = −2 for 31 ≤ k ≤ 40. For the
value m = 100, the preconditioner is computed by choosing τk = −0.002 for
1 ≤ k ≤ 40, τk = −0.006 for 41 ≤ k ≤ 80 and τk = −2 for 81 ≤ k ≤ 90.
Finally, for m = 160, the preconditioner is setup by selecting τk = −0.002 for
1 ≤ k ≤ 90, τk = −0.006 for 91 ≤ k ≤ 120 and τk = −2 for 121 ≤ k ≤ 160.
In our experiments, we use a sparse direct solver (the built-in MATLAB’s
‘\’ operator) to invert the preconditioned systems at each step.

From the results reported in Table 3.7, the following conclusions can be
drawn:

1. The FDBGMRES-Sh method is more robust than the DBGMRES-Sh
method also on problems where the latter fails to converge;

2. the PDBGMRES-Sh method is effective if τ ≈ σi; however, it may
still fail in some cases;

3. the FDBGMRES-Sh method outperforms the PDBGMRES-Sh
method in terms of Mvps and Cpu time. For m = 160, the
FDBGMRES-Sh and PDBGMRES-Sh methods have the same Mvps,
however the FDBGMRES-Sh needs significantly less Cpu time;

4. the FDBGMRES-Sh method can converge using small restart values,
hence at low memory costs. Higher restart values may further reduce
the number of Mvps but increase the overall CPU time, as more inner
systems (A− τkI)ZFk = Vk need to be solved.

Next, we consider an additional experiment in Example 3; the results
are reported in Table 3.8. In this experiment we set 20 shift parameters
σi = −0.001 ∗ i, 1 ≤ i ≤ 10 and σi = −(1.0 + 0.001 ∗ i), 11 ≤ i ≤ 20. We
select a few different τk’s in the FDBGMRES-Sh method matching the full
range of parameters σi. We set different values of τ = −0.018,−0.0018,−1
to be used respectively in the PDBGMRES-Sh method. For the setting
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Table 3.7: Convergence behavior of DBGMRES-Sh, PDBGMRES-Sh and
FDBGMRES-Sh for different numbers of restart with p = 16.

Methods
m = 40 m = 90 m = 160

Mvps Cpu Mvps Cpu Mvps Cpu

DBGMRES-Sh - - - - - -

PDBGMRES-Sh
- - - - 160 227.2221

234 154.6554 233 154.5543 219 152.2389
- - - - - -

FDBGMRES-Sh 199 86.1151 180 80.8542 160 121.5863

p = 6,m = 90, we consider three preconditioners computed by choosing
τk = −0.018, 1 ≤ k ≤ 20, τk = −0.0018, 21 ≤ k ≤ 60 and τk = −1, 61 ≤
k ≤ 90; for the setting p = 10,m = 100, the three preconditioners are
setup by using τk = −0.018, 1 ≤ k ≤ 40, τk = −0.0018, 41 ≤ k ≤ 80
and τk = −1, 81 ≤ k ≤ 100; finally, for the setting p = 16,m = 110,
the preconditioners are computed by choosing τk = −0.018, 1 ≤ k ≤ 40,
τk = −0.0018, 41 ≤ k ≤ 80 and τk = −1, 81 ≤ k ≤ 110. As it is shown
in Table 3.8, the FDBGMRES-Sh method is still more robust than the
DBGMRES-Sh method and cheaper than the PDBGMRES-Sh method.

Table 3.8: Convergence behavior of the DBGMRES-Sh, PDBGMRES-Sh
and FDBGMRES-Sh methods with different number of right-
hand sides combinations of different restart parameters.

Methods
p = 6,m = 90 p = 10,m = 100 p = 16,m = 110
Mvps Cpu Mvps Cpu Mvps Cpu

DBGMRES-Sh - - - - - -

PDBGMRES-Sh
54 4.5044 85 8.2102 129 12.8048
- - - - - -

406 26.4689 607 38.7868 - -

FDBGMRES-Sh 51 3.7037 80 4.8010 117 7.5282

Overall, the numerical experiments show that the new method can
outperform the BGMRES-Sh and the conventional GMRES-Sh methods for
solving a set of general sparse matrix problems as well as in PageRank
calculations. Therefore, it can be a viable solver to use in a wide
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range of broad applications. To the best of our knowledge, the proposed
FDBGMRES-Sh method is the first algorithm that combines deflation
techniques and variable preconditioning for solving sequences of multi-
shifted linear systems with multiple right-hand sides.





4 A deflated shifted BGMRES
method augmented with
eigenvectors

In Chapter 2, an augmented Krylov subspace method was introduced to
enhance the robustness of the shifted block GMRES method. In Chapter 3,
an initial deflation strategy was applied to handle the approximate linear
dependence of the right-hand sides. It is however not straightforward
to combine in an unified Krylov subspace formulation the augmented
subspace approach considered in Chapter 2 with the initial deflation strategy
described in Chapter 3. To clearly understand the main difficulty, recall the
relation of the base shifted block true residual from Chapter 3,

R1
m = Vm+1RLSD +QU−Σ−W

H
− D,

and the expression for the harmonic residual vectors that, according to
Definition 1, can be written as

Rihar = (A− σ1I)Vmg̃i − θ̃iVmg̃i,

= Vm+1(H̃1
mg̃i − θ̃i

[
g̃i
0pd

]
), 1 ≤ i ≤ pd,

where Vm and H̃1
m are defined as in Chapter 3, see Eq. (3.3). From the

above equations, we observe that Rihar ∈ R(Vm+1), whereas R1
m is not in

the subspace R(Vm+1). After discarding the linearly dependent columns in
the initial block residual, the residuals of the linear systems and the residuals
of the harmonic Ritz vectors to be recycled at restart are not in the same
subspace. Consequently, the Arnoldi-like relation (2.7) cannot be preserved
at restarts.

To identify an situation in which a linear combination of the systems
has converged or some of the right-hand sides converge much faster than

This chapter is based on the published article [93].
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others, we monitor the approximate rank-deficiency of the matrix [R1
0, (A−

σ1I)R1
0, . . . , (A− σ1I)m−1R1

0]. If a rank-deficiency occurs, one speaks of an
inexact or partial breakdown [59, Section 2.6]. In this chapter, we introduce
a new shifted block GMRES method that can solve the whole sequence of
linear systems simultaneously, it detects effectively inexact breakdowns in
the inner block Arnoldi procedure for improved robustness. Furthermore,
the proposed method recycles spectral information at restart to achieve
faster convergence. Numerical experiments are reported on a suite of sparse
matrix problems to show the potential of the new proposed method to
solve general multi-shifted and multiple right-hand sides linear systems
fast and efficiently compared to other shifted block iterative solvers. An
realistic quantum chromodynamics problem is one of the applications that
we consider here.

4.1 The inexact breakdown strategy

Recently, Robbé and Sadkane [76] introduced an inexact breakdown
technique similar to the Arnoldi deflation method to reduce the dimension
of the block Krylov subspace in the block GMRES method. Differently
from a lucky breakdown that may occur for nonblock methods [78, p. 148],
the block Arnoldi procedure breaks down due to the rank deficiency of the
new block of vectors generated to expand the Krylov basis. In an exact
breakdown some of the exact solutions are linearly dependent. By discarding
the approximately linearly dependent directions from the Krylov basis, it
is possible to reduce overall solution costs and stabilize the convergence
to some extent. The approach proposed by Robbé and Sadkane is to
exclude the linearly dependent directions of the block Krylov basis from
the matrix-vector products. They are reintroduce in the next iterations
to preserve the quality of the orthogonalization. Two different deflation
criteria are introduced in Ref. [76], based on either the numerical rank
of the generated block Krylov basis (the so-called W -criterion, which is
implemented in the BGMRES-W method) or the numerical rank of the block
residual (the so-called R-criterion implemented in the BGMRES-R method).
The BGMRES-W method deflates whenever Wj is nearly rank-deficient, by
discarding from the next space expansion those directions corresponding
to the singular values of Hj+1,j with magnitude below a threshold. The
BGMRES-R method filters out the singular values of the block residual
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matrix to remove the linear independent columns in the next block Arnoldi
process and the deflated directions are used in the block Arnoldi algorithm
for orthogonalization purposes only. Note that the R-criterion is advisable to
use because it can detect efficiently the inexact breakdowns when BGMRES
is restarted whereas W -criterion tends to deflate only at the end of the
convergence history. Therefore, in our study we consider the R-criterion,
and we refer to the R-criterion-based variant of the BGMRES method as
IB-BGMRES.

In the next section, we present a shifted, augmented and deflated block
GMRES method (shortly referred to as SAD-BGMRES) developed upon
the BGMRES-DR-Sh algorithm described in Chapter 2. The unique feature
of the new method is that it can solve the whole sequence of linear
systems simultaneously, it recycles spectral information at restart for faster
convergence, and it can detect effectively inexact breakdowns in the block
Arnoldi procedure for enhanced robustness.

4.2 The SAD-BGMRES method

Similarly to the BGMRES-DR-Sh method presented in Chapter 2, in the
SAD-BGMRES method the solution of the base block system is separated
from the solution of the shifted block systems. We describe these two stages
of the computation separately in the coming sections.

4.2.1 Solution of the base block system

In the first cycle of SAD-BGMRES, we use the BGMRES method
with inexact breakdowns [76]. At step j of the block Arnoldi method
(Algorithm 1.3), we denote by Vj = [V1, . . . , Vj ] ∈ Cn×nj the orthonormal

basis of the block Krylov subspace (1.25) with dimension nj =
∑j

i=1 pj ,
while Vj+1 ∈ Cn×pj+1 is the Krylov block with linearly independent columns
computed at line 8 of Algorithm 1.3 by the reduced QR-decomposition

Wj = Vj+1Hj+1,j ,

where Wj ∈ Cn×pj , Hj+1,j ∈ Cpj+1×pj , and rank(Wj) = rank(Hj+1,j) =
pj+1. If no breakdown occurs, that is pj+1 = pj = · · · = p1 = p, then the
matrix-matrix product carried out at line 3 represent the most costly part of
Algorithm 1.3. The aim is to reduce the solution costs in the occurrence of
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inexact breakdowns, that is if the matrix
{
R0, AR0, . . . , A

j−1R0

}
is almost

rank-deficient.

Detecting inexact breakdowns

If an inexact breakdown occurs at the j-th iteration, not all the Krylov
directions spanned by Wj should be used to build the new block basis Vj+1

and to expand the Krylov subspace at step 8 of Algorithm 1.3. The modified
block Arnoldi algorithm proposed by Robbé and Sadkane in [76] relies on
the numerical rank of the block residuals to select the linear independent
columns of Vj+1 for the next iteration (BGMRES-R). Let us assume that at
step j an inexact breakdown has been detected according to the R-criterion.
Then, the reduced QR-decomposition at line 8 of Algorithm 1.3 is modified
as

Wj = Vj+1Hj+1,j +Qj , (4.1)

where Qj is a perturbation matrix that takes into account the numerical
rank in the QR-decomposition, and range(Qj) ⊥ range(Vj+1). Note that
in Eq. (4.1), the size of matrix Vj+1 is still n × pj+1 whereas the rank
of Wj can be different from pj+1, and Hj+1,j can be rank-deficient, with
rank(Wj) = rank(Qj) + pj+1 ≤ p1.

By using the standard block Arnoldi relation (1.27) and Eq. (4.1), we
obtain the following expression at the j-th step of Algorithm 1.3

AVj = Vj

H1,j
...

Hj,j

+ Vj+1Hj+1,j +Qj ,

and the block Arnoldi relation (1.27) becomes

AVj = VjHj +
[
Qj−1 Wj

]
, (4.2)

where the matrix Qj−1 =
[
Q1, . . . , Qj−1

]
contains all the discarded

directions. The discarded columns of Vj+1 are excluded from the matrix-
matrix computation at line 3 in the next step of Algorithm 1.3, but they
are kept for orthogonalization purposes. If no inexact breakdown occurs,
Qj reduces to the zero matrix like in the standard block Arnoldi process;
in that case Eq. (4.2) reduces to Eq. (1.27). The following theorem shows
that an Arnoldi-like relation can be derived from Eq. (4.2) when the Q′js
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are used in the block Arnoldi process. In order to compute the minimum
norm solution, we need to form an orthonormal basis of the space spanned
by [Vj ,Qj−1,Wj ].

Theorem 3. The block Arnoldi with inexact deflation admits the relation

AVj = VjLj +

[
Pj−1Gj−1,

[
Pj−1, W̃j

] [Cj
Dj

]]
,

=
[
Vj ,

[
Pj−1, W̃j

]]
Fj , (4.3)

where Fj =

[
Lj
Hj

]
, Lj =



H1,1 · · · · · · · · · H1,j

H2,1
. . .

V H
3 Q1

. . .
. . .

...
...

. . .
. . .

. . .
...

V H
j Q1

. . . V H
j Qj−2 Hj,j−1 Hj,j


∈ Cnj×nj ,

and Hj =

[
Gj−1 Cj

0 Dj

]
, the matrix Cj is given by Cj = PHj−1Wj. In (4.3),

matrices Pj−1 and W̃j are orthogonal.

Proof. In order to obtain the orthonormal basis of the space spanned by
[Vj ,Qj−1,Wj ], we need Qj−1 orthogonal to Vj and Wj orthogonal to Qj−1,
where Wj is already orthogonal to Vj . We orthogonalize Qj−1 against Vj
yielding Q̃j−1 = (I − VjVHj )Qj−1. Then we compute the reduced QR-

decomposition of Q̃j−1. That is, Q̃j−1 = Pj−1Gj−1. Note that Pj−1 is the

needed orthogonal matrix. Similarly, the other orthogonal matrix W̃j can

be obtained as W̃jDj = (I − Pj−1P
H
j−1)Wj . Here we denote Cj = PHj−1Wj .

Finally, the columns of the matrix
[
Vj ,

[
Pj−1, W̃j

]]
form an orthonormal

basis of the space spanned by
[
Vj ,Qj−1,Wj

]
. That is, Eq. (4.2) can be

rewritten as Eq. (4.3). �

Corollary 1. For shifted systems, the shifted Arnoldi-like relation holds

(A− σiI)Vj =
[
Vj ,

[
Pj−1, W̃j

]]
F i

j , i = 1, . . . , L,with F i
j =

[
Li

j

Hj

]
and Li

j = Lj − σiI.

(4.4)
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Proof. By subtracting σiVj from both sides of Eq. (4.3), it is
straightforward to obtain the analogous shifted Arnoldi-like relation (4.4). �

Therefore, the approximate solution at iteration j of the base block system
has the form

X1
j = X1

0 + VjY 1
j , (4.5)

where Y 1
j minimizes the base block residual

R1
j = R1

0 − (A− σ1I)VjY 1
j ,

=
[
Vj ,

[
Pj−1, W̃j

]]
(Λj −F1

j Y
1
j ),

=
[
Vj ,

[
Pj−1, W̃j

]]
RLS , (4.6)

with R1
0 =

[
Vj ,

[
Pj−1, W̃j

]]
Λj , Λj =

Λ1

0
0

.

In Eq. (4.6), we denoted the base block quasi-residual asRLS = Λj−F1
j Y

1
j .

Then, Y 1
j can be computed by solving the least-squares problem

Y 1
j = argmin

Y 1∈Cnj×p

∥∥Λj −F1
j Y

1
∥∥
F
.

Implementation of the R-criterion

Similarly to Ref. [76], in the SAD-BGMRES method the R-criterion
is used to detect an approximate linear dependence in the base block
residual vectors and to select only the linear independent columns of the
matrix Vj+1 for the next block Arnoldi iteration. Since the columns

of
[
Vj ,

[
Pj−1, W̃j

]]
are orthonormal, we compute the singular value

decomposition of the base block quasi-residual

RLS = UΣVH = U1Σ1VH1 + U2Σ2VH2 ,

where Σ1 contains the singular values larger than a prescribed threshold
ε(R). That is,

σ(Σ1) ≥ ε(R) ≥ σ(Σ2),
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and write

R1
j =

[
Vj ,

[
Pj−1, W̃j

]]
UΣVH ,

=
[
Vj ,

[
Pj−1, W̃j

]]
U1Σ1VH1 +

[
Vj ,

[
Pj−1, W̃j

]]
U2Σ2VH2 . (4.7)

Small singular values (that is, values below a certain threshold) signal the
near rank-deficient of the base residuals. The splitting in Eq. (4.7) suggests
to decompose the orthogonal projection subspace of R1

j onto Vj as

range((I − VjVHj )R1
j ) = range(Vj+1)⊕ range(Pj), (4.8)

with range(Vj+1) = range((I − VjVHj )R1
jV1) and range(Pj) = range((I −

VjVHj )R1
jV2). That is, the new Krylov basis columns Vj+1 are the effective

directions of the largest singular values and the columns of Pj are the
deflated directions corresponding to the smallest singular values.

From Eqns. (4.7)-(4.8), we orthogonalize R1
j against Vj to obtain Vj+1 and

decompose U1 =

[
U(1)

1

U(2)
1

]
in accordance with

[
Vj ,

[
Pj−1, W̃j

]]
. We have

(I − VjVHj )
[
Vj ,

[
Pj−1, W̃j

]]
U1

=
[
0,

[
Pj−1, W̃j

]] [U(1)
1

U(2)
1

]
=
[
Pj−1, W̃j

]
U(2)

1 .

We refer to [76] for the details of the calculation and note that the main
matrices that appear in Eq. (4.3) can be computed at moderate cost.

Consider W1 and W2 such that range(W1) = range(U(2)
1 ), where

[
W1 W2

]
is unitary and W2 is corresponding to U(2)

1 . Then the Vj+1 and Pj can be
computed as

Vj+1 =
[
Pj−1, W̃j

]
W1,

and
Pj =

[
Pj−1, W̃j

]
W2,

respectively. This process is summarized in Algorithm 4.3.



82 Chapter 4. The SAD-BGMRES method

Computing the Harmonic Ritz vectors

At the end of each cycle of the block Arnoldi process in the SAD-BGMRES
method, the approximate eigenvectors associated with the small eigenvalues
in magnitude of the coefficient matrix are computed, and this spectral
information is recycled at a restart to improve the convergence at moderate
cost. The next lemma shows how the harmonic Ritz vectors can be obtained
from the block Arnoldi process, similarly to the BGMRES-DR-Sh method
from Chapter 2.

Lemma 2. Let U = span{Vm}, where Vm is an orthogonal matrix built
after m steps of the block Arnoldi process. The harmonic Ritz pairs (θ̃i, g̃i)
associated with Vm satisfy the following property

(F1
m)H

(
F1
mg̃i − θ̃i

[
g̃i
0p

])
= 0, (4.9)

where Vmg̃i are the harmonic Ritz vectors associated with the corresponding
harmonic Ritz values θ̃i.

Proof. By the PetrovGalerkin condition defined in Definition 1, the
harmonic Ritz pairs of A− σ1I satisfy the following relation

(A− σ1I)Vm − θ̃iVmg̃i ⊥ range((A− σ1I)Vm).

The proof then proceeds as the proof of Lemma 3.2 in Ref. [1]. �

Using the expression of F1
m, Eq. (4.9) can be written as

((L1
m)HL1

m + HH
mHm)g̃i = θ̃i(L1

m)H g̃i,

which is used to compute the harmonic Ritz vectors during the SAD-
BGMRES cycles. The next theorem expresses an important result: the
shifted block Arnoldi-like relation still holds at low computational cost if a
deflated restarting strategy is applied.

Proposition 4. At each restart of the SAD-BGMRES method, the shifted
block Arnoldi-like recurrence

(A− σ1I)Vnewk =
[
Vnewk ,

[
Pk−1, W̃k

]new]
(F1

k )new (4.10)
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holds with

Vnewk = VmQk

Vnewk+1 =
[
Vm,

[
Pm−1, W̃m

]]
Qk+1

(F1
k )new = QHk+1F1

mQk.

Proof. The residuals of the harmonic Ritz vectors and the residuals of the
base block linear system are in the same subspace at restart, see Lemma 3.3
in Ref. [1]. Hence we have

F1
mg̃i − θ̃i

[
g̃i
0p

]
= RLSαi. (4.11)

Multiplying both sides of Eq. (4.11) with
[
Vm,

[
Pm−1, W̃m

]]
gives

[
Vm,

[
Pm−1, W̃m

]]
F1
mg̃i − θ̃i

[
Vm,

[
Pm−1, W̃m

]] [ g̃i
0p

]
=
[
Vm,

[
Pm−1, W̃m

]]
RLSαi.

Now, according to Lemma 2, the k targeted harmonic Ritz vectors are
given by VmG̃k, where G̃k = [g̃1, . . . , g̃k] ∈ Cnm×k. By adding zero rows
of size p to G̃k and appending the quasi-residual RLS to G̃k, we define the

next matrix denoted by G̃k+1 =

[ [
G̃k

0p×k

]
, RLS

]
. G̃k+1 has dimension

(nm+1)× (k+p). The reduced QR-decomposition of G̃k+1 = Qk+1Rk+1 can
be written as[ [

G̃k
0p×k

]
, RLS

]
=

[ [
Qk

0p×k

]
, Q2

] [ [
Rk

0p×k

]
, R2

]
, (4.12)

with
G̃k = QkRk. (4.13)

We use Eqns. (4.4) and (4.13) to obtain

(A− σ1I)VmG̃k =
[
Vm,

[
Pm−1, W̃m

]]
G̃k+1

(
diag(θ̃1, . . . , θ̃k)
α1, . . . , αk

)
⇔ (A− σ1I)VmQk =

[
Vm,

[
Pm−1, W̃m

]]
Qk+1Rk+1

(
diag(θ̃1, . . . , θ̃k)
α1, . . . , αk

)
R−1

k .

(4.14)
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Since QHk+1Qk+1 = I, Eq. (4.4) yields

Rk+1

(
diag(θ̃1, . . . , θ̃k)
α1, . . . , αk

)
R−1
k = QHk+1F1

mQk. (4.15)

We introduce two new matrices Vnewk+1 and (F1
k )new defined as follows

Vnewk+1 =
[
Vm,

[
Pm−1, W̃m

]]
Qk+1, (F1

k )new = QHk+1F1
mQk.

The structure of Qk+1 in Eq. (4.12) allows us to write

Vnewk = VmQk,
[
Pk−1, W̃k

]new
=
[
Vm,

[
Pm−1, W̃m

]]
Q2. (4.16)

Finally, we set Vk+1 = Vnewk+1 , F1
k = (F1

k )new and substitute Eq. (4.15) into
(4.14) to obtain the shifted block Arnoldi-like relation. �

At restart, we define

R1
0 = R1

m,

=
[
Vm,

[
Pm−1, W̃m

]]
RLS ,

=
[
Vm,

[
Pm−1, W̃m

]] [[ Qk
0p×k

]
, Q2

]
R2,

=
[
Vnewk ,

[
Pk−1, W̃k

]new]
R2.

We set Λnewk = R2, and use the R-criterion to handle the inexact
breakdowns. See steps 22–28 of Algorithm 4.2 for details. After that, we
carry out nm−k

p block Arnoldi steps with inexact breakdowns to get the
shifted block Arnoldi-like relation, which is similar to Eq. (4.4). We seek an
approximate solution X1

m = X1
0 +VmY 1

m over the subspace X1
0 +Range(Vm),

where Y 1
m is the solution of the following least-squares problem

Y 1
m = argmin

Y 1

∥∥R1
0 − (A− σ1I)VmY 1

∥∥
F

= argmin
Y 1

∥∥Λm −F1
mY

1
∥∥
F
,

with R1
0 =

[
Vm,

[
Pm−1, W̃m

]]
Λm.
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Assuming that p inexact breakdowns have occurred at iteration j of
the SAD-BGMRES method, Ref. [76, Eq. (47)] states that the following
inequality holds:

‖R1
j (:, i)‖2 ≤ ε(R), 1 ≤ i ≤ p. (4.17)

Using this inequality, we obtain

‖R1
j (:, i)‖2

‖B(:, i)‖2
=
‖R1

j (:, i)‖2
‖b(i)‖2

≤ ε(R)

min
i=1,...,p

∥∥b(i)∥∥
2

.

From this we get the relation between the threshold parameter ε(R) used to
detect the inexact breakdowns and the stopping threshold tol,

ε(R) = tol · min
i=1,...,p

∥∥∥b(i)∥∥∥
2
. (4.18)

We have used Eq. (4.18) in all our numerical experiments.

4.2.2 Solution of the additional shifted block systems

The additional shifted block systems can be solved inexpensively if we
exploit the shifted block invariance property of the block Krylov subspace.
However, this property may not be maintained if the SAD-BGMRES
algorithm is restarted as the block residuals R1

m and Rim, (i = 2, . . . , L)
of the base block system and of the shifted block systems are in general no
longer cospatial. To overcome this problem, we force the additional shifted
block residuals Rim, (i = 2, . . . , L) to be cospatial to R1

m similarly to the
strategy used in Ref. [95], i.e., we impose that

Rim = R1
mN

i
m, i = 2, . . . , L, (4.19)

where N i
m are some p × p nonsingular matrices. Here we assume that the

initial shifted block residuals are cospatial, Ri0 = R1
0N

i
0, i = 2, . . . , L (note

that this relation is satisfied by taking Xi
0 = 0). The approximate solutions

of the additional shifted block systems can be formulated like Eq. (4.5),

Xi
m = Xi

0 + VmY i
m, i = 2, 3, . . . , L, (4.20)

and the corresponding additional shifted block residuals become

Rim = Ri0 − (A− σiI)VmY i
m,

= Ri0 −
[
Vm,

[
Pm−1, W̃m

]]
F imY i

m, (4.21)
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where the last relation can be obtained from Eq. (4.4) with the index j
replaced by m.

With the help of Eqns. (4.6) and (4.21) and the cospatial relation (4.19),
we obtain,

Ri
m = R1

mN
i
m

⇔ Ri
0 −

[
Vm,

[
Pm−1, W̃m

]]
F i

mY
i
m =

[
Vm,

[
Pm−1, W̃m

]]
RLSN

i
m

⇔ R1
0N

i
0 −

[
Vm,

[
Pm−1, W̃m

]]
F i

mY
i
m =

[
Vm,

[
Pm−1, W̃m

]]
RLSN

i
m

⇔
[
Vm,

[
Pm−1, W̃m

]]
(F i

mY
i
m +RLSN

i
m) = R1

0N
i
0

⇔
[
Vm,

[
Pm−1, W̃m

]]
(F i

mY
i
m +RLSN

i
m) =

[
Vm,

[
Pm−1, W̃m

]]
ΛmN

i
0.

The last line can be written as a linear system:

[
F im V̂

] [ Y i
m

R̂N i
m

]
= ΛmN

i
0, i = 2, 3, . . . , L.

Here RLS = V̂ R̂ denotes the reduced QR-decomposition of RLS . Finally, we
can use the quantities Y i

m and N i
m to form the approximate solutions Xi

m of
the additional shifted block linear systems (see Eq. (4.20)). The complete
pseudocode of the SAD-BGMRES method is sketched in Algorithm 4.1.

4.3 Performance analysis

We report on numerical experiments with the SAD-BGMRES method for
solving sequences of shifted linear systems with multiple right-hand sides
arising in different fields. In our experiments, the harmonic Ritz vectors were
computed using the MATLAB built-in function eigs that calls the ARPACK
package for eigenvalue problems [63]. We setup the n × p right-hand side
matrix B with normally distributed values by calling the MATLAB built-in
function randn. The iterative solution was always started from the initial
guess 0 ∈ Cn×p and it was stopped if either the Euclidean norm of the
columns of the block shifted residuals normalized by the corresponding right-
hand side satisfies the stopping criterion

‖Rim(:, j)‖2
‖B(:, j)‖2

≤ tol, i = 1, . . . , L, j = 1, . . . , p,
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Algorithm 4.1 SAD-BGMRES method.

Input: B, {σi}Li=1 ⊂ C, tol, maxiter, k
Output: Xi

m

1: Choose an initial guess Xi
0 ∈ Cn×p and set N i

0 = I
2: Ri0 = B − (A− σiI)Xi

0

3: for iter = 1, . . . ,maxiter do
4: R1

0 = V1Λ1 (reduced QR-decomposition)
5: if iter = 1 then
6: Apply block Arnoldi using inexact breakdown (Algorithm 4.3) to

A− σ1I and generate Vm, Pm−1, W̃m, F1
m

7: else
8: Apply Algorithm 4.2 to recycle the harmonic Ritz information and

generate Vm, Pm−1, W̃m, F1
m

9: end if
10: Y 1

m = argmin
Y 1

∥∥Λm −F1
mY

1
∥∥
F

11: RLS = Λm −F1
mY

1
m

% Solve the base block system
12: X1

m = X1
0 + VmY 1

m

13: R1
m =

[
Vm,

[
Pm−1, W̃m

]]
RLS

% Solve the other shifted block systems

14: Solve
[
F im V̂

] [ Y i
m

R̂N i
m

]
= ΛmN

i
0, i = 2, 3, . . . , L

15: Xi
m = Xi

0 + VmY i
m

16: Rim = R1
mN

i
m

17: Check convergence, and restart if convergence is not achieved
18: Set X1

0 = X1
m and R1

0 = R1
m

19: end for
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Algorithm 4.2 SAD-BGMRES method: recycle the harmonic Ritz
information.

1: [G̃k, Θ̃k] = eigs((L1
m)HL1

m + HH
mHm, (L1

m)H , k)

2: G̃k+1 =

[ [
G̃k

0p×k

]
, RLS

]
∈ Cnm+1×(k+p)

3: G̃k+1 = Qk+1Rk+1 (reduced QR-decomposition)
4: Qk = Qk+1(1 : nm, 1 : k), R2 = Rk+1(:, k + 1 : k + p)
5: Vnewk = VmQk
6: PW ←

[
Pk−1, W̃k

]new
=
[
Vm,

[
Pm−1, W̃m

]]
Q2

7: V PW ←
[
Vnewj ,

[
Pj−1, W̃j

]new]
8: (F1

k )new = QHk+1F1
mQk

9: Λnewk = R2

10: for i = 1, . . . , p do
11: w = PW (:, i)
12: for j = 1, . . . , k do
13: R(j, i) = V PW (:, j)Hw
14: w = w − R(j, i)V PW (:, j)
15: end for
16: R(i+ 1, i) = ‖w‖
17: PW (:, i) = w/R(i+ 1, i)
18: k = k + 1
19: end for

20: F1
k =

[[
Ik

0p×k

]
, R

]
(F1

k )new, Λk =

[[
Ik

0p×k

]
, R

]
Λnewk

21: Y 1
k = argmin

Y 1∈Cnj×p

∥∥Λk −F1
kY

1
∥∥

% Compute the SVD to detect inexact breakdowns in residuals
22: (Λk−F1

kY
1
k ) = U1Σ1VH1 +U2Σ2VH2 , where σmin(Σ1) ≥ ε(R) > σmax(Σ2)

23: Compute W1 and W2 such that

Range(W1) = Range(U(2)
1 ) with U1 =

(
U(1)

1

U(2)
1

)
and

[
W1, W2

]
is unitary.

24: Vk+1 =
[
Pk−1, W̃k

]
W1

25: Pk =
[
Pk−1, W̃k

]
W2

26: Lk+1,: = WH
1 Hk

27: Gk = WH
2 Hk

28: Set Lk =

(
Lk
Lk+1,:

)
29: Apply Algorithm 4.3 to form the rest of Vm+1, Pm−1, W̃m, F1

m
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Algorithm 4.3 Block Arnoldi using R-criterion to detect inexact
breakdowns [1].

1: Let P0 = 0, G0 = 0, L0 = [ ], and ε(R)

2: for j = 1, 2, . . . ,m do
3: L1,1:j = VHj (AVj)
4: Wj = AVj − VjL1,1:j

5: Set Lj = [Lj−1,L1,1:j ] ∈ Cnj×nj

6: Cj = PHj−1Wj

7: W̃jDj = Wj − Pj−1Cj (reduced QR-decomposition)

8: Set Hj =

(
Gj−1 Cj

0 Dj

)
∈ Cp×nj , Fj =

(
Lj
Hj

)
∈ C(nj+p)×nj , Λj =(

Λ1

0

)
∈ C(nj+p)×p

9: Yj = argmin
Y ∈Cnj×p

‖Λj −FjY ‖F

% Compute the SVD to detect inexact breakdowns in residuals
10: (Λj − FjYj) = U1Σ1VH1 + U2Σ2VH2 , where σmin(Σ1) ≥ ε(R) >

σmax(Σ2)
11: Compute W1 and W2 such that

Range(W1) = Range(U(2)
1 ) with U1 =

(
U(1)

1

U(2)
1

)
and

[
W1, W2

]
is

unitary.

12: Vj+1 =
[
Pj−1, W̃j

]
W1

13: Pj =
[
Pj−1, W̃j

]
W2

14: Lj+1,: = WH
1 Hj

15: Gj = WH
2 Hj

16: Set Lj =

(
Lj
Lj+1,:

)
17: end for
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or if the number of iterations exceeded the positive integer parameter
maxiter. The experiments were run under Windows 7 and MATLAB version
R2015a, on a PC with an Inter(R) Core(TM) i5-4590 CPU @3.30 GHz and
8GB of memory. The timings reported in our experiments are expressed in
seconds.

4.3.1 General test problems

Initially, we assessed the effectiveness of the inexact breakdown strategy
by comparing the performance of the SAD-BGMRES method against the
standard BGMRES-DR-Sh method introduced in Ref. [95] for solving a suite
of selected linear systems from the University of Florida Sparse Matrix
Collection [25] listed in Table 4.1. The two methods were compared in
terms of number of matrix-vector products (Mvps), maximum true relative
residuals norms (Trr) and CPU solution time expressed in seconds (Cpu).
In our experiments, we used p = 10 right-hand sides. The shifts are given
by σi = [−0.0001,−0.001,−0.01,−0.1,−1]. We deflated k = 10 harmonic
Ritz vectors, and we set the maximum dimension of the search space equal
to m = 90. The parameters in the stopping criterion are tol = 10−6 and
maxiter = 10000.

Table 4.1: Characteristics of the test problems used in our experiments.

Ex. Name Size Nonzeros Problem kind
1 epb1 14,734 95,053 thermal problem
2 poisson3Da 13,514 352,762 computational fluid dynamics
3 poisson3Db 85,623 2,374,949 computational fluid dynamics
4 FEM 3D thermal2 147,900 3,489,300 thermal problem
5 light in tissue 29,282 406,084 electromagnetics problem
6 vfem 93,476 1,434,636 electromagnetics problem

We clearly see the stabilization effects of the inexact breakdown strategy
on the convergence history of the SAD-BGMRES method in the plots
displayed in the left sides of Figs. 4.1 and 4.2. The plots show the log10

of the maximum relative residual norms versus the number of matrix-vector
products for Examples 1-6. For some of the plotted curves, the improvement
versus the BGMRES-DR-Sh method is notable, showing that the SAD-
BGMRES method handled the inexact breakdown situation effectively when
it occurred. For the sake of clarity we also display for each example a side-
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by-side convergence analysis between the SAD-BGMRES and BGMRES-
DR-Sh methods at each time when the inexact breakdown occurred in the
solution of the base system. The improvement of the inexact breakdown
strategy is evident in the right plots of Figs. 4.1 and 4.2. In order to further
illustrate the benefits of the inexact breakdown strategy, the rank of the
matrix Vj+1 is displayed in Fig. 4.3 as function of the number of Mvps over
the iterations for the base block system. The inexact breakdown situation
occurs if the rank of Vj+1 is smaller than the number of right-hand sides.
Over the iterations, the approximate linear dependence of the base block
residuals was detected according to the given deflation tolerance, and the
block size was effectively reduced. The smaller the block size, the faster the
convergence. The SAD-BGMRES method outperformed the BGMRES-DR-
Sh method on all of the problems in terms of both Mvps and Cpu time, as
it can be seen from Table 4.2. Note that the inexact breakdown strategy
reduces not only reduces the Mvps, but also the number of iterations Iters.

Table 4.2: Performance comparison between the BGMRES-DR-Sh and
SAD-BGMRES methods using a convergence tolerance tol =
10−6 in the stopping criterion for solving general test problems.

Ex. Method Iters Mvps Trr(×10−7) Cpu

1
BGMRES-DR-Sh 491 4901 9.9187 9.9153 9.6047 4.2500 7.2963 15.7966
SAD-BGMRES 386 3303 8.9716 9.1456 9.6047 4.2500 7.2963 7.5463

2
BGMRES-DR-Sh 109 1081 9.6899 9.7957 9.6287 9.3944 3.5297 5.0595
SAD-BGMRES 98 829 8.7851 9.8280 8.6855 9.3944 3.5297 2.9199

3
BGMRES-DR-Sh 313 3130 9.9654 9.8289 9.5669 7.5242 5.1765 74.6347
SAD-BGMRES 231 2026 9.0564 9.5582 9.5661 7.5242 5.1765 44.2036

4
BGMRES-DR-Sh 686 6854 9.9725 9.6707 9.4991 8.3392 9.9730 323.2846
SAD-BGMRES 579 5634 9.2840 9.6626 8.2865 8.3392 1.2376 167.7807

5
BGMRES-DR-Sh 640 6391 9.9201 9.7880 9.6858 9.6436 6.6052 87.6484
SAD-BGMRES 423 3908 8.0562 9.7008 9.6813 9.6436 6.6052 47.6748

6
BGMRES-DR-Sh 157 1565 9.4637 9.6810 8.8717 7.1022 6.7966 61.7558
SAD-BGMRES 153 1413 8.4281 7.3783 3.5241 1.8197 3.2435 57.2179

In the experiments shown in Table 4.3 we increased the number of right-
hand sides to p = 12, 15 and 18, setting the maximum dimension of the
search space m equal to m = 90, 120. Again, the SAD-BGMRES method
outperformed the BGMRES-DR-Sh method in terms of Mvps and Cpu
time in all our runs, converging to the requested accuracy in cases where
the BGMRES-DR-Sh method did not converge (this situation is represented
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Figure 4.1: Convergence histories between the SAD-BGMRES and the BGMRES-

DR-Sh methods for solving Examples 1-3 (Left: The different

convergence curves correspond to different choice of the shift, Right:

Convergence comparison between SAD-BGMRES and BGMRES-DR-

Sh at each time when the inexact breakdown is occurred).
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Figure 4.2: Convergence histories between the SAD-BGMRES and the BGMRES-

DR-Sh methods for solving Examples 4-6 (Left: The different

convergence curves correspond to different choice of the shift, Right:

Convergence comparison between SAD-BGMRES and BGMRES-DR-

Sh at each time when the inexact breakdown is occurred).
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in the table by the symbol “-”). The improvement was notable especially
for small restart values and large numbers of right-hand sides.

In Example 4, none of the methods converged to the requested accuracy
using p = 18, m = 120. One possible explanation is that in this case the
degree of the polynomial of A used to build the Krylov subspace is smaller
than 7. Note that the polynomial degree decreases as the right-hand sides p
increases. In fact, by increasing the maximum dimension of the search space
to m = 180, the SAD-BGMRES method converged; however, the BGMRES-
DR-Sh method still failed to converge. Obviously, preconditioning could be
used to achieve convergence if the problem is difficult. Here–just like before–
preconditioners that maintain the shift-invariant property of the Krylov
subspace need to be used, like e.g. polynomial [103], shift-and-invert [47,80]
and multi-shifted preconditioners [5]. In our experiments we used a shift-
and-invert preconditioner of the form Aτ = A− τI:

(A− σiI)(A− τI)−1X̂i = B, i = 1, . . . , L,

where Xi = (A − τI)−1X̂i. The shift-invariance property for this
preconditioner,

Km((A− σiI)(A− τI)−1, B) = Km((A− τI)−1, B),

follows from the identity (A−σiI)(A− τI)−1 = I+ (τ −σi)(A− τI)−1. The
implementation of the preconditioned SAD-BGMRES method is very similar
to Algorithm 4.1, with the only difference that the block Arnoldi algorithm
is applied to the matrix (A − τI)−1 starting from B. The effectiveness
of this preconditioning strategy is shown in Table 4.4 (for Example 4).
The preconditioned SAD-BGMRES method converged favourably in terms
of number of matrix-vector products and solution time, whereas it failed
to converge without using a preconditioner, see Table 4.3. Moreover,
different preconditioners corresponding to different values of τ exhibited
mixed performance, as illustrated in Ref. [47,80,94] for more details. In our
implementation, we inverted the preconditioner matrix by using a sparse
direct solver (the built-in MATLAB backslash ‘\’ operator).

We analysed further the robustness of the SAD-BGMRES method by
comparing the convergence of our solver against other popular Krylov
algorithms for this problem class, namely the GMRES-DR-Sh [23], IB-
BGMRES [76], the BGMRES-DR method with inexact breakdowns (IB-
BGMRES-DR) [1] and the recycled shifted block GMRES methods
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Figure 4.3: Effect of inexact breakdown strategy: the rank of Vj+1 processed

during the convergence of the SAD-BGMRES method for solving the

base system in Examples 1-6.
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Table 4.3: Number of matrix-vector products (Mvps) and solution time
in seconds (Cpu) for the BGMRES-DR-Sh and SAD-BGMRES
methods using a different number of right-hand sides and a
different combinations of restarts.

m = 90 p = 12 p = 15 p = 18

Ex. Method Mvps Cpu Mvps Cpu Mvps Cpu

1
BGMRES-DR-Sh 6582 29.2151 8522 43.2141 - -
SAD-BGMRES 4501 11.0285 5695 14.6319 7058 18.2741

2
BGMRES-DR-Sh 1314 6.4061 1861 10.2433 2323 13.6924
SAD-BGMRES 1039 3.1849 1356 4.0064 1728 5.5368

3
BGMRES-DR-Sh 3754 85.2554 5176 143.7784 7031 193.0596
SAD-BGMRES 2613 50.7236 3662 80.7529 4298 94.3393

4
BGMRES-DR-Sh - - - - - -
SAD-BGMRES 8306 220.9147 - - - -

5
BGMRES-DR-Sh 8553 159.4412 - - - -
SAD-BGMRES 5400 58.6377 7826 87.8625 - -

6
BGMRES-DR-Sh 2835 110.6439 4406 201.0116 6306 326.8536
SAD-BGMRES 1834 67.1545 2690 105.5959 3851 154.7709

m = 120 p = 12 p = 15 p = 18

Ex. Method Mvps Cpu Mvps Cpu Mvps Cpu

1
BGMRES-DR-Sh 5070 28.5478 7381 43.4246 - -
SAD-BGMRES 3618 9.8557 4945 12.3239 6048 16.1242

2
BGMRES-DR-Sh 1126 6.8432 1536 9.7198 1920 13.3982
SAD-BGMRES 919 2.7798 1169 3.4993 1422 4.4782

3
BGMRES-DR-Sh 3033 79.5724 4406 120.8334 5475 157.0843
SAD-BGMRES 2209 44.4833 2956 59.1315 3722 74.7413

4
BGMRES-DR-Sh 7761 519.9304 - - - -
SAD-BGMRES 6040 166.2577 9047 254.3657 - -

5
BGMRES-DR-Sh 5963 135.3786 8826 212.2614 - -
SAD-BGMRES 4014 46.5017 5880 65.2545 7565 86.4881

6
BGMRES-DR-Sh 1807 96.6953 2822 151.2565 4063 210.3583
SAD-BGMRES 1461 56.5089 2098 80.2157 2808 108.5715
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Table 4.4: Number of matrix-vector products (Mvps) and solution time in
seconds (Cpu) for the SAD-BGMRES method using different
preconditioners. Here Example 4 is considered.

m = 90
τ = −0.0002 τ = −0.002 τ = −0.02

Mvps Cpu Mvps Cpu Mvps Cpu

p = 15 192 594.3512 291 881.9244 843 1734.8774

p = 18 234 722.2651 350 1026.5642 1107 2176.1557

m = 120
τ = −0.0002 τ = −0.002 τ = −0.02

Mvps Cpu Mvps Cpu Mvps Cpu

p = 15 192 591.7533 288 822.6252 760 1609.8043

p = 18 229 719.7767 340 980.3509 968 1922.6312

(rsbGMRES) [89]. In the experiments reported in Table 4.5 we set the
number of right-hand sides to p = 5, since the rsbGMRES method requires
this value to be equal to the number of shifts. We solved p = 5 multi-
shifted linear systems separately by the GMRES-DR-Sh method, and L = 5
linear systems with multiple right-hand sides in sequence using the IB-
BGMRES and IB-BGMRES-DR methods. For a fair comparison, we
compared the number of matrix-vector products instead of the number
of block matrix-vector products in the rsbGMRES code1, and we set the
maximum dimension of the search space m = 18 in the GMRES-DR-Sh
method. Observe that if the maximum dimension of the standard Krylov
subspace method is equal to jp, then the maximum dimension for the
corresponding block variant with p right-hand sides is j. As can be seen
in Table 4.5, shifted block solvers always outperform shifted non-block
solvers. Although the SAD-BGMRES method needed more Mvps than
the rsbGMRES method for solving some of the problems, e.g. Examples 4
and 6, the total solution time was always significantly less.

4.3.2 Quantum chromodynamics application

Quantum chromodynamics (QCD) is generally accepted to be the
fundamental physical theory of strong interactions among the quarks as
constituents of matter [41]. Lattice gauge theory is a discretization of
quantum chromodynamics based on the solution of the Dirac equation.

1https://zenodo.org/record/56157#.WtTbCvknbCA
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Table 4.5: Number of Mvps and Cpu for GMRES-DR-Sh, IB-BGMRES,
IB-BGMRES-DR, rsbGMRES, BGMRES-DR-Sh and SAD-
BGMRES methods for solving general test problems.

Method
Example 1 Example 2 Example 3

Mvps Cpu Mvps Cpu Mvps Cpu
GMRES-DR-Sh 2440 8.6244 790 3.3173 1494 27.2411
IB-BGMRES 3206 6.3729 1470 4.4503 2509 55.9004
IB-BGMRES-DR 2387 6.1665 1176 3.4456 1944 40.1585
rsbGMRES 1730 26.7244 430 3.1887 910 100.4175
BGMRES-DR-Sh 1771 6.4928 501 2.7327 1076 22.1894
SAD-BGMRES 1467 3.9902 415 1.3312 864 18.8482

Method
Example 4 Example 5 Example 6

Mvps Cpu Mvps Cpu Mvps Cpu
GMRES-DR-Sh 1932 76.7972 2020 32.3202 740 23.8921
IB-BGMRES 3305 108.8389 4629 58.6223 924 39.6715
IB-BGMRES-DR 2774 81.3387 3290 40.7117 814 31.1868
rsbGMRES 1170 207.7897 1905 202.6003 350 59.8205
BGMRES-DR-Sh 1803 84.4315 1776 29.4754 564 22.0863
SAD-BGMRES 1677 50.5453 1416 18.4266 558 20.0377

Shifted linear systems of the form (1.1) arise naturally in lattice QCD for
Wilson fermion matrices, where A = I − κD represents a periodic nearest-
neighbour coupling on a four-dimensional Euclidean space-time lattice.

In our study we used two sets of QCD matrices available from the
University of Florida Sparse Matrix Library [25] to compare the performance
of the BGMRES-DR-Sh and SAD-BGMRES methods. The first is a
collection of four 49, 152 × 49, 152 complex matrices and the other one is
a collection of four 3072 × 3072 complex matrices, i.e., conf5_0-8x8-05,
conf5_0-8x8-15, conf6_0-8x8-20, conf6_0-8x8-80 and conf5_0-4x4-14,
conf5_0-4x4-22, conf6_0-4x4-20, conf6_0-4x4-30, respectively. For
each matrix, say D, from the collection there exists a critical value κc
with 1

κc
< 1

κ < ∞ such that A = I − κD is real-positive. We defined

A = ( 1
κc

+ 10−3)I −D as the base matrix. We considered p = 6 right-hand
sides, k = 10 harmonic Ritz vectors. The shifts were σ = −[0.0001, 0.01, 10].
We set the maximum number of iterations maxiter equal to 5000. Note
that coefficient matrices with smaller shifts typically require more iterations
to converge. The results are shown in Table 4.6. Again, overall the SAD-
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Table 4.6: Numerical behavior of BGMRES-DR-Sh and SAD-BGMRES
with tol = 10−6 for solving quantum chromodynamics
application.

Ex. Method Mvps Trr(×10−7) Cpu

Π1
BGMRES-DR-Sh 2489 9.9331 9.9754 3.3935 93.6452
SAD-BGMRES 2022 8.8063 9.8702 3.3935 60.2023

Π2
BGMRES-DR-Sh 2151 9.7887 9.7492 3.3974 72.7217
SAD-BGMRES 1849 9.2417 9.9093 3.3974 48.8799

Π3
BGMRES-DR-Sh 1877 9.8258 9.8029 8.5653 48.1522
SAD-BGMRES 1375 8.9904 9.5591 8.5653 36.2448

Π4
BGMRES-DR-Sh 1769 9.6752 9.8443 8.6281 45.4739
SAD-BGMRES 1378 8.8008 9.9086 8.6281 37.1091

BGMRES method performs better than the BGMRES-DR-Sh method in
terms of Mvps and Cpu time.

In Table 4.7 we present a performance comparison between the BGMRES-
DR-Sh and SAD-BGMRES methods for a different number of right-
hand sides and the following 15 shifts [0.0001, 0.0002, 0.0003, 0.001, 0.002,
0.003, 0.01, 0.02, 0.03, 0.1, 0.2, 0.3, 1, 2, 3]. The results show that the SAD-
BGMRES method converges satisfactorily while the BGMRES-DR-Sh
method does not converge especially when the number of right-hand sides
is larger.

The numerical experiments confirm the robustness and effectiveness of
the new method. It outperforms conventional block Krylov algorithms for
solving general sparse linear systems arising from different fields. Especially
when combined with preconditioning, the proposed iterative solver is a good
choice in different application areas, such as quantum chromodynamics,
optimization and PageRank problems.
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Table 4.7: Numerical behavior of BGMRES-DR-Sh and SAD-BGMRES
methods with different number of right-hand sides for solving
quantum chromodynamics application.

Example Method
p = 6 p = 16

Mvps Cpu Mvps Cpu

Π5
BGMRES-DR-Sh 1105 8.0663 - -
SAD-BGMRES 1005 3.4583 3084 10.2966

Π6
BGMRES-DR-Sh 1052 7.4467 4907 50.6173
SAD-BGMRES 972 3.3194 2736 8.8401

Π7
BGMRES-DR-Sh 477 3.5053 1853 18.3657
SAD-BGMRES 463 1.8551 1279 3.8312

Π8
BGMRES-DR-Sh 518 3.8199 2027 19.7367
SAD-BGMRES 480 1.8563 1427 4.1006



5 Spectrally preconditioned and
initially deflated variants of the
BGMRES method for solving linear
systems with multiple right-hand
sides

Nowadays, many problems in science and engineering are studied by
computer simulation. Often linear systems are solved for this. Some
systems have multiple right-hand sides. In this chapter, we consider
the simultaneous solution of multiple right-hand sides linear systems by
block Krylov methods. Part of the analysis presented for shifted linear
systems can straightforwardly be applied to the unshifted case. However,
combining the augmented subspace approach presented in Chapter 2 with
the initial deflation strategy presented in Chapter 3 in the same block
Krylov subspace formulation is not straightforward. Therefore we follow
a different route in this chapter. We present a spectrally preconditioned
block GMRES algorithm with an eigenvalue recycling strategy that exploits
approximate invariant subspaces computed over the iterations to adapt an
existing preconditioner, with the aim to mitigate the bad effects of small
eigenvalues on the convergence. The iterative solver is equipped with
an initial deflation technique similar to the one considered in Chapter 3
to handle the approximate linear dependence of right-hand sides. It
may be noted that this approach is different from the inexact breakdown
strategy using in Chapter 4. Here we make this choice because the basis
used to expand the Krylov subspace has smaller dimension if we detect
approximate linear dependencies in the initial block residuals, whereas the
inexact breakdown strategy discards the columns of new Krylov basis block
computed in the block Arnoldi procedure based on the numerical rank of the

This chapter is based on the published article [92].
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block residuals and keep them for orthogonalization purposes. We illustrate
the numerical behavior of the spectrally updated and initially deflated block
GMRES method on two sets of linear systems. The first set arises from the
discretization of the Dirac equation; the second example result from the
discretization of boundary integral equations in electromagnetics scattering.

5.1 Background

We consider the simultaneous solution linear systems with multiple right-
hand sides given by

AX = B, (5.1)

where A ∈ Cn×n is a large square nonsingular matrix of dimension n,
B = [b1, b2, . . . , bp] ∈ Cn×p is a full rank matrix of the p right-hand side
vectors bi, i = 1, 2, . . . , p and X ∈ Cn×p is the unknown solution
matrix. An efficient solution of systems (5.1) is required, e.g., in the radar
cross section (RCS) calculation of realistic targets [17], in lattice quantum
chromodynamics (QCD) applications [81], in computational acoustics [43]
and in circuit analysis using model reduction techniques [36], to name a few
applications. In some of these problems the coefficient matrix A is large
and sparse, for example if A represents a lattice QCD discretization of the
Dirac operator. On the other hand, boundary element discretizations of
integral equations in computational electromagnetics, medical imaging and
computational acoustic problems lead to large and fully populated matrices.
Some efficient variants of Gaussian elimination have been proposed for
solving blocks of right-hand sides simultaneously, see e.g. [3,21]. However, as
mentioned before, the huge memory requirements of direct methods are often
a bottleneck in large-scale simulations. Krylov subspace methods can be
attractive alternatives for solving linear systems of the form (5.1) on parallel
computers especially if the coefficient matrix A is not explicitly available.
In particular, block variants of Krylov subspace methods [1, 12, 40, 48] can
solve the whole sequence at once using much larger search spaces. They
perform block matrix-vector products maximizing computational efficiency
on modern cache-based computer architectures. In this study, we will refer
to the block GMRES method (BGMRES) [78] described in Chapter 1.
BGMRES computes the minimal residual norm over the block Krylov
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subspace

Km(A,R0) = blockspan
{
R0, AR0, . . . , A

m−1R0

}
. (5.2)

As we explained in the previous chapters, the BGMRES algorithm
can be memory demanding due to the heavy memory requirements
of the block orthogonalization process. The problem is remedied by
restarting periodically the algorithm using the last computed approximation.
However, the restarting procedure can destroy information on the very
small eigenvalues of A and the superlinear convergence may be lost [102].
Preconditioning is often used to improve the spectral properties of the linear
systems (5.1) by transforming it into the equivalent form

MAX = MB, (5.3)

(or AMY = B) where M is a nonsingular matrix close to A−1 in some
sense, cheap to compute and to apply, and is such that the eigenvalues
of the preconditioned matrix MA (or AM for right preconditioning) are
well clustered away from the origin. Consequently, solving Eq. (5.3)
may be significantly faster than solving Eq. (5.1). Indeed, many of the
preconditioners proposed in the literature succeed in clustering most of the
eigenvalues of the preconditioned matrix MA far from the origin. However,
they still often tend to leave a few eigenvalues of MA close to zero. This
may happen especially for indefinite problems when some of the eigenvalues,
in their migration process towards the real axis under the action of a
good preconditioner, may group close to the origin of the complex plane
potentially degrading the convergence.

It is inherently difficulty to combine the augmented subspace approach
presented in Chapter 2 with the initial deflation strategy presented in
Chapter 3, as discussed in [95]. Basically, since the residuals of the linear
systems and the residuals of the Ritz vectors to be recycled at restart are
not in the same subspace, the Arnoldi-like relation cannot be preserved at
restart. Therefore, we follow a different route in this chapter. To accelerate
the convergence of the standard restarted BGMRES method, we develop
a spectrally preconditioned and initially deflated version of the BGMRES
method (shortly referred to as SPID-BGMRES) that gathers spectral
information during the block Arnoldi process to determine an approximation
of an invariant subspace of MA associated with the eigenvalues nearest to
the origin, and uses this information to adapt an existing preconditioner M .
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The spectral preconditioner, the eigenspace approximation and the
recycling procedure are presented in Section 5.2. In Section 5.3, the
spectrally preconditioned BGMRES method is combined with an initial
deflation strategy to monitor the approximate linear dependence of the
block of right-hand sides over the iterates. Numerical experiments show
that the SPID-BGMRES method can solve sequences of multiple right-
hand sides linear systems arising in lattice QCD applications and from
boundary integral equations discretization in electromagnetics scattering
more efficiently than standard BGMRES (Section 5.4). To the best of our
knowledge, our method is the first block Krylov solver that combines initial
deflation with eigenspace recycling.

5.2 Spectral preconditioning

In Ref. [16,18], the authors presented a spectral preconditioner for solving
general linear systems where invariant subspaces associated to the smallest
eigenvalues of MA, precomputed prior to the iterative solution using the
MATLAB function eigs, were deflated from the Krylov subspace resulting
in faster convergence. In this chapter, we pursue a different strategy. We
recover approximate eigenspaces of MA adaptively from the block Arnoldi
process at low computational cost, and we recycle those eigenspaces to
adapt an existing preconditioner M . In this section we present the spectral
preconditioner.

We denote by M the first-level preconditioner that is used to solve the
system given by Eq. (5.1) more efficiently, that is we solve Eq. (5.3) instead
of Eq. (5.1). Let {λ1, . . . , λn} be the set of eigenvalues of MA in any order.
Let the columns of Vk be the basis of a right invariant subspace of MA
of dimension k associated to the eigenvalues {λ1, . . . , λk}, that is MAVk =
VkJk where the eigenvalues of Jk are {λ1, . . . , λk}. Finally, let V ⊥k be an
orthogonal complement of Vk. Then we have

MAV = V

(
Jk E
0 F

)
,

where V = [Vk, V
⊥
k ], the eigenvalues of Jk are {λ1, . . . , λk} and those of F

are {λk+1, . . . , λn}.
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5.2.1 Spectral two-level preconditioning

In the first approach, we update the preconditioner matrix according to

Mslru = M +Mc, (5.4)

where Mc = VkA
−1
c WH is the coarse-grid correction, and W is chosen such

that Ac = WHAVk is nonsingular. Then we have MslruAVk = Vk(Jk + Ik)
and MslruAV

⊥
k = VkE + V ⊥k F + VkP with P ∈ Rk×(n−k). Altogether, we

get

MslruAV = V

(
Jk + Ik ∗

0 F

)
,

where the asterisk denotes a nonzero block whose actual expression is
unimportant here. Thus, we obtain the following result.

Proposition 5. The preconditioner Mslru is such that the preconditioned
matrix MslruA is similar to a matrix whose eigenvalues are{

ηi = λi if i > k,
ηi = 1 + λi if i ≤ k.

Some eigenvalues of the preconditioned matrix MA lie in a neighborhood
of the origin in the complex plane, the coarse-grid correction Mc to the
preconditioner results in shifting some of there eigenvalues to a neighborhood
of one. It should be noted that for unsymmetric linear systems some of
the eigenvectors can be complex. However, since the conjugate of complex
eigenvector is also an eigenvector, the calculations can be performed in real
arithmetic. To that end, we introduce two real vectors, respectively, the real
part and the imaginary part of the conjugate eigenvectors.

5.2.2 Multiplicative spectral two-grid preconditioning

In the spirit of standard multigrid cycles, the first-level preconditioner M
can be used to define a smoother for a weighted stationary iterative method.
Multigrid methods are amongst the fastest techniques for solving certain
classes of partial differential equations on parallel computers. A geometric
two-grid algorithm typically consists of three stages: a pre-smoothing, a
coarse grid correction and a post-smoothing step. In the pre-smoothing
phase, a few iterations are applied on the fine grid to damp the high
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frequencies of the error. These components of the error are in the space
spanned by the vectors associated with the largest eigenvalues of MA.
The smooth components (i.e., the components associated with the smallest
eigenvalues) are represented on a coarser grid by projecting the residual
on the coarse grid where it can be captured by solving the coarse error
equation. The error on the coarse mesh is then interpolated back into the
fine grid for the solution update. Finally, in the post-smoothing phase,
a few additional smoothing iterations are performed to damp some high
frequency components that might have been introduced in the error by the
interpolation process. If the new iterate is not sufficiently accurate, the
two-grid cycle is applied iteratively.

In standard multigrid cycles, the coarse space is not defined explicitly
in terms of the eigencomponents but instead by selecting a space that
can capture those components effectively [33, 49, 100]. Likewise, we can
define the coarse space as the span of the eigenvectors associated with
the smallest eigenvalues of MA, the prolongation operator as P = Vk,
the restriction operator R as R = WH , and finally the coarse matrix
problem by a Petrov–Galerkin formula Ac = RAP . The preconditioning
algorithm takes as input the residual vector r to precondition. After, say
µ1, pre-smoothing steps using the restriction operator R = WH , we project
the residual onto the coarse subspace and we solve the coarse space error
equation where the coefficient matrix is given by Ac = WHAVk. Finally,
we project back the error to the original space using Vk and we smooth
again the new approximation. The preconditioning procedure is presented
in Algorithm 5.1. For the sake of simplicity, we will simply denote this
preconditioner as Mmul or Mmul(A,M).

With the help of a basic result from multigrid theory (see, for
instance [18]), it can be shown that the preconditioning operator Mmul has
the following expression

Mmul = A−1 − (I − ωMA)µ2(I −McA)(I − ωMA)µ1A−1, (5.5)

where, as in Section 5.2.1, Mc = Vk(W
HAVk)

−1WH , MAVk = VkJk and
McAVk = Vk.

By induction on j we get that (I − ωMA)jVk = Vk(I − ωJk)j and (I −
ωMA)jV ⊥k = V ⊥k (I − ωF )j + VkPj , where Pj ∈ Rk×(n−k). We also have
(I−McA)V ⊥k = V ⊥k −VkPc with Pc ∈ Rk×(n−k). Thus, the following relation
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is established

MmulAV = V

(
I ∗
0 I − (I − ωF )µ1+µ2

)
, (5.6)

where again the asterisk denotes a nonzero block whose actual expression is
unimportant here. The result is summarized in the following proposition.

Proposition 6. The preconditioner Mmul is such that the preconditioned
matrix MmulA has eigenvalues{

ηi = 1 if i < k,
ηi = 1− (1− ωλi)µ1+µ2 if i ≥ k.

Consequently, if a preconditioner M clusters most of the eigenvalues close
to one, possibly leaving relatively few outliers near zero, the improvement
Mmul shifts the eigenvalues closest to the origin exactly to one and those
that were grouped close to one get more clustered closer to this point. Note
that this is mainly due to the choice of Vk. Therefore, we can expect a
significant reduction of the number of BGMRES iterations.

Algorithm 5.1 Multiplicative spectral preconditioner. Preconditioning
operation: z = Mmul r.

1: Pre-smoothing: damp the high frequencies of the error
2: e0 = 0
3: for j = 1, µ1 do
4: ej = ej−1 + ωM(r −Aej−1)
5: end for
6: Coarse grid correction
7: eµ1 = eµ1 + VkA

−1
c WH(r −Aeµ1)

8: Post-smoothing: damp again the high frequencies of the error
9: for j = 1, µ2 do

10: eµ1+j = eµ1+j−1 + ωM(r −Aeµ1+j−1)
11: end for
12: z = eµ1+µ2
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5.2.3 Additive spectral two-grid preconditioning

In the additive variant of the two-grid preconditioning cycle, the coarse
grid correction and the smoothing operation are decoupled. The coarse grid
correction computes only the residual components in the space spanned
by the eigenvectors associated with the smallest eigenvalues of MA. The µ
smoothing steps damp all the frequencies. At the end of the smoothing step,
however, the preconditioned residual is filtered so that only the components
in the complementary subspace are retained. These two contributions
are summed together to update the solution. A simple additive two-level
multigrid cycle is illustrated in Algorithm 5.2. Following Ref. [33, 100], we
define the filtering operator by (I−VkWH). This filter is supposed to remove
all the components in the Vk directions since (I − VkWH)Vk = 0.

The preconditioning procedure described in Algorithm 5.2 can be written
in the form z = Madd r, where the preconditioner matrix Madd has the
following expression,

Madd = VkA
−1
c WH + (I − VkWH)(I − (I − ωMA)µ)A−1. (5.7)

Using arguments similar to those used to prove Proposition 6, we can obtain
the following proposition [18].

Proposition 7. The preconditioner Madd is such that the preconditioned
matrix MaddA has eigenvalues{

ηi = 1 if i ≤ k,
ηi = 1− (1− ωλi)µ if i > k.

See Ref. [14,18] for discussions on the optimal choice of the parameter ω.
Both the multiplicative and the additive two-grid spectral preconditioners
can shift a selected set of eigenvalues to one and cluster most of the other
eigenvalues close to one.

Remark. The eigenvectors Vk’s defined in Section 5.2 can be approximated
from the block Arnoldi process at low computational cost as is shown in
Chapter 2. The following result proved in Chapter 2 is used to compute the
so-called harmonic Ritz vectors from the block Arnoldi process.
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Algorithm 5.2 Additive spectral preconditioner. Preconditioning operation:
z = Madd r.

1: Damp all the frequency components of the error
2: e0 = 0
3: for j = 1, µ do
4: ej = ej−1 + ωM(r −Aej−1)
5: end for
6: Filter the high frequency components of the error
7: c1 = (I − VkWH)eµ

8: Low frequency correction
9: c2 = VkA

−1
c WHr

10: Compute the preconditioned residual
11: z = c1 + c2

Lemma 3. Let U = span{Vm}, where Vm is an orthonormal matrix built by
BGMRES at the end of a cycle. The harmonic Ritz pairs (θi, gi) associated
with Vm satisfy the following property

(H̃m)H
(
H̃mgi − θi

[
gi
0p

])
= 0, (5.8)

where Vmgi are the harmonic Ritz vectors associated with the corresponding
harmonic Ritz values θi.

Using Eq. (1.28), the above relation can be rewritten as

((Hm)HHm + EmH
H
m+1,mHm+1,mE

H
m)gi = θi(Hm)Hgi, (5.9)

and consequently the k targeted harmonic Ritz pairs can be computed during
the BGMRES cycle. We denote by Vk = VmGk, with Gk = [g1, . . . , gk] ∈
Cmp×k, the k targeted harmonic Ritz vectors used to construct the spectral
preconditioners, and we take W = Vk in the coarse-grid correction Mc

of both the preconditioners Mslru and Mmul, as well as for the filtering
operator in Madd. Although the computation of the coarse-grid spectral
updates require extra costs for the eigencomputation to update the initial
preconditioner M , these costs can be amortized by the faster convergence
as will be demonstrated in Section 5.4.

For brevity, we refer to the initially deflated variant of the conventional
BGMRES method as BGMRESD.
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5.3 The SPID-BGMRES method

The spectrally preconditioned BGMRES method with eigenspace
recycling presented in the previous section is combined with an initial
deflation strategy to overcome convergence problems due to the approximate
linear dependence of the p right-hand sides. We apply the initial deflation
or explicit reduction strategy that was also used in the development of
the (F)DBGMRES-Sh method, see in Chapter 3. We recall it briefly here
for the sake of completeness. The deflation process performs a block size
reduction based on the SVD of the upper triangular factor arising from the
QR-decomposition of the preconditioned block true residual MR0. That is,

MR0 = QT,

T = SΣV H ,

where Q ∈ Cn×p is a matrix with orthonormal columns, T ∈ Cp×p is an
upper triangular full-rank matrix, S ∈ Cp×p, V ∈ Cp×p are unitary and
Σ ∈ Cp×p is diagonal. We filter the largest pd singular values based on the
following requirement

σl(T ) > εd · tol, l = 1, 2, . . . , pd, (5.10)

where 0 < εd ≤ 1 and tol is the convergence threshold used in the stopping
criterion of the iterative method. By decomposing Σ as

Σ =

[
Σ+ 0
0 Σ−

]
,

with Σ+ ∈ Cpd×pd and Σ− ∈ C(p−pd)×(p−pd), the block true residual can be
written as

MR0 = QS+Σ+V
H

+ +QS−Σ−V
H
− , (5.11)

with S+ ∈ Cp×pd , S− ∈ Cp×(p−pd), V+ ∈ Cp×pd and V− ∈ Cp×(p−pd). Upon
the block residuals deflation, only the linear systems corresponding to the
pd most linearly independent columns of MR0 are solved simultaneously.

The preconditioned block Arnoldi procedure is started with the matrix
V1 = QS+, and determines at step j the block basis Vj+1 ∈ Cn×(j+1)pd and

the block Hessenberg matrix H̃j ∈ C(j+1)pd×jpd such that

MAVj = Vj+1H̃j . (5.12)
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At this stage, the approximate solution to system (5.3) is given by Xm =
X0 + VmYmΣ+V

H
+ , where Ym is the minimizer

argmin
Y

∥∥B −A(X0 + VjY Σ+V
H

+ )
∥∥
F

(5.13)

computed over the space X0 + range(VjY Σ+V
H

+ ). This is similar to the
approach described in Ref. [12]. The main difference between the deflation
strategy implemented in the SPID-BGMRES method and the one proposed
by Calandra et.al. [12] is that here we compute the block true residual norm
to detect the convergence rather than using the block quasi-residual, so that
the stopping criterion is independent of the preconditioner. The complete
pseudocode of the SPID-BGMRES method is presented in Algorithm 5.3,
where the adaptive spectral preconditioners are given in an implicit form.

Algorithm 5.3 The SPID-BGMRES method .

1: for i = 1, . . . ,m do
2: MR = Mi(B −AX0)
3: Perform a inner iteration of the preconditioned BGMRESD method

(see Algorithm 5.4)
4: Compute the k targeted eigenpairs of (θi, gi) (The θi, (i =

1, . . . , k) are the harmonic Ritz vectors) of the matrix HHmHm +
EmH

H
m+1,mHm+1,mE

H
m . Then store the gi into the matrix Gk

5: Compute Vk = VmGk and Ac = (Vk)
HAVk

6: Let M be the spectral two-level preconditioners function
7: Define Mi+1 = M(Mi, Vk, Ac)
8: end for

5.4 Performance analysis

We illustrate the numerical behavior of the SPID-BGMRES method for
solving multiple right-hand sides linear systems (5.1) arising in two different
applications. In our experiments, the harmonic Ritz vectors were recovered
directly from the block Arnoldi process. They were computed using the
MATLAB function eigs that calls ARPACK [63]. The iterative solution
was started from the initial guess 0 ∈ Cn×p and was terminated if

‖Bm(:, s)−AX(:, s)‖2
‖B(:, s)‖2

≤ tol, s = 1, . . . , p,



112 Chapter 5. The SPID-BGMRES method

Algorithm 5.4 The preconditioned initially deflated BGMRESD method .

Input: A ∈ Cn×n, B ∈ Cn×p, initial guesses X0 ∈ Cn×p, a convergence
threshold tol, a deflation threshold εd, the size of the restart m, the
maximum number of iteration itermax, and the first-level preconditioner
M1

Output: X ∈ Cn×p
1: Compute the initial block residuals R0 ∈ Cn×p as R0 = B −AX0

2: for i = 1, . . . , itermax do
3: Compute the reduced QR-decomposition of MR0 = QT with Q ∈

Cn×p and T ∈ Cp×p
4: Compute the SVD of T as T = SΣV H

5: Select pd singular values of T such that σl(T ) > εd tol for all l such
that 1 ≤ l ≤ pd

6: Define V1 ∈ Cn×pd as V1 = QS(:, 1 : pd)

7: Let Bk =

[
Ipd

0kpd×pd

]
, 1 ≤ k ≤ m

8: for j = 1, . . . ,m do
9: Apply preconditioned block Arnoldi process. It generates Vj+1, H̃j

such that: MAVj = Vj+1H̃j with VHj+1Vj+1 = I(j+1)pd

10: Solve the minimization problem Yj = argmin
Y ∈Cjpd×pd

∥∥∥Bj − H̃jY ∥∥∥
F

11: Compute Xj = X0 + VjYjΣ(1 : pd, 1 : pd)V (1 : p, 1 : pd)
H and

Rj = B −AXj

12: if ‖Rj(:, s)‖2/‖B(:, s)‖2 ≤ tol, s = 1, . . . , p, then stop
13: end for
14: Xm = X0 + VmYmΣ(1 : pd, 1 : pd)V (1 : p, 1 : pd)

H

15: Rm = B −AXm

16: Check convergence, and restart if convergence is not achieved, set
R0 = Rm and X0 = Xm

17: Construct the spectral preconditioners M by Algorithm 5.3 and go to
step 3

18: end for
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or if the number of iterations exceeded the value maxiter. Note that this
stopping criterion is independent of the preconditioner used. We explicitly
computed the true unpreconditioned residual at each iteration even though
this quantity might be available as a by-product of the Krylov solver. The
experiments were run under Windows 10 and MATLAB version R2017b, on
a PC with an Inter(R) Core(TM) i5-7200U CPU @2.50 GHz and 8GB of
memory. All timings are expressed in seconds.

5.4.1 Quantum chromodynamics problems

In this section, we illustrate the convergence of the SPID-BGMRES
method for solving a set of quantum chromodynamic matrices available
from the University of Florida Sparse Matrix Library [25]. We chose a
collection of four 49,152 × 49,152 complex matrices, i.e. conf5_4-8x8-05,
conf6_0-8x8-20, conf6_0-8x8-30, conf6_0-8x8-80. They are denoted in
the tables as problems Πi, i = 1, . . . , 4, respectively. Each matrix Πi exists
with a critical value κc with 1

κc
< 1

κ < ∞ such that A = I − κΠi is real-
positive. We set the number of right-hand sides equal to p = 10. The
maximum number of iterations maxiter equals to 5000. The convergence
tolerance tol is equal to 10−6 and the maximum dimension m of the Krylov
search space is set equal to 50. In our runs, the first-level preconditioner M
was an incomplete LU factorization ILU(t) with a dropping strategy based
on threshold, computed in MATLAB using the built-in function ilut and
the value t = 5 · 10−2 for the threshold. The first-level preconditioner is
required to cluster most of the eigenvalues close to one, so that the invariant
subspace associated with the smallest eigenvalues has a relatively small
dimension. Finally, the deflation threshold was set equal to εd = 0.1 in
the numerical experiments.

In Table 5.1, we present the number of iterations (Iters) and the
elapsed times (Cpu) required by the SPID-BGMRES method with the
Mslru preconditioner. Here the dimension of the low-rank update varies
between 1 to 10. Dimension 0 means that M is not updated, so that the
preconditioner reduces to ILU(t) and the SPID-BGMRES method reduces
to the preconditioned BGMRESD method. In our runs, the SPID-BGMRES
method outperformed the preconditioned BGMRESD method in terms of
both Iters and Cpu time. Generally the larger the dimension of the coarse
space used, the faster the convergence although the improvement was not
always monotonic. In Tables 5.2-5.5 we report on the number of iterations



114 Chapter 5. The SPID-BGMRES method

of the SPID-BGMRES method with the Mmul and Madd preconditioners
varying the total number of smoothing steps from 1 to 4. For all the
test examples, increasing the number of smoother iterations improved the
convergence. The general trend was that the larger the size of coarse space,
the fewer iterations were required by the Krylov solver.

Table 5.1: Number of iterations and solution time in seconds for the SPID-
BGMRES method with the Mslru preconditioner varying the
dimension of the low-rank update on the four problems Πi.

Pr. Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

Π1
Iters 1351 1290 1233 1222 1183 1149 1111 1134 1033 1033 1111
Cpu 130.80 129.57 122.71 121.60 119.34 118.67 112.56 113.76 103.30 107.95 122.25

Π2
Iters 741 648 592 560 541 542 531 531 531 521 569
Cpu 74.73 71.43 62.38 57.02 55.07 57.74 54.08 54.36 54.21 53.79 59.03

Π3
Iters 759 694 561 561 601 611 551 572 531 551 541
Cpu 75.40 72.16 64.61 56.86 60.83 61.54 59.68 67.88 57.64 56.39 54.94

Π4
Iters 791 651 596 581 561 561 541 525 511 521 531
Cpu 75.84 63.79 58.25 57.20 58.09 57.36 54.86 52.11 51.06 52.01 53.47

Fig. 5.1 compares the convergence histories of the conventional BGMRES,
of the initially deflated BGMRESD and of the SPID-BGMRES methods on
Example Π1. Different preconditioners were tested with the latter solver.
The vertical axis displays the log10 of the maximum true residual norms,
and the horizontal axis displays the number of iterations. The figure shows
that the deflation strategy can enhance the robustness of the BGMRESD
and the SPID-BGMRES methods significantly when the block residuals
are approximately linearly dependent. They converged when BGMRES
stagnated. The spectral updates incorporated in the SPID-BGMRES
further helped to converge faster. Moreover, the multiplicative and additive
preconditioner convergence curves were similar. The results were obtained
using µ1 = 1, µ2 = 2 in Mmul and µ = 3 in Madd.

In order to further compare the different spectral preconditioning
algorithms available in the SPID-BGMRES solver, we varied the restart
parameter m by setting it equal to 50, 60, 70, 80. Fig. 5.2 shows the
number of iterations versus the number of shifted eigenvalues for solving
Example Π1. The two-grid preconditioners Mmul and Madd exhibited similar
performance at different restart parameters, while they outperformed the
low-rank spectrally updated preconditioner Mslru.
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Table 5.2: Number of iterations and solution time in seconds for the SPID-
BGMRES method with the Mmul and the Madd preconditioners,
varying the number of smoothing steps and the dimension of the
low-rank update on Example Π1.

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 1351 1285 1181 1166 1133 1050 1105 1029 1015 922 978
Cpu 131.99 138.15 131.31 129.21 128.78 122.56 127.49 120.01 116.58 107.85 114.56

µi = 1, 0
Iters 1351 1241 1166 1187 1163 1149 1121 1091 1081 1071 1009
Cpu 128.87 134.26 124.65 132.20 128.21 131.47 125.80 122.39 123.42 121.72 117.40

µi = 2, 0
Iters 1351 659 599 572 609 541 521 501 491 501 480
Cpu 131.02 78.49 71.36 68.17 72.87 67.66 63.25 61.46 60.42 63.31 60.41

µi = 1, 1
Iters 1351 677 616 559 593 494 491 511 471 461 451
Cpu 133.15 83.65 75.87 67.90 71.95 60.60 60.72 64.78 59.53 58.12 59.35

µi = 0, 2
Iters 1351 663 628 633 559 473 500 445 446 441 432
Cpu 128.32 78.93 74.77 76.07 66.86 56.73 61.32 53.71 53.65 53.41 52.22

µi = 2, 1
Iters 1351 455 388 351 372 341 332 321 302 311 301
Cpu 128.61 59.70 50.59 46.54 51.14 44.63 43.92 42.16 40.00 41.49 40.19

µi = 1, 2
Iters 1351 458 401 347 350 331 314 321 321 311 296
Cpu 130.45 59.88 53.11 45.39 46.23 43.20 41.17 42.15 42.12 41.46 39.00

µi = 2, 2
Iters 1351 366 302 311 311 301 311 321 321 301 358
Cpu 129.87 51.97 43.08 44.18 45.09 43.20 44.49 45.81 45.80 43.59 51.98

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 1351 1285 1221 1188 1151 1175 1077 1111 1081 1046 1025
Cpu 139.81 160.69 135.52 134.62 132.21 134.61 125.65 128.66 127.75 128.09 118.52

µ = 2
Iters 1351 657 631 601 551 531 501 472 531 497 500
Cpu 129.13 77.57 74.38 72.24 66.99 63.72 62.94 57.06 64.48 61.11 61.04

µ = 3
Iters 1351 419 371 371 360 353 351 351 351 371 351
Cpu 128.08 53.99 47.82 48.09 49.26 46.40 46.33 46.68 46.70 49.50 46.96

µ = 4
Iters 1351 363 311 340 365 359 421 449 455 455 456
Cpu 128.16 50.96 43.66 49.91 51.65 51.60 60.38 64.03 76.62 76.94 85.75

5.4.2 Boundary Element Matrices

The second set of linear systems arises from the boundary integral
discretization of scattering problems in computational electromagnetics. In
variational form, the problem can be formulated as the follows:

find the surface current ~j such that for all tangential test functions ~jt, we
have∫

Γ

∫
Γ
G(|y − x|)

(
~j(x) ·~jt(y)− 1

k2
divΓ

~j(x) · divΓ
~jt(y)

)
dxdy

=
i

kZ0

∫
Γ

~Einc(x) ·~jt(x)dx. (5.14)
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Table 5.3: Number of iterations and solution time in seconds for the SPID-
BGMRES method with the Mmul and the Madd preconditioners,
varying the number of smoothing steps and the dimension of the
low-rank update on Example Π2.

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 741 659 610 537 531 541 511 511 511 511 496
Cpu 74.38 71.68 68.72 58.51 57.70 59.52 56.47 56.22 56.32 56.52 56.64

µi = 1, 0
Iters 741 651 601 531 532 511 501 501 511 501 491
Cpu 80.12 74.10 64.88 56.83 57.31 55.76 54.61 54.88 55.79 56.72 55.95

µi = 2, 0
Iters 741 335 321 301 298 291 281 281 272 271 271
Cpu 72.80 39.69 38.14 36.16 35.35 35.15 33.68 33.41 32.37 32.36 32.36

µi = 1, 1
Iters 741 337 321 321 292 291 285 274 271 271 263
Cpu 71.89 42.43 38.33 38.39 34.90 34.97 35.04 33.12 32.84 32.92 32.27

µi = 0, 2
Iters 741 331 321 311 292 291 281 281 272 271 271
Cpu 72.53 39.30 39.73 38.38 34.68 34.62 33.36 33.48 32.56 32.54 32.61

µi = 2, 1
Iters 741 221 219 207 202 202 202 201 202 201 201
Cpu 71.69 28.36 28.27 26.90 26.39 26.42 27.61 26.83 26.64 26.65 26.71

µi = 1, 2
Iters 741 221 221 211 203 206 202 202 201 201 201
Cpu 72.47 28.37 28.32 27.19 26.49 26.83 26.48 26.48 26.88 26.48 26.50

µi = 2, 2
Iters 741 172 171 162 162 161 161 163 162 164 171
Cpu 75.31 23.48 23.42 22.30 29.24 22.75 22.28 22.55 22.44 22.75 23.63

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 741 651 610 531 521 560 531 532 521 531 511
Cpu 74.28 71.16 66.58 58.52 57.22 64.22 58.72 60.11 58.66 59.92 58.11

µ = 2
Iters 741 331 321 321 301 301 302 301 311 311 311
Cpu 93.32 48.77 47.78 48.48 46.52 46.07 46.32 45.44 46.90 47.25 47.49

µ = 3
Iters 741 231 221 241 241 246 241 238 241 241 259
Cpu 77.56 29.69 28.36 31.39 31.22 31.73 31.05 30.72 31.10 31.37 34.14

µ = 4
Iters 741 172 171 201 251 251 277 289 229 234 278
Cpu 71.91 23.10 22.97 27.97 37.70 36.19 38.70 40.94 32.62 32.80 39.77

Eq. (5.14) is called the Electric Field Integral Equation (EFIE). We denote

by G(|y−x|) =
eik|y−x|

4π|y − x|
the Green’s function, i is the imaginary unit

√
−1,

Γ is the boundary of the object, ~Einc(x) denotes the incident radiation, k is
the wave number and Z0 =

√
µ0/ε0 the characteristic impedance of vacuum

(ε is the electric permittivity and µ the magnetic permeability). The EFIE
formulation can be applied to arbitrary geometries including those with
cavities, disconnected parts, breaks on the surface; hence its wide popularity
in industry. Upon the Galerkin discretization over a mesh containing n
edges, the surface current ~j is expanded into the set of so-called Rao-Wilton-
Glisson basis functions {~ϕi}1≤i≤n [75]. Then Eq. (5.14) is applied to each
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Table 5.4: Number of iterations and solution time in seconds for the SPID-
BGMRES method with the Mmul and the Madd preconditioners,
varying the number of smoothing steps and the dimension of the
low-rank update on Example Π3.

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 759 672 581 591 569 541 551 541 510 521 519
Cpu 74.99 72.66 62.94 67.38 61.94 59.10 60.72 59.31 56.16 57.65 57.30

µi = 1, 0
Iters 759 649 561 596 609 567 531 531 501 541 531
Cpu 92.42 75.72 63.65 63.94 65.13 60.71 56.94 57.31 54.25 58.44 59.71

µi = 2, 0
Iters 759 351 311 321 301 301 281 271 271 262 263
Cpu 72.46 41.47 36.58 37.70 35.86 36.29 33.82 32.04 31.95 31.19 31.28

µi = 1, 1
Iters 759 351 331 321 301 301 279 272 271 271 271
Cpu 73.94 42.08 38.99 37.99 36.20 36.17 33.65 32.23 32.19 32.67 32.48

µi = 0, 2
Iters 759 351 319 301 292 291 271 271 281 272 274
Cpu 72.54 43.85 37.52 35.87 34.61 34.41 32.08 32.16 33.38 32.34 32.85

µi = 2, 1
Iters 759 221 221 201 201 201 201 201 201 201 200
Cpu 72.94 28.16 28.20 27.44 26.44 26.22 26.17 26.24 26.51 26.48 25.69

µi = 1, 2
Iters 759 221 221 201 201 201 201 201 201 201 200
Cpu 73.74 28.42 28.42 26.21 26.19 26.30 26.30 26.42 26.77 26.40 25.67

µi = 2, 2
Iters 759 162 161 161 153 153 153 161 161 154 153
Cpu 72.55 21.92 21.79 21.95 20.98 21.01 21.00 21.96 22.11 21.24 21.64

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 759 679 571 561 560 575 576 531 565 511 551
Cpu 74.88 73.84 61.63 61.18 63.89 63.08 63.62 59.04 63.29 57.18 62.48

µ = 2
Iters 759 341 312 321 301 311 301 298 301 293 301
Cpu 72.56 39.80 36.75 37.82 36.01 37.61 37.01 37.28 36.36 35.41 36.77

µ = 3
Iters 759 222 211 225 221 224 241 237 232 241 276
Cpu 72.85 28.09 26.92 28.53 28.15 28.77 31.43 30.72 29.86 31.10 36.21

µ = 4
Iters 759 171 171 189 201 258 251 234 250 271 271
Cpu 76.30 23.64 23.23 25.55 28.07 36.11 35.91 32.45 34.93 38.08 38.95

basis function ~ϕi. Finally, we are led to solving the following linear system

∑
1≤`≤n

λ`

[∫
Γ

∫
Γ
G (|y − x|)

(
~ϕ`(x) · ~ϕj(x)− 1

k2
divΓ~ϕ`(x) · divΓ~ϕj(y)

)
dxdy

]
=

i

kZ0

∫
Γ

~Einc(x) · ~ϕj(x)dx, (5.15)

in the unknowns λ` for 1 ≤ ` ≤ n, where each λ` is associated with the
vectorial flux across an edge in the mesh. The set of equations (5.15) can
be recast in matrix form as

Aλ = b, (5.16)
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Table 5.5: Number of iterations and solution time in seconds for the SPID-
BGMRES method with the Mmul and the Madd preconditioners,
varying the number of smoothing steps and the dimension of the
low-rank update on Example Π4.

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 791 667 601 571 550 541 521 521 521 491 501
Cpu 76.95 75.58 65.46 62.71 60.17 59.33 57.09 57.46 58.03 56.21 59.98

µi = 1, 0
Iters 791 699 601 571 561 521 511 502 498 501 512
Cpu 75.78 74.10 64.16 61.53 60.62 58.11 55.16 54.70 54.76 55.25 55.70

µi = 2, 0
Iters 791 321 295 301 292 282 282 286 281 281 281
Cpu 76.13 37.58 34.50 35.86 36.61 33.68 33.71 33.79 33.18 33.17 33.46

µi = 1, 1
Iters 791 311 300 301 293 291 291 291 301 291 281
Cpu 75.68 37.00 35.51 36.06 34.64 34.52 34.99 36.84 36.44 34.85 33.86

µi = 0, 2
Iters 791 311 301 301 301 301 291 281 281 271 271
Cpu 75.62 36.63 35.78 35.90 36.06 36.40 35.17 33.27 33.38 33.04 33.53

µi = 2, 1
Iters 791 221 221 203 211 201 201 201 201 201 201
Cpu 75.56 28.16 28.24 26.23 27.13 26.17 27.72 26.67 26.66 26.36 26.37

µi = 1, 2
Iters 791 213 211 211 211 203 201 211 201 201 201
Cpu 75.88 27.22 26.99 27.10 27.11 26.32 26.19 27.27 26.65 26.26 26.32

µi = 2, 2
Iters 791 162 162 162 162 163 162 162 161 161 161
Cpu 75.66 22.02 22.10 22.15 22.12 22.32 22.27 22.50 22.16 22.61 22.25

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 791 652 611 581 551 532 521 545 521 512 511
Cpu 79.80 85.66 81.05 71.94 66.59 63.58 60.66 66.59 60.09 59.73 58.69

µ = 2
Iters 791 321 301 301 301 291 291 291 284 301 301
Cpu 76.47 37.89 37.04 37.88 36.86 35.32 39.48 37.12 35.16 36.91 37.07

µ = 3
Iters 791 214 211 221 211 221 222 221 232 251 285
Cpu 76.52 27.38 27.06 28.35 27.35 28.49 29.44 30.36 30.35 33.55 37.62

µ = 4
Iters 791 174 171 193 265 201 275 276 296 233 288
Cpu 78.20 23.76 23.74 29.11 38.41 28.43 38.78 38.96 41.82 32.76 41.01

where A = [Aj`] and b = [bj ] have elements

Aj` =

∫
Γ

∫
Γ
G (|y − x|)

(
~ϕ`(x) · ~ϕj(y)− 1

k2
divΓ~ϕ`(x) · divΓ~ϕj(y)

)
dxdy,

bj =
i

kZ0

∫
Γ

~Einc(x) · ~ϕj(y)dx.

The coefficient matrix A is dense, complex and symmetric. The right-hand
side varies with the frequency and the direction of the illuminating wave.

We chose a collection of four boundary element matrices corresponding
to the four geometries illustrated in Fig. 5.3. In our experiments, we used
physical right-hand sides in Eq. (5.16). We took as incident field a plane
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Figure 5.1: Convergence history of the BGMRES, BGMRESD, and SPID-

BGMRES methods with different preconditioners on Example Π1 and

ILU(5 · 10−2). We used µ1 = 1, µ2 = 2 in Mmul and µ = 3 in Madd.

Figure 5.2: Sensitivity to the restart parameter of the BGMRESD method with

different preconditioners on Example Π1 (Left : Mslru,Middle :

Mmul, Right : Madd. Here µ = µ1 + µ2 = 3).

wave of general form in spherical coordinates

~Einc (x, ϕ, pθ, pϕ) = (pθ) ûθe
ikx·ûr(ϕ) + (pϕ) ûϕe

ikx·ûr(ϕ),

where (pθ, pϕ) are two complex numbers and ûr, ûθ, ûϕ are the unitary
vectors

ûr =

 cosϕ cos θ
sinϕ cos θ

sin θ

 , ûθ =

 − cosϕ sin θ
− sinϕ sin θ

cos θ

 , ûϕ =

 − sinϕ cos θ
− cosϕ cos θ

sin θ

 .

Without loss of generality, we took θ = 0 and ϕ variable from 0 to 2π,
leading to the following expression for the incident field
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~Einc(x) = ~Einc(x, ϕ) = ẑeikx·ûr(ϕ) = ẑeik(x1 cosϕ+x2 sinϕ).

Thus we have a system with multiple right-hand sides. As in Section 5.4.1,
we set the number of right-hand sides is equal to p = 10. The maximum
number of iterations maxiter is set equal to 5000, the convergence tolerance
tol to 10−6. The maximum dimension m of the Krylov search space
equals 50, and the deflation threshold is equal to εd = 0.1. The first-level
preconditioner M was a sparse approximation of A−1. Sparse approximate
inverse methods have shown to be robust preconditioners for this problem
class, as they can capture the rapid decay of the Green’s function G very
effectively (see e.g. [15, 17]).

Fig. 5.4 displays the convergence histories of the conventional BGMRES
method, the initially deflated BGMRESD method and the SPID-BGMRES
method for the four selected boundary element problems. Different
preconditioners were tested with the latter solver. The benefits of the initial
deflation strategy are evident. Eigenvector recycling can further help to
reduce the number of iterations. On the Satellite problem, a complete RCS
calculation with 360 right-hand sides took 451 (72s) BGMRESD iterations
without course-grid correction and 202 (36s) iterations using 10 spectral
corrections. By its nature, the spectral update is more effective if the first
level preconditioner M leaves a small cluster of eigenvalues close to zero
in the spectrum of MA. The sparse approximate inverse that we used
did already a good job in grouping most of the eigenvalues close to one
as illustrated in Fig. 5.5. Therefore, in the convergence plots shown in
Fig. 5.4 the improvement due to the coarse-grid correction is not dramatic,
although still favourable. In Fig. 5.6 we propose an experiment where we
used a less accurate first level preconditioner M . The spectrum of MA
depicted in Fig. 5.7 shows a larger cluster of eigenvalues close to zero. On
this example, using only 10 spectral updates enabled us to converge in a
Krylov search space of dimension m = 100, whereas both the BGMRES and
the BGMRESD methods diverged in the same space (see Figure 5.6). By
using 20 spectral updates, the number of iterations halved.

Obviously, the accuracy of the eigenvectors used can affect the robustness
of the SPID-BGMRES method. Some results are reported in Tables 5.6-
5.7. In Table 5.6 the eigenvectors Vk’s are recycled from the block Arnoldi
process as described in Section 5.3, while the results shown in Table 5.7
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(a) Cube (124 MHz, n=1800) (b) Cylinder (112 MHz,
n=1266)

(c) Satellite (57 MHz,
n=1701)

(d) Sphere (223 MHz,
n=2430)

Figure 5.3: Meshes used in the boundary integral discretization problems.
For each geometry, we report in parenthesis the frequency of
the illuminating wave and the dimension of the pertinent linear
system.
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Figure 5.4: Convergence histories of the BGMRES, BGMRESD and SPID-

BGMRES iterative solutions on selected boundary element matrices.

We used µ1 = 2, µ2 = 2 in Mmul and µ = 4 in Madd.
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Figure 5.5: Spectra of the preconditioned matrix MA for the four boundary
element matrices.

Figure 5.6: Convergence histories of iterative solutions on the Satellite problem

using a low-accurate preconditioner M and a coarse-grid correction of

size 10 on the left graph and 20 on the right graph. We used µ1 =

2, µ2 = 2 in Mmul, µ = 4 in Madd and restart = 100.



124 Chapter 5. The SPID-BGMRES method

Figure 5.7: Eigenvalues distribution of the preconditioned matrix MA for the
experiments on the satellite problem illustrated in Fig. 5.6.

are computed in pre-processing by running the eigensolver ARPACK on the
matrix MA. In the latter case the convergence is monotonic with the coarse
space, and both the number of iterations and the solution times are (often)
smaller. Monitoring the quality of the spectral approximation and filtering
the good eigenpairs is an important performance issue of our method that
deserves further attention.

Overall, the numerical experiments show that the proposed spectrally
preconditioned and initially deflated BGMRES algorithms can outperform
the conventional BGMRES method. To the best of our knowledge, our
method is the first block Krylov solver that can combine initial deflation with
eigenspace recycling. We believe that it can be useful for solving problems in
many application areas, such as lattice Quantum Chromodynamics (QCD),
Electromagnetics and Acoustics applications.
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Table 5.6: Number of iterations and solution time in seconds for the SPID-
BGMRES method on the Sphere problem, varying the number of
smoothing steps and the dimension of the low-rank update. The
eigenvectors Vk’s are computed in pre-processing by running the
eigensolver ARPACK on the matrix MA.

Mslru

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

− Iters 194 179 177 155 155 155 155 153 149 149 137
Cpu 6.07 5.60 5.62 5.56 5.06 5.08 4.98 4.98 4.90 4.8 4.33

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 194 179 177 155 155 155 154 151 149 149 137
Cpu 6.79 8.60 8.05 6.32 6.32 6.29 6.23 6.13 5.94 5.95 5.45

µi = 1, 0
Iters 194 179 177 155 155 155 154 151 149 149 137
Cpu 6.18 7.30 7.34 6.74 6.32 6.27 6.40 6.18 6.03 6.26 5.53

µi = 2, 0
Iters 194 109 103 103 101 101 101 101 100 99 96
Cpu 6.13 4.81 4.52 4.56 4.44 4.76 4.41 4.58 4.30 4.30 4.05

µi = 1, 1
Iters 194 109 103 103 101 101 101 101 100 99 96
Cpu 6.08 4.82 4.54 4.56 4.42 4.44 4.71 4.43 4.31 4.26 4.08

µi = 0, 2
Iters 194 109 103 103 101 101 101 101 100 99 96
Cpu 7.52 5.00 4.55 4.53 4.49 4.46 4.42 4.44 4.26 4.29 4.08

µi = 2, 1
Iters 194 101 100 96 95 92 91 91 91 90 87
Cpu 6.15 4.96 4.69 4.48 4.41 4.18 4.21 4.13 4.16 4.12 3.90

µi = 1, 2
Iters 194 101 100 96 95 92 91 91 91 90 87
Cpu 6.06 4.90 4.70 4.48 4.43 4.19 4.17 4.27 4.20 4.13 3.92

µi = 2, 2
Iters 194 94 92 90 89 86 86 86 85 85 82
Cpu 6.07 4.77 4.61 4.49 4.38 4.19 4.34 4.57 4.41 4.18 4.01

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 194 179 177 155 155 155 154 151 149 149 137
Cpu 6.02 6.61 6.22 5.47 5.45 5.39 5.36 5.31 5.29 5.12 4.72

µ = 2
Iters 194 109 103 103 101 101 101 101 100 100 96
Cpu 6.12 4.29 4.06 4.07 3.99 3.98 3.98 4.00 3.93 3.86 3.67

µ = 3
Iters 194 101 101 97 97 96 96 96 94 91 91
Cpu 6.05 4.44 4.44 4.20 4.16 4.09 4.04 4.11 3.94 3.82 3.85

µ = 4
Iters 194 94 95 95 94 93 91 91 91 90 90
Cpu 6.16 4.34 4.60 4.74 4.44 5.39 4.34 4.17 4.20 4.13 4.16
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Table 5.7: Number of iterations and solution time in seconds for the SPID-
BGMRES method on the Sphere problem, varying the number of
smoothing steps and the dimension of the low-rank update. The
eigenvectors Vk’s are recycled from the block Arnoldi process as
described in Section 5.3.

Mslru

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

− Iters 194 181 177 162 163 163 171 162 163 157 159
Cpu 6.33 6.09 5.99 5.57 5.57 5.55 5.84 5.58 5.56 5.41 5.53

Mmul

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µi = 0, 1
Iters 194 183 177 161 161 159 163 163 158 155 153
Cpu 6.38 8.00 7.51 6.89 6.85 6.78 7.03 7.14 6.76 6.66 6.53

µi = 1, 0
Iters 194 181 177 161 161 162 163 163 159 158 155
Cpu 6.10 7.64 7.52 7.10 7.14 7.21 7.27 7.76 7.09 7.13 6.93

µi = 2, 0
Iters 194 107 108 109 111 110 109 109 107 103 103
Cpu 7.53 5.21 5.21 5.33 5.42 5.34 5.28 5.39 5.18 4.92 4.98

µi = 1, 1
Iters 194 107 109 109 109 109 107 109 107 102 101
Cpu 6.36 5.12 5.22 5.22 6.72 5.30 5.27 5.45 5.02 4.78 4.78

µi = 0, 2
Iters 194 107 109 105 112 107 105 111 105 105 101
Cpu 6.44 4.95 5.15 5.08 5.24 5.32 5.04 5.27 4.99 4.98 4.87

µi = 2, 1
Iters 194 100 101 101 101 101 101 101 100 99 97
Cpu 6.30 5.06 5.30 5.32 5.28 5.34 5.35 5.32 5.14 5.05 4.94

µi = 1, 2
Iters 194 101 98 100 101 101 101 101 99 97 96
Cpu 6.39 5.29 4.95 5.13 5.38 5.35 5.36 5.36 5.10 4.97 5.13

µi = 2, 2
Iters 194 93 93 93 93 93 95 94 92 90 90
Cpu 6.43 5.04 5.10 5.08 5.08 5.08 5.20 5.22 5.00 4.80 4.85

Madd

µ Results
Dimension of the coarse space

0 1 2 3 4 5 6 7 8 9 10

µ = 1
Iters 194 181 178 161 161 166 163 163 161 161 163
Cpu 6.40 7.26 6.84 6.34 6.10 6.27 6.11 6.07 6.00 6.02 6.07

µ = 2
Iters 194 107 109 114 112 115 116 118 122 113 110
Cpu 6.18 4.52 4.57 4.76 4.73 4.85 4.93 5.17 5.11 4.78 4.62

µ = 3
Iters 194 101 101 101 101 101 101 103 104 104 101
Cpu 6.14 4.68 4.78 4.77 4.75 4.86 4.81 4.89 4.89 4.95 4.77

µ = 4
Iters 194 95 95 96 96 96 97 101 101 101 101
Cpu 6.14 4.72 4.73 4.77 4.84 4.79 4.86 5.28 5.28 5.40 5.32



6 Concluding remarks

In this thesis, we developed efficient numerical methods for solving
large and sparse systems of linear equations with multiple shifts and
multiple right-hand sides given simultaneously, which frequently arise
in the simulation of real-world scientific and engineering applications.
Conventional sparse direct methods are robust and predictable in terms
of both accuracy and costs. However, direct methods require often too
much memory and their algorithmic complexity is not optimal. This is of
course especially important for large systems. Nowadays the dimension of
these systems routinely exceeds several million unknowns. Therefore we
considered iterative methods in this thesis. We mainly consider Krylov
subspace methods with preconditioning, that are matrix-free. Thus we
circumvent the memory bottlenecks of direct solution methods.

The strategy advocated in this thesis is to use shifted block Krylov
subspace methods to solve sequences of multi-shifted and multiple right-
hand sides linear systems simultaneously. Block variants of Krylov subspace
methods offer noticeable advantages over conventional iterative algorithms,
which are particularly attractive for solving multiple right-hand sides
linear systems. Methods that use blocks can solve the whole sequence
at once using much larger search spaces, and they perform block matrix-
vector products maximizing computational efficiency on modern cache-
based computer architectures. Additionally, shifted block Krylov methods
preserve the shift invariance property of the block Krylov subspace, so
that a unique basis can be used to approximate the solutions of the whole
sequence of shifted block systems simultaneously by performing matrix-free
operations. This approach is computationally more attractive and more
efficient than applying shifted Krylov subspace methods to the solution
of each of the multi-shifted linear systems independently, or block Krylov
subspace methods to the solution of the L linear systems with multiple
right-hand sides in sequence.

More specifically, we developed robust variants of the shifted block
GMRES method. Some of the convergence problems of this method, and
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in particular the loss of its superlinear convergence behaviour, tend to
occur when the algorithm needs to be restarted in order to control the
high memory and computational costs of the block Arnoldi procedure. The
restarting process can destroy information about the very small eigenvalues
of A that is built up during the iterations. Although the distribution
of the eigenvalues is certainly not the only aspect that is important for
the convergence of iterative Krylov solvers for non-hermitian systems, it
is observed that for many problems and applications a tightly clustered
spectrum around a single point away from the origin is generally very
beneficial for fast convergence, whereas widely spread eigenvalues and
especially the presence of clusters close to zero are often disadvantageous.
As Krylov methods build a polynomial expansion of the coefficient matrix
that must be equal to one at zero and has to approximate zero on the set
of eigenvalues, “removing” the smallest eigenvalues can greatly improve the
convergence. In Chapter 2 we introduced a variant of the restarted shifted
block GMRES method augmented with eigenvectors that attempts to restore
the superlinear convergence rate by mitigating the negative effect of small
eigenvalues on the iterations. We called the method “shifted block GMRES
method with deflated restarting”, or shortly BGMRES-DR-Sh.

In Chapter 3 we looked at another practical difficulty with the
implementation of shifted block Krylov subspace methods, that is their
lack of robustness due to the presence of approximately linearly dependent
right-hand sides or block residuals, potentially leading to slow convergence
or to a stagnation of the method. We showed that this problem is
inherited by the shifted block GMRES method as well. In Chapter 3 we
introduced a new deflated Krylov subspace algorithm, shortly referred to
as FDBGMRES-Sh, that can solve the whole sequence of shifted block
linear systems simultaneously. Further, it can detect and cure the possible
approximate linear dependence of the block residuals, and it allows to
use variable preconditioning, which can be a particularly useful feature
in some applications. Numerical experiments on several matrix problems,
including realistic PageRank calculations, showed the significant robustness
of the FDBGMRES-Sh method for solving general sparse multi-shifted and
multiple right-hand sides linear systems.

The favourable numerical results obtained with the augmented subspace
approach considered in Chapter 2 motivated us to try to combine it with
a deflation strategy similar to the one used in Chapter 3, to improve the
robustness of the method. In the BGMRES-DR-Sh method, however, after
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discarding the linearly dependent columns in the initial block residual, the
residuals of the linear systems and the residuals of the harmonic Ritz vectors
to be recycled at restart are not in the same subspace, and consequently
the Arnoldi-like relation cannot be preserved at restart. Thus we follow a
different route, to deal with the cases where a linear combination of the
systems has converged or some of the right-hand sides converge much faster
than others. To that end, we monitored the approximate rank-deficiency
of the matrix (R1

0, (A − σ1I)R1
0, . . . , (A − σ1I)m−1R1

0) in Chapter 4. In
the literature on block Krylov subspace methods this is referred to as
inexact or partial breakdown. We introduced a new shifted, augmented
and deflated block GMRES method, shortly referred to as SAD-BGMRES,
that can solve the whole sequence of linear systems simultaneously. It
detects effectively inexact breakdowns in the inner block Arnoldi procedure
for improved robustness, and it recycles spectral information at restart to
achieve faster convergence. Numerical experiments have shown the potential
of the SAD-BGMRES method to solve general multi-shifted and multiple
right-hand sides linear systems in quantum chromodynamics as well as in
other applications. The SAD-BGMRES method is fast and efficient, also
compared to other shifted block iterative solvers.

In Chapter 5 we turned to the simultaneous solution of multiple right-
hand sides unshifted linear systems by block Krylov methods, which is
required in many large-scale scientific and engineering applications modelled
by either partial differential or boundary integral equations. While some
of the analysis presented in Chapters 2-4 for shifted linear systems can
straightforwardly be applied to unshifted systems, it remains inherently
difficulty to combine in the same block Krylov subspace formulation the
augmented subspace approach presented in Chapter 2 with the initial
deflation strategy presented in Chapter 3. To overcome this problem, we
presented in Chapter 5 a spectrally preconditioned block GMRES algorithm
equipped with an eigenvalue recycling strategy that exploits approximate
invariant subspaces computed over the iterations to adapt an existing
preconditioner, with the aim to mitigate the negative effects of small
eigenvalues on the convergence. The iterative solver was combined with an
initial deflation technique similar to the one considered in Chapter 3 to deal
with the approximate linear dependence of the block of right-hand sides. The
new spectrally preconditioned and initially deflated block GMRES method
(shortly referred to as SPID-BGMRES) was tested on the solution of two
sets of linear systems arising from the discretization of the Dirac equation
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and of boundary integral equations in electromagnetics scattering, showing
an overall significant performance improvement compared to the standard
block GMRES method.

6.1 Comparison of methods

Below we summarize the main characteristics and properties of the
algorithms proposed in this thesis:

1. BGMRES-DR-Sh method (Chapter 2)

• It is applicable to solve sequence of linear systems with multiple
shifts and multiple right-hand sides.

• The coefficient matrix can be general non-hermitian.

• It can solve the whole sequence of multi-shifted and multiple
right-hand sides linear systems simultaneously.

• It has the ability to deflate the smallest eigenvalues near zero at
each restart.

2. FDBGMRES-Sh method (Chapter 3)

• It is applicable to solve sequence of linear systems with multiple
shifts and multiple right-hand sides.

• The coefficient matrix can be general non-hermitian.

• It can solve the whole sequence of multi-shifted and multiple
right-hand sides linear systems simultaneously.

• It has the ability to detect the approximate linear dependence of
the block right-hand sides or of the block residuals at restart.

• It allows to use a different preconditioner at each iterate.

3. SAD-BGMRES method (Chapter 4)

• It is applicable to solve sequence of linear systems with multiple
shifts and multiple right-hand sides.

• The coefficient matrix can be general non-hermitian.
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• It can solve the whole sequence of multi-shifted and multiple
right-hand sides linear systems simultaneously.

• It has the ability to deflate the smallest eigenvalues near zero at
each restart.

• It can handle numerical problems due to the occurrence of inexact
breakdowns in the block Arnoldi procedure.

4. SPID-BGMRES method (Chapter 5)

• It is applicable to solve sequence of linear systems with multiple
right-hand sides.

• The coefficient matrix can be general non-hermitian.

• It can solve the whole sequence of multiple right-hand sides linear
systems simultaneously.

• It has the ability to deflate the smallest eigenvalues near zero at
each restart.

• It has the ability to detect the approximate linear dependence of
the block right-hand sides or of the block residuals at restart.

The most expensive computational kernel in the implementation of Krylov
subspace methods is the matrix-vector product operation. In Table 6.1, we
summarize the overall computational cost of one cycle of the BGMRES-Sh,
BGMRES-DR-Sh, DBGMRES-Sh and SAD-BGMRES methods for solving
a sequence of L shifted linear systems, each with p right-hand sides, using an
m-dimensional Krylov subspace. In Table 6.1, we denote by opA the number
of arithmetic operations necessary to perform one matrix-vector product.
We assume that k harmonic Ritz vectors were used in the BGMRES-DR-
Sh and in the SAD-BGMRES methods, and we denote by pj ≤ p the
actual size of the new Krylov basis block Vj computed at iteration j in
the DBGMRES-Sh and SAD-BGMRES methods. We note that the SAD-
BGMRES method demands less MV Ps than the BGMRES-Sh, BGMRES-
DR-Sh and DBGMRES-Sh methods.

In Table 6.3, we compare the numerical performance of the various
methods proposed in this thesis. For reference, we also have included
the standard shifted block GMRES (BGMRES-Sh) method introduced in
Ref. [103]. The suite of selected linear systems is listed in Table 6.2.
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The systems are extracted from the University of Florida Sparse Matrix
Collection [25]. We did not consider the SPID-BGMRES method here as it
is not applicable to the solution of shifted systems. The four methods were
compared in terms of total number of matrix-vector products (Mvps) and
CPU elapsed solution time expressed in seconds (Cpu). In our experiments,
we set the shifts σi = [−0.0001,−0.001,−0.01,−0.1,−1], the maximum
dimension of the search space equal to m = 90 and the convergence tolerance
and the maximum number of iterations in the stopping criterion equal to
tol = 10−6 and maxiter = 10000, respectively. We set three different
right-hand sides matrices B1, B2 and B3. The columns of B1 ∈ Cn×6

and B2 ∈ Cn×10 are linearly independent, randomly generated with normal
distribution by the built-in MATLAB function randn, while three columns
of B3 are linearly dependent. Finally, we deflated k = 10 harmonic Ritz
vectors.

In all our runs using p = 6 and p = 10 right-hand sides, the SAD-
BGMRES method outperformed the other methods in terms of both Mvps
and Cpu time, converging to the targeted accuracy also on problems where
the BGMRES-Sh method failed to converge. In Table 6.3 we use the
symbol “-” to indicate that no convergence was achieved. The DBGMRES-
Sh method performed very well on problems where the right-hand sides
were linearly dependent, whereas other methods failed to converge. This
phenomenon could be explained by the fact that the DBGMRES-Sh method
detects approximate linear dependencies in the right-hand sides matrix
B before running the block Arnoldi process whereas the SAD-BGMRES
method detects the linearly dependent columns during the block Arnoldi
process. However, the DGMRES-Sh method still failed to converge in some
cases. This is likely due to delete approximate linear dependencies may lead
to a loss of information that slows down the convergence. The deflation
technique incorporated in the SAD-BGMRES method can also be applied
at the beginning of each cycle, similar to the strategy proposed in Ref. [11].
Different deflation approaches appear to exhibit different performances.
Additionally, the effects of the block size reduction on the communication
costs are to be considered in detail for efficient parallel computations. In
principle, block operations have the benefits of lower communication costs,
but this needs to be thoroughly addressed in a parallel setting. Identifying
the best deflation strategy is still an open question and will be a topic of
interest for a future study.

Although shifted block Krylov methods can solve the memory bottlenecks
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of direct methods, clearly they can suffer from slow convergence or
could even fail to converge in some cases. If this happens, the use of
preconditioning techniques is necessary to improve the spectral properties of
the system. The difficulty of preconditioning shifted linear systems is that
the shift-invariant property of the Krylov subspace may not be preserved
under transformation. In this thesis we used successfully shift-and-invert
methods. However, the design of robust preconditioning methods that
maintain the shift-invariance property of the Krylov subspace still remains
an open research issue, that will be considered in the future.
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Table 6.1: Computational cost of a generic cycle of the BGMRES-Sh,
BGMRES-DR-Sh, DBGMRES-Sh and SAD-BGMRES methods.

Operations BGMRES-Sh BGMRES-DR-Sh DBGMRES-Sh SAD-BGMRES

MV Ps m · p · opA (m− k) · p · opA m · pj · opA (m− k) · pj · opA

Table 6.2: Set and characteristics of the test matrix problems used in our

experiments.

Matrix problems Size Nonzeros Problem kind
poisson3Da 13,514 352,762 computational fluid dynamics problem
poisson3Db 85,623 2,374,949 computational fluid dynamics problem
sherman4 1,104 3,786 computational fluid dynamics problem

light in tissue 29,282 406,084 electromagnetics problem

Table 6.3: Number of Mvps and Cpu for BGMRES-Sh, BGMRES-DR-Sh,
DBGMRES-Sh and SAD-BGMRES methods for solving general
test problems.

Matrix Methods
p = 6 p = 10 p = 6(3 + 3)

Mvps Cpu Mvps Cpu Mvps Cpu

Possion3Da

BGMRES-Sh 1615 6.587 3821 15.813 - -
BGMRES-DR-Sh 540 2.601 1081 5.309 - -
DBGMRES-Sh - - - - 433 3.882
SAD-BGMRES 489 1.621 829 2.483 - -

Possion3Db

BGMRES-Sh 3001 50.656 7177 125.138 - -
BGMRES-DR-Sh 1241 25.328 3130 67.096 - -
DBGMRES-Sh 1783 74.736 2994 154.923 877 32.356
SAD-BGMRES 1067 21.523 2026 39.609 - -

Sherman4

BGMRES-Sh - - - - - -
BGMRES-DR-Sh 424 0.678 784 1.445 - -
DBGMRES-Sh - - - - 364 0.841
SAD-BGMRES 370 1.508 613 0.327 - -

light in tissue

BGMRES-Sh - - - - - -
BGMRES-DR-Sh 2252 38.883 6391 117.261 - -
DBGMRES-Sh 3739 137.212 6511 318.149 1928 56.171
SAD-BGMRES 1789 21.375 3908 47.069 - -
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Summary

This thesis concerns with the development of efficient Krylov subspace
methods for solving sequences of large and sparse linear systems with
multiple shifts and multiple right-hand sides given simultaneously. The need
to solve this mathematical problem efficiently arises frequently in large-scale
scientific and engineering applications. We introduce new robust variants
of the shifted block Generalized Minimum Residual Method (GMRES) that
can preserve the shift-invariance property of the block Krylov subspace for
this problem class.

In Chapter 1 we present the background about Krylov subspace methods
and multi-shifted linear systems with multiple right-hand sides, we discuss
the strengths and problems of this popular class of methods, and state the
main objectives of the thesis. As the convergence of Krylov methods depends
to a large extent on the eigenvalue distribution of the linear system, it is
observed that in many cases “removing” the smallest eigenvalues can greatly
accelerate the iterative solution. In Chapter 2, we develop a new variant of
the restarted shifted block GMRES method augmented with eigenvectors
that has the ability to mitigate the negative effects of small eigenvalues on
the iterations, resulting in faster convergence.

Another difficulty with the implementation and use of shifted block Krylov
subspace methods for solving sequences of linear systems with multiple shifts
and multiple right-hand sides is their lack of robustness due to the presence
of approximately linearly dependent right-hand sides vectors. In Chapter 3,
we introduce a new deflated variant of the shifted block GMRES method,
based on an initial deflation strategy, that can detect near rank deficiency of
the block residuals while solving the whole sequence of multi-shifted linear
systems simultaneously. Further, we present a preconditioned variant of the
new Krylov solver that maintains the block shift-invariance property.

In Chapter 4, we exploit the inexact breakdown strategy to develop
a new shifted, augmented and deflated block GMRES method that can
handle effectively numerical instabilities due to the occurrence of inexact
breakdowns in the block Arnoldi procedure by detecting the approximately
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linearly dependent directions of the Krylov basis, and additionally it recycles
spectral information at restart to achieve faster convergence.

In Chapter 5, we consider the problem of solving simultaneously sequences
of unshifted linear systems with multiple right-hand sides, a problem that
often occurs in the numerical solution of partial differential and boundary
integral equations. We present a new class of block iterative Krylov
solvers that exploit approximate invariant subspaces recycled over the
iterations to adapt an existing preconditioner and have the ability to handle
the approximate linear dependence of the block of right-hand sides quite
effectively. Our numerical experiments show that the new family of methods
can outperform conventional block Krylov algorithms for solving general
linear systems arising from the discretization of the Dirac equation and
boundary integral equations in electromagnetics scattering.

In Chapter 6 we summarize the main characteristics of the algorithms
proposed in the thesis, and compare their numerical performance for solving
sequences of multi-shifted linear systems with multiple right-hand sides
arising in computational fluid dynamics and electromagnetics applications.
Finally, we draw some plans for future research.



Samenvatting

Numerieke simulaties worden gebruikt om processen te bestuderen,
begrijpen, voorspellen en worden ook toegepast bij technische ontwerpen.
Om deze simulaties uit te voeren, worden vaak stelsels van lineaire
vergelijkingen opgelost. In dit proefschrift beschouwen we grote, ijle
stelsels lineaire vergelijkingen met meerdere rechterleden en/of met meerdere
coefficienten-matrices die op een veelvoud van de identiteitsmatrix na gelijk
zijn, d.w.z. de diagonalen zijn verschoven. (in vakjargon noemen we dit
multiple shifts). We ontwikkelen efficiënte Krylov-subruimtemethoden voor
het oplossen van deze stelsels lineaire vergelijkingen.

In hoofdstuk 1 worden Krylov-subruimtemethoden geintroduceerd. We
bespreken de sterke en zwakke punten van deze populaire klasse van
iteratieve methoden, waarbij we ons richten op lineaire systemen met
meerdere rechterleden en multiple shifts. We beschrijven de belangrijkste
doelstellingen van het proefschrift.

De convergentie van Krylov-subruimtemethoden is in het algemeen sterk
afhankelijk van de eigenwaarde-verdeling van de coefficientenmatrix. Een
kleine eigenwaarde kan de iteratieve oplossing enorm vertragen. Omdat we
multiple shifts toestaan, verschuiven de eigenwaarden, en kunnen er kleine
eigenwaarden optreden. De Gegeneraliseerde Minimaal Residu (GMRES)
methode is een bekend voorbeeld van een Krylov-subruimtemethode die last
heeft van kleine eigenwaarden. In hoofdstuk 2 ontwikkelen we een nieuwe
variant van de (herstartte blok) GMRES-methode waarbij eigenvectoren
worden toegevoegd aan de oplossingsruimte om de negatieve effecten van
de bijbehorende kleine eigenwaarden op de convergentie te verminderen.
Dit resulteert in een snellere convergentie.

Een ander probleem dat kan optreden is dat de rechterleden bij benadering
lineair afhankelijk zijn. In dat geval convergeren Krylov-subruimte-
methoden voor het simultaan oplossen van stelsels vergelijkingen met
meerdere rechterleden veel langzamer dan gewoonlijk, of soms zelfs helemaal
niet. In hoofdstuk 3 introduceren we een nieuwe variant van de blok
GMRES-methode, gebaseerd op een initiële deflatiestrategie, die een bijna
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afhankelijkheid van blokresiduen kan detecteren, en dat probleem omzeilt.
Verder presenteren we een gepreconditioneerde variant van de nieuwe blok
GMRES-methode die eigenschappen van de shift behoudt.

De blok GMRES-methode maakt gebruik van een Arnoldi iteratie. In
hoofdstuk 4 passen we een inexacte breakdown strategie toe om effectiever
om te gaan met een mogelijke numerieke instabiliteit ten gevolge van
een breakdown in de blok Arnoldi-procedure. Het verbeterde algoritme
detecteert bijna lineair afhankelijke richtingen in de Krylov basis, en
hergebruikt spectrale informatie bij het herstarten van de iteratie om sneller
te convergeren.

In hoofdstuk 5 passen we onze nieuwe blok-iteratieve Krylov-methode toe
op niet-verschoven stelsel lineaire vergelijkingen met meerdere rechterleden.
Hierbij hergebruiken we invariante deelruimtes en gebruiken een aangepaste
preconditioner. Onze numerieke experimenten laten zien dat de nieuwe
familie van methoden de conventionele Krylov-methoden kan overtreffen. De
nieuwe methode is succesvol getest voor het oplossen van lineaire systemen
die voortkomen uit een discretisatie van een partiële differentiaalvergelijking
(de Dirac-vergelijking) en een randintegraal-vergelijking (elektromagnetische
verstrooiing).

In hoofdstuk 6 vatten we de belangrijkste karakteristieken van de
voorgestelde methoden samen en vergelijken we de numerieke prestaties voor
het oplossen van meervoudig verschoven lineaire systemen met meerdere
rechterleden die optreden in numerieke simulaties van vloeistofstromingen
en in elektromagnetische toepassingen. Tot slot schetsen we enkele plannen
voor toekomstig onderzoek.
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