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Chapter 1

Introduction

Decision-making pervades everyday life. Our daily decisions range from complex,
life-changing choices such as which study programme to follow at university, to
subtle decisions about the meaning of sensory information, for example when
trying to understand which platform our train will depart from. Many of these
decisions have two features in common. Firstly, they entail uncertainty. Job
markets can be volatile and expertise that is sought after now might not be needed
anymore in five years time; train stations are notoriously noisy and the loudspeaker
always seems to be too far away to be clearly understandable. Secondly, many
decisions entail a degree of impatience. Choosing a study programme can be
difficult but missing the enrolment deadline is costly. So instead of missing the
deadline while trying to find the perfect programme, at some point one might
simply have to go with a programme that is sufficiently interesting. Similarly,
standing around trying to understand the announcement might mean missing
one’s train, so at some point a better strategy might be to simply walk to the
platform the train usually departs from. Whilst the first of these two factors,
uncertainty, has long been acknowledged as an important force shaping human
decision-making, the second factor, impatience, seems to have been largely ignored.
However, a number of recent publications in neuroscience have suggested that
impatience might be a major force that shapes human decision-making at the most
fundamental level, namely when interpreting sensory information. In the present
work, I will investigate this exciting suggestion theoretically and empirically. In
the process, I will develop a number of methodological tools that will not only
support this particular line of research but will hopefully also help research efforts
in other areas of cognitive science.

Decision-making under uncertainty is traditionally an area of great interest in
psychology and efforts to develop testable, quantitative theories span several dec-
ades (e.g. Bogacz, Brown, Moehlis, Holmes & Cohen, 2006; Busemeyer & Town-
send, 1993; Edwards, 1954; Festinger, 1943; Gigerenzer & Todd, 1999; Kahneman
& Tversky, 1979; Laming, 1968; Ratcliff, 1978; Smith, 1995; Tanner & Swets,
1954). Research into human decision-making has largely been carried out along
one of two traditions. Economic decision-making, on the one hand, is concerned
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1. Introduction

with the question how the reinforcement history (i.e., rewards and punishments)
shapes human decision-making. Perceptual decision-making, on the other hand,
is concerned with the question how decision-makers choose between alternative
interpretations of sensory information. It might seem intuitive that both factors,
perceptual mechanisms as well as economic pressures, play a role in most real de-
cisions. However, perceptual and economic decision-making have for many years
enjoyed a surprising degree of separation, with each research tradition developing
its own experimental paradigms and quantitative theories (Summerfield & Tsetsos,
2012).

Consider, for example, the random dot motion task, a typical experimental
paradigm in the tradition of perceptual decision-making (Britten, Shadlen, New-
some & Movshon, 1992). In this task participants are shown a cloud of pseudo-
randomly moving dots on a computer screen. A certain proportion of these dots
moves coherently in one direction whilst the remaining dots are randomly dis-
placed from moment to moment, which creates the impression that the cloud is
drifting in one direction. The direction of this drift is typically restricted to be
either to the left or to the right and participants’ task is to press one of two re-
sponse buttons to indicate as quickly as possible in which direction the cloud is
drifting.

'right'

'left'

Time

Starting
Point

Drift R
ate

Upper Boundary

Lower Boundary

Decision Time Distribution
for Correct Decisions

A

Decision Time Distribution
for Incorrect Decisions

'right'

'left'

Collapsing
Bounds

Shifted Decision
Time Distribution

B

Short Tail

Figure 1.1: Sequential Sampling Model. Panel A shows the basic components of sequen-
tial sampling model with a continuous time and evidence scale. Panel B illustrates the
effect of collapsing bounds on the predicted decision time distribution (in blue).

A prominent class of mathematical models in perceptual decision-making are
sequential sampling models (Vickers, 1979). These models come in various forms
but share a few core components that are illustrated in panel A of Figure 1.1.
Sequential sampling models assume that decision makers arrive at a decision by
integrating noisy information over time until the accumulated information exceeds
one of two decision bounds. In the case of the random dot motion task, the parti-
cipant has two response options, one for a ‘leftward’ drift and one for a ‘rightward’
drift. Each of these response options is associated with a decision bound. In the
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figure, the upper black line represents the bound for a ‘leftward’ decision and the
lower black line represents the bound for a ‘rightward’ decision. The jagged black
line represents the integration of information as the participant observes the cloud
stimulus. At any given time a few dots move coherently in one direction. However,
because the remaining dots move randomly, the participant will sometimes per-
ceive the movement to be more coherent and sometimes less coherent, and might
at times even perceive a movement in the opposite direction. This leads to the
up-and-down movement of the black line. The black dot labelled ‘starting point’
indicates the starting point of the integration process. This point is typically loc-
ated at the midpoint between the two boundaries. A starting point that lies above
the midpoint results in a bias towards the ‘leftward’ decision because the decision
maker would need to integrate less information to reach the upper boundary than
to reach the lower boundary. The black arrow labelled ‘drift rate’ indicates the
average rate at which the black line climbs towards the upper boundary. The
point at which the jagged black line touches the upper decision bound is the time
when the participant decides that the cloud is drifting to the left. If this decision
process is repeated several times, the black line will hit the upper boundary at
different times, because the integrated information is noisy. This gives rise to the
distribution of decision times shown on top of the upper boundary. Moreover, on
some trials the integrated information might hit the lower boundary first, as illus-
trated by the jagged grey line, which leads the participant to incorrectly conclude
that the cloud is drifting to the right. The resulting distribution of decision times
for incorrect decisions is shown below the lower boundary.

One interesting aspect of the sequential sampling model just described is that
it assumes constant decision boundaries. This assumption, which is shared by
most standard models (e.g., Laming, 1968; Ratcliff, 1978; Ratcliff & Smith, 2004;
Smith & Vickers, 1988), implies that decision makers should continue accumulating
information until a decision boundary is hit, irrespective of how much time they
have already spent on the decision. This results in the long right tail of the decision
time distributions in panel A of Figure 1.1. However, it seems intuitively clear
that in any realistic context decision makers will not be willing or able to devote
vast resources to a single decision; participants in experimental studies typically
leave the laboratory after one or two hours.

Recently, this criticism has been expressed more formally in terms of the eco-
nomic argument of reward rate optimality. Assuming that decision makers are
motivated to maximise their reward rate, that is, the average number of rewards
per unit time, researchers have argued that decision makers should become increas-
ingly impatient as they spend more time on a decision (Shadlen & Kiani, 2013;
Cisek, Puskas & El-Murr, 2009; Thura, Beauregard-Racine, Fradet & Cisek, 2012;
Hanks, Mazurek, Kiani, Hopp & Shadlen, 2011). This growing impatience should
lead decision makers to forego overly long decision times by picking whichever op-
tion is currently favoured by the accumulated information. One way to implement
impatience in sequential sampling models is by lowering the decision boundaries
over time, which is illustrated in panel B of Figure 1.1. The blue collapsing bound-
aries intersect the jagged black and grey lines earlier than either of them reaches
the constant black decision boundaries, thus short-cutting the decision process.
This results in a shift of the blue decision time distribution and markedly reduces
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1. Introduction

the right tail compared to the grey decision time distribution predicted by the
standard model with constant boundaries.

Despite the intuitive appeal of the impatience hypothesis, there are several the-
oretical, empirical, and methodological aspects that remain unaddressed. Firstly,
for the last 40 years sequential sampling models with constant decision boundar-
ies have successfully accounted for behavioural and neurophysiological data from
a wide range of experimental paradigms (e.g., Ratcliff & McKoon, 2008; Smith,
Ratcliff & Wolfgang, 2004; Forstmann, Ratcliff & Wagenmakers, 2016). If im-
patience is a ubiquitous influence on human decision-making, the question arises
why earlier studies did not report systematic discrepancies between models and
data. I argue here that in most decision environments constant decision boundar-
ies yield near-maximal reward rates. Therefore, empirical tests of the impatience
hypothesis need to be based on thorough quantitative analyses to identify the
stochastic and economic structure of the decision environment that ought to res-
ult in a detectable degree of impatience.

Secondly, testing the impatience hypothesis requires assessing the shape of
human decision maker’s decision boundaries. Although these boundaries are not
directly observable, different experimental methods can be employed to obtain
proxy measurements of the decision boundaries. In particular, I advocate the
use of expanded judgment tasks (Irwin, Smith & Mayfield, 1956; Vickers, Smith,
Burt & Brown, 1985), which allow researchers to record the stimulus information
presented to decision makers and thus infer the amount of information decision
makers have observed at the time of decision commitment. Moreover, I argue that
recordings of the Contingent Negative Variation (Walter, 1964), an EEG potential,
can be used as a physiological marker of the decision boundaries.

Finally, quantitatively testing competing sequential sampling models requires
fitting the models to behavioural data and comparing their fit. As I discuss here,
hierarchical Bayesian methods are currently the best available tools for both tasks.
In fitting models to data, hierarchical Bayesian methods allow parameter estimates
for individual participants and parameter estimates for the group of participants
as a whole to mutually inform each other. This optimal use of all available inform-
ation results in the smallest estimation error for individual participants (Efron &
Morris, 1977). In comparing the relative fit of competing models, the Bayesian
standard approach – the Bayes factor – not only allows researchers to select the
best-fitting model but also to quantify the relative support the data lend to each
model.

In the remainder of this section I will give an overview of the problems that
will be addressed in each chapter of this thesis.

1.1 Chapter Outline

Chapters 2 to 4 focus on a theoretical and experimental assessment of the impa-
tience hypothesis. Chapter 2 provides a review of the literature on the impatience
hypothesis. The first part of the chapter summarises the theoretical underpinnings
of the impatience hypothesis and gives an overview of the different implementa-
tions of impatience in computational models of decision-making. The second part
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1.1. Chapter Outline

of the chapter discusses the empirical support for the impatience hypothesis from
behavioural and neurophysiological studies. According to some accounts, the em-
pirical support for the impatience hypothesis is so overwhelming that collapsing
decision boundaries should replace the current default assumption of constant
decision boundaries (e.g., Shadlen & Kiani, 2013). However, our review of the ex-
isting literature reveals a number of methodological shortcomings in studies sup-
porting the impatience hypothesis. Moreover, systematic discrepancies between
studies with monkeys, which are often cited in support of the impatience hypo-
thesis, and traditional studies with human participants impede generalisations
across species. Based on our review, we suggest that a combination of rigorous
quantitative model comparisons, suitable experimental tasks and EEG recordings
are needed to obtain more decisive evidence in the debate.

Chapter 3 explores the quantitative predictions of the impatience hypothesis
and presents an experimental test of these predictions. An often-made assertion
in the debate about the impatience hypothesis is that, in order to maximise re-
ward rates in dynamic environments, decision makers need to rely on decision
boundaries that change over the course of the decision process (Cisek et al., 2009;
Shadlen & Kiani, 2013; Thura et al., 2012). However, in light of the consider-
able success of sequential sampling models with constant decision boundaries, the
question arises whether and under what circumstances dynamic decision bound-
aries yield substantially higher reward rates than constant boundaries. To address
this question, we use dynamic programming and simulation methods to quantify
the reward rates obtained by constant and dynamic decision boundaries in differ-
ent decision environments. Our results suggest that, in most situations, constant
boundaries yield near-maximal reward rates. Based on these results we conducted
an experiment in which we tested whether decision makers adjust their decision
boundaries to maximise reward rates. We exposed decision makers to different
decision environments that should reliably induce different shapes of the optimal
decision boundaries. This experiment yielded mixed results. Whilst participants
were sensitive to the environmental dynamics, there were large individual differ-
ences in the degree to which participants’ decision boundaries approximated the
reward rate optimal boundaries. In complex dynamic environments in particular,
participants deviated considerably from reward rate optimality, even after extens-
ive practice. These results draw further doubt on claims that human decision
makers rely on a dynamic decision criterion by default.

Chapter 4 presents a neurophysiological method for measuring the setting of
decision makers’ boundaries before the onset of the decision process. A complic-
ation in experimental tests of the impatience hypothesis is that decision makers’
decision boundaries are generally not directly observable. However, neurophysiolo-
gical recordings can provide a measure of the activity of brain areas that are re-
sponsible for setting decision makers’ boundaries before the onset of a decision
task. A current theoretical framework from cognitive neuroscience suggests that
the basal ganglia control the trade-off between fast and accurate decision-making,
that is, the setting of the decision boundaries, by modulating the excitability of
cortical areas (Forstmann et al., 2008, 2010). We propose that the Contingent
Negative Variation (CNV; Walter, 1964), a slow cortical EEG potential, reflects
fluctuations in cortical excitability, and thus the setting of the decision bound-
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1. Introduction

ary. We tested this hypothesis in an EEG experiment in which we instructed
participants to either respond quickly or accurately. Our results show that trial-
by-trial fluctuations in participants decision boundary correlate with single-trial
CNV amplitude under conditions of speed but not accuracy stress. This leads us
to conclude that the CNV might serve as a measure of short-term adjustments of
the decision boundaries.

Chapters 5 to 7 discuss statistical and methodological problems related to
the assessment of the impatience hypothesis that are also of interest in cognit-
ive modelling in general. In Chapter 5 we develop a Bayesian regression frame-
work for relating the parameters of cognitive models to covariates. Testing the
impatience hypothesis often requires relating covariates that are thought to re-
flect participants’ decision boundary to the boundary parameters in sequential
sampling models. Similarly, testing other types of cognitive models often involves
the evaluation of hypotheses about relationships between covariates and model
parameters. However, many models do not come equipped with the statistical
framework needed to relate model parameters to covariates. Instead, research-
ers often revert to classifying participants into groups depending on their values
on the covariates, and subsequently comparing the estimated model parameters
between these groups. This classification-based approach can severely bias statist-
ical inference. We develop a Bayesian regression framework for hierarchical cog-
nitive models that allows researchers to compute Bayes factors for relationships
between covariates and model parameters. Using a simulation study, we demon-
strate how our regression framework overcomes the statistical biases associated
with the classification-based approach.

In Chapter 6 we present a comprehensive comparison of fitting methods for
the Drift Diffusion Model (DDM, Ratcliff, 1978), one of the most popular se-
quential sampling models. The DDM describes decision-making in terms of seven
model parameters, four main parameters that account for the general shape of
participants’ response time distributions and three between-trial variability para-
meters that allow the model to capture more subtle aspects of response time distri-
butions. Several researchers have reported difficulties estimating the between-trial
parameters yet reliable parameter estimates are a prerequisite for evaluating hy-
potheses about sequential sampling models. This situation is further complicated
by the availability of numerous estimation methods for the DDM. To assess how
reliably the between-trial parameters can be estimated, we invited experts from
the DDM community to apply their various fitting methods to simulated data
and provide guidance on estimating the DDM’s between-trial parameters. Our
results show that some between-trial parameters can be estimated more reliably
than others across fitting methods. Nevertheless, estimation performance can be
improved by putting a priori constraints on these parameters and by pooling data
across participants, both of which is naturally achieved by hierarchical Bayesian
methods.

Finally, Chapter 7 discusses a number of popular shortcut analysis strategies
in cognitive modelling that can lead to biased conclusions. Cognitive models are
often applied to experimental data that are hierarchically structured. However,
two popular modelling strategies do not properly accommodate this hierarchical
structure. We review some established theoretical results from statistics that sug-
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1.1. Chapter Outline

gest that these shortcut strategies can result in biased conclusions. To gauge the
severity of these biases we conducted a simulation study for a two-group experi-
ment. Our results show that one shortcut strategy biases statistical tests towards
the null hypothesis whilst the other strategy results in a bias towards the altern-
ative hypothesis. We conclude that only hierarchical models of the multilevel data
guarantee correct conclusions.
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Chapter 2

Of Monkeys and Men: Impatience in
Perceptual Decision-Making

This chapter has been published as:
Udo Boehm, Guy E. Hawkins, Scott Brown, Hedderik van Rijn, and Eric-Jan

Wagenmakers (2014).
Of Monkeys and Men: Impatience in Perceptual Decision-Making

Psychonomic Bulletin & Review, 23, 738–749.

Abstract

For decades sequential sampling models have successfully accounted for
human and monkey decision-making, relying on the standard assumption
that decision makers maintain a pre-set decision standard throughout the
decision process. Based on the theoretical argument of reward rate max-
imisation, some authors have recently suggested that decision makers be-
come increasingly impatient as time passes and therefore lower their decision
standard. Indeed, a number of studies show that computational models with
an impatience component provide a good fit to human and monkey decision
behaviour. However, many of these studies lack quantitative model compar-
isons and systematic manipulations of rewards. Moreover, the often-cited
evidence from single-cell recordings is not unequivocal and complementary
data from human subjects is largely missing. We conclude that, despite some
enthusiastic calls for the abandonment of the standard model, the idea of an
impatience component has yet to be fully established; we suggest a number
of recently developed tools that will help bring the debate to a conclusive
settlement.
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2. Of Monkeys and Men

2.1 Introduction

Most modern accounts of human and monkey decision-making assume that choices
involve the gradual accumulation of noisy sensory evidence from the environment
in support of alternative courses of action. When the evidence in favour of one
response option accrues to a threshold quantity a decision is reached and the
corresponding action is initiated (Ratcliff & Smith, 2004). This successful class of
models is referred to as sequential sampling models. In the popular random dot
motion task (Britten et al., 1992), for example, the decision maker is presented
with a cloud of pseudo-randomly moving dots that give the impression of coherent
motion to the left or right, and the decision maker must determine the direction of
movement. In this example, the models assume that noisy evidence for rightward
and leftward motion is integrated over time until the decision threshold for a ‘right’
or ‘left’ response is crossed.

Sequential sampling models are most simply instantiated as random walk mod-
els, which assume that evidence and time are measured in discrete steps (Ashby,
1983; Edwards, 1965; Heath, 1981; M. Stone, 1960). The generalisation of the ran-
dom walk to continuous evidence and time leads to a class of models with more
favourable mathematical and empirical properties known as drift diffusion models
(DDM; Ratcliff, 1978; Ratcliff & McKoon, 2008). These models make predictions
for the response times and accuracy rates for each of the possible actions (Smith,
1995).

For almost 40 years, the DDM has successfully accounted for data from a vast
range of perceptual decision-making paradigms. In almost all of these applications,
the DDM assumes that decision makers set the height of the decision threshold
before a decision trial commences, and that this threshold is constant throughout
the decision process. This assumption implies that the decision maker requires the
same amount of evidence to trigger a decision regardless of how long the decision
takes; the decision criterion does not change over time. With this assumption,
the standard DDM has explained not only behavioural output of the decision-
making process, namely response time and decision accuracy, but also physiological
measures related to gradually accumulating evidence from the environment such
as EEG, MEG, and fMRI in humans (Mulder, Wagenmakers, Ratcliff, Boekel &
Forstmann, 2012; Philiastides & Sajda, 2006; Ratcliff, Philiastides & Sajda, 2009)
and single-cell recordings in monkeys (Huk & Shadlen, 2005; Purcell et al., 2010;
Purcell, Schall, Logan & Palmeri, 2012; Ratcliff, Hasegawa, Hasegawa, Smith &
Segraves, 2007).

Recently, the assumption of a fixed threshold in the standard DDM has been
challenged. It has been proposed that decision makers become increasingly impa-
tient as the decision time increases, and therefore steadily decrease the amount of
evidence required to trigger a decision. Such a decreasing decision criterion can
be implemented in the DDM in two ways: decision thresholds could decrease over
time (Bowman, Kording & Gottfried, 2012; Ditterich, 2006b, 2006a; Drugowitsch,
Moreno-Bote, Churchland, Shadlen & Pouget, 2012; Gluth, Rieskamp & Büchel,
2012, 2013a; Milosavljevic, Malmaud & Huth, 2010), or the incoming evidence
could be multiplied by an urgency signal that increases in strength over time
(Cisek et al., 2009; Deneve, 2012; Hanks et al., 2011; Thura et al., 2012; Thura,
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2.1. Introduction

Cos, Trung & Cisek, 2014), thus increasingly amplifying moment-to-moment fluc-
tuations in evidence. Both approaches increase the likelihood of the accumulated
evidence crossing one of the decision thresholds as time passes. The similarities in
the predictions of these two extensions to the DDM outweigh their differences, but
both differ markedly to the standard DDM (Hawkins, Wagenmakers, Ratcliff &
Brown, 2015). We will therefore discuss both extensions together and refer to this
class of models as those implementing a dynamic decision criterion as compared
to the standard DDM, which implements a static decision criterion.

Here, we review the theoretical motivations for dynamic decision criteria and
the behavioural and neural evidence in support of these proposals. Dynamic DDMs
have received some empirical support (Churchland, Kiani & Shadlen, 2008; Dit-
terich, 2006b; Gluth et al., 2012, 2013a; Hanks et al., 2011; Milosavljevic et al.,
2010) and have been incorporated as a standard assumption in some neural net-
work models of decision-making (Huang & Rao, 2013; Rao, 2010; Standage, You,
Wang & Dorris, 2011). Nevertheless, empirical and theoretical questions that
might have a profound impact on the generality of the dynamic decision criterion
have not been adequately addressed. Model-based studies of perceptual decision-
making have provided strong support for the existence of a dynamic criterion in
a range of experimental tasks, but the evidence is less clear in other situations.
Future research must determine how to quantify the amount of support the data
lend to models with dynamic compared to static decision criteria in situations
where the evidential support is currently ambiguous.

Collapsing Thresholds and Urgency Gating.

Dynamic diffusion models assume that the amount of evidence required to trig-
ger a decision fluctuates over time. Across modelling frameworks such as neural
networks and mathematical models, the mechanisms underlying dynamic decision
criteria are generally implemented in one of two forms: collapsing thresholds or
urgency gating (Figure 2.1).

Models with collapsing thresholds assume that decision thresholds move in-
ward as decision duration increases (Bowman et al., 2012; Drugowitsch et al.,
2012; Gluth et al., 2013a; Gluth, Rieskamp & Büchel, 2013b; Milosavljevic et al.,
2010). This results in a shortening of the slow decisions in cases where only little
information is provided by the environment, thus reducing the right tail of the re-
sponse time distribution in comparison to the standard DDM with static decision
criteria (Ditterich, 2006a).

Models with an urgency gating mechanism assume a static decision threshold
but that the incoming evidence is multiplied by an urgency signal that increases in
strength over time (Cisek et al., 2009; Deneve, 2012; Huang & Rao, 2013; Niyogi
& Wong-Lin, 2013; Rao, 2010; Standage et al., 2011; Thura et al., 2012; Thura
& Cisek, 2014). Similar to collapsing thresholds, urgency signals predict faster
decisions when the environment only weakly informs the decision. At the same
time, the urgency signal increasingly enhances moment-to-moment fluctuations
in accumulated evidence as time passes, leading to more variability in the final
decision compared to the standard DDM.
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Figure 2.1: Three versions of the drift diffusion model for a two-alternative forced choice
paradigm, such as the random dot motion task. The upper decision threshold corresponds
to a ‘right’ decision and the lower threshold corresponds to a ‘left’ decision. The drift rate
is positive in this example (the evidence process drifts upward) indicating that the correct
response is ‘the dots are moving to the right’. The left panel shows the standard DDM
with static decision thresholds where a choice is made when the accumulated evidence
reaches one of the two thresholds. The middle panel shows a DDM with collapsing
thresholds that gradually move inward so that less evidence is required to trigger a
decision as time passes (blue lines). This decision policy predicts shorter decision times
than the DDM with static thresholds when faced with weak evidence (i.e., a low drift
rate) as it partially truncates the negatively skewed distribution of response times. The
right panel shows a DDM with an urgency gating mechanism. The accumulated evidence
is multiplied with an urgency signal that increases with increasing decision times (blue
line). This decision policy again predicts shorter decision times than the DDM with
static thresholds but also increased variability as moment-to-moment variations in the
accumulated evidence are also multiplied.

One variation of the urgency gating model uses an additive gain mechanism;
the evidence is added to, rather than multiplied by, an urgency signal (Hanks et
al., 2011; Hanks, Kiani & Shadlen, 2014). The predictions of the additive urgency
model are very similar to those of the collapsing thresholds model because the
additive urgency signal speeds up decisions if only little information is provided
by the environment, resulting in a shortened right tail of the response time distri-
bution.

2.2 Why a Dynamic Component?

In the early history of sequential sampling models, dynamic evidence criteria were
introduced to improve model fit to data. For example, models with a dynamic
decision criterion were required to account for fast but erroneous responses in
discrimination tasks with high time pressure (Swensson & Thomas, 1974), de-
tection tasks with stimuli rapidly presented against noisy backgrounds (Heath,
1992) and, in some cases, trading decreasing decision accuracy for faster responses
(Pike, 1968). Although some modern arguments for dynamic decision criteria are
grounded in improving model fit to data (Ditterich, 2006b), most are supported
by elaborate theoretical considerations.
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Maximising Reward Rate

One motivation for dynamic decision criteria is that decision makers strive to max-
imise the total reward gained or, equivalently, minimise losses, across a sequence
of decisions. For instance, in deferred decision-making tasks the observer sequen-
tially purchases discrete units of information that provide evidence in favour of one
or another course of action. With a known maximum number of units that can be
purchased, and each additional unit bearing a larger cost than the previous unit,
expected loss is minimised with a decision criterion that decreases as the number
of purchased evidence units increases (Rapoport & Burkheimer, 1971), and hu-
mans appear to qualitatively employ this strategy (Busemeyer & Rapoport, 1988;
Pitz, 1968; Wallsten, 1968).

Reward has also been a motivating factor in recent dynamic DDMs, often in
the form of maximising reward rate, that is, the expected number of rewards per
unit of time (Gold, Shadlen & Sales, 2002). For instance, when the decision maker
is rewarded for a correct choice, under some environmental conditions reward rate
is maximised by adopting decision criteria that decrease over time (Standage et
al., 2011; Thura et al., 2012). Rather than maximising reward rate per se, related
approaches have considered maximisation of the expected total sum of future
rewards (Huang & Rao, 2013; Rao, 2010) and trading the reward obtained for a
correct decision with the physiological cost associated with the accumulation of
evidence (Drugowitsch et al., 2012). Physiological costs are assumed to increase
with decision time, leading to a growing urgency to make a decision and hence a
decreasing dynamic decision criterion.

Interestingly, most studies proposing that maximising reward rate gives rise to
a dynamic decision criterion do not experimentally manipulate or control rewards
and/or punishments. For example, in one study human participants’ remunera-
tion was independent of their performance in a random dot motion task, yet the
model the authors aimed to support assumes that humans maximise reward rate
by considering the physiological cost of accumulating additional sensory evidence
(Drugowitsch et al., 2012). Similarly, another study used an expanded judgment
task (Vickers, 1979) where coins stochastically flipped from a central pool to a left
or a right target, and the participant was to decide whether the left or the right
target accumulated more coins (Cisek et al., 2009). In the experiment by Cisek et
al., participants were informed that the experiment would continue until a preset
number of correct responses had been achieved; this instruction may have led par-
ticipants to minimise time on task (and hence maximise reward rate). Although
Cisek et al. reported data that were qualitatively consistent with predictions of a
dynamic DDM, the lack of an experimental manipulation of reward rates leaves
it open whether it was indeed reward rate maximisation that caused the decision
maker to adopt a dynamic decision criterion.

Reward rate maximisation in environments with stable signal-to-noise
ratio

Empirical support that decision makers can maximise reward rate when the task
structure encourages such a strategy primarily comes from fits of DDMs with static
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decision criteria. These studies demonstrate that participants set their decision
criteria in a manner consistent with the threshold settings that maximise reward
rate (Balci et al., 2011; Bogacz et al., 2006; Simen et al., 2009). However, two
studies also found evidence that some participants, at least when not fully ac-
quainted with the decision task, favoured accuracy over reward rate maximisation
by setting their criterion higher than the optimal value for reward rate maximisa-
tion (Balci et al., 2011; Bogacz et al., 2006; Starns & Ratcliff, 2010, 2012). These
findings suggest that humans might maximise a combination of reward rate and
accuracy rather than reward rate per se (Maddox & Bohil, 1998). Furthermore,
the fact that both studies used a static DDM means that it remains unclear how
close human decision makers’ static criteria were to the threshold settings that
maximise reward rate compared to a model with dynamic criteria. This seems
particularly important since the gain in reward rate obtained with a dynamic
compared to a static criterion might be small (Ditterich, 2006b).

Reward rate maximisation in environments with variable
signal-to-noise ratio

Whether humans and monkeys do indeed optimise reward rate or implement dy-
namic decision criteria might depend crucially on the signal-to-noise ratio of the
decision environment, often described as the difficulty of the decision (e.g., co-
herence in the random dot motion task, or word frequency in a lexical decision
task). In particular, decision makers might rely on a dynamic criterion when the
signal-to-noise ratio is poor. With a weak signal one must accumulate evidence
over an extended period to make an accurate decision. To avoid the prohibitively
high costs associated with extended accumulation, decision makers could adopt
a dynamically decreasing decision threshold (Drugowitsch et al., 2012; Hanks et
al., 2011). As decision duration increases, decision makers should be increasingly
willing to sacrifice accuracy for a shorter decision time, so they can engage in a
new decision with a potentially more favourable signal-to-noise ratio and hence a
better chance of obtaining a reward.

When the signal-to-noise ratio varies from one decision to the next, setting
a static criterion prior to decision onset is suboptimal because the occurrence of
a weak signal would lead to prohibitively long decision times (i.e., the decision
criterion is too high) or an unacceptably high error rate (i.e., the signal-to-noise
ratio is too low; Shadlen & Kiani, 2013). Relatively few studies have tested this
issue empirically. For example, it has been demonstrated that when signal strength
varies across trials from pure noise to very strong signals, dynamic DDMs provide
a better account of human and monkey behavioural data than models with static
decision criteria (Bowman et al., 2012; Drugowitsch et al., 2012; Hanks et al.,
2011, 2014). However, a recent meta-analysis suggests that models with dynamic
decision criteria do not necessarily provide the best account of behavioural data
obtained in environments with variable signal-to-noise ratios across decisions.

14



2.2. Why a Dynamic Component?

Behavioural evidence for static and dynamic criteria in drift diffusion
models

When quantitative models are proposed they are typically tested against only a
few data sets as proof-of-concept evidence for the validity of the model. This ap-
proach is a prerequisite for theoretical progress but it necessarily restricts the gen-
erality of the model by testing it across only a narrow range of experimental tasks,
procedures, and even species. Recently, we quantitatively compared static and dy-
namic DDMs in a large-scale survey of behavioural data sets that spanned a range
of experimental paradigms and species, and across independent research labor-
atories (Hawkins, Forstmann, Wagenmakers, Ratcliff & Brown, 2015). Whether
quantitative model selection indices indicated that humans or non-human prim-
ates used static or dynamic decision criteria depended on specific experimental
procedures or manipulations. For instance, decision makers were more likely to
adopt dynamic decision criteria after extensive task practice (e.g., left column
in Figure 2.2) or when the task structure imposed a delayed feedback procedure
(delay between stimulus onset and the timing of rewards for correct decisions,
middle right column in Figure 2.2). Further targeted experimentation combined
with rigorous quantitative model comparison is required to clarify when and why
decision makers employ static or dynamic response thresholds.

Inferring optimal decision criteria from the signal-to-noise ratio

The suggestion that dynamic decision criteria maximise reward rate in environ-
ments with a poor signal-to-noise ratio implicitly raises the question of how de-
cision makers infer the current signal strength. If the signal remains constant
throughout the decision process, a simple solution is to incorporate elapsed time
as a proxy for signal strength into the decision variable (Hanks et al., 2011),
because more time will pass without the decision variable crossing one of the
two thresholds. There is even some evidence that certain neurons in the lateral
intraparietal (LIP) area provide a representation of elapsed time that can be in-
corporated into the formation of the decision variable (Churchland et al., 2008,
2011; Janssen & Shadlen, 2005; Leon & Shadlen, 2003). It is less clear how the
brain handles signals that change in strength throughout the decision process.
The decision maker would need to maintain and update an estimate of the in-
stantaneous rate of information conveyed by the information source. A Bayesian
estimate might be obtained from changes in the firing rates of neurons represent-
ing the evidence in early visual areas (Deneve, 2012). Empirical investigations of
how such an estimate of the signal strength is obtained and incorporated into the
decision variable are lacking.

How should a time-variant signal-to-noise ratio inform threshold settings? A
static decision criterion is highly insensitive to signals that vary throughout a
trial, increasing the probability of an erroneous decision. A sensible approach
might be to place greater weight on information presented later in the decision
process, which can be achieved with a dynamic decision criterion. The distance
between a dynamic decision threshold and the decision variable will decrease as
more time passes, irrespective of the current state of the evidence accumulation
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Figure 2.2: DDMs with static and dynamic decision criteria fitted to four data sets
(subset of results reported in Hawkins, Forstmann et al., 2015). Column names cite the
original data source, where example data sets from non-human primates and humans
are shown in the left two and right two columns, respectively. The upper row shows
the averaged estimated collapsing (solid lines) and static (dashed lines) thresholds across
participants. The second, third and fourth rows display the fit of the static thresholds,
urgency gating, and collapsing thresholds models to data, respectively. The y-axes rep-
resent response time and x-axes represent probability of a correct choice. Green and red
crosses indicate correct and error responses, respectively, and black lines represent model
predictions. Vertical position of the crosses indicate the 10th, 30th, 50th, 70th, and 90th
percentiles of the response time distribution. When the estimated collapsing and static
thresholds markedly differed (first and third columns), the DDMs with dynamic decision
criteria provided a better fit to data than the DDM with static criteria. When the col-
lapsing thresholds were similar to the static thresholds (second and fourth columns), the
predictions of the static and dynamic DDMs were highly similar, which indicates the
extra complexity of the dynamic DDMs was not warranted in those data sets. For full
details see Hawkins, Forstmann et al., 2015.
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process. This increases the likelihood of momentary sensory evidence leading to a
threshold crossing (Cisek et al., 2009; Deneve, 2012; Thura et al., 2012).

In support of this proposal, evidence that varies throughout a trial can induce
prominent order effects. For example, when a bias for a response option appears
early in a trial it does not influence human and monkey decision times (Cisek
et al., 2009; Thura et al., 2012, 2014; although one study found an influence of
early evidence Winkel, Keuken, Van Maanen, Wagenmakers & Forstmann, 2014),
but leads to faster and more accurate decisions when it is presented later in the
decision process (Sanders & Ter Linden, 1967), meaning that later evidence had
a larger influence on the final decision. Notably however, recency effects are not a
universal response to a variable signal. Rather, some participants show the oppos-
ite reaction, placing increased weight on early information (Usher & McClelland,
2001; Resulaj, Kiani, Wolpert & Shadlen, 2009; Summerfield & Tsetsos, 2012).
The interpretation of studies finding a recency effect is further complicated by
the fact that these studies did not compare environments with variable versus
static signals. Therefore, it remains unclear whether variation in the signal causes
decision makers to adopt a decreasing dynamic criterion.

Taken together, formal analyses indicate that whether static or dynamic de-
cision criteria are the optimal decision strategy depends critically on whether two
components of the decision environment are fixed or variable within- and between-
trials: the reward for a correct choice and the signal-to-noise ratio. When both
the reward for a correct decision and the signal-to-noise ratio are constant across
trials, the static thresholds DDM maximises reward rate (for an extensive review
see Bogacz et al., 2006). When the reward for a correct decision is constant over
trials and the signal-to-noise ratio varies between trials, a dynamic decision cri-
terion maximises reward rate (Ditterich, 2006a; Drugowitsch et al., 2012; P. Miller
& Katz, 2013; Thura et al., 2012, 2014). Finally, when the reward varies between
or even within trials (as is often the case in economic decision-making), dynamic
decision criteria are optimal (Rapoport & Burkheimer, 1971; Frazier & Yu, 2008).

It remains unclear however, whether human and monkey decision makers ac-
tually use the optimal threshold settings under the different environmental con-
ditions. Although there is some evidence that humans can optimise reward rate
there does not seem to be a consensus yet as to whether reward rate maximisation
is the only goal. Most studies that suggest reward rate as the cause of a dynamic
decision criterion do not actually manipulate or even control rewards. However, a
number of studies that systematically manipulated rewards showed that increas-
ing sampling costs can cause a dynamic criterion (Busemeyer & Rapoport, 1988;
Pitz, 1968; Wallsten, 1968). Another consideration is that it is complicated to es-
tablish a link between a dynamic criterion and reward rates across species. Whilst
behavioural studies in humans abound, equivalent data from monkeys is scarce,
and the two sets of findings are not necessarily comparable.

Decision-Making in the Brain

Even though sequential sampling models make elaborate assumptions about the
processes underlying decision-making, behavioural studies – the most common
source of data for model comparison – cannot take advantage of this wealth of dis-
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Figure 2.3: Behavioural and physiological variables used in the evaluation of DDMs. The
left panel shows a response time distribution, the classic behavioural variable against
which DDMs are tested. The middle panel shows activity patterns of individual neurons
(bottom) and the average firing rates of such a neuron population (top). The right panel
shows an averaged EEG waveform, which reflects the aggregate activity of large neuron
ensembles in the human cortex. Model comparisons based on behavioural outcomes such
as response time distributions are limited in their ability to discriminate between models
with different process assumptions but similar behavioural predictions. Physiological
measurements such as single-cell recordings in primates and EEG recordings in humans
allow for thorough evaluation of the process assumptions underlying candidate models.
A question that still remains unanswered is how physiological measurements at different
levels of aggregation (i.e., single neurons vs. large neuron populations) relate to each
other, and the degree to which they constrain process models (full behavioural and EEG
data reported in Boehm et al., 2014; single-cell data were generated using a Poisson
model).

criminating information. In fact, different models often make indiscernibly similar
behavioural predictions and thus only data on the physiological implementation of
the decision process (Figure 2.3) might allow researchers to discriminate amongst
models with dynamic and static decision criteria (Ditterich, 2010; Jones & Dzha-
farov, 2014; Purcell et al., 2010).

There is considerable evidence for the neural implementation of DDMs, for
instance from single-cell recordings of monkeys performing experimental decision-
making tasks (Forstmann et al., 2016). Neurons in area LIP (Churchland et al.,
2008; Gold & Shadlen, 2007; Hanks et al., 2011, 2014; Huk & Shadlen, 2005; Roit-
man & Shadlen, 2002; Shadlen & Newsome, 2001; Thomas & Paré, 2007) and FEF
(Hanes & Schall, 1996; Heitz & Schall, 2012; Purcell et al., 2010, 2012), amongst
others (Ratcliff et al., 2011), show patterns of activity that closely resemble the
evidence accumulation process proposed in DDMs, and even correlate with the
monkeys’ observed decisions. For instance, when non-human primates made de-
cisions in a random dot motion task with a variable signal-to-noise ratio across
trials, a DDM with a dynamic compared to static decision criterion provided a bet-
ter fit to the distribution of response times (Ditterich, 2006b; Hanks et al., 2011,
2014) and the firing patterns of individual neurons (Ditterich, 2006a; Hanks et al.,
2014; although other studies show good correspondence between physiologically
informed DDMs with a static decision criterion and behavioural data; Heitz &
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Schall, 2012; Purcell et al., 2010, 2012). Simulation-based studies of neuronal net-
works have provided convergent evidence: dynamic decision criteria lead to greater
stability in biologically plausible networks (Cain & Shea-Brown, 2012; P. Miller &
Katz, 2013; Niyogi & Wong-Lin, 2013) and the stereotypical time course of neural
activity in LIP neurons (Niyogi & Wong-Lin, 2013).

Another method of contrasting DDM decision processes with physiological data
relies on measurements of the aggregated activity of large neuron ensembles in hu-
man subjects, such as EEG, MEG, and fMRI. This line of research is motivated
on the assumption that the activity of neuron populations control behaviour, not
single neurons (Deco, Rolls & Romo, 2009; Lo, Boucher, Paré, Schall & Wang,
2009; Smith, 2010; Wang, 2002; Zandbelt, Purcell, Palmeri, Logan & Schall, 2014).
Therefore, such measures of aggregated neuronal activity might provide more in-
sight into the decision criterion underlying human decision-making. However, due
to the noisy nature of non-invasive measures such as EEG and fMRI, it is chal-
lenging to directly identify physiological correlates of the evidence accumulation
process (Kelly & O’Connell, 2013; O’Connell, Dockree & Kelly, 2012; Wyart, de
Gardelle, Scholl & Summerfield, 2012). An indirect way of obtaining EEG meas-
ures of the current state of the decision-making process might be to monitor the
accumulated evidence as it is propagated down the processing stream toward mo-
tor output structures (Donner, Siegel, Fries & Engel, 2009; Heekeren, Marrett
& Ungerleider, 2008; Siegel, Engel & Donner, 2011). The activity of these mo-
tor structures can then easily be identified in motor related potentials (Lang et
al., 1991; Leuthold & Jentzsch, 2002). For example, human participants mak-
ing decisions under either high or low sampling costs showed a faster increase in
motor-related EEG activity if sampling costs were high, a pattern which was best
accounted for by a model with a dynamic decision criterion (Gluth et al., 2013a,
2013b; although other studies reported a good fit between EEG data and a DDM
with a static decision criterion; Cavanagh et al., 2011; Martin, Huxlin & Kavcic,
2010; Van Vugt, Simen, Nystrom, Holmes & Cohen, 2012). A related fMRI study
showed similar results (Gluth et al., 2012).

Taken together, physiological evidence from monkeys, and to a lesser extent
from humans, supports the suggestion of a dynamic decision criterion. As time
passes, less evidence is needed for decision commitment because an urgency sig-
nal increasingly drives neural activity toward the decision threshold. However,
comparisons of such neural activity patterns and generalisations across species
are complicated because measurements differ in a number of ways. Not only is
the mapping between primate and human brain activity uncertain (Mantini et
al., 2012; Orban, Van Essen & Vanduffel, 2004; Petrides, Tomaiuolo, Yeterian
& Pandya, 2012) but neural activity is often measured with different temporal
and spatial resolution and on vastly different scales. Whilst single-cell recordings
in monkeys are obtained with great temporal resolution and spatial resolution,
physiological recordings in humans usually represent a tradeoff between either
high spatial resolution with low temporal resolution (i.e., fMRI), or high temporal
resolution with low spatial resolution (i.e., EEG). Moreover, the activity of in-
dividual neurons may or may not impose strong constraints on activity patterns
observable at the level of neuron populations. Ensembles of individual neurons
that can be adequately described by a DDM with a static decision criterion ex-
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hibit combined activity patterns that are best described by a DDM with a static
decision criterion, as shown in recent theoretical work (Zandbelt et al., 2014).
However, similar theoretical studies outlining the constraints individual accumu-
lators with a dynamic decision criterion impose on the combined activity of neuron
populations are lacking.

2.3 Summary and Future Directions

Sequential sampling models are one of the most prominent and comprehensive
frameworks for understanding human and monkey decision-making. For nearly
four decades, decision behaviour has been successfully explained by a standard
model that assumes decision makers set a quality criterion before engaging in the
decision process and maintain the same criterion throughout. In recent years this
assumption of a static criterion has been challenged and a number of authors have
suggested that decision makers become increasingly impatient as decision time
increases, gradually lowering their quality criterion.

Models with a dynamic decision criterion have been motivated on two grounds.
Firstly, decision makers aiming to maximise their reward rate should theoretically
adopt a dynamic decision criterion in dynamic environments. Indeed, studies in
which the signal-to-noise ratio or the reward for correct decisions varied between
or within decisions have shown that models with a dynamic decision criterion can
account for the behaviour of humans and primates. However, the conclusion that
dynamic environments automatically imply a dynamic decision criterion is not
uncontested. Many studies purporting such a conclusion did not systematically
manipulate the variability of the decision environment. Moreover, quantitative
comparisons of how well models with dynamic and static decision criteria can
account for data are often missing.

The second main motivation for models with a dynamic decision criterion are
single-cell recording studies in behaving monkeys and EEG studies in humans
showing patterns of neural activity that are most consistent with a dynamic de-
cision criterion. However, the currently available evidence is equivocal. Neural
data from human decision makers are sparse, and theoretical and empirical work
linking neural activity at different scales and behavioural outcomes is still missing.

To conclude, the recent developments have led to some enthusiastic responses
that have called for models with an impatience component to replace the standard
model (Shadlen & Kiani, 2013). Our review of the available evidence indicates
that such impatience models certainly provide exciting new impulses for the under-
standing of decision-making. Nevertheless, the standard model remains a firmly
established hallmark of the field and future research efforts will need to delineate
more clearly the domain of applicability of each class of models. We now discuss
two approaches that will help achieve such a distinction.

Careful Experimentation and Quantitative Analysis

Future progress in establishing a solid evidence base for models with dynamic de-
cision criteria will critically hinge on careful experimentation in combination with
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rigorous theoretical analysis. Behavioural and electrophysiological studies will
need to systematically manipulate the degree to which a decision environment
is dynamic, closely controlling the costs and rewards for decisions and carefully
varying the range of signal-to-noise ratios of stimuli. Such environments should be
presented to both humans and monkeys, and their behavioural and physiological
responses should be compared to models with static and dynamic decision criteria
using Bayesian model comparison techniques, which allow researchers not only to
determine the best fitting model but also to quantify the uncertainty associated
with their conclusions (Jeffreys, 1961; Vandekerckhove, Matzke & Wagenmakers,
2015). Furthermore, meticulous theoretical analyses will need to quantify the sur-
plus in reward rate obtained by models with dynamic compared to static decision
criteria in different environments, thus substantiating often made but rarely tested
claims of a general dynamic decision criteria.

A recently developed experimental approach that mitigates the need for compu-
tationally intense model fitting (Hawkins, Forstmann et al., 2015, but see S. Zhang,
Lee, Vandekerckhove, Maris & Wagenmakers, 2014 for a promising new method
to fit collapsing thresholds DDMs) are expanded judgment tasks (Vickers, 1979).
In these tasks the evidence presented to participants remains available throughout
the decision process so that their history of perceptual processing need not be re-
constructed computationally but can be easily read out on a moment-to-moment
basis. More specifically, the standard experimental paradigm, the random dot
motion task, requires participants to extract and accumulate the momentary net
motion signal from a noisy stream of information. One consequence of this is that
memory leaks might potentially influence the accumulation process, and assump-
tions about such memory leaks will influence the inferred amount of evidence at
decision commitment (Ossmy et al., 2013; Usher & McClelland, 2001), thus com-
plicating comparisons between dynamic and static models. A second consequence
is that, as participants are required to extract a motion signal, estimates of the
momentary net evidence need to take into consideration the structure of the hu-
man visual system (Britten, Shadlen, Newsome & Movshon, 1993; Kiani, Hanks
& Shadlen, 2008), which even for simplistic approximations amounts to a compu-
tationally rather intense problem (Adelson & Bergen, 1985; Watson & Ahumada,
1985). Expanded judgment tasks, on the other hand, allow researchers to reas-
onably assume that memory leaks play a negligible role because the accumulated
evidence is available to participants at all times. Moreover, it is reasonable to as-
sume that participants process information more completely as the rate at which
new information is presented is much lower in expanded judgment tasks; indeed,
the presented information may be assumed to be analysed optimally (S. Brown,
Steyvers & Wagenmakers, 2009). Finally, as expanded judgment tasks usually
require numerosity judgments (i.e., decisions as to which part of the visual field
contains more items), rather than the extraction of a net motion signal, physiolo-
gical constraints play a minor role and can easily be approximated by very simple
psychophysical laws (Hawkins, Brown, Steyvers & Wagenmakers, 2012a), so that
the participants’ decision criterion can be estimated directly (S. Brown et al.,
2009; Hawkins, Brown, Steyvers & Wagenmakers, 2012c; Hawkins et al., 2012a;
Hawkins, Brown, Steyvers & Wagenmakers, 2012b). Expanded judgment tasks
thus allow the researcher to explicitly test whether the quantity of evidence in the
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display at the time of response – the decision criterion – decreases as a function
of elapsed decision time.

Linking Physiological Data on Different Scales to Models

Physiological data will play a pivotal role in discriminating models. Sequential
sampling models often make different assumptions about the processes giving rise
to decision-making yet predict very similar or even identical behaviour (Ditterich,
2010; Purcell et al., 2010; Jones & Dzhafarov, 2014). Physiological recordings
allow researchers to directly evaluate such assumptions by comparing the hypo-
thesised evidence accumulation process to neural activity on different scales. On
the level of neuron populations, a recently isolated EEG component in humans, the
centro-parietal positivity (CPP; O’Connell et al., 2012) holds particularly great
promise for physiology-based model comparisons. The CPP seems to be a direct re-
flection of the evidence accumulation process (Kelly & O’Connell, 2013; O’Connell
et al., 2012) and might therefore allow for much more stringent tests of theoretical
assumptions than conventional paradigms that attempt to track the accumulated
evidence as it is passed on to downstream motor output structures. The CPP
might furthermore facilitate comparisons and generalisations across species. In
particular, the CPP bears close resemblance to the P3b component (S. Sutton,
Braren, Zubin & John, 1965), the neural generators of which are most likely loc-
ated in temporal-parietal areas (Brázdil, Roman, Daniel & Rektor, 2003; Jentzsch
& Sommer, 2001; Polich, 2007), and might thus overlap with areas associated with
evidence accumulation in monkeys (Forstmann et al., 2016; Gold & Shadlen, 2007;
Shadlen & Kiani, 2013; Thomas & Paré, 2007). If EEG-fMRI co-recording studies
could indeed link the CPP to the neural generators of the P3b, researchers could
obtain recordings with high temporal and spatial resolution of the physiological
representation of the accumulated evidence in humans. Comparable recordings in
monkeys could then be used not only to establish a correspondence across species,
but also to link the evidence accumulation process on the single neuron level to
the activity of neuron populations. Such a link could be further corroborated by
theoretical work outlining the limitations on the physiological activity patterns
at the population level that are consistent with individual accumulators with a
dynamic decision criterion.

In sum, the idea of increasing impatience in decision-making has been sug-
gested sporadically throughout the history of sequential sampling models but has
seen a tremendous surge in interest over the last years. Although theoretical argu-
ments make a compelling case for impatience, the empirical support from monkey
and human data is less clear. Future studies will have to address this problem
further and recent developments promise a more conclusive settlement to the de-
bate sooner rather than later. For the time being, we conclude that the idea of
impatience has provided novel theoretical impulses, yet reports of the demise of
the standard drift diffusion model are greatly exaggerated.
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Abstract

A standard assumption of most sequential sampling models is that de-
cision makers rely on a decision criterion that remains constant throughout
the decision process. However, several authors have recently suggested that,
in order to maximise reward rates in dynamic environments, decision mak-
ers need to rely on a decision criterion that changes over the course of the
decision process. We used dynamic programming and simulations methods
to quantify the reward rates obtained by constant and dynamic decision cri-
teria in different environments. Our theoretical results show that in most
dynamic environments, both types of decision criteria yield similar reward
rates. To further test whether manipulations of the decision environment re-
liably induce changes in the decision criterion, we conducted a preregistered
experiment in which we exposed human decision makers to different decision
environments. Our results indicate that decision makers are sensitive to the
environmental dynamics. However, there are large individual differences in
the degree to which individual decision makers’ decision criteria approxim-
ate the reward rate optimal criterion, even after extensive practice. These
results draw doubt on recent claims that human decision makers rely on a
dynamic decision criterion by default.
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3.1 Introduction

Considerations of what constitutes optimal behaviour have long played a prom-
inent role in research on human decision-making (e.g., Kahneman & Tversky,
1979; Savage, 1954). Arguments based on economic optimality have traditionally
focused on economic decisions, where decision makers choose among different op-
tions based on their associated rewards (Summerfield & Tsetsos, 2012). However,
in recent years economic arguments have also gained attention in the area of per-
ceptual decision-making, where decision makers have to choose among different
interpretations of a noisy stream of sensory information. The process by which
an interpretation is chosen is often characterised as a sequential sampling process;
decision makers first set a static decision criterion (DC), a fixed amount of inform-
ation they require to commit to a decision, and subsequently accumulate sensory
information until that criterion is reached (Edwards, 1965; Heath, 1981; Ratcliff,
1978; Ratcliff & Smith, 2004; M. Stone, 1960).

Recently, a number of authors have argued that perceptual decision-making is
governed by reward rate optimality (RRO), which means that decision makers aim
to maximise their expected rewards per unit time (Cisek et al., 2009; Drugowitsch
et al., 2012; Shadlen & Kiani, 2013; Thura et al., 2012). As detailed below, RRO
implies that a static DC will yield maximal rewards if certain aspects of the de-
cision environment, such as task difficulty and rewards, remain constant over time.
However, if these aspects of the decision environment vary dynamically, decision
makers need to dynamically adjust their DC to obtain maximal rewards. Proceed-
ing from the assumption that decision environments are typically dynamic, Cisek
et al. (2009); Shadlen and Kiani (2013), and Thura et al. (2012) have argued that
a dynamic DC that decreases over time should replace the standard assumption
of a static criterion. This economic optimality argument has received much atten-
tion in the literature and has been incorporated into formal models of perceptual
decision-making (Huang & Rao, 2013; Rao, 2010; Standage et al., 2011). However,
reviews of the existing literature and published data suggest that the empirical
support for an axiomatic decreasing DC is considerably weaker than claimed by
its proponents (Boehm, Steingroever & Wagenmakers, 2016; Hawkins, Forstmann
et al., 2015; Voskuilen, Ratcliff & Smith, 2016). These discrepancies then suggest
that the exact nature of the DC might depend on the particular experimental
setup and the question arises whether the nature of the DC can indeed be reliably
manipulated. The goal of the present work is to address this question by means
of a preregistered experimental study.

A clear delineation between situations that ought to induce a static DC or a
dynamic DC that collapses over time is suggested by considering which type of
criterion will yield the maximal reward rate (RR). In a static task environment
in which all trials are equally difficult (i.e., all stimuli are equally noisy) and the
reward for a correct decision remains constant over time, RRO can be achieved
using a static DC. Specifically, because task difficulty is constant across trials,
the expected decision time under a static DC is the same for all trials and can
be minimised for a given accuracy level by appropriately setting the static DC,
thus maximising RR (Bogacz et al., 2006; Moran, 2015; Wald & Wolfowitz, 1948;
Wald, 1945). However, in a dynamic task environment where some trials are very
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difficult and other trials are relatively easy but the reward for a correct decision
remains constant, a static DC is no longer optimal. Because task difficulty varies
across trials, the expected decision time under a static DC is shorter for easy trials
and longer for very difficult trials. By decreasing the decision criterion as time
passes, decision makers can reduce the time they spend on hard trials and instead
attempt a new trial that is likely to be easier and thus more likely to yield a reward
in a short amount of time (Cisek et al., 2009; Shadlen & Kiani, 2013; Thura et
al., 2012). Therefore, in situations with constant rewards, mixed trial difficulties
should induce dynamic DCs whilst fixed trial difficulties should induce static DCs.

A further factor of influence on the optimal decision criterion are sampling costs
(Busemeyer & Rapoport, 1988; Drugowitsch et al., 2012; Rapoport & Burkheimer,
1971). In the decision environments considered above, decision makers receive
a fixed reward for a correct decision and the dynamics of the environment are
determined by whether task difficulty remains constant over time. A second way
in which a decision environment can be dynamic is if the decision maker’s total
reward is time-dependent, which can be achieved through the addition of sampling
costs to a fixed reward for correct decisions. Sampling costs are costs a decision
maker incurs by delaying the final decision by a time step to collect additional
sensory information. Depending on the specific cost function, sampling costs can
induce either increasing or decreasing optimal dynamic DCs. In the present study
we will exploit this influence of sampling costs on the shape of the optimal decision
criterion to test whether decision makers’ decision criterion does indeed align with
the decision criterion that optimises RR. However, before we turn to a detailed
discussion of the role of sampling costs, we will first address a few problems that
can prevent clear conclusions about the manipulability of decision criteria from
experimental studies.

Firstly, creating a dynamic decision environment might in itself not be suffi-
cient to induce a dynamic DC. Specifically, using a static DC in a dynamic decision
environment might only yield a negligibly lower RR than the optimal dynamic
DC (Ditterich, 2006b), and therefore provide insufficient motivation for decision
makers to adapt their decision criterion. For example, in lexical decision tasks
participants are typically presented a mixture of high and low frequency words,
where high-frequency words can be considered easy stimuli whereas low-frequency
words can be considered hard stimuli. Although data from lexical decision tasks
have for many years been analysed using the drift diffusion model (DDM; Ratcliff,
1978), which relies on a static DC, no studies have reported any systematic dis-
crepancies between model and data (e.g., Ratcliff & Smith, 2004; Wagenmakers,
Ratcliff, Gomez & McKoon, 2008; Yap, Sibley, Balota, Ratcliff & Rueckl, 2015;
Yap et al., 2015). Similarly, in a recent study using numerosity judgment and mo-
tion discrimination tasks, a mixture of difficulties failed to reliably elicit dynamic
DCs (Voskuilen et al., 2016). Consequently, an experimental manipulation that
aims to induce a specific type of decision criterion needs to lead to a markedly
lower RR if participants fail to adopt the optimal decision criterion.

Secondly, variables that control the dynamics of the decision environment
need to be varied systematically within a single study. Many published stud-
ies either only present participants with a fixed trial difficulty and fixed rewards
(e.g., Dutilh, Forstmann, Vandekerckhove & Wagenmakers, 2013; Winkel et al.,
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2012; van Ravenzwaaij, Boekel, Forstmann, Ratcliff & Wagenmakers, 2014) or
only present participants with a mixture of trial difficulties and constant rewards
(e.g., Churchland et al., 2008; Hanks et al., 2011, 2014). However, as these stud-
ies often differ vastly in the details of their experimental procedure, including
type of decision task, number of trials, and inter-trial intervals, it is hard to draw
inferences about the manipulability of decision criteria across studies.

One important factor that differs systematically between studies is the amount
of training participants receive in a given decision environment. Studies aimed at
inducing dynamic DCs often administer extensive training to familiarise decision
makers. Studies aimed at inducing static DCs, on the other hand, tend to use
relatively short training periods (Boehm et al., 2016; Hawkins, Forstmann et al.,
2015). This leaves open the possibility that decision makers might initially employ
static DCs, in line with the standard assumption in many sequential sampling
models, and only use dynamic DCs once they have gained considerable experience
with the dynamic task environment. Findings from studies of RR maximisation
in static task environments seem to confirm that decision makers need extensive
practice before reaching optimal performance (Balci et al., 2011; Starns & Ratcliff,
2010, 2012) but no systematic study of the effects of practice on dynamic DCs has
been conducted yet.

Thirdly, deciding between models with a dynamic DC and models with a static
DC requires quantitative model comparisons. As pointed out by Ditterich (2010),
different sequential sampling models often make very similar behavioural predic-
tions. In fact, qualitative predictions that appear to be unique to one type of
decision criterion can often also be accounted for by models that use another type
of decision criterion (e.g., Evans, Hawkins, Boehm, Wagenmakers & Brown, 2017).
Consequently, deciding whether a given data set provides support for a dynamic
DC or a static DC requires systematic quantitative model comparisons (Boehm
et al., 2016).

The above considerations have several implications for the setup of our pre-
registered experiment, one in which we will attempt to systematically manipulate
the shape of decision makers’ decision criterion. Firstly, we will need to identify
an experimental manipulation under which the RR gained using the optimal de-
cision criterion is considerably greater than the RR that can be attained using a
non-optimal criterion. To this end, we will develop a formal description of the
experimental task and conduct a quantitative analysis of the task parameters to
identify settings in which the difference in RR between the optimal and the non-
optimal decision criterion is maximised. Secondly, we will systematically vary the
reward structure of the task to induce different shapes of the decision criterion.
Thirdly, we will train participants extensively in each task environment. Moreover,
we will fit mathematical models with static DCs and dynamic DCs to our data
and quantify the support the data lend to each model as participants gain exper-
ience with the decision environment. This will not only allow us to identify the
model that best describes participants’ decision-making when fully familiar with
the decision environment, but also to detect changes in the shape of the decision
criterion as participants learn to optimise their decision policy.
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3.2 Theoretical Analysis

For our theoretical analysis we will consider experimental paradigms that belong
to the class of expanded judgment tasks (Irwin et al., 1956). In these tasks,
participants are typically presented stimuli that consist of a series of discrete events
of fixed duration. Each event is sampled from a set of possible events according
to a probability distribution and participants are asked to make inferences about
the probability distribution; in most cases they are asked to decide which of the
events has the highest probability of occurring. For instance, participants might
be shown two circles that flash at different rates and be asked to decide which circle
flashes at a higher rate (e.g., Sanders & Ter Linden, 1967; Wallsten, 1968). One
major advantage of expanded judgment tasks over other types of decision tasks
is that they allow researchers to directly track decision makers’ current state of
evidence. Given the events presented to the decision maker up to a specific point
in time, researchers can easily compute the posterior probability of one event type
having a higher probability of occurring than the other event types. Moreover,
the discrete nature of the events makes expanded judgment tasks amenable to
analysis using random walk models. These models have been studied extensively
in a number of fields (Audley & Pike, 1965; Redner, 2007; Van Kampen, 2007)
and many quantities of interest, such as first passage time distributions, can be
easily derived using elementary methods (e.g., Feller, 1968).

Several authors have used expanded judgment tasks to address questions about
decision criteria. However, the present study differs from previous studies in two
important respects. Firstly, previous studies often used relatively long present-
ation times for stimuli in the range of several seconds (Busemeyer & Rapoport,
1988; Gluth et al., 2013a, 2012; van Maanen, Fontanesi, Hawkins & Forstmann,
2016) whereas studies aiming to induce static DCs or dynamic DCs typically use
fast-paced tasks with very brief presentation times (Cisek et al., 2009; Drugow-
itsch et al., 2012; Ratcliff & Smith, 2010; Voskuilen et al., 2016). We will therefore
focus on expanded judgment tasks with short presentation times. Secondly, previ-
ous studies did not use model-based analysis methods that simultaneously account
for response time and accuracy data (Busemeyer & Rapoport, 1988; Sanders &
Ter Linden, 1967; Wallsten, 1968; Pitz, Reinhold & Geller, 1969). Our analysis,
on the other hand, will rely on quantitative comparisons of two competing models
that make specific predictions for the response time distributions of correct and
incorrect decisions.

Experimental Paradigm

The experimental paradigm we will analyse here is a two-alternative forced choice
(2AFC) task in which participants are presented two visual stimuli, one of the left
side of the screen and one on the right. Each stimulus consists of a sequence of
sensory events that are presented in fixed intervals. Each sensory event consists
of either the presence of visual information, a positive event, or the absence of
visual information, a negative event. For example, if stimuli consist of a series
of light flashes, the occurrence of a flash is a positive event whereas the absence
of a flash is a negative event. The events constituting a stimulus are sampled
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independently from the positive or negative category according to a probability
distribution that is specific to each stimulus. In particular, for one of the two
stimuli, the target, the probability θT of a positive event is higher than for the other
stimulus, the distractor, for which positive events are sampled with probability
θD. The sampling of the events for each stimulus thus constitutes a series of
independent Bernoulli trials and the decision maker’s task is to decide for which
of the two stimuli the rate parameter is higher.

Because the events for both stimuli are sampled independently, there are three
types of observations the decision maker might make. These observations con-
stitute a random variable X with values x ∈ {1, 0,−1}. Firstly, a positive event
might be sampled for the target stimulus but not for the distractor (i.e., the target
flashes but not the distractor), in which case the decision maker observes evidence
for the target having the higher rate parameter and X = 1. The probability of
this occurring is p = θT (1 − θD). Secondly, a positive event might be sampled
for the distractor but not for the target (i.e., the distractor flashes but not the
target), in which case the decision maker observes evidence for the distractor hav-
ing the higher rate parameter and X = −1. The probability of this occurring is
q = (1 − θT )θD. Note that our assumption that θT > θD implies p > q. Thirdly,
a positive event might be sampled either for both stimuli or for neither (i.e., both
stimuli flash or none flashes), in which case the decision maker observes no evidence
and X = 0. The probability of this is r = θT θD + (1− θT )(1− θD).

Sequential Sampling Model

The 2AFC task just described can be understood as a sequential sampling problem
in which the decision maker entertains two competing hypotheses (Rapoport &
Burkheimer, 1971). The first hypothesis, Hl, states that the left stimulus is the
target. The second hypothesis, Hr, states that the right stimulus is the target.
Each hypothesis i ∈ {l, r} implies a likelihood function λi(x) for the observations
of X. The likelihood function under Hl is:

λl(x) =


p = θT (1− θD) if x = 1

q = θD(1− θT ) if x = −1

r = θT θD + (1− θT )(1− θD) if x = 0

. (3.1)

Due to the symmetry of the hypotheses, the likelihood function under Hr is
λr(x) = λl(−x).

Before observing any events, the decision maker might hold a prior belief π(0)
that Hl is true. We will assume here that the decision maker is unbiased, that is,
π(0) = 0.5. The decision maker subsequently observes a series of discrete events
xt at time steps t ∈ {1, . . . , N} and updates the prior belief after each observation
according to Bayes’ rule:

π(t) =
π(t− 1)λl(xt)

π(t− 1)λl(xt) + (1− π(t− 1))λr(xt)
. (3.2)

After each observation the decision maker faces a choice between three op-
tions. Firstly, decide that Hl is true, secondly, decide that Hr is true, or, thirdly,
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postpone the final decision and wait for an additional observation. This choice
is governed by the decision maker’s decision criterion. If the posterior belief π(t)
after the tth observation that Hl is true exceeds a certain upper criterion value,
δl(t), the final decision is made immediately that Hl is true. If π(t) falls below
a certain lower criterion value, δr(t), the final decision is made immediately that
Hr is true. Note that because we are assuming that rewards depend only on the
accuracy of the decision but not the specific stimulus chosen (see next section), the
decision criteria are symmetric around 0.5, meaning that δr(t) = 1− δl(t). If the
posterior probability after the tth observation exceeds neither decision criterion,
the final decision is postponed by at least one time step.

As stated before, the shape of the decision criterion that will maximise the
decision maker’s RR depends on the task environment. In a task environment with
constant total rewards and constant difficulties across trials, a decision criterion
that remains constant throughout the decision process (i.e., static DC) will yield
the maximal RR. However, if the decision environment is rendered dynamic, either
through a variable task difficulty or through a time-dependent total reward, a
criterion that changes over the course of the decision process (i.e., dynamic DC)
is optimal (Frazier & Yu, 2008; Rapoport & Burkheimer, 1971). Nevertheless, a
static DC might yield near-optimal results in many situations, depending on the
exact structure of the decision environment. Our goal is therefore to quantify how
much the RR obtained under a static DC differs from that obtained under the
optimal dynamic DC for different parameterisations of our experimental tasks,
that is, for different values of the parameters p and q. To do so, we will proceed
in three steps. Firstly, we will derive the general shape of the optimal dynamic
DC. Secondly, we will obtain the distribution of decision times and an expression
for the associated expected rewards. Moreover, we will introduce a non-decision
component to the decision time distributions that accounts for cognitive processes
in the decision maker that are not related to the decision process but influence the
empirically observable response times. Finally, we will compute and compare the
expected RR under both types of decision criteria for different parameterisations
of our experimental task.

Influence of Sampling Costs on the Reward Rate-Optimal
Decision Criterion

One of the main determinants of RR, and thus of the shape of the optimal decision
criterion, are the sampling costs. These are the costs a decision maker incurs by
postponing the final decision by at least one time step to observe an additional
sensory event. The sampling costs at each point during the decision process are
given by the cost function c(t) and a decision maker who gives a final decision

after T time steps will have to pay total sampling costs C(T ) =
∑T
t=1 c(t).

Reward rate can be generally defined as (Drugowitsch et al., 2012):

RR =
〈R〉 − 〈C(Td)〉
〈Tt〉+ 〈ti〉+ 〈tp〉

, (3.3)

where 〈·〉 indicates the average over choices, decision times, and values of ti and
tp. 〈R〉 is the average reward for the final decision, 〈C(td)〉 are the average total
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sampling costs at decision time Td, 〈Tt〉 is the expected total duration of each
trial, 〈ti〉 is the average inter-trial interval and 〈tp〉 is the average punishment
delay imposed for incorrect responses. Note that this formulation of RR differ-
entiates between the decision time Td and the total trial duration Tt; whilst the
decision maker’s accumulated sampling costs depend on Td, the trial might con-
tinue without further sampling costs for an additional period of time Tt−Td after
the decision maker has indicated a final decision.

In this general form, RR depends on a number of factors that complicate the
derivation of the optimal decision criterion. We will therefore introduce some
simplifying assumptions that make the formulation more amenable to our theor-
etical analysis. Firstly, we will assume that all trials have the same length Tt,
independent of the decision maker’s decision time Td, and that the inter-trial in-
terval ti is fixed. Secondly, we will assume that there is no punishment delay
tp associated with incorrect responses. With these simplifications in place, the
denominator becomes a constant and decision makers can maximise RR by max-
imising the expected net rewards in the numerator. Given a cost function c(t),
the optimal decision criterion can now be derived using dynamic programming
techniques (Bellman, 2003; Rapoport & Burkheimer, 1971).

Here, we consider two different reward schemes and the optimal decision cri-
teria they imply. Both reward schemes have in common that the decision maker
receives a constant reward of 1000 points for correct responses and a constant pen-
alty of, say, -500 points for incorrect responses. Additionally, the decision maker
incurs sampling costs every time the final decision is postponed by one time step.
Under the first reward scheme, additional observations become more expensive as
time passes, that is, sampling costs increase. Under the second reward scheme,
additional observations become cheaper as time passes, that is, sampling costs
decrease. In both cases a possible choice for the cost function is a logistic function
parameterised such that, over the course of 30 observations, the total sampling
costs accrue to 500 points. We will furthermore assume that the decision maker
has to commit to a final decision after 30 time steps and not deciding will result in
a penalty of -1000 points (i.e., the total sampling costs for 30 time steps plus the
penalty for an incorrect response). For the increasing costs case the cost function
is then parameterised as:

c(t) =
74.92217

1 + e3−t/10
(3.4)

and the function for the decreasing costs case is obtained by replacing t by 31− t,
which means that the functions is traversed in the opposite direction. Our choice
of the logistic functions for the cost function will be motivated in the methods
section of our preregistered experiment. Nevertheless, as the argument below
shows, a large class of monotonically increasing or decreasing cost functions will
lead to qualitatively similar results.

We will focus on an intuitive account of the different effects of the two cost
functions on the optimal dynamic DC here. A formal description of the dynamic
programming techniques used to derive the optimal decision criteria is presented
elsewhere (e.g., DeGroot, 1969; Rapoport & Burkheimer, 1971). Figure 3.1 shows
the cost function (top panels) and optimal dynamic DC (solid lines, bottom panels)
for the increasing cost case (left) and the decreasing cost case (right) with θT =
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0.35 and θD = 0.23. As can be seen in the bottom left panel of Figure 3.1,
increasing sampling costs lead to a dynamic DC that collapses quickly toward 0
as time passes. This result can be intuitively understood in terms of a trade-
off between the chances of making a correct decision and the mounting costs of
waiting. Assuming that the left stimulus is indeed the target (i.e., Hl is true), as
the decision maker waits longer to make a final decision, the posterior probability
for Hl will slowly increase. Therefore, the expected reward, which is 1000 · π(t)−
500 · (1 − π(t)), will also slowly increase. However, at the same time the total
sampling costs increase at an ever higher rate, thus increasingly offsetting the
small gains in expected reward as time passes. Consequently, the decision maker
stands to gain less and less from a correct decision but risks losing more and more
for an incorrect decision, and should therefore become increasingly willing to risk
an incorrect decision while it is still relatively cheap.

Decreasing sampling costs, on the other hand, lead to a dynamic DC that in-
creases as time passes but eventually collapses toward 0 at the decision deadline
(see bottom right panel of Figure 3.1). This result can again be understood in
terms of a trade-off between the chances of making a correct decision and the
costs of waiting. As the decision maker gathers more observations from the stim-
uli, the posterior probability for Hl increases, and so does the expected reward.
Although the total sampling costs also increase, they do so at a decreasing rate.
Consequently, the increase in expected reward increasingly dominates the trade-off
and the decision maker should become increasingly willing to risk a tiny additional
loss for an incorrect decision while losing relatively little of the increase in expected
reward by waiting for an additional time step.

The dashed lines in the bottom panels of Figure 3.1 show the RR-optimal
static DCs for the reward scheme at hand. As can be seen, the best static DC
in the increasing costs case (left panel) intersects the optimal dynamic DC early
in the decision process and subsequently stays above the optimal criterion. This
might suggest that a static DC leads the decision maker to wait too long before
committing to a final decision, thus losing expected rewards due to staggering
sampling costs. In the decreasing costs case (right panel), the best static DC
lies above the optimal criterion initially. In this case the decision maker will
generally wait too long before committing to a final decision, and thus miss out on
early decisions at a time when the total sampling costs are still low and incorrect
decisions are therefore relatively cheap. Moreover, in both cases the best static DC
remains at a high value at the time of the decision deadline and will therefore incur
certain loss if the posterior probability has not reached the decision criterion. The
optimal dynamic DCs , on the other hand, collapse towards 0.5 before the decision
deadline, which avoids certain loss due to the penalty for a late response. It seems
clear from these qualitative considerations that static DCs will yield lower rewards
than the optimal dynamic DCs. However, to be able to quantify the difference in
expected rewards we first need to derive the decision time distribution under both
types of criteria.
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Figure 3.1: Cost functions and example static and dynamic decision criteria. The top
panels show the functions determining the sampling costs for an additional observation
at time step t. In the left panel the costs increase as time passes, in the right panel the
costs decrease as time passes. The bottom panels show the optimal, dynamic decision
criteria for each cost function as solid lines. The best constant, static decision criteria
are shown as dashed lines. The decision criteria shown are the optimal dynamic and best
static criteria for θT = 0.35 and θD = 0.22.

Expected Rewards and Response Time Distributions

To be able to compute the expected rewards under static DCs and dynamic DCs,
we need to know with what probability a decision maker will commit to a final
decision at different times during a trial. That is, we need to know the distribution
of decision times. To this end, we first reformulate the decision problem in terms
of a random walk, which considerably simplifies the derivation of the decision time
distribution.

The decision process is driven by two quantities, the posterior probability of
Hl given by Equation (3.2), and the decision criteria δl(t) and δr(t). Because of
the symmetry of the decision criteria we only need to consider δl(t). Hl is chosen
as the final decision if:

π(t) =
π(0)

∏t
k=1 λl(xk)

π(0)
∏t
k=1 λl(xk) + (1− π(0))

∏t
k=1 λr(xk)

> δl(t), (3.5)

which can be equivalently formulated in terms of the ratio of the likelihoods (Wald,
1945):

t∏
k=1

λl(xk)

λr(xk)
>

1− π(0)

π(0)

δl(t)

1− δl(t)
. (3.6)

Assuming that the decision maker is unbiased, that is, π(0) = 0.5, we can take the
logarithm and normalise both sides of the equation. This makes the problem of
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finding the decision time distribution equivalent to solving the first passage time
problem for a random walk with step size 1 that starts at 0:

t∑
k=1

zk > Dl(t), (3.7)

where the random variable zk = log(λl(xk)/λr(xk))/ log(p/q) andDl(t) = log(δl(t)
/(1 − δl(t)))/ log(p/q) is the upper boundary for which we seek the first passage
time distribution.

Static DC-model

In the case of a decision criterion that remains constant over the course of the
decision process, we have δl(t) = c and the decision time distribution can be
obtained using standard techniques (see Feller (1968), for details of the derivation).
In particular, the decision time distribution is the solution to the first passage time
problem for a random walk that starts at Dl(t) = log(c/(1 − c))/ log(p/q), and
has a lower absorbing bound at 0 and an upper absorbing bound at 2Dl(t). Note
that this is the random walk described in Equation 3.7, with the starting point
shifted from 0 to Dl(t). The expression for the first passage time distribution for
the upper bound is:

U(t) =
(√q

p

)s−a 2
√
pq

a

a−1∑
ν=1

sin
(sπν
a

)
sin
(πν
a

)
(

2
√
pq cos

(πν
a

)
+ r
)n−1

,

(3.8)

where s = Dl(t) is the starting point of the random walk, a = 2DL(t) is the upper
absorbing bound, and p, q, and r are the probabilities of moving up one step,
moving down one step, and remaining at the current position, respectively. The
corresponding distribution for the lower bound, L(t), is obtained by replacing the
exponent s− a in the first factor by s.

Dynamic DC-model

Obtaining the decision time distribution for the optimal dynamic DC is more
complicated because the dynamic programming techniques we used to derive the
optimal criterion only yield numerical estimates of the value of δl(t) at each time
step t. We were therefore not able to obtain a closed-form expression for the dis-
tribution function and had to rely on simulation methods instead. To simulate
random walks with absorbing bounds corresponding to our numerical estimates of
δl(t) and δr(t), we applied the transformation log(δi(t)/(1− δi(t))) with i ∈ {l, r}
to the estimated optimal bounds. We subsequently generated random paths, start-
ing at 0, and added random steps up, down, or remaining at the current position
with probabilities p, q, and r, respectively. We continued adding steps until each
path hit one of the boundaries. This process was repeated until either a total of 10
million paths had been simulated, or a minimum of 20,000 paths had terminated
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at the lower boundary, which corresponds to an incorrect decision. The latter cri-
terion guaranteed that we would generate enough samples from the decision time
distribution for incorrect decisions to obtain reliable estimates of the probability
density function. We finally estimated the probability of an upper boundary cross-
ing Û(t) at time step t by dividing the number of sample paths terminating at the
upper bound at time t by the total number of paths in our simulation. Using the
same procedure, we also obtained estimates of the probability of a lower boundary
crossing, L̂(t).

Expected Rewards

Given the decision time distribution for a sequential sampling model, or a numer-
ical estimate thereof, the expected rewards can easily be computed. For the static
DC-model, the expected reward is the sum across time points of the probability-
weighted rewards and penalties, and the sampling costs, plus a penalty term for
responses after the decision deadline:

E(RSDC) =

30∑
t=1

[1000·U(t)−500·L(t)−
t∑

j=1

c(j)]−1000·(1−
30∑
t=1

[U(t)+L(t)]). (3.9)

Because we derived the decision time distribution for the static DC-model as the
first passage time distribution of a random walk, the decision criterion can only
vary in discrete steps. This allowed us to compute the decision criterion that
would yield maximum rewards by computing the expectation in Equation (3.9)
for a number of values of the decision criterion and choosing the value that resulted
in the highest expected value.

For the optimal, dynamic DC-model, the expected reward is the sum across
time points of the probability-weighted rewards and penalties, and the sampling
costs. Because the decision criterion collapses to 0.5 at the time of the deadline,
the decision process is guaranteed to end in time and no penalties for late responses
are incurred:

E(RDDC) =

30∑
t=1

[1000 · Û(t)− 500 · L̂(t)−
t∑

j=1

c(j)]. (3.10)

Response Time Distributions

A standard assumption in many sequential sampling models is that decision mak-
ers’ response times consist of a decision time component and a non-decision com-
ponent (e.g., Ratcliff, 1978). The non-decision component accounts for cognitive
processes such as sensory encoding and motor execution that are not directly re-
lated to the decision process but are necessary for initiating the decision process
and communicating the final decision.

Cognitive processes that constitute the non-decision component fall into one
of two categories. Firstly, preparatory processes occur before the decision maker
can begin processing sensory events, and might therefore delay updating of the
posterior probability π(t). Secondly, executive processes occur after the decision
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maker has reached a final decision and serve to communicate this decision. Ex-
ecutive processes will therefore not influence the decision process itself. In our
models, we implement this separation between preparatory and executive pro-
cesses by splitting non-decision time into a preparatory component, t0 Pre, and an
executive component, t0 Exec. We will use the term reaction time to refer to the
sum of the decision time and the two non-decision time components.

In the case of a static DC, the reaction time distribution is a shifted copy of
the decision time distribution. Because the decision maker requires the posterior
probability π(t) to reach a fixed criterion to commit to a final decision, preparatory
processes that delay updating of the posterior probability do not affect the outcome
of the decision process but merely shift the decision time distribution. Similarly,
executive processes might delay the communication of the final decision but do
not affect the outcome of the decision process.

In the case of a dynamic DC, preparatory processes affect the shape of the re-
action time distribution. Because the decision maker’s decision criterion changes
over time, preparatory processes that delay updating of the posterior probability
also affect the outcome of the decision process. Depending on the shape of the
dynamic DC, longer preparatory processes will lead the decision maker to require
a higher or lower posterior probability before committing to a final decision. Ex-
ecutive processes, on the other hand, merely lead to a shift in the reaction time
distribution.

We assumed that time steps have a duration of 100ms for reasons explained in
the methods section of our preregistered experiment. We therefore also expressed
non-decision time in discrete steps of 100ms. A realistic range for the total non-
decision time is from 0 to 600ms (Matzke & Wagenmakers, 2009). We assigned
half of that range to t0 Pre and the other half to t0 Exec, meaning that t0 Pre

and t0 Exec could each be 0, 1, 2, or 3 time steps. We furthermore assumed that
each non-decision component was a priori equally likely to take on any of the four
values. To derive predictions for the expected rewards under both decision criteria,
we computed the expected rewards for each possible combination of values for the
non-decision components and averaged across the 16 resulting values.

Comparison of Rewards Expected Under Static and Dynamic
Decision Criteria

The final step of our theoretical analysis is to compare the expected rewards
for models using optimal dynamic DCs to models using static DCs for different
parameterisations of our experimental task. As discussed at the beginning of
our theoretical analysis, the rate parameters θT and θD determine the likelihood
functions λi(x) with i ∈ {l, r}, which can take the values p, q, and r. Because
these probabilities add to 1, we have r = 1−p− q and we will therefore only focus
on p and q. The set of possible values of p and q is constrained by our assumption
that positive visual events are more likely to occur for the target stimulus than for
the distractor, which implies that p > q. Moreover, given a specific pair of values
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for p and q, solving for θT and θD gives:

θT =
1

2
(1 + p− q ±

√
(1 + p− q)2 − 4p) (3.11)

θD =
1

2
(1− p+ q ±

√
(1 + p− q)2 − 4p). (3.12)

These equations have real solutions for q < 1 + p− 2
√
p, which further constrains

the set of possible values. Panel A of Figure 3.2 shows the resulting region of
possible (p, q) pairs shaded in grey. For our further analysis we sampled 201
values from this region, indicated by black dots.

We compared the rewards expected under a static DC and a dynamic DC
separately for situations with increasing sampling costs and decreasing sampling
costs. Panels B and C of Figure 3.2 show the expected rewards under the optimal
dynamic DC and the best static DC, respectively. Red shades indicate positive
expected rewards and blue shades indicate negative expected rewards. As can be
seen, expected rewards under the optimal dynamic DC are always positive whilst
expected rewards under the best static DC are negative for some parts of the
parameter space, which means that the decision maker will on average lose points.
As the task parameters p and q become more similar, expected rewards decrease
under both models, as can be seen from the change in hue from red to green to
blue. However, expected rewards decrease much more rapidly under the static
DC-model, approaching 0 and eventually becoming negative near the line p = q,
whilst the rewards under the dynamic DC-model change slowly and always remain
clearly above 0. This impression is confirmed in panel D of Figure 3.2, which shows
the ratio of rewards expected under the best possible static DC to those expected
under the optimal dynamic DC. Light blue shades indicate a ratio close to 1, dark
blue shades indicate a ratio close to -1. Because the optimal dynamic DC always
results in positive expected rewards, ratios smaller than 0 indicate that, under a
static DC, the decision maker will on average lose points. As can be seen, large
parts of the parameter space are shaded light blue, which means that static DCs
and dynamic DCs yield similar rewards. For example, for 73% of the (p, q) pairs
we sampled from the parameter space, the best static DC attained 80% or more
of the expected rewards under the optimal dynamic DC. However, near the line
where p = q, there are bands of (p, q) pairs that become increasingly darker in
shading as they approach p = q, which indicates that the rewards obtained under
a static DC become considerably smaller than the rewards obtained under the
optimal dynamic DC.

The results for decreasing sampling costs show similar patterns. Panels E and
F of Figure 3.2 show the expected rewards under the optimal dynamic DC and the
best static DC, respectively. Expected rewards are again always positive under
the dynamic DC but are negative for some parts of the parameter space under the
static DC. As p and q approach equality, the expected rewards under the static DC
decrease rapidly; the fast change from yellow to dark blue shades under the static
DC-model means that expected rewards quickly drop below 0. Under the dynamic
DC, on the other hand, the expected rewards decrease less rapidly, as indicated
by a much slower change from yellow to green shades. This impression is again
confirmed in panel G of Figure 3.2, which shows the ratio of rewards expected
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Figure 3.2: Comparison of expected rewards under static and dynamic decision criteria.
Panel A shows the region of possible (p,q)-pairs in our 2AFC task. For increasing sam-
pling costs, panels B-D show the ratio of the rewards expected under the best static DC
to the rewards expected under the optimal dynamic DC, the expected rewards under the
best static DC, and the expected rewards under the optimal dynamic DC, respectively.
For decreasing sampling costs, panels E-G show the ratio of the rewards expected under
the best static DC to the rewards expected under the optimal dynamic DC, the expected
rewards under the best static DC, and the expected rewards under the optimal dynamic
DC, respectively. Dashed lines indicate p = q. Small black circles mark the predictions
for the preregistered experiment described in the second part of this work.

under the best possible static DC to those expected under the optimal dynamic
DC. As can be seen, the largest part of the parameter space is shaded light blue,
which means that the expected rewards under the best static DC are similar to the
maximum rewards obtained by the optimal dynamic DC. For example, for 66%
of the (p, q) pairs we sampled from the parameter space, the static DC attained
80% or more of the expected rewards under the dynamic DC. However, as p and
q lie closer together, there are increasingly darker bands of (p, q) pairs, indicating
an increasing divergence between the expected rewards under the two models.
Moreover, the decrease in expected rewards under the static DC is much steeper
here than in the case of increasing sampling costs.

Interim Conclusion

The goal of our theoretical analysis was to identify situations in which expected
rewards differ considerably between static DCs and dynamic DCs. To quantify
the differences in expected rewards, we first developed a formal description of
the probabilistic structure of our experimental paradigm. We subsequently used
dynamic programming techniques to derive the shape of the optimal decision cri-
teria for two scenarios. In the first scenario sampling costs increase over time
whilst in the second scenario sampling costs decrease over time. We then estim-
ated the response time distributions and compared the expected rewards under
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the best static DC and the optimal dynamic DC for different parameterisations of
the experimental task for both scenarios. Our analysis yielded three main results.
Firstly, in both scenarios, the static DC model performed near-optimal for most
parameterisations of the task, yielding in excess of 80% of the rewards obtained
by the optimal decision criterion. This suggests that, at least in the 2AFC task
analysed here, decision makers gain little by using the optimal dynamic DC rather
than a static DC. This may explain why many experiments fail to provide clear
evidence for dynamic DCs despite using a setup in which dynamic DCs provide
higher expected rewards than static DCs.

Secondly, as the values of p and q became more similar, the discrepancy between
the static DC-model and the dynamic DC-model increased sharply. This result
appears only logical in light of the meaning of the parameters p and q, which de-
scribe the similarity between stimuli. If the difference between the two parameters
is large, it means that the decision maker faces an easy decision; consequently, re-
sponse times will tend to be short and differences between decision criteria will
have little effect on the shape of the response time distribution and the expected
rewards. However, if p and q are similar, and the decision is thus hard, response
times will tend to be dispersed over a wide range of values. Consequently, different
decision criteria will cause appreciable differences in the shape of their associated
response time distributions and the expected rewards.

Finally, our analysis also showed that these results hold irrespective of whether
sampling costs increase or decrease over time, although the degree to which ad-
hering to a static DC is sub-optimal increased more rapidly with increasing task
difficulty in the scenario with decreasing sampling costs.

3.3 Experimental Study

The goal of our preregistered experimental study was to test whether the shape
of decision makers’ decision criterion can be systematically manipulated. Our
experiment therefore included three experimental conditions that were aimed at
inducing different decision criteria. The first condition served as a control condi-
tion that should induce a static DC. In this no-cost condition participants were
exposed to a decision environment with constant rewards for correct and incorrect
decisions, and without sampling costs or a response deadline. As discussed in the
introduction section, RR maximisation in such a static environment is achieved
by a static DC (Bogacz et al., 2006; Moran, 2015; Wald, 1945; Wald & Wolfowitz,
1948). The second, increasing costs, and third, decreasing costs conditions were
aimed at inducing two types of dynamic DCs that differed from each other and
from the static DC induced in the first condition. Our theoretical analysis showed
that cost functions that either increase or decrease over time can be utilised to in-
duce markedly different optimal decision criteria, which should result in different,
empirically identifiable decision behaviour if decision makers attempt to maximise
their RR.

We based the specific decision environments in the increasing and decreasing
costs conditions on the results of our theoretical analysis, which suggest that ex-
perimental setups with relatively difficult decision problems provide the strongest
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incentive for decision makers to use an optimal dynamic DC, and are thus most
likely to elicit the corresponding decision behaviour. However, there are practical
limitations to the difficulty we can reasonably use in a decision task. Although
more difficult decision problems incentivise the use of optimal decision criteria
more strongly, the goal of our study to investigate economic optimality in percep-
tual decisions limits the the task difficulty we can practically impose. The task
paradigm used in our preregistered experiment, expanded judgment tasks, relies
on the presentation of discrete sensory events to the decision maker, which the
decision maker then integrates over time to arrive at a final decision. As task dif-
ficulty increases, the decision maker needs to integrate increasingly larger samples
of sensory events to make a decision with reasonable confidence. This increase in
the number of sensory events that need to be integrated might very well change
the nature of the decision from a relatively quick perceptual decision in the de-
cision maker’s sensory system to a slow-paced, deliberate decision based on explicit
reasoning. One possible solution to this problem might be to increase the speed
at which sensory events are presented. However, the human sensory system has
a limited temporal resolution and quick successions of visual events, for example
light flashes, will no longer be perceived as discrete events if presented at a rate
in excess of 60Hz, but will instead be seen as a steady light, which is referred to
as the critical flicker frequency (Wells, Bernstein, Scott, Bennett & Mendelson,
2001). Therefore, the rate at which sensory events are presented needs to be lower
than the critical flicker frequency whilst the number of sensory events presented
needs to be high enough for the decision maker to arrive a final decision within
reasonable time and with reasonable confidence.

For our preregistered experiment, we chose the flash task (e.g., Sanders &
Ter Linden, 1967; Wallsten, 1968; Vickers et al., 1985) as an implementation of
the expanded judgment paradigm (see S. Brown et al., 2009; Hawkins et al., 2012c,
2012a for other implementations of the paradigm). In this task, decision makers
are shown a quick succession of light flashes at two locations on a computer screen
and their task is to decide which of the two stimuli flashes at a higher rate. To
avoid the critical flicker frequency, we set the presentation rate of visual events to
10Hz. We additionally imposed a decision deadline of 30 visual events. To choose
a parameterisation for the stochastic visual stimuli we computed the predicted
response accuracy for all (p, q) pairs, for both sampling cost scenarios used in our
theoretical analysis. We choose the values p = 0.27 and q = 0.15. Using the
lower solution to Equations (3.11-3.12), the corresponding rate parameters are
θT = 0.35 and θD = 0.23. With this task setup, the optimal dynamic DC-model
predicts an accuracy of 0.79 for the increasing sampling costs condition and an
accuracy of 0.76 for the decreasing costs condition. The predicted accuracy under
the best static DC-model is 0.72 for the increasing costs condition and 0.7 for
the decreasing costs condition. These predicted accuracies suggest that decision
makers should be able to perform the decision task within the given time limit of
30 sensory events with reasonable confidence.

Our theoretical analysis suggests that our chosen task parameterisation should
lead to clear differences in optimal decision between the two conditions with sam-
pling costs and that using static DCs should, in both cases, lead to considerably
sub-optimal rewards. The optimal dynamic DCs and best static DCs for our
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Table 3.1: Order in which participants performed the three experimental conditions.

Participant 1 2 3 4
Sessions 1-4 IC DC DC NC
Sessions 5-8 DC IC NC IC
Sessions 9-12 NC NC IC DC

Note. NC=no costs, IC=increasing
costs, DC=decreasing costs.

chosen task setup are shown in Figure 3.1. As can be seen, the optimal dy-
namic DCs differ markedly from the best static DCs and the dynamic DCs also
differ considerably between sampling cost scenarios. The circle in Figure 3.2 in-
dicates the relative expected rewards for both cost conditions. In the case of
increasing sampling costs, the best static DC attains 56% of the rewards yielded
by the optimal dynamic DC. In the case of decreasing sampling costs, the best
static DC attains 37% of the rewards yielded by the optimal dynamic DC. The
preregistration document of our hypotheses and analysis protocol can be found
at: http://aspredicted.org/22zzp.pdf.

Methods

Participants

Participants were four students from the University of Amsterdam (two female,
mean age 24). All participants had normal or corrected-to-normal vision. Par-
ticipants received a basic remuneration of e 7 per session and an additional
performance-dependent remuneration of up to e 3 (see Experimental Procedure).
Written informed consent was obtained from all participants before the beginning
of the experiment. Ethical approval for the study was given by the University of
Amsterdam’s Ethics Review Board.

Experimental Procedure

Each participant performed 3200 trials of the flash task under each of three dif-
ferent experimental conditions, the order of which was counterbalanced across
participants. The order in which participants were presented the three experi-
mental conditions is shown in Table 3.1. Each condition consisted of four sessions
separated by a break of at least 2 hours and with no more than two sessions admin-
istered on the same day. During the first session of each condition, participants
performed two blocks of practice trials. The first practice block served to famili-
arise participants with the experimental task. The block consisted of 10 trials of
the flash task, and participants only received feedback about the accuracy of their
decision at the end of each trial. For correct decisions, the word ‘Correct!’ was
presented in green, for incorrect decisions the word ‘Wrong!’ was presented in red
for 500ms.

The second practice block served to familiarise participants with the payoff
scheme for the task. At the beginning of the block they were informed that they
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would receive feedback about the rewards earned for their performance, as they
would during the experimental task. Furthermore, participants were instructed
to choose a response strategy that maximises their total rewards. In the no-cost
condition, participants received a reward of 1000 points for each correct decision
and a penalty if -1000 points for each incorrect decision. In the two conditions
with sampling costs, participants received a reward of 1000 points for each correct
decision and a penalty of -1000 points for each incorrect decision. If participants
failed to respond within 3000ms they received a penalty of -500 points. In addition,
participants had to pay sampling costs for every time step they waited to make
their final decision; the total sampling costs were visualised in real time throughout
the trial. In all three conditions participants received feedback at the end of each
trial about the accuracy of their decision as well as the number of points they had
earned during the trial, either in green for rewards or in red for penalties.

After completing the second practice block, participants performed 16 blocks
of 50 trials each. At the end of each block they were shown their total payoff
for the current block, in green for positive payoffs and in red for negative payoffs.
After each block participants were given a self-paced break of up to 10 minutes.

The second and all subsequent experimental sessions of the same experimental
condition featured only one practice block of 10 trials during which participants
received feedback about the accuracy of their decisions and the points they had
earned. In total participants performed 800 experimental trials during each of four
sessions for each experimental condition. Each session lasted about 1 hour. At
the end of each session participants’ total points were converted to a performance-
dependent remuneration, at a rate of e 0.01 per 1000 points earned.

Experimental Task and Apparatus

Participants were seated in a dimly lit room at a viewing distance of 60cm from the
screen. The experiment was programmed in PsychoPy, version 1.84.Orc4 (Peirce,
2007, 2009) and stimuli were presented on an Asus VG236 23in screen at a resolu-
tion of 1920× 1080 pixels and a refresh rate setting of 60Hz. Figure 3.3 illustrates
the setup of the experimental task. At the beginning of each trial a fixation cross
was presented for 300ms. Subsequently two black circles of 0.95◦in diameter were
presented 1.91◦from the centre of the screen. The two circles subsequently flashed
up in white at random, with the frequency of the flashes determined by the rate
parameters θT and θD. The rate parameters were randomly assigned to the two
circles at the beginning of the trial. Flashes consisted of a 50ms period during
which the circle turned white, followed by a 50ms period during which the circle
turned black again, which means that individual sensory events had a total dura-
tion of 100ms. In the conditions with sampling costs the circles continued flashing
white until the participant pressed a response key (see below), upon which the
circles continued flashing in grey until a total of 30 events had been presented
(i.e., 3000ms had elapsed), thus ensuring that all trials had the same total dura-
tion. While the flashes were presented, a white bar below the two circles indicated
the current total sampling costs. As time elapsed and sampling costs mounted,
the bar grew wider. In the increasing costs condition, the bar grew slowly at the
beginning of the trial and its rate of growth accelerated according to the cost func-
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Figure 3.3: Setup of the experimental task. Participants performed the flash task in
which two circles flash white at different rates and participants have to decide which
circle flashes at a higher rate. The example trial illustrates the setup of trials in the
increasing and decreasing costs conditions. Trials in the no-cost condition did not include
the cost bar at the bottom of the screen and did not feature a response deadline.

tion given in Equation (3.4). In the decreasing costs condition, the bar initially
grew fast, slowing down as time passed with the rate of change determined by
traversing the cost function in the opposite direction. In the no-cost condition the
circles continued to flash until the participant pressed a response key; no cost bar
was presented.

Participants were instructed to indicate their final decision by pressing the ‘q’
key if they though that the left circle flashed at a higher rate, and by pressing
the ‘p’ key if they thought that the right circle flashed at a higher rate. Parti-
cipants’ response was followed by a blank screen presented for 200ms, after which
a feedback screen was shown for 500ms. The feedback screen consisted of two
lines. The top line informed participants about the accuracy of their decisions
with the word ‘Correct!’ printed in green if their decision was correct and the
word ‘Wrong!’ printed in red if their decision was incorrect. The second line of
the feedback screen showed the number of points participants received for their de-
cision, printed in green for positive total outcomes and printed in red for negative
total outcomes.

Preregistered Data Analysis

As stated in the preregistration document, we imposed two exclusion criteria.
Namely, participants who performed with a response accuracy of less than 60% or
who failed to respond on more than 10% of trials during the first session of the
experiment would be excluded. All participants performed above these minimum
standards and were therefore included in the final data analysis.

Our preregistered data analysis relied on two methods. Our primary analysis
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consisted of plotting estimates of participants’ decision criteria based on their ob-
served behaviour across sessions of each experimental condition. To this end we
recorded the sequence of stimulus events each participant observed on each trial
and grouped participants’ response times into bins of 100ms. We subsequently
used Equation (3.2) to compute the amount of evidence participants had observed
for each stimulus of being the target at the time participants indicated their fi-
nal decision. Plotting this quantity against the response time provided a direct
empirical estimate of participants’ decision criteria.

Regression analysis. Our second analysis method relied on computing two
types of Bayes factors (Jeffreys, 1961; Kass & Raftery, 1995). The first Bayes
factor we computed is based on a linear regression analysis that estimated the
slope of participants’ decision criterion. As explained above, the amount of evid-
ence participants have observed when they indicate their final decision provides an
empirical estimate of participants’ decision criterion. If participants behave in an
RR-optimal manner, this empirical estimate of the decision criterion should align
with the theoretical RR-optimal decision criterion. That is, in the no costs condi-
tion, participants should require the same amount of evidence before committing
to a final decision, independent of the response time. In the increasing sampling
costs condition, participants should require less evidence before committing to a
final decision as response time increases, and in the decreasing costs condition
participants should require increasingly more evidence for response times up to
2500ms and require less evidence for response times longer than 2500ms (compare
Figure 3.1). Consequently, for response times up to 2500ms, participants’ decision
criterion should have a distinct slope in each sampling costs condition, with the
slope being 0 in the no costs condition, the slope being negative in the increasing
costs condition, and the slope being positive in the decreasing costs condition. We
tested these predictions by fitting a regression model to participants’ data that
used response time as the predictor variable and observed evidence as the criterion
variable. We included only trials with a response time smaller than 2500ms in this
analysis. Moreover, to be able to fit the regression model to correct and incorrect
responses simultaneously, we converted the evidence values at decision commit-
ment for incorrect responses from values expressing evidence against the target to
values expressing evidence in favour of the distractor, that is, we used 1 − π(t)
instead of π(t) in our analysis (compare Equation 3.2).

We used the BayesFactor R package (Morey & Rouder, 2015) to compute Bayes
factors for the linear regression of the observed evidence on the response time. This
Bayes factor tests the alternative model that includes an intercept term, β0, and
an effect term for response time, βRT, against the null model that only includes an
intercept term. For the no costs condition, we computed the Bayes factor BF10 for
the alternative hypothesis H1: βRT 6= 0 against the null hypothesis H0: βRT = 0.
To test the specific direction of the regression slope predicted for the increasing
costs condition and the decreasing costs conditions, we imposed order restrictions
on the regression model under the alternative hypothesis. In the increasing costs
condition, we only allowed for negative slopes under the alternative hypothesis,
H1: βRT < 0, and in the decreasing costs condition we only allowed for positive
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slopes under the alternative hypothesis, H1: βRT > 0. We repeated this analysis
separately for each participant and each experimental condition, updating the
Bayes factor after each session of the same experimental condition.

Model-based analysis. The second Bayes factor we computed is based on a
comparison of two sequential sampling models. This model-based analysis quan-
tified how well the two alternative decision criteria could account for participants
data in the conditions with sampling costs. For this analysis, we computed the
likelihood of the empirical response time distribution under the best static DC and
under the optimal dynamic DC derived in our theoretical analysis, averaged across
values of the non-decision time components t0 Pre and t0 Exec. Taking the ratio
of the likelihoods under both decision criteria gives the Bayes factor. To avoid
infinite Bayes factors, we limited the computation of the likelihoods to response
times for which the theoretical response time distributions under the optimal dy-
namic DC and under the static DC both had positive mass. This analysis was
again carried out separately for each participant and experimental condition, and
Bayes factors were updated after each session of the same experimental condition.

Results

No Sampling Costs

Figure 3.4 shows the empirical estimates of participants’ decision criterion in the
control condition without sampling costs. Heatmaps show the relative frequency
with which participants responded at different time steps and values of observed
evidence. The dashed white line indicates ambiguous evidence, that is, the point
where the posterior probability for the target is 0.5 and thus favours neither of the
two response options. The solid white line shows the optimal decision criterion.
Histograms show the empirical response time distribution, in grey for correct re-
sponses and in red for incorrect responses. The results for each participant across
four experimental sessions are shown in separate panels.

As can be seen, all participants except participant 4 (bottom right panel)
set their decision criterion close to the optimal static DC in the first session.
Nevertheless, participant 4’s decision criterion approximated the optimal static
DC during the second and all subsequent sessions. This suggests that the initial
deviation from the optimal criterion might have been due to learning effects; whilst
participant 4 had not been exposed to the experimental task before, all other
participants had performed at least four sessions of the experimental task with a
different payoff scheme before being exposed to the no-costs condition (see Table
3.1).

Participants 1, 2, and 4’s decision criteria seem to be well described by a
static DC. For these participants the evidence value at decision commitment shows
neither a systematic increase or decrease across decision times, nor are there any
clear nonlinear patterns visible (top row and bottom right panel). However, there
are individual differences in the height of these participants’ decision criteria.
Whilst participants 2 and 4’s decision criteria increasingly approximate the op-
timal static DC across sessions, participant 1’s decision criterion is close to the op-
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3. Reward Rate and Dynamic Decision Criteria

timal static DC initially but becomes lower than the optimal value during the last
session. Participant 3’s decision criterion, on the other hand, is not constant over
time but rather seems to have a positive slope. As will be discussed below, this
person failed to consistently adopt the RR-optimal decision criterion during all
experimental conditions.

Figure 3.5 shows the log-Bayes factors obtained in our statistical analyses.
Groups of bars show the result for an individual participant. The shading of the
bars indicates different experimental sessions of one experimental condition, with
lighter shades representing later sessions. The top left panel shows the log-Bayes
factors for the regression analysis for the no-costs condition. Negative log-Bayes
factors indicate that the Bayes factor favours the null hypothesis, βRT = 0.

Regression analysis. The results of our regression analysis confirm the qual-
itative observations described above. As can be seen, for participants 2 and 4 the
Bayes factors weakly but consistently favour the null model with a zero slope for
response time across experimental sessions. Similarly, for participant 1 the Bayes
factors favour the null model for the first three sessions but the Bayes factor for
the fourth session favours the alternative model with a non-zero slope for response
time. This latter result might be due to the lower setting of participant 1’s decision
criterion during the fourth experimental session compared to the previous three
sessions, which induces a non-zero slope for response time. Finally, for participant
3 the Bayes factors indicate increasing evidence for a non-zero regression slope
across experimental sessions.

Increasing Sampling Costs

Figure 3.6 shows the empirical estimates of participants’ decision criterion in
the increasing costs condition. The solid white line indicates the collapsing RR-
optimal dynamic DC, the dashed white line indicates the best static DC. As can
be seen, participant 1’s decision criterion (top left panel) is consistent with the
optimal collapsing decision criterion during all experimental sessions, with slower
decisions being made at lower values of observed evidence. Similarly, participant
2’s decision criterion is consistent with the optimal dynamic DC during the second
to fourth session but shows some deviation from the optimal decision criterion dur-
ing the first session. During the first session participant 2 responded quickly at low
evidence values on a large number of trials but also responded more slowly at high
evidence values on other trials. The former pattern is consistent with participant
2’s behaviour during the decreasing costs condition that had been administered
before the increasing costs condition (compare Table 3.1). Therefore, the initial
deviation from the optimal dynamic DC might be due to incomplete adjustment
to the new decision environment.

Participant 3’s decision criterion (bottom left panel) shows some sign of an
increase during the first experimental session but appears to be constant during
all subsequent sessions and approximates the best static DC. Finally, participant
4’s decision criterion (bottom right panel) shows no sign of collapse. Instead, the
decision criterion seems to be set at ever lower values as experimental sessions
progress.
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Regression Analysis Model-Based Analysis
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Figure 3.5: Log-Bayes factors from the regression and model-based analysis. The left
column shows Bayes factors BF10 for the regression analysis comparing the alternative
model against the null model; the null model assumes that the regression slope is zero,
the alternative model assumes that slope is non-zero in the no costs condition, negative
in the increasing costs condition, and positive in the decreasing costs condition. Positive
values indicate evidence for the alternative model. The right column shows Bayes factors
BFDDC SDC from the model-based comparison of the optimal dynamic DC against the
best static DC. Positive values indicate evidence for the dynamic DC. Rows show results
for different conditions, sets of bars show the results for individual participants across
four experimental sessions.
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3.3. Experimental Study

Regression analysis. The results of our regression analysis, shown in the middle
left panel of Figure 3.5, confirm these qualitative observations. As can be seen,
for participant 1 the Bayes factors increasingly favour a model with a negative
regression slope over the null model across experimental sessions. For participant
2 the Bayes factors favour the null model initially but find increasing support
for a model with a negative regression slope across subsequent experimental ses-
sions. For participants 3 and 4, on the other hand, the Bayes factors favour the
null model over a model with a negative regression slope across all experimental
sessions.

Model-based analysis. The Bayes factors for our model-based analysis are
shown in the middle right panel of Figure 3.5. This analysis yielded similar find-
ings to the regression analysis. As can be seen, for participant 1 the Bayes factors
indicate increasing support for the dynamic DC over the static DC across experi-
mental sessions, which is consistent with the results of the regression analysis. For
participant 2, the Bayes factors indicate increasing support for the dynamic DC
over the static DC across experimental sessions whilst the regression analysis only
favours a model with a negative regression slope for the last two experimental
sessions. This difference between the two analyses during the first two experi-
mental sessions might be due to the mixture of a large number of fast responses
at low evidence values and a smaller number of intermediate response times at
high evidence values observed above; this might have induced a positive slope in
the regression analysis that is inconsistent with the alternative hypothesis of a
negative regression slope. Our model-based analysis, on the other hand, might
have been less sensitive to this mixture of response strategies because for response
times around 10-15 time steps, the static DC and dynamic DC have a similar
height and consequently make similar predictions (compare Figure 3.1). Finally,
for participants 3 and 4 Bayes factors indicated increasing support for the static
DC across experimental sessions, which is again consistent with the results of the
regression analysis.

Decreasing Sampling Costs

Figure 3.7 shows the empirical estimates of participants’ decision criterion in the
decreasing costs condition. The solid white line indicates the initially expanding
RR-optimal dynamic DC, the dashed white line indicates the best static DC. As
can be seen, participant 1’s decision criterion (top left panel) does not align with
the optimal expanding dynamic DC but rather collapses. Moreover, this collapse
is faster than in the increasing costs condition. Similarly, participant 2’s decision
criterion (top right panel) is collapsing during the first and second experimental
session and the collapse again occurs faster than in the increasing costs condition.
However, during the third session participant 2’s decision criterion is set to a very
low value, resulting in a large number of fast responses at low evidence values,
and during the fourth session the decision criterion is set to a similarly low value
but shows some signs of expansion. Participant 3’s decision criterion (bottom left
panel) is set to a low value during the first session, resulting in a large number of
fast responses at low evidence values. However, during some trials this person
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3.3. Experimental Study

also responded more slowly at higher evidence values. During the second ses-
sion, participant 3’s decision criterion is again set to a low value and nearly all
responses are fast and occur at low evidence values. During the third and fourth
session this person’s decision criterion is again set to a low value but appears to be
expanding. Finally, participant 4’s decision criterion (bottom right panel) seems
to be expanding during the first session. However, during subsequent sessions the
decision criterion is set to relatively low values and shows fewer signs of expansion.

Regression analysis. The results of our regression analysis, shown in the bot-
tom left panel of Figure 3.5, confirm the qualitative observations described above.
As can be seen, for participant 1 the Bayes factors increasingly favour the null
model over a model with a positive regression slope across experimental sessions.
For participant 2, the Bayes factors favour the null model during the first and
second session but indicate increasing support for a model with a positive regres-
sion slope during subsequent experimental sessions. For participants 3 and 4, the
Bayes factors favour a model with a positive regression slope over the null model
across all experimental sessions.

Model-based analysis. The Bayes factors for our model-based analysis are
shown in the bottom right panel of Figure 3.5. This analysis shows qualitatively
similar patterns to the regression analysis. As can be seen, for participant 1 the
Bayes factors indicate increasing support for the static DC over the dynamic DC
across experimental sessions, which is consistent with the results of the regres-
sion analysis. For participant 2, the Bayes factors indicate increasing support for
the static DC during the first and second experimental session, in line with the
regression analysis. For the third and fourth session, however, the Bayes factors
from the model-based analysis find increasingly weaker support for the static DC
whilst the regression analysis increasingly favours a model with a positive regres-
sion slope for these sessions. Nevertheless, although the model-based analysis does
not switch from support for the static DC to support for the dynamic DC model
across sessions, it shows the same trends as the regression analysis. A possible
reason for this discrepancy between the analyses is that participant 2 responded
relatively slowly at high evidence values during session 2 but responded fast at low
evidence values during session 3, which might have induced a positive regression
slope. The model-based analysis, on the other hand, is less sensitive to such effects
as its Bayes factors depend on the shape of the entire response time distribution,
which changes more slowly as response times shift from slow to fast.

For participant 3, the Bayes factors from the model-based analysis favour the
static DC during the first three experimental sessions. However, the evidential
support for the static DC decreases across sessions and the Bayes factors eventually
favour the dynamic DC during the fourth experimental session. These results again
show the same trends as the regression analysis. However, whilst the regression
Bayes factors favour a model with a positive slope across experimental sessions,
the model-based analysis initially favours the static DC and only switches to the
dynamic DC during the fourth session. This initial preference for the static DC
might be due to a group of fast responses at relatively high evidence values during
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3. Reward Rate and Dynamic Decision Criteria

the first session; such high evidence values are inconsistent with the dynamic DC,
which initially lies below the static DC (compare Figure 3.1). The late switch from
the static DC to the dynamic DC might again have been because the model-based
analysis requires more data to switch between models than the regression analysis.

Finally, for participant 4 the Bayes factors for the model-based analysis indicate
increasing support for the dynamic DC across experimental conditions, which is
consistent with the results of the regression analysis.

Summary

The goal of our experimental study was to test whether the shape of human de-
cision makers’ decision criterion can be systematically manipulated to conform to
the RR-optimal decision criterion. To this end we asked participants to perform a
perceptual decision-making task under three different sampling cost conditions. In
one condition, which served as a control condition, there was no response deadline
and there were no sampling costs associated with delaying the final decision. In
this case the RR-optimal decision criterion is a static DC. In a second condition
we imposed a response deadline and sampling costs that increased as participants
waited longer to make a decision, in which case the RR-optimal decision criterion
is a dynamic DC that collapses over time. In a third condition we imposed a
response deadline and sampling costs that decreased as participants waited longer
to make a decision, in which case the RR-optimal decision criterion is a dynamic
DC that expands initially but collapses eventually due to the decision deadline.

Our results showed that, in line with the theoretical predictions, in the no costs
condition most participants’ decision criterion was well described by a static DC.
In the increasing costs condition only two of our four participants adopted an RR-
optimal collapsing decision criterion whilst the other two participants’ decision
criteria appeared to be static. Results for the decreasing costs condition were less
clear. Most participants responded to the decision environment by adopting a low
decision criterion but only two participants showed clear signs of an expanding
decision criterion after four experimental sessions.

These results show that decision makers are sensitive to time-dependent sam-
pling costs and adjust their decision criteria to changes in the decision envir-
onment. However, the degree to which their decision criteria approximate the
RR-optimal criterion seems to depend on the complexity of the optimal criterion
and there are large individual differences in RR maximisation. Whilst most parti-
cipants could adjust to the optimal static DC in a static decision environment, only
some participants approximated the optimal collapsing or expanding dynamic DC
in a dynamic decision environment. Moreover, the fact that participants gained
extensive experience with each decision environment over the course of four ex-
perimental sessions suggests that persistent deviations from the optimal decision
criterion were not merely due to a lack of exposure to the decision environment
but rather reflect a genuine inability to adopt the RR-optimal decision criterion.
Taken together, the findings of our experimental study suggest that, at least in
the experimental task used in our study, decision behaviour is not solely driven
by RR-optimality.
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3.4. Discussion

3.4 Discussion

Considerations of economic optimality have long played a pivotal role in research
on economic decision-making. Recently, economic arguments have also gained
prominence in the area of perceptual decision-making due to a debate about RR-
optimality. Several authors (Shadlen & Kiani, 2013; Cisek et al., 2009; Thura et
al., 2012) have suggested that decision makers strive to maximise their RR and
therefore, when faced with a dynamic environment in which either stimulus qual-
ity or total rewards vary over time, should adopt a dynamic DC that changes over
the course of the decision process. In static environments with constant stimu-
lus quality and rewards, on the other hand, a static DC that remains constant
throughout the decision process is RR-optimal (Bogacz et al., 2006; Moran, 2015;
Wald & Wolfowitz, 1948; Wald, 1945). Together, these theoretical arguments im-
ply that decision makers should be able to flexibly adapt their decision criterion to
the decision environment at hand. The goal of our study was to test whether ma-
nipulations of the decision environment can indeed systematically induce different
decision criteria.

One complication to a direct test of this hypothesis arises from the fact that
previous empirical studies have used dynamic decision environments in which par-
ticipants were presented a mixture of trial difficulties but failed to find clear evid-
ence for dynamic DCs (e.g., Ratcliff & Smith, 2004; Voskuilen et al., 2016; Wa-
genmakers et al., 2008; Yap et al., 2015). Based on fits of models with static DCs
and dynamic DCs to behavioural data from rhesus monkeys, Ditterich (2006a)
suggested that decision makers might achieve near-optimal RRs using static DCs,
even in dynamic decision environments. To address this possibility systematically,
we conducted a theoretical analysis in which we compared the RRs that can be
achieved by a static DC to those achieved by the RR-optimal dynamic DC. We
first developed a formal description of two dynamic decision environments, one
in which sampling costs increase over time and one in which sampling costs de-
crease over time. Considering a typical 2AFC decision task, we then derived the
RR-optimal dynamic DCs using dynamic programming techniques and compared
the expected RRs under the dynamic DCs to those maximally achievable under a
static DC. Our analysis showed that for most task difficulties a static DC yields
in excess of 80% of the rewards obtained by the optimal decision criterion; only
for very high task difficulties are RRs under a dynamic DC markedly higher than
under a static DC.

The results of our theoretical analysis complement those of Malhotra, Leslie,
Ludwig and Bogacz (2017). In their analysis, Malhotra et al. (2017) considered an
expanded judgment task with varying task difficulties but without sampling costs.
Using dynamic programming techniques to derive the optimal decision criterion,
they found that many mixture proportions of task difficulties used in published
experiments yielded nearly constant RR-optimal decision criteria. Only mixtures
that included easy and very difficult trials resulted in a markedly collapsing op-
timal dynamic DC. Moreover, Malhotra, Leslie, Ludwig and Bogacz (in press)
showed that for the particular mixtures of task difficulties used in their experi-
ments, near-optimal RRs could be achieved with a wide range of different slopes of
the decision criterion, including a static DC. The results of our theoretical analysis
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show that, at least in the presence of time-dependent sampling costs, a static DC
can also achieve near-optimal RRs for a wide range of task difficulties. Together,
these results suggest that adopting a static DC might be a good default decision
strategy that is robust to variations in the decision environment.

Based on our theoretical results, we conducted an experimental study in which
we attempted to systematically manipulate participants’ decision criterion. In
this experiment we used a 2AFC task in which participants had to decide which
of two stimuli was flashing at a higher rate. Using a relatively high task difficulty,
we sequentially exposed participants to three different decision environments that
differed in the dynamics of the sampling costs associated with delaying the final
decision. Our results showed that decision makers were sensitive to variations
of sampling costs but the degree to which they behaved in an RR-optimal man-
ner seemed to depend on the complexity of the decision environment. In a static
decision environment without sampling costs, the optimal decision criterion is con-
stant across time. In accordance with this prediction, most participants quickly
approached the RR-optimal static DC. In a dynamic decision environment with
increasing sampling costs, the optimal decision criterion collapses over time. Only
half of our participants adopted such a collapsing dynamic DC, with one parti-
cipant adopting a near-optimal static DC and one participant adopting a subop-
timally low static DC. Finally, in a dynamic decision environment with decreasing
sampling costs, the optimal decision criterion expands at first but collapses even-
tually. Participants’ decision criteria did not align with this prototypical dynamic
DC. Instead, one participant adopted a collapsing dynamic DC and the remaining
participants adopted a very low decision criterion which resulted in suboptimally
fast responses. Only two of these latter participants appeared to be using an
expanding dynamic DC in the fourth experimental session.

There are two possible explanations why participants tended to favour fast
responding over RR-optimality. One intuitively appealing explanation relates to
loss-aversion (Kahneman & Tversky, 1984; Novemsky & Kahneman, 2005). Par-
ticipants might subjectively perceive sampling costs to be higher than their nom-
inal value and therefore attempt to minimise the losses associated with additional
observations by responding suboptimally fast. However, this explanation seems
unlikely for two reasons. Firstly, loss-aversion is conceptualised as a stable person-
ality trait (Boyce, Wood & Ferguson, 2016; Canessa et al., 2013; Tom, Fox, Trepel
& Poldrack, 2007). Therefore, a particular participant’s subjective perception
of sampling costs should remain constant across experimental conditions; parti-
cipants with high loss aversion should attempt to minimise subjective sampling
costs in all experimental conditions by responding suboptimally fast. However,
participant 3, for example, adopted a near-optimal static DC in the condition with
increasing sampling costs, which results in longer RTs than the optimal dynamic
DC, whilst this person adopted a suboptimally low decision criterion in the con-
dition with increasing sampling costs, which leads to faster RTs than the optimal
dynamic DC. Secondly, as pointed out in our theoretical analysis, the shape of the
optimal dynamic DC mainly depends on whether the cost function is increasing
or decreasing, and monotonic transformations of the cost function should lead to
similar optimal dynamic DCs. To further explore the influence of loss aversion on
the shape of the optimal dynamic DC, we computed the optimal dynamic DCs for
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the current experimental setup for different degrees of loss aversion. The results of
these analyses, shown in Appendix A, indicate that higher loss aversion leads to a
lower overall setting of the decision criterion but does not affect the shape of the
optimal dynamic DC. Therefore, participants with high loss aversion should still
adopt the prototypical collapsing dynamic DC in the increasing costs condition
and should adopt a dynamic DC that expands initially but collapses eventually in
the decreasing costs condition. This prediction is in clear contradiction with our
result that only half of our participants’ decision criterion resembled the optimal
dynamic DC in a dynamic decision environment.

A second explanation why participants tended to favour fast responding over
RR-optimality in the decreasing costs condition might be incomplete exploration.
To adjust their decision criterion to a new decision environment, participants need
to explore how sampling costs change across the range of possible response times.
However, in the decreasing costs condition all participants responded quickly dur-
ing the first sessions of the condition, and thus were only exposed to relatively
high sampling costs. Based on these observed high sampling costs, participants
might have inferred that sampling costs would remain high throughout the trial
and might therefore have adopted a suboptimally low decision criterion. This sug-
gests that participants might be able to behave in a RR-optimal manner when
they are informed about the change in sampling costs throughout the duration of
a trial. Indeed, Evans and Brown (2017) found that when participants were expli-
citly instructed how to adjust their response speed, they quickly approximated the
optimal static DC in a static decision environment. Future studies should explore
whether similar instructions can also help participants approach RR-optimality in
dynamic environments.

More generally, the question arises through which learning mechanisms de-
cision makers acquire the optimal decision criterion. The dynamic programming
techniques used in our theoretical analysis rely on computationally intensive back-
ward induction and require complete knowledge of the structure of the decision
environment, including the likelihood of different observations under competing
response options, the exact decision deadline, and the sampling costs across the
full range of possible response times. Such knowledge is usually not available
to decision makers. Instead, decision makers will have to obtain noisy estimates
of these quantities through repeated interaction with the decision environment.
This introduces a trade-off between time spent exploiting current estimates to
obtain rewards, and time spent exploring the environment and refining estim-
ates of relevant quantities. Because relatively complex decision environments will
require considerably more time for complete exploration than simple decision en-
vironments, this exploration-exploitation trade-off implies that decision makers’
decision criteria will tend to deviate more strongly from the RR-optimal criterion
in complex than in simple environments.

Further insight into what degree of RR-optimality human decision makers can
realistically achieve might be gained by incorporating a formal description of the
learning process into sequential sampling models. Reinforcement learning models
(Busemeyer & Stout, 2002; R. S. Sutton & Barton, 1998), for instance, have
successfully been used to explain the acquisition of optimal decision policies in
value-based decision-making (e.g., Ahn, Busemeyer, Wagenmakers & Stout, 2008;
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Fridberg et al., 2010; Steingroever, Wetzels & Wagenmakers, 2014). These models
might allow researchers to account for the effects of incomplete exploration, and
help quantify the degree of RR-optimality that can be achieved with different
levels of adjustment to a dynamic decision environment.

Finally, despite a number of differences in experimental setup, the results of our
experiment showed several important similarities to those of Malhotra et al. (2017).
Whilst we kept task difficulty constant and utilised sampling costs to manipulate
participants’ decision criterion, Malhotra et al. utilised varying task difficulties and
kept sampling costs constant. Moreover, whilst our participants performed several
experimental sessions of each condition, Malhotra et al.’s participants performed
only a single session of one experimental condition. Nevertheless, both, our and
Malhotra et al.’s study found large individual differences in the setting of decision
criteria. Moreover, both of our studies found that participants’ decision criteria
deviated from the optimal decision criterion when the optimal decision criterion
was increasing. In particular, Malhotra et al.’s participants tended to adopt a
collapsing decision criterion even when the RR-optimal criterion was expanding.
The stability of these results across experimental setups supports our conclusion
that decision behaviour is not solely driven by RR-optimality.

To conclude, in the present work we tested the hypothesis that decision mak-
ers can flexibly adjust the shape their decision criterion to maximise RR. To this
end we conducted a theoretical analysis in which we compared the RR obtained
by a static DC to the RR obtained by the optimal dynamic DC. This analysis
showed that differences in RR between static DCs and dynamic DCs are negli-
gible unless task difficulty is high, which suggests that a static DC might represent
a robust default decision strategy. In a subsequent experimental study we exposed
participants to a high-difficulty version of our experimental task in three different
decision environments. The results of this study showed that human decision mak-
ers are sensitive to the dynamics of the decision environment but systematically
deviate from the optimal criterion, especially in complex decision environments. A
possible explanation for these deviations is incomplete exploration of the decision
environment. Future studies should address this possibility by explicitly modelling
the learning mechanisms underlying adjustments of the decision criterion.
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Abstract

The contingent negative variation, a slow cortical potential, occurs when
humans are warned by a stimulus about an upcoming task. The cognit-
ive processes that give rise to this EEG potential are not yet well under-
stood. To explain these processes, we adopt a recently developed theoretical
framework from the area of perceptual decision-making. This framework as-
sumes that the basal ganglia control the tradeoff between fast and accurate
decision-making in the cortex. It suggests that an increase in cortical ex-
citability serves to lower response caution, which results in faster but more
error prone responding. We propose that the CNV reflects this increased
cortical excitability. To test this hypothesis, we conducted an EEG exper-
iment in which participants performed the random dot motion task either
under speed or under accuracy stress. Our results show that trial-by-trial
fluctuations in participants response speed as well as model-based estim-
ates of response caution correlated with single-trial CNV amplitude under
conditions of speed but not accuracy stress. We conclude that the CNV
might reflect adjustments of response caution, which serves to enhance quick
decision-making.
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4.1 Introduction

Events in the environment often have a natural order to them where events that are
of significance to a human decision maker are embedded in a stream of predictable
but non-significant events. Numerous studies have shown that decision makers can
use knowledge of warning stimuli preceding significant events to prepare efficiently
for the upcoming event, especially if only limited time is available to process the
event (e.g., Leuthold, Sommer & Ulrich, 2004; Mulckhuyse & Theeuwes, 2010;
Praamstra, 2006; Wühr & Kunde, 2008).

The first description of the neural signature of the processes underlying this
preparation effect, the contingent negative variation (CNV), was provided by
Walter (1964). They observed a slow buildup of a negative-going EEG poten-
tial if a warning stimulus preceded a response stimulus whilst no such build-up
was observed if no warning was given. Despite numerous replications of the CNV
effect, it is still unclear what the underlying cognitive processes are (e.g., Van
Boxtel & Böcker, 2004; Kononowicz & Van Rijn, 2014).

Here we adopt a recently developed framework from the area of perceptual
decision-making that can coherently account for the CNV effect. It suggests that
decision makers adjust to stronger environmental limitations on decision time by
trading off faster decisions for lower decision accuracy, which should be reflected
in more negative CNV amplitudes.

Forstmann et al. (2008) suggested that the tradeoff between speeded and ac-
curate deciding (Bogacz, Hu, Holmes & Cohen, 2010; Wickelgren, 1977), often
referred to as response caution (Forstmann et al., 2008, 2010), is implemented
by a brain circuitry involving cortical areas, the basal ganglia, and the thalamus.
If speeded decisions are emphasised, optimal performance requires low response
caution, promoting excitatory cortical input to the basal ganglia. As cortical pro-
cessing starts to favour one course of action over another, the input nuclei of the
basal ganglia (i.e., the striatum) become activated, leading to an inhibition of the
basal ganglias output nuclei (i.e., the globus pallidus interna and the substantia
nigra pars reticularis). This releases the thalamus from its usual inhibited state
and allows it to excite the cortex, thus facilitating the execution of the action that
is being prepared.

Interestingly, modulations of cortical excitability, as suggested by Forstmann et
al.’s (2008) model, might give rise to slow cortical EEG potentials such as the CNV
(Birbaumer, Elbert, Canavan & Rockstroh, 1990; Elbert, 1990). If quick decisions
are required, the thalamus might partially depolarise cortical neurons to increase
the speed at which a response option is selected. This suggests that, on average,
an emphasis on speed, and hence lower response caution, should be associated
with more negative CNV amplitudes. Moreover, under speed stress, trial-by-trial
fluctuations in CNV amplitude should be associated with fluctuations in response
caution.

Suggestions that the CNV might reflect the degree to which humans are pre-
pared to take action quickly have been made early on in the long-standing history
of research on the CNV (e.g., Hillyard, 1969; Loveless & Sanford, 1974; Näätänen,
1970). Indeed, Loveless and Sanford (1974) suggested that the CNV reflects ad-
justments of a response criterion that determines how much sensory information
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decision makers gather before engaging in a decision. In their experiment they
used speed instructions to manipulate how fast participants responded and found
that under conditions of high speed stress, average response times were lower and
average CNV amplitudes were higher. Similar results were reported by McAdam,
Knott and Rebert (1969) and Loveless and Sanford (1973). Gaillard and Näätänen
(1973) as well as Hillyard (1969) further showed that under speed stress, also on
a single-trial basis higher CNV amplitudes are associated with shorter response
times.

Although these earlier studies were based on notions similar to the idea sug-
gested by the framework adopted here, there are a number of important points
that were not addressed. Firstly, all of the above studies used detection or choice
response time tasks that did not include any response-relevant ambiguity in the
stimulus. This minimises the time spent on the actual decision process, thus em-
phasising quick motor responses rather than quick decision-making. Secondly, all
studies only investigated the relationship between CNV and response time data
but ignored the inherent dependence between response time and response accuracy
suggested by the speed-accuracy tradeoff (Bogacz et al., 2010; Wickelgren, 1977).
Thirdly, although Loveless and Sanford (1974) suggested that the CNV reflects
the adjustment of a response criterion, they did not specify how that criterion
relates quantitatively to response time. Finally, none of the studies provided an
account of the physiological processes linking the CNV to the decision makers
preparedness to respond quickly.

One alternative account of the CNV posits that the CNV reflects motor prepar-
ation, rather than the adjustment of response caution. A number of authors have
suggested that higher CNV amplitudes are due to a more advanced calibration of
the motor programs needed to execute a response (e.g.,Grünewald, Grünewald-
Zuberbier, Netz, Homberg & Sander, 1979; MacKay & Bonnet, 1990; Rohrbaugh
& Gaillard, 1983; Ulrich, Leuthold & Sommer, 1998; see Leuthold et al., 2004,
for a review). For example, Ulrich et al. (1998) showed that as more parameters
of the required motor response (e.g., direction and force of the hand movement)
were specified in advance by a warning stimulus, more negative CNV amplitudes
could be observed.

This explanation can be examined using motor-related EEG potentials. Ac-
cording to the motor preparation account of the CNV, participants level of motor
preparation might be higher under time pressure, leading to very fast responses.
The lateralised readiness potential is assumed to be a genuine marker of mo-
tor processes (Coles, 1989; De Jong, Wierda, Mulder & Mulder, 1988; Kutas &
Donchin, 1980) and can be exploited to assess whether experimental effects are
due to cognitive processes preceding the preparation of a motor response or are
due to processes related to the motor response itself (Leuthold, Sommer & Ulrich,
1996; Osman, Moore & Ulrich, 1995). In particular, the time between stimulus
onset and the onset of the stimulus-locked LRP (S-LRP) reflects premotor pro-
cesses whereas the time between the onset of the response-locked LRP and the
execution of the motor response (LRP-R) is assumed to reflect motor processes
(Leuthold et al., 2004). Consequently, if decreases in response time and accuracy
under time pressure are due to advanced motor preparation, rather than adjust-
ments of response caution, decreased response times should be associated with
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shortened LRP-Rs.
In the present study we tested the hypotheses that, on average, more negative

CNV amplitudes are associated with lower response caution and that trial-by-
trial fluctuations in CNV amplitude reflect fluctuations in response caution, as
predicted by the neurobiological model adopted here. Moreover, we examined
whether advanced motor preparation, rather than lower response caution, is re-
sponsible for shorter response times, as would be indicated by a shortening of
LRP-Rs under speed pressure. We asked participants to perform a two-choice
motion discrimination task where they had to decide whether a noisy stimulus
slowly drifted to the left or to the right. We then related participants response
times to the CNV amplitude on a single-trial basis. Moreover, we used a mathem-
atical model that combines response time and accuracy data to quantify response
caution in a principled manner. We obtained model-based single-trial estimates
of participants response caution and used these estimates to predict the CNV
amplitude on a trial-by-trial basis.

4.2 Materials and Methods

Participants

Twenty-five students from the University of Groningen (17 female) participated in
our experiment for partial course credit. Two of these participants were excluded
from further analysis because of non-compliance with the task instructions and
3 other participants were excluded because of a high number of EEG artifacts.
The mean age was 21.3 years (range 17-25) and all but one participant were
right-handed. All participants had normal or corrected-to-normal vision and no
known neurological conditions. Written informed consent was obtained from all
participants before the beginning of the experimental session. Ethical approval
for the study was given by the Department of Psychologys ethics committee (file
no. 12026-E).

Task

Participants performed the random dot motion task, which is a standard task in
neuroscience research with human and primate subjects (Britten et al., 1992). In
this task, participants are shown a cloud of pseudo-randomly moving dots and
have to decide whether the cloud is moving to the left or right. The cloud used
here measured 250 pixels in diameter and consisted of 120 dots with a diameter
of 3 pixels. A proportion of the dots, which depended on the coherence level for
the individual participant determined in the psychometric task (see Psychometric
Task and Coherence Estimation), moved coherently to the left or right by 1 pixel
per frame whereas the other dots were randomly displaced by 1 pixel. Each frame
was presented for 50ms and the total number of frames was 30, meaning that the
cloud moved for 1.5s in total.

Each trial Figure 4.1 started with a black screen, the presentation duration of
which was drawn from a discrete uniform distribution from 0.5 to 2s in steps of
0.5s. After that a cue consisting of the letters ‘AC’ or ‘SP’ appeared on the screen
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Figure 4.1: Structure of the experimental task. Participants performed a random dot
motion task where they had to decide whether a cloud of pseudo-randomly moving dots
was drifting to the left or to the right. The frame indicates the period during which the
CNV was measured.

for 2s, informing participants to either respond as accurately (accuracy trial) or
as quickly (speed trial) as possible, respectively. This was followed by another
black screen that was again presented for a randomly selected interval from a
uniform distribution from 0.5 to 2s. Subsequently, a fixation cross appeared for
2s, indicating that the trial was about to start. A cloud of random dots appeared
thereafter and stayed on the screen for 1.5s, during which participants had to
give a response. After that another black screen was presented for a randomly
selected interval between 0.5 and 2s. Finally, participants were given feedback on
their performance depending on the trial type. On AC trials, the word ‘correct’
appeared if the participant had given the correct response and the word ‘incorrect’
was shown if the response was wrong. On SP trials, participants saw the words
‘in time’ if they responded within 0.5s of random dot onset; otherwise they saw
the words ‘too slow’. The feedback ‘no answer’ was given if participants did not
respond within 1.5s after random dot onset, irrespective of the trial type.

Apparatus and Experimental Procedure

Participants were seated in an electrically shielded, dimly lit room. They were
asked to put their head on a chin rest at a viewing distance of 60cm from the
screen to ensure good quality of the EEG recordings (see below). The task was
administered using the Presentation R© experimental software system (Version
14.9, www.neurobs.com). Stimuli were presented on an Iiyama Vision Master Pro
513, 22in screen with a resolution of 1024 × 768px and a refresh rate setting of
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100Hz. The cloud stimulus subtended a visual angle of 0.16◦. Participants were
instructed to press the response keys ‘V’ and ‘M’ if they thought the cloud was
moving to the left or right, respectively. They were asked to use their left and
right index fingers to press the buttons.

The experimental session started with a demographic questionnaire after which
participants performed 5 blocks of 40 trials of a psychometric task to estimate
the motion coherence at which they performed at about 80% correct. After that
participants were prepared for the EEG recordings. Subsequently, they were given
task instructions and performed 200 trials of the experimental task. Trials were
presented in blocks of 40 trials between which a participant-controlled break was
given. The order of SP and AC trials was completely randomised.

Psychometric Task and Coherence Estimation

The psychometric task used the same random dot stimuli as the experimental task.
For each trial the motion coherence was randomly selected from a set ranging
from 5 to 80% (i.e., 5, 10, 15, 20, 25, 40, or 80%). Participants were instructed
to respond as quickly and as accurately as possible. Trials started with a fixation
cross that was presented for 0.5s. After that a random dot stimulus was presented
for 1.5s, followed by a black screen for 0.5s and a feedback screen presented for
0.5s, informing participants whether their response was correct or incorrect.

We used the psychometric function obtained from a drift diffusion model to
adjust the motion coherence for each participant. A psychometric function links
the strength of a stimulus (here motion coherence) to an individuals probability of
a correct response. To obtain an estimate of this function for each participant, we
fitted the symmetric-bounds drift diffusion model described by Palmer, Huk and
Shadlen (2005) to the data from the psychometric task. We then set the coherence
for the experimental task to the coherence level at which the psychometric function
intersects the 80% accuracy criterion.

EEG Data Acquisition and Preprocessing

Data were recorded with the TMS amplifier system and electrode cap (Electro-
decap, Inc.) at 500 Hz using an average reference. Data were algebraically rerefer-
enced to the mastoid electrodes after recording. Thirty scalp electrodes were
placed according to the international 10-20 system at locations FP1, FP2, AFz,
F7, F3, Fz, F4, F8, T7, C3, Cz, C4, T8, P7, P3, Pz, P4, P8, O1, O2, FC1, FC5,
FCz, FC2, FC6, CP5, CP1, CPz, CP2, and CP6. Reference electrodes were placed
at the mastoids. EOG recordings were obtained from two horizontal electrodes
placed at the outer canthi of both eyes and two vertical electrodes placed above
and below the left eye. Impedance values were kept below 10kΩ.

The data were preprocessed using the Matlab-toolbox FieldTrip (Oostenveld,
Fries, Maris & Schoffelen, 2011). Trials were defined as segments from 5s before
the onset of the moving dots until 3s after moving dots offset. Trials with an
amplitude exceeding -300µV or 300µV or with clipping artifacts with a duration
of more than 10ms were excluded from further analysis. Jump and muscle artifacts
were identified using FieldTrips built-in artifact rejection function which is based
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on z-standardised amplitude values per channel. Jump artifacts were defined as
trials with a z-value higher than 50; muscle artifacts were identified by band-pass
filtering the data between 110 and 140Hz and removing trials with a z-value higher
than 25. This resulted in the removal of an average of 28 trials per participant
(minimum=14, maximum=55).

After artifact rejection was completed, the data were low-pass filtered at 35Hz.
Independent component analysis was used to correct eye blink artifacts. This
method has been shown to be efficient at detecting artifacts and to better recover
the true brain activity underneath the artifact than other methods (Jung, Makeig,
Humphries & Lee, 2000). The data were subsequently baseline-corrected to the
mean amplitude during the baseline-window from 300 to 100ms before the onset
of the fixation cross. Unless indicated otherwise all further analyses reported here
were carried out based on electrode ‘FCz’ as the CNV is usually measured on
midline electrodes (e.g., Cui et al., 2000; Kononowicz & Van Rijn, 2011).

ERP Analysis

For the ERP analysis the CNV amplitude was determined by computing the mean
amplitude over a window from 200ms to 100ms before the onset of the moving dots
on a single-trial basis. As pointed out by Luck (2005), the mean amplitude has
a number of advantages over the peak amplitude, most importantly an expected
value that is independent of noise. The measurement window was chosen close to
the onset of the moving dots because the CNV amplitude was expected to be more
stable later during the preparation process and more representative of the state
of excitation at the onset of the moving dots. Exploratory analyses with different
measurement windows during the late CNV or different electrodes did not yield
qualitatively different results and are therefore not reported in detail here.

Statistical Analysis Using Linear Mixed-Effects and General
Additive Models

Three trials with response times below 200ms were excluded from the statistical
analysis because they likely do not reflect the decisions process of interest. We
used linear mixed effects (LME) models for our statistical analysis of the single-
trial relationship between response time and CNV amplitude and the relationship
between response caution and CNV amplitude as these models account most ap-
propriately for our experimental design (see Pinheiro & Bates, 2000, for an in-
troduction). LME models are regression models that model the data on multiple
levels. In our analysis, fixed effects estimated by the models describe the overall
relationship between single-trial response time and CNV amplitude across parti-
cipants. Random effects describe the deviation of the relationship between CNV
amplitude and response time found within each individual participant from the
overall relationship described by the corresponding fixed effect.

Additionally, we used general additive models (GAMs) to explore the specific
shape of the relationship between CNV amplitude and response time as these
models can account for non-linear relationships of any kind (see S. N. Wood,
2006, for an introduction). GAMs represent a dependent variable as the sum of a
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set of linear predictor variables and a set of smooth functions of covariates. This
latter part of the model, the smooth functions, allows the model to account for
any degree of non-linearity in the relationship between dependent variable and
covariates. To do so, the relationship between dependent variable and covariates
is represented in terms of a regression spline basis. The fitting is done under
a penalised least squares criterion that penalises the lack of smoothness of the
resulting curve. That means smooth curves are preferred over wiggly curves as a
description of the relationship between dependent variable and covariates. This
property makes GAMs a suitable tool for exploring non-linear relationships while
avoiding overfitting.

One important strength of these modelling approaches is that they allow for
formal model comparisons. That means the contribution of different model com-
ponents to a models account of the data can be evaluated in a principled and
systematic manner. A model that does include a particular component can be
compared to a model that does not include that particular component in order to
assess whether the models improved fit to the data merits the added complexity
associated with the inclusion of that component.

Model-Based Estimation of Response Caution

The Linear Ballistic Accumulation model (LBA; Figure 4.2; S. D. Brown & Heath-
cote, 2008) was fitted to participants’ response time and accuracy data to obtain
estimates of their response caution. The model conceptualises decision-making
as an evidence accumulation process over time. Separate accumulators for each
decision alternative accumulate evidence at a fixed rate v until a decision bound-
ary b is reached. The alternative for which the evidence reaches the boundary
first is eventually selected. To account for variability in response times, the model
assumes drift rates across trials to be normally distributed with variance s and
mean v. Moreover, the starting point of the accumulation process is assumed to
have a uniform distribution between 0 and an upper bound A. The model also
estimates a component t0 (the non-decision time) that accounts for all processes
not related to the decision itself (e.g., execution of the motor response).

Response caution in the model is defined as the distance between the upper
bound of the starting point distribution and the decision boundary, b− A. If the
distance is high, response caution is high and the accumulation processes for all
alternatives start well below the decision threshold. This results in high accuracies
at the expense of long response times. If, on the other hand, the distance is low,
response caution is low and the starting point for the incorrect alternative might
be sampled very close to the decision boundary. In this case the evidence for the
incorrect choice might reach the threshold first, resulting in lower accuracies and
shorter response times.

A recent extension of the LBA model, the single-trial LBA model (STLBA; Van
Maanen et al., 2011; Ho et al., 2012), was used to obtain estimates of response

caution âi and drift rate d̂i for every trial for every participant. Following the
procedure suggested by Van Maanen et al. (2011), we first fitted the standard
LBA model to the .1, .3, .5, .7, and .9 quantiles of the response time distributions
for SP and AC for each participant (Donkin, Brown & Heathcote, 2011). Trials
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Accumulation Time 

Figure 4.2: Linear Ballistic Accumulation Model (adapted from S. D. Brown & Heath-
cote, 2008). A random starting point for the evidence accumulation is drawn from a
uniform distribution between 0 and A. Evidence is accumulated at a fixed rate drawn
from a normal distribution with mean v and standard deviation s until the decision
threshold b is reached.

with response times shorter than 200ms or longer than 1500ms were removed as
they are likely not due to the decision process of interest (4.5% of the data). To
determine which of the five LBA model parameters (v, s, A, b, and t0) should
be free to vary between experimental conditions, all possible models that can
be created by freeing any subset of the five parameters were fitted to the data.
All models were then compared using Schwarz weights (Raftery, 1996). These
weights are computed based on the Bayesian Information criterion (BIC) and
higher weights imply stronger evidence in favour of a model. We computed the
average of the Schwarz weights for each model across participants and selected
the model with the highest average weight. The LBA parameter estimates of
the best-fitting model were then used to obtain maximum likelihood estimates
of single-trial response caution and drift rate for every participant. As with the
response time data, we used LME models to investigate the relationship between
these single-trial estimates and the CNV amplitude.

4.3 Results

Behaviour

Our behavioural data exhibited the typical patterns usually observed in the ran-
dom dot motion task (Figure 4.3). Participants’ accuracies were lower on SP com-
pared to AC trials (we applied an arcsine transformation to account for the non-
normality of accuracy scores; t(19) = 8.07, p < .01, Mdiff = 0.15, SEdiff = 0.01).
We analysed the response time data with a 2 × 2 repeated measures ANOVA
with factors accuracy (incorrect, correct) and experimental condition (SP, AC).
The average response times in SP were shorter than the average response times
in AC, which was indicated by a significant main effect of experimental condition
(F (1, 19) = 172.14, p < .01, η2

partial = .90). Moreover, a significant disordinal in-
teraction between accuracy and experimental condition (F (1, 19) = 25.28, p < .01,

67



4. CNV Amplitude Reflects Response Caution

Accuracy Speed

0.0

0.2

0.4

0.6

0.8

1.0

R
T

 (
m

s
)

400

600

800

1000

A
C
C

correct

wrong

0.73 0.62

961.52

586.06

1020.58

536.37

Figure 4.3: Mean accuracies and response times for the speed (SP) and accuracy (AC)
condition. Numbers show the mean response times and accuracies. Error bars show 1
SE within-subjects (Loftus & Masson, 1994). Standard errors for response times were
computed separately for each cell mean according to formula (4) in Loftus and Masson
because ANOVA error terms varied between factors.

η2
partial = .57) suggests that errors tended to be faster than correct responses in

SP whilst correct responses were faster than errors in AC. This was confirmed by
post-hoc t-tests that showed that responses were significantly faster for errors than
correct responses in SP (t(19) = −5.57, p < .01, Mdiff = −49.33, SEdiff = 8.86)
whilst correct responses were faster than errors in AC (t(19) = −3.14, p < .01,
Mdiff = 59.06, SEdiff = 18.83). A nonsignificant main effect of accuracy did not
provide any evidence for a difference in average response times between correct
and error responses (F (1, 19) < 1, p = .63, η2

partial = .01).
Further, we tested whether participants performed the experimental task in SP

over the whole range of response times or whether fast response times were due
to participants ignoring the random dot motion task completely and responding
based on guesses. That is, we tested whether participants accuracy was above
chance for all response times in SP. Therefore, we split each participants SP
response times into five quantiles (.2, .4, .6, .8, 1.0) and tested whether their
arcsine-transformed accuracy was higher than 50%. Although not significant for
the first two quantiles, the accuracies tended to be slightly above chance and were
significantly so for the last three quantiles (q.2: t(19) = 1.30, p = .21, M = .53,
SE = 0.02; q.4: t(19) = 1.72, p = .10, M = .54, SE = 0.03; q.6: t(19) = 5.32,
p < .01, M = .62, SE = 0.02; q.8: t(19) = 4.24, p =< .01, M = .66, SE = 0.03;
q1.0: t(19) = 5.98, p =< .01, M = .71, SE = 0.03).
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Figure 4.4: EEG data aligned to the onset of the moving dots, averaged across parti-
cipants for SP, AC, and the difference waveform SP-AC, low-pass filtered at 5Hz. The
striped area indicates the measurement window for the mean amplitude. The grey shaded
area indicates 1 SE. The lines indicate fixation onset (solid), moving dots onset (dashed),
and moving dots offset (dotted).

Electroencephalographic Recordings

The averaged EEG data showed a higher negativity in SP than in AC during
the preparation period whilst there was no difference during the presentation of
the random dot kinematogram (Figure 4.4). The typical early deflections (i.e.,
N1, e.g., Haider, Spong & Lindsley, 1964; P2, e.g., Hillyard & Münte, 1984)
were clearly visible shortly after the onset of the preparation period preceding the
onset of the random dot kinematogram. The CNV slowly built up during the
preparation period in both experimental conditions. It can be seen that the CNV
amplitude during the measurement window, marked in red, was higher for SP than
for AC (t(19) = 3.78, p = .01, Mdiff = 3.16µV , SEdiff = 0.86). After the early
sensory potentials in response to the onset of the random dot kinematogram, the
EEG activity reached similar levels in both conditions. An analysis of the average
EEG activity between 200 and 100ms before participants response showed no
evidence for a difference in amplitude (t(19) = 1.23, p = .24, Mdiff = 0.81µV ,
SEdiff = 0.66). We excluded all trials with response times smaller than 500ms from
the computation of the mean amplitude to avoid confounds caused by the early
visual potentials overlapping with later EEG activity. This resulted on average
in the removal of 36 trials in SP and 2 trials in AC, leaving on average 48 trials
per participant in SP and 82 trials per participant in AC for the computation of
the mean amplitude. Comparisons of mean amplitude measures that are based on
different numbers of trials are unproblematic as the expected value of the mean
amplitude is independent of noise introduced by variation in the number of trials
(Luck, 2005). Despite the relatively large difference in the number of remaining
trials between SP and AC the data basis was sufficiently large to compute reliable
estimates of the mean amplitude.

The negative Voltage associated with the CNV (Figure 4.5) focused on central
midline electrodes but also spread laterally to more temporal and parietal areas.
Although a slight lateralisation was visible, it was not statistically significant in a
repeated measures ANOVA with factors response hand (left, right), experimental
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Figure 4.5: Topographic maps for the EEG data for SP and AC trials and left and right-
hand responses. Data are averaged from 200ms to 100ms before moving dots onset. Dots
indicate the positions of the electrodes, the red dot indicates FCz.

condition (SP, AC), electrode (FC5, FC6), and the mean CNV amplitude as de-
pendent variable. Although there was a tendency for the CNV amplitude to be
more negative at FC5, the main effect of electrode (F (1, 19) = 3.91, p = 0.06,
η2

partial = .17) was not significant, nor were there any significant interactions

with electrode (F (1, 19) ≤ 0.73, p ≥ .40, η2
partial ≤ .04). An analysis based on

C3 and C4 instead of FC5 and FC6 showed similar results (main effect of elec-
trode: F (1, 19) = 0.50, p = .49, η2

partial = .03; interaction effects with electrode:

F (1, 19) ≤ 3.12, p ≥ .09, η2
partial ≤ .14). Similar to the ERP plots shown in Figure

4.4, a stronger negativity was visible in SP than in AC.

Single-Trial CNV Amplitude and Response Speed

Our statistical analysis of the relationship between CNV and response time showed
that, on a single trial level, shorter response times were associated with more neg-
ative CNV amplitudes in SP but not in AC. We used a hierarchical modelling
approach with LME models that used negative CNV amplitude as dependent vari-
able. Our first model, the Baseline model, included a fixed effect for experimental
condition as well as a random effect for experimental condition (coded as 0 for
SP and 1 for AC) per participant. Our second model, the RT model, additionally
included a fixed and a random effect for response time but no interaction between
response time and experimental condition. A formal comparison of these two
models (Table 4.1) showed that including response time as a predictor increased
the fit of the model to the data, which means that response time correlated with
CNV amplitude on a single-trial basis. AIC as well as a chi-square test preferred
the second model over the first model (∆AIC = 16; χ2(4) = 24.47, p < .01).

We also considered a model that only included a fixed and a random effect
for response time but not for experimental condition. A formal comparison with
the RT model showed that the RT model was superior to the model without any
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Table 4.1: Model parameters for linear mixed effects of the relationship between response
time and CNV amplitude.

Baseline Model RT Model RT×Cond Model

AIC 28566 28550 28529

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 10.021 (1.405) 7.134 11.504 (2.036) 5.650 15.288 (2.864) 5.338
Condition -3.157 (0.836) -3.774 -1.929 (0.839) -2.300 -8.404 (2.965) -2.835
RT -0.003 (0.004) -2.054 -0.010 (0.003) -3.186
RT×Condition 0.001 (0.003) 3.114

Experimental condition is dummy-coded as SP=0 and AC=1.

effects for experimental condition (∆AIC = 5; χ2(4) = 24.47, p = .01). This
means that response time alone, just like experimental condition alone, did not
provide a sufficient account for trial-by-trial fluctuations in CNV amplitude.

We tested further whether response time was a better predictor of CNV amp-
litude in SP than in AC. Therefore, we created a third model, the RT x Cond
model, that included a fixed and a random effect for the interaction between re-
sponse time and experimental condition in addition to the predictors included in
the RT model. AIC as well as a chi-square test preferred the RT x Cond model
over the RT model (∆AIC = 21; χ2(5) = 31.16, p < .01). This result implies
that the strength of the relationship between response time and CNV amplitude
differed between SP and AC. Inspection of the estimated model parameters shows
that the relationship between response time and CNV amplitude was stronger in
SP than in AC. The regression weight for SP (i.e., β̂RT) means that a decrease
in response time of 100ms was associated with an increase in CNV amplitude
(i.e., a more negative CNV) of about 1.0µV. The regression weight for AC (i.e.,

β̂RT + β̂RT×Condition), on the other hand, means that a decrease in response time
of 100ms was associated with an increase in CNV amplitude of less than 0.1µV.

An exploratory analysis using different time windows showed that these results
held for all but the earliest parts of the CNV. Moreover, using a different electrode,
Cz, did not yield qualitatively different results. We computed the mean CNV amp-
litude over three additional time windows, namely from 0.55s to 0.45s, from 1.05s
to 0.95s, and from 1.55s to 1.45s before the onset of the moving dots. The results
showed that in all cases except the earliest time window the RT×Cond Model was
superior to the RT Model and the RT Model was superior to the Baseline Model
(see Table B.2 for the details). Furthermore, the RT×Cond Models estimated
beta regression weight for RT in SP (Figure 4.6) increased in size over consecutive
time windows, meaning that response time became a better predictor of the CNV
amplitude as the CNV built up. In AC, on the other hand, the estimated regres-
sion weight stayed close to zero and did not become a good predictor of CNV
amplitude even during the late CNV. We further repeated the above analyses for
electrode Cz. The results showed the same qualitative patterns, namely that the
RT×Cond Model was superior to the RT Model and the RT Model was superior
to the Baseline Model for the two late time windows. During the two earliest
time windows the RT Model was preferred over the Baseline Model as well as the
RT×Cond model (see Table B.3 for the details).
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Figure 4.6: Development of the beta regression weights for RT in SP and AC as the CNV
built up. Beta weights are based on the RT x Cond model. Regression weights for AC
were obtained by recoding AC to 0 and SP to 1 in the LME model. Error bars show
approximate 95% confidence intervals based on the t-statistics computed by the lme4 R

package (Bates et al., 2013).

An additional analysis that took into account individual differences in the
location of the electrodes showing the experimental effect most clearly confirmed
the qualitative results of the previous analyses. Due to individual differences in
anatomy, the electrodes showing the effect of response caution on CNV amplitude
might differ between participants. To account for this fact, we determined the
electrode per participant from a band around the midline (i.e., Cz, Pz, FC1,
FCz, FC2, CP1, CPz, and CP2) that showed the largest mean AC-SP difference.
We entered the single-trial CNV amplitude from the corresponding electrode per
participant for each of the four time windows described above as the dependent
variable into an LME analysis. The results showed that for the latest time window
the RT x Cond model was superior to the RT model and the RT model was superior
to the Baseline model (see Table B.4 for details). For the earlier time windows no
clear pattern emerged which is presumably due to the additional noise introduced
by including different electrodes per participant. Because some electrodes were
only included for one or two participants in the analysis, the additional noise
could not be accounted for a random effect for electrode location.

Nonlinear Relationship Between CNV Amplitude and Response
Time

The single-trial relationship between CNV amplitude and response time (Figure
4.7) was stronger for short than for long response times in SP whilst there was
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no relationship in AC. This raises the question whether the relationship between
response time and CNV amplitude in SP found in the LME analysis might merely
be driven by the strong relationship for short response times. We explored this
relationship using GAMs. Firstly, we tested whether the difference between exper-
imental conditions we found in the LME-based analysis was statistically reliable
once any nonlinearities in the data were taken into account in the model. There-
fore, we created a first model that included a smooth (i.e., nonlinear) overall term
for response time (analogous to a fixed effect in LME models, fitted using cu-
bic regression splines, cr) and a smooth term for response time per participant
(analogous to a random effect in LME models, fitted using smooth factors with
penalties on each null space component, fs; S. Wood, 2013). All parameters were
estimated using restricted maximum likelihood (REML) estimation. Our second
model included a smooth term for response time that was fitted separately for
each experimental condition (equivalent to a RT×experimental condition inter-
action and main effects for RT and experimental condition in LME models, cr)
and a smooth term for response time per participant (fs). A formal model com-
parison showed that the second model did not provide a better fit for our data
than the first model (Model 1 effective degrees of freedom EDF = 37.53, devi-
ance explained r2

dev = .15, AIC = 28442; Model 2 EDF = 36.685, r2
dev = .15,

AIC = 28450; a chi-squared test was not be computed as the explained deviance
for the more complex model was lower than that for the simpler model). This
means that there was no evidence for different nonlinear relationships in both
experimental conditions.

Secondly, we tested whether a simpler model that assumes no non-linearities
in AC could account for our data. Therefore, we created a third model that
included a linear overall effect of response time, a smooth term for response time
for SP (cr) but not for AC and a smooth term for overall response time for each
participant (fs). A comparison of the first and the third model showed that the
third model provided a better account of the data (χ2(0.55) = 2.52, p = .05, Model
1 EDF = 37.53, r2

dev = .15, AIC = 28442; Model 3 EDF = 38.08, r2
dev = .15,

AIC = 28440). This means that there was evidence against a nonlinear effect in
the AC condition.

Thirdly, we tested whether there was any relationship between CNV amplitude
and response time in AC at all. To address this question, we created a fourth
model that included the same smooth terms for response time in SP (cr) and per
participant (fs) as the third model but did not include a linear effect of response
time. That is, the model did not include any effect of response time for AC. A
model comparison showed that there was no difference between the third and the
fourth model (χ2(0.864) = 0.83, p = .31, Model 3 EDF = 38.08, r2

dev = .15,
AIC = 28440; Model 4 EDF = 37.22, r2

dev = .15, AIC = 28440), which means
that there was no evidence for any relationship between CNV amplitude and
response time in AC. This can also be seen from Figure 4.6 where the standard
errors for AC nearly completely overlap a straight line with a zero-slope that could
be drawn at about -7µV.
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Figure 4.7: A) General Additive Model (GAM) fit for the relationship between response
time and CNV amplitude. GAMs model the dependent variable as the sum of a set linear
terms and a set of smooth spline functions of the predictors. Model fitting is based on
likelihood maximisation that penalises models with a lack of smoothness more heavily
than models with a high degree of smoothness. The model included a smooth term for
response time for each experimental condition as well as a smooth term for response time
per participant as predictors. Lines show the model fit (SP red, AC green). Shaded areas
show 1 SE of the model’s predictions. B) Histograms of the response time distribution
across participants for SP (red) and AC (green).

LBA Model Fit

The best account for the data was provided by a model with response caution
and starting point free to vary between conditions (average Schwarz weight 0.12,
average BIC 944). Compared to the full model with all parameters free to vary
(average Schwarz weight .02, average BIC 950), the selected model had only a
small loss of information while being more parsimonious. At the same time, the
model was clearly superior to the simplest model with all parameters fixed (average
Schwarz weight < .01, average BIC 1042).

The model predictions for the defective cumulative response time distribution
(see e.g., S. D. Brown & Heathcote, 2008) averaged across participants aligned
well with the averaged empirical distribution (Figure 4.8). Comparing the es-
timated free model parameters across participants showed that response caution
was generally higher in AC than in SP (t(19) = 8.75, p < .01, Mdiff = 174.51,
SEdiff = 20.47), whereas the starting point did not vary systematically between
conditions (t(19) = 1.67, p = .11, Mdiff = 72.96, SEdiff = 44.71).

74



4.3. Results

C
u

m
u

la
ti
v
e

 P
ro

b
a

b
ili

ty

200 500 800 1100 1400

0
0
.2

0
.4

0
.6

0
.8

AC

200 500 800 1100 1400

SP

Data

Model

Reaction Time (ms)

Figure 4.8: Defective cumulative response time distribution (see e.g. S. D. Brown &
Heathcote, 2008) and model fit averaged across participants. Dashed lines show error
trials, solid lines show correct trials. Points show the .1, .3, .5, .7 and .9 quantiles.
Cumulative probability is the cumulative number of correct or error trials with response
times lower than or equal to a certain response time relative to the total number of trials.

Single-Trial Response Caution and CNV Amplitude

The LME and GAM-based analyses showed that longer response times are asso-
ciated with lower CNV amplitudes in SP whilst there was no evidence for such a
relationship in AC. Moreover, the relationship in SP was stronger for shorter re-
sponse times. Whilst those analyses only took into consideration the raw response
times, the single-trial linear ballistic accumulation model combines response time
and accuracy data, both of which should be related to response caution, to obtain
estimates of single-trial response caution in a principled manner. In the following
analysis we test whether these estimates also show a systematic relationship with
CNV amplitude.

On a single trial level, lower response caution was associated with more negative
CNV amplitudes in SP but not in AC. We assessed the relationship between CNV
and response caution statistically using LME models. All models used negative
CNV amplitude as dependent variable. Trials with negative drift rate estimates
were excluded from the analysis (1.2% of the trials). The Baseline model included
a fixed and a random effect for experimental condition (coded as 0 for SP and 1 for
AC). The second model, the RC (response caution) model, additionally included
a fixed and a random effect for response caution but no interaction between re-
sponse caution and experimental condition. There was no statistical evidence for
a difference between the two models (∆AIC = 0; χ2(4) = 8.69, p = .07; see also
Table 4.2), meaning that response caution in general was not a good predictor of
single-trial CNV amplitude.
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Table 4.2: Model parameters for linear mixed effects models of the relationship between
response caution and CNV amplitude.

Baseline Model RC Model RC×Cond Model

AIC 26862 26862 26838

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 9.942 (1.400) 7.100 8.740 (1.294) 6.753 5.160 (1.167) 4.422
Condition -3.079 (0.853) -3.609 -3.615 (0.965) -3.746 1.858 (1.576) 1.179
RC -0.003 (0.004) -2.054 -0.010 (0.003) -3.186
RC×Condition -0.025 (0.008) -3.037

Experimental condition is dummy-coded as SP=0 and AC=1.

We also considered a model that only included a fixed and a random effect for
response caution but not for experimental condition. A formal comparison with
the RC model showed that the RC model was superior to the model without any
effects for experimental condition (∆AIC = 37; χ2(4) = 45.49, p < .01). This
means that response caution alone, just like experimental condition alone, did not
provide a good account for trial-by-trial fluctuations in CNV amplitude.

A further model comparison showed that response caution was a predictor
of CNV amplitude in SP but not in AC. We created a third model, the RC x
Cond model, that included a fixed and a random effect for the interaction between
response caution and experimental condition in addition to the predictors included
in the RC model. A formal model comparison preferred the RC x Cond over
the RC model (∆AIC = 24; χ2(5) = 33.30, p < .01) as well as the Baseline
model (∆AIC = 24; χ2(5) = 41.99, p < .01). This result implies that response

caution was related to CNV amplitude in SP (β̂RC = 0.024) but not in AC (β̂RC +

β̂RC×Condition = −0.002). A comparable analysis with a model that used single-
trial drift rate and its interaction with experimental condition as predictors showed
that drift rate by itself was not a good predictor of CNV amplitude but contained
additional information about CNV amplitude beyond that conveyed by single-trial
response caution (see Appendix B).

Similar to the results of the response time-based analysis, an exploratory ana-
lysis using different time windows showed that these results held for different parts
of the late CNV but not for the early CNV. Moreover, using a different electrode
confirmed these qualitative patterns. We computed the mean CNV amplitude
over three additional time windows, namely from 0.55s to 0.45s, from 1.05s to
0.95s, and from 1.55s to 1.45s before the onset of the moving dots. The RC×Cond
model was preferred over the RC as well as the Baseline model during the 0.55s to
0.45s window whereas the Baseline model was the preferred model during the two
earliest time windows (see Table B.5 for further details). We further repeated the
above analyses for electrode Cz which led to comparable results. The RC×Cond
model was superior to the other two models for the two late time windows whilst
the Baseline model was the preferred model during the two early time windows
(see Table B.6 for the details).

Finally, we examined whether response caution explains additional variance
in CNV amplitude beyond that explained by the raw response times. A formal
comparison showed the RC×Cond model to be superior to the RT×Cond model
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(∆AIC = 2; a chi-squared test could not be computed because the RT×Cond and
the RC×Cond model have the same number of degrees of freedom). This means
that response caution was a better predictor of CNV amplitude than raw response
time.

LRP Onset and Response Speed

We examined the LRP-R based on the grand-average LRPs on SP trials with high
and low CNV amplitudes in the response time range from 200 to 600ms where we
observed the strongest relationship between CNV amplitude and response time
(see Figure 4.7). Following the standard procedure for the computation of LRPs
(Müller-Gethmann, Ulrich & Rinkenauer, 2003; Leuthold et al., 1996; Osman et
al., 1995) we obtained single-trial LRPs by subtracting the waveform at C3 from
the waveform at C4 for left-hand responses and vice versa for right hand response.
The data for each participant were median-split into a group with more positive
and a group with more negative-CNV amplitudes and the grand average LRP was
computed for each half of the data. The response times for more negative-CNV
amplitude trials were on average 24ms faster than the response times for the more
negative-CNV trials (t(19) = −4.00, p < .01, SEdiff = 6.06). We defined LRP-R
onset as the point in time when the amplitude of the LRP crossed the -0.5µV
criterion (e.g., J. Miller, Patterson & Ulrich, 1998; Ulrich & Miller, 2001). The
LRP-Rs did not differ significantly between the two groups of trials and the average
difference in LRP-Rs of 4ms (Figure 4.9) could not account for the much larger
differences in average response times (t(19) = −0.28, p = .39, SEdiff = 14.45;
the standard error was computed using the jackknife-based method suggested by
J. Miller et al., 1998; Ulrich & Miller, 2001; JZS Bayes Factor (H0/HA)=5.65).

We did not examine the S-LRPs for differences between more positive and
more negative-CNV amplitude trials because differences in S-LRPs could not be
determined reliably. The fact that the variation in response times increases with
increasing response times (e.g., Wagenmakers, Grasman & Molenaar, 2005) to-
gether with the observation that the mean response times were significantly longer
for more positive-CNV amplitude trials implies that the individual S-LRP onsets
will also vary more for those trials. This, in turn, means that the grand-average
S-LRP waveform will be wider for more positive-CNV amplitude trials and thus
will cross the -0.5 µV criterion later due to the higher degree of temporal jittering
alone (Luck, 2005).

4.4 Discussion

In this study we investigated whether the CNV reflects response caution adjust-
ments in perceptual decision-making. We found that more negative CNV amp-
litudes were associated with shorter response times at the cost of lower accuracy.
Our analysis showed that the average CNV amplitude was more negative in the
speed than in the accuracy condition while average response times were shorter
and average accuracies were lower in the speed than in the accuracy condition.
Moreover, we found that on a single-trial level, more negative CNV amplitudes
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Figure 4.9: Response-locked Lateralised Readiness Potential (LRP-R) for SP trials with
response times between 200 and 600ms and CNV amplitudes below (solid black line) and
above the median (dashed grey line). The vertical lines indicate the time point when the
LRP exceeds the -0.5µV criterion.

were associated with faster responses in the speed but not in the accuracy condi-
tion. These results held for different central electrodes and different time windows
during the late CNV. In our model-based analysis we used the LBA model to ob-
tain estimates of participants’ response caution from their behavioural data (see
also Forstmann, Wagenmakers, Eichele, Brown & Serences, 2011). This analysis
yielded results complementary to the analysis of the behavioural data. Across par-
ticipants response caution was lower in the speed than in the accuracy condition,
consistent with previous results (e.g., Forstmann et al., 2008, 2010; Mulder et al.,
2013; Winkel et al., 2012). Moreover, estimates of single-trial response caution
correlated with fluctuations in CNV amplitude in the speed but not in the ac-
curacy condition. Again, these findings held across different time windows during
the late CNV and different central electrodes. The findings from both, the ana-
lysis of the behavioural data and the model-based analysis, support the hypothesis
that the CNV reflects the adjustment of the brain-circuitry underlying perceptual
decision-making. This circuitry implements human decision makers’ ability to
change their decision policy in favour of quick but possibly faulty decisions in the
face of environmental restrictions on processing time.

One alternative explanation for our findings might be that the CNV simply
reflects motor preparation. On SP trials, fast responses might simply be due to
more advanced motor preparation rather than adjustments of response caution.
To test this possibility, we examined the time between the onset of the response-
locked LRPs and response execution, which is assumed to reflect motor processes
(Leuthold et al., 2004). According to the motor account of the CNV, more negative
CNV amplitudes should be associated with a higher degree of motor preparation
and hence shorter LRP-Rs. Examining the LRP-Rs of fast SP trials with more
and less negative CNV amplitudes showed no difference between the two groups
of trials. Therefore, it seems unlikely that advanced motor preparation can fully
account for the difference in response times.
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Additional evidence against a pure motor account of the CNV effects found
here comes from the fact that the cues used in our experiment did not support any
response-specific motor preparation. Most experiments relating the CNV to motor
preparation employ warning stimuli that convey advance information about the
parameters of the required motor response, such as the response hand, response
finger (Leuthold et al., 1996), or required force (Ulrich et al., 1998). In the present
experiment we used an uninformative cue that did not convey any information
about motor parameters. It therefore seems unlikely that participants could have
engaged in any specific motor preparation. Moreover, the fact that the response
hand varied randomly from trial to trial makes it unlikely that the specific motor
programme used on the previous trial remained pre-activated, leading to a higher
CNV and faster responses, as Bender, Resch, Weisbrod and Oelkers-Ax (2004)
suggest. We are therefore convinced that, even though a contribution of very
high-level motor preparation to the CNV effects reported here cannot fully be
ruled out, these effects are not due to any effector specific motor preparation.

Our findings align well with the results of previous fMRI studies. For example,
Forstmann et al. (2008) found that under speed instructions, a stronger BOLD
response in the right anterior striatum and the right pre-SMA was associated
with lower response caution. This result is similar to our finding that the speed
condition is associated with a higher average CNV amplitude and lower response
caution compared to the accuracy condition. Van Maanen et al. (2011) showed
that, on a single-trial basis, the BOLD response from the pre-SMA, among other
areas, correlates with participants response caution under speed but not under
accuracy instructions. This result is analogous to our finding that the single-
trial CNV amplitude correlates with response caution in the speed but not in the
accuracy condition.

Speed-Accuracy Tradeoff Is Set Before the Decision Process

Many studies investigating the physiological basis of the speed-accuracy tradeoff
in decision-making rely on fMRI data (Forstmann et al., 2008, 2010; Ivanoff, Bran-
ning & Marois, 2008; Van Maanen et al., 2011; Van Veen, Krug & Carter, 2008;
Winkel et al., 2012). Although these data provide insight into the brain structures
involved in controlling the speed of information processing, they give little inform-
ation about the time course of the underlying neural processes due to the sluggish
nature of the BOLD response (Buckner, 1998). The present study provides ex-
actly that temporal information. Our results show that the CNV, occurring before
the onset of the decision process, predicts the degree to which participants give
priority to quick deciding.

A recent fMRI-EEG co-registration study by Plichta et al. (2013) reported in-
teresting complementary findings. This study used a reward anticipation paradigm
in which participants were informed by a cue about whether a sufficiently fast re-
sponse would earn them a reward. Following the cue, participants performed a
simple signal detection task in which they had to detect a light flash as quickly as
possible and respond with a button press. In the reward condition, a fast response
earned them a monetary reward whilst in the control condition only verbal feed-
back was provided. Using dynamic causal modelling, Plichta et al. found that the
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4. CNV Amplitude Reflects Response Caution

amplitude of the early CNV was best predicted by the activity of a reward anti-
cipation network comprising of ventral Striatum and the Thalamus in connection
with the Supplementary Motor Area (SMA). In the reward condition, they found
an excitatory information flow from Thalamus through the ventral Striatum to the
SMA, which then gave rise to the early CNV. These findings are well in line with
the neurophysiological model of decision-making proposed here. The early CNV
might reflect the activity of a reward anticipation network which then informs the
subsequent adjustment of response caution to ensure the potential reward is ob-
tained. This latter process might then be reflected by the late CNV, as suggested
by the present findings.

4.5 Conclusions

To conclude, our study shows more negative CNV amplitudes to reflect an in-
creased speed of decision-making at the cost of lower accuracy. We were able to
confirm this relationship not only on the basis of averaged data but we also found
such a relationship on a single-trial level. These findings parallel the relation-
ship between BOLD response from a number of areas close to the basal ganglia
and the pre-SMA and response caution found in fMRI studies. Our EEG exper-
iment extends these previous studies by providing the high temporal resolution
that allows us to conclude that adjustments of response caution take place before
decision makers engage in the decision process. Although the pre-SMA seems a
likely source of the CNV, further studies will be needed to determine the exact
neural source.

Our results also align well with the emerging view that the CNV reflects a
general cognitive preparedness to process information (Leuthold et al., 2004; Van
Boxtel & Böcker, 2004; Van Rijn, Kononowicz, Meck, Ng & Penney, 2011). The
neurobiological framework from the area of perceptual decision-making we adopted
here promises to account for a wide variety of findings related to the CNV and to
provide testable, quantitative predictions that will guide future research.
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Using Bayesian Regression to Test
Hypotheses About Relationships

Between Parameters and Covariates
in Cognitive Models
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Udo Boehm, Helen Steingroever, Eric-Jan Wagenmakers (in press).

Using Bayesian Regression to Test Hypotheses About Relationships Between
Parameters and Covariates in Cognitive Models.

Behavior Research Methods.

Abstract

An important tool in the advancement of cognitive science are quantitat-
ive models that represent different cognitive variables in terms of model para-
meters. To evaluate such models, their parameters are typically tested for
relationships with behavioural and physiological variables that are thought
to reflect specific cognitive processes. However, many models do not come
equipped with the statistical framework needed to relate model parameters
to covariates. Instead, researchers often revert to classifying participants
into groups depending on their values on the covariates, and subsequently
comparing the estimated model parameters between these groups. Here we
develop a comprehensive solution to the covariate problem in the form of
a Bayesian regression framework. Our framework can be easily added to
existing cognitive models and allows researchers to quantify the evidential
support for relationships between covariates and model parameters using
Bayes factors. Moreover, we present a simulation study that demonstrates
the superiority of the Bayesian regression framework to the conventional
classification-based approach.
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5. Covariates in Cognitive Models

5.1 Introduction

One major motivation for the development of cognitive models is to formalise
theories of how latent cognitive variables underlie human behaviour. Specifically,
model parameters are often used to describe cognitive variables that are related to
observed behaviour through the model equations. Reinforcement-learning models,
for example, have been developed to explain how the outcomes of previous choices
influence human decision makers’ future choice behaviour (Ahn et al., 2008; Buse-
meyer & Stout, 2002; R. S. Sutton & Barton, 1998). Many of these models include
a risk-aversion parameter that describes the impact of negative relative to positive
outcomes on decision makers’ future choices. If the risk aversion parameter is set
to a higher value, these models predict that choice options that yield negative out-
comes become much less likely to be chosen in the future whereas choice options
that yield positive outcomes only become slightly more likely to be chosen in the
future (Ahn et al., 2008; Steingroever, Wetzels & Wagenmakers, 2013).

In recent years there has been increasing interest in explaining individual dif-
ferences in such model parameters by differences in covariates (e.g., Ahn et al.,
2014; Badre, Lebrecht, Pagliaccio, Long & Scimeca, 2014; Beitz, Salthouse &
Davis, 2014; Chevalier, Chatham & Munakata, 2014; Cooper, Worthy & Maddox,
2015; Kwak, Pearson & Huettel, 2014; Vassileva et al., 2013). Researchers might,
for example, want to test whether a continuous covariate such as a test score or
age is related to participants’ estimated risk aversion. However, many models do
not come equipped with a principled way of relating covariates to model paramet-
ers. The goal of the present work is to develop a hierarchical Bayesian regression
framework that allows researchers to estimate and test for relationships between
model parameters and covariates.

One strategy researchers have traditionally used to test for relationships be-
tween model parameters and covariates is to first group participants according to
their values on the covariates, then fit a cognitive model to participants’ behavi-
oural data, and subsequently test the groups of participants for differences in the
estimated model parameters (e.g., Vandekerckhove, Tuerlinckx & Lee, 2011). For
instance, Cooper et al. (2015) asked participants to fill out the Regulatory Focus
Questionnaire (Higgins et al., 2001) which consists of two scales that measure par-
ticipants’ tendency to either avoid new tasks for fear of failure (prevention focus)
or approach new tasks with an anticipation of success (promotion focus). Cooper
et al. categorised participants into two groups based on whether they scored higher
on the prevention focus scale or on the promotion focus scale. Subsequently, par-
ticipants performed 250 trials of one of two versions of the Mars Farming task
(Worthy, Gorlick, Pacheco, Schnyer & Maddox, 2011). In the gain-maximisation
version of the task, participants have to make choices that maximise their total
rewards whereas in the loss-minimisation version of the task, participants have
to make choices that minimise their total losses. In both versions of the task
participants have to repeatedly choose between two options. Unbeknownst to
participants, the rewards for each choice option depend on their previous choices,
with the returns for one option slowly increasing as the option is chosen more
often and the returns for the other option decreasing as the option is chosen more
often.
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Cooper et al. analysed their data by first fitting a reinforcement-learning model
to each individual participant’s choice data and subsequently using ANOVAs to
compare the estimated model parameters across groups of participants and task
versions. Their main finding was a significant interaction between regulatory-
focus group and task version for the model parameter that reflects the degree to
which participants use goal-directed behaviour. Cooper et al. concluded that a
regulatory focus that matches the task structure promotes the use of goal-directed
behaviour. Although the analysis procedure used by Cooper et al. might seem a
reasonable way of testing which covariates are related to which model parameters,
it is statistically suboptimal.

Dividing participants into groups based on their scores on a covariate con-
stitutes an artificial dichotomisation of a continuous variable, which can lead to
biased statistical tests. This problem has been discussed repeatedly in the con-
text of frequentist statistics (Altman & Royston, 2006; Austin & Brunner, 2004;
Cohen, 1983; MacCallum, Zhang, Preacher & Rucker, 2002; Maxwell & Delaney,
1993; Royston, Altman & Sauerbrei, 2006). Despite these repeated warnings, sev-
eral authors have recently applied dichotomisation of continuous covariates to test
for relationships with model parameters (e.g., Cooper et al., 2015; Kwak et al.,
2014; Steingroever, Pachur, Smı́ra & Lee, in press). The type of bias introduced by
such dichotomisation-based tests depends on the correlation between covariates;
uncorrelated covariates lead to reduced power (i.e., tests missing true relationships
between covariates and model parameters) whereas correlated covariates lead to
an inflation of the Type I error rate (i.e., tests detecting spurious relationships
between covariates and model parameters). Maxwell and Delaney (1993) provide
an accessible explanation of the mechanisms underlying these biases, which we
briefly summarise here. As the focus of our work is on the case of continuous,
jointly normally distributed model parameters and covariates, a suitable analysis
approach is linear regression, which we will use as our comparison standard.

First, consider a scenario where a researcher measures two uncorrelated con-
tinuous covariates, one of which is correlated with a specific model parameter
whilst the other is not. For example, the researcher might administer a question-
naire with two uncorrelated subscales that measure participants’ preference for de-
liberate and intuitive decision-making, and ask participants to complete 100 trials
of a risky decision-making task. The researcher then fits a reinforcement-learning
model with a loss-aversion parameter to participants’ choice data. Unbeknownst
to the researcher, the loss-aversion parameter is related to participants’ prefer-
ence for deliberate decision-making but unrelated to their preference for intuitive
decision-making. To test for relationships between the model parameter and the
covariates, the researcher splits participants’ questionnaire scores on each subscale
into two halves based on, say, the median score of each subscale, and, for each sub-
scale, uses a t-test to compare the loss-aversion parameter values of participants
scoring below-median (group 1) to the values of participants scoring above-median
(group 2). Panel A of Figure 5.1 illustrates this scenario for the deliberation scale,
which is positively correlated with the loss-aversion parameter. The two horizontal
lines show the mean parameter values of each group, the black diagonal line is the
result of the correct regression analysis. As can be seen, within each group the
deviation of most individual data points from the regression line, that is, the error
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Figure 5.1: Two biases in analysing dichotomised variables. (A) Error variance in t-test
based on dichotomisation compared to regression analysis. The scatterplot shows the
relationship between a covariate and a model parameter (grey dots), the dashed line
indicates the median of the covariate, horizontal black lines show the mean parameter
values for each group obtained by dichotomisation along the median, the grey arrow
indicates the resulting error for one data point. The diagonal black line shows the least-
squares regression line, the black arrow indicates the associated error. (B) Scatterplot
showing the relationship between two correlated covariates (grey dots). The dashed line
indicates the median of covariate 2, and the dark grey squares show the mean value on
both covariates of each group obtained by dichotomising covariate 2 along the median.

variance, is much smaller than the deviation from the corresponding group mean.
Consequently, a t-test for a difference in group means, which is just the ratio of the
mean differences to the error variance, will be biased towards the null hypothesis.
A t-test of the regression slope, on the other hand, uses the correct estimate for
the error variance and will therefore not show such a bias.

Second, consider a scenario where a researcher measures two correlated con-
tinuous covariates, one of which is correlated with a specific model parameter
whilst the other is not. In our previous example, the deliberate decision-making
subscale and the intuitive decision-making subscale might be correlated with each
other, and the loss-aversion model parameter might be correlated with the deliber-
ate decision-making subscale but not with the intuitive decision-making subscale.
To test for relationships between the model parameter and the covariates, the
researcher again splits each subscale into two halves and, for each subscale, uses
a t-test to compare the parameter values of participants scoring below-median
(group 1) to the values of participants scoring above-median (group 2). In this
case the covariate of interest is the intuition subscale, which is not correlated with
the loss-aversion parameter. Panel B of Figure 5.1 shows a scatterplot of parti-
cipants’ scores on the two subscales with the deliberation scale on the x-axis and
the intuition scale on the y-axis; the dark grey squares indicate the means of both
subscales for each group created by splitting the deliberation scale into two halves.
As can be seen, the mean value on the intuition scale, which is not correlated with
the loss-aversion parameter, is higher for one group than for the other. However,
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because the two subscales are correlated, the two groups also differ in their mean
on the deliberation scale, which is correlated with the loss-aversion parameter.
Therefore, a t-test for a mean difference in the model parameter between the two
groups might suggest a relationship between the intuition scale and the model
parameter due to the difference in means on the deliberation scale. A regression
analysis, on the other hand, avoids this problem because it partials out the correl-
ation between the two covariates before relating the intuition scale to the model
parameter. It should be clear from the above examples that dichotomisation of
continuous covariates is a problematic practice and the associated biases can be
easily avoided by using an appropriate regression analysis.

As mentioned above, the problem of dichotomisation-based analyses has been
discussed previously in the context of frequentist statistical testing and a poten-
tial solution is offered by maximum-likelihood based regression extensions that are
available for some cognitive models (e.g., Coolin, Erdfelder, Bernstein, Thornton
& Thornton, 2015). However, a discussion of the effects of dichotomisation on
Bayesian hypothesis testing and corresponding solutions in the form of a Bayesian
regression framework for hypothesis testing in cognitive models are missing. This
is a particularly pertinent issue as hierarchical Bayesian models have been gain-
ing popularity in recent years (e.g., Lee, 2011; Rouder & Lu, 2005; Rouder, Sun,
Speckman, Lu & Zhou, 2003). Although hierarchical Bayesian regression exten-
sions have been developed for some cognitive models, the focus of this work has
mostly been on parameter estimation rather than hypothesis testing. For example,
Heck, Arnold and Arnold (in press) present an R package for fitting hierarchical
Bayesian multinomial processing tree models. Their package includes, among
other features, a regression extension that allows researchers to add covariates as
predictors for models parameters. However, Heck et al. do not discuss the problem
of Bayesian hypothesis testing for relationships between model parameters and co-
variates. Moreover, Heck et al.’s implementation is based on the assumption that
covariates are uncorrelated, which is not the case for many covariates of practical
interest, such as clinical test scores and personality inventories (e.g., Anderson et
al., 2015; King & Jackson, 2009).

The goal of the present work is to develop a regression framework for hierarch-
ical Bayesian cognitive models that allows researchers to directly test for relation-
ships between model parameters and covariates. In the following sections we will
first introduce a reinforcement-learning model that will serve as an example ap-
plication. We will then give a short overview of hypothesis testing in the context
of Bayesian regression models before we develop our hierarchical Bayesian regres-
sion extension for cognitive models. Finally, we will present a simulation study
in which we compare the effects of regression-based and dichotomisation-based
analyses on Bayesian hypothesis testing.

5.2 Regression Framework for Relating Cognitive Model
Parameters to Covariates

In this section we will develop a regression framework for relating model paramet-
ers to covariates. As an illustrative example, we will apply our regression frame-
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work to a popular reinforcement-learning model, the Prospect Valence Learning
model with the delta learning rule (PVL-Delta; Ahn et al., 2008; Fridberg et al.,
2010; Steingroever et al., 2013, 2014). Nevertheless, our regression framework can
easily be applied to different reinforcement-learning models (Busemeyer & Stout,
2002; R. S. Sutton & Barton, 1998) as well as other types of cognitive models such
as multinomial processing trees (Batchelder & Riefer, 1999; Coolin et al., 2015;
Matzke, Dolan, Batchelder & Wagenmakers, 2015; Riefer & Batchelder, 1988) or
sequential sampling models (S. D. Brown & Heathcote, 2008; van Ravenzwaaij,
Provost & Brown, in press).

The PVL-Delta model was developed to disentangle the psychological processes
driving risky decision-making in the Iowa-gambling task (IGT; Bechara, Damasio,
Damasio & Anderson, 1994). We will first briefly outline the structure of the IGT
and give a short summary of the PVL-Delta model and its hierarchical Bayesian
implementation before we develop our regression framework.

Iowa Gambling Task and Hierarchical PVL-Delta Model

The IGT is an economic decision-making task that aims to measure decision-
making deficits in clinical populations. In the computerised version of the IGT,
participants are given an initial credit of $2000 and are presented with four decks
of cards, each of which is associated with a characteristic payoff structure. On
each trial, participants pick a card and receive feedback about the wins and losses
for that card, as well as the running tally. Participants are instructed to choose
cards from the decks in a way that maximises their long-term net outcomes (see
Bechara et al., 1994 for more details on the task).

The PVL-Delta model formalises assumption about the cognitive processes
by which participants learn to optimise their behaviour in risky decision-making
and, specifically, how to maximise their long-term net outcomes on the IGT. The
model conceptualises risky decision-making as a three-step process. On each trial
t = 1, . . . , T a participant chooses a card from deck k ∈ {1, 2, 3, 4} and evaluates
the net outcome X(t) of the current decision using a non-linear utility function.
This so-called prospect utility function (Tversky & Kahneman, 1992) is governed
by two parameters:

uk(t) =

{
X(t)A if X(t) ≥ 0

−w · |X(t)|A if X(t) < 0,
(5.1)

where A ∈ [0, 1] is the outcome sensitivity parameter, and w ∈ [0, 5] is the loss
aversion parameter. The outcome sensitivity parameter determines the shape
of the utility function. As A approaches 1, the utility function becomes more
linear, meaning that the subjective utility of the decks increases proportionally
with increasing net outcomes, whereas as A approaches 0, the utility function
approximates a step function, meaning that the subjective utility is determined
only by the sign of the net outcomes but not their actual value. The loss aversion
parameter determines the impact of negative net outcomes; a value of w close to
0 means that negative net outcomes are neglected, a value of 1 indicates an equal
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impact of negative and positive net outcomes on the subjective utility, and a value
closer to 5 indicates a large impact of negative net outcomes.

In a second step the model assumes that the participant updates the expected
utility of the chosen deck based on the subjective utility of the current trial.
This updating process is governed by the so-called delta-learning rule (Rescorla &
Wagner, 1972):

Evk(t) = Evk(t− 1) + a · (uk(t)− Evk(t− 1)), (5.2)

where Evk(t) is the expected utility on trial t, and a ∈ [0, 1] is the updating
parameter that determines how past expectancies influence the evaluation of the
current outcome. A value of a close to 1 indicates quick forgetting and strong
recency effects whilst a value of a close to 0 indicates slow forgetting and weak
recency effects.

In a third step the participant makes a new decision based on the expected
utilities. The choice process is governed by the softmax rule (Luce, 1959):

P [Sk(t+ 1)] =
eθ·Evk(t)∑4
j=1 e

θ·Evj(t)
, (5.3)

where P [Sk(t+ 1)] is the probability of choosing deck k on the t+ 1th trial, and θ
is a sensitivity parameter that controls how closely choice probabilities match the
expected deck utilities. A value of θ close to 0 indicates random choice behaviour
whilst larger values indicate choice behaviour that matches the expected utilities
more closely. The sensitivity parameter, in turn, is determined by

θ = 3c − 1, (5.4)

where c ∈ [0, 5] is the consistency parameter that determines the relative amount
of exploitation vs exploration; values of c close to 0 cause random choice behaviour
whereas larger values cause more deterministic behaviour.

Steingroever et al. (in press) have presented a Bayesian hierarchical implement-
ation of the PVL-Delta model (solid edges in Figure 5.2; see also Steingroever et
al., 2013, 2014; Wetzels, Vandekerckhove, Tuerlinckx & Wagenmakers, 2010, for
a hierarchical implementation of the related ‘EV’ model). In their implementa-
tion of the model, trials t of the IGT (inner plate) are nested within participants
i (outer plate). For each trial t of participant i the choice of a deck of cards
on the subsequent trial Chi,t+1, and the wins Wi,t and losses Li,t on the cur-
rent trial are observed nodes (grey rectangles); the utility Uk,i,t, expected utility
Evk,i,t, sensitivity parameter θi, and probability of choosing deck k on the next
trial P [Sk,i(t + 1)] are deterministic nodes (double-bordered circles; note that
we dropped the subscript k in the graphical model for improved readability) as
they are fully determined by the model equations and parameters. Moreover, the
individual-level model parameters zi ∈ {Ai, wi, ai, ci} are modelled based on their
probit-transforms, which means that the model parameters are treated as determ-
inistic nodes. The probit-transform z′i of parameter zi is z′i = Φ−1(zi), where Φ−1

denotes the inverse of the cumulative distribution function of the standard normal
distribution. The probit-transform is a stochastic node (single-bordered circle)
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Figure 5.2: Hierarchical PVL-Delta model with regression extension. Solid edges in-
dicate components of Steingroever et al.’s (in press) hierarchical implementation of the
PVL-Delta model; newly added regression components for relating model parameters
to covariates are indicated by dashed edges. z′i denotes the probit-transform of model
parameter zi ∈ {Ai, wi, ai, ci}.

sampled from a group-level normal distribution with mean µz′ and standard de-
viation σz′ . The priors for the group-level parameters are independent standard
normal distributions for the group-level means, µz′ ∼ N (0, 1), where N (µ, σ2)
denotes the normal distribution with mean µ and variance σ2, and uniform distri-
butions for the group-level standard deviations, σz′ ∼ U(0, 1.5), where U(a, b) is
the uniform distribution ranging from a to b.

Regression in Statistical Models

Bayesian regression methods have been largely developed in the context of stat-
istical models (Jeffreys, 1961; Liang, Rui, German, Clyde & Berger, 2008; Rouder
& Morey, 2012). In this section we will review relevant results from the statistical
literature before we adapt them for our example model in the next section.

Hypothesis testing in the context of regression is a model selection process.
Given a set of predictors, the goal is to select a subset that best accounts for the
observed data. Consider, for example, the simple situation where a researcher has
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a criterion variable y and a single predictor variable x with mean 0 and variance
1 and wants to know whether x has any predictive value for y. To answer this
question, the researcher constructs two models. The null model,M0, only includes
an intercept term µ and assumes that the values of y are normally distributed
around this intercept:

y ∼ N (µ, σ2), (5.5)

where σ2 is the residual variance of the criterion variable. The alternative model,
M1, additionally includes the predictor variable x:

y ∼ N (µ+ αxx, σ
2), (5.6)

where αx is a regression weight and σ2 is again the residual variance. The re-
searcher then compares the adequacy of the two models for the data at hand and
selects the corresponding model.

In a more general setting, a researcher might consider a set of predictor vari-
ables x.j , j = 1 . . . P with observations xij , i = 1 . . . N for each predictor. We
again assume that each predictor has mean 0. The researcher now wants to select
the subset of predictors that are related to the criterion variable yi. The full model
relating all predictors to the criterion variable then is:

yi ∼ N (µ+ α1xi1 + α2xi2 . . . αPxiP , σ
2), (5.7)

where αj is a regression weight for predictor j and σ2 is the residual variance.
This model can be more conveniently expressed in vector notation:

yiyiyi ∼ N (µ+ xixixi
Tααα, σ2). (5.8)

Here ααα = [α1, . . . , αP ] denotes the P × 1 vector of regression weights, and su-
perscript T indicates the transpose. We furthermore assume that the predictor
variables have mean 0. This can be achieved by centring the predictor, that is,
subtracting the mean of the predictor from each observation. The resulting the
P × 1 vector of predictors for each observation i is xxxi. = [xi1− x̄.1, . . . , xiP − x̄.P ],
where x̄.j is the mean across observations of predictor j. The researcher can now
construct a model that only includes a subset of the predictor variables and test
the hypothesis that the reduced model is more adequate for the data than the full
model.

Within Bayesian statistics, the principled way of testing such hypotheses is by
computing Bayes factors, that is the ratio of the marginal likelihood of the ob-
served data under two competing models, BF10 = p(y | M1)/p(y | M0) (Berger,
2006; Jeffreys, 1961; Lewis & Raftery, 1997). Bayes factors hold a number of
advantages over conventional tests of statistical significance, as practiced in psy-
chology (Gigerenzer, Krauss & Vitouch, 2004). Firstly, significance tests can only
ever reject but never accept the null hypothesis. Bayes factors, on the other hand,
can express support for the null hypothesis as well as the alternative hypothesis
(Rouder, Speckman, Sun, Morey & Iverson, 2009). Secondly, whilst significance
tests force a binary choice upon researchers between rejecting the null hypothesis
or remaining in a state of suspended disbelief, Bayes factors allow researchers a
graded expression of the evidence for the competing hypotheses provided by their
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data.1 Thirdly, conventional significance tests require researchers to commit to a
sampling plan before data collection begins and to continue collecting data even
if a hypothesis can be confidently rejected or accepted before the full sample has
been acquired. Bayes factors, on the other hand, allow researchers to assess the
support for competing hypotheses repeatedly during the sampling process and
stop collecting data when a hypothesis is supported or rejected to a satisfying
degree (Edwards, Lindman & Savage, 1963; Kass & Raftery, 1995; Rouder, 2014).

Default Bayes factors need to fulfill a number of theoretical desiderata (Bayarri,
Berger, Forte & Garćıa-Donato, 2012; Rouder & Morey, 2012). Firstly, Bayes
factors should be location and scale invariant. In the case of regression models, this
means that the scale on which the criterion and predictor variables are measured
(e.g., kilograms, grams, milligrams) and the location of the zero-point of the scale
(e.g., temperature in Celsius vs. in Fahrenheit) should not influence the Bayes
factor. Secondly, Bayes factors should be consistent, which means that as sample
size approaches infinity, the Bayes factor should converge to the correct bound
(i.e., BF10 → 0 if M0 is correct and BF10 → ∞ if M1 is correct). Thirdly,
Bayes factors should be consistent in information, which means that the Bayes
factor should not approach a finite value as the information provided by the data
in favour of the alternative model approaches infinity. In the case of regression
models this means that, as the coefficient of determination, R2, inM1 approaches
1, the Bayes factor should go to infinity (Ly, Verhagen & Wagenmakers, 2016).

Whether or not Bayes factors satisfy the above desiderata critically depends
on the choice of the priors for the model parameters. Assigning improper priors
to model-specific parameters, for instance, leads to indeterminate Bayes factors
(Jeffreys, 1961). In our example with a single predictor x, the corresponding re-
gression weight αx is included inM1 but not inM0. If αx is assigned an improper
prior that is only determined up to a multiplicative constant, this constant will
appear in the numerator of the Bayes factor but not in the denominator, which
means that it will not cancel and the Bayes factor BF10 will depend on the multi-
plicative constant. Consequently, researchers need to choose the prior distribution
for the model parameters in such a way that model comparisons yield Bayes factors
with the desired theoretical properties.

An additional criterion in selecting priors for the model parameters is the
degree to which priors are noninformative. In many situations, researchers have
little information about the range in which the model parameters, that is, the
regression weights, should fall. Therefore, the weights should be assigned a prior
that puts little constraint on the possible values. One prior that has regularly
been used in regression problems is Zellner’s g-prior (Zellner, 1986). In the case
of P predictor variables and N observations for each variable, this prior takes the
form:

ααα | g ∼NNN (0, gσ2(XXXTXXX)−1),

1However, these limitations do not apply to the Neymann-Pearson approach to hypothesis
testing. In this approach, the researcher tests a specific alternative hypothesis against a null
hypothesis. The choice of the significance threshold is based on a tradeoff between Type I and
Type II errors, and sample size. If the p-value exceeds the significance threshold, the researcher
acts as if the alternative hypothesis were true. If the p-value falls below the significance threshold,
the researcher acts as if the null hypothesis were true (e.g., Gigerenzer et al., 2004).
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where ααα is the vector of regression weights, g is a scaling factor, σ2 is the residual
variance of the criterion variable, 0 is a P × 1 vector of zeros, and XXX is the
N × P centred design matrix that is obtained by writing the P × 1 vector of
predictor values for all N observations as rows of a matrix: XXX = [xxx1., . . . ,xxxN.]

T .
NNN (µµµ,Σ) denotes the multivariate normal distribution with mean vector µµµ and
covariance matrix Σ. The degree to which this prior is informative is controlled
by its variance-covariance matrix, which in turn depends on g, σ2, and XXX. In
Zellner’s (1986) conceptualisation of this prior, the design matrix should be treated
as a constant; the prior can then be interpreted as the prior on the regression
weights arising from a repetition of the experiment with the same design matrix.
The intercept µ and the residual variance σ2 should be assigned a scale-invariant
Jeffreys prior (Jeffreys, 1961) p(µ, σ2) ∝ 1/σ2. Finally, the scaling factor g controls
the weight given to the prior relative to the data. For example, g = 10 means that
the data are given 10 times as much weight as the prior. The scaling factor thus
controls how peaked or how informative the prior is.

Another way to understand the effect of the scaling parameter is to consider the
shrinkage factor g/(1 + g) (Liang et al., 2008; Wetzels, Grasman & Wagenmakers,
2012). Using this shrinkage factor, the posterior mean for ααα can be estimated as
the product of the shrinkage factor and the least-squares estimate of the regression
weights, αααOLS . Consequently, if g is set to a small value, the posterior estimate
of ααα will be pulled towards 0 whereas a high value of g leads to a posterior mean
that is similar to the least-squares estimate.

The question that remains is how g should be set. One popular choice is to set
g = N , which yields a unit information prior (Kass & Raftery, 1995). Specifically,
the term σ2(XXXTXXX)−1 in the expression for the variance-covariance matrix of the
prior equals the variance-covariance matrix of the maximum-likelihood estimators
of the regression weights, var(αααOLS). This estimate is based on the design matrix
with N rows, which conveys the information of N observations. Therefore, by
setting g to N , the influence of the design matrix on the prior can be made
equivalent to the information contained in a single observation.2

However, as shown by (Liang et al., 2008), the Zellner prior in its general form
suffers from two shortcomings. Firstly, if g is set to a fixed value, the resulting
Bayes factors will suffer from the ‘information paradox’. This means that when a
modelM1 is compared to the null modelM0, and the coefficient of determination
R2 under M1 approaches 1 (i.e., there is infinite support for M1), the Bayes
factor will tend to a finite value, thus violating the theoretical desideratum of
consistency in information. Secondly, if g is set to a very large value to make the
prior noninformative, Bayes factors will suffer from the Jeffreys-Lindley-Bartlett
paradox. This means thatM0 will unduly be favoured. In the limiting case when
g →∞, the Bayes factor will go to zero, irrespective of the information provided
by the data, thus violating the theoretical property of consistency.

The problems of the Zellner prior are resolved by the Jeffreys-Zellner-Siow
prior (JZS prior; Nuijten, Wetzels, Matzke, Dolan & Wagenmakers, 2015; Rouder
& Morey, 2012). In the approach suggested by Zellner and Siow (1980), the

2Note that because the design matrix appears in the expression for the prior in the inverse
of the matrix (XXXTXXX)−1, multiplying (XXXTXXX)−1 by N is equivalent to diving (XXXTXXX) by N .
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regression coefficients are assigned a multivariate Cauchy prior, which satisfies the
consistency requirements on the Bayes factors (Liang et al., 2008; Wetzels et al.,
2012):

ααα ∼ CCC(0, σ2(XXXTXXX/N)−1s2), (5.9)

where CCC(µµµ,Σ) denotes the multivariate Cauchy distribution with mean vector µµµ =
0 and scale matrix Σ = σ2(XXXTXXX/N)−1, and s is a scale parameter that scales
the prior to the researcher’s a priori expectations for the vector of regression
weights ααα. However, one slight drawback of the multivariate Cauchy prior is that
the marginal likelihood of the data under a model cannot be computed in closed
form and numerical approximations require the computation of a P -dimensional
integral, which becomes unstable for models with large numbers of predictors. As
pointed out by Liang et al. (2008), a remedy to this problem is to express the
multivariate Cauchy distribution as a mixture of g-priors. In this approach, the
scaling factor g in the Zellner prior is treated as a random variable:

ααα | g ∼NNN (0, gσ2(XXXTXXX/N)−1), (5.10)

and g is assigned an inverse-gamma prior:

g ∼ IG(1/2, s2/2) (5.11)

with shape parameter 1/2 and scale parameter s2/2. Note that the scale para-
meter s of the inverse gamma distribution is equal to the scale parameter of the
multivariate Cauchy distribution. Using this mixture representation of the JZS
prior reduces the computation of a Bayes factor to a one-dimensional integral that
can be computed numerically with great precision (Rouder & Morey, 2012).

The above discussion shows that using the JZS prior yields Bayes factors that
are consistent and consistent in information. The resulting Bayes factors are also
location and scale-invariant, which can be shown by considering three equivalent
methods for obtaining location and scale-invariance. Firstly, in the case of a single
predictor x, location-invariance of the Bayes factor can be achieved by centreing
the predictor, and scale-invariance is achieved by standardising the predictor with
respect to the residual standard deviation of the criterion variable, σ, and the
standard deviation of the predictor, sx:

x̃i =
xi − x̄
sx

σ.

Using this standardised predictor in the regression model yields location and scale-
invariant Bayes factors. Secondly, an equivalent way to achieve location and scale-
invariant Bayes factors is to standardise the regression weight for the centred
predictor with respect to the residual standard deviation of the criterion variable
and the standard deviation of the predictor. This yields a standardised effect size
βx:

βx = αx
sx
σ
, (5.12)

which can be assigned a univariate Cauchy prior with scale parameter s:

βx ∼ C(s). (5.13)
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Here s describes the interquartile range of plausible values for the standardised
effect size βx. Finally, scale-invariance can equivalently be obtained by includ-
ing the standardisation with respect to σ and sx in the prior distribution of the
regression weights:

αx ∼ C
(
s
σ2

s2
x

)
. (5.14)

In the case of multiple predictors, a location and scale-invariant prior can be placed
on the vector of regression weights, ααα. In this case standardisation is achieved by
the term σ2(XXXTXXX/N)−1 in expression for the prior distribution (Equations 5.9
and 5.10).

Regression in Cognitive Models

Our regression framework for cognitive models is based on the Bayesian regres-
sion framework presented above. To incorporate the regression framework into
Steingroever et al.’s model (in press), we replaced the group-level normal priors
for the probit-transformed model parameters by a regression equation that relates
the covariates j = 1 . . . P to the individual-level model parameters z′i. Specifically,
each probit-transformed model parameter for each participant is sampled from a
normal distribution whose mean depends on the vector of centred covariates xxxi:

z′i ∼ N (µz′ + xxxTi αααz′ , σ
2
z′). (5.15)

Here µz′ is the intercept term, xxxTi is a transposed P × 1 vector of P centred
covariate values for participant i, αααz′ is the P × 1 vector of regression weights
for model parameter z′, and σ2

z′ is the residual variance of the model parameter
z′. The standardised effect size for covariate j is again a transformation of the
conventional regression weight:

βz′j = αz′j
sj
σz′

, (5.16)

where βz′j is the standardised effect size for the regression of parameter z′ on
covariate j, and sj is the standard deviation of the covariate.

We again retain the three desiderata for Bayes factors by placing a multivariate
Cauchy prior on the vector of regression weights αααz′ for each model parameter,
which we express as a mixture of g (Zellner & Siow, 1980):

αααz′ | g ∼NNN (0, gσ2
z′(XXX

TXXX/N)−1), (5.17)

g ∼ IG(1/2, s2/2), (5.18)

where the scale parameter s describes the interquartile range of plausible values
for β.

Figure 5.2 shows the graphical implementation of the PVL-Delta model with
our regression extension. The model components we added to the hierarchical
PVL-Delta model are indicated by dashed edges. As in the hierarchical PVL-
Delta model, the probit-transformed model parameters are stochastic nodes that
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are nested within participants. The model parameters depend on the group-level
stochastic nodes µz′ , σz′ and the vector αααz′ , as well as the observed vector of
covariate values xxxi that is nested within participants; the relationship between
these quantities is given by the regression Equation (5.15). Moreover, the vector
αααz′ depends on the vector of covariate values xxxi via Equation (5.17). Similar to
Steingroever et al.’s (2013, in press) implementation of the hierarchical PVL-Delta
model, who assigned the group-level mean parameters a standard normal prior,
we assigned the intercept µz′ a standard normal prior µz′ ∼ N (0, 1). However,
instead of the uniform prior used in the hierarchical PVL-Delta model, we assigned
the residual variance σ2

z′ an inverse-gamma prior σ2
z′ ∼ IG(2, 1/2) with shape

parameter 2 and scale parameter 1/2. Our choice of a relatively informative prior
was mainly made to speed up model convergence (see below) and a uniform prior
did not yield qualitatively different results. Finally, we assigned the vector of
regression weights αααz′ the mixture of g prior described in Equations (5.17-5.18)
and set the scale parameter s = 1. The Stan-code for the model can be found at
osf.io/6tfz3.

Computing Bayes Factors

Within the regression framework presented above, researchers can test for a rela-
tionship between a normally distributed model parameter, in our case the probit-
transformed parameter z′, and a covariate xj by computing the Bayes factor for
the standardised effect size βz′j . Bayes factors express the relative likelihood of
the observed data y under two competing hypotheses, H0 and H1 (e.g., Jeffreys,
1961; Rouder et al., 2009):

BF10 =
p(y | H1)

p(y | H0)
. (5.19)

A sensible null hypothesis might be that the standardised effect size for a specific
model parameter z′ on the covariate xj is 0, H0 : βz′j = 0, and the alternat-
ive hypothesis might state that the effect size is not 0. The exact expression for
the alternative hypothesis depends on the marginal prior for standardised effect
size under consideration, which in our case is a univariate Cauchy distribution
with scale parameter s = 1, thus H1 : βz′j ∼ C(1). In the case of a point-
null hypothesis that is nested under the alternative hypothesis, the Bayes factor
for the parameter in question can conveniently be obtained as the ratio of the
alternative hypothesis’ prior density over its posterior density at the point-null
BF10 = p(βz′j = 0 | H1)/p(βz′j = 0 | y,H1), which is known as the Savage-
Dickey density ratio (Dickey & Lientz, 1970; Wagenmakers, Lodewyckx, Kuriyal
& Grasman, 2010). Note that the Savage-Dickey density ratio can also be used
to test more complex null hypotheses involving several effect sizes simultaneously.
However, such hypothesis tests will require estimating the multivariate posterior
density for the effect sizes involved, which can be challenging in practical applic-
ations. In these cases alternative methods for computing Bayes factors, such as
bridge sampling (e.g., Gronau et al., 2017), might offer a simpler solution.
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5.3 Simulation Study

The goal of our simulation study is to demonstrate how dichotomising continu-
ous covariates biases Bayes factors and how these biases can be avoided using the
regression framework developed above. To generate realistic data for our sim-
ulations, we first fitted the PVL-Delta model with the regression extension to a
published data set (Steingroever et al., in press). We subsequently used the result-
ing parameter estimates to generate synthetic data for two scenarios, one in which
covariates are not correlated with each other, and one in which covariates are cor-
related. To emulate a typical dichotomisation-based analysis strategy, we applied
the hierarchical Bayesian PVL-Delta model in combination with a median-split of
the covariates to the simulated data. In a median-split analysis, participants are
divided into two groups based on whether their value on the covariate lies above
or below the median. Finally, we compared the resulting Bayes factors from the
dichotomisation-based analysis to the Bayes factors obtained from the PVL-Delta
model with our regression extension.

Generating Synthetic Data

Data set

We based the setup for our simulated data on the data published in Steingroever et
al. (in press) because of the simple experimental design and the clear structure of
the covariates measured. In Steingroever et al.’s study 70 participants performed
100 trials of the IGT using the traditional payoff scheme suggested by Bechara et
al. (1994). In addition, they completed Betsch and Iannello’s (2010) decision style
questionnaire, which consists of 70 items that assess participants’ tendency to use
an intuitive or deliberate decision style on a seven-point Likert scale. Steingro-
ever et al. submitted participants’ responses to a principal component analysis
and computed participants’ scores on two factors, deliberation and intuition. In
addition, they fitted the PVL-Delta model to participants’ performance data on
the IGT and related each participant’s factor scores to the estimated PVL-Delta
parameters. A full description of the sample, IGT, and questionnaire data can be
found in Steingroever et al. (in press).

We fitted the PVL-Delta model with the regression extension to Steingroever
et al.’s IGT data and used participants’ scores on the Deliberation and Intuition
scales as covariates x1 and x2, respectively. In contrast to Steingroever et al.,
whose analysis only included the data of participants who scored high on one scale
and low on the other, we included the data of all participants in our analysis. As
Steingroever et al. reported relatively small effects of the covariates on the model
parameters, we expected to also find relatively small standardised effect sizes αz′j
and therefore set the scale parameter of the Cauchy prior to s = 1/3 (Equation
5.18).3 To fit the PVL-Delta model to the data, we implemented the model with

3However, performing the same analyses with the scale parameter set to s = 1, the default
value, resulted in negligible changes in the posterior estimates of all parameters except αA1

and αA2. As we adjusted these parameters in the data generation step of our simulations (see
section ‘Data Generation’), our choice of the scale parameter did not influence the results of our
simulations.
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the regression extension in Stan (Carpenter et al., in press; Stan Development
Team, 2016b, 2016a) and obtained samples from the posterior distributions of the
model parameters. For each model parameter we ran three MCMC chains and col-
lected 50,000 posterior samples per chain. We discarded the first 5,000 samples of
each chain as burn-in samples and furthermore thinned each chain, retaining every
fifth sample. Starting values for the population means µz′ were randomly drawn
from standard normal distributions, starting values for the population standard
deviations σz′ were randomly drawn from exponential distributions with scale
parameter 1, and starting values for the regression weights αz′ were randomly
drawn from normal distributions with mean 0 and standard deviation 2. All
chains showed good convergence (Gelman-Rubin diagnostic R̂ ≤ 1.005, Gelman &
Rubin, 1992).

Model fit and generating parameter values

The columns labeled ‘Estimated’ in Table 5.1 show the estimated posterior means
for our fit of Steingroever et al. (in press)’s data. As can be seen, the regression
weights αz′j for the regression of participants’ model parameters on their covariate
values are relatively small; the strongest relationships are between the outcome
sensitivity parameter A and the Deliberation scale, and between the loss aver-
sion parameter w and the Intuition scale (i.e., αA′1 = 0.61 and αw′2 = −0.51,
respectively). The corresponding Bayes factors are shown in the columns labeled
‘BF10 RG’. As can be seen, the Bayes factors for the relationship between outcome
sensitivity A and the Deliberation scale x1, and between loss aversion w and the
Intuition scale x2, are relatively modest, with values of 7 and 6.65, respectively.
Moreover, the Bayes factors for the remaining relationships between model para-
meters and covariates are close to one, indicating that the data are nondiagnostic.
In light of the sample size in Steingroever et al. (in press)’s study and our a priori
expectation of relatively small effects sizes, these small Bayes factors suggest that
applications of our regression framework require a more sizable data set to obtain
substantial evidence for relationships between model parameters and covariates.

The columns labeled ‘BF10 MS ’ in Table 5.1 show Bayes factors we obtained
in a dichotomisation-based analysis similar to that used by Steingroever et al. (in
press; see section ‘Analysis Using Dichotomisation’ for details on this analysis).
All Bayes factors from this analysis were close to 1. These results suggest that
a dichotomisation-based analysis requires an large data set and substantial effect
sizes to be able to detect relationships between model parameters and covariates.

To be able to demonstrate the adverse effects of dichotomising covariates, we
needed to generate data with clearly identifiable relationships between model para-
meters and covariates (recall that, in the case of uncorrelated covariates, dicho-
tomising covariates should result in statistical tests missing existent effects). We
therefore used twice the sample size of Steingroever et al.’s study for our simu-
lations. Moreover, we set αA′1 = 1 and αA′2 = 0, which means that outcome
sensitivity should be associated with deliberation but not intuition, and αw′1 = 0
and αw′2 = −0.9, which means that loss aversion should be negatively associated
with intuition but not deliberation. Because the regression weights αA′. and αw′.

were now larger than the values estimated in our model fit, we needed to reduce
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Table 5.1: Posterior estimates of parameter values for Steingroever et al.’s (in press)
data, adjusted parameter values used to generate synthetic data, and Bayes factors for
Steingroever et al.’s (in press) data.

Estimated Adjusted BF10 RG BF10 MS

z′ αz′1 αz′2 µz′ σz′ αz′1 αz′2 µz′ σz′ x1 x2 x1 x2
A′ 0.61 0.31 0.24 2.82 1 0 0.24 1.06 7.00 2.55 0.28 0.28
w′ -0.04 -0.51 0.38 2.42 0 -0.9 0.38 0.91 1.44 6.65 0.27 0.27
a′ -0.08 0.24 0.30 1.58 -0.08 0.24 0.30 1.58 0.98 2.07 0.27 0.26
c′ -0.02 -0.05 1.34 0.46 -0.02 -0.05 1.34 0.46 0.27 0.39 0.26 0.26

Note. Subscript 1 indicates effect sizes for the Deliberation scale, subscript 2 indicates
effect sizes for the Intuition scale. x1 denotes the Deliberation scale, x2 denotes the
Intuition scale. Bold parameter values were adjusted before generating synthetic data.
BF10 RG is the Bayes factor for the regression analysis, and BF10 MS is the Bayes factor
for the median-split analysis.

the residual variance for the corresponding model parameters to maintain reas-
onable variance in the covariate scores between participants (compare Equation
5.16). We therefore set the residual variances σ2

A and σ2
w to 3/8 the values estim-

ated in our model fit. The resulting parameter values used to generate data in our
simulations are shown in the columns labeled ‘Adjusted’ in Table 5.1.

Data generation

For our simulations we generated 50 synthetic data sets under two different scen-
arios, one in which covariates were correlated and one in which covariates were
uncorrelated. Each simulated data set consisted of 150 synthetic participants,
which should allow our regression analysis to reliably detect relationships between
model parameters and covariates. For each participant we generated two covariate
values, x1i and x2i, as well as one value for each of the four PVL-Delta model para-
meters. To obtain covariate values that were related to a specific model parameter
but not to others, we started by generating a 2 × 1 vector of covariate values for
each participant from a multivariate normal distribution, xxxi ∼NNN (µµµ,Σ), with 2×1
mean vector µµµ = 000, and 2× 2 covariance matrix Σ. In the scenario with uncorrel-
ated covariates, the covariance matrix was the identity matrix. In the scenario with
correlated covariates the covariance matrix had diagonal entries 1 and off-diagonal
entries 0.7. In a second step, we generated probit-transformed PVL-Delta para-
meters for each participant using Equation 5.15, z′i ∼ N (µz′ +xxx′Ti αααz′ , σz′). We set
the data-generating group-level parameter values for the regression weights αz′.,
mean group-level parameters µz′ , and residual variances σ2

z′ to the values given in
Table 5.1.

Finally, based on the four PVL-Delta parameters, we simulated 200 trials of
the IGT for each participant. We doubled the number of trials per participant
compared to the data in Steingroever et al. (in press) to reduce the impact of
imprecise estimates of the PVL-Delta parameters on the estimation of the re-
gression weights. To generate simulated IGT trials for each participant, we first
spawned a set of payoffs for each deck of cards based on the payoff scheme used in
Steingroever et al.’s (in press) study. We then applied the cumulative distribution
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function of the standard normal distribution to the probit-scaled model paramet-
ers z′ generated previously to obtain the corresponding PVL-Delta parameter z.
We furthermore initialised the expected utilities for all four decks of cards to 0,
meaning that the choice of the first card was entirely random for all simulated
participants. After generating a random choice on the first trial for each parti-
cipant, we evaluated the outcome, updated the expected utilities, and generated
the participant’s choice on the next trial using Equations (5.1-5.3) and the para-
meter values for that simulated participant. We continued this process iteratively
until we had accumulated 200 simulated choices. Further details and the R code
used to generate the simulated data can be found at osf.io/6tfz3.

Analysis Using Dichotomised Covariates

Dichotomisation-based analysis strategies take several forms. One that is fre-
quently seen in practice is the median-split. To emulate this analysis strategy
in the context of our simulation study, we developed a version of the hierarch-
ical Bayesian PVL-Delta model that estimates separate group-level means µz′ for
participants scoring above versus below the median on a covariate. Note that
including these separate group-level means in the model constitutes a relatively
sophisticated version of a dichotomisation-based analysis; in practice, researchers
are more likely to engage in a two-step analysis approach, first fitting the cog-
nitive model separately to the groups of participants scoring above versus below
the median, and subsequently testing the estimated model parameters for differ-
ences between groups. However, such a two-step procedure introduces additional
biases beyond those introduced by dichotomisation which is beyond the scope of
the present work (see Boehm et al., 2016, for a discussion).

Our median-split model assumes the same hierarchical structure as the PVL-
Delta model, with trials nested within participants whose probit-transformed para-
meter values are sampled from a group-level normal distribution. The mean of the
group-level distribution from which a participant’s probit-transformed parameter
values are drawn depends on the person’s values on the covariates. We implemen-
ted this constraint using effect coding (Rouder, Morey, Speckman & Province,
2012), that is, we assigned each participant i a P × 1 vector dddi = [di1, . . . , diP ]
where the jth entry of the vector is 0.5 if the person’s score on covariate j is
greater than the median, and -0.5 otherwise:

z′i ∼ N (µz′ + δδδTz′dddiσ
′
z, σ
′
z

2). (5.20)

Here µz′ is the mean of model parameter z′. Furthermore, δδδz′ is the P × 1 vector
of standardised effect sizes (i.e., δδδz′ = [δz′1, . . . , δz′P ]′) and δz′j is the standardised
effect size indicating the difference, in standard deviations, between participants
with below-median values on covariate j and participants with an above-median
value on covariate j. Finally, σ2

z′ is the variance of the model parameter z′ across
participants.

As in the PVL-Delta model with the regression extension, we assigned the
group-level means µz′ a standard normal prior µz′ ∼ N (0, 1), and the group-level
variance σ2

z′ an inverse-gamma prior σ2
z′ ∼ IG(2, 1/2) with shape parameter 2
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and scale parameter 1/2. Finally, we assigned the standardised effect sizes δz′j
independent Cauchy priors δz′j ∼ C(1) with scale parameter 1.

Data Analysis

We analysed the simulated data using the PVL-Delta model with regression ex-
tension and the PVL-Delta model with the median-split. For both models we
computed Bayes factors contrasting the null hypothesis that there is no relation-
ship between model parameters and covariates with the alternative hypothesis that
there is such a relationship. More specifically, in the case of the regression model,
the null hypothesis stated that the standardised effect size for a specific model
parameter z′ on a specific covariate xj is 0, H0 : βz′j = 0, and the alternative
hypothesis stated that the standardised effect size is not 0, H1 : βz′j ∼ C(1). As
we expected sizable effects in the simulated data, we set the scale parameter for
the regression model’s Cauchy prior to s = 1 (as in Rouder et al., 2009; Jeffreys,
1961). In the case of the median-split model, the null hypothesis stated that the
standardised difference in group means is 0, H0 : δz′j = 0, and the alternative
hypothesis stated that the difference in group means is not 0, H1 : δz′j ∼ C(1).

We based our computation of the Bayes factors for both models on the Savage-
Dickey density ratio (Dickey & Lientz, 1970; Wagenmakers et al., 2010). To obtain
estimates of the posterior density for each model’s effect size parameters, we first
implemented both models in Stan (Carpenter et al., in press; Stan Development
Team, 2016b, 2016a). We subsequently ran two MCMC chains for each model
parameter and collected 45,000 posterior samples per chain. We discarded the
first 5,000 samples of each chain as burn-in and furthermore thinned each chain,
retaining every fifth sample, which left us with a total of 8,000 samples per chain.
All chains showed good convergence (Gelman-Rubin diagnostic R̂ ≤ 1.001, Gelman
& Rubin, 1992). We estimated the density of the posteriors for the βz′j and δz′j
using log-spline functions, and computed the Bayes factors by taking the ratio of
posterior densities to the prior densities at 0.

Results

Figure 5.3 shows the log-Bayes factors for the alternative hypothesis obtained in
our simulations. We chose to plot the log of the Bayes factors here, rather than the
Bayes factors, because the Bayes factors spanned up to five orders of magnitude,
which means that, on the linear scale, large Bayes factors would obscure differences
in Bayes factors at the low end of the scale. Moreover, because we generated our
data in such a way that only the PVL-Delta parameters A and w had sizable rela-
tionships with the covariates, we will only present the results for these parameters
here. The full results for all model parameters as well as details on the estimated
effect sizes can be found in Appendix C. The left panel of Figure 5.3 shows the
log-Bayes factors for our simulations with uncorrelated covariates. As can be seen,
the Bayes factors obtained from the regression analysis showed strong evidence for
an effect of the first covariate on the A parameter (dark grey dots, left column in
the top row), whereas the median-split analysis provided much weaker evidence for
such an effect (light grey dots, left column in the top row). This is also reflected in
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the median difference in log-Bayes factors, log(BF10 RG)− log(BF10 MS), of 2.82.
On the linear scale this corresponds to regression Bayes factors being about 17
times the size of median-split Bayes factors, which indicates a strong underestima-
tion of the evidence in the median-split analysis. Similarly, the regression analysis
strongly supported an effect of the second covariate on the w parameter (dark
grey dots, right column in the bottom row), whereas the median-split analysis
provided much weaker evidence for such an effect (light grey dots, right column
in the bottom row). The mean difference in log-Bayes factors was 13.70, which
corresponds to regression Bayes factors being 890,537 times the size of median-
split Bayes factors, indicating a tremendous underestimation of the evidence in
the median-split analysis. For the null-effects of the first covariate on the w para-
meter (right column, top row) and of the second covariate on the A parameter
(left column, bottom panel), both analyses performed similarly, with median dif-
ferences in log-Bayes factors of 0.06 and 0.09, respectively. This corresponds to
ratios of regression to median-split Bayes factors on the linear scale of 1.07 and
1.09, respectively, indicating only negligible differences.

The right panel for Figure 5.3 shows the log-Bayes factors for our simulations
with correlated covariates. The Bayes factors obtained from the regression ana-
lysis again showed stronger evidence for an effect of the first covariate on the
A parameter (dark grey dots, left column in the top row) than the median-split
analysis (light grey dots, left column in the top row). However, the median dif-
ference in log-Bayes factors of 1.55, which corresponds to regression Bayes factors
being about 5 times the size of median-split Bayes factors on the linear scale, was
much smaller than in the case of uncorrelated covariates. Similarly, the regression
analysis provided stronger support for an effect of the second covariate on the w
parameter (dark grey dots, right column in the bottom row), than the median-split
analysis (light grey dots, right column in the bottom row). This is also reflected
in the median difference in log-Bayes factors of 3.68, or a ratio of regression Bayes
factors to median-split Bayes factors of 40 on the linear scale, which is still sizable
but smaller than in the case of uncorrelated covariates. Unlike in the case of un-
correlated covariates, in the case of correlated covariates the median-split analysis
now suggested a spurious effect of the first covariate on the w parameter (right
column, top row), with a median difference in log-Bayes factors of -1.28, which
corresponds to a ratio of median-split Bayes factors to regression Bayes factors of
about 4 on the linear scale. Here, the negative sign of the median difference in
log-Bayes factors indicates that the regression analysis tended to favour the null
hypothesis whereas the median-split analysis favoured the alternative hypothesis.
Moreover, the median-split analysis also suggested a spurious effect of the second
covariate on the A parameter, with a median difference of -0.68, which corresponds
to a ratio of median-split Bayes factors to regression Bayes factors of about 2 on
the linear scale.

The biases inherent in the median-split analysis are also clearly visible in the
posterior distributions for the effect sizes. Figure 5.4 shows the posterior distribu-
tions of the standardised differences in group means, δ, and the standardised effect
sizes, β, quantile-averaged across simulations, for the case of uncorrelated covari-
ates. The left column of the top left subplot shows the prior (thin grey line) and
the posterior (thick black line) for the regression of the A parameter on the first
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ρ(X1, X2) = 0 ρ(X1, X2) 6= 0

Figure 5.3: Bayes factors from 50 simulated data sets for the regression and median-
split analysis. Data points show the log-Bayes factors for the alternative hypothesis
(log(BF10)) obtained in the regression (RG, dark grey dots) and median-split (MS, light
grey dots) analysis for the PVL-Delta model’s A and w parameters (columns) and two co-
variates (rows). The left subplot shows the results for the case of uncorrelated covariates,
the right subplot shows the results for the case of correlated covariates. Lines indicate
the mean log-BF. Data points are jittered along the x-axis for improved visibility.

covariate. Compared to the prior, which has considerable mass at the point null
hypothesis βA,1 = 0, the posterior has nearly no mass at the point null, resulting
in Bayes factors that strongly favour the alternative hypothesis. The right column
in the same subplot shows the prior (thin grey line) and posterior (thick grey line)
for the standardised difference in the A parameter between participants who score
above-median on the first covariate and participants who score below-median. As
can be seen, the posterior has little mass at the point null hypothesis δA,1 = 0, res-
ulting in Bayes factors favouring the alternative hypothesis. However, compared
to the posterior under the regression model, the posterior under the median-split
model is considerably wider and has more mass at the point null, which results
in the underestimation of the evidence against the null observed above. A com-
parable pattern can be seen in the bottom right subplot; the posterior under the
median-split model has more mass at the point null than the posterior under the
regression model, resulting in a strong underestimation of the evidence against
the null. Finally, the top right and bottom left subplots show the comparison for
the true null-effects of the first covariate on the A parameter and of the second
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Figure 5.4: Posterior distributions of effect sizes for the case of uncorrelated covariates.
Shown are the posterior distributions quantile-averaged across 50 simulated data sets.
The left subplot shows the results for the A parameter, the right subplot shows the results
for the w parameter. Thick black lines are the posteriors of the standardised effect sizes
β (left column in each subplot), thick grey lines are the posteriors of the standardised
mean differences δ (right column in each subplot), thin grey lines show the priors. The
top row shows the results for the first covariate (X1), the bottom row shows the results
for the second covariate (X2).

covariate on the w parameter, respectively. Although the posterior under the
median-split model again has less mass at the point null than the posterior under
the regression model, the differences are less pronounced and both models favour
the null hypothesis.

Figure 5.5 shows the quantile-averaged posterior distributions of the standard-
ised differences in group means, δ, and the standardised effect sizes, β, for the
case of correlated covariates. The top left and bottom right subplots show comp-
arable patterns to the case of uncorrelated covariates; the posterior under the re-
gression and the median-split model both have much less mass at the point null
than the respective prior, resulting in Bayes factors favouring the null hypothesis.
However, compared to the prior, the posterior under the regression model is much
narrower than the posterior under the median-split model, which leads to smaller
Bayes factors under the median-split model. Finally, the top right and bottom left
subplots show the comparison for the true null-effects of the first covariate on the
w parameter and of the second covariate on the A parameter, respectively. As can
be seen, the posterior for the regression weights is centred at 0 and has consider-
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ρ(X1, X2) 6= 0

Figure 5.5: Posteriors of effect sizes for the case of correlated covariates. Shown are the
posterior distributions quantile-averaged across 50 simulated data sets. The left subplot
shows the results for the A parameter, the right subplot shows the results for the w
parameter. Thick black lines are the posteriors of the standardised effect size β (left
column in each subplot), thick grey lines are the posteriors of the standardised mean
differences δ (right column in each subplot), thin grey lines show the priors. The top
row shows the results for the first covariate (X1), the bottom row shows the results for
the second covariate (X2).

ably more mass at the point null than the prior. Therefore, Bayes factors under
the regression model correctly favour the null hypothesis. However, the posterior
under the median-split model lies to the right of the point null for the A parameter
and to the left of the point null for the w parameter, and thus has considerably
less mass at the point null than the posterior under the regression model. Con-
sequently, Bayes factors under the median-split model understate the evidence for
the null and in many instances even support the alternative hypothesis, suggesting
spurious associations between the first covariate and the w parameter and between
the second covariate and the A parameter.

5.4 Discussion

The goal of the present work was to develop a methodological framework that
allows researchers to test hypotheses about associations between the parameters
of a cognitive model and covariates in a principled way. To this end we showed
how Bayesian linear regression can be used to obtain Bayes factors for specific
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associations between model parameters and covariates. As an example application,
we chose the PVL-Delta model which aims to explain risky decision-making as the
result of a reinforcement-learning process. Adding a regression extension to the
PVL-Delta model allowed us to simultaneously account for participants’ model
parameters and measurements of participants’ preferred decision styles.

One analysis strategy that has been used regularly to test for associations be-
tween model parameters and covariates is to divide participants into groups based
on their covariate scores and subsequently test for differences in model paramet-
ers between groups of participants. Despite repeated warnings against the use of
dichotomisation-based analyses (Austin & Brunner, 2004; Cohen, 1983; MacCal-
lum et al., 2002; Maxwell & Delaney, 1993; Royston et al., 2006), a number of
recent studies have relied on median-splits (e.g., Beitz et al., 2014; Cooper et al.,
2015; Kwak et al., 2014; Steingroever et al., in press) to test for associations be-
tween the parameters of different cognitive models and covariates. We conducted
a simulation study to illustrate the degree of bias introduced by such suboptimal
analysis strategies. To this end, we generated simulated data under two scenarios.
In one scenario covariates were not correlated with each other, and some of the
covariates were correlated with some of the model parameters but not others. In
the other scenario covariates were correlated with each other, and some of the
covariates were correlated with some of the model parameters but not others. Our
simulations showed that, in the first scenario, a median-split analysis leads to
Bayes factors that understate the evidence for true effects compared to the Bayes
factors obtained from a regression model. In the second scenario, Bayes factors
from a median-split analysis again understated the evidence for true effects but,
in addition, a median-split analysis also suggested spurious effects of covariates on
model parameters that were, in fact, unrelated.

Interestingly, for the median-split analysis as well as the regression analysis,
Bayes factors favouring the null hypothesis were very modest across simulations
compared to Bayes factors favouring the alternative hypothesis. This is a well-
known theoretical result that is due to different rates of convergence for Bayes
factors under the two hypotheses. In particular, if data are generated under the
alternative hypothesis, the rate of convergence of Bayes factors will be in the
order of

√
n whereas if data are generated under the null hypothesis, the rate of

convergence will be in the order of log n, and thus much lower (Bahadur & Bickel,
2009; Johnson, 2010).

The reason for this different rate of convergence is that the alternative hypo-
thesis is centred at the value of the point null hypothesis, and thus gives high
plausibility also to data generated under the null hypothesis. Therefore, if data
are generated under the null hypothesis, the null hypothesis gains evidential sup-
port over the alternative hypothesis only because it offers a more parsimonious
account of the data. If the data are generated under the alternative hypothesis,
on the other hand, the alternative quickly gains support over the null hypothesis
because the data are highly implausible under the null hypothesis. Consequently,
finding strong evidence for the null hypothesis will require considerably more data
than finding evidence for the alternative hypothesis.

Another interesting results of our simulations was that the Bayes factors for
spurious effects suggested by the median-split analysis were relatively small com-
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pared to the Bayes factors for true effects. This result is due to the fact that
the median-split analysis generally leads to wider posteriors than the regression
analysis, resulting in overall smaller Bayes factors.

Finally, the results of our present work imply that practical applications of our
regression framework require a sufficiently large sample size. The application of
our regression framework to Steingroever et al.’s (in press) data yielded relatively
modest Bayes factors. To be able to obtain sizable Bayes factors in our simulations,
we generated relatively large data sets. This suggests that researchers who wish
to apply our regression framework will need to acquire sufficiently large data sets
to be able to find substantial support for relationships between model parameters
and covariates.

Our focus in the present work has been on the development of a regression
framework for relating covariates to model parameters. An alternative approach
to establishing relationships between model parameters and covariates is to es-
timate their joint covariance matrix. For example, Turner, Sederberg, Brown and
Steyvers (2013a) have presented a hierarchical Bayesian joint modelling approach
where covariates and parameters of a cognitive model are related via a joint covari-
ance matrix. However, this approach comes with a number of practical challenges.
Firstly, estimating models with highly correlated parameters often requires special-
ised sampling algorithms (e.g., Turner, Sederberg, Brown & Steyvers, 2013b) that
are not available in standard Bayesian software packages such as Stan (Carpenter
et al., in press; Stan Development Team, 2016b, 2016a) or JAGS (Plummer, 2003).
The regression framework presented here, on the other hand, can easily be imple-
mented using standard sampling algorithms for many types of cognitive models
(see below). Secondly, many joint modelling implementations have been developed
for the purpose of estimation rather than hypothesis testing (e.g., Turner et al.,
2013a; Michalkiewicz & Erdfelder, 2016; Vandekerckhove et al., 2011). As such,
this work has not addressed the problem of how to select an appropriate prior dis-
tribution for the covariance matrix, which critically determines the properties of
Bayesian statistical tests. The effect of different prior distributions for regression
coefficients on Bayes factors, on the other hand, has been thoroughly investigated
and prior distributions have been developed that satisfy a number of theoretical de-
siderata (e.g., Liang et al., 2008; Rouder & Morey, 2012; Zellner, 1986). Thirdly,
a related problem concerns how associations between individual covariates and
model parameters can be tested. Whilst some work has addressed the problem
of testing correlations between a single covariate and a specific model parameter
(Matzke, Hughes, Badcock, Michie & Heathcote, in press; Jeffreys, 1961), it is not
clear how to test individual entries from a covariance matrix if several covariates
are included in a model simultaneously. The regression framework presented here,
on the other hand, allows for straightforward tests of individual regression weights.
Due to these practical limitations of the joint modelling approach we consider the
regression approach presented here as the currently most practical solution to the
problem of relating model parameters to covariates.

We have limited the application of our hierarchical Bayesian regression frame-
work in the present work to the PVL-Delta model. However, the framework can
also be adapted to other cognitive models that fulfill a few modest requirements.
Firstly, the cognitive model needs to be implemented in a hierarchical way to allow
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researchers to relate individual participants’ model parameters to measured cov-
ariates. For many popular models such hierarchical implementations are readily
available (Matzke et al., 2015; Steingroever et al., 2014; Wiecki, Sofer & Frank,
2013; Ahn, Haines and Zhang’s, 2016, R-package contains hierarchical implement-
ations of several popular models of decision-making) or can be easily developed
using MCMC software packages such as JAGS (Plummer, 2003) or Stan (Carpenter
et al., in press; Stan Development Team, 2016b).

Secondly, the model parameters of interest need to be normally distributed.
Although this assumption is often reasonable and can be readily adopted, in other
cases the cognitive interpretation of the parameters or mathematical constraints
necessitate specific bounds on the parameter values. However, such constraints
can often be overcome by using an appropriate transformation of the model para-
meters, rather than the model parameters themselves, in the regression analysis.
In the case of the PVL-Delta model, for instance, all model parameters are as-
sumed to be restricted to closed intervals, yet probit transforming the parameters
allowed us to add the Bayesian regression extension to the PVL-Delta model.
One slight drawback of such non-linear transformations of model parameters is
that the regression weights themselves can no longer be interpreted. However, in
most practical applications researchers are only interested in the direction of the
relationship between model parameters and covariates, which is not affected by
monotonic transformations.

Thirdly, model parameters must be assumed to be dependent on the covariates.
Linear regression is based on the assumption that the predictor variables cause the
criterion variable. As we treat the model parameters as the criterion variable in our
regression framework, applications of the framework are limited to situations where
it is reasonable to assume that the model parameters depend on the covariates.
These three conditions are all that is required for our regression extension to be
added to a cognitive model and are easily met by most existing models.

Although reinforcement learning models, and the PVL-Delta model in par-
ticular, served merely as an example for our Bayesian regression framework, we
believe that our regression extension can greatly facilitate research involving risky
decision-making. One potential application beyond identifying relationships be-
tween model parameters and physiological measurements is the statistical control
of nuisance variables. A number of authors have suggested that performance on
the IGT might be subject to practice effects (Ernst et al., 2003; Lejuez et al., 2003;
Verdejo-Garćıa & Pérez-Garćıa, 2007), although no study to date has comprehens-
ively addressed this problem (Buelow & Suhr, 2009). Including time-on-task as a
covariate in model-based analyses might allow researchers not only to control for
practice effects but also to pinpoint which cognitive processes are affected by prac-
tice and which processes remain stable over time. Similar model-based analyses in
perceptual decision-making, for example, have suggested that whilst participants’
processing of stimuli remains unaffected by practice, their response mode can
change over time although considerable practice might be needed for participants
to reach optimal performance (Hawkins, Forstmann et al., 2015; Simen et al.,
2009).

To conclude, in the present work we presented a hierarchical Bayesian regres-
sion extension for cognitive models that allows researchers to test for relationships
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between model parameters and covariates using Bayes factors. In our simulation
study we showed how our regression framework overcomes the biases associated
with the often-practiced median-split analysis. The latter can lead researchers
to either miss existing relationships between model parameters and covariates, or
suggest spurious associations between model parameters and covariates, depend-
ing on whether the covariates are correlated with each other or not. Moreover,
compared to other methods for relating model parameters to covariates, such as
joint modelling, our regression framework has relatively modest technical require-
ments and can be easily applied to many existing cognitive models. Consequently,
our regression framework provides a practical and easy-to-use method for testing
for relationships between model parameters and covariates.
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Abstract

For many years the drift diffusion model (DDM) has successfully ac-
counted for behavioural data from a wide range of domains. Important con-
tributors to the DDM’s success are the between-trial variability parameters,
which allow the model to account for the various shapes of RT distributions
encountered in practice. However, several researchers have pointed out that
estimating the variability parameters can be a challenging task. Moreover,
the numerous fitting methods for the DDM each come with their own associ-
ated problems and solutions. This often leaves users in a difficult position. In
this collaboration project we invited researchers from the DDM community
to apply their various fitting methods to simulated data and provide advice
and expert guidance on estimating the DDM’s between-trial parameters us-
ing these methods. In addition to establishing a comprehensive reference
resource, our study provides further insight into the general recoverability
of the DDM’s between-trial parameters.
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6.1 Introduction

The drift diffusion model (DDM) has a long and successful history of accounting
for response time (RT) and accuracy data from a wide range of domains, including
lexical decision (Ratcliff, Gomez & McKoon, 2004; Wagenmakers et al., 2008; Yap
et al., 2015), memory-retrieval (McKoon & Ratcliff, 1996; White, Kapucu, Bruno,
Rotello & Ratcliff, 2014), perceptual decision-making (Ratcliff, 2002; Smith et
al., 2004; Smith, Ratcliff & Sewell, 2014), as well as data from neurophysiological
studies (Kühn et al., 2011; Philiastides, 2006; for reviews see Forstmann et al.,
2016; Ratcliff & McKoon, 2008; Ratcliff, Smith, Brown & McKoon, 2016; Smith
& Ratcliff, 2009). The DDM belongs to the class of sequential sampling models
for two-choice RT tasks (Ratcliff, 1978; Ratcliff, Gomez & McKoon, 2004). It
conceptualises RT and accuracy as the result of the accumulation of noisy inform-
ation over time toward two boundaries. Figure 6.1 illustrates the components of
the model. The four main parameters are boundary separation a, drift rate v,
starting point z, and non-decision time Ter. Boundary separation is the distance
between the response boundaries and determines the trade-off between response
speed and accuracy. Higher boundary separation means that more information
needs to be accumulated to trigger a response, which results in longer RTs and
higher accuracy. Drift rate v represents the quality of the information that is
being accumulated. Higher drift rate means that the mean rate of information ac-
cumulation is higher, which leads to faster and more accurate responses. Starting
point z represents an a priori bias towards one of the two response options. A
starting point higher than the midpoint between the boundaries, a/2, means that
less information needs to be accumulated to reach the upper boundary, and the
corresponding response option is chosen faster and more frequently. Non-decision
time represents processes not related to the decision process, such as stimulus en-
coding or response execution. In addition to these main parameters, the DDM
includes three between-trial variability parameters that we discuss next.
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Figure 6.1: Drift diffusion model (DDM) and its parameters. See text for details.

A key factor in the DDM’s success is its ability to account for the different and
varied shapes of the RT distributions in a wirde range of experimental paradigms.
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For example, a typical phenomenon in RT experiments is that mean RTs differ
between correct and error responses. Such patterns have bedevilled early sequen-
tial sampling models and several authors (Laming, 1968; Ratcliff, 1978; Ratcliff
& Tuerlinckx, 2002; Smith & Vickers, 1988; Van Zandt & Ratcliff, 1995) have
suggested adding between-trial variability parameters to account for these phe-
nomena. Specifically, allowing the starting point of the accumulation process to
vary across trials allows models to produce fast errors (Laming, 1968), whereas
allowing the drift rate of the accumulation process to vary across trials allows
models to produce slow errors (Ratcliff, 1978). These variability parameters allow
the DDM to account for the benchmark result that errors tend to be slower than
correct responses when accuracy is high, and errors tend to be faster than correct
responses when accuracy is low. Moreover, using a combination of both types of
variability enables the DDM to also account for rare crossover patterns where er-
rors are slower than correct responses when accuracy is low, and errors are faster
than correct responses when accuracy is high (Ratcliff, McKoon & van Zandt,
1999; Ratcliff & Rouder, 1998; Wagenmakers et al., 2008). In addition, Ratcliff
and Tuerlinckx (2002) have suggested that a between-trial variability component in
the non-decision time parameter might be needed to account for experimental ma-
nipulations that affect the leading edge of the RT distribution. The lexical decision
data in Ratcliff, Gomez and McKoon (2004), for example, required between-trial
variability in non-decision time to account for a shift in the .1 quantile of the RT
distribution.

Although between-trial variability parameters clearly play an important role in
the DDM’s ability to fit empirical data, several authors have reported difficulties in
estimating the parameter values. For example, Lerche and Voss (in press) assessed
the retest reliability of DDM parameter estimates over two separate sessions using
a lexical decision task, a recognition memory task, and an associative priming
task. In their model fits, Lerche et al. only allowed for between-trial variability
in non-decision time but not in drift rate or starting point. Their results for the
lexical decision task, for instance, showed that the estimated variability in non-
decision time correlated only modestly to weakly between sessions (r = .20− .55).
On the other hand, estimates for the four main DDM parameters (i.e., starting
point, drift rate, boundary separation, and non-decision time) correlated modestly
to strongly between sessions (r = .30 − .90). Results for the recognition memory
and associative priming tasks were similar. Taken together, the results of Lerche
et al.’s study suggest that the DDM’s main parameters can be estimated reliably
whereas estimates of the variability in non-decision time are considerably less
reliable.

In another example, Yap, Balota, Sibley and Ratcliff (2012) used a large cor-
pus of lexical decision data that had been collected in two sessions (Balota et
al., 2007) to evaluate the retest reliability of the DDM parameters. To compute
the within-session reliability of the parameter estimates, Yap et al. split the data
into halves based on odd and even trials and computed the correlation between
parameter estimates from each half of the data. To assess the between-session
reliability, Yap et al. computed the correlation between parameter estimates from
the first session and parameter estimates from the second session. This analysis
showed that estimates for the main DDM parameters were strongly correlated
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within (r = .81 − .93) as well as between experimental sessions (r = .65 − .74).
However, whilst estimates of starting point variability correlated strongly within
experimental sessions (r = .81), the estimates for drift rate and non-decision time
variability only correlated modestly within sessions (r = .65 for both parameters),
and correlations between parameter estimates from different sessions were relat-
ively weak (r = .39 − .50) for all three variability parameters. Yap et al. explain
the low within-session reliability of the drift rate and non-decision time variabilit-
ies with the fact that both model parameters depend on the distribution of error
RTs. Because there are typically relatively few observations for error responses,
these parameters are not well constrained by the data, which leads to less reli-
able parameter estimates. However, Yap et al.’s lexical decision data featured 819
participants with 3374 trials per participant. Together with a mean error rate of
14.4%, this suggests that there was, on average, a total of 486 observations from
the error RT distribution available for each participant. Consequently, when Yap
et al. split their data into two halves to compute the within-session reliability, each
half included an average of 243 error responses based on which the between-trial
variability parameters could be estimated.

If such a sizable data set is insufficient for the estimation of the between-trial
variability parameters, the question arises whether factors other than the num-
ber of trials can be utilised to improve estimation performance. For example,
conventional methods typically fit the DDM on an individual basis and therefore
require that sufficient data are available for each participant (e.g., Vandekerckhove
& Tuerlinckx, 2007; Ratcliff, 2002; Voss & Voss, 2007). Recently developed hier-
archical Bayesian methods, on the other hand, use all available data in the group
to mutually inform parameter estimates across participants (Vandekerckhove et
al., 2011; Wiecki et al., 2013). Specifically, hierarchical Bayesian models assume
that participants’ parameters are drawn from a common group-level distribution.
Because the participant-level and group-level parameters are estimated simultan-
eously, the parameter estimates for individual participants are informed by the
parameter estimates for the rest of the group. This mutual dependence of the para-
meter estimates reduces the influence of outliers on group-level parameters and
yields parameter estimates for individual participants with the smallest estimation
error (Efron & Morris, 1977). Hierarchical Bayesian methods might therefore be
able to reliably estimate between-trial variability parameters in situations where
conventional methods fail.

However, estimating between-trial variablities in hierarchical Bayesian imple-
mentations of the DDM comes with its own challenges. For example, the HDM

package implements a version of the DDM’s first-passage time distribution where
all between-trial variability parameters are fixed to 0 (Vandekerckhove et al., 2011;
Wabersich & Vanderkerckhove, 2014). Nevertheless, trial-to-trial variability in the
model parameters can be added using a mixture of first-passage time distributions
where the drift rate parameter, for instance, is sampled from a normal distribu-
tion for each draw from the first-passage time distribution. Unfortunately, in our
experience adding the between-trial variability parameters to the model inevitably
leads to erratic behaviour of the MCMC chains and a lack of convergence. Specific-
ally, when we generated 5000 trials from the DDM with between-trial variability
in drift rate but all other between-trial variabilities fixed to 0, fitting a model
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with a mixture of first-passage time distributions as described above resulted in
MCMC chains that were stuck at their initial values. The convergence problem
might be resolved by using another sampler that is more suitable for the DDM, as
for example implemented in the HDDM software package (e.g., Wiecki et al., 2013).
However, as HDDM only implements the between-trial variability parameters at the
group-level, it is impossible to obtain estimates of the between-trial parameters for
individual participants. These examples underscore that Bayesian methods come
with new challenges of their own.

Taken together, the above discussion suggests that estimating between-trial
variability parameters in the DDM is inherently challenging. Methods for fitting
the DDM might vary widely in their ability to estimate between-trial paramet-
ers. However, to our knowledge no comprehensive assessment of different fitting
methods has yet been carried out. This leaves the practitioner in a precarious situ-
ation: between-trial variability parameters can be critical to the DDM’s ability to
fit different data patterns, yet no guidelines are available on which fitting method
to choose and how to exploit the strengths and avoid the weaknesses of different
methods. Moreover, users often do not have the expertise or the resources to con-
duct extensive simulation studies and systematically compare different methods.

The goal of the present work is therefore to conduct a systematic survey of
the available methods and to provide a platform for experts from the DDM com-
munity to share their knowledge and recommendations for estimating the DDM’s
between-trial variability parameters. Specifically, we provided three application
scenarios that users might encounter in practice and invited experts to apply their
fitting methods and give recommendations for estimating between-trial variability
parameters in each scenario.

6.2 Structure of the Collaboration Project

We generated three synthetic data sets that differed in complexity and invited
researchers from the DDM community to apply their fitting methods to each data
set. Collaborators were asked to provide a short summary of their methods and
results, including their parameter estimates and a measure of the uncertainty
associated with the parameter estimates (e.g., confidence intervals, credible inter-
vals), and to provide advice for other users, including descriptions of problems
encountered, workaround solutions, and general recommendations. The invit-
ation letter is available on the project’s Open Science Framework (OSF) site:
osf.io/fjy8z/.

Data Sets

We based the structure of the simulated data on a typical setup for a perceptual
decision experiment with three conditions that differ only in their level of diffi-
culty (i.e., drift rate). The data sets were generated from the full DDM using
the rtdists (Singmann et al., 2016) R package (R Core Team, 2015). Each data
set was generated with three different drift rates vEasy, vMedium, vHard for the
three experimental conditions, and common values across experimental conditions
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Table 6.1: Generating parameter values for synthetic data.

a vEasy vMedium vHard Ter z sv sTer sz
Level 1 1 3.5 2.5 1.5 0.35 0.45 2.2 0.1 0.4
Level 2 0.8 4 3 2 0.43 0.55 1.8 0.1 0.2
Level 3 µk 0.8 4 3 2 0.43 0.55 1.6 0.15 0.3

σk 0.3 1 1 1 0.1 0.02 0 0 0

Note. µk is the population mean for parameter k, σk is the corresponding
population standard deviation.

for boundary separation a, non-decision time Ter, relative starting point z (i.e.,
z ∈ [0, 1]), between-trial variability in drift rate sv, between-trial variability in
non-decision time sTer , and between-trial variability in starting point sz. Here Ter
refers to the mean non-decision time and sTer

is the range of the uniform distri-
bution from which Ter is sampled, and sz is the range of the uniform distribution
from which the relative starting point is sampled. Data were generated with the
diffusion scale parameter set to s = 1.

Table 6.1 shows the generating parameter values for each data set. The data
and detailed descriptions are available at osf.io/fjy8z/. Our generating para-
meter values were based on Matzke and Wagenmakers’ (2009) survey of parameter
values estimated in empirical studies.

Level 1

The first data set consisted of 1000 simulated trials for each experimental condition
for a single participant. The values of all main DDM parameters were provided
and only the values of the three between-trial variability parameters had to be
estimated.

Level 2

The second data set again consisted of data of a single participant with 1000 trials
for each of the three experimental conditions. Only drift rate differed between
experimental conditions. For this data set none of the parameter values were
provided and collaborators had to estimate all parameters from the data.

Level 3

The third data set consisted of simulated data of 20 participants with 1000 trials
for each of the three experimental conditions. The main DDM parameters for
each parameter had been sampled from a common group-level normal distribution
N (µk, σk) with mean µk and standard deviation σk, between-trial variability para-
meters were constant across participants. Collaborators were asked to estimate
the means and standard deviations of the group-level distributions.
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Table 6.2: Estimation methods and measures of uncertainty for parameter estimates used
by collaborators.

Collaborator Fitting Method Parameter Estimate Measure of Uncertainty

Annis & Palmeri NHB PM 95% HDI
Frank, Krypotos, & Wiecki HB PM 95% HDI
Hawkins HB PMD 95% HDI
Heathcote HB PMD 95% HDI
Servant & Logan χ2 BF 95% BCI
Singmann & Kellen ML BF 95% BCI
Starns χ2 BF L10
Van Ravenzwaaij HB PMD 95% HDI
Voss & Lerche ML BF 95% BCI

Note. NHB: non-hierarchical Bayesian, HB: hierarchical Bayesian, χ2: χ2-minimisation for
RT quantiles, ML: maximum-likelihood estimation.
PM: posterior mean, PMD: posterior median, BF: best fitting parameter.

X% HDI: X% highest density interval, X% BCI: X% bootstrap confidence interval,
L10: likelihood-based uncertainty interval.

Overview of Collaborators and Methods

We received contributions from nine groups of collaborators from the DDM com-
munity. Table 6.2 summarises the estimation methods and summary statist-
ics used by our collaborators. In what follows we present the edited reports
provided by each team of collaborators, grouped by estimation method. The
full reports and supplementary materials are available on the project’s OSF page
(osf.io/fjy8z/). Unless indicated otherwise, the known parameters for the Level
1 data are set to the true value in each contribution and the DDM parameters are
defined as above. In cases where the non-decision time parameter represents the
lower bound of the non-decision time distribution, rather than the mean, we will
use T ?er instead of Ter.

To foreshadow our main conclusions, all estimation methods used by our col-
laborators could accurately recover between-trial variability in non-decision time.
Estimates of the between-trial variability in drift rate and starting point, on the
other hand, were associated with considerable uncertainty and tended to miss the
true parameter value by a wide margin across estimation methods. Estimation
accuracy of these latter parameters might be improved by pooling data across
participants and imposing a priori constraints on the range of admissible values.

6.3 Individual Contributions - Bayesian Estimation

Heathcote

Methods

Parameter estimates were obtained by Bayesian methods using the Differential-
Evolution Markov Chain Monte Carlo (DE-MCMC; ter Braak, 2006) sampler
implemented in the R language (R Core Team, 2015) in the Dynamic Models
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Table 6.3: Specification of prior distributions for DDM parameters in Heathcote’s con-
tribution.

a v T ?
er z sv sTer sz

Mean (µ) 1 2.5 0.3 0.5 1 0.5 0.5
Standard Deviation (σ) 1 3 1 1 3 1 1
Lower Bound (L) 0 −∞ 0 0 0 0 0
Upper Bound (U) 2 ∞ 1 1 3 1 1

of Choice (DMC; Heathcote, Lin & Gretton, 2016) software.1 DE-MCMC is a
multiple-chain Metropolis sampler with a proposal that automatically adapts to
posterior parameter correlations using a crossover step, where each chain is up-
dated based on a weighted linear combination of its state and the difference be-
tween the states of two other randomly selected chains. During ‘burn-in’ (initial
iterations later discarded) we also used ‘migration’ steps to pull in chains stuck in
low likelihood areas (see Turner et al., 2013a, for a tutorial overview of these meth-
ods). The DDM likelihood was calculated using the rtdists package (Singmann
et al., 2016), with the minimum value for each data point set to 10−10 to avoid
numerical problems when calculating log-likelihoods.

Sampling used DMC defaults in most cases. For Level 1 and 2 the crossover
weight (γ) was set at 2.38/

√
D, where D, the number of chains, was set at three

times the number of estimated DDM parameters updated in a single block (D = 3
for Level 1 and D = 9 for Levels 2 and 3). Level 3 estimation was hierarchical, with
the same settings when sampling DDM parameters, except group-level parameter
crossover weights were sampled from a uniform distribution on [0.5, 1]. During
burn-in the probability of doing a migration rather than cross-over step was set
at 0.05 for both DDM parameters and, where applicable, group-level parameters.

Sampled DDM parameters and corresponding independent truncated normal
prior distributions, N (µ, σ)[L,U ], are defined in Table 6.3. In contrast to the main
text, we define non-decision time (T ?er) as the lower bound of the uniform non-
decision time distribution. The same prior was used for for the drift rates in the
easy, medium and hard condition, and for fits to Levels 1 and 2. In the hierarchical
case DDM parameters were assumed to come from independent truncated normal
group-level distributions (with truncation [0,∞] for a, v, T ?er, sv and sTer , and
truncation [0, 1] for z and sz). The group-level means had the same priors as in
Table 6.3. The group-level standard deviations were all given the same Gamma
prior with shape parameter 2 and scale parameter 0.25.

For Levels 1 and 2 burn-in was done in two stages. After obtaining initial
starting values by sampling from the prior, the DMC function run.unstuck.dmc

repeatedly sampled fresh sets of iterations of length nmc (here nmc = 100) with
migration on (each starting from the last value in the previous set). This was
repeated until means of each chain’s summed posterior log-likelihoods were all less
than a criterion absolute difference (by default 10) from the median of the chain

1DMC is based on code originally written by Brandon Turner and Scott Brown, and comes
with a set of tutorials on fitting not only the DDM but also a variety of other models including
the LNR (Heathcote & Love, 2012), LBA (S. D. Brown & Heathcote, 2008) and the BEESTS
model of the stop-signal task with trigger failures (Matzke, Love & Heathcote, 2017).
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means. Subsequently, thinning was set to 10 (i.e., only every 10th set of posterior
samples was retained; from here the number of iterations will refer to the number
retained), migration was turned off, and the run.converge.dmc function used to
obtain a set of chains that are mixed together.

Mixing was quantified by the multivariate potential scale reduction factor R̂
(MPSRF; Brooks & Gelman, 1998) calculated by the CODA package using trans-
forms to improve normality if appropriate (Plummer et al., 2016). Stationarity
was simultaneously checked by splitting the chains in half before calculating R̂
(Gelman et al., 2013). The run.converge.dmc function first takes a fresh set of
iterations (here 100), then sets of nmc iterations (here 50) repeatedly sampled
and added, with the first nmc iterations discarded if that improves R̂. The pro-
cess was run until R̂ was close to one (here the default < 1.1 was used). For
Level 3 initial fits to each individual data set using the same methods as applied
to Level 2 were used to obtain start points for group-level parameters, based on
the means and standard deviations of the parameter estimates for individual par-
ticipants. Hierarchical models were then fitted by the h.run.unstuck.dmc and
h.run.converge.dmc functions, which apply the tests to all chains at both levels
(i.e., to each participant individually and to the group-level level).

In all fits it was assumed that ‘left’ corresponded to the lower bound and
sampling performed before it was clarified that the opposite was the case. To
correct this, we refitted Level 1 with z fixed at 0.55, and the complement of the
sampled z value (i.e., 1− z) is reported.2

Results

Two and three cycles of run.unstuck.dmc were required for Levels 1 and 2, re-
spectively, and for both run.converge.dmc completed immediately without the
need for any additions. Median posterior estimates and 95% credible intervals
for all levels are shown in Table 6.4. For Level 1, posterior parameter estimates
were only weakly correlated (at most r = 0.23 between sv and sTer

). Estimates
for Level 2 show much greater uncertainty for sv and sz but not for sTer . Much
stronger correlations were evident between sv and T ?er (.69), between a (.59) and
the drift rates (.76 - .82), as well as among the three drift rates (.64 - .72). For
both levels observed and predicted cumulative distribution functions were a close
match, indicating a very good fit.

For Level 3 h.run.unstuck.dmc and h.run.converge.dmc completed imme-
diately (due to the good start points provided by individual fits). There was,
however, some visual evidence of a small degree of initial non-stationarity. This
was addressed by taking a fresh 100 iterations with results reported in Table 6.4.
There were only weak correlations among group-level parameters. Uncertainty

2This error was actually detected before the clarification was issued as fixing z = .45 produced
poor fits, and, assuming left corresponded to the lower bound, fitting with z = .55 produced
good fits and freely estimating all parameters for the Level 1 data produced a median estimate
of z = 0.554. True values (where known) were within 95% credible intervals for the latter fit
(a = 0.95−1.04, vEasy = 2.79−3.81, vMedium = 2.1−2.91, vHard = 1.31−1.96, T ?

er = .29− .30),
with little effect on sTer (0.097-0.117) but much more variability for sv (1.63-2.68) and sz
(0.03-0.51), consistent with Table 6.4. As re-doing Level 3 was time consuming and the fix
straightforward, refitting was only done for Level 1.
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Table 6.4: Parameter estimates and uncertainty intervals reported by Heathcote.

a vEasy vMedium vHard T ?
er z sv sTer sz

Level 1
Estimate 2.22 0.10 0.48
LB 2.02 0.10 0.41
UB 2.43 0.11 0.54

Level 2
Estimate 0.81 3.75 3.27 2.15 0.38 0.55 1.92 0.10 0.16
LB 0.78 3.31 2.88 1.83 0.37 0.54 1.42 0.09 0.01
UB 0.84 4.32 3.78 2.56 0.38 0.57 2.50 0.11 0.40

Level 3 - µk

Estimate 0.79 4.38 3.13 1.94 0.39 0.46 1.50 0.16 0.19
LB 0.47 3.93 2.65 1.56 0.34 0.45 1.37 0.15 0.02
UB 1.00 4.85 3.63 2.30 0.44 0.47 1.65 0.16 0.30

Level 3 - σk

Estimate 0.41 1.01 1.10 0.81 0.10 0.54 0.24 0.01 0.18
LB 0.29 0.75 0.84 0.60 0.07 0.53 0.16 0.00 0.10
UB 0.79 1.42 1.50 1.12 0.14 0.55 0.37 0.01 0.32

Note. Estimate: posterior median, LB: lower bound of 95% credible

interval, UB: upper bound of 95% credible interval.

about the group-level mean sv and sTer , was substantially decreased relative to
the Level 2 estimates, but this was less so for sz. The group-level estimate µa was
surprisingly much wider than the Level 2 estimate for a. Uncertainty in the group-
level standard deviation estimates was quite large, reflecting the small sample of
20 participants.

Advice

Although the automatic convergence procedures (i.e., the run.unstuck.dmc fol-
lowed by the run.converge.dmc functions described in detail in the methods)
worked well in this case they can sometimes fail in a number of ways. Migration
can cause false convergence at a local minimum followed by a sometimes long
period of apparent stationarity before posterior likelihoods suddenly start increas-
ing, although this is rare if migration probability is low, such as used here. When
migration is left on overly long lower likelihood (but still valid) samples are under-
represented, especially, causing the initial samples after migration to display a
fairly subtle type of non-stationarity that automatic convergence can sometimes
fail to detect. It can also fail to pick up other problems, such as slow drifts due
to trade-offs between parameters in more complex models. Long time scale waves
in chains for highly auto-correlated parameters can be hard for automatic proced-
ures to differentiate from burn-in, although this can be ameliorated by appropriate
thinning.3 Hence, visual inspection of parameters chains, as well as their posterior

3Thinning is not strictly necessary and always throws away some information so is sometimes
not recommended. However, as long as it is not excessive it makes handling samples (which can
otherwise get very large) more computationally convenient, and it can also make visual inspection
easier.
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log-likelihoods, is desirable as a final check4. The plot.dmc function makes it easy
to perform these checks, as illustrated in supplementary materials.

Because between-trial variability parameters have a weak effect it is import-
ant to check that priors are not overly influential. This can also be done with
plot.dmc, which allows priors to be imposed on posterior density estimates. For
example, these plots clearly show sz has the weakest updating among DDM para-
meters at Level 2, followed by sv, consistent with the credible intervals in Table
6.4, with the graphs making this more immediately obvious. Similarly, for Level 3
the weaker updating for a and sz group-level means is clear, as well as the generally
weaker updating of group-level standard deviation parameters. Overall, priors do
not seem to have been overly influential for between-trial variability parameters,
with group-level scale parameters instead being the most suspect. In such cases
it is advisable to check the sensitivity of estimates to reasonable changes in the
prior. However, fits with different priors for these parameters (exponential with
scale parameter one) did not affect estimates much.

In real data the minimal individual differences in sTer
(median σ = 0.005)

evident in the Level 3 fits would be suspicious, and might indicate hierarchical
sampling had fallen into a ‘zero variance trap’ (Lee & Wagenmakers, 2014). The
DE-MCMC sampling of DDM between trial variability parameters are prone to
this problem if participant and group-level parameter chains are kept in a fixed
relationship, but randomly associating chains at the two levels, as was done here, is
usually a remedy. Also chain plots did not look characteristic of the zero variance
trap (where smallest estimates usually have little variation, whereas here although
they were small they were variable), so these results may not be suspicious in the
present case.

Hawkins

Methods

No pre-processing was performed on any of the data sets. In contrast to the main
text, we defined non-decision time (T ?er) as the lower bound of the uniform non-
decision time distribution. We used the DDM likelihood function as provided in
the rtdists package for the R statistical environment (Singmann et al., 2016).

In the Level 3 analysis we used the hierarchical Bayesian framework described
in Heathcote’s contribution to simultaneously estimate parameters at the parti-
cipant and group-levels. The parameterisation of the truncated normal prior distri-
butions for the group-level means, N (µ, σ)[L,U ], and the parameterisation of the
Gamma prior distributions for the group-level standard deviations, Γ(m, θ), are
shown in Table 6.5. The half-normal prior distribution on the three between-trial
variability parameters places most density at low values, meaning that non-zero
estimates of the between-trial variability parameters were driven by data. The

4More robust automatic convergence procedures are under development in DMC and pre-
liminary tests have shown them to perform well in more difficult cases. Such approaches are
particularly important in parameter recovery studies when the required large numbers of fits
make thorough visual inspection difficult, although even in this context inspection of at least a
subset of fits is highly recommended.
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Table 6.5: Specification of prior distributions for DDM parameters in Hawkins’ contri-
bution.

a v T ?
er z sv sTer sz

Mean (µ) 2 2 0.5 0.5 0 0 0
Standard Deviation (σ) 2 3 0.5 0.2 1 0.5 0.5
Lower Bound (L) 0 0 0 0 0 0 0
Upper Bound (U) ∞ ∞ ∞ 1 ∞ ∞ 1
Shape (m) 1 1 1 1 1 1 1
Scale (θ) 1 2 0.3 0.3 1 0.3 0.3

mildly informative prior distributions placed on the group-level parameters were
loosely drawn from Matzke and Wagenmakers (cf. Table 3, (2009)).

The Level 1 and 2 analyses were not hierarchical (single participant estima-
tion). Therefore, those analyses used the group-level mean (N (µ, σ)[L,U ]) prior
distributions specified above as participant-level prior distributions.

Parameters were estimated using differential evolution Markov chain Monte
Carlo (DE-MCMC; Turner et al., 2013a), using the default settings (see Turner
et al., 2013a). We set the number of MCMC chains to 3 times the number of
participant-level parameters (i.e., 9 chains in the Level 1 analysis, 27 chains in
the Level 2 and 3 analyses), which is the upper limit recommended by Turner et
al.. We took 4,000 posterior samples from each of 30 chains with a burn-in period
of 2,000 samples. Convergence was monitored through visual inspection and the
multivariate potential scale reduction factor R̂ (Brooks & Gelman, 1998).

To provide point estimates and measures of uncertainty, we summarise the
parameter estimates using the posterior median and the 95% highest density in-
terval (HDI; Kruschke, 2011), the smallest interval to contain 95% of the marginal
posterior density of a parameter. We summarise individual participant parameter
estimates in the Level 1 and 2 analyses, and group-level estimates of the mean
and standard deviation parameters in the Level 3 analysis.

Results

Level 1 Visual inspection and R̂ indicated chain convergence (R̂ = 1.01). The
parameter estimates are shown in Table 6.6. The three between-trial variability
parameters appeared to estimate well, with relatively narrow uncertainty intervals.

Level 2 Visual inspection and R̂ indicated chain convergence (R̂ = 1.03). The
parameter estimates are shown in Table 6.6. sTer

appeared to estimate well. sv
was strongly correlated with the three drift rate parameters (r′s ≥ .78), which
increased the size of its uncertainty interval. The posterior distribution of sz
pushed against the lower boundary (0) so the posterior median may be misleading.
sz was relatively strongly correlated with T ?er (r = .72).

Level 3 Visual inspection indicated that the group-level chains of the main
model parameters had converged (i.e., vEasy, vMedium, vHard, a, z, T ?er), but
the three between-trial variability parameters had not converged. This was at
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Table 6.6: Parameter estimates and uncertainty intervals reported by Hawkins.

a vEasy vMedium vHard T ?
er z sv sTer sz

Level 1
Estimate 2.22 0.10 0.47
LB 2.01 0.10 0.40
UB 2.45 0.11 0.53

Level 2
Estimate 0.81 3.80 3.32 2.17 0.38 0.55 1.96 0.10 0.16
LB 0.78 3.28 2.86 1.82 0.37 0.54 1.40 0.09 0.00
UB 0.85 4.37 3.82 2.56 0.38 0.57 2.57 0.11 0.38

Level 3 - µk

Estimate 0.79 4.44 3.13 1.89 0.39 0.54 1.56 0.15 0.29
LB 0.51 3.91 2.44 1.27 0.35 0.53 1.41 0.15 0.11
UB 1.02 4.97 3.78 2.40 0.44 0.55 1.71 0.16 0.39

Level 3 - σk

Estimate 0.41 1.10 1.25 0.90 0.10 0.02 0.09 0.00 0.08
LB 0.26 0.76 0.84 0.58 0.07 0.02 0.01 0.00 0.01
UB 0.66 1.55 1.91 1.47 0.13 0.03 0.29 0.01 0.21

Note. Estimate: posterior median, LB: lower bound of 95% highest density

interval, UB: upper bound of 95% highest density interval.

least partially due to the participant-level chains: a few participants had a single
chain that had not converged, which predominantly affected one or more of their
between-trial variability parameters. Removing 3 (of 27) chains mostly eliminated
the problem and led to relatively good convergence for all 20 participants (mean
R̂ across participants 1.13, range 1.09 - 1.17). Such post-hoc removal of chains
can be justified on the basis that chains are independent, and that removing those
chains did not substantially influence the effective sample size. With those chains
removed, the group-level R̂ was 1.27. This reduced to 1.04 when only considering
the main model parameters. The R̂s for the group-level between-trial variability
parameters were: µsv = 1.21, σsv = 1.25, µsz = 1.19, σsz = 1.12, µsTer

= 1.03,
σsTer

= 1.11. Some chains for the group-level scale parameters (i.e., σsv , σsz ,
σsTer

) became stuck at low values, which strongly influenced the effective sample
size for those parameters (see online appendix). Therefore, estimates of the across-
participant variance in the between-trial variability model parameters should be
interpreted with caution. The parameter estimates are shown in Table 6.6.

Advice

The Level 1 and 2 analyses suggest the Bayesian parameter estimation approach
outlined here has few difficulties when participants are treated as fixed effects
(i.e., each participant’s model parameters are estimated independently of all other
participants).

In contrast, the Level 3 analysis suggests that hierarchical Bayesian parameter
estimation of the DDM can be challenging, at least when attempting to obtain
participant-level estimates of the three between-trial variability parameters (i.e.,
sv, sz, sTer ) when participants are treated as random effects. There was evidence
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of poor sampling behaviour: some chains failed to converge and some group-level
chains became stuck at low values. Post-hoc removal of chains that failed to
converge at the participant level partially alleviated the problem. Although not
principled, this post-processing method is one way to rapidly improve convergence,
provided sufficiently many chains were sampled. One alternative would be to run
more sampling iterations with the methods outlined above, though we note that we
already sampled 4000 iterations so this approach is likely to be very slow. Another
alternative is to adopt different sampling rules; for example, incorporating the
migration step in the DE-MCMC sampler (see Turner et al., 2013a), which can,
at times, rapidly improve convergence particularly for participant-level parameter
estimates.

However, even implementing these changes might not alleviate the problem
where some chains for the group-level scale parameters became stuck at very low
values. When a parameter exerts only a small influence on the likelihood function
of the model - the parameter is not well constrained by data, which is the case for
the between-trial variability parameters of the DDM - there is large uncertainty
in its corresponding posterior distribution. For example, in the Level 2 analysis
the width of the 95% HDI - a measure of uncertainty - for the sz parameter was
over 13 times wider than the 95% HDI for the z parameter. This means there
was a much larger range of plausible values for sz than z; estimates of sz were
less constrained by data. This level of uncertainty can cause problems when hier-
archically estimating the between-trial variability parameters of the DDM. This is
because participant-level estimates of the between-trial variability parameters are
only weakly informed by data, so the hierarchical model shrinks those estimates
to very similar values across participants, which produces close-to-zero estimates
of the group-level scale parameters. Consequently, caution is warranted when
interpreting the group-level estimates of these parameters. It is possible that in-
terpretation of the group-level estimates of the main DDM parameters is largely
unaffected.

Van Ravenzwaaij

Methods

Inspection of the behavioural data showed that no pre-processing was necessary.
All experiments were analysed using a (hierarchical) Bayesian implementation of
the DDM (Ratcliff, 1978, 2002). I used the rtdists package in R (available from
https://cran.r-project.org/web/packages/rtdists/rtdists.pdf) to get
densities for the DDM parameters. For optimisation, I modified the code for
the differential evolution Markov chain Monte Carlo (DE-MCMC) hierarchical
Bayesian implementation that was originally developed for the Linear Ballistic
Accumulator model (see S. D. Brown & Heathcote, 2008 for the model, and Turner
et al., 2013a for the DE-MCMC hierarchical Bayesian implementation). Note that
the code can be adapted for individual model fits, which is what I did for the first
two data sets.

In my original fit for Level 1, I found that fixing the parameters to their
known values led to unsatisfactory parameter estimates. As such, I resorted to
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Table 6.7: Specification of prior distributions for DDM parameters in van Ravenzwaaij’s
contribution.

a vEasy vMedium vHard Ter z sv sTer sz
Levels 1 and 2

Mean (µ) 1 3.5 2.5 1.5 0.3 0.5 0.1 0.1 0.1
Standard Deviation (σ) 1 3.5 3.5 3.5 0.3 0.2 0.1 0.1 0.1
Lower Bound (L) 0 0 0 0 0 0 0 0 0
Upper Bound (U) ∞ ∞ ∞ ∞ ∞ ∞ ∞ ∞ ∞

Level 3
Mean (µ) 1 3.5 2.5 1.5 0.3 0.5 0.1 0.1 0.1
Standard Deviation (σ) 0.5 1.5 1 0.5 0.1 0.1 0.05 0.05 0.05
Lower Bound (L) 0 0 0 0 0 0 0 0 0
Upper Bound (U) ∞ ∞ ∞ ∞ ∞ ∞ ∞ ∞ ∞
Shape (m) 1 1 1 1 1 0.1 1 1 0.1
Scale (θ) 1 1 1 1 1 1 1 1 1

the procedure I would follow if I had encountered this data set ‘in the wild’: I left
all parameters free to vary (including the known ones).

For the Level 1 and Level 2 data sets, prior distributions for all parameters were
specified as described in Heathcote’s contribution. That is, DDM parameters were
sampled from independent truncated normal prior distributions, N (µ, σ)[L,U ],
with the parameterisation given in Table 6.7. These first fits led to satisfactory pos-
terior predictives (i.e., the models fit the data well, see below), but used an unreal-
istic prior distribution for sv.

5 The correct prior distribution is sv ∼ N (1, 1)[0,∞].
After consulting with the first and senior author, the decision was made to report
here the results of the original fits and of a corrected set of fits that use the correct
prior distribution for sv and fix the known parameters for Level 1 to their true
values.

Starting points for the Markov chains were drawn from the following dis-
tributions: vEasy ∼ N (3.5, 0.35)[0,∞], vMedium ∼ N (2.5, 0.25)[0,∞], vHard ∼
N (1.5, 0.15)[0,∞], a ∼ N (1, 0.1)[0,∞], z ∼ N (0.5, 0.05)[0,∞], Ter ∼ N (0.3, 0.03)
[0,∞], sz ∼ N (0.1, 0.01)[0,∞], sv ∼ N (0.1, 0.01)[0,∞], and sTer ∼ N (0.1, 0.01)
[0,∞]. Note that for the corrected fits, the starting point for sv ∼ N (1, 0.1)[0,∞].

For the Level 3 data set, prior distributions for all parameters were specified
as described in Heathcote’s contribution. That is, all individual parameters come
from a truncated Gaussian group-level distribution. Thus, for each parameter to
be estimated, I estimated a group-level mean parameter and a group-level standard
deviation parameter using the parameterisation given in Table 6.7. Priors for
all group-level standard deviation parameters were gamma distributions with a
shape and a scale parameter of 1, except for parameters σz and σsz which instead
had a shape parameter of 0.1 in order to put more prior mass on low standard
deviation values, because the starting point z is naturally bounded between 0 and
1.6 Starting point distributions for group-level µ were all identical to starting

5This prior makes sense for a diffusion coefficient s = 0.1, but the diffusion coefficient for
these data sets is s = 1. I detected this error after publication of the generating parameter
values.

6These prior settings are fairly uninformative. As a result, the specific settings will not have
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point distributions for the individual parameters, and starting point distributions
for group-level σ parameters were derived from starting point distributions for the
individual parameters by dividing the mean by 10 and the standard deviation by
2.

For sampling, I used 32 interacting Markov chains for all runs, and ran each
for 1,000 burn-in iterations followed by 1,000 iterations after convergence. The
interacting chains are an integral component of the DE algorithm and speed up
convergence when parameters to be estimated are highly correlated (for details,
see ter Braak, 2006). The two tuning parameters of the differential evolution
proposal algorithm were set to standard values used in previous work: random
permutations drawn uniformly from the interval [−.001, .001] were added to all
proposals; and the scale of the difference added for proposal generation was set
to γ = 2.38 × (2K)−0.5, where K is the number of parameters per participant.
No migration step was included. Fitting the data sets for Levels 1 and 2 took
about 3 hours each on an Intel Core i3-3220 CPU with 3.30GHz using a single
core. Fitting the data set for Level 3 took about 14 hours using four cores.

Results

Level 1 Convergence of the MCMC chains can be examined in Figure A1, found
in the online appendix. Visual inspection of Figure A1 shows that parameter
convergence is fine for all parameters except sz and sv. For these parameters,
the histograms touch the truncation value of zero, and the mixing seems to be
relatively poor. The posterior predictive data for the fitted model is compared with
the data in Figure A2. The original data are shown by points joined by lines, and
distributions of posterior predictive data are shown by box-and-whiskers. Every
observation contained in each box-and-whiskers is based on data generated from
a sample from the joint posterior. Boxes contain 50% of the observations, and
tails extend to 100%. The top-left panel shows correct RTs, the bottom-left panel
shows error RTs, and the top-right panel shows proportion correct. Deciles of .1,
.5, and .9 are displayed. The figure shows that the model fit the data well, except
for an underestimation of error RTs for the slowest quantile, a known issue when
fitting RT models.

Convergence of the MCMC chains for the corrected fit can be examined in
Figure A3, found in the online appendix. Visual inspection of Figure A3 shows that
parameter convergence is fine for all three parameters. The posterior predictive
data for the fitted model is compared with the data in Figure A4. The figure shows
that the model fit the data well, except for an overestimation of error RTs for the
slowest quantile. Interestingly, the initial and corrected model fits both seem to
provide a good account of the data and they seem to be qualitatively similar.

Estimated parameters for the two fits can be found in the sections labeled ‘Level
1’ and ‘Level 1 - Corrected’ in Table 6.8. Interestingly, despite both the initial and
corrected fit providing a satisfactory model fit, the estimated parameters are very
different. Aside from the expected difference in the sv parameter, all drift rate
v values obtained in the initial fit were lower than the known values, boundary

a large influence on the shape of the posterior.
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Table 6.8: Parameter estimates and uncertainty intervals reported by van Ravenzwaaij.

a vEasy vMedium vHard Ter z sv sTer sz
Level 1

Estimate 0.90 2.22 1.65 1.05 0.43 0.45 0.29 0.09 0.07
LB 0.88 2.05 1.49 0.88 0.33 0.44 0.04 0.08 0.00
UB 0.92 2.40 1.82 0.92 0.34 0.46 0.53 0.10 0.18

Level 1 - Corrected
Estimate 2.30 0.11 0.36
LB 2.09 0.10 0.23
UB 2.52 0.12 0.44

Level 2
Estimate 0.77 2.93 2.51 1.59 0.42 0.55 0.18 0.09 0.06
LB 0.75 2.72 2.32 1.41 0.42 0.53 0.02 0.08 0.00
UB 0.79 3.15 2.73 1.76 0.43 0.56 0.42 0.10 0.19

Level 2 - Corrected
Estimate 0.80 3.69 3.22 2.10 0.43 0.55 1.84 0.10 0.12
LB 0.78 3.31 2.85 1.81 0.42 0.54 1.38 0.09 0.01
UB 0.83 4.20 3.68 2.46 0.43 0.57 2.37 0.11 0.27

Note. Estimate: posterior median, LB: lower bound of 95% credible

interval, UB: upper bound of 95% credible interval.

separation a obtained in the initial fit was lower than the known value, and sz
obtained in the initial fit was lower than the value obtained in the corrected fit.

Level 2 Convergence of the MCMC chains for the first fit can be examined in
Figure A5, found in the online appendix. Visual inspection of Figure A5 shows
that parameter convergence is fine for all parameters except sz and sv. For these
parameters, the histograms touch the truncation value zero, and the mixing seems
to be relatively poor. The posterior predictive data for the fitted model is com-
pared with the data in Figure A6. The figure shows that the model fit the data
well, except for an underestimation of error RTs for the slowest quantile.

Convergence of the MCMC chains for the corrected fit can be examined in
Figure A7, found in the online appendix. Visual inspection of Figure A7 shows that
parameter convergence is fine for all parameters except sz. For this parameter, the
histogram touches the truncation value zero, and the mixing seems to be relatively
poor. The posterior predictive data for the fitted model is compared with the data
in Figure A8. The figure shows that the model fit the data well, except for an
overestimation of error RTs for the slowest quantile. As for the Level 1 data set,
the initial and corrected model fits both seem to provide a good account of the
data and they seem to be qualitatively similar.

Estimated parameters for the two fits can be found in ‘Level 2’ and ‘Level 2 -
Corrected’ in Table 6.8. Interestingly, despite both the initial and corrected model
fit providing a satisfactory model fit, the estimated parameters are very different.
Aside from the expected difference in the sv parameter, all drift rate v values
obtained in the initial fit were lower than values obtained in the corrected fit, and
sz obtained in the initial fit was somewhat lower than the value obtained in the
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corrected fit.

Level 3 Convergence of the MCMC chains for group-level parameters can be
examined in Figure A9. The figure shows that not all chains converged. On top of
that, based on a visual inspection of the posterior predictives I concluded that the
model fit was unsatisfactory, I was unable to get a better fit within the allotted
time. As I am not confident about the parameter estimates, I do not report the
results of this model fit further here.

Advice

It is not a secret that I am a proponent of fitting the ‘simple DDM’ without
between-trial variability parameters (see e.g., van Ravenzwaaij & Oberauer, 2009;
van Ravenzwaaij, Donkin & Vandekerckhove, 2017). The gain of including between-
trial variability parameters, being able to capture fast or slow errors in the data
as well as the leading edge of RT distributions, is in my opinion outweighed by the
cost of a poorer ability to capture individual differences and reduced statistical
power to detect experimental effects. It is important to note here that my initial
fit with incorrect specification of the prior distribution for sv led to posterior pre-
dictives that were qualitatively similar to those presented for the corrected prior
distribution. However, the estimated parameter values were very different, sug-
gesting that the full model with variability parameters may be poorly identified.

Based on the results of fitting the three data sets, it seems that the problem
is most pertinent for parameter sz. If a researcher does have strong theoretical
reasons to fit between-trial variability parameters, they should be aware of the
known issues with reliably estimating these parameters (and report those as such
in their manuscript). When researchers do wish to fit the full DDM in a Bayesian
framework, it is crucial to specify wide priors for the variability parameters. Failing
to do so leads to substantial differences in results, as became clear from the initial
model fit for Level 2.

Frank, Krypotos, & Wiecki

Methods

We estimated the model parameters for the Level 1 and 2 data sets using Bayesian
estimation. Given that in the Level 3 data set responses from multiple participants
were available, we used hierarchical Bayesian estimation (Wiecki et al., 2013). A
key advantage of this parameter estimation approach is that parameters for each
individual participant are estimated while being constrained by the group-level
parameter distribution (Wiecki et al., 2013). As a result, the DDM parameters are
estimated more accurately than if each participant’s data are fitted independently.

We quantified the parameter estimates by means of the posterior distributions,
which were approximated via slice sampling (Radford, 2003). As we have done
in previous studies (e.g., Frank et al., 2015), we estimated the model parameters
using the HDDM package for Python (Wiecki et al., 2013).
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In HDDM, the top and lower boundary could be defined based on accuracy (i.e.,
the upper boundary will be coded as correct response and the lower as error
response; accuracy-coding) or based on the presented stimulus (i.e., the upper
boundary coded as participants pressing the right button, and the lower bound-
ary as participants pressing the left button; stimulus-coding). We initially decided
to run an accuracy-coding model, which is most typical. However, in response to
a query about this question from the study organisers (and after the results of
the initial study had been communicated), we realised that the parameters of this
model could not be compared with the parameters of the original study, which
were generated using a stimulus-coding model. In particular, the z parameter in-
dicates a bias toward left or right responding, which is not possible to capture with
accuracy-coding, and it is also possible that this influences the estimates of other
parameters. As such, we decided to fit a stimulus-coding model to correspond to
the generative model, but using otherwise identical code and procedures. The res-
ults of both models were comparable in terms of the between-trial variability per-
formance. Importantly, however, the stimulus-coding model results can be easily
interpreted, with their interpretation being in line with that of the initial data set.
Here, we present the results of the stimulus-coding models. The results for both,
accuracy and stimulus-coding model are available at https://osf.io/fjy8z/.

We used informative (empirical) priors for our model parameters. Specifically,
the prior distributions of the group means for each parameter roughly resemble
the parameter values reported in the literature, as summarised in Matzke and
Wagenmakers (2009). For a visualisation of the priors, against the histograms
of values summarised in Matzke and Wagenmakers (2009), see Figure 1 of the
Supplementary material of Wiecki et al. (2013). Further details on the sampling
algorithms used in the model can be found in Wiecki et al. (2013) on the HDDM

website (Wiecki, Sofer & Frank, 2016).

Parameter estimation procedure

Level 1 We initially did not analyse this data set as the default options of HDDM
do not allow fixing the main DDM parameters to specific values, but rather require
them to be estimated from the data. However, in response to queries from the
organisers, we decided to fit the whole model to the data by following the same
modelling approach as for the Level 2 data.

Level 2 We ran two Markov Monte Carlo chains, with each chain having 5,000
samples, with 3,000 samples as burn-in. The convergence of each chain was as-
sessed via visual inspection and by computing the potential scale reduction factor
R̂ (Gelman & Rubin, 1992) for each parameter.

Level 3 We used the same approach as for the Level 2 data set but this time
different parameter values were computed for each participant for the main DDM
parameters. The between-trial variability parameters were computed only on the
group-level. This was done as these parameters are difficult to estimate for indi-
vidual participants, and as such it is recommended to be estimated at the group-
level (Wiecki et al., 2016). Also, given the long computation times for this model
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Table 6.9: Parameter estimates and uncertainty intervals reported by Frank, Krypotos
& Wiecki.

a vEasy vMedium vHard Ter z sv sTer sz
Level 1

Estimate 0.99 3.24 2.47 1.61 0.35 0.55 2.12 0.11 0.27
LB 0.95 2.76 2.11 1.30 0.34 0.54 1.63 0.09 0.02
UB 1.04 3.83 2.97 1.98 0.36 0.57 2.72 0.12 0.52

Level 2
Estimate 0.81 3.70 3.22 2.11 0.43 0.45 1.84 0.10 0.14
LB 0.78 3.29 2.83 1.79 0.42 0.43 1.37 0.09 0.01
UB 0.84 4.15 3.64 2.45 0.43 0.46 2.33 0.11 0.34

Level 3 - µk

Estimate 0.86 4.49 3.14 1.92 0.47 0.46 1.55 0.15 0.28
LB 0.70 3.93 2.67 1.48 0.43 0.45 1.44 0.15 0.22
UB 1.04 4.86 3.62 2.39 0.52 0.47 1.66 0.15 0.34

Note. Estimate: posterior mean, LB: lower bound of 95% credible interval,

UB: upper bound of 95% credible interval.

(see below), we could run only a single chain within the available time. Since we
had a single chain, we assessed convergence by the computation of the Geweke
statistic (Geweke, 1992), computation of the Monte Carlo error statistic, by visual
inspection of the posterior distributions, as well as by visually inspecting the mean
and variance across the posterior distributions in windows of 200 samples to ensure
they were stable.

Results

We present the results of a single chain for all data sets in Table 6.9. All parameters
reached convergence, although not at the same speed. For example, for the Level
3 data, the sv, sz, and sTer

parameters could benefit for more samples, despite
the visual inspection of the data suggesting convergence.

Advice

There are two issues that deserve attention when using the above approach. The
first relates to HDDM not allowing setting fixed values for the main parameters.
Although in principle the HDDM code could be modified to permit this, we did
not think that in general one would want to assume fixed parameter values when
fitting real data. However, it is remarkable that even without fixing the known
parameters, we could recover almost all parameter values by just fitting the full
model. The second issue relates to the computing time needed. The user should
be aware that estimating the parameters of the full model for a data set with
multiple data points (e.g., Level 3 data), including additional participants and/or
more trials per participant, will require considerably more time than dealing with
a data set with fewer data points or when the between trial parameters are not
included. It should also be noted that meaningful estimates of between-trial vari-
ability parameters need a lot of trials to converge (Wiecki et al., 2016). In large
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Table 6.10: Specification of prior distributions for DDM parameters in Annis & Palmeri’s
contribution.

a vEasy vMedium vHard T ?
er z sv sTer sz

Levels 1 and 2
Mean (µ) 1 3 2 1 0.3 – 1 0.1 –
Standard Deviation (σ) 1 1 1 1 0.5 – 0.5 0.25 –
Lower Bound (L) 0 0 0 0 0 0 0 0 0
Upper Bound (U) ∞ ∞ ∞ ∞ ∞ 1 ∞ ∞ 1

Level 3
Mean (µ) 1 3 2 1 0.5 0.5 1 0.1 0.1
Standard Deviation (σ) 5 5 5 5 2 1 5 5 2

parameter recovery experiments we have found the between-trial variability para-
meters to not be identifiable on the participant-level to any meaningful degree. In
addition, convergence of these parameters is very slow, compared to other para-
meters. Estimating these parameters on the group-level alone overcomes both of
these problems. Researchers are advised to estimate these parameters only when
they are relevant to the research question. Alternatively, someone could simply
continue sampling until chains reach convergence.

Annis & Palmeri

Methods

Each of the three data sets were fitted within a Bayesian framework. We did not
perform any preprocessing. In the results reported below T ?er is the lower bound
of the non-decision time distribution.

Level 1 Model For the Level 1 data set, between-trial variability parameters sv
and sTer

were sampled from truncated normal prior distributions, N (µ, σ)[L,U ],
and sz was sampled from a uniform prior U(L,U). The parameterisation of the
priors is given in Table 6.10. These priors were loosely based on those reported in
Matzke and Wagenmakers (2009).

Level 2 Model For the Level 2 data set, we used moderately informative priors
based on Matzke and Wagenmakers (2009). All parameters were sampled from
truncated normal prior distributions, N (µ, σ)[L,U ], except z and sz, which were
sampled from a uniform prior U(L,U). The parameterisation of the priors is given
in Table 6.10.

Level 3 Model The Level 3 data set consisted of 20 simulated participants. The
Bayesian model described above, applied to the Level 2 data, was also used to es-
timate each simulated participant’s parameters in the Level 3 data; because we
were trying out a new Bayesian inference engine, we did not have time to develop
and fit a hierarchical model and instead took a two-step multilevel approach (e.g.,
Achen, 2005; Gelman & Hill, 2007, p. 270). After estimating the participant-level
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posterior means, we treated the participant-level posterior means as observed data
in another Bayesian model to estimate group-level means. Participant-level pos-
terior means were assumed to be normally distributed, with the parameterisation
given in Table 6.10. For simplicity and to make the priors less informative we
chose not to include bounds on any of the prior distributions. Priors on the stand-
ard deviations were weakly informative (Gelman, 2006) half-Cauchy distributions
with location parameter 0 and scale parameter 5.

Fitting Methods and Results Likelihoods for the DDM were obtained from
the rtdists package (Singmann et al., 2016). Each data set was fitted using
the LaplacesDemon package in R Statisticat LLC (2016), which contains a suite
of Bayesian tools. We first used Laplace approximation to estimate the modes
and covariance matrix for each simulated subject from each data set using ini-
tial starting values based on those found in Table 3 of Matzke and Wagenmakers
(2009). Next, we obtained estimates of the marginal posterior means and 95%
highest density intervals (HDI) via Componentwise Adaptive Gauss-Hermite Iter-
ative Quadrature using the posterior modes and covariance matrix obtained from
the Laplace approximation. For the first and second data sets, we report the pos-
terior means and 95% HDI’s obtained from the iterative quadrature. For the Level
3 data set, we applied the same model used for the Level 2 data set to each of
the simulated participants. This resulted in 20 participant-level posterior means
for each parameter. Using these means as data, we then obtained the group-level
means and standard deviations. The model was fitted with Stan (Carpenter et al.,
2017). We ran 3 chains for 2000 iterations and discarded the first 1000 samples.
Chains were visually assessed for convergence and the potential scale reduction
factor R̂ (Gelman & Rubin, 1992) for all parameters was < 1.1.

Results

Tables 6.11 shows the posterior means, standard deviations, and 95% HDIs for
the DDM parameters for Levels 1 2, and 3. The Level 3 section of the table shows
the estimated group-level means and standard deviations of the participant-level
parameters. Figures of the fits of the model for each data set can be found in
the online appendix. For the Level 1 data, the model provided adequate fits, but
less so for incorrect responses for left stimuli, especially in the easy condition. We
suspect this is due to the low number of incorrect responses in the easy left stimulus
condition. The model also had difficulties fitting the Level 2 data especially for
incorrect responses. For Level 3, we obtained reasonable fits with the exception
of some overestimates of error responses times for certain subjects.

Advice

The LaplacesDemon package contains numerous methods for fitting Bayesian mod-
els. Our advice to users fitting the DDM using this package would be to start with
a Laplace approximation to estimate the posterior modes and covariance matrix.
We found this step to greatly improve the accuracy of the iterative quadrature
and believe it would likely lead to faster convergence of MCMC chains. There are
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Table 6.11: Parameter estimates and uncertainty intervals reported by Annis & Palmeri.

a vEasy vMedium vHard T ?
er z sv sTer sz

Level 1
Estimate 2.16 0.10 0.47
LB 1.98 0.10 0.42
UB 2.35 0.11 0.52

Level 2
Estimate 0.80 3.48 3.02 1.96 0.38 0.55 1.57 0.10 0.01
UB 0.78 3.24 2.79 1.75 0.37 0.54 1.37 0.09 0.00
LB 0.81 3.72 3.25 2.17 0.38 0.56 1.77 0.10 0.19

Level 3 - µk

Estimate 0.81 4.17 2.97 1.82 0.39 0.54 1.18 0.15 0.14
UB 0.64 3.71 2.45 1.45 0.35 0.53 1.00 0.15 0.09
LB 0.98 4.63 3.47 2.20 0.43 0.55 1.35 0.16 0.20

Level 3 - σk

Estimate 0.38 1.02 1.13 0.84 0.10 0.02 0.39 0.01 0.13
UB 0.28 0.73 0.81 0.61 0.07 0.02 0.28 0.01 0.10
LB 0.53 1.44 1.60 1.19 0.14 0.03 0.54 0.01 0.19

Note. Estimate: posterior mean, LB: lower bound of 95% highest density

interval, UB: upper bound of 95% highest density interval.

many different optimisation algorithms used internally by the Laplace approxim-
ation routine. We found that the Nelder-Mead simplex algorithm produced the
best fits in the least amount of time. Once the posterior modes and covariance
matrix are obtained these can then be input into one of many other algorithms
in LaplacesDemon such as iterative quadrature, Particle Monte Carlo (PMC), or
Markov Chain Monte Carlo (MCMC) to more efficiently obtain posterior estim-
ates. We found that this two-step process led to high quality fits in most cases.

A drawback of the iterative quadrature method we used is that it is only
useful for models with 10 or fewer parameters. Therefore, it cannot be used
for hierarchical models. If the user is interested in fitting a hierarchical model
we recommend first obtaining posterior modes for each subject using Laplace
approximation and then using these as starting points in one of the various MCMC
or PMC algorithms available in LaplacesDemon.

6.4 Individual Contributions - Maximum-Likelihood
Estimation

Singmann & Kellen

Methods

We estimated the DDM parameters using a trialwise maximum likelihood proced-
ure (Myung, 2003), which was implemented with the statistical software R (R Core
Team, 2015) and package rtdists (Singmann et al., 2016). Because we did not
impose any hierarchical structure at the level of the parameters, we confined our
analysis to the first two data sets (Level 1 and Level 2). We also did not exclude
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any trials because all RTs were within normal ranges (fastest RT = 0.307 s, slowest
RT = 1.774 s). For each data set we used a wrapper function for the probability
density function of the DDM. This wrapper function had separate drift rate value
for each condition, with a positive sign for right stimuli and a negative sign for left
stimuli. The data and wrapper function were passed to a non-linear minimisation
algorithm that searched for the parameters that minimise the negative sum of the
log-likelihoods.7

Initially, we considered a variety of different non-linear optimisation routines
(for an overview, see Nash & Varadhan, 2011), but ultimately settled on the
nlminb algorithm (Kaufman & Gay, 2003), which implements a variation of New-
ton’s method that allows for the use of analytical and approximated (i.e., quasi-
Newton) gradients or Hessians (in the present case, we had to rely on the latter).
Our preference for this algorithm is in part due to its ability to quickly converge
on global optima (i.e., it rarely gets stuck in local optima) but also to our long
experience with it when fitting different types of models (see also Singmann &
Kellen, 2013).

In order to estimate the uncertainty of our parameter estimates, we implemen-
ted a non-parametric bootstrap procedure (Efron & Tibshirani, 1994). For each
data set we created 1000 bootstrapped data sets. The bootstrap was performed
in a stratified manner: We randomly sampled with replacement from each drift
rate by stimulus type condition (i.e., the ratio of the different item types remained
the same, but the distribution of RTs and responses within each item type was
bootstrapped). Note that individual trials (i.e., combination of RT and corres-
ponding response) remained intact throughout this procedure. We avoided local
minima by performing five fitting runs with independent initial start values for
each (bootstrapped or original) data set, and only considering the results from the
best run.

Results

We evaluated model fit by visually comparing the observed RT distributions with
the predicted RT distributions. These comparisons suggested a good fit for both
data sets (see supplementary materials). In the results reported below, T ?er is the
mean of the non-decision time distribution.

Level 1 The between-trial variabilities for the Level 1 data could be estimated
with reasonable precision, and the bootstrap parameter-distributions appeared to
take on a Gaussian shape (see Supplemental Materials). The parameter estimates
are given in Table 6.12.

Level 2 The parameter estimates, the univariate distribution of the bootstrapped
parameters, as well as the bivariate scatterplots for the Level 2 data are presented
in Figure 6.2. The histograms clearly show a problem with the sz parameter as

7The full R scripts for performing the analysis reported here are available in the supplemental
materials. See also https://cran.rstudio.com/web/packages/rtdists/vignettes/reanalysis

rr98.html
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Table 6.12: Parameter estimates and uncertainty intervals reported by Singmann &
Kellen.

a vEasy vMedium vHard T ?
er z sv sTer sz

Level 1
Estimate 2.22 0.10 0.47
LB 2.00 0.09 0.37
UB 2.43 0.11 0.53

Level 2
Estimate 0.80 3.63 3.17 2.07 0.38 0.44 1.79 0.10 0.00
UB 0.78 3.21 2.79 1.76 0.37 0.43 1.26 0.09 0.000
LB 0.83 4.28 3.69 2.50 0.38 0.46 2.42 0.11 0.27

Note. Estimate: ML estimate, LB: lower bound of 95% bootstrap confidence

interval, UB: upper bound of 95% bootstrap confidence interval.

its distribution exhibits a bimodal shape, with one large peak at 0 and a smaller
peak around 0.2. None of the other univariate parameter distributions appeared
to be pathological. In the case of the bivariate scatterplots, we found considerable
correlations among several parameters. These correlations were especially large
for sv (when paired with the other drift rates and sTer

), between a and z, among
the three drift rates, and between sz and T ?er. Moreover, we found the precision
of drift rate and drift rate variability parameters to be rather low. The parameter
estimates are given in Table 6.12.

Advice

Our results suggest a differential pattern regarding the utility of estimating the
between-trial variability parameters in the DDM. If one has as much data as in
the present case, sTer

, and to a lesser extend sz, can be estimated with reasonable
precision. Regarding sz, the analysis of the Level 2 data suggests that when the
variability is in fact at the lower bound of zero, any small inaccuracy will lead
towards an inflated estimate. Given that it is doubtful whether sz can be truly
zero in any real data set, we do not find this to be a severe problem.

The presence of large variabilities for some parameters, together with very
strong correlations among parameters, indicate that the full DDM fails to provide
a characterisation of the data that is as clear as one would hope. More precisely,
even with a large data set, sv is estimated with little precision (at least if the
magnitude of sv is as large as in the present data). This suggests that when one
is interested in the parameter estimates, such as when applying the DDM in a
cognitive-psychometric context (Batchelder, 1998), one should have little hopes of
ever getting trustworthy estimates.

When considering whether or not to estimate the between-trial variabilities,
it is important to consider the role of these parameters. The main motivation
behind them is to capture the more fine-grained aspects of the RT distributions
(Ratcliff & Tuerlinckx, 2002). Consequently, it should not be surprising that
these parameters are difficult to estimate and are particularly vulnerable to the
stochastic variability in the data. The presence of strong parameter correlations
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Figure 6.2: Pairs plot for results of the the Level 2 data reported by Singmann & Kellen.
The main diagonal shows the (univariate) histograms of the non-parametric bootstrap
based parameter distributions; the maximum likelihood estimate is displayed as a black
triangle. The lower triangle shows the bivariate scatterplots of parameter distributions
(where each point is plotted with 90% transparency so that larger numbers of overlapping
points appear darker). The upper triangle shows the absolute values of the correlations
between parameters with larger correlations printed in larger font.

furthermore suggests that very similar (but not exactly equal) predictions can be
obtained when jointly varying some of the parameters. This parameter fungibility
suggests that a particularly large value of sv is more likely to to be due to a large
value of v than to be a genuine independent effect. Models that contain highly
correlated parameters are also known as sloppy models (K. S. Brown & Sethna,
2003) a class to which we believe the full DDM belongs to.

Our general advice is twofold. When the research goal is along the lines of
cognitive psychometrics, simpler models, for example the four-parameter Wiener
model (Vandekerckhove, 2014), should probably be preferred. The costs associated
with a more complex model do not appear to pay off.

If one nevertheless wants to estimate the between-trial variabilities (e.g., to
account for differences in the RT distribution between error responses and correct
responses) one should use bootstrap (or similar simulation-based) procedures to
estimate the variability of the estimates obtained. In the case of real data one
should complement the present non-parametric bootstrap procedure with a para-
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metric analog (i.e., generate synthetic data from the obtained parameter estimates
and use those data to obtain parameter estimates). If the true data-generating
process does not conform well to the postulates of the DDM, a comparison of
the variability estimates obtained from parametric and non-parametric bootstrap
would allow for a fairer assessment of the actual variability and heighten the prob-
ability of detecting problems such as the ones associated with sz in the analysis
of Level 2 data.

Voss & Lerche

Methods

Overview Data were analysed with fast-dm 30.2 (Voss, Voss & Lerche, 2015,
cf. also Voss & Voss, 2007, 2008). Fast-dm is an open source C program for
parameter estimation in the DDM. Originally, fast-dm fitted predicted and ob-
served cumulative RT distributions by minimising the Kolmogorov-Smirnov stat-
istic (Voss, Rothermund & Voss, 2004). This method proved to be very robust
in the case of contaminated RT distributions (Lerche & Voss, 2016). However,
because in the present data there is no evidence for fast outliers or other forms
of contamination and because inter-trial variabilities are especially difficult to es-
timate (Lerche & Voss, in press), a Maximum Likelihood (ML) method recently
implemented in fast-dm was used for the present project.

Data preparation and model specification For the analysis, responses ‘left’
and ‘right’ were recoded as 1 and 0, respectively, which are the codes for upper
vs. lower thresholds in fast-dm, and drift rates were estimated separately for
each type of stimuli. Individual data sets (Level 3) were saved into separate files.
Fast-dm commands for all analyses are presented in Table 6.13 (see Voss et al.,
2015 for further explanations on the handling of fast-dm). Note that fast-dm

currently does not allow setting specific values for parameters that vary between
conditions. The commands for the Level 1 analysis (Table 6.13, left column) result
in an estimation of the six drift rates from data. We present results not only from
this analysis, but from an additional calculation that fixes also the drift rates to
the correct values. However, the latter analysis cannot be performed with the
published version of fast-dm, but requires changes in the code.

The control commands first set the estimation method to maximum likelihood
and set a rather high precision for the calculation of the predicted density functions
(default is precision = 3). Then, settings for the standard DDM are given (d=0
indicates that the same non-decision time is used for both thresholds, see Voss,
Voss & Klauer, 2010, and p=0 indicates that the percentage of guessing is set to
0, see Ratcliff, 2002). For the Level 1 analysis the parameters a, z, and Ter are
set to the true values. The depends command allows the drift to vary between
conditions. Finally, the names of data columns and of input and output files are
specified.

In three further sets of estimation procedures, all analyses were repeated setting
one of the three between-trial variability parameters to zero. This allows for testing

135



6. Estimating Between-Trial Parameters

Table 6.13: Fast-dm commands for Voss & Lerche’s analysis.

Level 1 Level 2 & 3

method ml method ml

precision 4 precision 4

set d 0 set d 0

set p 0 set p 0

set a 1 depends v cond stim

set zr 0.45 format TIME RESPONSE cond stim

set t0 0.35 load *.dat

depends v cond stim log level2 3.par

format TIME RESPONSE cond stim

load L1.dat

log level1.par

whether the model fit (i.e., the log-likelihood) decreases substantially when the
parameter is removed from the model.

Results

Fast-dm was run on a PC with an Intel i7 Processor with 2.93 GHz. Mean calcu-
lation time was 3,909 seconds (about 1 hour) per data set. Estimated parameters
are presented in Table 6.14.

Estimates of between-trial parameters For the Level 1 data, between-trial
parameters were estimated first restricting all parameters to the true values (which
required an adaptation of the code), and - subsequently - with the published
version of fast-dm 30.2 (which required the estimation of the six drift rates).
Thus, the latter approach has more degrees of freedom, because the six drift rates
are estimated. Here we only report the mean drift rate across stimulus types for
each experimental condition. As can be seen from Table 6.14, estimates for the
between-trial variabilities are nearly identical for both calculations. Table 6.14
also presents point estimates for all data sets from Level 2 and Level 3, and means
across Level 3 data sets. Confidence intervals were estimated from 200 bootstrap-
samples for Level 1 and Level 2 data (Table 6.14).

Model fit Likelihood of model estimation was compared for full models with
restricted models, where one of the between-trial variability parameters was fixed
to zero. As can be seen in Table 6.14, model fit decreases dramatically for all
models when the between-trial variability of non-decision times is set to zero. For
the variabilities of starting point and drift rates results are not as clear cut: In
many models, the fit is not affected strongly when removing these parameters from
the model.

Advice

The present study confirms previous results (e.g., Lerche & Voss, 2016) showing
that especially between-trial variabilities of drift and starting point are hard to
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Table 6.14: Parameter estimates and uncertainty intervals reported by Voss & Lerche.

a vEasy vMedium vHard z Ter sv sTer sz
Level 1 - Restricted Fitb

Estimate 2.24 0.11c 0.42
UB 2.00 0.10 0.30
LB 2.43 0.12 0.49

Level 2 - Full Fit
Estimate 3.42 2.60 1.71 2.29 0.11c 0.41
UB 2.04 0.09 0.30
LB 2.53 0.11 0.51

Level 2
Estimate 0.80 3.64 3.18 2.07 0.55 0.43 1.80 0.10 0.00
UB 1.39 0.09 0.00
LB 2.42 0.11 0.29

Level 3 - µk

Estimate 0.84 4.47 3.23 1.97 0.46 0.54 1.44 0.15 0.29
Level 3 - σk

Estimate 0.34 1.22 1.24 0.84 0.09 0.03 0.60 0.02 0.18

Note. Estimate: ML estimate for Levels 1 and 2, mean ML estimate across

participants for Level 3, LB: lower bound of 95% bootstrap confidence

interval, UB: upper bound of 95% bootstrap confidence interval. bThe code
of fast-dm was adapted to allow the fixation of drift rates to true values
in separate conditions. cFixing between-trial variability to zero and mean
non-decision time to 350 ms is not possible because then some observed
responses have a likelihood of zero, and log-likelihood is no longer defined.
Drift rate estimates are averaged across left and right stimuli.

estimate. Accuracy of estimates for between-trial variability of non-decision time
is typically much larger. Whenever these variability parameters are in the fo-
cus of interest, researchers need to use all available tools to increase precision of
parameter estimation.

The easiest method to ensure high precision of parameter estimation in general
is to use large data sets. Large real data, however, might come along with their
own problems, since participants tend to lose motivation and attention while pro-
cessing large numbers of trials, which in turn could result in an increased number
of contaminated trials (contaminated means that the internal response selection
mechanisms changes from a diffusion-like mechanism to others, e.g. guessing).
Such contamination need not even result in outlier RTs, which makes it hard to
detect.

A second recommendation is to use efficient estimation procedures. Here, we
decided to use a ML-estimation. However, ML results can be strongly biased when
data is contaminated (Lerche & Voss, 2016). So, it might be a safer option to use
a more stable procedure (e.g., the Kolmogorov-Smirnov distance) when real data
are analysed to avoid such biases.

Finally, one has to balance advantages and disadvantages of including between-
trial variability parameters. On the one hand, only these parameters give the
model the full flexibility to account for different patterns observed in real RT
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data from different tasks. Thus, these between-trial variability parameters seem
to be theoretically necessary to make the DDM plausible. On the other hand, the
between-trial variabilities are often not the focus of psychological theories, and
seem to make the model unnecessarily complex: Recently, Lerche and Voss (2016)
demonstrated that the precision of estimates for some model parameters (drift,
threshold, and non-decision time) can be increased when between-trial variabilities
for drift and starting point were not estimated, even if data were simulated with
notable variability (see also van Ravenzwaaij et al., 2017).

6.5 Individual Contributions - χ2 Minimisation

Servant & Logan

Methods

The model was simultaneously fitted to correct and error RT distributions (.1, .3,
.5, .7, .9 quantiles) and to accuracy data using a χ2 method. Model fits were run
in FORTRAN. The χ2 method and the FORTRAN code have been fully described by
Ratcliff (2002).

The χ2 statistic has the following form:

χ2 =
∑
i

N(pi − πi)2

πi
(6.1)

where N is the number of observations grouped into bins bounded by RT quantiles.
pi and πi are, respectively, the observed and predicted proportions of trials in bin
i, and sum to 1 across each pair of correct and error distributions. The summation
over i extends over the 12 bins in each experimental condition (6 bins for correct
trials and 6 bins for error trials). Errors were excluded from the χ2 computation
when their number was < 10. The χ2 statistic was minimised with a Simplex
routine (Nelder & Mead, 1965). Details regarding the parameterisation of Simplex
are provided in the Advice section.

We added several constraints on the model during the Simplex minimisation
process. First, the (absolute) starting point z was constrained to not exceed 80%
of boundary separation a. Secondly, half the width of between-trial variability in
starting point sz/2 was constrained to not exceed 90% of the minimal distance be-
tween starting point and decision bounds. Thirdly, between-trial variability para-
meters sz, sv, and sTer

were constrained to remain ≥ 0. Fourthly, between-trial
variability in drift rate was constrained to remain ≤ 3.29, the maximal value from
Matzke and Wagenmakers’ (2009) survey of parameter values estimated in em-
pirical studies. Finally, half the width of between-trial variability in non-decision
time was constrained to not exceed 90% of mean non-decision time Ter.

For Levels 1 and 2, measures of uncertainty for parameter estimates were
obtained using a parametric resampling procedure (bootstrap). We generated 50
samples by running 50 simulations from the model using best-fitting parameters.
Each sample contained the same number of trials per condition as the original
data. The model was then fitted to each of the 50 samples. We computed the 95%
bootstrap confidence interval (2.5% and 97.5% quantiles) over the 50 bootstrap
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Table 6.15: Parameter estimates and uncertainty intervals reported by Servant & Logan.

a vEasy vMedium vHard Ter z sv sTer sz
Level 1

Estimate 2.25 0.10 0.42
LB 2.11 0.10 0.33
UB 2.49 0.11 0.49

Level 2
Estimate 0.81 3.72 3.30 2.17 0.43 0.56 2.06 0.10 0.02
LB 0.78 3.25 2.81 1.81 0.42 0.54 1.52 0.07 0.00
UB 0.93 4.54 3.91 2.75 0.44 0.57 2.90 0.11 0.52

Level 3 - µk

Estimate 0.84 4.78 3.46 2.07 0.47 0.54 1.66 0.15 0.37
Level 3 - σk

Estimate 0.36 1.36 1.61 0.90 0.10 0.02 0.90 0.01 0.31

Note. Estimate: best-fitting parameter value for Levels 1 and 2, mean of best-
fitting parameter values for individual participants for Level 3. LB: lower

bound of 95% bootstrap confidence interval, UB: upper bound of 95%
bootstrap confidence interval.

parameter estimates. For Level 3, we fitted the model to each individual data set,
and report the mean of parameter estimates over the 20 subjects.

Results

Best-fitting parameters for each Level are presented in Table 6.15. Plots of ob-
served versus predicted data are provided in the online Appendix (Figure 1). The
models with the obtained parameter settings provide a good description of the
data sets.

For Levels 1 and 2, the Simplex search converged quickly. The uncertainty
associated with between-trial variability parameters is much larger for Level 2
than Level 1. In particular, the 95% bootstrap CI for sz (Level 2) is very large (0-
0.5152), which might indicate a sloppy spectrum of sensitivity (i.e., a flat likelihood
surface). 95% bootstrap CIs associated with parameter v (Level 2) also appear
relatively wide, which might suggest a trade-off between v and sv.

For Level 3, the Simplex search converged generally quickly. Constraints on
between-trial variability parameters were critical to keep these parameters in a
reasonable range. Without these constraints, sz and sv often went negative. In
addition, sv sometimes reached very large values. The best-fitting sv was equal to
the upper bound (3.29) for subjects 3 and 12.

Advice

The Simplex search in the Fortran code is implemented as follows. One set
of starting values is initially entered. We used mean values from Matzke and
Wagenmakers’ (2009) survey of parameter values estimated in empirical studies
(with s = 1, a = 1.25, absolute z = 0.63, Ter = .435, vEasy = 2.23, vMedium = 2.23,
vHard = 2.23, sTer

= .183, sv = 1.33, and absolute sz = .37). Simplex is then run
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several times, using the best-fitting parameters from fit N − 1 as the starting
values for fit N . The process is repeated until the parameters do not change from
one iteration to the next by a small amount. We observed, however, that different
starting values yielded slightly different best-fitting parameters. For example, we
ran additional fits for Level 3 using vEasy = 3.5, vMedium = 2.5, vHard = 1.5. The
best-fitting parameters were µa = 0.85, µvEasy = 5.16, µvMedium

= 3.71, µvHard
=

2.21, µTer
= 0.46, µz abs = 0.47, µsv = 0.37, µsTer

= 2.06, µsz abs
= 0.15. Here

zabs is the absolute starting point and szabs
is the corresponding between-trial

variability.
Main variations between these additional fits and those reported in Table 6.15

concern v, sv and sz. These variations might be explained by (i) a trade-off
between v and sv and (ii) a relatively flat likelihood surface associated with para-
meter sz.

8 To further investigate (i), we computed the correlation between v and
sv across our 50 bootstrap parameter estimates from Level 2 for each difficulty
condition. These correlations were very high (easy: r = .85; medium: r = .85;
difficult: r = .86), demonstrating a trade-off between v and sv (larger v is associ-
ated with larger sv; see online Appendix, Figure 2). Parameters that are not well
recovered should be fixed or combined (e.g., see our recent parameter recovery
work on time-varying DDMs; White, Servant & Logan, 2017).

Ratcliff and Childers (2015) recently introduced some refinements of the χ2

method. In particular, the median RT of errors is used if the number of errors
is lower than the number of quantiles in a given condition. We instead excluded
errors from the χ2 computation when their number was < 10. Using the Ratcliff
and Childers’ refinement in Level 3 (where a few data sets are associated with a
small number of errors) might improve parameter recovery.

Starns

Methods

I performed fits using the χ2 method described in Ratcliff (2002) using FORTRAN

programs written by Roger Ratcliff. These programs find the parameter values
that minimise χ2 using the SIMPLEX algorithm. I did not remove any trials
before fitting. I did not have a method for providing interval measurements on
parameters from a single participant’s data set, because I have never done this
in a paper. If I ever actually have to do single-participant inference for one of
my projects, I will develop something more sophisticated like putting together an
MCMC chain to estimate posterior distributions for parameter values. However,
for the intervals reported for Levels 1 and 2, I used a quick-and-dirty method to
get a feel for how tightly the parameters were constrained by data. I fixed the
parameter at a value above or below its best-fitting value, reran the fit allowing
the other parameters to be optimised, and found the point at which the likelihood
with the fixed value was 10 times lower than the likelihood with the optimal value.

8Alternatively, variations between additional fits and Table 6.15 may suggest a local minimum
problem. However, most of the parameter values are very close, and it seems that Simplex ended
up in the same region. In addition, χ2 values associated with parameters in Tables 6.15 and the
additional fits were close (Table 6.15: mean χ2 = 59.6; additional fits: mean χ2 = 61.9).
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Table 6.16: Parameter estimates and uncertainty intervals reported by Starns.

a vEasy vMedium vHard Ter z sv sTer sz
Level 1

Estimate 2.25 0.10 0.04
LB 2.02 0.09 0.03
UB 2.51 0.12 0.05

Level 2
Estimate 0.80 3.75 3.35 2.15 0.43 0.56 2.05 0.10 0.00
LB 1.54 0.08 0.00
UB 3.10 0.11 0.05

Level 3 - µk

Estimate 0.83 4.84 3.47 2.11 0.45 0.54 1.89 0.15 0.03
LB 1.59 0.15 0.03
UB 2.18 0.16 0.04

Note. Estimate: best-fitting parameter value for Levels 1 and 2, mean of
best-fitting parameter values for individual participants for Level 3. LB:
lower parameter value at which the likelihood was 10 times lower than the
likelihood under the best fitting value for Levels 1 and 2, lower bound of

95% confidence interval for Level 3, UB: upper parameter value at which
the likelihood was 10 times lower than the likelihood under the best fitting

value for Levels 1 and 2, upper bound of 95% confidence interval for Level 3.

If the data do not place much constraint on a parameter value, then I should be
able to move it over a wide range without substantially affecting the fit (producing
a wide interval).

For the Level 3 data, I found the best-fitting parameters for each participant
and simply calculated standard 95% confidence intervals using these estimates.
This is not an ideal procedure, as it does not acknowledge uncertainty in para-
meter estimates for individual participants. Nevertheless, this simple technique
does a good job in parameter recovery simulations (at least for the main model
parameters; Ratcliff, 2002).

Results

Level 1 The best-fitting parameter estimates are reported in Table 6.16. With
the main model parameters fixed, there was tight constraint on these estimates;
that is, the fit deteriorated quickly as I moved the parameters away from their
optimal values.

Level 2 For the Level 2 data I estimated separate drift rates for left and right
stimuli, in case the drift rates for left and right stimuli were not mirrored (same
absolute value with different signs), but it appears that they were based on the fits.
The values reported here are the mean drift rates across stimuli. In my best-fitting
model, χ2 was 55.6. The corresponding parameter estimates are reported in Table
6.16. Estimating all of the parameters dramatically reduced the constraint on sz
and sv. Nevertheless, these parameters had to be moved far from their optimal
values to get a substantial change in fit (i.e., a likelihood 10 times lower than the
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optimal likelihood). The constraint on sTer remained very similar to the Level 1
fit.

Level 3 The same model described for Level 2 was fitted to each participant.
Across data sets, χ2 values ranged from 35 to 79.7 with a mean of 56.9. The
corresponding parameter estimates are reported in Table 6.16.

Advice

I would not advise using standard programs if a researcher wants to make conclu-
sions about variability in starting point or non-decision time. No one really seri-
ously endorses the assumed uniform distributions for these parameters; research-
ers have largely ignored this simplification because it does not seem to affect the
types of conclusions they want to make (e.g., detecting effects on speed/accuracy
trade-off, information quality, or bias). I do not take estimates of starting point
variability from any fit that I run that seriously.

I have, however, been interested in detecting differences in drift rate variab-
ility in memory research. Although there is low constraint on this parameter,
parameter recovery simulations suggest that the model can detect differences in
this parameter between conditions with standard experiment designs (Starns &
Ratcliff, 2014). Also, validation studies show that the model can detect manipula-
tions of evidence variability in fits to empirical data (Starns, 2014). So I have more
confidence in the sv estimates, at least in terms of differences across conditions.

In fitting Level 2, I noticed that sz and sv strongly covary when the average
drift rate is also freely estimated. That is, when I would increase sv, say, then sz
would also increase and the average drift rate would get farther from zero. This
makes sense in hindsight, given that sz and sv have opposite effects on the relation
between correct and error RTs (increasing sz promotes fast errors and sv promotes
slow errors; Ratcliff & McKoon, 2008). So a lot of the noise in estimating sz and
sv comes because they trade off, and the estimates for both would probably get
much better if there was a way to place additional constraint on one of them (I
am not sure how this could be achieved). This also makes me more confident in
conclusions about changes in sv across conditions that are constrained to have
the same sz than in conclusions about the absolute value of sv within a single
condition.

6.6 Summary

The goal of the present collaboration project was to provide a comprehensive
assessment of how well different fitting methods can estimate the DDM’s between-
trial variability parameters. We invited experts from the DDM community to
apply their methods to three different data sets and to provide advice for users on
how to best use these methods. Collaborators were asked to report point estimates
of the between-trial parameters and a measure of uncertainty for their estimates.

Our first data set consisted of simulated data for a single participant; for this
data set the values of the main DDM parameters, boundary separation, drift rate,
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non-decision time, and starting point, were provided and collaborators had to es-
timate the between-trial variability in non-decision time, drift rate, and starting
point. Our second data set also consisted of simulated data for a single parti-
cipant and collaborators had to estimate all DDM parameters. The third data set
consisted of simulated data for 20 participants whose main DDM parameters were
drawn from a common group-level distribution whereas between-trial variability
parameters were the same across participants; collaborators had to estimate the
group-level parameters.

Figure 6.3 presents a summary of the parameter estimates for Level 1 reported
by our collaborators and the distribution of parameter values observed in empirical
studies reported in Matzke and Wagenmakers (2009) as a reference point. The
grey vertical line indicates the generating value for each parameter, dots indicate
point estimates obtained by different estimation methods and error bars show
the corresponding measures of uncertainty reported by our collaborators. Results
shown in grey are fits that were obtained after the generating parameter values
had been published.

The results for sTer are shown in the left panel. As can be seen, all point
estimates for sTer were close to the generating value and the uncertainty intervals
were very narrow compared to the range of values typically found in empirical
studies, indicating that sTer

could be estimated reliably by all estimation methods.
Similarly, most point estimates for sv, shown in the middle panel, were close to

the generating parameter value and uncertainty intervals were relatively narrow
compared to the range of values observed in empirical studies. The point estimate
for sv reported by Frank et al. missed the generating value and was associated with
a relatively wide uncertainty interval. However, as explained in their contribution
above, Frank et al.’s fitting method does not allow users to fix parameters to a
specific value, and thus could not take advantage of the known DDM parameter
values for this data set. Van Ravenzwaaij’s initial estimate for sv, shown in black,
also missed the generating parameter value by a wide margin. As he explained
above, this was due to a misspecified prior distribution for sv, which strongly
biased the parameter estimate. The second estimate that used an appropriate
prior distribution, shown in grey, was comparable to the estimates obtained with
other methods.

Finally, most point estimates of sz for the Level 1 data, shown in the right
panel, missed the generating parameter value. Compared to the range of para-
meter values observed in empirical studies, the uncertainty intervals associated
with these point estimates were relatively narrow. This bias in the estimates of
sz suggests that the parameter might not be sufficiently constrained by the data,
even if the value of the z parameter is known exactly.

The results for Level 2 show complementary patterns to the observations above.
Figure 6.4 shows the point estimates and uncertainty intervals for the Level 2 data
compared to the distribution of parameter values typically observed in empirical
studies. Similar to the results for Level 1, all estimates for sTer

, shown in the
left panel, were close to the generating parameter value and uncertainty intervals
were narrow across methods, which again indicates that all estimation methods
could reliably recover the value of sTer . Moreover, the width of the uncertainty
intervals for Level 2 was similar to that for Level 1 for all estimation methods,
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Figure 6.3: Estimates for between-trial variability parameters for Level 1 obtained with
different estimation methods. Histograms at the bottom show the distribution of para-
meter values observed in empirical studies reported in Matzke and Wagenmakers (2009).
The grey line in each panel shows the generating parameter value. Dots indicate para-
meter estimates obtained by our collaborators, error bars represent the measures of un-
certainty reported by our collaborators (see Table 6.2). Labels indicate the first author,
asterisks indicate fits that were obtained after the generating parameter values had been
published, abbreviations in brackets indicate the fitting methods (HB: hierarchical Bayes,
NHB: non-hierarchical Bayes, ML: maximum-likelihood estimation, χ2: χ2-minimisation
for RT quantiles).

which further suggests that sTer is sufficiently constrained by the data and is not
strongly dependent on the values of the main DDM parameters.

Point estimates of sv for Level 2, shown in the middle panel, showed relatively
small deviations from the generating parameter value compared to the range of
values of sv observed in empirical studies. However, across estimation methods
there was considerable uncertainty associated with these point estimates, with un-
certainty intervals spanning nearly half the range of empirical values. Moreover,
compared to Level 1, point estimates for Level 2 showed higher variability around
the generating value and the uncertainty associated with these estimates approx-
imately doubled. Interestingly, uncertainty intervals were similar in width across
estimation methods and the increase in uncertainty from Level 1 to Level 2 was
also comparable across estimation methods. Taken together, these results suggest
that sv is dependent on the values of the main DDM parameters. Indeed, Sing-
mann and Kellen found strong correlations between a, v z and sv, and Hawkins
found a strong correlation between Ter and sv.
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Figure 6.4: Estimates for between-trial variability parameters for Level 2 obtained with
different estimation methods. Histograms at the bottom show the distribution of para-
meter values observed in empirical studies reported in Matzke and Wagenmakers (2009).
The grey line in each panel shows the generating parameter value. Dots indicate para-
meter estimates obtained by our collaborators, error bars represent the measures of un-
certainty reported by our collaborators (see Table 6.2). Labels indicate the first author,
asterisks indicate fits that were obtained after the generating parameter values had been
published, abbreviations in brackets indicate the fitting methods (HB: hierarchical Bayes,
NHB: non-hierarchical Bayes, ML: maximum-likelihood estimation, χ2: χ2-minimisation
for RT quantiles).

The initial estimate for sv reported by van Ravenzwaaij, shown in black, again
missed the generating parameter value by a wide margin due to a misspecified
prior distribution. However, a second estimate that used an appropriate prior
distribution, shown in grey, was comparable to the estimates obtained with other
methods.

Finally, point estimates of sz for Level 2, shown in the right panel of Figure 6.4,
deviated considerably from the generating parameter value compared to the range
of values of sz observed in empirical studies and uncertainty intervals spanned
half the range of empirical values. Moreover, compared to Level 1, point estim-
ates showed increased variability and uncertainty intervals doubled in width for
most methods. Similar to sv, the increase in uncertainty for estimates of sz from
Level 1 to Level 2 was comparable for all estimation methods. However, point
estimates obtained from hierarchical Bayesian methods tended to lie closer to the
generating parameter value than estimates obtained with other methods, which
largely yielded estimates close to 0. This relatively better performance of hierarch-
ical Bayesian methods is likely due to the specification of the prior distribution
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for sz, which is mostly based on the empirical distribution of parameter values
reported by Matzke and Wagenmakers (2009). Consequently, even if sz cannot be
estimated accurately from the data, the prior distribution will pull point estimates
into a region with higher prior probability. These results suggest that sz, similar
to sv, is not sufficiently constrained by the data and is dependent on the values
of the main DDM parameters. This conclusions is again supported by the strong
correlations between sz and Ter reported by Singmann and Kellen, and Hawkins.

Figure 6.5 shows the point estimates and measures of uncertainty for the group-
level parameters for the Level 3 data reported by our collaborators. The results
are similar to those for the participant-level estimates for the Level 2 data. As can
be seen, estimates for µsTer

showed near perfect agreement with the generating
parameter value. Moreover, compared to the range of empirical values for sTer

as well as compared to the uncertainty intervals reported for the Level 2 data,
uncertainty intervals the Level 3 data were negligible across estimation methods,
which indicates that the group-level parameter µsTer

could be estimated with high
precision. Point estimates for µsv showed somewhat higher variability around the
generating parameter value. However, this variability was small compared to the
range of sv values observed in empirical studies and uncertainty intervals for the
point estimates of µsv were relatively narrow. Moreover, compared to the uncer-
tainty intervals for the individual-level point estimates for Level 2, uncertainty
intervals for µsv were much narrower across estimation methods. This indicates
that all estimation methods could take advantage of the additional information
conveyed by pooling data across participants to reduce the uncertainty associated
with estimates of µsv . Finally, point estimates for µsz deviated considerably from
the generating parameter value compared to the range of values in empirical stud-
ies and uncertainty intervals were relatively wide for most estimation methods.
Similarly to the uncertainty intervals for the participant-level estimates for Level
2, uncertainty intervals for the group-level estimates for Level 3 were relatively
wide, which suggests that sz is insufficiently constrained by the data.

6.7 Discussion

Over the last 40 years, the DDM has become one of the most popular models for
explaining RT and accuracy data from a wide range of domains (Forstmann et
al., 2016). Much of this success is due to the model’s ability to fit varied shapes
of RT distributions; through the addition of three between-trial variability para-
meters, the DDM can account for subtle RT patterns that elude most competitor
models (Ratcliff, 1978; Ratcliff & Tuerlinckx, 2002; Van Zandt & Ratcliff, 1995).
However, several recent studies have reported difficulties estimating these between-
trial parameters, even in sizable data sets (Lerche & Voss, in press, 2016; Yap et
al., 2012; van Ravenzwaaij & Oberauer, 2009). For example, van Ravenzwaaij and
Oberauer (2009) generated data from the full DDM and considered two criteria for
fitting the full DDM to the simulated data, one based on a Kolmogorov-Smirnov
statistic and one based a maximum-likelihood type of criterion. They found that
both fitting methods could accurately recover the between-trial variability in non-
decision time whereas estimates of the between-trial variability in drift rate and
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Figure 6.5: Estimates for between-trial variability parameters for Level 3 obtained with
different estimation methods. Histograms at the bottom show the distribution of para-
meter values observed in empirical studies reported in Matzke and Wagenmakers (2009).
The grey line in each panel shows the generating parameter value. Dots indicate para-
meter estimates obtained by our collaborators, error bars represent the measures of un-
certainty reported by our collaborators (see Table 6.2). Labels indicate the first author,
asterisks indicate fits that were obtained after the generating parameter values had been
published, abbreviations in brackets indicate the fitting methods (HB: hierarchical Bayes,
NHB: non-hierarchical Bayes, ML: maximum-likelihood estimation, χ2: χ2-minimisation
for RT quantiles).

starting point missed the generating parameter value by a wide margin.
The experts contributing to our study used a wide range of fitting methods for

the DDM and reported similar difficulties estimating the between-trial variability
parameters. Besides practical limitations, such as some methods being unable to
fit specific data structures (e.g., the hierarchical structure, or the single-participant
structure with some DDM parameters known), the estimation performance of the
different methods depended strongly on the specific between-trial parameter. All
estimation methods could accurately recover the between-trial variability in non-
decision time. Estimates of the between-trial variability in drift rate and starting
point, on the other hand, were associated with large uncertainty and tended to
miss the generating value by a wide margin. Interestingly, uncertainty intervals
were similar in width across estimation methods and the increase in uncertainty
from a situation where the main DDM parameters were known to a situation
where all DDM parameters had to be estimated was comparable for all estimation
methods. Finally, when data were hierarchically structured, pooling data across

147



6. Estimating Between-Trial Parameters

participants resulted in a marked decrease in uncertainty about the group-level
estimates of the variability in drift rate but not in starting point. These findings
suggest that problems in estimating drift rate and starting point variability are not
limited to particular methods for fitting the DDM, and are caused by inherently
weak constraints being placed on these parameters by the likelihood function of
the full DDM. Whilst these problems might be overcome by very large amounts
of data in the case of drift rate variability, estimating variability in starting point
appears a more elusive problem.

A possible solution to the problem of estimating between-trial variability in
starting point is to place constraints on the admissible range of parameter values.
As seen in our study, hierarchical Bayesian methods tended to yield point estimates
of starting point variability that were close to the generating parameter value. This
is due to the prior distribution these methods place on the DDM parameters, which
pulls parameter estimates towards a priori plausible values if the data provide
insufficient information to estimate the parameters. Other fitting methods might
benefit similarly from constraining parameters to lie within the range of values
observed in previous studies, as was done in the contribution by Servant and Logan.
However, as discussed in van Ravenzwaaij’s contribution, such constraints need
to be carefully adjusted to the specific implementation of the DDM as incorrect
prior information can severely bias parameter estimates. A good starting point for
constructing constraints on DDM parameters are large-scale surveys of published
DDM fits, as for example provided by Matzke and Wagenmakers (2009).

An interesting difference between the present study and previous studies that
tested recovery of between-trial parameters is that whilst we found that all fitting
methods could accurately estimate the variability in non-decision time, earlier
studies found estimates of non-decision time variability to be unreliable. For ex-
ample, Lerche and Voss (in press) reported that estimates of variability in non-
decision time correlated only weakly between sessions of a lexical decision task,
and Yap et al. (2012) found only modest correlations between estimates of vari-
ability in non-decision time from the same session of a lexical decision task. This
discrepancy in results is most likely due to the use of simulated data from the
DDM in the present study whereas Lerche and Voss (in press), and Yap et al.
(2012) used experimental data that might have contained outlier RTs. Fast out-
liers in particular affect the location of the leading edge of the RT distribution,
which in turn depends on the variability in non-decision time (Ratcliff, 2002), thus
leading to biased estimates of non-decision time variability. Although the problem
of fast outliers can be addressed to some degree by excluding RTs below a certain
cutoff value or by explicitly modelling outliers as being generated by a different
process than the DDM, separating genuine responses from outliers is inherently
difficult (Ratcliff, 2002). Consequently, estimates of non-decision time variability
from experimental data generally need to be interpreted with great care. At the
same time, this susceptibility to outliers makes non-decision time variability an
important DDM parameter. As pointed out by Lerche and Voss (2016), variab-
ility in non-decision time can potentially absorb the effects of fast outliers that
would otherwise bias estimates of the main DDM parameters. As non-decision
time variability is often not of substantial interest to researchers, a pragmatic ap-
proach might be to view non-decision time variability as a nuisance parameter and
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forego interpretation of this parameter.
To sum up, independent of the particular DDM fitting method used, most of

our collaborators agree on two points. First, the DDM’s between-trial variability
parameters are inherently hard to estimate and there is considerable uncertainty
associated with these estimates. Methods that can be used to improve this situ-
ation include using parameter estimates from previous studies to inform current
parameter estimates, and obtaining sizable data sets from which to estimate the
between-trial parameters, for example by appropriately pooling data across par-
ticipants. Second, although the between-trial variability parameters afford the
DDM a high degree of flexibility, they are often not the focus of inference. There-
fore, users should give careful consideration to whether between-trial variability
parameters are actually needed to fit a particular data set.
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Chapter 7

On the Importance of Avoiding
Shortcuts in Applying Cognitive

Models to Hierarchical Data

This chapter has been submitted for publication as:
Udo Boehm, Maarten Marsman, Dora Matzke, and Eric-Jan Wagenmakers

(2017).
On the Importance of Avoiding Shortcuts in Applying Cognitive Models to

Hierarchical Data.

Abstract

Psychological experiments often yield data that are hierarchically struc-
tured. A number of popular shortcut strategies in cognitive modelling do
not properly accommodate this structure and can result in biased conclu-
sions. To gauge the severity of these biases we conducted a simulation
study for a two-group experiment. We first considered a modelling strategy
that ignores the hierarchical data structure. In line with theoretical res-
ults, our simulations showed that Bayesian and frequentist methods that
rely on this strategy are biased towards the null hypothesis. Secondly, we
considered a modelling strategy that takes a two-step approach by first ob-
taining participant-level estimates from a hierarchical cognitive model and
subsequently using these estimates in a follow-up statistical test. Methods
that rely on this strategy are biased towards the alternative hypothesis. Only
hierarchical models of the multilevel data lead to correct conclusions. Our
results are particularly relevant for the use of hierarchical Bayesian para-
meter estimates in cognitive modelling.
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7.1 Introduction

Quantitative cognitive models are an important tool in understanding the human
mind. These models link latent cognitive processes, represented by the models’
parameters, to observable variables, thus allowing researchers to formulate pre-
cise hypotheses about the relationship between cognitive processes and observed
behaviour. To test these hypotheses, researchers fit the model to experimental
data from a sample of participants who perform several trials of an experimental
task. Although this procedure might seem straightforward, the hierarchical data
structure induces a number of subtleties.

For example, the Drift Diffusion Model (DDM; Ratcliff, 1978; Ratcliff et al.,
2016) conceptualises decision-making in terms of seven model parameters that
represent different cognitive processes, such as encoding of the response stimulus
and response caution. Using these seven model parameters, the DDM describes
the response time (RT) distribution that results from repeated performance of a
decision-making task. A researcher might, for instance, hypothesise that caffeine
leads to faster decision-making due to improved attention. In terms of the DDM,
this hypothesis would be described as an increase in the model parameter that
represents the speed of stimulus encoding but no change in response caution.
To test this hypothesis, the researcher randomly assigns participants either to
a group that is given a placebo or to a group that is given caffeine and asks
participants to perform several trials of the Eriksen flanker task (e.g., Lorist &
Snel, 1997). In the Eriksen flanker task (Eriksen & Eriksen, 1974) participants
are presented a central stimulus that is surrounded by two distractors on each
side, the flankers. Participants’ task is to respond as quickly as possible to the
central stimulus while ignoring the flankers. The researcher subsequently wishes
to fit the DDM to participants’ RT data and compare the estimated speed of
stimulus processing and response caution between groups (see also White, Ratcliff
& Starns, 2011). Complications in modelling these data arise from the fact that
the experimental setup leads to a hierarchical data structure, with trials (i.e.,
repeated measurements) nested within participants. A proper analysis of these
data therefore requires a hierarchical implementation of the DDM. However, two
common modelling strategies, namely ignoring the hierarchy and taking a two-step
analysis approach, do not properly account for the hierarchical data structure.

Firstly, ignoring the hierarchy means that researchers model the data for each
participant independently and subsequently pool parameter point estimates across
participants for further statistical analyses. A researcher might, for example, fit
the DDM independently to each participant’s RT data and enter the resulting
parameter estimates into a t-test or ANOVA-type analysis. In a simpler ver-
sion of this strategy, researchers compute the mean RT for each participant and
subsequently perform statistical inference on the participant means. Although
analyses that ignore the hierarchy might be unavoidable if only non-hierarchical
implementations of a particular cognitive model are available, such analyses risk
statistical biases. As we will show in the present work, ignoring the hierarchy
can lead to an underestimation of effect sizes and statistical tests that are biased
towards the null hypothesis.

Secondly, taking a two-step analysis approach means that researchers apply
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a hierarchical cognitive model to their data and subsequently perform further
statistical analyses on the parameter point estimates for individual participants.
This strategy is closely linked to the recent development and popularisation of
hierarchical Bayesian cognitive models (Lindley & Smith, 1972; Rouder & Lu,
2005; Rouder et al., 2003). A hierarchical version of the DDM (Wiecki et al.,
2013), for example, assumes that each participant’s RT distribution is character-
ised by seven DDM parameters; these participant-level parameters are in turn
drawn from group-level distributions that are characterised by a set of paramet-
ers of their own. Finally, in an ideal application the effect of the experimental
manipulation is described by the difference between group-level parameters, most
commonly expressed as a standardised effect size. One favourable property of
such a hierarchical model is that parameter estimates for individual participants
are informed by the parameter estimates for the rest of the group; less reliable
estimates are more strongly pulled towards the group mean, a property that is
referred to as shrinkage (Efron & Morris, 1977; Gelman et al., 2013). Shrinkage
reduces the influence of outliers on group-level estimates and at the same time
improves the estimation of individual participants’ parameters. In clinical popu-
lations, for instance, individual estimates are often associated with considerable
variability as only few participants can be recruited and little time is available
for testing so that hierarchical methods need to be employed to obtain reliable
estimates of group-level parameters (Krypotos, Beckers, Kindt & Wagenmakers,
2015).

Due to the shrinkage property, hierarchical Bayesian methods provide estimates
of individual participants’ parameters with the smallest estimation error (Efron &
Morris, 1977), and it therefore seems prudent also to base inferences about groups
on hierarchical Bayesian parameter estimates for individuals. This might seem
to suggest a two-step approach where parameter point estimates obtained from a
hierarchical Bayesian model are used in a follow-up frequentist test. Researchers
might furthermore feel compelled to use a two-step approach because they are
more familiar with frequentist methods, because the journal requires authors to
report p-values, or because the software for fitting a hierarchical Bayesian version
of a particular cognitive model is not sufficiently flexible to carry out the desired
analysis. However, tempting as a two-step approach might seem, it is fraught with
difficulties. Although hierarchical Bayesian methods provide the best estimates
for individuals’ parameters on average (Farrell & Ludwig, 2008; Rouder et al.,
2003), if used in statistical tests such hierarchical estimates can potentially lead
to inflated effect sizes and test statistics (see e.g., Mislevy, 1991; Mislevy, Johnson
& Muraki, 1992 for a more complete discussion of problems associated with a
two-step analysis approach).

Relevance

Hierarchically structured data are ubiquitous in cognitive science and analysis
strategies that either ignore the hierarchy or take a two-step approach are highly
prevalent in practice. For example, of the most recent 100 empirical papers in
Psychonomic Bulletin & Review’s Brief Report section (volume 23, issues 2-4), 93
used a hierarchical experimental design. Of these 93 papers, 74 used a statistical
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analysis that was based on participant means and thus ignored the hierarchical
data structure. That means that the statistical results in about 80% of these 93
papers might be biased due to an incorrect analysis strategy. Ignoring the hier-
archy is also common in more sophisticated analyses that are based on cognitive
models (e.g., Beitz et al., 2014; Cooper et al., 2015; Epstein et al., 2006; Kieffaber
et al., 2006; Kwak et al., 2014; Leth-Steensen, Elbaz & Douglas, 2000; Penner-
Wilger, Leth-Steensen & LeFevre, 2002; Ratcliff, Huang-Pollock & McKoon, in
press; Ratcliff, Thapar, Gomez & McKoon, 2004; Ratcliff, Thapar & McKoon,
2001). The frequency with which researchers take a two-step approach is harder
to assess because the number of studies that use hierarchical Bayesian cognitive
models is still relatively low. Nevertheless, a number of authors from different
areas of psychology have recently taken a two-step approach to analysing their
data (Ahn et al., 2014; Badre et al., 2014; Chan et al., 2013; Chevalier et al.,
2014; Matzke et al., 2015; Vassileva et al., 2013; van Driel, Knapen, van Es & Co-
hen, 2014; J. Zhang et al., 2016; J. Zhang & Rowe, 2014), which suggests that this
analysis approach and the associated statistical biases might become more preval-
ent in the literature as hierarchical Bayesian models gain popularity. As pointed
out above, there are compelling reasons why researchers might ignore the hier-
archy or take a two-step analysis approach. Moreover, the biases associated with
each strategy tend to become negligible if sufficient data is available. However,
exactly how much data are needed to render statistical biases inconsequential will
depend on the specific cognitive model. It is therefore important to understand
the general mechanisms and potential magnitude of statistical biases introduced
by these analysis approaches.

The goal of the present work is to illustrate how statistical results can be biased
by analyses of hierarchical data that (1) ignore the hierarchy, or (2) take a two-step
approach. To this end we will discuss five prototypical analysis strategies, two of
which correctly represent the data structure, and three which commit one or the
other mistake. We will base our discussion of the different analysis strategies on a
model that assumes normal distributions on the group-level and on the participant-
level. Although this model is far removed from the complexity typically found in
cognitive models, its structure simplifies the theoretical treatment of the different
modelling strategies. These results can then be easily generalised to more complex,
cognitive models.

We begin with a brief discussion of some well-established theoretical results
that explain how the different analysis strategies will impact statistical infer-
ence. We then illustrate the practical consequences of these theoretical results
in a simulation study. Nevertheless, to anticipate our main conclusions, ignoring
the hierarchy generally biases statistical tests towards the null hypothesis. Taking
a two-step analysis approach, on the other hand, biases tests towards the altern-
ative hypothesis. In addition, Bayesian hypothesis tests that ignore the hierarchy
show an overconfidence bias; when tests favour the alternative hypothesis they
indicate stronger evidence for the alternative hypothesis than warranted by the
data, and when tests favour the null hypothesis they indicate stronger evidence
for the null hypothesis than warranted by the data.
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7.2 Statistical Background

In this section we will provide a basic technical account of the different analysis
strategies and how they impact statistical inference (see Box & Tiao, 1992 for a
similar discussion). Readers who are not interested in these details can skip ahead
to the section ‘Consequences for five different analysis strategies’. For the sake of
simplicity we will assume that all data are normally distributed. Nevertheless, the
basic mechanisms discussed here also hold for more complex models.

In a typical experimental setup, for each participant i, i = 1, . . . , N , a re-
searcher obtains a number of repeated measurements j, j = 1, . . . ,K, of a vari-
able of interest, such as pupil dilation, test scores, or skin conductance. These
trial-level measurements are prone to participant-level variance, that is, the xij
are normally distributed,

xij ∼ N (θi, σ
2), (7.1)

where θi is the participant’s true mean, and σ2 is the participant-level variance.1

Moreover, the true participant-level means θi for different participants are nor-
mally distributed,

θi ∼ N (µ, τ2) (7.2)

with group-level mean µ and variance τ2. When τ2 is large this indicates that par-
ticipants are relatively heterogeneous (Shiffrin, Lee, Kim & Wagenmakers, 2008).

Researchers are usually interested in making statements about the group-level
mean µ for different experimental groups. However, the group-level mean is not
directly observable and therefore needs to be estimated. The simplest estimate
for the group-level mean would be the average of participants’ true means, θ̄.
Because participants’ true means vary around the group-level mean with variance
τ2, the average θ̄ has some uncertainty associated with it. Moreover, the true
participant means θi themselves are also unobservable, and therefore need to be
estimated. A simple point estimate for each participant’s true mean is the average
of the person’s repeated measurements, x̄i. Because the repeated measurements
vary around the person’s true mean, the average x̄i has sampling variance σ2/K
associated with it. Consequently, there are two sources of variance that influence
the distribution of the x̄i around the group-level mean µ, namely the group-level
variance τ2 and the sampling variance σ2/K:

x̄i ∼ N (µ, τ2 +
σ2

K
). (7.3)

Ignoring either of these variance components can considerably bias researchers’
analyses, as we will discuss in the next sections. We will first turn to the problem
of ignoring the hierarchical data structure, which leads to an overestimation of
the group-level variance, before we discuss the problem of a two-step analysis
approach, which leads to an underestimation of the group-level variance.

1For convenience we assume that the participant-level variance is constant across parti-
cipants. This assumption will be relaxed for our simulations reported below.
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First Faulty Method: Ignoring the Hierarchy

The first faulty analysis method that is highly prevalent in current statistical
practice is ignoring the hierarchical data structure. The underlying mechanism is
common to both Bayesian and frequentist analyses and leads to an overestimation
of the group-level variance. When researchers ignore the hierarchy, they base their
analysis on participants’ sample averages x̄i and equate these with participants’
true means θi. This tacitly implies that the variance of the x̄i is assumed to equal
the group-level variance τ2. However, the variance of the x̄i is in fact the sum of
the true group-level variance τ2 and the sampling variance σ2/K (see equation
7.3), and as a result researchers overestimate the group-level variance by σ2/K.
Although the problem is negligible when the number of trials per participant K is
large, the sampling variance σ2/K is usually unknown and it is unclear for what
size of K the influence of the sampling variance becomes negligible relative to
the group-level variance. Moreover, the rate at which the overestimation of the
group-level variance decreases with increasing K will also depend on the specific
cognitive model and will be considerably larger for some models than for others.

Second Faulty Method: Two-Step Analyses

The second faulty analysis method regularly seen in the recent literature is taking
a two-step approach. Much as ignoring the hierarchy, this method is detrimental to
the validity of statistical conclusions but has the opposite effect. Whilst ignoring
the hierarchy leads to an overestimation of the group-level variance, taking a two-
step approach leads to an underestimation of the group-level variance. Here we
focus on the analysis strategy where researchers obtain point estimates from a hier-
archical Bayesian model and use participant-level estimates in a non-hierarchical
follow-up test. However, the same problems can be expected to befall analyses
that use participant-level point estimates from a hierarchical frequentist model in
a non-hierarchical follow-up test.

A two-step analysis is based on an appropriately specified hierarchical Bayesian
model. Given the experimental setup outlined above, the appropriate hierarchical
model postulates that repeated measurements for each participant are normally
distributed around a true mean (xij ∼ N (θi, σ

2)) and participants’ true means
are normally distributed around the group-level mean (θi ∼ N (µ, τ2)). This setup
acknowledges the fact that participants’ sample means x̄i are uncertain estimates
of their true means θi, and correctly distinguishes the sampling variance σ2/K of
the participant means from the variance τ2 of the true means (see Equation 7.3).

A researcher might furthermore propose a uniform prior distribution for the
group-level mean p(µ) ∝ 1. For the sake of clarity we ignore the priors for the
variance parameters and assume that the true values are known. A posterior point
estimate of each participant’s true mean is then given by the mean of the posterior
distribution of the person’s true mean given the participant’s sample mean and
group-level mean, θi | µ, x̄i. For participant i, the posterior point estimate is

θ̂i = (x̄iτ
2 + µσ2/K)/(τ2 + σ2/K) and the variance of the posterior distribution

is (τ2σ2/K)/(τ2 + σ2/K). The posterior estimate of the participant’s true value

θ̂i is the weighted average of the person’s sample mean and the group-level mean,
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and as the sampling variance σ2/K increases, more weight is given to the group-
level mean, thus pulling, or shrinking, the sample mean towards the group-level
mean. As a consequence, the variance of the posterior estimates is smaller than
the variance of participants’ true means, τ2, that is, (τ2σ2/K)/(τ2 +σ2/K) ≤ τ2.
This becomes more obvious when both sides of the inequality are multiplied by
K and (τ2 + σ2/K), the denominator of the left-hand side: σ2 ≤ τ2K + σ2.
Therefore, if posterior estimates from a hierarchical Bayesian model are used in
a follow-up frequentist analysis, the group-level variance will be systematically
underestimated.

Consequences for Five Different Analysis Strategies

In the preceding sections we discussed the general mechanisms that give rise to
biases if either the hierarchical data structure is ignored or a two-step analysis
approach is taken. We now turn to a discussion of the consequences for specific
analysis strategies that are frequently seen in statistical practice. We will focus on
the case of Bayesian and frequentist t-tests as these constitute some of the most
basic analysis methods in researchers’ statistical toolbox. Nevertheless, the same
general conclusions apply to more complex analysis methods.

Hierarchical Bayesian t-test

The correct analysis strategy for hierarchical data with two groups of participants
is a hierarchical t-test. Within the Bayesian framework, statistical hypothesis tests
are usually based on Bayes factors which express the relative likelihood of the data
under two competing statistical hypotheses H0 and H1 (Rouder et al., 2009). To
compute a Bayes factor, researchers need to specify their prior beliefs about the
model parameters they expect to see under each of the competing hypotheses.
One particularly convenient way to specify these prior distributions is to express
ones expectations about effect size δ = (µ2 − µ1)/τ , where µg is the mean of
experimental group g = 1, 2 and τ is the group-level standard deviation as above.
For the present work we specified the null hypothesis to be the point null δ = 0 and
the alternative hypothesis that δ 6= 0, which we expressed as a standard normal
prior prior p(δ) = N (0, 1). The Bayes factor can then be computed as:

BF10 =
p(x | H1)

p(x | H0)
=

∫
Θ

∫
δ

p(x | θ, δ)p(θ)p(δ)dδdθ∫
Θ

p(x | θ, δ = 0)p(θ)dθ
,

where Θ is the set of model parameters2 other than δ and x is the vector of all
measurements xgij across groups g, participants i, and repeated measurements
j. One convenient way to obtain the Bayes factor is known as the Savage-Dickey
density ratio (Dickey & Lientz, 1970; Wagenmakers et al., 2010). This method
expresses the Bayes factor as the ratio of the prior and posterior densities under the

2More specifically, because the effect size δ depends on the means of the two experimental
groups, µ1, µ2 and the group-level variance τ2, the set Θ contains only one of the two means
and the group-level variance.

157



7. Modelling Shortcuts

alternative hypothesis at the point null. Specifically, because our null hypothesis
is δ = 0, the Bayes factor is BF10 = p(δ = 0 | H1)/p(δ = 0 | x,H1), the prior
density at δ = 0 divided by the posterior density at δ = 0.

One important result of our technical discussion above is that researchers need
to specify a hierarchical model that correctly represents the hierarchical structure
of their data. In the case discussed here, the model needs to include a trial-
level on which repeated measurements for each participant are nested within that
person. Moreover, the model needs to include a participant-level on which each
participant’s mean is nested within the experimental group. Finally, the model also
needs to include a group-level that contains the two experimental groups. Such a
model specification guarantees that the different sources of variability in the data,
namely the variability of the repeated measurements within each participant, and
the variability of the means between participants, are correctly accounted for. The
resulting estimates of the population means and variance will be approximately
correct, yielding estimates of the effect size δ that lie neither inappropriately close
nor inappropriately far from δ = 0; hence Bayes factors will correctly represent
the evidence for the null and alternative hypothesis.

Non-hierarchical Bayesian t-test

In our discussion above we showed that modelling participants’ sample means
rather than the single trial data (ignoring the hierarchy), ignores the variability of
the repeated measurements within each participant and results in an overestima-
tion of the group-level variance τ2. Such overestimation of the group-level variance
will result in effect size estimates δ that are too close to 0. Because, given our
choice for the prior on δ, data associated with small δ are more plausible under
the null hypothesis, Bayes factors based on a non-hierarchical model will unduly
favour the null hypothesis when the true effect is δ 6= 0.

Hierarchical frequentist t-test

Statistical hypothesis tests within the frequentist framework are based on test
statistics that express the ratio of variance accounted for by the experimental
manipulation to the standard error of the group-level difference. In the case of a
two-sample t-test this is simply

t =
µ̂2 − µ̂1

σ̂m
, and

σ̂m =
√

(τ̂2
1 + τ̂2

2 )/N,

where µ̂1 and µ̂2, and τ̂2
1 and τ̂2

2 are the sample means and variances, respectively,
and σ̂m is an estimate of the standard error of the group-level difference.

A proper hierarchical analysis constitutes the recommended solution within
the frequentist framework (Baayen, Davidson & Bates, 2008; Pinheiro & Bates,
2000). However, such a hierarchical analysis might, for some reason, not be feas-
ible. One scenario frequently encountered in practice is a hierarchical Bayesian im-
plementation of a cognitive model for which an equivalent hierarchical frequentist
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implementation has not been developed (e.g., Matzke et al., 2015; Matzke, Dolan,
Logan, Brown & Wagenmakers, 2013; van Ravenzwaaij et al., in press; Wiecki et
al., 2013; Steingroever et al., 2014). In this case researchers might decide to use
the group-level estimates for µ1, µ2, and τ2 from a hierarchical Bayesian model as
the basis for their t-test. Although this strategy is not yet widespread in practice,
we include it in our theoretical analysis and in our simulations as a possible al-
ternative to the common but flawed strategies of a non-hierarchical or a two-step
frequentist t-test.

Using group-level estimates from a hierarchical Bayesian model in a follow-
up frequentist t-test leads to smaller biases than a non-hierarchical or a two-step
frequentist t-test. Specifically, estimates of the group-level mean in a hierarchical
Bayesian model are subject to shrinkage towards the prior mean. However, the
degree of shrinkage for the group-level means is mild compared to the shrinkage for
participant-level means. Moreover, estimates of the group-level variance obtained
from correctly specified hierarchical models will usually not over- or underestimate
the true group-level variance. Therefore, t-tests that are based on such hierarchical
Bayesian group-level estimates will tend to be somewhat conservative but will be
less biased overall than t-tests in a two-step or non-hierarchical approach.

Non-hierarchical frequentist t-test

As mentioned before, neglecting the trial-level and basing the analysis on parti-
cipant means instead (ignoring the hierarchy) leads to an overestimation of the
group-level variance. Overestimation of the group-level variance will in turn result
in underestimation of t-values and will bias frequentist t-tests against the altern-
ative hypothesis.

Two-step frequentist t-test

Our theoretical considerations above showed that hierarchical Bayesian estimates
of participants’ means can be strongly affected by shrinkage. Because all estimates
are pulled towards a common value, the prior mean, the variance of the estim-
ates can be considerably smaller than the true group-level variance. Therefore,
if researchers obtain estimates of participants’ means from a hierarchical Baye-
sian model and subsequently use these estimates in a frequentist test (two-step
approach), the group-level variance will be underestimated, resulting in overes-
timation of t-values and a bias in favour of the alternative hypothesis.

Interim Conclusion

To sum up, theoretical considerations indicate that ignoring the hierarchical data
structure will lead to an overestimation of the group-level variance. Such an
overestimation will bias frequentist as well as Bayesian t-tests towards the null
hypothesis. Taking a two-step analysis approach, on the other hand, will lead
to an underestimation of the group-level variance. Consequently, t-values will be
overestimated and tests will be biased towards the alternative hypothesis.
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7.3 Practical Ramifications

The theoretical considerations in the previous section indicate that analysis strate-
gies for hierarchical data that ignore the hierarchy or take a two-step approach
result in biased statistical tests. To gauge the severity of these biases, we per-
formed a Monte Carlo simulation study using the five analysis strategies discussed
above. For the sake of simplicity and comparability with our theoretical results we
focused on a hierarchical data structure with two levels and normal distributions
on both levels. Nevertheless, the overall patterns observed here apply to more
complex cases with different distributions or numbers of hierarchical levels.

Constructing a Data-Generating Model

To simulate a realistic experimental setup, we considered a typical psychological
experiment in which the goal is to assess the effect of an experimental manipulation
on a variable of interest, say RT. To this end, participants are randomly assigned
to one of two experimental conditions. Subsequently, each participant’s RT is
measured repeatedly.

A hierarchical Bayesian model of such an experiment is shown in Figure 7.1.
On the first, trial-level, the model assumes that repeated measurements xgij for
participant i in group g (shaded, observed node in the innermost plate) are drawn
from a normal distribution with mean θgi and variance σ2

gi (unshaded, stochastic
nodes in the intermediate plate). On the second, participant-level the mean θgi
for each participant is drawn from a normal distribution with mean µg (double-
bordered, deterministic node in the outer plate; the node is shown as determin-
istic because µ2 is fully determined by δ, τ , and µ1) and standard deviation τ
(second unshaded, stochastic node from the left at the top). The participant-
specific sampling variance σ2

gi is drawn from a half-normal distribution with mean
0 and standard deviation λ (third unshaded, stochastic node from the left at the
top; see Chung, Rabe-Hesketh, Dorie, Gelman & Liu, 2013; Gelman, 2006 for a
discussion of choices for prior distributions for variance parameters). We further
assumed that only the group mean, µg, differs between groups by δτ , where δ (left-
most unshaded, stochastic node at the top) is the standardised effect size (i.e., we
assumed equal variances across groups; µ2=µ1 + δτ).

To generate realistic data for our Monte Carlo simulations, we fitted the hier-
archical model to experimental data and used the resulting parameter estimates
to parameterise our data generating model. Specifically, we fitted our hierarchical
model without the δ parameter to RT (in s) data from the lexical decision task
in Experiment 1 in Wagenmakers et al. (2008). Only correct responses to low
frequency words under accuracy instructions were included in the model fit, which
left us with a combined total of 2438 RTs from 17 participants (on average 143
data points per participant, SD=22)3. We modelled the log-transformed RTs as
these are approximately normally distributed (Ratcliff & Murdock, 1976).

As we had little prior information regarding plausible parameter values for the
hierarchical model yet a wealth of data to constrain the posterior estimates of the

3The data are available from http://ejwagenmakers.com/Code/2008/LexDecData.zip and
the model code can be downloaded from osf.io/uz2nq/
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Figure 7.1: Full hierarchical model. Repeated measurements j = 1, . . . ,K of the variable
of interest xgij for each participant i = 1, . . . , N in group g = 1, 2 are normally distributed
with mean θgi and standard deviation σgi. For each participant the true mean θgi of the
repeated measurements is drawn from a normal distribution with mean µg and standard
deviation τ , and the standard deviation σgi is drawn from an half-normal distribution
with mean 0 and standard deviation λ. The difference between group means µg is
expressed as the standardised effect size δ = (µ2 − µ1)/τ . N denotes the normal prior,
U denotes the uniform prior, and T(0,) indicates truncation at 0.

parameter values, we followed Edwards et al.’s (1963) principle of stable estima-
tion. That is, for the group-level model parameters µ1, τ , and λ, for which there
was no default prior distribution available, we specified the prior to be relatively
uninformative across the range of values supported by the data. Therefore, we
assigned the group-level mean µ1 a positive-only (truncated) normal distribution4

with mean 6 and standard deviation 1/3; we assigned the standard deviation τ of
participants’ true values θi a uniform distribution ranging from 0 to 15 (Gelman,
2006); we assigned the standard deviation λ of the distribution of sampling vari-
ances a uniform prior ranging from 0 to 10. Exploratory analyses using different
distributions for τ and λ yielded similar results.

We implemented our model in Stan (Stan Development Team, 2016b, 2016a)
and ran MCMC chains until convergence (Gelman-Rubin diagnostic R̂ ≤ 1.05,
Gelman & Rubin, 1992). We obtained 20000 samples from three chains for each
model parameter, of which we discarded 2000 samples as burn-in. Thinning re-
moved a further three out of every four samples, leaving us with a total of 4500

4This truncation was necessary because when fitting log-RTs, negative values of the group-
level mean would imply impossibly small RTs. Nevertheless, due to the large mean of the prior
and the comparatively small standard deviation, the effect of the truncation on our model fits
was negligible.
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posterior samples per parameter and chain. We then used the mean of the posterior
samples to parameterise the three group-level parameters (µ̂1 = 6.52, τ̂ = 0.16,

λ̂ = 0.29) of our model. To generate data for our Monte Carlo simulations, we
set the fourth group-level parameter, δ, to a pre-specified value (see next section),
and sampled N values of the participant-level parameters (θgi, σ

2
gi), representing

simulated participants, for each experimental group. We subsequently sampled
K values of the trial-level parameter (xgij) for each simulated participant in each
experimental group (i.e., a total of 2×N ×K values).

Designing the Monte Carlo Simulations

We generated data from the hierarchical Bayesian model as described above and
applied five different analysis strategies. Repeating this process 200 times for each
simulation allowed us to quantify the degree of bias introduced by the different
strategies.

We varied three parameters that should influence the degree to which different
analysis strategies bias statistical results. The number of simulated trials per par-
ticipant, K, varied over four levels (K ∈ {2, 5, 15, 30}). The number of simulated
participants in each group, N , also varied over four levels (N ∈ {2, 5, 15, 30}).
Here the smallest values, K = 2 and N = 2, were included to illustrate the mech-
anism of the different statistical biases in extreme cases. We manipulated the
size of the effect between groups, δ, which was chosen from the set {0, 0.1, 0.5, 1}.
In each simulation we used one combination of parameter values, resulting in a
total of 64 simulations with 200 data sets each. The R-code for the simulations is
available in the online appendix: osf.io/uz2nq.

Implementation of Analysis Strategies

Hierarchical Bayesian t-test

For the hierarchical Bayesian analysis we fitted the complete hierarchical model
described in the section ‘Constructing a Data-Generating Model’ (see also Figure
7.1) to the simulated data. We assigned the group-level parameters µ1, τ , and λ
the priors described above. Moreover, we assigned the standardised effect size δ a
normal prior with mean 0 and standard deviation 1 (Rouder et al., 2009).

To analyse the simulated data we implemented the hierarchical model in Stan
(RStan version 2.9.0; Stan Development Team, 2016b, 2016a) and ran MCMC
chains until convergence (Gelman-Rubin diagnostic R̂ ≤ 1.05, Gelman & Rubin,
1992) with the same settings as described above (i.e., we obtained 20000 samples
from three chains, of which 2000 samples were discarded as burn-in and a further
three out of every four samples were removed by thinning). We then estimated
the Bayes factors using the Savage-Dickey method (Dickey & Lientz, 1970; Wa-
genmakers et al., 2010) based on logspline density fits of the posterior samples for
δ (C. J. Stone, Hansen, Kooperberg & Truong, 1997).
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Figure 7.2: Non-hierarchical model. Means x̄gi for participants i = 1, . . . , N in group
g = 1, 2 are normally distributed with mean µg and standard deviation τ . The difference
between group means µg is expressed by the standardised effect size δ = (µ2−µ1)/τ . N
denotes the normal prior distribution, U denotes the uniform prior, and T(0,) indicates
truncation at 0.

Non-hierarchical Bayesian t-test

For the non-hierarchical Bayesian analysis we considered a model that has the
same overall structure as the hierarchical model but ignores the participant-level
(Figure 7.2). Specifically, the model represents individual participants i in group
g by their participant means x̄gi (shaded, deterministic node in the innermost
plate), thus ignoring the sampling variance associated with the participant means.
The participant means are in turn drawn from a normal distribution with mean
µg (double-bordered, deterministic node in the outer plate; the node is shown
as deterministic because µ2 is fully determined by δ, τ , and µ1) and standard
deviation τ (right unshaded, stochastic node at the top). Groups again only differ
in their mean µg by δ · τ , where δ (left unshaded, stochastic node at the top) is
the standardised effect size.

We ran MCMC chains for the model until convergence and obtained 5000
samples from three chains for each model parameter, of which we discarded 500
samples as burn-in, leaving a total of 4500 posterior samples per parameter and
chain. Thinning was not necessary as we did not observe any noteworthy autocor-
relations. As with the hierarchical model, we estimated Bayes factors using the
Savage-Dickey method.

Hierarchical frequentist t-test

We based the hierarchical frequentist t-test on group-level estimates from the hier-
archical Bayesian model. In particular, we computed the median of the posterior
samples for the group-level means µg and standard deviation τ and used these
summary statistics to compute the t-values. We set the Type I error rate for the
two-sided test to the conventional α = .05.
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Non-hierarchical frequentist t-test

We based the non-hierarchical frequentist t-test on the participant means x̄gi. We
therefore computed estimates of the group-level means and standard deviation
by averaging the participant means in each experimental group and computing
the pooled standard deviation of the participant means, respectively. As for the
hierarchical t-test, we set α = .05.

Two-step frequentist t-test

For the two-step analysis approach we used participant-level estimates from the
hierarchical Bayesian model as input for a frequentist t-test. We therefore com-
puted the median of the posterior samples for each participant’s estimated true
mean θgi. We then obtained estimates of the group-level means and standard
deviation by averaging the posterior medians of the posterior estimates in each
experimental group and computing their pooled standard deviation, respectively.
As for the hierarchical t-test, we set α = .05.

Results

To anticipate our main conclusion, our simulation results corroborate the theor-
etical predictions. Specifically, an analysis that takes the hierarchical structure
of the data into account leads to approximately correct inferences, whereas ana-
lyses that neglect the hierarchical data structure lead to an overestimation of
the group-level variance, and thus bias Bayesian and frequentist t-tests towards
the null hypothesis. Moreover, taking a two-step analysis approach leads to an
underestimation of the group-level variance, and thus biases t-tests towards the
alternative hypothesis. In addition, the simulations also revealed a result that was
not obvious from the theoretical analyses; this result will be discussed in more
detail below.

Below we will focus on only the most extreme cases (N ∈ {2, 30}, K ∈
{2, 30}, δ ∈ {0, 1}) as they provide the clearest illustration of the consequences
of the different analysis strategies. Nevertheless, the results presented here hold
generally. The results of the full set of simulations can be found in the online
appendix: osf.io/uz2nq.

Hierarchical Bayesian T-Test

Figure 7.3 shows a comparison of the hierarchical and the non-hierarchical Baye-
sian t-test for δ = 0. Data points are the natural logarithm of the Bayes factors
under the hierarchical and non-hierarchical model (scatter plots), which means
that values below 0 indicate evidence for the null hypothesis whereas values above
0 indicate evidence for the alternative hypothesis; marginal distributions of the
Bayes factors under each model are shown on the sides. Panels give the results
for different numbers of trials (K) and participants per group (N). The horizontal
dashed line indicates the point where hierarchical log-Bayes factors are 0 and
favour neither the null nor the alternative hypothesis.
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The y-axis shows the hierarchical log-Bayes factors for 200 simulations. Hier-
archical Bayes factors constitute the correct Bayesian analysis of the simulated
data. When the number of participants is low, these Bayes factors are largely
unaffected by the number of trials per participant (compare top and bottom row
in the left column) and log-Bayes factors cluster around 0, which indicates a lack
of evidence. However, when the number of participants is large, Bayes factors
become smaller as the number of trials per participant increases, thus increasingly
favouring the null hypothesis (compare top and bottom row in the right column).

Figure 7.4 shows the comparison of the hierarchical and the non-hierarchical
Bayesian t-test for δ = 1. The results are complementary to the results for δ = 0;
hierarchical Bayes factors, shown on the y-axis, cluster around 0 when the number
of participants is low, irrespective of the number of trials per participant (compare
top and bottom row in the left column). This indicates a lack of evidence. On the
other hand, when the number of participants is large, hierarchical Bayes factors
become larger as the number of trials per participant increases (compare top and
bottom row in the right column), thus increasingly favouring the alternative hy-
pothesis (compare top and bottom row in the right column).

Non-hierarchical Bayesian T-Test

The non-hierarchical log-Bayes factors for δ = 0 are shown on the x-axis in Figure
7.3, the vertical dashed line indicates the point where the log-Bayes factors are
0. Similar to the hierarchical Bayes factors, when the number of participants is
low, non-hierarchical log-Bayes factors are unaffected by the number of trials per
participant and cluster around 0, which indicates a lack of evidence (compare top
and bottom row in the left column). However, when the number of participants
is large, Bayes factors become smaller as the number of trials per participant
increases, thus increasingly favouring the null hypothesis (compare top and bottom
row in the right column).

The non-hierarchical Bayes factors for δ = 1, shown on the x-axis in Figure
7.4. These Bayes factors cluster around 0 when the number of participants is low,
irrespective of the number of trials per participant (compare top and bottom row
in the left column). This indicates a lack of evidence. On the other hand, when
the number of participants is large, non-hierarchical Bayes factors become larger
as the number of trials per participant increases, thus increasingly favouring the
alternative hypothesis (compare top and bottom row in the right column).

Importantly, in the top right scatter plots of Figures 7.3 and 7.4, most data
points lie above the diagonal. This indicates that, when the number of participants
is large and the number of trials per participant is low, non-hierarchical Bayes
factors are biased towards the null hypothesis. However, when the number of
trials per participant is large, this bias disappears (compare bottom right panels
in Figures 7.3 and 7.4).

Similar patterns can be seen in Figure 7.5, which shows the differences in
absolute log-Bayes factors under the hierarchical and the non-hierarchical model.
Dashed grey lines show the point where Bayes factors under both models are equal.
The results for δ = 0, shown on the left, indicate that in most situations considered
here hierarchical and non-hierarchical Bayes are approximately equal. However,

165



7. Modelling Shortcuts

δ = 0

2 6

2

6

-2

2

2Participants

Trials

2 6

2

6

-2

30

2 6

2

6

-2

lo
g

(B
F

1
0
 H

)

log(BF10 NH)

30

2 6

2

6

-2

Figure 7.3: Outcomes of the Bayesian analysis under the hierarchical and non-hierarchical
Bayesian model for different numbers of simulated trials (K) and participants (N) for
δ = 0. The scatterplot shows a comparison of log-Bayes factors for the hierarch-
ical (BF10 H , y-axis) and non-hierarchical (BF10 NH , x-axis) Bayesian model. The
grey diagonal line shows where log-Bayes factors should fall in the case of equality
(log BF10 H = log BF10 NH). The dotted grey lines indicate the indecision point where
log BF = 1. Histograms show the marginal distribution of the log-Bayes factors.

when the number of participants is large and the number of trials per participant
is relatively small (top right panel), differences between absolute log-Bayes factors
are smaller than 0, which means that absolute non-hierarchical Bayes factors are
larger than absolute hierarchical Bayes factors, and thus tend to overstate the
evidence for the null hypothesis. The results for δ = 1, shown on the right, again
indicate that in most situations considered here hierarchical and non-hierarchical
Bayes are approximately equal. However, when the number of participants is
large and the number of trials per participant is relatively small (top right panel),
differences between absolute log-Bayes factors are larger than 0, which means that
non-hierarchical Bayes factors are smaller than hierarchical Bayes factors, and thus
are biased towards the null hypothesis.

The above observations can be accounted for by examining the behaviour of
the posterior distributions on which the Bayes factors are based. Figure 7.6 shows
the prior and quantile-averaged posterior distributions for δ under the hierarchical
and the non-hierarchical model. Panels show the results for different numbers of
trials (K) and participants per group (N) for δ = 0 (left subplot) and δ = 1
(right subplot). The posterior distributions under the hierarchical and the non-
hierarchical model are very similar under most conditions except when the number
of participants is large and the number of trials per participant is small (top right
panel in both subplots). When δ = 0 the modes of the posterior distributions
are equal under both models (top right panel in the left subplot), whereas when
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δ = 1

Figure 7.4: Outcomes of the Bayesian analysis under the hierarchical and non-hierarchical
Bayesian model for different numbers of simulated trials (K) and participants (N) for δ =
1. The scatterplot shows a comparison of log-Bayes factors for the hierarchical (BF10 H ,
y-axis) and non-hierarchical (BF10 NH , x-axis) Bayesian model. Asterisks indicate out-
liers (outliers are jittered to prevent visual overlap). The grey diagonal line shows where
log-Bayes factors should fall in the case of equality (log BF10 H = log BF10 NH). The
dotted grey lines indicate the indecision point where log BF = 1. Histograms show the
marginal distribution of the log-Bayes factors.
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Figure 7.5: Differences between log-Bayes factors under the hierarchical and non-
hierarchical Bayesian model. Violin plots show the distribution of differences between
absolute log-Bayes factors, | log BF10 H | − | log BF10 NH |, for different numbers of sim-
ulated trials (K) and participants (N). Dashed horizontal lines indicate no difference in
log-Bayes factors.
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Figure 7.6: Posterior distribution of effect size δ under the hierarchical and non-
hierarchical Bayesian model for different numbers of simulated trials (K) and participants
(N). Distributions shown are the prior (light grey dashed lines) and quantile-averaged
posterior distributions of δ under the hierarchical (H, black) and non-hierarchical model
(NH, dark grey) for δ = 0 (left subplot) and δ = 1 (right subplot). The grey solid vertical
line indicates the mean of the prior distribution and the black dashed vertical line shows
the true value of δ.

δ = 1 the mode under the non-hierarchical model is systematically smaller than
the mode under the hierarchical model (top right panel in the right subplot). This
pattern is due to the fact that the non-hierarchical model ignores the sampling
variance associated with participant means, which leads to an overestimation of
the group-level variance and thus biases the posterior distribution of the effect size
towards the null hypothesis δ = 0 when the true effect is δ = 1.

The quantile-averaged posteriors in Figure 7.6 furthermore reveal a subtle over-
confidence bias in the non-hierarchical model. When the number of participants
is large and the number of trials per participant is small (top right panel in both
subplots), the posterior under the non-hierarchical model is more peaked than
under the hierarchical model, which means that the non-hierarchical model over-
states the confidence that can be placed in estimates of the effect size δ. Although
we did not anticipate this result from our theoretical analysis, the overconfid-
ence bias is nevertheless in line with our theoretical considerations. Because the
non-hierarchical model ignores the sampling variance associated with participant
means as a separate source of uncertainty about δ, the posterior variance of δ is
underestimated.

The consequences of the behaviour of the posteriors for Bayes factors are
straightforward. First consider δ = 0, where the modes of the posterior dis-
tribution under both models are equal but, due to the overconfidence bias, the
posterior under the non-hierarchical model is more peaked. This means that the
non-hierarchical posterior has higher density at δ = 0, resulting in Bayes factors
that provide stronger support for the null hypothesis than hierarchical Bayes
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factors. Second, consider δ = 1. In this case, due to the overconfidence bias,
the posterior under the non-hierarchical model is again more peaked. This means
that, if the posterior modes under both models were similar, the non-hierarchical
model would yield larger Bayes factors than the hierarchical model. However,
for the simulations reported here the mode of the non-hierarchical posterior lies
considerably closer to δ = 0 than the mode of the hierarchical posterior, which
mitigates the effect of the lower posterior standard deviation and leads to a bias
towards the null hypothesis. Nevertheless, the trade-off between the two biases
is subtle and differences in the posterior mode are not guaranteed to fully offset
differences in posterior standard deviation between the hierarchical and the non-
hierarchical model. Smaller differences between the number of participants and
the number of trials per participant than reported here, for example, can result
in non-hierarchical Bayesian t-tests that overstate the evidence for the alternat-
ive hypothesis compared to hierarchical Bayesian t-tests (see Figures A2-A4 and
A6-A8 in the online appendix for examples).

True values

To obtain a standard for our comparisons between the three frequentist analysis
strategies we computed the true t-values and p-values for each simulated data set
based on the true participant means, which are usually not available to researchers
in empirical data sets. Figure 7.7 shows the true t-values (top rows) and p-values
(bottom rows) and the t- and p-values obtained by each of the three frequentist
analysis strategies for different numbers of trials (K) and participants per group
(N) for δ = 0 (left column) and δ = 1 (right column). Short thick black lines
indicate the mean t-values and p-values across the 200 simulations, numbers at
the bottom of each panel show the proportion of significant t-values.

The true t-values (TR, blue) are sensitive to the number of participants in each
experimental group. When δ = 0, the values are symmetrically distributed around
0 and cluster more closely together for larger numbers of participants (compare
blue dots in the left and right panels of the top left subplot). The type I error rate
approximately equals the nominal α = .05. The corresponding p-values (bottom
left subplot) are uniformly distributed over the range from 0 to 1, as is expected if
the null hypothesis is true. When δ = 1, the t-values are symmetrically distributed
around the theoretical value and cluster more closely together for larger numbers
of participants (compare left and right panels of the top right subplot). The
corresponding p-values rapidly approach 0 as the number of participants increases
(bottom right subplot).

Hierarchical Frequentist T-Test

When δ = 0, t-values that are based on group-level estimates from a hierarchical
Bayesian model (HF, green) tend to cluster more closely around 0 than the true
t-values for small numbers of participants (compare green to blue dots in the left
panels of the top left subplot). However, when the number of participants is large,
the t-values are as variable as the true t-values (right panels in the top left subplot).
This is also reflected in the observed type I error rate that is far below the nominal
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Figure 7.7: Outcomes of the frequentist analysis for different numbers of simulated trials
(K) and participants (N). Top row: t-values for δ = 0 (left subplot) and δ = 1 (right
subplot). Dotted lines show t = 0, dashed lines show the critical t-value in a two-sided
t-test with α = .05, and red lines show the theoretical t-value. Dots are true t-values
(TR; blue), t-values from a hierarchical frequentist strategy (HF; green), non-hierarchical
frequentist strategy (NF; grey), and two-step frequentist strategy (TF; orange); asterisks
denote outliers (outliers are jittered to prevent visual overlap). Numbers at the bottom
indicate the proportion of significant t-values (out of 200 t-tests). Bottom row: p-values
for δ = 0 (left subplot) and for δ = 1 (right subplot). Solid lines indicate p = .05.
Dots are true p-values (blue), p-values from a hierarchical frequentist strategy (green),
non-hierarchical strategy (grey), and two-step frequentist strategy (orange). Data points
are jittered for improved visibility.
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α = .05 when there are few participants but, somewhat unexpectedly, surpasses
that theoretical value for large numbers of participants and small numbers of trials.
The corresponding p-values cluster near 1 for small numbers of participants (left
panels in the bottom left subplot) but become more evenly spread over the range
from 0 to 1 for large numbers of participants, especially when the number of
trials per participant is relatively large (right panels in the bottom left subplot).
When δ = 1 the t-values are, on average, smaller than the true t-values (top
right subplot), except when the number of participants and the number of trials
per participant are large; the power of hierarchical t-tests lags behind that for t-
tests based on the true t-values. The p-values cluster near 1 for small numbers of
participants (left panels in the bottom right subplot) but approach 0 as the number
of participants increases, especially when the number of trials per participant is
large (right panels in the bottom right subplot).

These results can be understood by considering the behaviour of the group-
level hierarchical Bayesian estimates used in the frequentist analysis. Specifically,
because the hierarchical Bayesian model takes the hierarchical structure of the
data into account, estimates of the group-level variance τ are not overly biased.
The posterior estimate of each group-level mean µg is the weighted average of the
prior mean and participants’ sample means. For small numbers of participants
this posterior estimate is shrunken towards the prior mean but as the number of
participants increases, the posterior estimate increasingly depends on participants’
sample means. Consequently, when the number of participants is small, t-values
tend to be underestimated whereas when the number of participants is large, this
underestimation disappears.

Non-Hierarchical Frequentist T-Test

When δ = 0, t-values that are based on participant means (NF, grey) are similarly
distributed as the true t-values (compare grey to blue dots in the top left subplot)
and the observed type I error rate is roughly in keeping with the nominal α = .05.
The corresponding p-values uniformly span the range from 0 to 1 (bottom left
subplot). However, when δ = 1 and the number of participants is large but the
number of trial per participant is small the t-values are systematically smaller than
the true values (top right subplot), and power consequently lags behind the power
associated with the true t-values. This pattern is also reflected in the p-values,
which approach 0 more slowly than the true p-values (bottom right subplot).

These results are accounted for by the fact that basing t-values on participant’s
sample means x̄gi ignores the sampling variance associated with those means.
Consequently, the group-level variance is overestimated, which leads to an under-
estimation of t-values.

Two-Step Frequentist T-Test

When δ = 0, t-values that are based on participant-level estimates from a hierarch-
ical Bayesian model (TF, orange) are in most cases similar to the true t-values
(top left subplot). However, when the number of participants is large and the
number of trials per participant is small, t-values from a two-step analysis are

171



7. Modelling Shortcuts

more variable than the true t-values (compare orange and blue dots in the top
right panel of the top left subplot) and the type I error rate is up to six times
the nominal α = .05. The p-values show a corresponding pattern (bottom left
subplot), being uniformly distributed between 0 and 1 except when the number of
participants is large and the number of trials per participants is small, in which
case the p-values rapidly approach 0 (top right panel in the bottom left subplot).
When δ = 1, t-values from a two-step analysis are again largely similar to the
true t-values (top right subplot). However, when the number of participants is
large and the number of trials per participant is small, t-values from a two-step
analysis are larger and more variable than the true t-values (compare orange and
blue dots in the top right panel of the top right subplot). Nevertheless, the power
of two-step t-tests differs only slightly from that of t-tests based on the true t-
values. The corresponding p-values show a complementary pattern (bottom right
subplot), being relatively uniformly distributed between 0 and 1 when the number
of participants is small but rapidly approaching 0 when the number of participants
is large (top right panel in the bottom left subplot).

These results are again easily explained by the Bayesian estimators based on
which the t-values were computed. Participant-level estimates from a hierarch-
ical Bayesian model are shrunken towards a common value, the prior mean, and
shrinkage is strongest when the number of participants is large and the number
of trials per participant is small. Therefore, in these situations the group-level
variance is underestimated, resulting in an overestimation of t-values.

Conclusion

The results of our simulation study corroborate the theoretical predictions. Baye-
sian and frequentist t-tests that ignore the hierarchical data structure are biased
in favour of the null hypothesis. Frequentist t-tests in a two-step approach tend to
unduly favour the alternative hypothesis. In addition, our simulations revealed an
overconfidence bias in non-hierarchical Bayesian t-tests, which tend to overstate
the support for the hypothesis the Bayes factor favours. This overconfidence bias,
which we did not anticipate in our theoretical analysis, is explained by the nature
of the posterior distributions, which are too peaked when the hierarchical data
structure is ignored.

7.4 Discussion

Over the last decade the use of cognitive models in the analysis of experimental
data has become increasingly popular in cognitive science, a trend that has been
further reinforced by the recent popularisation of hierarchical Bayesian implement-
ations of cognitive models (Rouder & Lu, 2005; Rouder et al., 2003). This develop-
ment has had many positive effects, such as facilitating experimental studies based
on quantitative predictions and offering new ways of connecting neurophysiological
and psychological theories of the human mind (Forstmann et al., 2011). However,
the increased use of cognitive models comes at the cost of an increased number of
flawed applications of cognitive models.
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In the present study we set out to demonstrate how faulty analysis strategies in
cognitive modelling of hierarchical data can lead to biased statistical conclusions.
We considered two inappropriate approaches, namely ignoring the hierarchical
data structure and taking a two-step analysis approach. Both of these approaches
are highly prevalent in recent studies and might therefore introduce substantial
biases into the literature. Well-established theoretical results predict that ignoring
the hierarchy leads to an overestimation of the group-level variance, which should
result in a bias towards the null hypothesis (see also Box & Tiao, 1992). Tak-
ing a two-step approach, on the other hand, should lead to an underestimation
of the group-level variance, which should result in a bias towards the alternative
hypothesis. To illustrate the severity of these biases, we conducted a Monte Carlo
study in which we generated data for a two-group experiment. For illustrative
purposes we considered a simple statistical model with normal distributions on
the group-level and on the participant-level. For the Bayesian analysis of the data
we computed Bayes factors for the effect size based on either a hierarchical or a
non-hierarchical model. In line with our predictions, the simulations showed that
non-hierarchical Bayes factors exhibited a bias towards the null hypothesis. In
addition, the simulations also revealed an overconfidence bias in non-hierarchical
Bayes factors, which overstate the strength of the evidence provided by the data.
Although we did not anticipate this result from our theoretical analysis, the over-
confidence bias is explained by the theoretical properties of the posterior distri-
butions on which the Bayes factors are based. Both tendencies, the bias towards
the null hypothesis and the overconfidence bias, were most pronounced when the
number of simulated trials was small and the number of participants was large.

For the frequentist analysis we computed t-tests that were either based on par-
ticipants’ sample means which ignore the hierarchical data structure, or participant-
level posterior estimates from a hierarchical Bayesian model that represent a two-
step approach. In addition, we computed frequentist t-test that were based on
group-level posterior estimates from a hierarchical Bayesian model. Because the
group-level posterior estimates respect the hierarchical data structure, we expec-
ted that this analysis strategy might mitigate the biases of a two-step approach.
Our results were again largely in line with previous theoretical results. T-tests
based on participants’ sample means resulted in an underestimation of t-values
and a loss of power; these biases were particularly strong when the number of
participants was large and the number of trials was small. T-tests based on hier-
archical Bayesian participant-level estimates resulted in highly variable t-values,
leading to considerable type I error inflation, especially when the number of parti-
cipants was large and the number of trials was small. T-tests based on hierarchical
Bayesian group-level estimates, on the other hand, resulted in t-values that were
biased towards the null hypothesis, especially when the number of participants
was large and the number of trials per participant was relatively low.

Taken together, our results show that ignoring the hierarchical data structure
or taking a two-step analysis approach can bias researchers’ conclusions. These
biases are most pronounced when only little data is available for each participant
and the number of participants is large. Under these circumstances the sampling
variance will be greatest and, consequently, the group-level variance, if not mod-
elled correctly, will be overestimated to the highest degree, thus also maximising
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shrinkage in Bayesian parameter estimates.
One interesting implication of our results is that using hierarchical Bayesian

methods for parameter estimation might be most problematic in research areas
where its use has been advocated most strongly. A number of authors have sug-
gested that hierarchical Bayesian methods should be employed when estimating
the parameters of cognitive models in clinical populations because of the strong
constraints on data collection (Matzke et al., 2013, in press; Shankle et al., 2013;
Wiecki et al., 2013). Indeed, data from clinical populations will usually be highly
variable and hierarchical Bayesian approaches to modelling such data have the
clear advantage that they pool all available information, which allows them to
provide more reliable parameter estimates than if each participant’s data were
modelled individually. However, as our simulation study demonstrates, using hier-
archical Bayesian participant-level parameter estimates in ANOVA-type analyses
can lead to a substantial type I error inflation. A more appropriate analysis
strategy would be to include the clinical variables of interest in the hierarchical
Bayesian model itself. Unfortunately, whilst some software packages such as HDDM
already come equipped with a basic capability for modelling covariates (Wiecki et
al., 2013), other software packages do not yet include such capabilities. In many
cases a Bayesian regression model can easily be added to an existing hierarchical
cognitive model (Boehm et al., 2016). In cases where the software package can-
not easily be extended, users will need to seek other strategies to avoid statistical
biases in their analyses. One strategy we explored here was to use group-level para-
meter estimates from the hierarchical Bayesian model, rather than participants-
level estimates, as input for ANOVA-type analyses. Our simulations showed that,
although the type I error rate inflation caused by this strategy is considerably
smaller than that caused by a two-step analysis approach, the type I error rate
can still be up to four times the nominal rate. We therefore recommend against
the use of group-level estimates from a hierarchical Bayesian model in follow-up
statistical tests.

Careful examination of the mechanisms underlying the biases created by a
two-step analysis approach suggests further ways to alleviate the problem. As our
simulations show, using participant-level posterior estimates in a t-test leads to an
overestimation of t-values because the group-level variance is underestimated. This
overestimation is caused by shrinkage, which pulls less reliable participant-level es-
timates more strongly towards the group mean. However, whilst shrinkage corrects
the location of the participant-level posteriors, it does not eliminate the posterior
variance associated with these estimates. On the other hand, if participant-level
point estimates are used to estimate the group-level variance, as is done in a two-
step approach, the posterior variance associated with these estimates is ignored
and the group-level variance is thus underestimated.

An alternative approach that correctly takes the posterior variance of the
participant-level estimates into account is the method of plausible values (Ly et al.,
in press; Marsman, Maris, Bechger & Glas, 2016; Mislevy, 1991). In this approach
a single sample is drawn from the posterior distribution of the participant-level
parameters, which accounts for the fact that the posterior distributions have a cer-
tain variance. The resulting samples are referred to as plausible values and can be
used to compute an estimate of the group-level mean and variance. Repeating the
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sampling process several times will give sets of estimates of the group-level mean
and variance that, if pooled correctly (Mislevy, 1991), can be used to compute a
t-value.

Finally, irrespective of the technical explanations for our findings discussed
so far, our finding that participant-level parameter estimates from hierarchical
Bayesian models result in biased statistical tests seems to be squarely at odds
with other authors’ findings that such Bayesian estimates are better able to recover
participants’ true parameter values than non-hierarchical methods. For example,
(Farrell & Ludwig, 2008) found in their simulation study that hierarchical Bayesian
methods provided estimates of participants’ ex-Gaussian parameters that were
closest to the data-generating parameter values (see also Rouder et al., 2003).
There are two likely reasons for these divergent results. Firstly, whereas Farrell
and Ludwig were concerned with parameter estimation, we are concerned with
statistical testing. In parameter estimation, the quantity of interest is the absolute
deviation between the estimated and the true parameter values, which might very
well be minimal for hierarchical Bayesian estimates. In statistical testing, on the
other hand, it is not only the absolute deviation but also its direction that is of
interest. If the estimated parameters systematically deviate from the true values
in the direction of the group mean, estimates of the group-level variance that are
based on such parameter estimates will systematically be too small, and will thus
bias test statistics.

A second reason for the discrepancy with Farrell and Ludwig (2008) might lie
in the relatively low degree of shrinkage in their study. The most extreme case
simulated in Farrell and Ludwig’s study was an experiment with 80 participants
and 20 trials per participant, whereas the most extreme case in our study was
an experiment with 60 participants and 2 trials per participant. Consequently,
the sampling variance was much greater in our study so that the participant-level
estimates were strongly shrunken. Although it might be argued that such extreme
cases are rarely encountered in practice, it should be noted that the model with
normal distributions on all hierarchical levels considered here is extraordinarily
well behaved and can usually be fitted reasonably well with only little data. More
complex models, especially ones that rely heavily on the precise estimation of
variance parameters (e.g., Ratcliff & Childers, 2015), might show a problematic
sensitivity to shrinkage for much larger sample sizes, a problem that should be
explored in future studies.

To sum up, our simulation study showed that taking shortcut strategies for
applying cognitive models to hierarchical data biases frequentist as well as Baye-
sian statistical tests; these biases are most pronounced when only little data is
available. We therefore recommend that researchers avoid taking shortcuts and
use hierarchical models to analyse hierarchical data.
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Chapter 8

Discussion and Conclusions

The present dissertation has investigated recent claims that impatience is a ubi-
quitous force in human perceptual decision-making. These claims emanate from
the assumption that human decision makers are motivated to maximise their re-
ward rates. On the theoretical side of this argument, we have assessed the current
evidential support for the impatience hypothesis and have addressed the question
why previous empirical studies have not reported systematic discrepancies between
the standard model and data. On the empirical side, we have used an expanded
judgment task to test how sensitive human decision makers are to the dynam-
ics of their decision environment. Moreover, we have developed a physiological
measure for decision makers’ boundary setting. On the methodological side, we
have developed a regression framework for relating covariates to the parameters
of cognitive models, we have assessed different methods for estimating the DDM’s
between-trial parameters, and we have argued that shortcut methods for fitting
cognitive models to hierarchical data can lead to biased conclusions. Despite the
apparent diversity of these three methodological points, they are closely linked
to the current debate about impatience in perceptual decision-making: a major
reason for the many misunderstandings and incorrect assertions in this debate is
the lack of rigorous statistical analyses. In what follows I summarise the results
of the present work before I turn to a discussion of the broader context and derive
a number of recommendations for future research.

8.1 Summary and Conclusions

Chapter 2 reviewed the current empirical support for the impatience hypothesis.
The core assumption underlying the impatience hypothesis is that decision makers
strive to maximise their reward rates. However, many of the studies that purport
to support the impatience hypothesis did neither control nor systematically ma-
nipulate reward rates. Moreover, these studies differed systematically from studies
that support the traditional standard model with constant decision boundaries in
the way stimuli were presented, the duration of practice, and even the species of
the participants. Physiological arguments for the impatience hypothesis were sim-
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ilarly incomplete. Some of the often-cited single-cell recording studies in monkeys
showed good agreement between physiological data and models with constant de-
cision boundaries. Moreover, comparisons of physiological recordings in humans
and monkeys, and thus generalisations across species, are complicated by large
differences in spatial and temporal scales on which data were recorded. Finally,
both behavioural and physiological studies often failed to carry out quantitative
comparisons between the standard model with constant boundaries and models
with an impatience component. These results led us to conclude that, despite
claims to the contrary (Shadlen & Kiani, 2013), the impatience hypothesis is not
unequivocally supported by the data. To provide conclusive evidence in the debate
about the impatience hypothesis, future studies should systematically manipulate
rewards rates within a single experimental setup and carry out rigorous quant-
itative model comparisons. Moreover, comparative studies should use the same
training and testing protocol across species and obtain physiological records at
comparable temporal and spatial resolutions.

Chapter 3 presented a theoretical analysis and empirical test of the impatience
hypothesis. In our theoretical analysis, we considered two dynamic decision en-
vironments, one in which sampling costs increased over time and one in which
sampling costs decreased over time. Our results show that in both environments,
unless task difficulty was very high, optimal dynamic boundaries and constant
boundaries yielded similar reward rates. This suggests that assertions that dy-
namic decision environments automatically induce collapsing boundaries might be
incorrect. Based on these results, we conducted an experimental study in which we
tested whether human decision makers adjust their decision boundaries to obtain
maximal reward rates. This experiment yielded mixed results. Although parti-
cipants were sensitive to differences in the dynamics of the decision environment,
there were large individual differences in the degree to which participants’ decision
boundaries approximated the reward rate-optimal boundaries. In dynamic envir-
onments in particular, some participants deviated considerably from reward rate
optimality, even after extensive practice. These results suggest that reward rate
maximisation might not be the main force shaping human decision-making.

Chapter 4 developed a neurophysiological measure of decision makers’ bound-
ary setting before the onset of the decision process. Such physiological markers
are particularly relevant to tests of the impatience hypothesis as decision makers’
decision boundaries are generally not directly observable. We conducted an EEG
experiment in which participants performed a random dot motion task either un-
der speed or under accuracy instructions. Estimates of participants’ boundary
setting were obtained using a linear deterministic accumulator model, a close kin
of sequential sampling models. The results of this study showed that the height
of participants’ decision boundaries correlates with between-trial fluctuations in
CNV amplitude under speed but not under accuracy instructions. This led us to
conclude that CNV amplitude might reflect short-term adjustments of the decision
boundaries that serve to enhance fast decision-making. Consequently, measure-
ments of CNV amplitude might provide a viable method for measuring decision
boundaries online during task performance.

Chapter 5 considered the problem of relating covariates to parameter estim-
ates in cognitive models. Based on previous work in statistics, we suggested a

178



8.1. Summary and Conclusions

Bayesian regression framework that allows researchers to simultaneously fit a cog-
nitive model to behavioural data and relate the model parameters to covariates.
To illustrate the superiority of our method to popular categorisation-based ana-
lysis approaches, we fitted a reinforcement-learning model to simulated data using
our regression method and a categorisation-based approach. These simulations
showed that, in the case of multiple uncorrelated covariates, a categorisation-
based approach can miss veridical relationships between model parameters and
covariates, whilst in the case of multiple correlated covariates, a categorisation-
based approach can suggest spurious relationships between model parameters and
covariates. Our regression framework avoids these statistical fallacies and allows
for the computation of Bayes factors as a measure of the evidential support for
relationships between model parameters and covariates.

Chapter 6 compared different methods for estimating the DDM’s between-
trial variability parameters. We invited experts from the DDM community to
apply their estimation methods to three simulated data sets. The results of this
study showed that all estimation methods could reliably recover between-trial
variability in non-decision time. Estimates of variability in starting point and
drift rate, on the other hand, were associated with considerable uncertainty across
estimation methods and tended to miss the true parameter value by a wide margin.
However, uncertainty for estimates of drift rate variability was markedly lower
for methods that pooled data across participants. Moreover, imposing a priori
constraints on variability in drift rate and starting point resulted in estimates that
were closer to the true value. Both of these measures are naturally implemented
by hierarchical Bayesian estimation methods. These results led us to conclude
that, firstly, researchers should give careful consideration to whether between-
trial parameters are needed to fit a particular data set. Secondly, if between-
trial parameters are to be estimated, researchers should use hierarchical Bayesian
estimation methods.

Chapter 7 scrutinised a number of popular shortcut strategies in cognitive
modelling. Cognitive models are often applied to hierarchical experimental data.
However, two popular modelling approaches do not properly accommodate this
hierarchical structure, which can lead to biased conclusions. To gauge the severity
of these biases we conducted a simulation study for a two-group experiment. One
popular shortcut strategy ignores the hierarchical data structure. In line with
theoretical results from statistics, our simulations showed that this strategy bi-
ases Bayesian and frequentist tests towards the null hypothesis. Another popular
shortcut strategy takes a two-step approach by first obtaining participant-level
estimates from a hierarchical cognitive model and subsequently using these estim-
ates in a follow-up statistical test. In line with theoretical results, our simulations
showed that this strategy leads to a bias towards the alternative hypothesis. The
conclusion from this study was that only hierarchical models of the multilevel data
guarantee correct conclusions.
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8.2 Discussion and Future Directions

The goal of this present work was to investigate the impatience hypothesis. The
results of the theoretical and empirical analyses presented in Chapters 2 and 3
suggested that impatience hypothesis does not hold in the strong form it was ori-
ginally stated in. Exposing decision makers to a dynamic decision environment
does not automatically induce collapsing boundaries. The present work shares
this finding with a few recent publications that tested human decision makers
in dynamic environments and found no clear evidence for collapsing boundaries
(Hawkins, Forstmann et al., 2015; Voskuilen et al., 2016). Moreover, in situations
where reward rate maximisation requires expanding instead of collapsing bound-
aries, decision makers seem to invariable fail to maximise their reward rates, as
evidenced by the findings in Chapter 3 and Experiment 3 in Malhotra et al. (2017).

These results raise the question whether the impatience hypothesis is incorrect
and whether human decision-makers ignore reward rates. I would argue that it is
not the impatience hypothesis that is incorrect but rather the way it is phrased.
Decision makers certainly become impatient, participants in experimental studies
typically press a button in no more than a few seconds. However, human decision
makers never have full knowledge of the probabilistic structure of the environment
but rather need to infer parameters such as the distribution of task difficulties or
sampling costs from repeated interactions with the environment. Moreover, the
neurophysiological processes that implement human decision-making are noisy,
adding to the uncertainty about the environment (Deneve, 2012). Consequently,
decision makers are unlikely to find the exact shape of the reward rate optimal
boundaries, especially when this shape is complex. Instead, decision makers will
need to settle for simple boundaries that require only minor adjustments to yield
high reward rates in most decision environments; constant boundaries are a good
candidate for such a simple shape.

A more adequate statement of the impatience hypothesis seems to be ‘human
decision-makers maximise reward rates within the limits of their cognitive appar-
atus’. Progress in testing this version of the impatience hypothesis will hinge
critically on the development of quantitative models that account explicitly for
the limited and uncertain knowledge available to human decision makers. A can-
didate class of models for this task are reinforcement learning models (Busemeyer
& Stout, 2002; R. S. Sutton & Barton, 1998), which have been used successfully
to explain the acquisition of decision policies in value-based decision-making (Ahn
et al., 2008; Fridberg et al., 2010; Steingroever et al., 2014). In fact, Khodadadi,
Fakhariand and Busemeyer (2014) have proposed a model that combines rein-
forcement learning mechanisms with a sequential sampling model to explain the
acquisition of reward rate optimal constant decision boundaries. An extension of
this model to dynamic decision environments might allow researchers to quantify
the degree of reward rate optimality that decision makers can realistically achieve.

A further important implication for future work is that researchers need to
explore the full range of quantitative predictions generated by their theories. An
intuitively appealing argument for the impatience hypothesis is that, in order to
maximise the ratio of average rewards to average decision time, decision makers
should cut short decisions that take long (i.e., task difficulty is high) or yield
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smaller rewards as time passes (i.e., mounting sampling costs). To achieve this,
decision makers should adopt collapsing boundaries. However, the quantitative
analysis presented in Chapter 2 showed that this intuition only applies to a sur-
prisingly limited set of decision environments; despite mounting sampling costs,
constant boundaries lead to near-optimal reward rates in most decision environ-
ments. Similarly, the quantitative analysis in Malhotra et al. (in press) shows
that constant boundaries are nearly optimal across a wide range of mixed task
difficulties. Another instance where intuitions about the predictions of sequen-
tial sampling models have led to incorrect conclusions is discussed in Evans et al.
(2017). These examples demonstrate that the complexity of contemporary quant-
itative models in psychology exceeds the range of what can be grasped through
simple intuition. A main motivation for the development of quantitative models
is that they can generate precise and testable predictions. However, to be able to
take advantage of these precise predictions, researchers need to understand what
exactly a model does or does not predict. In light of the increasing popularity
of complex, high-dimensional models of decision-making, such as reinforcement
learning models (Busemeyer & Stout, 2002; R. S. Sutton & Barton, 1998) and
neural networks (Huang & Rao, 2013; Rao, 2010; Standage et al., 2011), methods
for systematic exploration of a model’s parameter space, such as parameter space
partitioning (Pitt, Kim, Navarro & Myung, 2006; Pitt, Myung, Montenegro &
Pooley, 2008), will become increasingly important.

The analyses in Chapter 4 used the single-trial LBA model (Van Maanen et al.,
2011; Ho et al., 2012) to obtain estimates of participants’ drift rate and boundary
setting on a single-trial basis. One drawback of this model is that it relies on
a two-step estimation procedure; in a first step the LBA model is fitted to the
participant-level data and in a second step, these maximum-likelihood estimates
are used to compute single-trial maximum-likelihood estimates of drift rate and
boundary. The reason for this procedure is that the likelihood function is not
identified on the single-trial level. However, the resulting single-trial estimates
are conditional on the participant-level estimates, and might therefore be biased.
Recently developed hierarchical Bayesian methods avoid this problem by either
directly modelling the joint distribution of neurophysiological measurements and
model parameters on the single-trial level (Turner, Van Maanen & Forstmann,
2015), or by defining a regression model that relates single-trial neurophysiolo-
gical measurements to model parameters (Wiecki et al., 2013; Frank et al., 2015).
Consequently, future applications of sequential sampling models to single-trial
data should forego two-step estimation and instead rely on a statistically optimal
joint modelling approach.

Throughout this thesis, I have advocated the use of hierarchical Bayesian
models in combination with Bayes factors to test scientific hypotheses. Most
applications of these methods presented here were limited to relatively simple
hypotheses that often involved nested models. In Chapter 5, for example, we
tested whether individual regression weights deviated from zero, and in Chapter
7 we tested whether standardised group differences were zero. In these instances,
Bayes factors could be computed analytically or could easily be approximated us-
ing MCMC-sampling in combination with Savage-Dickey density ratios (Dickey
& Lientz, 1970). However, many research questions involve complex, non-nested
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models. Recent applications of models of choice response times, for example,
involve the comparison of competing, non-nested stochastic and ballistic accu-
mulator models (Donkin, Brown, Heathcote & Wagenmakers, 2011; Heathcote &
Hayes, 2012; Osth, Bora, Dennis & Heathcote, 2017). In these cases, Bayes factors
cannot be computed analytically and Savage-Dickey density ratios are not applic-
able. A possible alternative solution is offered by Monte Carlo sampling methods
that approximate the marginal likelihood of the competing models. One partic-
ularly attractive method is bridge sampling (Bennett, 1976; Gronau et al., 2017;
Meng & Wong, 1996), which allows for the approximation of Bayes factors un-
der relatively mild conditions (e.g., Frühwirth-Schnatter, 2004). Combining this
method with Bayesian implementations of sequential sampling models and the
regression framework developed in Chapter 5 will yield a powerful tool for testing
complex hypotheses about complex models.
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Appendix A

Appendix to Chapter 3: ‘On the
Relationship Between Reward Rate

and Dynamic Decision Criteria’

In our theoretical analysis we argued that the shape of the optimal DDC mainly
depends on whether sampling costs increase or decrease over time, and that mono-
tonic transformations of the sampling costs should not affect the general shape of
the optimal DDC. One prominent example of such transformations is prospect
theory which proposes that human decision-making is not governed by the object-
ive losses and wins associated with different decisions, but rather by a non-linear
transformation of these quantities, the utility function (Kahneman & Tversky,
1979; Tversky & Kahneman, 1992).

The non-linear utility function is governed by two parameters:

uk(t) =

{
X(t)A if X(t) ≥ 0

−w · |X(t)|A if X(t) < 0,
(A.1)

where A ∈ [0, 1] is the shape parameter, and w ∈ [0, 5] is the loss aversion para-
meter. The effect of the two parameters on the utility function is illustrated in
Figure A.1. As can be seen in the left panel, the A parameter determines the
shape of the utility function. For values of A close to 1, the function is nearly
linear whilst for values close to 0 it approximates a step function. The right panel
shows the effect of the w parameter, which determines the degree to which losses
are given higher weight than wins. For values of w close to 1, wins and losses
are weighted equally, whilst values close to 0 mean that losses are neglected and
values close to 5 mean that losses are overweighted relative to wins.

Figure A.2 shows the optimal decision criterion for the increasing costs condi-
tion (left column) and the decreasing costs condition (right column) for different
parameterisations of the utility function. As can be seen, although the utility func-
tion influences the height of the optimal criterion, it does not change the shape of
the criterion. The shape parameter A seems to merely shift the criterion down-
wards for smaller values of A (compare first and second row of plots). However,
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Figure A.1: Effect of the shape (A) and loss aversion parameter (w) on the prospect
utility function.

for very small values of A (not shown in the Figure), the optimal decision criterion
is flat at 0.5, which means that the optimal decision strategy is to guess immedi-
ately, rather than wait for any sensory information. The effect of the loss aversion
parameter w is opposite to that of A. Lower values of w shift the decision criterion
up whereas lower values shift the criterion down (compare second to fourth row
of plots).

These results can be easily explained in light of the utility function. For values
of the shape parameter A close to 1, the utility function is nearly linear and
the impact of changes in A is largest on large absolute payoffs. Such changes
therefore most strongly impact the perceived differences between wins for correct
decisions and losses for incorrect decisions, rapidly equalising the perceived values.
Consequently, the decision maker stands to gain less from a correct decision and
to lose less for an incorrect decision, and should therefore become increasingly
willing to risk an incorrect decision due to a low decision criterion, which is reflect
by a lower decision criterion. However, for smaller values of the shape parameter,
changes in A also affect small absolute payoffs. Therefore, such changes in A
increasingly equalise the perceived sampling costs at different points in time and
make the perceived sampling costs more similar to the wins and losses for correct
and incorrect decisions. Because changes in sampling costs are the driving force
behind different shapes of the decision criterion, equalising the perceived sampling
costs across time yields a flat optimal criterion. Moreover, because sampling costs
are perceived to be numerically equal to wins and losses (for A = 0 the utility
function returns only the values 1 and −w), waiting for even one time step incurs
costs that exceed the potential wins for a correct decision, which means that the
optimal strategy is to guess immediately.

The loss aversion parameter w determines the perception of negative pay-
offs, with smaller values of w corresponding to lower weights for negative payoffs.
Therefore, small values of w result in small perceived absolute sampling costs,
which makes the decision to wait for an additional time step before committing to
a decision relatively cheaper and results in a higher decision criterion. However,
small values of w do not nullify differences in sampling costs across time to the
degree that smaller values of A, thus leaving the shape of the decision criterion
intact.
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Figure A.2: Optimal bounds for different parameterisations of the prospect utility func-
tion.
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Appendix to Chapter 4:
‘Trial-by-Trial Fluctuations in CNV

Amplitude Reflect Anticipatory
Adjustment of Response Caution’

Single-trial drift rate by itself is not a better predictor of CNV amplitude than
single-trial response caution but contains additional information about CNV amp-
litude beyond that conveyed by single-trial response caution. We tested whether
single-trial drift rate predicts CNV amplitude with the DR × Cond (drift rate)
Model (Table B.1), which contained a fixed and a random effect for experimental
condition as well as fixed and random effects of single-trial drift rate and the inter-
action between drift rate and experimental condition. The RC x Cond Model was
superior to the DR× Cond Model (∆AIC = 22; a chi-square test could not be com-
puted because both models had the same number of degrees of freedom), meaning
that single-trial drift rate by itself was not as good a predictor of CNV amplitude
as single-trial response caution. We investigated further whether single-trial drift
rate explains additional variance in CNV amplitude beyond response caution. The
RC + DR Model included the same predictors as the RC × Cond Model and ad-
ditional fixed and random effects for drift rate and drift rate by experimental
condition. A formal comparison with the RC × Cond Model showed that the RC
+ DR Model accounted better for CNV amplitude (∆AIC = 6; χ2(13) = 35.37,
p = .002).

The finding that single-trial drift rate correlates with CNV amplitude in addi-
tion to single-trial response caution is critical with respect to the conceptual un-
derpinnings of the single-trial Linear Ballistic Accumulator (STLBA) model. The
Linear Ballistic Accumulator (LBA) model decomposes response time and accur-
acy data into a number of underlying decision processes such as response caution,
drift rate, and non-decision time that describe the shape of a participant’s response
time distribution (S. D. Brown & Heathcote, 2008). The STLBA model then aims
to obtain estimates of single-trial response caution and drift rate from the para-
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Table B.1: Model parameters for linear mixed effects models of the relationship between
drift rate and CNV amplitude.

DR×Cond Model DR+Cond Model

AIC 26860 26832

β̂ (SE) t-value β̂ (SE) t-value

Intercept 5.665 (2.132) 2.658 0.769 (2.491) 0.309
Condition -0.491 (2.212) -0.222 4.743 (3.026) 1.567
DR 8.911 (3.592) 2.481 9.190 (3.254) 2.824
DR×Cond -5.543 (4.043) -1.371 -5.738 (4.474) -1.282
RC 0.024 (0.008) 2.969
RC×Cond -0.025 (0.010) -2.511

meters estimated by the LBA model (Ho et al., 2012; Van Maanen et al., 2011).
Ideally, these estimates should be independent, which means that a physiological
measure of response caution should only be correlated with the model estimates
of response caution but not drift rate. Our finding that CNV amplitude correlates
with single-trial drift rate implies that either CNV amplitude reflects a mixture
of response caution and drift rate or that the STLBA model does not completely
separate response caution and drift rate.

Two findings make us confident that the CNV amplitude mostly reflects fluc-
tuations in response caution, rather than drift rate. Firstly, our statistical analysis
based on the single-trial parameter estimates showed that response caution is a
better predictor of CNV amplitude than drift rate. Secondly, if the CNV amplitude
would mostly reflect fluctuations in drift rate, large increases in CNV amplitude
should be associated with small increases in response time for short response times
whilst small increases in CNV amplitude should be associated with large increases
in response time for long response times. Drift rate is the slope of the ballistic
trajectory of the accumulated evidence towards the decision boundary (see Figure
4.2). Short response times are caused by a very high drift rate, that is, a very
steep slope. At such a steep slope, numerically big changes in drift rate lead to
relatively small changes in the point at which the trajectory of the accumulated
evidence intersects the decision bound, leading to only minor changes in response
time. Long response times, on the other hand, are caused by a low drift rate,
that is, very shallow slope of the evidence trajectory. Under these circumstances,
numerically small changes in drift rate cause considerable shifts in the point at
which the trajectory intersects the decision boundary, giving rise to large changes
in response time.

Our exploratory GAMs analysis of the raw response time data showed that
small increases in CNV amplitude are associated with large increases in response
time for short response times whilst, according to the above reasoning, if the CNV
amplitude would reflect drift rate, large changes in CNV amplitude should be
associated with small changes in response times for fast responses. Similarly, we
found that larger increases in CNV amplitude are associated with small increases
in response time for longer response times whilst the above reasoning implies that
the opposite should be the case if CNV amplitude reflected drift rate. This finding
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Table B.2: Model parameters for linear mixed effects of the relationship between response
time and CNV amplitude at FCz for different time windows.

Time Window -0.10 to -0.20s

Baseline Model RT Model RT×Cond Model

AIC 28566 28550 28529

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 10.021 (1.405) 7.134 11.504 (2.036) 5.650 15.288 (2.864) 5.338
Cond -3.157 (0.836) -3.774 -1.929 (0.839) -2.300 -8.052 (2.411) -3.340
RT -0.003 (0.004) -2.054 -0.010 (0.003) -3.186
RT×Cond 0.001 (0.003) 3.114

Time Window -0.55 to -0.45s

AIC 28051 28050 28039

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 8.176 (1.167) 7.008 8.746 (1.602) 5.460 11.761 (2.242) 5.245
Cond -2.992 (0.708) -4.225 -2.481 (0.698) -3.552 -7.392 (1.983) -3.72
RT -0.001 (0.001) -1.065 -0.007 (0.003) -2.708
RT×Cond 0.008 (0.003) 3.010

Time Window -1.05 to -0.95s

AIC 27426 27423 27422

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 4.859 (0.763) 6.367 5.343 (1.201) 4.451 6.49 (1.780) 3.655
Cond -1.207 (0.475) -2.543 -0.864 (0.695) -1.243 -2.879 (1.819) -1.582
RT -0.001 (0.001) -0.710 -0.003 (0.002) -1.351
RT×Cond 0.003 (0.002) 1.338

Time Window -1.55 to -1.45s

AIC 26690 26692 26699

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 4.152 (0.681) 6.100 5.022 (0.928) 5.409 5.029 (1.160) 4.336
Cond -1.035 (0.490) -2.112 -0.380 (0.558) -0.680 -0.459 (1.516) -0.303
RT -0.002 (0.001) -1.654 -0.002 (0.001) -1.079
RT×Cond < 0.001 (0.002) 0.055

Note. Experimental condition is dummy-coded as SP=0 and AC=1.

implies that CNV amplitude does not reflect fluctuations in drift rate but rather
in response caution.
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Table B.3: Model parameters for linear mixed effects of the relationship between response
time and CNV amplitude at Cz for different time windows.

Time Window -0.10 to -0.20s

Baseline Model RT Model RT×Cond Model

AIC 28938 28914 28902

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 9.251 (1.541) 6.002 11.171 (2.368) 4.717 14.692 (2.977) 4.935
Cond -2.920 (0.723) -4.039 -1.539 (0.850) -1.810 -7.466 (2.120) -3.522
RT -0.004 (0.002) -2.144 -0.010 (0.003) -3.328
RT×Cond 0.009 (0.003) 3.258

Time Window -0.55 to -0.45s

AIC 28235 28226 28218

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 7.492 (1.295) 5.786 8.289 (1.932) 4.291 11.437 (2.438) 4.691
Cond -2.827 (0.653) -4.332 -2.253 (0.717) -3.141 -7.602 (1.737) -4.377
RT -0.002 (0.001) -1.176 -0.007 (0.002) -3.009
RT×Cond 0.008 (0.002) 3.543

Time Window -1.05 to -0.95s

AIC 27475 27464 27468

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 4.240 (1.044) 4.061 4.864 (1.666) 2.921 6.040 (1.935) 3.121
Cond -1.005 (0.447) -2.251 -0.648 (0.708) -0.916 -2.652 (1.464) -1.812
RT -0.001 (0.001) -0.744 -0.003 (0.002) -1.416
RT×Cond 0.003 (0.002) 1.443

Time Window -1.55 to -1.45s

AIC 26552 26547 26555

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 3.066 (0.871) 3.520 3.910 (1.251) 3.126 3.877 (1.285) 3.018
Cond -0.943 (0.469) -2.011 -0.330 (0.502) -0.657 -0.322 (1.417) -0.227
RT -0.002 (0.001) -1.377 -0.001 (0.001) -0.998
RT×Cond > −0.001 (0.002) -0.003

Note. Experimental condition is dummy-coded as SP=0 and AC=1.
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Table B.4: Model parameters for linear mixed effects of the relationship between re-
sponse time and CNV amplitude at the electrode with maximum AC-SP difference per
participant for different time windows.

Time Window -0.10 to -0.20s

Baseline Model RT Model RT×Cond Model

AIC 29681 29677 29673

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 8.353 (0.567) 14.741 6.047 (0.885) 6.832 2.539 (1.317) 1.928
Cond 2.857 (0.680) 4.206 1.217 (0.802) 1.518 7.294 (2.022) 3.607
RT 0.004 (0.001) 3.360 0.010 (0.002) 4.995
RT×Cond -0.009 (0.003) -3.502

Time Window -0.55 to -0.45s

AIC 44320 44318 44322

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 6.182 (0.431) 14.353 4.761 (0.817) 5.826 3.318 (1.425) 2.329
Cond 1.181 (5.370) 2.199 0.102 (0.843) 0.121 2.620 (1.568) 1.671
RT 0.002 (0.001) 1.842 0.005 (0.003) 1.871
RT×Cond -0.004 (0.002) -1.431

Time Window -1.05 to -0.95s

AIC 27869 27876 27879

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 4.447 (0.339) 13.136 4.730 (0.588) 8.050 2.841 (0.929) 3.058
Cond 0.305 (0.514) 0.593 0.543 (0.595) 0.914 3.926 (1.396) 2.812
RT -0.001 (0.001) -0.590 0.003 (0.002) 1.852
RT×Cond -0.005 (0.002) -2.645

Time Window -1.55 to -1.45s

AIC 26767 26775 42629

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 2.335 (0.308) 7.590 2.622 (0.507) 5.179 1.647 (0.928) 1.776
Cond 0.316 (0.403) 0.783 0.530 (0.503) 1.054 2.149 (1.244) 1.727
RT -0.001(0.001) -0.706 0.001 (0.001) 0.825
RT×Cond -0.002 (0.002) -1.412

Note. Experimental condition is dummy-coded as SP=0 and AC=1.
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Table B.5: Model parameters for linear mixed effects of the relationship between re-
sponse time and CNV amplitude at the electrode with maximum AC-SP difference per
participant for different time windows.

Time Window -0.10 to -0.20s

Baseline Model RT Model RT×Cond Model

AIC 26862 26862 26838

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 9.942 (1.400) 7.100 8.740 (1.294) 6.753 5.160 (1.167) 4.422
Cond -3.079 (0.853) -3.609 -3.615 (0.965) -3.746 1.858 (1.576) 1.179
RT 0.006 (0.003) 1.851 0.024 (0.007) 3.469
RT×Cond -0.025 (0.008) -3.037

Time Window -0.55 to -0.45s

AIC 26379 26386 26368

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 8.142 (1.157) 7.040 8.139 (1.179) 6.904 5.282 (1.520) 3.475
Cond -2.870 (0.682) -4.206 -2.926 (0.692) -4.228 1.067 (1.55) 0.687
RT ¡0.001 (0.003) 0.049 0.015 (0.006) 2.354
RT×Cond -0.019 (0.008) -2.530

Time Window -1.05 to -0.95s

AIC 10920 10926 10921

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 4.807 (0.740) 6.499 4.829 (0.842) 5.733 3.828 (1.323) 2.894
Cond -1.179 (0.485) -2.430 -1.193 (0.536) -2.227 -0.062 (1.627) -0.038
RT > −0.001 (0.003) -0.076 0.005 (0.006) 0.885
RT×Cond -0.006 (0.007) -0.827

Time Window -1.55 to -1.45s

AIC 10195 10200 10209

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 0.425 (0.069) 6.123 0.350 (0.077) 4.567 0.309 (0.094) 3.297
Cond -0.108 (0.052) -2.054 -0.137 (0.057) -2.413 -0.077 (0.110) -0.703
RT < 0.001 1.748 0.001 (< 0.001) 1.593
RT×Cond > −0.001 (< 0.001) -0.634

Note. Experimental condition is dummy-coded as SP=0 and AC=1.
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Table B.6: Model parameters for linear mixed effects of the relationship between response
caution and CNV amplitude at Cz for different time windows.

Time Window -0.10 to -0.20s

Baseline Model RT Model RT×Cond Model

AIC 27200 27194 27182

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 9.116 (1.476) 6.177 7.598 (1.287) 5.906 4.326(1.288) 3.359
Cond -2.770 (0.755) -3.667 -3.335 (0.822) -4.056 1.410 (1.558) 0.905
RT 0.007 (0.003) 2.047 0.023(0.006) 3.643
RT×Cond -0.021 (0.007) -2.925

Time Window -0.55 to -0.45s

AIC 26550 26552 26547

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 7.407 (1.249) 5.931 7.251 (1.122) 6.462 4.715 (1.149) 4.104
Cond 2.658 (0.623) -4.269 -2.817 (0.652) -4.319 0.659 (1.397) 0.472
RT < 0.001 (0.003) 0.286 0.013 (0.005) 2.433
RT×Cond -0.015 (0.006) -2.473

Time Window -1.05 to -0.95s

AIC 39853 39852 39861

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 3.140 (0.867) 3.622 2.259 (0.786) 2.872 2.280 (1.107) 2.059
Cond -0.956 (0.486) -1.968 -1.336 (0.573) -2.331 -1.234 (1.216) -1.014
RT 0.004 (0.002) 1.931 0.004 (0.003) 1.186
RT×Cond -0.001 (0.042) -0.025

Time Window -1.55 to -1.45s

AIC 10195 10200 10209

β̂ (SE) t-value β̂ (SE) t-value β̂ (SE) t-value

Intercept 0.425 (0.069) 6.123 0.350 (0.077) 4.567 0.309 (0.094) 3.297
Cond -0.108 (0.052) -2.054 -0.137 (0.057) -2.413 -0.077 (0.110) -0.703
RT < 0.001 (< 0.001) 1.748 0.001 (< 0.001) 1.593
RT×Cond > −0.001 (< 0.001) -0.634

Note. Experimental condition is dummy-coded as SP=0 and AC=1.
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Appendix to Chapter 5: ‘Using
Bayesian Regression to Test

Hypotheses About Relationships
Between Parameters and Covariates

in Cognitive Models’

In this appendix we provide the results of our simulation study for all four para-
meters of the PVL-Delta model. Figure C.1 gives the log-Bayes factors for all
PVL-Delta parameters from our simulations with uncorrelated covariates. Dark
grey dots show the Bayes factors obtained in the regression analysis, light grey
dots show the Bayes factors obtained in the median-split analysis. Recall that our
simulated data were generated so that the first covariate would be positively correl-
ated with the A parameter and the second covariate would be negatively correlated
with the w parameter. The correlations between A and the second covariate, and
between w and the first covariate were set to 0 and the relationships between the
remaining model parameters and the covariates were set to the values estimated
from Steingroever et al.’s (in press) data, and were negligible. As described in
the main text, the Bayes factors from the regression analysis showed strong evid-
ence for an effect of the first covariate on the A parameter (dark grey dots, left
column in the top row) whereas the median-split analysis provided much weaker
evidence for such an effect (light grey dots, left column in the top row). Similarly,
the regression analysis strongly supported an effect of the second covariate on the
w parameter (dark grey dots, second column in the bottom row), whereas the
median-split analysis provided weaker evidence for such an effect (light grey dots,
second column in the bottom row). For the null-effects of the first covariate on
the w parameter (second column, top row) and of the second covariate on the A
parameter (left column, bottom panel), both analyses performed similarly without
any appreciable differences in Bayes factors. Finally, both analyses provided only
weak support if any for an effect the covariates on the a and c parameters and
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Figure C.1: Bayes factors from 50 simulated data sets for the regression and median-
split analysis with uncorrelated covariates. Data points show the log-Bayes factors for
the alternative hypothesis (log(BF10)) obtained in the regression (RG, dark grey dots)
and median-split (MS, light grey dots) analysis for the PVL-Delta model’s A and w
parameters (columns) and two covariates (rows). Lines indicate the mean log-BF. Arrows
highlight underestimation of Bayes factors in the median-split analysis. Data points are
jittered along the x-axis for improved visibility.

there were no sizable differences in Bayes factors.
Figure C.2 gives the log-Bayes factors for all PVL-Delta parameters from our

simulations with correlated covariates. As described in the main text, the Bayes
factors obtained from the regression analysis again showed stronger evidence for
an effect of the first covariate on the A parameter (dark grey dots, left column in
the top row) than the median-split analysis (light grey dots, left column in the
top row). Similarly, the regression analysis provided stronger support for an effect
of the second covariate on the w parameter (dark grey dots, second column in the
bottom row), than the median-split analysis (light grey dots, second column in the
bottom row). However, unlike in the case of uncorrelated covariates, in the case
of correlated covariates the median-split analysis now suggested spurious effects of
the first covariate on the w parameter (second column, top row) and of the second
covariate on the A parameter (left column, bottom row). Finally, the regression
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Figure C.2: Bayes factors from 50 simulated data sets for the regression and median-
split analysis with correlated covariates. Data points show the log-Bayes factors for
the alternative hypothesis (log(BF10)) obtained in the regression (RG, dark grey dots)
and median-split (MS, light grey dots) analysis for the PVL-Delta model’s A and w
parameters (columns) and two covariates (rows). Lines indicate the mean log-BF. Arrows
highlight overestimation of Bayes factors in the median-split analysis. Data points are
jittered along the x-axis for improved visibility.

as well as the median-split analysis did not provide strong evidence for any effects
of the covariates on the a and c parameters, and there were no clear differences in
Bayes factors visible between the two analyses.

Taken together, these results illustrate that, in the case of uncorrelated covari-
ates, a median-split analysis tends to understate the evidence for existent effects.
In the case of correlated covariates, a median-split analysis also understates the
evidence for existent effects but in addition suggests spurious effects of covariates
on model parameters that are in fact unrelated. Furthermore, our results show
that in cases where model parameters do not have any appreciable relationships
with any of the covariates, as was the case for the a and c parameters, regression
and median-split analyses perform similarly and there are no appreciable biases
associated with a dichotomisation-based analysis.

Figure C.3 shows the posterior means of the standardised effect sizes estimated
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in the regression analysis (RG, left panels in each subplot) and the posterior means
of the standardised effect sizes estimated in the median-split analysis (MS, right
panels in each subplot). The left subplot shows results for the case of uncorrelated
covariates, the right subplot shows the results for the case of correlated covariates.
The top row shows the results for the first covariate, the bottom row for the
second covariate. The results corroborate the results from the Bayes factors. In
the case of uncorrelated covariates (left subplot), the estimated effects in both
models are largest for effects that we created to be non-zero (i.e., the effect of the
first covariate on A and the effect of the second covariate on w, leftmost column of
the panels in the top row and second-from-left column of the panels in the bottom
row, respectively). Moreover, both models correctly estimate the direction of the
effect of the first covariate on the A parameter to be positive (leftmost column of
the panels in the top row), and the direction of the effect of the second covariate
on w to be negative (second-from-left column of the panels in the bottom row).
Both models also correctly estimate the effects of the first and second covariate on
a and c to be close to 0 (second-from-right and rightmost columns of each panel).

In the case of correlated covariates (right subplot), both analyses again cor-
rectly estimate the size and direction of the strong effects of the first covariate on
the A parameter (leftmost column of the panels in the top row) and of the second
covariate on the w parameter (second-from-left column of the panels in the bot-
tom row). However, while the regression analysis correctly estimates the relation-
ships between the first covariate and the w parameter (left panel, second-from-left
column in the top row) and between second covariate and the A parameter (left
panel, leftmost column in the bottom row) to be approximately 0, the median-split
analysis suggests a weakly negative association between the first covariate and w
(right panel, second-from-left column in the top row) and between the second co-
variate and A (right panel, leftmost column in the bottom row). Finally, both
models correctly estimate the effects of the covariates on the a and c parameters
to be close to 0.

These results align well with the results for the Bayes factors. In the case of un-
correlated covariates, the regression analysis as well as the median-split analysis
correctly indicate the direction and size of the relationships between covariates
and model parameters. However, in the case of correlated covariates, the median-
split analysis tends to suggest spurious relationships between covariates and model
parameters. The direction of these spurious effects is equal to the direction of the
true effects. This suggests a spill-over from one covariate to the other that arises
from the fact that the median-split analysis ignores the correlation between covari-
ates, whereas the regression analysis partials out correlations between covariates.
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Figure C.3: Mean posterior estimates from 50 simulated data sets of effects for the
regression and median-split analysis for uncorrelated (left subplot) and correlated (right
subplot) covariates. Data points show the estimated standardised effect sizes (β̂) from the
regression analysis (RG; left panels in each subplot, dark grey dots) and the estimated
standardised effect size (δ̂) from the median-split analysis (MS; right panels in each
subplot, light grey dots) for the four PVL-Delta parameters. The top row shows the
results for the first covariate, the bottom row for the second covariate. Black lines indicate
the mean across simulations. Data points are jittered along the x-axis for improved
visibility.
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Frühwirth-Schnatter, S. (2004). Estimating marginal likelihoods for mixture and
markov switching models using bridge sampling techniques. Econometrics
Journal , 7 , 143-167.
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Beslissen is een belangrijk onderdeel van het alledaagse leven. Sommige beslis-
singen zijn ingewikkeld en hebben ingrijpende gevolgen, bijvoorbeeld als je een
studieprogramma aan een universiteit moet kiezen, terwijl andere beslissingen
juist heel subtiel zijn, bijvoorbeeld als je op het station staat en probeert het
vertrekspoor van je trein te verstaan. De meeste beslissingen hebben echter twee
dingen gemeen. Ten eerste hebben veel beslissingen te maken met onzekerheid.
De arbeidsmarkt kan snel veranderen: misschien heb je met een studie die nu
een goed beroepsperspectief heeft over vijf jaar er toch geen baan. Het station
kan druk zijn en de luidspreker net te veer weg om de omroep goed te kunnen
verstaan. Ten tweede hebben veel beslissingen te maken met ongeduld. Misschien
is het moeilijk om een studie te kiezen, maar als je de inschrijfperiode mist is dat
ook duur. Dus in plaats van de perfecte studie te zoeken is het verstandig om op
een gegeven moment gewoon een keuze te maken. Ook als je op het station staat
kan je niet altijd blijven wachten op de tweede omroep, want dan mis je je trein
en moet je nog langer wachten. Dus een betere strategie is om op een gegeven
moment naar het perron te lopen waar de trein normaliter vertrekt.

Terwijl binnen de psychologie al jaren onderzoek word gedaan naar de rol van
onzekerheid voor de besluitvorming, werd de rol van ongeduld lange tijd genegeerd.
Echter suggereert een aantal recente publicaties in de neurowetenschappen dat
ongeduld één van de meest belangrijke factoren voor perceptuele besluitvorming
is. In dit proefschrift heb ik onderzocht welke rol ongeduld daadwerkelijk in de
perceptuele besluitvorming speelt.

Perceptuele besluitvorming betreft de interpretatie van sensorische informatie.
Een voorbeeld van een experimentele taak die gebruikt wordt om perceptuele
besluitvorming te bestuderen is de zogenoemde random dot motion taak (Britten
et al., 1992). In deze taak ziet de proefpersoon een wolk van stippen. Een deel
van de stippen beweegt naar links of naar rechts terwijl de rest van de stippen
willekeurig beweegt. De proefpersoon moet dan zo snel mogelijk aangeven naar
welke kant de wolk beweegt.

De achterliggende cognitieven processen van dit soort besluitvorming worden
door zogeheten sequential sampling modellen (SSM) beschreven (Vickers, 1979).
De kerncomponenten van een standaardmodel zijn in paneel A van Figuur 1 weer-
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gegeven. SSMs nemen aan dat perceptuele besluitvorming tot stand komen door
de integratie van ruizige sensorische informatie totdat een van twee grenzen be-
reikt wordt. In een random dot motion taak stelt de bovengrens, aangeduid door
de bovenste horizontale zwarte lijn, bijvoorbeeld het antwoord “links” voor en
de ondergrens, aangeduid door de onderste horizontale zwarte lijn, het antwoord
“rechts” voor. Het integratieproces is weergegeven als de getande zwarte lijn die
over de tijd van links naar rechts loopt. Op elk moment ziet de proefpersoon een
aantal stippen die bijvoorbeeld naar de linkerkant bewegen. Omdat de rest van de
stippen echter toevallig beweegt, verschilt het totale aantal stippen dat naar links
beweegt van moment tot moment en neemt de proefpersoon soms een eenduidige
beweging naar links waar, soms een minder eenduidige beweging, en af en toe
zelfs een beweging naar rechts. Dit leidt tot de op- en neergaand beweging van
de integratielijn. Het startpunt van de integratie, “starting point, ligt normaliter
in het midden tussen de twee grenzen. Een startpunt dat boven het midden ligt
zou leiden tot een vertekening waarbij de proefpersoon minder informatie hoeft
te integreren om de bovengrens te bereiken. Het zwarte pijl “drift rate” geeft de
gemiddelde helling van de integratielijn aan. Het punt waar de getande zwarte
lijn de bovengrens raakt is het tijdstip waarop de proefpersoon beslist dat de wolk
naar links beweegt. Als dit proces herhaaldelijk doorlopen wordt, zal het tijd-
stip waarop de integratielijn de bovengrens raakt verschillen, omdat de informatie
ruizig is. Dit geeft aanleiding tot de verdeling van beslistijden die boven de bo-
vengrens te zien is. Echter, het kan ook gebeuren dat de integratielijn eerst de
ondergrens raakt en de proefpersoon dus onjuist beslist dat de wolk naar rechts
beweegt, wat aanleiding geeft tot de verdeling van incorrecte beslistijden die onder
de ondergrens te zien is.

'right'
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Figuur 1: Sequential sampling model. Paneel A geeft de kerncomponenten van een
sequential sampling model weer. Paneel B illustreert het effect van ineenvallende inte-
gratiegrenzen op de voorspelde verdeeling van beslistijden (blauwe kleur).

Een belangrijke eigenschap van het zojuist beschreven model is dat het aan-
neemt dat de integratiegrenzen constant blijven over de tijd (zie bijvoorbeeld
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Laming, 1968; Ratcliff, 1978; Smith & Vickers, 1988). Deze aanname leidt tot
een opmerkelijke voorspelling, namelijk dat proefpersonen altijd dezelfde hoeveel-
heid informatie voor een besluit zullen eisen, onafhankelijk van de hoeveelheid tijd
die ze al aan de besluitvorming hebben besteed. In het figuur is deze voorspelling
in de lange rechterstaart van de verdeling van beslistijden terug te zien. Dit lijkt
echter tegenintuitief, immers zal een proefpersoon niet heel veel tijd aan maar
één beslissing willen besteden. Een meer formele uitdrukking van deze intuitie
is onlangs door een aantal neurowetenschappers geformuleerd (Shadlen & Kiani,
2013; Cisek et al., 2009; Thura et al., 2012; Hanks et al., 2011). Hun redenering is
dat mensen gemotiveerd zijn hun gemiddelde hoeveelheid beloningen per eenheid
tijd (reward rate) te maximeren. Dus zouden mensen tijdens de besluitvorming
in toenemende mate ongeduldig worden en zeer lange beslistijden vermijden door
op een gegeven moment het antwoord te kiezen dat momenteel het best door de
gëıntegreerde informatie ondersteund wordt.

Een manier om deze “ongeduld-hypothese” in een SSM te implementeren is
door de integratiegrenzen ineen te laten vallen. Dit idee is in paneel B van Figuur
1 door de blauwe integratiegrenzen weergegeven. Doordat de grenzen over de tijd
steeds lager zitten, verschuift het snijpunt met het integratieproces naar links en
wordt dus de beslistijd ingekort. Het gevolg hiervan is dat de blauwe verdeling van
beslistijden naar links verschuift en dat de rechterstaart behoorlijk korter wordt.

Hoewel deze ongeduld-hypothese intuitief lijkt zijn er een aantal open vragen.
Ten eerste zijn constante integratiegrenzen een standaardaanname in een groot
aantal succesvolle SSMs van de afgelopen veertig jaar (e.g., Ratcliff & McKoon,
2008; Smith et al., 2004; Forstmann et al., 2016). Als ongeduld een alomtegen-
woordige invloed op de besluitvorming heeft, waarom zijn er dan geen systemati-
sche afwijkingen gevonden tussen modellen en data? Ik beweer in dit proefschrift
dat de reden hiervoor is dat in de meeste situaties constante integratiegrenzen tot
bijna maximale reward rates leiden.

Een tweede vraag betreft de methodologie van onderzoek naar de ongeduld-
hypothese. Integratiegrenzen zijn niet rechtstreeks te observeren maar moeten
door indirecte methodes zichtbaar worden gemaakt. Een methode die ik hiervoor
in mijn onderzoek gebruik zijn zogenoemde “expanded judgment” taken (Irwin
et al., 1956; Vickers et al., 1985). In deze taken kan de informatie die de proef-
personen zien direct opgeslagen worden, waardoor de onderzoeker de hoeveelheid
gëıntegrerde informatie kan uitrekenen op het moment dat de proefpersoon een
besluit neemt. Verder ontwikkel ik een EEG-gebaseerde methode waarmee onder-
zoekers de fysiologische kenmerken van de integratiegrenzen kunnen meten.

Een derde vraag betreft de methodes waarmee onderzoekers SSMs aan gedrags-
data kunnen koppelen. Ik beweer dat hiërarchisch Bayesaanse methodes hiervoor
de meest geschikte oplossing zijn. Deze methodes maken optimaal gebruik van alle
beschikbare informatie en stellen de onderzoeker, door middel van Bayes factors,
in staat om de relatieve ondersteuning voor een model te kwantificeren aan de
hand van data.

Het doel van hoofdstuk 2 van dit proefschrift is een overzicht te geven over
de theoretische grondslagen en de empirische onderbouwing van de ongeduld-
hypothese. Uit de bespreking van de literatuur blijkt echter dat er een aantal
methodologische tekortkomingen zijn in de studies die de ongeduld-hypothese steu-
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nen. Er missen met name systematische manipulaties van beloningen, wat volgens
de hypothese de hoofdoorzaak van ineenvallende grenzen is, en er zijn systemati-
sche verschillen in opzet en uitvoering van experimenten die de ongeduld-hypothese
ofwel het standaardmodel steunen. Ter onderbouwing van de ongeduld-hypothese
worden ook vaak single-cell recordings geciteerd. Dit zijn metingen van de activi-
teit van individuële neuronen tijdens de besluitvorming van apen. Echter vinden
sommige van deze studies dat het standaardmodel juist goed bij de data past.
Ten slotte blijkt dat kwantitatieve vergelijkingen van modellen met en zonder in-
eenvallende grenzen ontbreken. Echter, dit zou juist een sterk argument voor de
ongeduld-hypothese kunnen leveren, omdat modellen met en zonder ineenvallende
grenzen verschillende kwantitatieve voorspellingen maken die dus nauwkeurig ge-
test kunnen worden.

In hoofdstuk 3 ben ik de vraag nagegaan wat de ongeduld-hypothese nu pre-
cies voorspelt en heb ik vervolgens in een experiment getest of proefpersonen zich
daadwerkelijk volgens deze voorspellingen gedragen. Voor de theoretische analyse
ben ik nagegaan hoe hoog de reward rates bij gebruik van constante integratie-
grenzen zijn ten opzichte van de optimale integratiegrenzen. Hiervoor heb ik twee
situaties bekeken, één waarin de beloning voor een juist antwoord over de tijd
steeds sneller daalt, en één waarin de beloningen voor een juist antwoord over de
tijd steeds langzamer daalt. Door middel van mathematische analyses heb ik de
beste integratiegrenzen voor elke situatie berekend. Hieruit bleek dat in het eerste
geval de optimale grenzen over de tijd heen dalen, terwijl in het tweede geval de
optimale grenzen eerst stijgen voordat ze ineenvallen. Vervolgens heb ik uitgere-
kend wat de verhouding van de reward rates bij gebruik van constante grenzen en
bij gebruik van de optimale grenzen is. Hieruit bleek dat beide soorten integratie-
grenzen bijna dezelfde reward rates opleveren, behalve als de moeilijkheid van de
taak hoog is.

Vervolgens heb ik in een experiment getest of mensen zich volgens de voorspel-
lingen van de ongeduld-hypothese gedragen. Hiervoor heb ik proefpersonen een
expanded judgment taak met hoge moeilijkheid laten doen, waarbij de beloning
voor een juist antwoord óf onafhankelijk was van de reactietijd, óf over de tijd heen
sneller daalde, óf over de tijd heen langzamer daalde. Uit de resultaten bleek dat in
de eerste conditie, waarin de optimale integratiegrenzen constant zijn over de tijd,
de proefpersonen zich bijna optimaal gedragen. Als de optimale integratiegrenzen
daarentegen over de tijd heen veranderen, dan zijn er grote individuele verschillen
in hoe optimaal proefpersonen zich gedragen en wijken de integratiegrenzen van
sommige proefpersonen behoorlijk af van de optimale grenzen, zelfs nadat ze veel
ervaring met de taak hebben opgedaan. De conclusie hierover is dat reward rates
waarschijnlijk niet de bepalende factor zijn in de perceptuele besluitvorming.

Het doel van hoofdstuk 5 was om een fysiologische methode voor het meten van
de integratiegrenzen te ontwikkelen. Omdat de integratiegrenzen in het algemeen
niet rechtstreeks te observeren zijn, is het belangrijk om indirecte meetmethodes
voor de grenzen te hebben. In EEG data is er bijvoorbeeld een hersengolf te
zien, de contingent negative variation (CNV, Walter, 1964), waarvan aangenomen
wordt dat deze de activiteit van de pre-SMA weergeeft. Hierbij is een hogere
activiteit van de pre-SMA geässocieerd met lagere integratiegrenzen (Forstmann
et al., 2008, 2010). Om te testen in hoeverre de CNV daadwerkelijk de hoogte
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van de integratiegrenzen weergeeft heb ik een EEG experiment uitgevoerd waarin
proefpersonen gëınstrueerd werden om in een random dot motion taak óf zo snel
mogelijk, óf zo nauwkeurig mogelijk te reageren. Vervolgens heb ik een SSM op
de reactietijd data gepast en de correlatie tussen de geschatte integratiegrenzen
en de hoogte van de CNV berekend. Het bleek dat de CNV amplitude met de
hoogte van de grenzen gecorreleerd is als proefpersonen gëınstrueerd worden snel
te reageren, maar niet als ze gëınstrueerd worden om nauwkeurig te reageren. Dit
kan betekenen dat de CNV amplitude inderdaad een maat is voor de hoogte van
de integratiegrenzen.

Een belangrijke voorwaarde voor het passen van kwantitatieve modellen op
data is dat de model parameters betrouwbaar geschat kunnen worden. Een aantal
onderzoekers heeft echter recent aangegeven dat een aantal parameters van het
zogenoemde Drift Diffusion Model (DDM; Ratcliff, 1978), een van de meest suc-
cesvolle SSMs, niet betrouwbaar geschat kan worden. In hoodstuk 6 ben ik de
vraag nagegaan of er methodes zijn om het DDM te passen die betere schattingen
voor deze parameters opleveren. Hiervoor zijn een aantal experts uit de DDM
gemeenschap uitgenodigd om hun methodes voor het passen van het model toe te
passen op gesimuleerde data. Uit de resultaten van deze samenwerking bleek dat
de parameters in het algemeen moeilijk te schatten zijn. Echter zijn er twee maat-
regelen die de betrouwbaarheid van schattingen konden verbeteren, namelijk het
gezamenlijke schatten van de model parameters voor alle proefpersonen, en het
opleggen van zinnige a priori beperkingen op de toelaatbare parameter waarden.
Beide maatregelen worden op een natuurlijke wijze omgezet door de hiërarchisch
Bayesiaanse implementaties van het DDM, wat deze methodes dus de eerste keuze
voor het passen van het DDM maakt.

Het laatste hoofdstuk, hoofdstuk 7, levert een discussie van een aantal popu-
laire shortcut strategieën in de toepassing van cognitieve modellen. Cognitieve
modellen worden vaak toegepast op experimentele data met een hiërarchische
structuur waarbij trials genest zijn binnen proefpersonen, die wederom genest zijn
binnen experimentele condities. Echter worden er in de afgelopen jaren toenemend
strategieën voor het passen van cognitieve modellen gebruikt die tot statistiche
fouten kunnen leiden. Door middel van simulaties heb ik geprobeerd te illustreren
wat de gevolgen van deze strategieën voor de conclusies van een experiment kun-
nen zijn. De eerste van de shortcut strategieën negeert de hiërarchische structuur.
In overeenkomst met theoretische resultaten uit de statistiek laten de simulaties
zien dat dit tot een type II fout kan leiden, waarbij een analyse de bestaande
verschillen tussen experimentele condities mist. De tweede shortcut strategie past
een hiërarchisch Bayesiaans model in twee stappen. In stap één wordt het mo-
del op de volledige data gepast om parameterschattingen voor elke proefpersoon
te verkrijgen. In stap twee worden deze schattingen in een statistische analyse
ingevoerd om zo te testen of er verschillen tussen de experimentele condities be-
staan. In overeenkomst met theoretische resultaten blijkt uit de simulaties dat
deze strategie tot een type I fout kan leiden, waarbij de analyse verschillen tussen
de experimentele condities aanwijst die in werkelijkheid niet bestaan. De conclusie
uit dit hoofdstuk is dat alleen een volledig hierarschich model van hiërarchische
data correcte statistische resultaten garandeert.

Dus samenvattend blijkt uit de theoretische en empirische resultaten in dit
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proefschrift dat de ongeduld-hypothese in het algemeen niet lijkt te gelden. Verder
heb ik hier een aantal oplossingen ontwikkeld voor methodologische problemen
bij het testen van de ongeduld-hypothese die ook een bijdrage leveren aan het
verbeteren van de wetenschappelijke praktijk in de kwantitatieve psychologie in
het algemeen.
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