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Na een periode van vijf jaar is het zover: Het proefschrift is klaar en ligt nu voor jullie. 

Terugkijkend op deze periode denk ik met veel plezier terug aan alle mensen die ik ben 

tegengekomen gedurende deze tijd, en die direct of indirect een bijdrage hebben geleverd. Een 

aantal van hen wil ik hier specifiek benoemen en bedanken. 

 

In de eerste plaats natuurlijk mijn promotor, Jaap Wieringa, en mijn copromotor, Maarten 
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en vanaf dag een ben ik erg blij met onze samenwerking. Jouw kennis op het gebied van 
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implicaties van de verschillende hoofdstukken. Verder ben ik erg blij dat je deur letterlijk altijd 

open stond als ik met vragen zat, en je de tijd nam om over uiteenlopende zaken mee te denken. 

 

Ook wil ik Dennis Fok, Peter Leeflang en Koen Pauwels, bedanken voor het zitting 

nemen in de beoordelingscommissie om het proefschrift te beoordelen. De waardevolle feedback 

heeft zeker bijgedragen aan het verbeteren van zowel het proefschrift als geheel alsook de 

individuele hoofdstukken. Ook de interne beoordelingscommissie bestaande uit Tammo Bijmolt, 

Hans Risselada en Peter Verhoef, verdient een woord van dank op dit vlak voor hun bijdrage.  

 

Verschillende mensen hebben een bijdrage geleverd aan de individuele hoofdstukken. 

Allereerst mijn co-auteurs voor hoofdstukken twee en drie, Philip Stern en Peter Verhoef. Philip, 

chapter two would not have been possible without your contributions in terms of data and 

knowledge on the pharmaceutical market. Thank you for making this chapter possible. Peter, 

mede dankzij jouw bijdragen is het ons gelukt om het derde hoofdstuk te publiceren, waarvoor ik 

je erg dankbaar ben. Ook de bijdragen in termen van data voor de verschillende hoofdstukken 

waren onmisbaar in het slagen van dit proefschrift. Daarom wil ik de anonieme zorgverzekeraar 



(in het bijzonder Gert Haanstra) en de anonieme telecomprovider bedanken voor hun bijdrage aan 

hoofdstuk drie, en de anonieme online retailer (in het bijzonder Bouke en Olivier) bedanken voor 

de bijdrage aan hoofdstuk vier. 

 

Gedurende mijn tijd in Groningen heb ik altijd enorm genoten van de sfeer binnen de 

vakgroep marketing. Die goede sfeer is te danken aan de fijne mensen die er werken. Allereerst 

mijn mede-promovendi, zowel huidige als voormalige: Alec, Bianca, Carmen, Daniela, Eline, 

Evert, Feng, Frank, Jacob, Jan, John, Katrin, Lisette, Martine, Sander, Sebastian, Stefanie, Sandy, 

Titah en Yi-Chun. De vele koffiemomenten, uitjes en pokeravonden hebben zeker bijgedragen 

aan de goede sfeer die ik heb mogen ervaren. Ook een woord van dank voor alle leden van de 
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Jenny, Jing, Jos, Karel-Jan, Keyvan, Koert, Lara, Laurens, Liane, Marijke, Marjolein, Martijn, 

Sonja, Thorsten, Yannick en Wander. Ik heb altijd bijzonder genoten van alle dingen die we 

samen hebben gedaan, zowel op professioneel als persoonlijk vlak. Naast de samenwerkingen 

met velen op bijvoorbeeld het gebied van onderwijs, zullen ook informele activiteiten zoals de 

vakgroepuitjes en deelnames aan de 4 Mijl mij bijblijven. Voor hun secretariële ondersteuning 

wil ik Annicka, Hanneke en Lianne vanuit de vakgroep bedanken, en Ellen en Arthur vanuit 

SOM. 
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ontvangst wil ik mijn collega’s Anouk, Ben, Bram, Caroline, Dominik, Diogo, Gaby, Hans, Jan 

Jaap, Jos, Kelly, Lisa, Lieven, Martin, Nadine, Robert, en de overige leden van het departement 

Marketing & Supply Chain Management van harte bedanken. Opdat wij de komende jaren deze 
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Haan en Douwe van der Tuin. Evert, met veel plezier heb ik de afgelopen jaren een kantoor met 
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inhoudelijk heb je veel bijdrages geleverd door mee te denken over problemen waar ik tegen 

aanliep. Ik hoop dan ook dat we elkaar de komende jaren nog geregeld tegen gaan komen en 
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afleiding geweest. Pap, mam, Arjan, Erwin en Marco, bedankt voor alles! Als laatste, maar zeker 

niet de minste, wil ik Ellen bedanken. Jouw liefde maakte de laatste jaren een stuk fijner, en ik 
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Chapter 1 

 

Introduction
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  In the past decades, marketing has moved from a product-centric to a customer-

centric discipline. Many firms have embraced the principles of customer centricity, while others 

are still in transition (Shah et al. 2006). The overall objective of customer-centric firms is to 

establish long-term, profitable relationships with their customers. These relationships lead to a 

dual value creation paradigm: Firms create value for their customers, and in return firms can 

capture value from their customers (Shah et al. 2006).  

 As with any established paradigm, changing trends and insights shed new light on 

existing aspects of the paradigm, with sometimes dramatic consequences. An important trend of 

the past decade has been the widespread increase in the availability and depth of data, giving rise 

to what is commonly known as ‘big data’ (Mcafee and Brynjolfsson 2012). Not only has this led 

to tremendous increases in the richness of data, it has also increased attention for analyzing the 

available data. This is generally referred to as marketing analytics, a “technology-enabled and 

model-supported approach to harness customer and market data to enhance marketing decision 

making” (Lilien 2011). 

 In this dissertation we explore several opportunities and challenges firms face in a world 

that is changed by the increasing amounts of data and the associated analysis thereof, and show 

how they can leverage marketing analytics to create additional value to the firm.  Given the large 

number of areas that are affected by this trend (see e.g. Leeflang et al. 2014) we limit ourselves to 

the implications on the firm value side in this dissertation. We do so because Germann, Lilien 

and Rangaswamy (2013) show that the deployment of marketing analytics can create the most 

impact at the organizational level. For the impact on the customer value side of the dual value 

creation paradigm we refer to Verhoef, Kooge and Walk (2016).    

Value to the firm can be created at three levels: The market/category level, the brand level 

and the customer level (Verhoef, Kooge and Walk 2016, p. 20). Depending on the performance at 

each of these levels, the total value to the firm can differ (see Figure 1-1). In this dissertation we 

focus on the brand level implications of data richness (Chapter 2) and the customer level 

implications of data richness (Chapter 3 and Chapter 4). We do so because the research areas 

associated with these levels, customer relationship management (CRM) at the customer level and 

the marketing mix at the brand level, have been identified as key areas affected by data richness, 

as they require both data and marketing analytics in order to generate insights (Wedel and 

Kannan 2016). Across the chapters, we focus on model-based analyses using the available data to 
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guide and improve managerial decision making in the face of changing market circumstances. 

This is in line with the definition of marketing analytics given previously. Below we first outline 

the identified opportunities and challenges, and next we discuss how each chapter links these to 

either of the three performance dimensions. The central question this dissertation tries to answer 

across the three chapters can be formulated as follows: How can firms maintain or improve the 

value to their firm of their marketing activities through the use of marketing analytics in the face 

of increasing data richness? 

 

Figure 1-1: Overview of dissertation  

 

 

Changing environments give rise to many opportunities. The first opportunity we discuss 

is the ability to gain a broader understanding of market behavior, not just at the own firm, but 

also at competing firms. Many marketing applications are inward focused due to the usage of 

internal databases, and lack insights on competition (Kamakura et al. 2005). However, advances 

in data collection can lead to deeper insights in market behavior than before, which firms can 

leverage and transform into value to the firm (Leeflang et al. 2014). In the case of FMCG 

products for example, this advance has already been made by the introduction of scanner data, 

yielding rich insights on own and competitive market behavior (for an overview, see Hanssens 
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2015). In a digital setting, Ilhan, Pauwels and Kübler (2016) show that social media interactions 

with a firm are not only driven by content relating to that firm, but also by competitive content. 

Ignoring such competitive interactions clouds the overall image of a firms’ online marketing 

effectiveness. As another example, Du and Kamakura (2012) show how firms can leverage own 

and competitive social media information to identify market trends. Such trends can be used to 

infer consumer interests and guide new product development. Expanding on these insights by 

developing modeling approaches that appropriately capture the full effects of the marketing mix 

on own and competitive actions is necessary, as indicated by their inclusion in the Marketing 

Science Institute’s research priorities (Marketing Science Institute 2016) and as an important area 

affected by data richness (Wedel and Kannan 2016). 

At the customer level, another way to improve the value to the firm is to retain customers, 

next to acquiring new customers and developing existing customers (Verhoef, Kooge and Walk 

2016, p. 55). Firms already use a wide selection of methods to leverage customer-level 

information in order to direct retention efforts (e.g. Ascarza and Hardie 2013; Neslin et al. 2006). 

A challenge that firms face herein is that of customer privacy (Kumar and Reinartz 2016). As 

stated in the research priorities of the Marketing Science Institute, due to increasing awareness of 

customers with regard to firm activities using their data, concerns about their privacy has 

increased (Marketing Science Institute 2016). Firms therefore face a trade-off between using 

personal information for marketing purposes, and conserving customer privacy (MSI 2016; Rust 

and Chung 2006; Rust and Huang 2014). It is often suggested that preserving customer privacy 

comes at the cost of a firms’ marketing capabilities, and will therefore negatively affect the value 

to the firm (Blattberg, Kim and Neslin 2008, p.78; Wedel and Kannan 2016). However, economic 

predictions also suggest that firms can benefit from preserving customer privacy as customers 

derive utility from firms that respect privacy (Rust, Kannan and Peng 2002). Hence, the challenge 

for firms is to preserve customer privacy without damaging their marketing capabilities. This 

way, firms can maintain or increase the value to the firm of their activities, while also having an 

incentive to implement privacy preserving measures in practice. 

A second opportunity that arises, which is also mentioned as a research priority by the 

Marketing Science Institute (Marketing Science Institute 2016), is the possibility to engage in 

real-time decision making by combining richer data with methodological advances. The value of 

such an approach lies in the possibility to engage with customers at points in time when 
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opportunities to influence one of the three value creation pillars (the customer level) arise, 

making such actions more relevant and directed (e.g. Goldenberg 2008). In turn, the potential 

customer-level performance improvement can enhance the value to the firm.  

Each of the studies in this dissertation deals with one of these opportunities or challenges. 

In Table 1-1 we compare all the studies in this dissertation along multiple dimensions. The 

studies cover a variety of industries, showing the widespread reach that data richness and the 

associated deployment of marketing analytics has. Furthermore, the studies cover both 

contractual and non-contractual settings, where the latter setting provides additional challenges as 

it is hard to determine who are active customers and who are not. Finally, as noted before, all the 

studies use a model-based perspective for their analysis. This is consistent with the goal to 

provide marketing analytics driven answers to the research questions posed in each chapter, and 

is required to take advantage of the opportunities of data richness, and to mitigate the challenges. 

Below we provide a more in-depth overview of each study. 

 

1.1 Competitive reactions to strategic and tactical marketing actions 

The first study leverages rich and detailed data on own and competitive market behavior 

to shed light on how competitive interactions play out in the marketplace. Markets are shaped by 

the interplay of firms that engage in a seemingly endless series of moves and countermoves at the 

brand level vying for a favorable position. Successful (or unsuccessful) moves directly affect the 

performance of firms involved (Chen 1996; Porter 1980).This gives rise to a complex interplay of 

actions and reactions by firms, the consequences of which are not always clearly known. To 

inform and improve managerial decision making, it is important that brand managers know what 

the various consequences of their decisions will be (Montgomery, Moore and Urbany 2005). 

Therefore, marketing science has seen a long tradition of researchers investigating the impact of 

such competitive effects on for example firm performance (see e.g. Leeflang and Wittink 1992, 

1996, 2001; Nijs et al. 2001; Steenkamp et al. 2005).  

 



Table 1-1 Overview of studies 

 

 Level of 

analysis 

Data type Industry Contractual 

setting 

B2B/B2C Model type Research aim 

Study 1/ 

Chapter 2 

Brand level  Time series Pharmaceutical Non-

contractual 

B2B Seemingly 

unrelated error-

correction model 

Investigate the impact of 

strategic and tactical actions on 

competitive reactions and  firm 

performance 

Study 2/ 

Chapter 3 

Customer 

level 

(Repeated) 

Cross-

sectional + 

panel data 

Healthcare 

insurance + 

Internet service 

provider 

Contractual B2C Generalized 

mixture of 

kalman filters 

Develop a method for efficient 

churn prediction while 

preserving customer privacy 

Study 3/ 

Chapter 4 

Customer 

level 

Panel data Greetings & Gifts Non- 

contractual 

B2C Control chart Develop a method for real-time 

targeting of marketing actions 
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An ignored aspect in the marketing literature that has seen widespread attention in the 

strategy literature is that some actions may carry more weight than other actions. This research 

stream distinguishes between strategic and tactical actions, and seeks to understand the difference 

in impact of these actions (e.g. Chen, Smith and Grimm 1992; Porter 1980; Smith et al. 1991). In 

this study we investigate the impact of both strategic and tactical actions on competition using 

marketing instruments, in particular personal selling.  

Using a unique and rich panel data set of 1502 British physicians covering 20 years of 

prescriptions and personal selling effort targeted at these physicians across 14 distinct drug 

categories, we investigate how firms react to each other at the strategic and tactical level. 

Moreover, we also consider the effects these reactions have on the sales of both firms, i.e. 

whether these actions affect sales at all, and if so whether this effect is positive or negative. This 

way we are also able to judge whether these actions were justified, or that there was no need for 

firms to react to competing firms` actions. Moreover, hereby we explicitly capture the value to 

the firm generated by these actions. By applying seemingly unrelated error-correction models 

(SURECM), we are able to capture the full extent of competitive interactions between all the 

firms in a particular category, and account for all causal paths of competitive interaction. 

 Our findings suggest that the competitive response to firms’ strategic actions is 

significantly stronger than those to firms’ tactical actions, in both the short- and long-run. 

Furthermore, we find that while strategic actions are deployed mostly effectively and lead to no 

loss of or even increased sales, in about 50% of the cases for tactical actions the sales effects of 

reactions to competitors are negative. Moreover, the managers in charge of taking tactical actions 

(i.e. more junior management) have a narrower competitive focus when making these decisions 

compared to higher management. This suggests that for these managers, improvements in their 

decision making are possible. We suggest some of the options that firms can take to improve this 

process. 

 

1.2 Predicting churn in the face of customer privacy 

In the second study we show how the management of customer churn (the opposite side of 

retention) is affected by customers’ desire for privacy. Customer retention is one of the three 

drivers of customer level performance of a firm, besides customer acquisition and customer 

development (Verhoef, Kooge and Walk 2016). Moreover, it is also the most cost-effective way 
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to increase performance at the customer level (Gupta, Lehmann and Stuart 2004). Before 

customers can be retained, it is necessary to identify which customers are likely to leave the firm, 

also known as churn. The identification of at-risk customers is often done using statistical 

methods, which generate churn propensities for each customer in the customer base (e.g. Ascarza, 

Iyengar and Schleicher 2016; Lemmens and Gupta 2013). Recent advances in the literature have 

suggested that using panel data, which enables the identification of dynamic effects and between-

customer heterogeneity, can improve churn predictions (Ascarza and Hardie 2013). However, 

such methods are becoming infeasible as firms increasingly react to customers’ demand for 

privacy. Spurred by legislative changes, firms often ‘self-police’ by reducing the amount of data 

they collect and disposing of unneeded data (data minimization, Wedel and Kannan 2016), while 

also making sure data cannot be connected to specific individuals (data anonymization, Wedel 

and Kannan 2016). As a consequence, the analytical capabilities of firms are potentially 

diminished (Blattberg, Kim and Neslin 2008, p. 78; Verhoef, Kooge and Walk 2016). In this 

study we introduce a new method that respects the principles of data minimization and data 

anonymization, and show that preserving these principles does not need to lead to diminished 

analytical capabilities. Applications in the health care insurance industry (~1 million customers 

across the period 2004-2012) and the Internet service provider industry (~300k customers from 

four quarters in 2006) show that our approach, which we call a generalized mixture of Kalman 

filters (GMOK) model, provides similar predictive performance compared to advanced methods 

(e.g. Ascarza and Hardie 2013). Importantly, these improvements remain when data from the past 

is unavailable due to data minimization, which renders advanced methods inestimable. Compared 

to simpler benchmark models, our approach shows strong improvements in all settings. 

Therefore, we find that privacy conservation does not need to come at the cost of analytical 

capabilities, and that potential negative consequences on value to the firm can be avoided by 

applying a suitable method for churn prediction. 

 

1.3 Real-time target marketing using control charts 

Finally, the third study of this dissertation turns to the opportunity of engaging in real-

time marketing. Firms try to retain customers by deploying marketing actions (Bijmolt et al. 

2010). In an attempt to optimize the effectiveness of such marketing actions and achieve an 

improved customer level performance, firms select specific customers to target. To target such 
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actions, firms monitor the behavior of customers during their tenure at the firm. Subsequently, 

they select those customers they think are worth targeting, but also decide on which customers 

are better left alone. Behavior can be monitored by tracking the usage of a product or service, 

which has been shown to be predictive of churn in a contractual setting (Ascarza and Hardie 

2013). More challenging is a non-contractual setting, where it is often unsure who still is a 

customer of the firm, and whether they will buy again. Measures such a recency, frequency, 

monetary value, and clumpiness (Blattberg, Kim and Neslin 2008; Zhang, Bradlow and Small 

2014) can and have been used to describe customer behavior, and select relevant customers by 

relating them to their CLV. While these measures focus on the average behavior of a customer, 

they do not consider the variability herein, which is important for accurate targeting (e.g. Rust, 

Kumar and Venkatesan 2011; McCarthy et al. 2014).  

In this chapter we therefore focus on a method that firms can use to direct marketing 

actions, taking into account the variability in customer behavior. An additional advantage of our 

proposed approach is that the methodology can be used in real-time. This provides an extra 

dimension on which to enhance the relevance of targeting, as it does not only consider which 

customers to target, but also when to target them (Goldenberg 2008). 

 The development of our approach follows from the statistical quality control literature, 

which is concerned with tracking processes that exhibit process variance. We use the control 

chart (Montgomery 2009) as a way to monitor the mean and variation in an individual’s purchase 

process, and determine when a firm should interfere in the process, and when not. An application 

in the greetings and gifts industry, which concerns 373,521 customers who placed 1,963,446 

orders across the period 2012-2014, illustrates the potential gains from this approach. In this 

setting we are concerned with determining the time at which a firm should sent a reactivation e-

mail to customers that might have become inactive. While the current firm policy is to send such 

an e-mail after eight weeks of inactiveness, our approach suggests to decrease the mean time to 

five weeks. However, for 31.9% of the cases this should be later than the current eight weeks. 

Moreover, when customers are targeted too soon (i.e. before they are expected to purchase 

again), the response to the reactivation e-mail drops by 25%, and the value of the subsequent 

purchase is 5% to 8% lower compared to the case the customer was targeted on time. Hence, 

more precise and timely targeting can improve the value to the firm of such actions by avoiding 

the negative value implications of untimely targeting.  
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1.4 Outline of the dissertation 

In sum, in this dissertation we show how firms can leverage marketing analytics to deal 

with the opportunities and challenges offered by the changing marketing environment of the 21
st
 

century. In particular, across three studies we investigate two opportunities and one challenge. 

The first opportunity we investigate is that of richer insights on own and competitive marketing 

actions aimed at customer acquisition and development, and their consequences. This is done in 

the second chapter, where we investigate the difference between firms’ strategic and tactical 

actions in this respect. We find that strategic marketing actions elicit stronger competitive 

response than tactical marketing actions. Furthermore, while the decision to react for strategic 

actions is always justified, this is not the case in 50% of the cases for tactical actions. Finally, we 

find that the junior managers in charge of taking tactical actions have a more narrow competitive 

focus than higher managers do. 

 In the second study, which is described in chapter three, we show how churn 

management is affected by the challenge of increased demand for customer privacy, and the 

subsequent limitations on the deployment of marketing analytics. We show that preserving 

customer privacy does not have to come at the cost of analytical capabilities, provided a suitable 

method is used. To that end we develop the GMOK model, and show its improved predictive 

power over current models when past customer data is not available.  

The second opportunity, which we discuss in the fourth chapter of this dissertation, is that 

of real-time marketing. We introduce a control chart approach that firms can use to target 

marketing actions to develop and retain customers, operating in real-time. This makes such 

actions more relevant, as they do not only consider which customers to target, but also when to 

target them. We show that the use of this method can increase the response to marketing actions, 

and increase the value of purchases in relation to these marketing actions.  

To conclude, the fifth chapter of this dissertation provides a summary of the findings of 

the preceding chapters, gives several managerial recommendations, and provides directions for 

further research.    



 

Chapter 2 

Competitive Reactions to Strategic and Tactical 

Marketing Actions 

 

Abstract 

 

A recurring question that managers face is how (if at all) to react to competitive actions. 

In contrast to earlier studies in this field that employ homogeneous definitions of competitive 

behavior, we distinguish between reactions to competing strategic and competing tactical actions. 

Using a unique, single-source dataset of personal selling interactions between firms and 

customers covering fourteen drug categories, we show that substantial differences in reactions 

exist. In particular, strategic actions elicit competitive responses with stronger short- and long-

term consequences compared to tactical actions. Furthermore, while the decision to react to 

competing strategic actions is always warranted, this is not the case for a substantial amount of 

tactical actions, where firms retaliate with an ineffective marketing instrument. This divide 

between actions is further exacerbated in the drivers of the strength of the reactions that we 

observe: while higher managers in charge of taking strategic actions do so based on a broad set of 

behavioral factors, junior managers in charge of tactical actions use a narrower, motivationally 

focused set of factors. Based on these findings, we suggest directions to improve decision 

makers’ reactions to competing strategic and tactical actions.  

 

 

 

This chapter is based on Holtrop, Niels, Jaap E. Wieringa, Maarten J. Gijsenberg and 

Philip Stern (2016), “Competitive reactions to personal selling: the difference between strategic 

and tactical actions”, SOM Research Reports (Vol. 16004-MARK). Groningen: University of 

Groningen, SOM research school
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Markets are shaped by the interplay of firms that engage in a seemingly endless series of 

moves and countermoves vying for a favorable position. Successful (or unsuccessful) moves 

directly affect the performance of firms involved (Chen 1996; Porter 1980). It should therefore 

come as no surprise that the marketing-response literature has a long tradition in analyzing the 

effects of competition on firms involved (see for example Leeflang et al. (2017, ch. 9); Leeflang 

and Wittink 1992, 1996, 2001; Nijs et al. 2001; Steenkamp et al. 2005). The insights of these 

analyses inform managerial decision making about the adequacy of actions taken. They do so by 

evaluating the short- and long-term outcomes, an important but also challenging task for 

managers (Montgomery, Moore and Urbany 2005). An aspect that was not addressed by these 

prior studies is that while all competitive moves carry some weight, some moves may carry more 

weight than others with respect to firm outcomes. The strategy literature characterizes this 

difference by distinguishing between strategic and tactical actions (Chen, Smith and Grimm 

1992; Porter 1980; Smith et al. 1991; see also Table 2-1). Strategic actions, implemented by 

higher management, determine the policies and strategies that govern the acquisition, use and 

disposition of resources to achieve firm objectives (Anthony 1965; Schultz, Slevin, Pinto 1987; 

Steiner 1969). Once implemented, they have a strong influence on a firm’s future path and are 

not easily reversed (Miller and Chen 1994; Smith et al. 1991). Tactical actions, which are 

implemented by more junior management, determine the detailed deployment of these resources 

(Anthony 1965; Schultz, Slevin, Pinto 1987; Steiner 1969). They often serve to fine tune strategy, 

have a lower resource cost, and are more easily reversed once implemented (Smith et al. 1991).  

Assessing the impact and adequacy of actions taken at these different firm levels in the face 

of competition will be our goal in this chapter. Our study is related to two existing research 

streams: the marketing response literature, and the strategy literature. Prior work in the 

marketing-response literature (e.g. Leeflang and Wittink 1992, 1996, 2001; Nijs et al. 2001; 

Steenkamp et al. 2005) did neither take into account the differentiation between strategic and 

tactical actions, nor considered the potentially distinct effects on the strength of reactions and 

their short- and long term consequences (see Table 2-1). Earlier studies in the strategy literature 

do not discern short- from long-term consequences, and often do not consider reaction strength, 

but only number and timing of responses (e.g. Chen 1996; Chen, Smith and Grimm 1992; Miller 

and Chen 1994; Smith et al. 1991; see also Table 2-1). By illustrating that reaction strength is 

also an important determinant, we guide managerial decision making on how to react, and 
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address an open research topic (Smith et al. 1991). A third stream of research that relates to this 

chapter seeks to optimize firm decisions, taking into both the short- and long-term consequences 

of such decisions (e.g. Dong, Manchanda and Chintagunta 2009; Liu et al. 2016; Lodish et al. 

1988; Montgomery, Silk and Zaragoza 1971; Montoya, Netzer and Jedidi 2010). While these 

studies mostly employ the same empirical setting (i.e. the pharmaceutical industry), we differ 

from this stream of research as we focus on the consequences of firm actions in the marketplace 

in the form of competitive response, regardless of the optimality of such decisions. Therefore, we 

are not concerned with optimizing either the strategic decision or tactical decisions of a firm.  

 Given this distinction between strategic and tactical actions, this chapter focusses on 

identifying the differences between the two action types in terms of effectiveness and firm 

performance in the face of competition. In particular, we make three distinct contributions: First, 

we show that firm reactions to competing strategic actions have stronger short- and long-run 

consequences than reactions to competing tactical actions. Thus, while both strategic and tactical 

actions have an impact on the short- and the long-run, these effects are stronger for strategic 

actions. Second, we show that retaliating (i.e. increasing marketing effort) is always warranted 

for strategic competitive actions, but that it is often unwarranted for tactical competitive actions. 

Third, we find that the reactions by junior managers deviate from those of higher managers. 

While the latter groups’ decisions are based on a broad set of behavioral factors (i.e. driving 

characteristics of managers underlying whether a response follows or not), we show that the 

former group has a more limited behavioral focus. Potentially, this induces a more-short term 

orientation for these junior managers, leading to more limited attention to the competitive 

environment. 

These findings derive from the analysis of a unique, single-source panel of British physicians. 

This representative sample reported detailing calls
1
 received from pharmaceutical firms 

(marketing effort using the sales force) and prescriptions for drugs written (sales) covering the 

period 1987-2006. We analyze a subset of the data which focusses on 14 different chemical 

entities, with each one having more than one branded drug based on the same molecule on the 

market. Given that it is impossible to separate the effects of competitive actions from differences 

                                                 
1
 In the setting of the pharmaceutical industry, visits by representatives of a pharmaceutical firm to a physician are 

known as details or detailing calls. Detailing is the main marketing instrument in the pharmaceutical industry (e.g. 
Dong, Manchanda and Chintagunta 2009; GfK 2016), and is more effective than other instruments used in the 
industry (Kremer et al. 2008). 
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in drug efficacy, by controlling for drug efficacy we are able to study competitive interaction in 

isolation in this setting. Using a novel seemingly unrelated error-correction model (SURECM), 

we quantify firms’ reaction strength and associated sales impact, and investigate the impact of a 

theoretically derived set of moderators on reaction strength. To differentiate between strategic 

and tactical attacks, we perform these analyses at two firm levels: the brand level (strategic) and 

the brand-regional level (tactical).  

 

Table 2-1: Overview of Studies about Competition 

Study Distinction 

strategic vs. 

tactical actions 

Strength 

of 

reactions 

Distinction short- 

vs. long-term 

effects 

Chen (1996) -  - 

Chen, Smith and Grimm (1992)   - 

Dong, Manchanda and Chintagunta (2009) - -  

Leeflang and Wittink (1992) - -  

Leeflang and Wittink (1996) -  - 

Leeflang and Wittink (2001) -  - 

Liu et al. (2016) - -  

Lodish et al. (1988) - - 

Miller and Chen (1994)  - - 

Montoya, Netzer and Jedidi (2010) - -  

Montgomery, Silk and Zaragoza (1971) - - 

Nijs et al. (2001) -   

Smith et al. (1991)  - - 

Steenkamp et al. (2005) 
-   

This study    

 

 The remainder of this chapter is organized as follows. In the next section, we present our 

research framework in more detail and provide expectations for the strength of reactions for both 

action types. Furthermore, we use prior research to derive a set of moderating variables 
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potentially influencing reaction strength. Next, we present our data set in more detail, and explain 

the analytical methods used. Subsequently, we outline our findings. Firstly, we provide empirical 

evidence for the presence of strategic and tactical reactions. Second we report the results on the 

strength of reactions for both action types. Thirdly, we relate the reaction elasticities to the sales 

elasticities to assess whether reactions were justified. Finally, we evaluate the impact of 

moderating variables on reaction strength. We continue with highlighting our findings and give 

implications for managers. In the last section of this chapter we discuss the limitations of this 

study and provide directions for future research. 

2.1 Research background 

We investigate the occurrence of reactions of a defending brand to a strategic or tactical 

attack initiated by an attacking brand (see Figure 2-1). In addition to the occurrence of a reaction 

to an attack, we also consider factors that moderate the strength of the reaction if it occurs. First, 

we discuss our expectations for the strength of reactions on attacks. Next, we provide a rationale 

and expectations for the chosen moderating factors influencing variation in the strength of these 

reactions based on prior research in this area.  

 

2.1.1 Short- and long-term reactions to strategic and tactical actions 

Prior research distinguishes strategic from tactical actions mainly based on the number 

and the timing of reactions that occur (Chen, Smith and Grimm 1992). As reactions to tactical 

actions are more easily implemented than reactions to strategic actions, their frequency is higher 

and their implementation is faster (e.g. Ferrier 2001; Smith et al. 1991). However, these measures 

do not take the effectiveness of such reactions into account. This is important because it allows 

for an evaluation to assess whether the action taken was justified. Furthermore, consequences of 

reactions could differ over the time period considered for evaluating the effects. We address both 

issues here by quantifying the strength of reactions to strategic and tactical actions using 

elasticities, allowing us to accurately evaluate their consequences by comparing their strengths, 

and by considering both short- and long-term effects, allowing us to differentiate between time 

horizons.   

We expect that reactions to tactical actions have stronger short-term consequences, while 

reactions to strategic actions have stronger long-term consequences. As tactical actions seek to 
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fine tune existing strategy, their implementation is quick and requires low levels of resources 

(Chen, Smith and Grimm 1992; Miller and Chen 1994; Smith et al. 1991). Thus, their short-term 

effect should be strong due to their ‘quick fix’ nature. However, their long-term effect is expected 

to be limited compared to strategic actions. Such strategic actions take longer to implement, but 

have a greater impact on a firm’s future path (Miller and Chen 1994). Therefore, we expect 

strategic decisions to have stronger long-term impact.    

 

2.1.2 Factors moderating reaction strength 

Next, we focus on factors that potentially moderate the strength of reactions. Figure 2-1 

provides an overview of these moderators, and their relation to strategic and tactical actions taken 

by firms. The awareness-motivation-capability perspective applied in the strategy literature 

distinguishes three behavioral variables that influence the firm’s decision to act on a competitive 

action: awareness, motivation and capability (Chen, 1996). According to Chen (1996) these 

characteristics are strongly related to the market in which firms are active (awareness and 

motivation) and the resources available to firms (capability). It is important to capture both the 

market circumstances (external environment) as well as resource availability (internal 

environment) in competitive relationships, as ignoring one or the other can bias findings 

(Slotegraaf, Moorman and Inman 2003). Steenkamp et al. (2005) also show that these three 

factors are antecedents of competitive actions. We therefore consider these three variables as 

sources from which competitive interaction derives. This way, we are able to characterize what 

drives competitive actions and provide more fine-grained insights in the strength of competitive 

relationships. 

To operationalize each of these behavioral characteristics, we derive relevant factors from 

existing research, i.e. Chen and Miller (2012). In particular, we measure awareness as the relative 

scale in terms of sales of the attacking firm compared to the defending firm (e.g. Baum and Korn 

1999; Chen, Su and Tsai 2007). The scale of a firm is an important determinant of a firm’s 

position in a given market. Through its scale a firm can gain market power, which reflects its 

strength in a given category (Hambrick, MacMillan and Day 1982). Brands with significant 

market power often have higher budgets, which makes actions initiated by them more noticeable 

to competitors (Smith et al. 1991). Moreover, firms are more concerned with larger rivals than 
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with smaller ones (Baum and Korn 1999), and managers often focus on the size of a competitor 

first (Chen and Miller 1994). Taken together, we expect that attacks initiated by larger scale 

rivals lead to stronger reactions due to the increased awareness of such attacks compared to those 

of smaller scaled rivals.  We have no a-priori reason to expect differences between strategic and 

tactical actions in this regard; hence we assume the effect of relative scale to be similar across 

both. 

 

Figure 2-1: Guiding Framework 

 

 

 Motivation is measured by the similarity of competitors in terms of markets served. The 

market in which rivalrous firms meet has been shown to be an important determinant of the 

extent of their competitive actions. Most research shows that firms which compete in similar 

markets will be more motivated to react to each other in order to protect their position in the 

market (e.g. Chen 1996; Gielens et al. 2008; Kilduff, Elfenbein and Staw 2010; Leeflang and 

Wittink 2001). However, Smith et al. (1997) suggest that firms react to firms in both similar and 

dissimilar markets, and that competition does not necessarily restrict itself to similar markets. We 

therefore do not form expectations on the direction of this moderator, but leave it as an empirical 

question. We capture this variable by comparing the market segments served by the attacking and 

defending firm, and characterizing whether these are similar markets or not. 
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Finally, capability is measured in terms of the relative capability to contest a particular 

attack. In line with the findings of Chen, Su and Tsai (2007) we posit that the intensity of 

reactions depends on the relative capability to contest between brands. We capture this variable 

by the observed marketing deployment (i.e. marketing expenditures) over our data period. If the 

attacking brand has more resources than the defending brand, reactions are expected to be 

weakened due to lack of resources to do so (Gatignon and Reibstein 1997). Not only are weaker 

defenders likely to have smaller budgets available to retaliate, but such defenders could also be 

faced with the fear of strong retaliation if they do react, making reactions less likely (e.g. Kumar, 

Scheer and Steenkamp 1998). Conversely, in the case that the difference between the attacking 

and defending brand is small, the fear of strong counterreactions is lessened and we expect 

stronger reactions to occur (Leeflang and Wittink 2001). Given that these resource constraints 

appear both at the strategic and tactical level, we do not assume a priori that differences exist 

between these action types. 

 

2.1.3 Control variables 

We included several control variables to account for differences between categories and 

regions (for tactical actions only). These differences potentially lead to different reaction 

strengths across categories and regions above and beyond those explained by the aforementioned 

behavioral factors. At the category level we account for category growth and category 

concentration. As category growth can influence the interest firms have in a particular category 

and therefore affect competitive activity, controlling for the growth allows us to investigate the 

extent of competitive reactions in an equal way across categories (e.g. Ramaswamy, Gatignon 

and Reibstein 1994; Steenkamp et al. 2005). Similarly, the amount of firms active in a category 

can influence the extent of competitive activity (Ramaswamy, Gatignon and Reibstein 1994), and 

hence we control for it through the market concentration. For the tactical actions, we also control 

for potential differences between the sales force areas. We capture the consumer market size 

through the population level of an area, and the physician market size through the amount of 

physicians per 1000 inhabitants (i.e. physician concentration). To capture demand side 

differences between areas, we capture health status of the population within an area through 

income and education level (e.g. Geronimus and Bound 1998), with higher income and higher 

education areas expected to reflect those areas with a better health status.  
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2.2 Data and methodology 

2.2.1 Research setting and data description 

Our research focuses on the sales force as a marketing instrument, because this setting is 

an example where the dichotomy between strategic and tactical actions is highly pronounced.
 
In 

this setting, higher management determines the general strategy by allocating total brand budgets. 

This allocation is based partly on own (past) marketing effectiveness, sales force size and 

competitive activity. Increasing or decreasing budgets for certain products then corresponds to 

strategic actions in this setting (Zoltners, Sinha and Lorimer 2008). Once this allocation across 

products has been determined, it is communicated to junior managers, who implement the 

strategy by allocating sales personnel to products depending on available budgets (Zoltners, 

Sinha and Lorimer 2008). Based on in-the-field feedback, deviations from the outlined strategy 

can occur in order to cater to customer needs or respond to activity by competing sales people
2
. 

This gives rise to tactical actions. For example, increasing visits to a customer to promote a 

certain product knowing that a direct competitor visited last week is considered a tactical action.  

We obtain our results using a unique single-source panel data set of 1502 representative 

British physicians covering the years 1987-2006. Over this period, these physicians recorded on a 

daily basis all the new prescriptions
3
 they wrote as well as the detailing visits by pharmaceutical 

companies they received. We thus have a complete view of the sales and personal selling activity 

by all brands active in the category.  

The 14 molecules on which we focus cover three therapeutic classes, namely hypertension 

(9), stomach ulcers (3) and analgesics (2). For these therapeutic classes, the different drugs 

marketed using the same molecule are substitutable, but substitution between categories is not 

possible. This is a unique feature of the dataset which derives from firms agreeing to co-market a 

molecule to share marketing costs
4
 (see Ching and Ishihara 2012 for a prior application). The 

                                                 
2
 Leeflang and Wittink (2001) state that a similar distinction exists in a (FMCG) retail context: Promotional calendars 

determine the budget allocation, but deviations from the calendar are possible in response to competitive actions.  
3
 These are actual prescription decisions, as repeat prescriptions have been excluded from the dataset. 

4
 Being in a co-marketing agreement does not mean that the firms do not compete with each other, which would 

go against anti-trust laws. In the data this is confirmed in two ways. First, most physicians are visited by 
representatives from multiple manufacturers, and all manufacturers are active in all regions of Great Britain. Thus, 
we do not find evidence for market division in our data. Second, we observe a substantial amount of brand 
switches within each category despite the molecules being the same. Such switches seem to point to detailing 
effects, which are positive on average (Kremer et al. 2008). Hence, brands are actively and successfully trying to 
influence physicians to change their prescription behavior.   
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advantage of the co-marketing setting is that we control for differences in drug efficacy which 

can influence the prescription rate of drugs. If one drug is more efficacious than another, the 

prescription rate for this drug will increase due to other factors than detailing activity. Given the 

impossibility of accurately measuring efficacy of different drugs due to side effects, tolerance 

dosage etc., controlling for efficacy allows us to study competitive reactions driven by sales force 

attacks in isolation.  

In Appendix 2.A we provide more detail on these drugs used in the analysis. In addition to the 

branded variants, a generic is also present. After patent expiration, lower-priced variants of 

branded drugs based on the same molecule are allowed to enter the market. These generic drugs 

rely on price as their main marketing instrument, and generally deploy less marketing effort 

before and after their introduction to the market (Osinga, Leeflang and Wieringa 2011)
 5

.   

For our analyses, we analyze the prescription and detailing data at the quarterly level for 

strategic actions and at the monthly level for tactical actions, as these are the levels on which 

decision making takes place (Dong, Manchanda and Chintagunta 2009; Pauwels, Aksehirli and 

Lackman 2016). We obtain two sets of time series by aggregating across physicians in two ways: 

one set at the brand level reflecting strategic actions, and one set at the brand-regional level 

reflecting tactical actions. The regions used are based on the locations of the physicians recorded 

in the data set and correspond to ten NUTS-1 regions for Great-Britain (Eurostat 2014). While 

these regions may not correspond exactly to the sales regions used by individual firms, they are 

disaggregate enough to capture differences in regional characteristics (population size, ethnicity, 

urbanization, number of physicians, sales force size etc.) to reflect differences normally 

encountered in such regions (e.g. Dong, Janakiraman and Xie 2014; Stremersch, Landsman and 

Venkataraman 2013; Zoltners and Sinha 2005).    

 

2.2.2 Obtaining reaction and sales elasticities 

Our analysis continues in two stages. In the first stage, we apply a novel seemingly 

unrelated error-correction model (SURECM) to the sales and detailing time series to obtain the 

short- and long-term reaction elasticities characterizing the strength of competitive reactions, and 

                                                 
5
 This does not mean that generic brands do not use detailing at all. In our data, we observe sufficient details for 

generic brands to be able to apply time-series methods. However, the number of details tends to be lower than for 
branded variants. 
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their associated own- and cross-sales impact. We perform this analysis twice for each drug, at the 

brand level (to obtain elasticities at the strategic level) and at the brand-regional level for each 

region (to obtain elasticities at the tactical level). In the second stage, we use weighted least 

squares regression to relate the estimated reaction elasticities to our set of moderating variables to 

explain differences in reaction strength for both types of strategies. 

 Our model specification should allow us to capture several characteristics. First, the 

model should allow us to capture the short- and long-term effects of competitive actions. Second, 

it should allow us to capture the associated own-and-cross-sales impact of these actions as well. 

Third, the model should produce parameter estimates for each brand within a category. Fourth, 

the model should allow for correlations between brands within the same category. Fifth, the 

model should allow for the potential endogeneity between the sales and detailing series within a 

brand. Our seemingly unrelated error-correction model (SURECM) addresses these five points in 

a parsimonious way.   

Before we describe our model, we first test whether the (logged) time series have a unit 

root. As recent literature has pointed out that panel unit root test have greater power than 

individual unit root tests, we applied the test of Levin, Lin and Chu (2002) to our series. Here, we 

used the test with brand-specific intercepts, lag-lengths, and included a trend. This test shows that 

at the brand level a unit root is only present in one category, while a pooled test across categories 

shows no unit root. At the brand-regional level none of the tests show a unit root. The Maddala-

Wu (1999) test confirms the result for the brand-regional level, but also shows no evidence of a 

unit root at the brand level. We conclude that all series fulfill the stationarity condition except for 

one category. We therefore leave this category (Cimetidine) out of our further analyses.
6
  

 

2.2.2.1 Model for reaction and sales elasticities of strategic actions 

To capture both the short- and long-term effects of competitive reactions at the strategic 

level, we start with an error-correction specification (see for example Fok et al. 2006; Gijsenberg 

2014; Van Heerde et al. 2013) that links the detailing effort of a brand b            in 

category c            in quarter t (    
  ) to the detailing effort of the competing firms in a 

                                                 
6
 A robustness check which includes this category shows that the results are highly similar when we include this 

category, and that none of the substantive conclusions change. 
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category (    
  
    ). We specify the following detailing equation, where we take logs of both 

the detailing (Det) and prescriptions (Rx) variables to interpret the parameters as elasticities: 
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Here,   denotes the first-difference operator such that            . The first parameters of 

interest in this equation are                
  

, which denote the short-term detailing effects of 

competing brands on the detailing of brand b. They reflect the effect of a unit change in 

competing detailing on the detailing effort of brand b, and can thus be interpreted as the reaction 

elasticity. This reaction elasticity can be significant and positive, significant and negative, or non-

significant. We call the first case retaliation, the second case accommodation and the third case 

no-reaction (e.g. Steenkamp et al 2005). The long-term reaction elasticity is captured by the 

parameters                
  

, reflecting the cumulative long-term effects of a one-period unit shock 

in competitive detailing (Fok et al. 2006; Van Heerde et al. 2013). Beyond these effects of 

interest, we also capture the short- and long-term effects of own prescriptions on the detailing 

decision of brand b (  
   and   

  ) as controls. Similarly, this decision could be influenced by 

competitors’ prescription levels, the short- and long-term effects of which we capture with  

         
  

 and         
  

. The linear trend variable related to   
   captures long-term market changes, 

given that our data cover the period 1987-2006 (e.g. Dekimpe and Hanssens 1995; Franses 2001; 

Van Heerde et al. 2013). Finally, the parameter   
   captures speed of adjustment towards the 

(long-term) equilibrium (Dekimpe and Hanssens 1999; Van Heerde et al. 2013). 

 Beyond the effects on detailing of a brand b, we are also interested in the effects of own 

detailing on the prescriptions of brand b (own-sales effects), as well as the effects of competing 

detailing on the sales of brand b (cross-sales effects). To obtain these effects at the strategic level, 

we introduce the follow equation: 
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With this equation we capture the short-and long-term own- and cross-sales elasticity. The short-

term own-sales elasticity is captured by   
  , reflecting how a unit shock in detailing for brand b 

affects its prescriptions. In a similar vein, the short-term cross-sales elasticities are captured by 

the parameters          
  

, reflecting how the sales of brand b are affected by competitive one-unit 

detailing shocks. The long-term own elasticity is given by the parameter   
  , while the long-term 

cross-sales elasticities are captured by          
  

. As the number of prescriptions for brand b in 

quarter t might be related to the short- and long-term level of detailing of competitors, we include 

these effects in the model through                
  

 and                
  

 respectively. As before, the 

linear trend associated with   
   captures long-term market changes over time, while the speed of 

adjustment towards the (long-term) equilibrium is given by   
  . 

Taken together, Equation (1) and Equation (2) specify for each brand the relevant 

variables affecting detailing and prescriptions. Given that we specify two equations per brand, on 

the category level we end up with systems of 4-8 equations depending on the category. Before we 

explain our estimation procedure, we first introduce the equations used at the brand-regional 

level, as they are conceptually similar to the above equations. We use these equations to 

investigate the reaction and sales effects at the tactical level. 

2.2.2.2 Model for reaction and sales elasticities of tactical actions 

Similar to the equations introduced previously for strategic actions, we introduce an error-

correction model to capture the short- and long-term reaction effects of tactical actions. For a 

brand b            in category c           in area k            in month s of quarter 

t we specify the following equation for its detailing level:  
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In this case, the dependent variable    
      

   

    
    captures the amount of detailing calls 

deployed in month s out of the total possible allocation     
    for region k in quarter t. This way, 

we capture the budget constraint which junior managers are faced with when deciding on the 

amount of detailing calls to make. The short-term reaction elasticities in this equation are given 

by the parameters                
   

, which capture the effect of a unit shock in competitive 

detailing on the detailing of brand b. As brand b cannot observe the relative level of detailing of a 

competitor j, we specify     
   

 in absolute terms. The long-term reaction elasticities are captured 

by the parameters                
   

. In this equation, we control for the fact that junior managers 

might anticipate their current level of detailing by taking into account the total amount of 

detailing for quarter t available. Therefore, we introduce the variable               , denoting 

the logarithm of the number of calls remaining within the quarter at time s. Additionally, we 

control for the short-and long-term effect of own prescriptions (  
    and   

   ) and competitive 

prescriptions (         
   

 and          
   

), as these could influence the detailing decision. Finally, the 

long-term trend   
    captures the evolution of the market in area k over time, while the (long-

term) equilibrium within this area is given by   
   . 

Beyond the detailing decision, we also seek to capture the own- and cross-sales effects at 

the tactical level. Similar to the case of strategic actions, we therefore introduce the following 

equation: 
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 The above equation allows us the capture the own-and cross-sales elasticities that we are 

interested in. The short-term own-sales elasticity is captured by   
   , while the corresponding 

long-term own-sales effects is captured by   
   . Consistent with Equation 3, we specify the own-

detailing variables relative to the amount of details within the quarter t. The short-term cross-

sales elasticities are captured by          
   

, and the long-term cross-sales elasticities are given by 

the parameters          
   

. As before, we control for the short- and long-term effects of competing 

prescriptions on the prescriptions for brand b through                
   

 and                
   

. The 

long-term trend associated with   
    captures changes in the market in area k over time, while 

the parameter   
   reflects the (long-term) equilibrium within area k.  

 Equations (3) and (4) are specified for each brand b in each region k. For each region we 

therefore obtain a system of 4-8 equations per category, depending on the number of brands 

active within each category. Given the similar setup in models for strategic and tactical actions, 

we employ the same estimation procedure for both. The next section outlines this estimation 

procedure.  

 

2.2.2.3 Model estimation procedure 

 The system of equations defined by Equations (1) and (2) for all brands in each category 

and Equations (3) and (4) for all brands in each category in each region suffers from simultaneity 

bias, because some variables occur both as dependent and as independent variables. We therefore 
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need to account for this simultaneity to avoid endogeneity problems and biased estimates. In 

addition, it is likely that the error terms     
     

and     
     

are correlated both within and across 

brands in a category. Ignoring such correlation can again lead to biased estimates. To address 

these issues, we estimate our models in a seemingly unrelated error-correction model (SURECM) 

framework which we introduce to the marketing literature after prior applications in economics 

and finance (e.g. Kim 2004; Sørensen and Werner 2006; Thompson, Sul and Bohl 2002). We 

jointly estimate all the ECM equations in the system to account for the simultaneity bias (e.g. 

Ataman, Van Heerde and Mela 2010; Li et al. 2016). At the same time, we correlate the errors of 

all equations within the system as in the SUR model (Zellner 1962), thereby accounting for the 

potential correlations that exist between all equations using a full covariance matrix. Thompson, 

Sul and Bohl (2002) show that this system can efficiently be estimated using the standard SUR 

estimator.  

When estimating our models, the parameters   
     

and   
     

are initially multiplied through 

(e.g. we estimate    
     

   
     

). Following Van Heerde et al. (2013) we obtain the estimates 

of interest (e.g.   
     

) from this initial estimate and use the delta method (Greene 2003) to obtain 

its standard error.  

The above model setup allows us to capture all the five characteristics deemed necessary 

before: It captures (1) the short-and long-term effects of competitive detailing on own-detailing 

and (2) the own-and cross-sales impact of these detailing effects for (3) each brand in each 

category. Furthermore, the SURECM estimation procedure assures that (4) correlations within 

and across brands are captured and (5) endogeneity between prescription and detailing series is 

captured. 

Once we have obtained the estimates for all the elasticities, we correct the estimates for the 

strategic actions to account for potential aggregation bias (Leone 1995). We do because of the 

difference in temporal aggregation between the strategic actions (quarterly) and tactical actions 

(monthly). As we desire to compare the size of the elasticities, not accounting for this bias can 

affect our results. Following Bass and Leone (1983) we deflate our quarterly level elasticities and 

their associated confidence intervals with a factor three, thereby accounting for the difference in 

temporal aggregation. 
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2.2.3 Determining differences between strategic and tactical reaction strength 

To explain the differences in reaction strength between strategic and tactical reactions, we 

link the reaction elasticities to our set of moderating variables defined before. This yields four 

models: two models categorizing the differences in reaction strength between short-term and 

long-term effects for strategic reactions, and two models categorizing the short-term and long-

term effects for tactical reactions. The dependent variables in these models are the short- and 

long-term reaction elasticities obtained from the SURECM. We link these dependent variables to  

the moderators using weighted least squares regression, because our dependent variables are 

estimated quantities (see Saxonhouse 1976 for a justification hereof, and e.g. Frison et al. 2014; 

Nijs et al. 2001; Steenkamp et al. 2005 for applications in marketing). As weights we use the 

inverse standard error of the dependent variable. We operationalize our moderating variables in 

accordance with prior studies; see Table 2.B1 in Appendix 2.B for an overview. We compute the 

brand-specific factors at the brand level for the analysis of strategic reactions, and at the brand-

regional level for the analysis of tactical reactions.  

 

2.3 Results 

Before presenting our results in detail, we first provide empirical evidence supporting the 

existence of strategic and tactical actions in our data. Next, we discuss our findings for each type 

of reactions observed (no reaction, retaliation or accommodation), and their associated strength, 

for both action types. We then discuss the sales impact of these reactions, and whether these 

reactions were justified or not from a firm performance point of view. Finally, we discuss the 

drivers of differences in reaction strength for both reaction types. 

2.3.1 Existence of strategic and tactical reactions 

Besides the differences in terms of decision maker depending on the firm level investigated 

(brand vs. brand-regional) outlined before, based on prior research we can derive some other 

conditions that set apart strategic from tactical actions. First, as strategic actions require more 

effort to implement and their effectiveness remains uncertain for a longer period of time 

(Wernerfelt and Karnani, 1987), the responses to strategic actions will be slower compared to 
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tactical actions (Chen, Smith and Grimm 1992).  Based on a high frequency spectral analysis
7
, 

we find that cycles for strategic actions are on average longer than those for tactical actions (2.90 

vs. 2.69, p < .05 one-sided). This finding is in line with prior research suggesting that strategic 

actions take longer to implement, and our data reflect this assertion.  

Second, prior research also suggested that strategic actions should provoke fewer responses 

than tactical actions, because responding to strategic actions takes more time and requires more 

effort (Chen, Smith and Grimm 1992). In our case, the absolute number of responses to tactical 

actions is higher by construction (365 elasticities vs. 92 elasticities), which does not provide a 

good indication of the total amount of actions. However, prior research also suggests that 

strategic actions are expected to have a stronger impact on a firms direction (Miller and Chen 

1994). We find evidence for this suggestion by comparing the elasticities in a relative sense. In 

doing so, we find that a  larger proportion of strategic actions (than tactical actions) have a 

significant impact (0.30 vs 0.17, p < .01) on the short run, while there is no difference on the long 

run (0.38 vs 0.45, p > .10). This increased impact provides validity to the distinction we make in 

this chapter. Furthermore, this illustrates that considering the strength of reactions as done in this 

study instead of the absolute number of reactions provides a different view than that provided by 

prior studies, and thus adds to our understanding of competitive interactions. 

 

2.3.2 Nature and strength of strategic and tactical actions 

The estimated models show a moderate to good fit to the data. For the strategic action 

models, we find that the McElroy system R
2
 varies from 0.87 to 0.99 (mean = 0.97); the 

individual equation R
2
 values vary from 0.13 to 0.97 (mean 0.63). For the tactical action models, 

the McElroy system R
2
 varies from 0.49 to 0.84 (mean = 0.64), while the individual equation R

2
 

values vary from 0.01 to 0.56 (mean = 0.29). Based on the results of the SURECM model, we 

classify reactions as retaliatory (positive, significant elasticities), accommodating (negative, 

significant elasticities) or no reaction (non-significant elasticities). We present the results of this 

classification for both short- and long-term reactions in Table 2-2. In line with prior studies (Nijs 

et al. 2001; Steenkamp et al. 2005), we find that on the short-run, no reaction is the most 

prominent behavior observed for both strategic (69.5%) and tactical (83.1%) actions. When a 

                                                 
7
 See Harvey (1975) for technical details and Bronnenberg, Mela and Boulding (2006) for an application in 

marketing. 
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reaction takes place, we find that only retaliation takes places (30.5% and 16.9% of the cases 

respectively), while accommodation is absent for both strategic and tactical actions. The latter 

finding contrasts the aforementioned prior work, which found some, although limited, 

accommodating reactions. When we consider the strength of reactions, we find that retaliatory 

strategic actions have stronger short-term effects than tactical actions (0.53 vs 0.11, p < .01).  

 

Table 2-2: Size and percentage of significant reaction elasticities for strategic 

actions (top panel) and tactical actions (lower panel) 

Size (percentage) of significant reaction elasticities for strategic actions 

 Not significant* Retaliation Accommodation 

Short-run -0.005 (69.5 %) 0.53 (30.5 %) NA (0.0 %) 

Long-run 0.15 (61.9 %) 0.57 (38.1 %) NA (0.0 %) 

    

Size (percentage) of significant reaction elasticities for tactical actions 

Short-run -0.0005 (83.1%) 0.11 (16.9 %) NA (0.0 %) 

Long-run -0.03 (54.7%) 0.09 (45.3 %) NA (0.0 %) 

* 
Elasticities are classified based on the sign and significance of the estimates 

 

For the long-run effects we find that no reaction is most observed for both strategic (61.9%) 

and tactical (54.7%) actions. Strikingly, we find that more long term reaction effects are 

significant than short term reaction effects. This indicates that the consequences of competitive 

actions need time to materialize. Again only retaliatory actions are observed; no accommodation 

occurs. In terms of reaction strength, strategic actions have stronger long-term effects than 

tactical actions (0.57 vs 0.09, p < .01). This shows that both strategic and tactical actions can 

have consequences on the long run. Combined with our previous findings for the short-term 

effects, these results show an interesting contrast with our prior expectations. We expected 

strategic actions to have stronger long-term effects overall, while tactical actions were expected 

to have stronger short-term effects overall. In contrast with this we find that in terms of overall 

strength, strategic actions are always larger in magnitude than tactical actions are.  However, 

when we compare the pattern of magnitudes for both, we find that for strategic actions the long-

run effect is larger than the short-run effect (0.57 vs 0.53, p < .05), while for tactical actions the 
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short-run effect is larger than the long-run effect (0.11 vs 0.09, p < .01). Concluding, contrary to 

our expectations we find that the overall strength of strategic actions is always larger than that of 

tactical actions, but in line with our expectations most of the effect to strategic actions 

materializes on the long-term, while most of the effect of tactical actions materializes on the 

short-run. 

2.3.3. The justifiability of strategic and tactical reactions 

Having quantified the strength of reactions, we next discuss the justifiability of both action 

types.  We are concerned with the justifiability of an action as this determines whether the actions 

should have been taken in the first place or not. Consistently making wrong decisions can have 

severe consequences, especially in the case of strategic actions that are difficult to reverse.  

We first consider the case of no reaction in Table 2-3. We find that not reacting for both 

strategic and tactical actions is usually the correct action, as the most common occurrence is the 

absence of a significant cross-sales effect - 54 out of 64 cases, or 84%, for strategic actions and 

247 out of 303 cases, or 79%, for tactical actions. On the long-run, we find that 41 out of 57 

(72%) cases for strategic actions and 131 out of 200 cases (66%) for tactical actions show no 

significant cross-sales effects.  In addition, positive cross-sales effects are present for the 

remaining 10 (16%) and 16 (28%) cases for strategic actions,  and for 56 (21%)  and 69 (34%) 

cases for tactical actions. Negative-cross sales effects are absent for both strategic actions and 

tactical actions. Not reacting to competitive moves hence is a justified decision in all the cases 

considered, either because sales are unaffected or because sales are actually gained despite not 

reacting.  

 

Table 2-3: Performance implications of not reacting 

 Strategic actions 

(n = 92) 

Tactical actions 

(n = 365) 

 Short-run 

(n = 64) 

Long-run 

(n = 57) 

Short-run 

(n = 303) 

Long-run 

(n = 200) 

Positive cross-sales effect 10 16 56 69 

No significant cross-sales effect 54 41 247 131 

Negative cross-sales effect 0 0 0 0 
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 Next, we consider the consequences of retaliatory behavior, i.e. increasing sales force 

effort in response to increased competitive sales force effort. Table 2-4 summarizes our findings. 

We find that justified retaliation (i.e. with positive own-sales elasticity) occurs more frequently 

for strategic actions (23 out of 28 cases, 82%) than for tactical actions (46 out of 62 cases, 74%) 

on the short run. On the long run a similar pattern occurs, with 28 out of 35 (80%) cases for 

strategic actions and 124 out of 165(75%) cases for tactical actions showing positive own sales 

elasticities. We thus find that spoiled arms (Leeflang and Wittink 1996) occurs more frequently 

for tactical actions than for strategic actions due to the higher number of cases with negative own 

elasticities. 

 When we consider the cases where a justified decision was made, we notice another 

difference between strategic and tactical actions. When we consider the strength of the retaliation, 

as reflected in the cross-sales effect, we notice that significantly (p < .05) more strategic (78% 

short term, 68% long term) than tactical actions (46% short-term, 43% long term) have a positive 

cross-sales effect. This implies that in more than 50% of the case for tactical actions the 

retaliation was not strong enough to counter the action by the competitor. We thus find evidence 

here that for a substantial amount of actions taken by junior management the decision taken is not 

optimal given the circumstances.  

 

Table 2-4: Performance implications of retaliation 

 Strategic actions 

(n = 92) 

Tactical actions 

(n = 365) 

 Short-run 

(n = 28) 

Long-run 

(n = 35) 

Short-run 

(n = 62) 

Long-run 

(n = 165) 

Own elasticity defender > 0 23 28 46 124 

Cross-elasticity < 0         5          9           25             71 

Cross-elasticity ≥  0          18          19           21             53 

Own elasticity defender ≤ 0 5 7 16 41 
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2.3.4 Moderators of reaction strength of strategic and tactical actions 

Having assessed the performance impact of both action types, we conclude with an 

investigation of factors that influence the strength of competitive reactions. Knowledge hereof 

can assist managers in determining what types of reactions to expect from certain competitors, 

and help them improve their strategic and tactical planning. We present the results for the short-

term effects in Table 2-5. We report the moderating effects on both the short- and long-term 

effects. 

When we consider awareness, we find that the on the short-term the relative scale of the 

attacker only affects strategic actions, in a positive way (b = 0.162, p < .01). On the long run, the 

effect remains positive for strategic actions (b = 0.006, p < .10), but we find a significant negative 

effect for tactical actions (b = -0.006, p < .05). Hence, for strategic actions more visible actions 

elicit a stronger short- and long-term response by competitors as we expected, while we find that 

more visible actions discourage long-term reactions at the tactical level. Motivation to react, as 

measured by similarity of markets served, shows distinct differences between strategic and 

tactical actions. For strategic actions, reactions are weaker on the short term when the defender is 

a generic brand (b = -0.090, p < .10); none of long-term effects are significant. In contrast, for 

tactical actions reactions are stronger when the attacker is a generic brand both on the short-term 

(b = 0.014, p < .10) and on the long term (b = 0.079, p < .01). Similarly, when the defender is a 

generic brand the short-term (b = 0.005, p < .10) and long-term (b = 0.053, p < .01) reaction 

effects are stronger. Comparing these results, we can conclude that at the strategic level managers 

are less motivated to react to actions initiated by dissimilar brands, while at the tactical level 

managers are more motivated to react to actions initiated by dissimilar brands. Moreover, we find 

that this motivation effect at the tactical level is much stronger for long-term reactions. Finally, 

when we look at the capability to react, we find that for strategic actions an increased capability 

to react increases both the short-term reaction strength (b = 0.006, p < .01) and the long-term 

reaction strength (b = 0.003, p < .10), while this effect is not significant for tactical actions. In 

sum, we find that while the decisions taken by higher managers are affected by awareness, 

motivation and capability factors, those of junior managers are affected mostly by motivation 

factors, and in a way opposite to those of higher managers. 
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Table 2-5: Effects of moderating variables on strategic and tactical reaction strength 

for short- and long-term reactions 

 Strategic actions  Tactical actions 

Moderator Parameter 

short-term 

(t-value) 

Parameter 

long-term 

(t-value) 

 Parameter 

short-term 

(t-value) 

Parameter 

long-term 

(t-value) 

Relative Scale Attacker 0.162
a 

(5.836) 

0.006
c
 

(1.415) 

 
0.024 

(1.127) 

-0.006
b
 

(-2.121) 

Market Similarity: Attacker Generic -0.003 

(-0.031) 

-0.029 

(-0.084) 

 
0.014

c 

(1.712) 

0.079
a 

(4.217) 

Market Similarity: Defender Generic -0.090
c 

(-1.892) 

-0.018 

(-0.066) 

 
0.005

c
 

(1.752) 

0.053
a 

(5.379) 

Relative Capability to Contest 

 

0.006
a 

(2.818) 

0.003
c
 

(1.764) 

 
0.0001 

(1.083) 

0.0003 

(1.392) 

Category Concentration -0.173
b
 

(-2.391) 

-0.117 

(-0.519) 

 
0.006

 

(1.129) 

0.056
a
 

(10.294) 

Category Growth 2.234 

(0.741) 

-0.567 

(-0.059) 

 
-0.005

c
 

(-1.788) 

0.017
b 

(2.868) 

Physician Concentration   
 

0.004 

(0.509) 

0.284
a 

(2.895) 

Population Level   
 

-0.000008 

(0.829) 

-0.000003 

(-0.392) 

Income   
 

0.0000009 

(0.635) 

-0.000003
c 

(-1.549) 

Education Level   
 

-0.340
c
 

(1.909) 

-0.0001 

(-0.001) 

Intercept 0.790
a
 

(2.882) 

0.647 

(0.761) 

 
-0.085 

(-1.346)
 

-0.287
a
 

(-3.457) 
a
 = p < .01 (two-sided)    

c
 = p < .10 (two-sided) 

b
 = p < .05 (two-sided)    

 

With respect to the control variables, we find that in markets with more competitors the 

reaction to strategic actions is weaker on the short-term (b = -0.173, p < .05), while no effect is 

found for tactical actions. On the long-term no significant effect for strategic actions is found, 

while the positive effect for tactical actions persists (b = 0.056, p < .01) While economic theory 

suggests more intense competition on non-price instruments (e.g. sales force) in markets with 
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fewer competitors (Lipczynski and Wilson 2001; Ramaswamy, Gatignon and Reibstein 1994), in 

line with our finding for strategic actions, the finding for tactical actions runs counter to this 

assertion. One explanation could be that junior managers face more pressure to achieve their own 

sales goals in markets with more competitors, increasing the strength of their reactions to 

maintain a sufficient share of category sales (Armstrong and Collopy 1996). The latter could also 

explain the positive long-term effect for category growth (b = 0.017, p < .05), where in high 

growth categories junior managers are faced with more pressure to achieve market share (which 

is a sales related performance metric), and in turn they need to react strongly to competitors to 

achieve this goal (Armstrong and Collopy 1996). In contrast, the short-term effect is negative, 

indicating reactions that are less strong (b = -.005, p < .10). Finally, we find that in areas with a 

higher education level reactions are weaker on the short term (b = -0.340, p < .10 This finding 

can be attributed to the decreased demand for drugs which can be attributed to healthier lifestyles 

of inhabitants in these areas. 

 

2.4 Discussion 

Firms continuously engage in competitive interactions with other firms and this 

determines firm performance. To succeed in this competitive game, knowledge of the expected 

strength, direction and consequences of competitive reactions are required. In this chapter we 

examine the short- and long-term differences between two types of actions: Strategic actions and 

tactical actions. The former determine the policies and strategies that govern the acquisition, use 

and disposition of resources to achieve firm objectives (Anthony 1965; Schultz, Slevin, Pinto 

1987; Steiner 1969), and are implemented by higher management. The latter are actions 

implemented by more junior managers that concern the detailed deployment of resources 

(Anthony 1965; Schultz, Slevin, Pinto 1987; Steiner 1969). We empirically explore differences 

between these competitive actions in the setting of the pharmaceutical industry using the sales 

force as a marketing instrument. Using a unique, single-source panel dataset consisting of 1,502 

British physicians and covering twenty years of prescriptions and detailing data in combination 

with novel time-series methods (i.e. seeming unrelated error-correction models) we quantify the 

short- and long-run strength and sales impact of both types of competitive actions, and provide 

insight on factors moderating reaction strength.   
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 Our findings suggest that not reacting is the most common behavior on the short-run for 

both types of actions in accordance with prior research on advertising and promotions (e.g. 

Leeflang and Wittink 1996; Steenkamp et al. 2005). However, in contrast with this research we 

find substantial long-term effects, indicating that both strategic and tactical decisions carry 

weight into future periods, necessitating the evaluation of these long-term consequences. In the 

absence of accommodating behavior by firms, the only reactions are retaliatory in nature. For 

these, we find that both on the short- and long-run, strategic actions tend to elicit stronger 

reactions than tactical actions. This is consistent with Dutton and Jackson (1987) who posit that 

the higher threat of strategic actions provokes stronger responses from competitors. In contrast, as 

tactical actions have less far-reaching consequences, their threat is lower and accordingly we find 

that the strength of competitive responses is also lower. Interestingly, we also find that most of 

the effect of tactical actions materializes on the short-run while their long-run effects are weaker. 

The reverse is true for strategic actions. Hence, the effect of strategic actions is more important in 

future periods, while tactical actions have a more immediate influence on a firms’ direction. 

Knowledge about the effectiveness of past actions can assist in decisions to implement new 

actions. If we consider the sales impact of strategic and tactical actions, we find that not reacting 

was a sound decision in all of the cases for strategic actions and tactical actions. Retaliation is 

more often justified for strategic than for tactical actions. Moreover, even when retaliation is 

justified, in more than 50% of the cases for tactical actions the reaction is too weak to counter the 

competitive action, while this occurs less often for strategic actions. From this it emerges that 

strategic actions are more often taken in a justified way than tactical actions. Even though tactical 

actions have weaker effects on a firms’ performance, compounding poorly justified decisions can 

amass to have strong negative consequences. Hence, improvements in the decision making 

process for the junior managers in charge of tactical actions could be warranted.  

We also provide insights on when to expect stronger and weaker reactions in response to 

strategic and tactical actions. For strategic actions, we find that reactions by the defending firm 

are stronger on both the short- and long-run when actions are more noticeable due to the attacker 

having a higher market share. Furthermore, we find that defenders react more strongly when they 

are more capable of doing so, i.e. when they have the resources available to oppose a competitive 

move. Reactions to strategic actions are weaker on the short-run when the defending brand is a 

generic. Tactical actions are stronger on the short- and long-run when the attacking or defending 
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brand is a generic. The long-term effect is weaker when awareness of the competitor is higher. 

These results illustrate that there are clear differences in the drivers of decision making between 

strategic and tactical actions. Strategic actions are driven by a mix of awareness, motivational and 

capability factors, while tactical actions are almost exclusively driven by motivational factors and 

do not take into account capabilities (Chen 1996). These different drivers lead to moderators 

showing opposite signs depending on the firm level investigated, e.g. strategic actions are weaker 

when the defending brand is a generic, while tactical actions in this cases show stronger 

responses.  

In sum, we find that strategic actions illicit stronger competitive response on both the short- 

and the long-run and that reaction decisions by higher managers are always justified and are 

driven by awareness, motivational and capability factors. In contrast, tactical actions show 

weaker response on the short term, while the reaction decisions of the junior managers in charge 

of these actions are not always justified and mainly motivationally based. Hence, while the 

strategic decisions taken by higher management are always correct, this does not hold for the 

tactical decisions taken by junior management. Even though the competitive responses to tactical 

actions are weaker and have more limited sales effects, the compounding of unjustified decisions 

could still have strong consequences. We attribute this poor performance to the sales objectives 

that junior management tries to achieve, stimulating a short-term orientation (e.g. Zoltners, Sinha 

and Lorimer 2012). Hence, while they are strongly motivated to react, by not carefully 

considering the full competitive landscape the actions of these junior managers may not always 

be as effective as they could be when more careful consideration would have taken place. Some 

ways to attenuate this are discussed next. 

 

2.5 Managerial implications 

Our study highlights the presence of strong reaction effects to competitive actions at 

different organizational levels. At the higher management level, our finding that competitive 

reactions are stronger for strategic actions underlines the importance of careful strategic planning. 

This provides clear guidelines for higher management. However, such planning is usually absent 

from manager’s minds due to lack of competitor information and uncertainties when predicting 

behavior of competitors (Montgomery, Moore and Urbany 2005). Managers can use the findings 

in this chapter on factors influencing competitive reactions to obtain expectations of reactions 
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given their market situation. In addition, model-based decision support tools can assist in the 

strategic planning process by making the effects of competition and its consequences explicit 

(e.g. Dong, Manchanda and Chintagunta 2009; Manchanda, Rossi and Chintagunta 2004; 

Montoya, Netzer and Jedidi 2010).  

 At the junior management level, we find that retaliatory reactions to competing tactical 

actions are frequently unwarranted, even though this is not the case for not reacting. To improve 

decision making, additional training and coaching of regional managers can be an effective tool 

(Armstrong and Collopy 1996; Zoltners, Sinha and Lorimer 2012). Expanding the information 

available upon which to base decisions could be another way to assist junior managers make 

better decisions (Leeflang and Wittink 1996). For example, firms could make the same decision 

support tools that higher management uses available across the firm (Zoltners, Sinha and Lorimer 

2012). Our finding that the use of sales goals as incentive structure for junior managers can 

negatively influence the decision making process by stimulating a short-term orientation suggests 

that an alternative incentive structure might be required as well. Moving away from the outcome-

based control system implied by setting sales objectives and moving towards a behavior-based 

control system that emphasizes the selling process instead of its outcomes can be an effective 

way to do so and improve sales force performance (Anderson & Oliver 1987; Cravens et al. 

1993). 

 

  2.6 Limitations and future research 

Our research has some limitations that could not be addressed within the scope of this 

study. First, our data are limited to 14 categories with 2-4 brands per category, while studies with 

comparable methodology (e.g. Frison et al. 2014; Nijs et al. 2001; Steenkamp et al. 2005; Van 

Heerde et al. 2013) relied on the data richness of scanner data in the consumer packaged goods 

setting to obtain their results with a number of brands exceeding 200. Future research that 

expands our work using a larger sample over varying industries could provide more 

comprehensive generalizations of our findings. 

Second, related to the above point, is that the pharmaceutical industry is a unique setting 

that, while offering us important insights in this, might hamper generalizability. However, the 

pattern of differences between strategic and tactical actions can similarly arise in e.g. the 

consumer packaged goods industry. For example, when it comes to advertising, there is a similar 
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decision structure in this industy regarding allocating and spending resources as we investigate in 

this chapter (Mantrala, Sinha and Zoltners 1992). Furthermore, when it comes to promotions 

most of these promotions are scheduled using a fixed promotional calendar, but deviations from 

the calendar can occur (Leeflang and Wittink 2001). The major difference between advertising 

and promotions on the one hand and personal selling on the other hand would be the lead time it 

takes to implement advertising and promotion changes (Leeflang and Wittink 2001), which 

would affect the size of short- and long-term elasticity estimates. However, given that different 

decision makers with different motivations are in charge of both decisions (e.g. investors and 

allocators in terms of Mantrala, Sinha and Zoltners 1992) in these cases as well, we could expect 

similar patterns with regard to the justifiability and drivers of decisions to occur. 

 Third, we only have data available on detailing activity by pharmaceutical firms. Other 

instruments such as sampling, journal advertising, symposium meetings and direct-to-consumer 

advertising
8
 have all been shown to affect prescriptions (e.g. Janakiraman et al. 2008; Osinga, 

Leeflang and Wieringa 2010; Stremersch, Landsman and Venkataraman 2013), and controlling 

for these additional instruments could influence our findings. However, given that detailing 

accounts for a large share of marketing activities in Great Britain in this period (90%, 

Janakiraman et al. 2008), the effects of this omission are likely to be small.  

 Finally, we do not observe drug prices, which are a major differentiator between generic 

and branded drugs and can affect their prescription behavior. However, Gonzalez et al. (2008) 

show that only 17% of physicians switch their prescriptions to generic drugs due to price, and 

other studies suggest that physicians are not price sensitive (Leeflang and Wieringa 2010) and/or 

generally unaware of prices (Kolassa 1995). Additionally, in Great-Britain agreements between 

the National Health Service (NHS) and the pharmaceutical industry fix prices for most drugs, 

effectively eliminating most price competition between manufacturers (National Health Service, 

2014).  

                                                 
8
 We note that direct-to-consumer advertising (DTCA) is not allowed in Great-Britain, the market we study. 

However, it is allowed in the United States and New Zealand, and could therefore influence prescriptions and 
spending on other marketing instruments 



Chapter 3 

 

Predicting Churn in the Face of Customer 

Privacy 

 

Abstract 

For customer-centric firms, churn prediction plays a central role in churn management 

programs. Methodological advances have emphasized the use of customer panel data to model 

the dynamic evolution of a customer base to improve churn predictions. However, pressure from 

policy makers and the public geared to reducing the storage of customer data has led to firms’ 

‘self-policing’ by limiting data storage, rendering panel data methods infeasible. We remedy 

these problems by developing a method that captures the dynamic evolution of a customer base 

without relying on the availability past data. Instead, using a recursively updated model our 

approach requires only knowledge of past model parameters. This generalized mixture of Kalman 

filters model maintains the accuracy of churn predictions compared to existing panel data 

methods when data from the past is available. In the absence of past data, across two applications 

in the insurance and telecommunications industry establish superior predictive performance 

compared to simpler benchmarks. These improvements arise because the proposed method 

captures the same dynamics and unobserved heterogeneity present in customer databases as 

advanced methods, while achieving privacy preserving data minimization and data 

anonymization. We therefore conclude that privacy preservation does not have to come at the 

cost of analytical operations. 

 

 

 

This chapter is based on Holtrop, Niels, Jaap E. Wieringa, Maarten J. Gijsenberg, Peter C. 

Verhoef (2017), “No Future without the Past? Predicting Churn in the Face of Customer 

Privacy”, International Journal of Research in Marketing, forthcoming. 
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For firms that rely on customers as their principal asset, the defection of customers, or 

churn, is a chief concern. This concern has exacerbated itself in the past decade as customers 

have become more aware of switching opportunities and switching barriers have fallen as a result 

of increasing market transparency and government deregulation. Annual churn rates can be as 

high as 63% (Blattberg, Kim, and Neslin 2008, p. 609), illustrating the extent to which customer 

churn can affect a firm’s customer base. Therefore, focusing on retention is more beneficial in 

terms of firm value than, for example, increasing profit margins or lowering acquisition costs 

(Gupta, Lehman, and Stuart 2004). Top executives recognize these benefits, reporting that 

customer retention is their top priority in terms of marketing spending (Forbes 2011). 

Firms use churn management programs to stimulate customer retention. These programs 

center on identifying customers at risk of churning and targeting them with a marketing program 

geared to increasing behavioral loyalty using retention incentives such as special offers and 

discounts (Ascarza, Iyengar and Schleicher 2016; Lemmens and Gupta 2013). To identify at-risk 

customers, firms form churn propensities using statistical models calibrated on historical churn 

data. After ranking these churn probabilities, the customers with the highest probabilities are 

selected for inclusion in the retention program. 

Because predicting churn plays a vital role in the design of effective churn management 

programs, researchers are continually exploring more accurate ways of forming these 

propensities. The most popular methods used in practice are logistic regression and classification 

trees, which use cross-sectional data and have been shown to have a good short-term predictive 

performance (Neslin et al. 2006; Risselada, Verhoef, and Bijmolt 2010). More recently, Ascarza 

and Hardie (2013) presented an approach that takes advantage of the richness of modern 

databases and model the dynamic evolution of customers in a customer base while accounting for 

unobserved customer heterogeneity using a Hidden Markov model (HMM) and panel data on 

customer churn behavior. They show that such an approach provides better short- and long-term 

predictions of churn than a range of benchmark models.  

While the richness and size of modern customer databases offer opportunities for firms, as 

illustrated by the previous example and numerous (big) data driven firms, this development has 

also raised policy maker and public awareness that increasing amounts of customer data are 

stored and linked at the expense of customer privacy. Policy makers in both the United States 

(PCAST 2014; Podesta et al. 2014) and Europe (General Data Protection Regulation, European 
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Parliament 2013) have, or are planning to, put forward legislation to regulate the storage of 

individual customer data for prolonged periods of time. At the same time, public awareness of 

privacy has also increased. Consequently, this legislative and public awareness has also 

heightened firm attention on the privacy topic (Marketing Science Institute 2016), and raised the 

question how to balance the need for analytics with customer privacy (Boulding et al. 2005; Rust 

and Chung 2006; Verhoef, Kooge and Walk 2016). The combination of governmental and public 

pressure has led to firms’ “self-policing” (Wedel and Kannan 2016). These firms incorporate 

privacy preserving measures into practice at the cost of analytical operations, limiting their 

capability to provide detailed insights on past customer behavior (Blattberg, Kim and Neslin 

2008, p. 78; Verhoef, Kooge and Walk 2016). Such firm behavior is in line with the prediction of 

economic theory showing that there is customer demand for privacy which firms should 

acknowledge (Rust, Kannan, and Peng 2002). Wedel and Kannan (2016) state two important 

privacy preserving measures such firms take: data minimization (i.e. limiting the amount of data 

collected, and disposing of unneeded data) and data anonymization (i.e. assuring that data cannot 

be connected to specific individuals). In practice, for many firms data minimization results in 

limiting data storage periods, and removing customer data after this period. In addition, data is 

analyzed anonymously or at aggregated levels to maintan data anonymization (Verhoef, Kooge 

and Walk 2016). Customers value firms that take these steps, as data usage, data security and 

(length of) data storage are listed as the most important concerns when sharing personal 

information (DMA 2015). One well-documented example of a firm that applied these principles is 

that of data broker Choicepoint (e.g. Acquisti, Friedman, and Telang 2006; Culnan and Williams 

2009; Otto, Antón, and Baumer 2007), which anonymized and voluntarily stopped collecting and 

removed data from their systems (Culnan and Williams 2009). Similarly, the European Internet 

service provider who provided one of the datasets for this study stores customer data for a year 

only, like many others in this industry.  

In this chapter, our goal is to provide a method for churn prediction that combines the 

principles of data anonymization and data minimization while retaining the strong predictive 

ability and richness of state-of-the-art churn models (e.g. Ascarza and Hardie 2013). We thus 

strike a balance between two seemingly incompatible objectives (Marketing Science Institute 

2016; Rust and Chung 2006; Rust and Huang 2014). In doing so, we show that privacy 

preservation does not have to come at the cost of analytical operations (as suggested by e.g. 
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Blattberg, Kim and Neslin 2008, p. 78; Wedel and Kannan 2016). To this end we develop a 

generalized mixture of Kalman filters (GMOK) model. This dynamic state-space model accounts 

for unobserved heterogeneity, while its recursive nature requires only knowledge of past model 

parameters to generate churn predictions. Our approach achieves data anonymization by 

aggregating information from prior periods into the model parameters, thereby not requiring the 

storage of privacy-sensitive individual-level panel data on past customer behavior (as in e.g. 

Ascarza and Hardie 2013). Instead, it merely requires new cross-sectional information from the 

current period to update the model. After inclusion in the model the data need not be stored, 

which achieves data minimization. 

We compare our approach to several other methods besides the HMM as introduced by 

Ascarza and Hardie (2013). These include logistic regression and classification trees due to their 

extensive usage in practice and good short-term predictive performance (Neslin et al. 2006). We 

also investigate to what extent the introduction of either dynamics (i.e. using data from prior 

periods) or unobserved customer heterogeneity improves model performance compared to models 

that include neither component (logistic regression and classification trees) or models that include 

both components (GMOK and HMM). In Table 3-1 we provide an overview of the models 

included in this study and their respective model traits.  

We consider two “worlds” in which our models are estimated: the panel data world, and 

the cross-sectional world. We do so because some of the models we consider were developed 

with full past data availability in mind using panel data (notably the HMM, see Table 3-1), while 

others were developed without reliance on past data using cross-sectional data only (notably the 

GMOK model, see Table 3-1). While we can estimate cross-sectional models on panel data by 

considering each panel wave as a separate cross-section, we cannot estimate panel data models on 

cross-sectional data as the same customers need not be present in every cross-section. 

Consequently, when past data is unavailable, panel data models collapse due to the absence of 

information on the same customers in prior periods, while cross-sectional models remain feasible. 

We show that the GMOK model has similar performance to the HMM in the panel data world 

while outperforming the simpler benchmark models. Importantly, the GMOK model retains this 

good performance in the cross-sectional world where past data is unavailable, while the HMM 

cannot be estimated (see Table 3-1).  This way we show that when past is unavailable, analytical 

operations need not suffer, provided adequate modeling techniques are applied. 
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Table 3-1: Overview of models included and their traits 

Model  Type of data 

required 

Includes data from 

prior periods (t-1)? 

Includes 

heterogeneity? 

Aggregate level 

data storage? 

GMOK (Repeated) 

Cross-

Sectional 

   

Hidden Markov 

Model (HMM) 

 

Panel   - 

Dynamics Only 

Model 

 

(Repeated) 

Cross-

Sectional 

 -  

Heterogeneity 

Only Model 

 

Cross-

Sectional 

-  - 

Classification 

Tree 

 

Cross-

Sectional 

- - - 

Logit Model 

 

Cross-

Sectional 

- - - 

 

As an additional benefit of our approach compared to simpler benchmarks, in periods 

following the period of model estimation, the decline in predictive accuracy is negligible 

compared with existing methods: whereas existing methods show an average decline in predictive 

performance of 20% after two periods (Risselada, Verhoef, and Bijmolt 2010), this decline is 

only 1-3% on average for our approach. This increased accuracy results in cost savings for firms, 

as time- and resource-intensive tasks such as data collection, data preparation, and model 

estimation can be performed less often because the same model can be used repeatedly without 

loss of performance. Moreover, the total time to estimate the GMOK model is 41% lower than 

the fastest benchmark model, leading to additional time savings when reestimating models. 
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The remainder of this chapter unfolds as follows: First, we motivate the conceptual 

development of our approach according to current practices and prior research in this field. In line 

with these observations, we develop our model to fulfill the criteria we identified with regard to 

privacy and model requirements. Next, we offer an empirical illustration of this model in the 

insurance industry and compare its performance with a selection of benchmark models. Here, we 

first compare all the models in the panel data world, and subsequently compare their performance 

in the cross-sectional world. In the setting of the cross-sectional world, we also validate our 

findings using a second data set from the telecommunications industry. We conclude with a 

discussion of our findings and specify directions for further research. 

 

3.1 Research background 

To understand the practical requirements for churn prediction, we first discuss how churn 

prediction is performed in practice—specifically, which methods practitioners use. Next, we 

argue that we can preserve the important methodological features recent studies have uncovered 

in a setting in which access to past data is limited. 

 

3.1.1 Churn prediction practice 

By predicting churn before its actual occurrence, marketers can proactively target 

activities toward those customers at risk of churning to convince them to stay with a firm. This 

approach can reduce the costs associated with churn (Blattberg, Kim, and Neslin 2008, p. 611; 

Neslin et al. 2006). Targeting is achieved by attaching a churn propensity to each customer in the 

customer base. Subsequently, a retention program is designed to cater to a selected subgroup of 

customers using their churn propensity as starting point (Blattberg, Kim and Neslin 2008, p. 615; 

Ganesh, Arnold, and Reynolds 2000). 

Several methods can determine these probabilities, all of which predict future churn on 

the basis of historical churn data. The most popular and best-performing methods are logistic 

regression and classification trees (Neslin et al. 2006). These methods can be further improved 

by using model averaging algorithms such as bagging and boosting (Leeflang et al. 2015, ch. 9; 

Lemmens and Croux 2006; Risselada, Verhoef, and Bijmolt 2010). A common characteristic of 

these prior methods is their reliance on cross-sectional data. A limitation of cross-sectional data 
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is the unavailability of past periods. If the model is not reestimated with new data but instead is 

reused beyond the period of estimation (as often happens in practical situations
1
), predictive 

inference suffers quickly (Risselada, Verhoef, and Bijmolt 2010). The latter study also indicates 

that the parameters of churn models are not stable over time; they vary in size, sign, and 

significance over the periods investigated, which illustrates the consequences of this information 

loss. To remedy this problem, Ascarza and Hardie (2013) develop a dynamic hidden Markov 

model (HMM) using a panel of customers to capture past customer behavior and unobserved 

customer heterogeneity. These authors show the improved predictive ability of churn of such a 

model for up to five subsequent periods. Thus, a dynamic model can alleviate the problems 

associated with cross-sectional approaches. A downside of this approach however is the reliance 

on customer panel data. Limiting the storage of customer data for prolonged periods of time to 

comply with legislative and public pressure renders constructing and maintaining such panels 

infeasible (e.g. Wedel and Kannan 2016). 

The main limitation of panel data methods thus lies in their reliance on the past 

information of single customers to make inferences. Next, we argue that an alternative approach 

that aggregates information about individual customers can capture the same model traits 

investigated by Ascarza and Hardie (2013). In so doing, we attenuate the limitations of panel 

data models in the face of stricter compliance with regulations, i.e. data anonymization and data 

minimization. 

 

3.1.2 Balancing data limitations with model performance 

In order to develop a method that fulfills the criteria of data anonymization and data 

minimization while retaining a good predictive performance, we need to consider an approach 

that can balance these requirements. In Figure 3-1 we therefore outline our approach to develop 

such a model. In order to retain a good predictive performance, we first analyze the model traits 

that have emerged from prior research and are associated with model performance. 

                                                 
1
 With reuse we mean that a model that was estimated in a prior time period is used without modifications in a 

later time period. That is, the parameter estimates that were obtained from the prior model are saved and used to 
generate churn propensities for a new, current dataset. In interviews with practitioners, two-thirds of the 
practitioners interviewed indicated they operate in this way. 
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Subsequently, we accommodate these traits in a framework that accounts for data anonymization 

and data minimization. 

  

Figure 3-1: Overview of model development
2
 

 

The main differences between the cross-sectional methods (i.e. logistic regression and 

classification trees) discussed previously and the model of Ascarza and Hardie (2013) are 

twofold: The latter model accounts for 1) information from prior periods (dynamics), and for 2) 

unobserved customer heterogeneity (see also Table 3-1). These traits capture the relevant 

characteristics of the underlying data generating process. Therefore, inclusion of these traits is a 

necessary and sufficient condition for an accurate model (e.g. Jerath, Fader and Hardie 2016; 

Wedel and Kannan 2016), while exclusion will reduce model performance (e.g. Zhao, Zhao and 

Song 2009). 

However, these traits need not be captured at the individual level as in Ascarza and Hardie 

(2013). We propose to account for these traits at the aggregate instead of individual level similar 

                                                 
2
 Our model process works as follows: At time period t, the individual level information serves as input for our 

model (Box 2).  At this point, data is fed into the model (Box 3), in which it is aggregated. As such, we achieve data 
anonymization. Once fed into the model, data is no longer required, and can be removed (data minimization). At 
time t + 1, the model can be used on new individual data for inference at that time point (Box 4). If the model was 
estimated before, prior information in the form of model parameters can also serve as input to the model at time t 
(Box 1). 
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to Jerath, Fader and Hardie (2016). However, instead of adapting the data format as these authors 

suggest, we adapt the model framework to accommodate these model traits. By accounting for 

these traits at the aggregate level we achieve the condition of data anonymization (see Figure 3-

1). We account for these model traits at the aggregate level as follows: First, instead of capturing 

heterogeneity at the individual customer level, we allow for customer segments. Ascarza and 

Hardie (2013) support this with their finding that there exist three clusters that exhibit a different 

evolution of customer behavior over time. Second, we then capture the dynamics of the data 

generating process by allowing time-varying parameters within these segments through a state-

space framework. Hence, both unobserved heterogeneity and dynamics are captured at an 

aggregate instead of individual level.   

An important motivation to use the state-space framework is its recursive nature. This 

way, a state-space model is updated once new information becomes available. More importantly, 

the information from prior periods is retained in the model parameters. It is this feature that 

allows for data minimization, as data from prior periods is no longer required once it is 

incorporated in the model parameters. Subsequently, in period t + 1 inference at the individual 

level can be made by assigning customers to relevant segments based on their characteristics (see 

Figure 3-1). 

 Aggregate analysis combined with individual level inference also alleviates the 

data requirements. Instead of panel data capturing the behavior of individual customers, this 

approach merely requires repeated cross-sectional data to capture the aggregate customer base 

traits of dynamics and customer heterogeneity. We summarize the advantages and disadvantages 

of each model in Table 3-2. 

 

3.2 Methodology 

In this section we translate the observations of the previous section into a modeling 

framework that can be used to predict churn. In particular, we develop a generalized mixture of 

Kalman filters (GMOK) model that takes into account all sources of variation among customers 

and sources of variation over time using repeated cross-sectional data from the customer 

database. We first describe how we model the dynamics and then extend the model with 

unobserved heterogeneity. 
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Table 3-2: Overview of advantages and disadvantages per model type 

Model Advantages Disadvantages 

Logistic 

regression, 

classification tree 

 Simple to implement and 

estimate 

 Allows for a large number of 

input variables 

 Proven good performance in 

wide variety of applications 

 Requires only cross-sectional 

data 

 Allows for data minimization 

 No dynamics 

 No unobserved 

heterogeneity 

 Does not allow for data 

anonymization 

   

Hidden Markov 

Model 
 Allows for dynamics 

 Includes individual level 

unobserved heterogeneity 

 Potentially improved predictive 

performance 

 Requires panel data to 

estimate 

 Burdensome estimation 

using Bayesian methods 

 No standard 

implementation 

 Does not allow for data 

minimization 

 Does not allow for data 

anonymization 

   

GMOK  Allows for dynamics 

 Includes segment level 

unobserved heterogeneity 

 Requires only cross-sectional 

data (repeated) 

 Simple estimation  

 Allows for data minimization 

 Allows for data anonymization 

 Fixed number of segments 

 No standard 

implementation 

 

3.2.1 Churn dynamics model 

The starting point for our model is the standard logistic regression model, which we 

extend with time-varying parameters to allow for carry-over of past information (dynamics). By 

taking the logit model as a starting point, we follow existing literature indicating its good 

performance when predicting customer churn (e.g., Neslin et al. 2006). We apply a state-space 

approach to allow for time-varying parameters in the logit model (for prior applications, see, e.g., 

Cain 2005; Leeflang et al. (2017, ch. 5);  Naik, Mantrala, and Sawyer 1998; Osinga, Leeflang, 

and Wieringa 2010). 
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Our basic model specification thus becomes 

                           
           

             
   

                                   

                     

Equation (1) is the observation equation, which relates the churn probability πit for  

customer i in calendar period t to a vector of observed explanatory variables Xit. The observed 

variable yit is a binary variable, which equals 1 if customer i churned in period t and 0 otherwise. 

Here, i = 1, …, n, and t = 1, …, T. We relate yit and Xit through a logistic transformation denoted 

by Λ(·), which results in a logistic regression model with time-varying parameter vector βt. We 

specify the transition equation (Equation (2)) of the state-space model as a random walk, which 

provides a parsimonious yet flexible way to accommodate various dynamic patterns in parameter 

evolution. We specify the error term ζt of the transition equation as a white-noise process with 

diagonal covariance matrix Qt  = Q. Equation (2) provides an aggregate measure of the dynamics 

that underlie the data generating process. Hence it is not required to observe individual changes 

over time, but these changes are captured at this more aggregate level to achieve data anonymity. 

Individual deviations thereof are captured through Xit in Equation (1) (e.g. Lu 2002, Yan et al. 

2001). Finally, Equation (3) specifies the hyperparameters required to initialize the Kalman filter 

that we will use to estimate this two-equation model. 

The model is also recursive. In each time period, the model is fed with the most recent 

cross-sectional information on yit and Xit, after which Equation (2) is updated. All that is required 

for the next period is new information pertaining to yit and Xit for that period, as all the 

information from the past is transferred through the parameter evolution in Equation (2). Hence, 

it is not necessary to store customer data from the past, but it is sufficient to store the model 

parameters and update them when new information becomes available. Hence, data minimization 

is achieved. Next, we discuss how to update the model in each period. 

 

3.2.2 Kalman filter estimation 

In general, state-space models can be estimated by the Kalman filter (Durbin and 

Koopman 2012; Leeflang et al. 2017, ch. 5). This recursive algorithm updates the model when 

new information becomes available. The standard linear Kalman filter assumes that the time 
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series observations in Equation (1) are normally distributed, which is not the case here given the 

binary nature of yit. Fahrmeir and Tutz (1994) relax the normality assumption and present Kalman 

filter recursions for the case where the observation equation model is based on nonnormal time 

series, which includes our model specification (we provide the relevant recursions in Appendix 

3.A). Their approach applies to both univariate and—as is the case here—multivariate dependent 

variables. In the multivariate case this algorithm updates the model over all n customers present 

at time t. This feature allows the algorithm to aggregate all the individual-level information on the 

dynamic process to update the model independent of information from the past of those same 

customers. Thereby, it does not require individual-level information on those same customers 

anymore after inclusion in the model as in models based on panel data. 

The estimation of the model proceeds in two steps: First, we determine the values of b0, 

Q0, and Q using numeric maximum likelihood estimation in the first period, given some initial 

values for   
         . The relevant log-likelihood to maximize is  

                   
   ∑               

 

   

 
 

 
          

          
 

 
       

             

where     is the logistic log-likehood contribution of customer i based on the data 

available in period 1. This is the likelihood derived in Equation B.7 of Appendix 3.B, adapted for 

the first period. Second, given these initial values, we estimate the state parameter vector   
  using 

the Kalman filter recursions of Fahrmeir and Tutz (1994). Following Fahrmeir and Wagenpfeil 

(1995), we iterate these two steps until the likelihood has converged. For subsequent periods, the 

likelihood in this case becomes 
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where     is the logistic log-likehood contribution of customer i,   
            , and b0, 

Q0, and Q are not updated anymore.
3
  

                                                 
3
 Note that this procedure does require knowledge of the likelihood value    

  of previous periods if 1 < T ≤ t-1 . 
However, this value is known when the state for period t has been determined. Equation (5) shows that the original 
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We smooth the parameter vector   
  using the linear Kalman smoother described by Fahrmeir and 

Tutz (1994), which facilitates the interpretation of the outcomes. 

 

3.2.3 Adding unobserved heterogeneity 

Next, we extend our prior model specification to allow for the other model trait identified 

to be important: unobserved customer heterogeneity. Following the literature on finite mixture 

models (e.g., Wedel and Kamakura 1998; Leeflang et al. 2017, ch.13), we assume two or more 

unknown groups exist in the data and allow the model parameters to differ among groups. This 

feature, in combination with the dynamic logistic regression model, allows parameters to vary 

simultaneously over time and over groups. Assume latent segments j = 1, …, J exist in the data, 

where J is fixed over time and set the first time the model is estimated. Returning to Equations 

(1)–(3), we now assume the data to be generated by a mixture state-space model and estimate a 

mixture of dynamic logistic regression models given by 

                  ∑   
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where   
 
 represent the proportions that give the mixture weight for each cluster. The   

 
 

have the following constraints: Σj   
 
= 1 for each time period and   

 
 ≥  0. Furthermore, we set 

  
 
    and diagonal as before. To estimate this model, we build on the maximum likelihood 

approach outlined in the previous section. For applications in which the time series observations 

in Equation (6) are normally distributed, Calabrese and Paninski (2011) derive an EM algorithm 

to estimate a mixture of Kalman filters model. Combining this algorithm with the modified 

Kalman filter recursions of Fahrmeir and Tutz (1994), we arrive at a generalized mixture of 

Kalman filters (GMOK) model that allows the dynamic logistic regression model to be estimated 

for two or more groups. The model can be estimated using maximum likelihood estimation by 

considering cluster membership as missing data and applying the EM algorithm (Dempster, 

                                                                                                                                                              
data are no longer required after period t, only the likelihood values    

  summed over all customers and the 

corresponding parameters   
 . Therefore, it is sufficient to retain these values and the parameters.  
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Laird, and Rubin 1977). We outline the approach here; for a full derivation of the EM algorithm 

for this case, see Appendix 3.B. 

 We obtain the likelihood of the GMOK model by appending the likelihood from the 

model specified by Equations (1)-(3) with an unobserved cluster membership indicator variable 

that is treated as missing data in the EM algorithm and is replaced by its expected values. We 

show in Appendix 3.B that this yields the expected log-likelihood function 
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where   
  

     
 
     

 
   for j = 1, …, J. We subsequently maximize this likelihood. The 

maximization of this likelihood is similar to the mixture model case (Wedel and Kamakura, 

1998) and consists of two separate parts. In the first part, we obtain the mixture weights   
 
 which 

represent the relative weight of each mixture component. The second and remaining part of the 

likelihood is similar to the likelihood of the model given in Equations (1)–(3) and thus can be 

maximized by the procedure outlined in the previous section, provided we make a small 

correction to the Kalman filter (for details, see Appendix 3.B). The expectation and maximization 

steps are iterated until the likelihood value has converged. 

The preceding procedure yields estimates   
  

 for each of the j clusters, which are 

smoothed using the linear Kalman smoother described by Fahrmeir and Tutz (1994). These 

values capture the cluster-specific evolution of the regression parameters. Using the parameters 

thus obtained, we generate predicted churn probabilities for each customer in future periods by 

assigning them to the segment with the highest posterior likelihood for that period (e.g. Reimer, 
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Rutz and Pauwels 2014; Vermunt and Magidson 2013). That is, we compute      
  

 for customer 

i in segment j at time t, and assign customers to the segment with the highest posterior probability 

       
   

 
   ( (  

  
))

∑    
 
   ( (  

  
))

 
   

  for that period, where   is the likelihood given in Equation (B.10) in 

Appendix 3.B. As such, each segment captures those customers with similar characteristics 

within a time period. 

 

3.3 Data description 

Our focal data set comes from a large Dutch health care insurer with yearly data on 

customer churn for 2004–2012. Yearly data are appropriate in this case because the industry’s 

contractual setting limits consumers’ opportunity to churn to at most once a year (Dijksterhuis 

and Velders 2009). A customer churns if he or she is with the insurer at the start of the year but is 

no longer at the end of the year. During the observation period, the Dutch health care system was 

completely restructured. One of the goals of the change was to encourage customers to switch 

insurers (see Douven, Mot, and Pomp 2007). Whereas the churn rates for 2004 and 2005 were 

8.8% and 7.4%, respectively, the policy change sharply increased the churn rate to 34.3% for 

2006 in this data set. After this increase, the churn rate dropped to 3.7% in 2007 and then steadily 

increased to 4.3% in 2012. The temporarily increased churn rate provides an opportunity to test 

our model specification in the face of changing market situations and to study how model 

predictions might be affected by such a change.  

For our study we create two types of data sets from this data: a panel data set, and a cross-

sectional data set. As noted in the introduction, while we can estimate cross-sectional models on 

panel data by considering each panel wave as a separate cross-section, the reverse does not hold. 

To allow for a fair comparison between models, we thus consider these two ‘worlds’ separately. 

In Table 3-3 we provide an overview of the sample sizes and churn percentages for each of these 

datasets. The next section provides further detail on data set construction. 
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Table 3-3: Descriptive information for the panel data and cross-sectional data sets 

Period Panel 

Sample 

Size 

Panel 

Churn 

Percentage 

Cross-

Sectional 

Sample 

Size 

Cross-

Sectional 

Churn 

Percentage 

Cross-

Sectional 

Training 

Sample Size 

Cross-

Sectional 

Validation 

Sample Size 

2004 5,000 8.5 1,034,427 8.8 5,000 11,167 

2005 4,573 19.1 859,063 7.4 5,000 13,583 

2006 3,699 35.2 795,519 34.3 5,000 2,898 

2007 2,397 4.0 606,861 3.7 5,000 27,231 

2008 2,301 1.7 527,104 2.1 5,000 47,023 

2009 2,261 2.1 741,059 2.1 5,000 47,641 

2010 2,214 2.4 578,108 2.3 5,000 48,022 

2011 2,160 2.4 812,203 3.7 5,000 27,110 

2012 2,109 2.9 1,109,094 4.3 5,000 23,329 

 

Both data sets contain variables that can be divided in several groups, such as 

sociodemographic (e.g., age, family status) or socioeconomic (e.g., income, social status) 

variables and information about relationship characteristics (e.g., length). All these variables are 

recorded for all the time periods we considered. Table 3-4 provides a more detailed overview of 

the variables in the data set 

 

Table 3-4: Available variables for the insurance data 

Variables Insurance Data 

Sociodemographic Age, Distance Insurance Shop, Family without Kids 

  

Socioeconomic BSR Grouping*, Education Level, Income, Social 

Class, Prosperity Level 

  

Relationship characteristics Relationship Age, # Insurance Shop Visits 

*BSR Grouping is a third-party segmentation scheme used by the insurer to segment its customer base 
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3.4 Model comparison approach 

We compare our models within two ‘worlds’: a panel data world and a cross-sectional 

data world, to allow for a fair comparison of models. In the panel data world, we estimate the 

GMOK model and a selection of benchmark models either by considering each panel wave as a 

cross-section, or by including all data up to the period of estimation, depending on the model 

type. We optimize model fit for each model specifically. This procedure implies that the variables 

included in each model can differ from period to period, and from model to model (see Section 

3.5.2 for more details). Subsequently, we generate churn predictions for the same customer in 

future periods. We compare the predicted churn probability to the observed churn behavior using 

top decile lift and Gini coefficient as measures of model performance (see Section 3.4.4). 

 In the cross-sectional world, we follow prior studies (e.g. Neslin et al. 2006), and 

estimate the GMOK model and a selection of benchmark models on a training sample. All the 

models are estimated according to specific criteria so that model fit is optimized within the 

training sample. Next, we generate churn predictions using a holdout sample, and compare the 

predicted churn probabilities to the observed churn in the holdout data using the same 

performance measures as in the panel data world. 

 

3.4.1 Creating the panel data world 

The difference between the cross-sectional world and the panel data world is that in the 

panel data world we observe the same customer in each period until the customer churns, while in 

the cross-sectional world the same customer need not be included in a cross-section even though 

the customer can still be active. Therefore, the cross-sectional world places less restrictions on the 

data required, as it does not require data from previous periods on the same customer. Instead, 

only a sample of customers pertaining to the period of model estimation is needed. Hence, in the 

cross-sectional world we can compare model performance when data from the past is unavailable, 

while the panel data world provides us with a situation of full past data availability.  

 To construct the panel data world, we selected 5000 customers that were active in 2004, 

and tracked their behavior until 2012. While this number might seem low compared to the sample 

sizes of the cross-sectional world (see Table 3-3), the HMM benchmark model of Ascarza and 

Hardie (2013) requires the computationally intensive estimation of individual-level heterogeneity. 
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We therefore limit the amount of customers included to maintain computational feasibility. In 

Table 3-3 we provide the number of active customers and churn rate in each year. Another 

difference between the cross-sectional world and the panel data world is that we do not split the 

data in training and holdout samples (see Section 3.3). Instead, we estimate the model using data 

relevant to the period of estimation, and generate our churn predictions for the same customer in 

the years after the period of model estimation  

 

3.4.2 Creating the cross-sectional data world 

  Given the size of the full database model estimation using maximum likelihood becomes 

infeasible when using all observations (e.g. Reimer, Rutz and Pauwels 2014). We therefore adopt 

a subsample approach (Musalem, Bradlow and Raju 2009), where we estimate the models on a 

subsample of the data. First, we create balanced training samples (50% churners, 50% 

nonchurners) by randomly sampling 5,000 observations from the period of model estimation 

from our data. This implies that the same customer need not appear in multiple samples, even 

though the customer might still be active. We use balanced training samples because prior 

research shows that models calibrated on such samples perform more reliably than those 

calibrated on proportional samples without loss of efficiency (Donkers, Franses, and Verhoef 

2003; Lemmens and Croux 2006). We use an equal number of observations per period to avoid 

between-period biases due to sample size variation, which might influence model reliability. An 

additional constraint in determining the number of observations to use is the limited total number 

of churners available in each period due to generally low churn rates. Second, we use the 

remaining observations to generate holdout samples with a churn rate equal to the full database 

for model validation. We use non-balanced holdout samples to simulate the firm practice of using 

churn models to obtain churn propensities for the entire customer database (i.e. where the churn 

rate is equal to that of the full data). As we already used part of the churner and non-churner 

observations to create training samples, we use the remaining churner observations 

complemented by a random sample of the remaining non-churners to create a holdout sample 

with a churn rate equal to that of the full data. This way, we avoid biases due to using the same 

observations in both the training and holdout sample.  
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As shown in Table 3-3, this leads to varying holdout sample sizes due to the varying number of 

churners available after training sample construction combined with a churn rate that varies from 

year to year. 

 

3.4.3 Benchmark models 

In Table 3-1 we provide an overview of all the models included in this study, and the 

characteristics of each model included. A few things are of note. First, the HMM is the only 

model native to the panel data world. The other models emanate from the cross-sectional world. 

To estimate the cross-sectional models in the panel data world, we treat each panel wave as a 

seperate cross-section. Hence, these models, including the GMOK model, do not account for the 

specific structure of the panel data world, while the HMM does. Conversely, due to the lack of a 

panel structure the HMM model is not included in the cross-sectional world.  Second, only three 

models use in some way data from prior periods: the GMOK model, the dynamics only model (a 

restricted GMOK model, see below), and the HMM. Third, customer heterogeneity is only 

accounted for in three models: the GMOK model, the heterogeneity only model (a restricted 

GMOK model, see below), and the HMM. Finally, the feature of data aggregation, that achieves 

data anonymization and data minization, is a feature  that only the GMOK and dynamics only 

model have. In the remainder we provide more  information on each model, and the reason for its 

inclusion. 

Given its importance as a model with similar model traits, but without the characteristics 

of data minimization and data anonymization due to the required panel structure, we first 

benchmark against a version of the HMM developed by Ascarza and Hardie (2013). Because we 

need to observe several periods prior to the period of estimation to model transitions between 

states, we estimate this model only three times using data until 2009, 2010, and 2011 instead of 

generating predictions over the full data period as is done for the other models. Consequently, we 

only have churn predictions for up to three periods ahead for this model
4
. We compare these 

                                                 
4
 In our results section, we compare the HMM predictions to the other models where the predictions for the other 

models include all (hence, more) time periods for completeness and comparability to those of the cross-sectional 
world. In a separate analysis (reported in Appendix 3.D) we also compare the HMM predictions to the other 
models, where the other models were estimated on the same data period (i.e. 2010-2012). The results are similar 
in terms of ordering of the models, but show fewer significant differences between models. See also footnotes 7 
and 8. 
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predictions with the observed churn behavior of these customers in later periods. The model itself 

is a modification of the binominal model discussed in the Web Appendix of Ascarza and Hardie 

(2013). We adapt this model to fit our application, as we do not have access to usage data as in 

the latter study (for details, see Appendix 3.C). To determine the number of segments to select for 

this model, we use the log marginal density and deviance information criterion to select the best 

fitting model from models with two to four segments.  

As a second benchmark, we use two models that are known to provide good predictions of 

customer churn: logistic regression and classification trees with a bagging procedure
5
 (Lemmens 

and Croux 2006; Neslin et al. 2006; Risselada, Verhoef, and Bijmolt 2010). As can be seen from 

Table 3-1, these cross-sectional models neither account for dynamics nor for heterogeneity. Due 

to their popularity and proven effectiveness we include them as simple benchmark models in both 

the cross-sectional world and the panel data world. For the logistic regression model, in the panel 

data world we treat each year as a cross-section, while in the cross-sectional world we estimate 

the model separately on each training sample. In both cases, we estimate various versions of the 

model where we consider all possible combinations of explanatory variables, and select the best 

fitting model in each year according to the Bayesian information criterion (BIC; Schwarz 1978). 

Similarly, for the classification tree in the panel data world we consider each year as a separate 

cross-section, while in the cross-sectional world we estimate the model separately on each 

training sample. In both cases we estimate models with a variety of explanatory variables, and 

use a splitting rule based on the Gini index of diversity. After that we select the model with the 

best fit  using cost-complexity pruning to avoid overfitting (Breiman et al. 1984). For the bagging 

procedure, we estimate the model on B bootstrap samples and average the predictions of these B 

models to obtain the final model prediction for that period.  To determine B, we follow previous 

work (Lemmens and Croux 2006; Risselada, Verhoef, and Bijmolt 2010) and estimate our model 

for B = 50, B = 100 and B = 150 to determine the value for which the holdout sample top-decile 

lift does not change. We find that in both worlds a large improvement occurs when moving from 

                                                 
5
 For these prior studies, the authors also considered classification trees without a bagging procedure. Their 

findings suggest that classification trees with a bagging algorithm provide superior predictive performance 
compared to those without a bagging procedure. We confirmed these findings using our dataset, but do not report 
them to keep the exposition clear by only reporting a limited number of benchmark models. Therefore, hereinafter 
“classification trees” refer to the case in which a bagging algorithm is applied to these classification trees. For 
logistic regression, bagging algorithms did not improve predictions (as was also found in these prior studies); thus, 
we only consider normal logistic regression here. 
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B = 50 to B = 100, but that no improvement occurs when moving from B = 100 to B = 150. 

Hence, we set B = 100, which is the same value as reported in previous studies. In addition, when 

generating predictions for the cross-sectional world we apply the correction of Lemmens and 

Croux (2006) to correct for the balanced training samples. 

In addition to these well-known models, we estimate two other benchmark models 

representing restricted versions of our proposed GMOK model: a model that only accounts for 

dynamics and one that only accounts for customer heterogeneity. By doing so, we can analyze the 

extent to which the introduction of dynamics or unobserved heterogeneity induces predictive 

performance improvements and determine whether accounting for one or the other would be 

sufficient. The model only accounting for dynamics is a one-segment version of the GMOK 

model, in which all the observations are pooled and no segments are assumed (i.e., the model 

described by Equations (1)–(3)). In both the panel data and cross-sectional world this model is 

estimated using data up to and including the year of model estimation, where for the panel data 

world we treat each year as a separate cross-section. By varying the number of variables included 

in the model specification, and comparing these models using BIC, we select the model with the 

best fit. The model that only accounted for customer heterogeneity is a mixture model, estimated 

using the GLIMMIX algorithm (Wedel and Kamakura 1998). Similar to the logit and 

classification tree models, in the panel data world we treat each year as a separate cross-section, 

while this model is estimated separately for each cross-section in the cross-sectional world. When 

estimating this model, we varied the number of segments between two and six, and the variables 

included in the model. Based on BIC we select the model whose combination of variables and 

segments showed the best fit. Estimation of the GMOK model combines the above approaches: 

For both the panel data and cross-sectional worlds we estimate the models up to and including the 

data for the year of model estimation, where in the panel world each year is treated as a separate 

cross-section. Subsequently, we estimate the model for each time period using two to six 

segments per period and select the model for which the combination of variables and number of 

groups has the lowest BIC value.  
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3.4.4 Model performance measures 

We use two common measures to assess model performance: top decile lift and Gini 

coefficient (e.g. Leeflang et al. 2015, ch. 9; Lemmens and Croux 2006; Neslin et al. 2006). The 

top decile lift is defined as the fraction of churners in the top decile divided by the fraction of 

churners in the whole set (Blattberg, Kim, and Neslin 2008, p. 318). We compute the Gini 

coefficient by dividing the area between the cumulative lift curve and the 45-degree line by the 

total area under the 45-degree line (Blattberg, Kim, and Neslin 2008, p. 319). We apply a 

bootstrap approach and estimate the model for each period on 50 bootstrap samples and then 

compute the top decile lift and Gini coefficient for each bootstrap sample. In so doing, we 

construct pointwise 95% bootstrap confidence intervals for the top decile lift and Gini coefficient, 

which we use to test for significant differences among models. 

 

3.5 Results  

3.5.1 Estimation results of the GMOK model 

Given our interest in the performance of the GMOK model compared with existing 

methods, we provide some additional background on the estimation results obtained from this 

model. According to BIC, a two-segment model was preferred to other models. Both segments 

contain churning customers as indicated by post-estimation comparison of segments. Thus, the 

results do not show a degenerate cluster solution but rather display two segments that show 

differences in churn behavior, as reflected through their estimated parameters, and the evolution 

thereof over time. To illustrate, Figure 3-2 presents the evolution of the (significant) parameters 

of two variables over time. For distance to insurance shop, the importance decreases steadily over 

time for segment 1 while remaining stable for segment 2. For segment 1, the variable age 

becomes a strong determinant of churn following the policy change in 2006, whereas this 

variable remains stable and unimportant for segment 2. The cluster divisions vary from a 60/40 to 

a 90/10 split, depending on the time period considered. In combination, these illustrations 

confirm the extent to which the GMOK model can account for differences over time and among 

segments. 
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Figure 3-2: Evolution of (significant) parameters over time 

 

3.5.2 Variable inclusion across models 

Before providing the results on the performance measures, we first give some insight in 

the structure of the various models included. The model estimation procedures outlined in Section 

3.4.3 in combination with the bootstrap procedure outlined in Section 3.4.4 have as a 

consequence that while all variables serve as input to all models at each point in time, different 

variables are included in each model depending on the model type and the data sample used. To 

get some insight in the importance of each variable across models, we provide an overview of 

which variables are included in each model in Table 3-5. We provide these in relative terms, as 

the HMM model is less frequently estimated than the other models. We find that across models, 

the classification tree and dynamics only model include the most variables; the heterogeneity 

only model includes the least. The GMOK model and HMM model include mostly similar 

variables, although the HMM excludes some variables more frequently than the GMOK model. 

Interestingly, the GMOK model seems to select variables more equally across time periods, while 
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other models show more distinct preferences for certain variables. This could be an indication of 

the adaptability of the GMOK model over time, potentially improving churn predictions. Across 

models, variables related to relationship characteristics (relationship age, number of insurance 

shop visits) seem to be the most important variables influencing churn. 

 

Table 3-5 Percentage of models that includes variable 

Variable GMOK 

(%) 

HMM 

(%) 

Logistic 

Regression (%) 

Classification 

Tree (%) 

Dynamics 

Only (%) 

Heterogeneity 

Only (%) 

Age 36 100 69 91 71 0 

BSR Grouping 37 44 13 95 66 1 

Distance 

Insurance Shop 

36 92 12 100 58 0 

Education Level 5 52 14 86 64 0 

FamilyWithout 

Kids 

36 12 34 71 62 0 

Income 36 48 100 79 64 0 

# Insurance Shop 

Visits 

36 72 23 98 60 88 

Prosperity Level 36 36 79 99 60 0 

Relationship Age 36 0 22 100 64 4 

Social Class 38 8 31 89 63 0 

Total # Models 450 200 450 450 450 450 

 

3.5.3 Comparison of model predictions: Panel data world 

We provide plots illustrating the performance of the GMOK model compared to the 

benchmark models in the panel data world. Our findings for the top decile lift can be found in 

Figure 3-3, the findings for the Gini coefficient are given in Figure 3-4. For ease of interpretation, 

we provide graphs showing the top decile lift and Gini coefficient averaged over period of 

prediction. In these graphs, the time period t denotes the period of model estimation (i.e the same 

observations that are used for model estimation are used to generate this prediction), and t + 1, 
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t + 2, and so on refer to predictions using a model with parameters estimated at time t (i.e. they 

use the observations of the same customers in future periods, provided they have not churned 

before). This way, we can compare all models on usage for churn forecasts both within period of 

model estimation (t) as well as in future periods (t + 1 and onwards). Hereby we represent the 

typical usage occasions of these models in practice. The error bars in these graphs indicate 95% 

bootstrap confidence intervals for the top  decile lift and Gini coefficient respectively. 

 In terms of top decile lift, we find that there is no significant difference between the 

GMOK model and the HMM save for period t + 3. Furthermore, both models show a better 

performance than the remaining benchmark models, which ranked by decreasing performance are 

the classification tree
6
, the logit model, the model with only dynamics and the model with only 

heterogeneity. For the Gini coefficient, we find that the model with only heterogeneity performs 

best. This model is followed by the GMOK model and the HMM model, which show small 

significant differences in performance.
7
 These models are then followed by the classification tree, 

logit model and the model with only dynamics  

At first glance, our results show a mixed performance of models across metrics. We find 

that the GMOK model performs best in terms of top decile lift, but that it is second to the 

heterogeneity only model in terms of Gini coefficient. However, this latter finding is degenerate 

as the heterogeneity only model does not succeed in separating churners from non-churners, but 

instead assumes everyone does not churn. While this leads to good performance in terms of Gini 

coefficient, performance in terms of top decile lift suffers, as illustrated by Figure 3-3. Compared 

to the heterogeneity only model, the GMOK model is able to accurately distinguish churners 

from non-churners due to the addition of dynamics to the model, as evidenced by the good 

performance on both top decile lift and Gini coefficient. Hence, we conclude that on both metrics 

the GMOK model is the best performing model compared to the heterogeneity only model. The 

average improvement with respect to the best performing benchmark exceeds 9% in terms of the 

top decile lift, and 10% in terms of Gini coefficient.  

 

 

                                                 
6
 Note that the classification tree shows a good performance in period t, which in this case is the in-sample (same 

observations used for estimation and prediction) performance of the model. However, the predictive capabilities 
(period t +1 and onwards) of this model are worse than those of the GMOK model and the HMM. 
7
 The analysis in Appendix 3.D shows that when compared over the same time period, the GMOK model, HMM and 

heterogeneity only model show non-significant performance differences.   
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Figure 3-3: Average top decile lifts for panel data models estimated at time t (95% 

bootstrap confidence intervals, insurance data) 

 

We find that there is no significant difference in performance between the GMOK model 

and the HMM up to period t + 2
8
. Hence, the GMOK model is able to achieve similar 

performance compared to the HMM. This implies that in the situation where a full set of past data 

is available, the performance of our approach equals that of the HMM. The similarities in 

performance can be attributed to the fact that the GMOK model captures the same underlying 

traits of the data generating process as the HMM model, albeit in a different fashion and using a 

different set of variables (see Section 3.5.2). Additionally, both the GMOK model and HMM 

outperform the simpler logit model and classification tree, illustrating the performance 

improvements that can be achieved by using these models over more traditional models. Given 

the absence of usage data for the HMM, we can interpret this result as a lower bound on its 

performance. The availability of such information could further improve HMM performance. 

However, given our interest in the case where past data is unavailable and the HMM cannot be 

                                                 
8
 The significant difference for period t + 3 is due to the single forecast we have for the HMM in this period, 

whereas we have multiple for the GMOK model. The analysis presented in Appendix 3.D shows that when 
compared over the same time period, this difference becomes insignificant as well. In absolute sense, the HMM 
performs slightly better even. Additionally, there is no significance difference between GMOK/HMM and logistic 
regression in period t + 1. 
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estimated (i.e. the cross-sectional world), our interest does not lie in the question which of these 

two models performs best in absolute terms.   

Finally, we note that to identify churners, a model should account for both dynamics and 

heterogeneity, as reflected in the significantly higher top decile lifts of the GMOK model and 

HMM compared to models that account for part or neither of these traits. Accounting for either 

dynamics or heterogeneity alone is not sufficient and even leads to poorer predictions than those 

generated by the logit model and the classification tree. In terms of overall classification, as 

measured by the Gini coefficient, the GMOK model is significantly more effective than all 

benchmark models in most periods. Thus, accounting for dynamics and unobserved heterogeneity 

not only significantly increases a model’s capability to identify churners but also helps identify 

non-churners, thereby increasing the overall model performance. 

 

Figure 3-4: Average Gini coefficients for panel data models estimated at time t (95% 

bootstrap confidence intervals, insurance data) 
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3.5.4 Comparison of model predictions: Cross-sectional world  

While the panel data world presents a scenario where full data from the past is available, 

the cross-sectional world presents the more interesting scenario where no past data is available. 

As such, the HMM model cannot be estimated, and we will compare the GMOK model to the 

remaining benchmarks to ascertain its performance. 

To compare the performance of GMOK model with the benchmark models in the cross-

sectional world, we provide plots of the out-of-sample metrics assessing predictive performance 

for all possible time periods. The results for the top decile lift are in Figure 3-5 and those for the 

Gini coefficient are in Figure 3-6. Note that in these graphs, the prediction at time t now 

constitutes an out-of-sample fit as opposed to the panel data world, where this prediction is an in-

sample fit. This emerges from the fact that in the cross-sectional world we use a separate holdout 

sample to generate predictions. In the panel data world, the same customers that were used for 

model estimation are used to generate the prediction at time t. For the other time periods in these 

graphs, interpretation remains the same as before. 

 In terms of top decile lift, the GMOK model performs significantly better than all other 

models, followed in order by the logit model, the classification tree, the model with only 

heterogeneity, and the model with only dynamics. In terms of the Gini coefficient, a significant 

difference between GMOK and the model with only heterogeneity exists until predictions for 

seven periods ahead, and both these models performed significantly better than the logit model, 

the classification tree, and the model with dynamics, in order. With respect to the best-performing 

benchmark model, the average improvement exceeds 11% for the top decile lift, and the relative 

average improvement for the Gini coefficient exceeds 36%. Hence, we find that the GMOK 

model continues to outperform the logit model and classification tree, in a setting where these 

models have been traditionally developed and applied (e.g. Neslin et al. 2006; Lemmens and 

Croux 2006; Risselada, Verhoef and Bijmolt 2010). This further corroborates our findings of the 

panel data world, illustrating the performance improvements of the GMOK model over simpler 

benchmarks. 
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Figure 3-5: Average holdout top decile lifts for cross-sectional models estimated at 

time t (95% bootstrap confidence intervals, insurance data) 

 

We also note that the predictive performance as measured by both metrics decreases after 

t + 1 for most models, because predictions further in the future suffer from a greater amount of 

noise. In addition to aiming to predict further ahead, in this data set, we were also confronted with 

the policy change in 2006, which led to additional noise in long-term predictions. However, for 

the GMOK model, this decrease in predictive performance is much smaller, yielding more stable 

predictions over time for both metrics. Thus, in the cross-sectional world we find evidence of the 

good staying of the GMOK model. In contrast, in the panel data world, we find that model 

staying power is lower (for top decile lift) or seems absent (for Gini coefficient). In addition, the 

size of top decile lift and Gini coefficient is also lower in the panel data world than in the cross-

sectional world we consider here. The reduced performance and staying power in the panel data 

world can both be attributed to the loss of information over time as more and more customers 

churn, leaving only older and more loyal customers in the panel. This reduces the heterogeneity 

in the sample, limiting the ability of the GMOK model to adapt to the data. In the cross-sectional 

world this limitation does not occur, as new customers can continuously be part of the estimation 

sample, increasing the heterogeneity in the data. Hence, using cross-sectional data for model 

estimation has advantages above and beyond those related to privacy, as performance of the 

GMOK model is increased compared to benchmarks. 
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Figure 3-6: Average holdout Gini coefficients for cross-sectional models estimated at 

time t (95% bootstrap confidence intervals, insurance data).  

 

To replicate our findings of the cross-sectional world in a different setting, we repeat our 

analysis on a second data set from the telecommunications industry provided by a large European 

Internet service provider (ISP). These data cover three quarters from January–September 2006 

and pertain to a specific Internet service. In this setting, a customer churns if he or she had a 

subscription to the Internet service at the beginning of the quarter but not at the end of the 

quarter. We use this second data set to validate our findings along two dimensions: time scale 

(quarterly vs. yearly) and industry (Internet vs. insurance). Our purpose is to provide more 

generalizable results about our model performance.  The churn rates in this data set are relatively 

stable over time: 1.8% for the first quarter, and 1.3%  for the second and third quarters (see Table 

3-6). Table 3-7 provides more details on the variables in this data set. Note that due to a lack of 

an individual customer identifier, we are not able to estimate the HMM for this data set as we 

cannot create the required panel data set. We can estimate our GMOK model however, as this 

model only requires repeated cross-sectional data without the need for the same customer to be 

present in multiple cross-sections.  
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Table 3-6: Total Sample Size, Churn Percentage, Training Sample Size and 

Validation Sample Size per Quarter for the ISP Data 

Period Sample 

size 

Churn 

percentage 

Training sample 

size 

Validation sample size 

Q1-2006 233,780 1.8 5,000 5,501 

Q2-2006 243,199 1.3 5,000 7,562 

Q3-2006 246,335 1.3 5,000 7,447 

 

For this data set, the results for the top decile lift are in Figure 3-7 and those for the Gini 

coefficient are in Figure 3-8. We confirm our main finding that the GMOK model significantly 

outperforms the other models in terms of both top decile lift and Gini coefficient in the cross-

sectional world. The differences between the benchmark models are mostly small or insignificant. 

Compared with the best performing benchmark model for each metric, the improvements of the 

GMOK model exceed 20% for the top decile lift and 21% for the Gini coefficient. 

 

Table 3-7: Available variables for the ISP data 

Variables ISP data 

Sociodemographic Age, Household size, Moved house 

  

Socioeconomic # Cars, Education level, Income, Employment status 

  

Relationship 

characteristics 

Relationship age firm, Relationship age ISP, Revenue fixed line 

 

 

Product details Carrier preselect, Connection speed, Fixed line subscription type, 

value added services 

 

As in the case of the insurance data set, the predictive performance for periods after t + 1 

is much lower. However, the GMOK model appears less affected by increased noise than the 

benchmark models: we find that the GMOK model has a greater staying power than the 

benchmark models, similar to our finding in the insurance data set. If we compare the results of 
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the insurance data set with those from the ISP data set, we conclude that the GMOK model 

performed better in both industry settings. In addition, our findings are invariant to time scale, as 

we found no difference between the quarterly level ISP data and yearly level insurance data. 

Finally, they are independent of the patterns of churn rates. 

 

Figure 3-7: Average holdout top decile lifts for models estimated at time t (95% 

bootstrap confidence intervals, ISP data) 

 

Concluding, we find that in the panel data world where full past data is available the 

GMOK model performs equally well compared to the HMM, and both outperform the simpler 

benchmark models (notably the logistic regression and classification tree). This is achieved even 

though the GMOK model was not specifically developed with panel data in mind and does not 

rely on storage of data from prior periods as the HMM does. When we consider the results of the 

cross-sectional world where data from the past is unavailable, we confirm the increased 

performance of the GMOK model compared to the simpler models in both the insurance industry 

and Internet service provider industry. In addition, when estimated on cross-sectional data, the 

GMOK model shows increased performance in top decile lift and Gini coefficient compared to 

the panel data world, and benefits from increased staying power. The latter finding implies that 

model performance deteriorates less quickly when the model is used for prolonged periods of 

time. 
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Figure 3-8: Average holdout Gini coefficients for models estimated at time t (95% 

bootstrap confidence intervals, ISP data) 

 

 

3.5.5. Comparing the time cost of model estimation 

 To gain additional insight in the time costs involved in model estimation in relation to the 

resulting model performance, we present an overview of model estimation time and resulting top 

decile lifts and Gini coefficients in Table 3-8. For this analysis, we estimated the GMOK model 

using data until 2009 and produced forecasts for 2010, 2011, and 2012 from this model. 

Similarly, we generate forecasts for the HMM. Given our previous finding that logit and 

classification tree models show deteriorating performance after period t + 2, we generate next 

period forecasts (i.e., the best forecasts possible) for 2010, 2011, and 2012 from their appropriate 

model. This method shows that these models must be reestimated more frequently than the 

GMOK and HMM, which have longer staying power. Therefore, the total time consumed by this 

exercise reflects the time cost a firm would face by using one method over other methods. We 

find that the time cost for the GMOK approach is 41% lower than the time cost of the logit and 

classification tree methods. Moreover, the average top decile lift over these three periods is 22% 

higher than the logit model and 51% higher than the classification tree. In terms of Gini 

coefficient, GMOK performs 8% better than the other two models. Although the HMM provides 
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superior performance to the logit and classification tree models, the GMOK model outperforms it 

in terms of estimation time (1594% difference), top decile lift (24% difference), and Gini 

coefficient (11% difference). In conclusion, we find that our approach not only delivers superior 

predictive performance to existing models but does so at reduced total computation time. 

 

Table 3-8: Average model estimation time and average top decile lift and Gini 

coefficient for several models 

Model Time to estimate 

model and score 

holdout set (Minutes) 

Average top 

decile lift Next 

three years 

Average Gini 

coefficient next 

three years 

GMOK 29.4 3.83 .83 

HMM 498.3 3.08 .75 

Repeated Logit Model 49.8 2.99 .76 

Repeated Classification Tree 49.7 1.89 .76 

 

3.6 Discussion 

Effective churn management plays an essential role in customer-centric firms. At the heart of 

many churn management programs lies the identification of customers with a high churn risk. 

Methods that use a probabilistic approach to identify such customers are widely used in practice, 

and their sophistication has increased significantly over the years. Most recently, Ascarza and 

Hardie (2013) show that using customer panel data to model the dynamic evolution of a customer 

base can greatly benefit churn predictions. However, in the face of legislative restrictions and 

public pressure to limit the storage of large amounts of customer data, firms actively limit the 

data they store, hampering their ability to perform advanced inference (e.g. Blatterg, Kim and 

Neslin 2008 p. 78; Wedel and Kannan 2016; Verhoef, Kooge and Walk 2016). In this chapter, we 

show that despite such data storage restrictions, churn prediction with the same accuracy as that 

of recently developed methods is still possible. In particular, we show that by applying a new 

method that captures the dynamics and unobserved customer heterogeneity of the underlying data 

generating process, improvements in churn predictions in excess of 9% are possible in 

comparison with existing methods (i.e. logistic regression and classification trees). This 

performance is similar to that of the HMM as proposed by Ascarza and Hardie (2013). Our 
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GMOK model extends the logistic regression model with time-varying parameters to account for 

variation in model response parameters, and applies a mixture model approach to allow for 

different segments that show a different dynamic evolution of their response parameters. 

The GMOK model estimated on cross-sectional data (when past data is unavailable) also 

has the benefit of longer staying power. Whereas commonly used methods exhibit 20% average 

drops in predictive performance after being in use for two periods (Risselada, Verhoef, and 

Bijmolt 2010), this average decline is only 1-3% for the GMOK model. Thus, the same model 

can be used for a longer period of time without reestimation, resulting in costs savings in terms of 

data preparation and model estimation. The time costs associated with this approach are 41% 

lower than those associated with existing, alternative models. However, if the GMOK model is 

estimated using panel data (i.e. when past data is available) the benefits of additional staying 

power are absent, and churn predictions further into the future become less accurate. In contrast, 

the HMM seems to be very stable in the panel data world, indicating a potential improved staying 

power of this model. Such an improvement could arise from the explicit incorporation of the 

panel structure of the data this model has. However, due to the limited amount of periods 

available for this model, we cannot investigate the long-term staying power of this model.  

Additionally, we empirically establish that a model that  accounts for either dynamics or 

unobserved heterogeneity, but not both (i.e. the restricted GMOK models in this study), does not 

perform better than the benchmark models. Hence, it is important that both effects be considered 

simultaneously for churn predictions to improve. This finding holds for models estimated on 

panel data as well as models estimated on cross-sectional data. Prior work in a different setting 

has empirically established similar results (e.g., Zhao, Zhao, and Song 2009). We attribute these 

findings to the following: As we have observed, accounting for dynamics only is not sufficient; 

heterogeneity is present in the data, according to a comparison of the parameter estimates of the 

GMOK model for different segments. These estimates differ in both size and sign for many 

variables (see also Figure 3-2). Accounting for heterogeneity only is also insufficient; prior 

research has shown that parameter estimates are not stable over time and that accounting for 

dynamics is necessary (Risselada, Verhoef, and Bijmolt 2010), as we confirm here. Combined, 

these results seem to confirm prior findings that accounting for both dynamics and unobserved 

heterogeneity is a necessary requirement for models to deliver improved performance.  
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Our results also show that the GMOK model provides equal predictive performance to 

Ascarza and Hardie’s (2013) approach. We attribute these findings to the combination of 

dynamics and unobserved heterogeneity both models have in common. Indeed, HMMs as applied 

by Ascarza and Hardie (2013) are a special case of the general state-space model on which our 

method is based. The difference between our model and HMMs is that HMMs have a discretized 

rather than continuous state space (Roweis and Ghahramani 1999). Both models show better 

performance than commonly used logit and classification tree models, illustrating the value of 

models that account for multiple sources of dynamics and heterogeneity. Concluding, we find 

that privacy conservation does not need to come at the cost of analytical capabilities, as indicated 

by the equal performance of the GMOK model and the HMM when applied under the same 

circumstances (i.e. the panel data world), and the improved performance of the GMOK model 

when past data is unavailable (i.e. the cross-sectional world). 

 

3.7 Limitations and further research 

 Our research has some limitations that could not be addressed within the scope of this 

study. First, although we used data from two different industries in which customer churn is a 

common phenomenon, extensions to other industries would be helpful to confirm and generalize 

our findings. In addition, our second data set from the telecommunications industry did not 

contain as many time periods as the insurance data set. Although we established the superior 

performance of our approach to simpler models even with this limitation, a data set with a longer 

time horizon could further strengthen this evidence. Moreover, as this dataset did not include any 

personal identifiers, we were not able to compare the performance of our model to the HMM 

model in this setting. Hence, we cannot answer the question how both models would compare in 

a setting with more stable churn rates over time.  

Whenever marketing responses are modeled without knowledge of the exact firm decision 

process regarding marketing actions, this lack of information can lead to endogeneity issues if 

marketing variables are included in the model (Rossi, 2014). This type of endogeneity should not 

be of concern here as we use non-marketing variables as explanatory variables in our models. 

However, there is the notion that depending on the explanatory variables used to generate churn 

propensities, the importance of these variables changes for subsequent model applications due to 

their usage in directing retention efforts (Boulding et al. 2005; Verhoef, Kooge and Walk 2016 p. 
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189). In particular, a variable could become more important over time as the firm uses this 

variable to target customers with higher churn propensities, or be of reduced importance if the 

firm is successful in lowering the churn propensity of customers that fulfil the variable criterion. 

To investigate whether this is the case, we analyzed the variables included in the logistic 

regression model from the panel data world. In Table 3-9 we present the number of models (out 

of 50 bootstrap iterations) in which a certain variable was included. We use the logistic regression 

results, because this is the model used by the insurance firm to compute churn propensities. 

While we do find some changing variable importance across time, as indicated by a variables` 

inclusion in a model, this changing importance seems to be centered around 2006, the year of the 

health care policy change. Hence, there seems to be no evidence of endogeneity due to firm 

actions, but there is evidence of an exogeneous shock that drives variable importance. As Figure 

3-2 illustrates, the GMOK model can deal with this shock quite effectively due to the inclusion of 

time-varying parameters. Other cross-sectional models (i.e. logistic regression, classification tree) 

are also robust to this shock if re-estimated. As 2006 is included in every HMM model estimated, 

this model also should be robust to the shock as the information is included in the model. Hence, 

there appears to be no evidence of strong endogeneity issues in relation to all considered models, 

and our considered models appear to be robust to the exogeneous shock in 2006 as well. Even if 

unaccounted for endogeneity remains, given the similar (regression-based) structure of our 

models, it should affect all our models in a similar fashion, and our results remain valid as we 

compare models in relative sense. Moreover, given the predictive focus of our methods, 

accounting for endogeneity could negatively affect model performance on the predictive metrics 

we use (Ebbes, Papies and Van Heerde 2011; Leeflang et al. 2017, ch. 18). Concluding, while we 

find no strong indications of endogeneity, even in the case of unaccounted for endogeneity our 

results remain valid. 
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Table 3-9: Number of logistic regression models that include variable (per year) 

Variable 2004 2005 2006 2007 2008 2009 2010 2011 2012 

Age 32 15 0 46 23 50 50 50 42 

BSR Grouping 12 0 10 0 1 14 1 19 3 

Distance Insurance Shop 0 2 0 13 5 6 18 5 4 

Education Level 16 0 11 0 0 2 0 3 0 

Family Without Kids 0 0 50 0 1 1 0 50 50 

Income 0 0 1 0 0 0 0 0 0 

# Insurance Shop Visits 3 0 45 0 0 32 24 1 0 

Prosperity Level 0 0 47 0 0 0 0 0 0 

Relationship Age 31 32 13 4 1 13 0 0 3 

Social Class 3 0 40 0 0 0 0 0 0 

Total # Models 50 50 50 50 50 50 50 50 50 

 



 

Chapter 4 

Real-time Target Marketing Using Control 

Charts 

 

Abstract 

Customer-centric firms are actively tracking customer behavior in order to develop and 

retain customers to increase their CLV. While many studies in the literature on non-contractual 

customer behavior have focused on the average customer behavior, more recently the variance 

therein has also become a subject of study. We add to this literature by showing how firms can 

leverage variance in customer purchase behavior to identify customers at risk of churning. 

Moreover, our method also guides decision on when to target such at-risk customers as it can 

operate in real-time. To that end we develop a gamma-gamma control chart approach to model 

purchase timing. The control chart method is grounded in the statistical quality control literature, 

and is designed to capture the variance with respect to the mean of a statistical process over time. 

We extend these methods to deal with the customer heterogeneity found in customer databases. 

An empirical example in the greetings and gifts industry illustrates our approach. We suggest 

improvements to the current firm e-mail policy used to reactivate customers at risk of churning. 

Our findings suggest that by using the proposed approach, the conversion rate of e-mails and the 

value of orders can be increased.   

 

 

 

 

This chapter is based on Holtrop, Niels, Jaap E. Wieringa (2016), “Real-time target 

marketing using control charts”, working paper, University of Groningen. 
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In order to achieve customer centricity, many firms have realized that customers’ 

intentions and behaviors should be measured to guide the marketing decision making process 

(Shah et al. 2006). Firms can use metrics such as satisfaction and Net Promoter Score (see e.g. De 

Haan, Verhoef and Wiesel 2015 for a recent overview of metrics) to monitor customers’ 

perceptions and link those to firm performance and outcome measures, potentially in real-time 

through marketing dashboards and related methods (Pauwels et al. 2009; Rust and Huang 2014). 

Mindset metrics like awareness and affect have also been shown to directly affect performance 

measures such as brand sales (Hanssens et al. 2014; Srinivasan, Vanhuele and Pauwels 2010). 

 Besides measuring customers’ perceptions through such metrics, firms can also measure 

customer behavior directly and link these to firm outcomes. For example, in a contractual setting, 

Ascarza and Hardie (2013) show that by monitoring service usage, firms can predict customer 

churn. In non-contractual settings, customer behavior is often measured through statistics such as 

recency (R), frequency (F), monetary value (M), and more recently clumpiness
1
 (C) (Blattberg, 

Kim and Neslin 2008; Zhang, Bradlow and Small 2014). These measures are then linked to 

outcomes such as customer churn or purchase volume, two drivers of customer lifetime value 

(CLV). Virtually all of the above work focuses on average behaviors within or across customers, 

i.e. summarizing the mean spending and average time between purchases. Recently, Rust, Kumar 

and Venkatesan (2011) and McCarthy et al. (2014) argued that firms should also pay attention to 

how variability in customer behavior affects customer value. To achieve this, the latter authors 

derive a method to compute the variance in customer lifetime value (V(CLV)) which takes into 

account variability in customer valuation. While this paper shows how to forecast customer 

behavior and determine the value of the customer base under the uncertainty of variance in 

customer behavior, it does not directly provide guidance on how to translate these measurements 

into marketing actions (e.g. as in Hanssens et al. 2014). 

 In this chapter, we therefore focus on developing an approach that firms can use to guide 

marketing actions in a non-contractual setting, taking into account the variability in customer 

behavior. This approach does not only tell firms which customers to target with marketing 

actions, but also when to target them. Besides behavioral variability, our approach also accounts 

for the notion that customers are heterogeneous in their behavior whilst their behavior might also 

                                                 
1
 Clumpiness measures the dispersion in purchase time, i.e. whether purchases are closely spaced in time, or more 

equally divided across time. 
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vary over time (e.g. Fader, Hardie and Lee 2005a). The development of marketing programs in 

such a real-time environment is an open question, as indicated by the inclusion of this topic in the 

research priorities of the Marketing Science Institute (Marketing Science Institute, 2016). The 

potential gains of such an approach can be considerable however, in particular in the online 

setting we consider (Bijmolt et al. 2010; Goldenberg 2008). As a basis for the development of our 

approach we rely on techniques developed in the statistical quality control literature 

(Montgomery 2009). This stream of research is concerned with monitoring and controlling 

(industrial) processes in the face of process variability, making it ideally suited for our goals. In 

particular, we focus on a technique called control charts pioneered by Shewhart (1931), which is 

used to monitor a process variable (e.g. the average concentration of tin in a chemical bath) and 

to detect situations in time where the process does not obey its requirements (Wieringa 1997). An 

advantage of our approach compared to advanced methods is its reliance on RFMC statistics, 

easing the model implementation (e.g. Arora et al. 2008). 

 We demonstrate our proposed approach in an empirical example where we focus on 

predicting when customers will purchase again, if ever. Given the non-contractual setting we 

apply our approach in, knowing which customers will and which customers will not buy again is 

an important question that is difficult to answer (Fader, Hardie and Lee 2005b; Rust, Lemon and 

Zeithaml 2004). Subsequently we analyze the benefits such a targeting strategy can bring to an 

organization.  Our empirical application is based on data from a large European company active 

in the greetings and gifts industry, which provided us with data on customer purchases for the 

years 2012-2014. 

 The remainder of the chapter will unfold as follows: In the next section, we will discuss 

the background to which we develop our research. Next, we outline the development of our 

model, and show how we deal with the aforementioned challenges of our application in the 

customer management setting. We shortly discuss the data we have available for our empirical 

example, and demonstrate the application of our method in the setting of purchase timing. We 

conclude with a discussion on the implications of our work, and provide directions for future 

research.  
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4.1 Research background 

Before we outline the development of our approach, we first provide some more background 

information on target marketing. Next, we show the connection between control charts and 

problems faced in customer management. Next, we also highlight some challenges we face when 

translating the control chart approach to the customer management setting, and shortly discuss 

how we solve them. 

 

4.1.1. Managing customers by targeting marketing actions 

The starting point for many CRM applications is that customers are “manageable strategic 

assets of the firm” (Reiman, Schilke and Thomas 2010).  This implies that firms can influence 

CLV (and its components) by using marketing actions on selected customers. To do so, firms 

need to know which customers to target at what time with which action (Neslin et al. 2013). In 

this chapter we seek to contribute on the first two points, as we do not have the data to investigate 

different types of actions.
2
 The problem of which customers to target with actions has been 

investigated quite extensively, most prominently in the direct mailing literature (e.g. Bult and 

Wansbeek 1995). Studies have acknowledged that taking into account the mailing history of a 

customer is important to capture dynamics (e.g. Gönul and Shi 1998; Gonül and Ter Hofstede 

2006; Simester, Sun and Tsitsiklis 2006), because it might affect the effectiveness of such actions 

(Van Diepen, Donkers, and Franses 2009). However, few of these studies focus on the variability 

in the individual response to marketing actions (the latter study being a notable exception), which 

is one of the contributions we make in this chapter. In terms of timing of marketing actions, the 

recommendations of these studies are all made in terms of the amount of mailings: After how 

many mailings should you stop, and what is the optimal number of mailings? (e.g. Neslin et al. 

2013; Van Diepen, Donkers and Franses 2009). However, in this study we consider calendar time 

as our measure of timing, and will propose policies based on this. Thereby we add to more recent 

literature that is interested in determining calendar time effects to improve marketing policies 

(e.g. Ascarza and Hardie 2013; Dew and Ansari 2016). In the next section we highlight how we 

achieve this, and discuss some notable differences with prior work. 

 

                                                 
2
 In Section 5.2.3 we discuss a potential approach that could account for multiple actions 
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4.1.2. Control charts and customer management  

The statistical quality control literature is concerned with monitoring industrial processes 

and acting on disturbances to these processes in order to safeguard the continuation of the process 

(Montgomery 2009). To that end, a variety of methods has been developed. One of the earliest 

and most prominent examples of such a method is the control chart (Shewhart 1931).  Such a 

chart monitors the process performance through a target variable, for example the average 

concentration of a chemical. By measuring this target variable at different points in calendar time 

and plotting the resulting time series, a chart is created. The chart also includes predetermined 

bounds within which the process is allowed to move. If the target variable crosses these bounds a 

signal is given, and an intervention can take place to return the process within bounds. 

Such situations where the bounds are crossed occur when the process is too variable (i.e. 

out-of-control) due to what Shewhart (1931) calls special causes, e.g. the concentration of the 

chemical deviates strongly from the mean (target) concentration. However, a certain amount of 

variability is allowed, as each process suffers from some normal variation that is natural to the 

process (common causes, Shewhart 1931). The bounds of the control chart seek to separate the 

common from the special causes of variation. Importantly, as long as the process is in-control 

(i.e. moves within the boundaries), one should not interfere in the process (“tampering with the 

process”, Deming 1982). Doing so would only lead to additional variation and potentially 

destabilize the process (Deming, 1982). Concluding, control charts provide a natural way to 

monitor a process mean and variance simultaneously. 

The literature on RFMC (Blattberg, Kim and Neslin 2008; Zhang, Bradlow and Small 

2014) stresses the importance of taking into account customer behavior by monitoring the 

recency, frequency, monetary value and clumpiness of customer purchases. The literature shows 

that these four process variables are highly informative about many customer behaviors, such as 

customer value and loyalty (e.g. Zhang, Bradlow and Small 2014). Hence, a firm that is 

interested in monitoring its customer base and managing CLV should focus on these variables to 

determine on which customers to focus its marketing efforts. In particular, a firm would be 

interested in divergent behavior as indicated by these variables. For example, customers with a 

low recency have potentially churned, and could be the target of retention actions (Neslin et al. 

2013). Customers with low monetary value could be targets for cross-selling or up-selling 

initatives (Blattberg, Kim and Neslin 2008). A control chart would be a potentially powerful tool 
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to do so, as it also seeks to identify instances of divergent behavior in a process (e.g. purchase 

timing when talking about recency). In addition, it also recognizes the natural variability in 

(historic) customer behavior, which has seen scant attention in the literature (a notable exception 

being McCarthy et al. 2014). However, it should be part of the decision process on which 

customers to target, as focusing on average behavior ignores the risks that come with variability 

(Rust, Kumar and Venkatesan 2011). 

 Moreover, a recent study by Ascarza, Iyengar and Schleicher (2016) also shows that 

firms should not react on all behavior. These authors found that recommending mobile phone 

price plans to decrease customer churn would achieve the opposite and increase customer churn 

instead. The reason for this was that customers who were unaware of their price plan were made 

aware, and decided to reevaluate their relationship with the telecommunications company. This is 

a typical example of “tampering with the process”, resulting in the process to destabilize further 

and resulting in negative consequences (i.e. churn). The control chart approach naturally deals 

with this situation by separating the common and special causes of variation. In turn, firms should 

only react on special causes of variation, and not interfere in the stable process. In sum, given the 

parallels between the issues faced in statistical quality control and customer management, we 

propose to adapt the control chart approach in order to improve the management of a customer 

base. In the next section we highlight some challenges we face therein. 

 

4.1.3. Control charts for purchase timing: Challenges and solutions 

Our main contribution in this chapter is translating the control chart approach to the 

customer management setting. To do so, we need to define the process we desire to monitor, and 

account for the specific characteristics we are faced with in this setting. In this chapter we focus 

on purchase timing, i.e. when will a customer make a purchase? Purchase timing is an important 

driver of customer lifetime value (e.g. Blattberg, Kim and Neslin 2008), and is particularly 

difficult to model in a non-contractual setting (Rust, Lemon and Zeithaml 2004). Moreover, 

accurate timing can increase the relevance of marketing actions by providing them at a point in 

time when customers are more receptive to such message, potentially increasing their 

effectiveness (Goldenberg 2008). 
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 Second, having determined the candidate process, we need to adapt the existing control 

chart approaches to this specific setting. Particular challenges we face are the selection of the 

distribution of the data generating process, the presence of customer heterogeneity (Leeflang et 

al. 2015, ch. 8), and the unavailability of in-control samples for model calibration. We shortly 

touch upon these issues and our proposed solutions to them here, and expand on them in the 

model development section.   While many control charts assume a normal process distribution (a 

notable exception is Zhang et al. 2007), for purchase timing this assumption is not valid due to 

high skewness in this distribution. We therefore adopt a gamma process distribution to 

accommodate this skewness, following Colombo and Jiang (1999), Fader, Hardie and Lee 

(2005b), and Platzer and Reutterer (2016). Next, while control charts are usually developed to 

monitor a single process (e.g. Montgomery 2009), the monitoring of many individual customers 

gives rise to issues of between-customer heterogeneity affecting the process. We tackle these 

issues by assuming a gamma heterogeneity distribution on one of the parameters of the gamma 

process distribution, giving rise to the gamma-gamma distribution as used by Colombia and Jiang 

(1999) and Fader, Hardie and Lee (2005b). This way, we can use a single method to monitor 

many individual processes, easing model implementation. 

Finally, calibration of control charts requires an in-control sample to determine the 

boundaries of the control chart which are used to detect out-of-control situations. In the absence 

of such a sample in most customer management settings, we develop a simulation approach based 

on the well-known Pareto/NBD model (Schmittlein, Morrison and Columbo 1987) to simulate in-

control customers to calibrate our gamma-gamma control charts. Subsequently, we can apply the 

control chart calibrated on this in-control sample to the full customer database. In the next 

section, we provide more details on how our approach deals with the above challenges. 

 

4.2 Model Development 

We start our model development by considering the characteristics of the statistical process 

underlying our variable of interest: inter-purchase time (IPT).  Our model development is based 

on the following assumptions, which we adapt from Fader, Hardie and Lee (2005b): 
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 For a given purchase occasion, the time since the last purchase varies around the average 

customer-specific inter-purchase time 

 The average inter-purchase time varies across customers, but does not vary over time for a 

specific customer 

The latter assumption implies that there is a true process mean to be estimated, with noisy 

variation around the mean. To accurately model the time between purchases, we need to consider 

the properties of the process distribution. In Table 4-1 we summarize this distribution. We note 

several things. First, the distribution appears to be right skewed, as indicated by the disparity 

between mode, median and mean. Second, the time between purchases is non-negative. Both 

these characteristics indicate that a normal distribution is not feasible to model this process. We 

therefore adopt the gamma distribution to model this process. This is based on prior work 

suggesting exponential and Erlang-2 distributions for the time between purchases (e.g. Chatfield 

and Goodhardt 1973; Morrison and Schmittlein 1988; Schmittlein, Morrison and Colombo 1987), 

both of which are special cases of the gamma distribution. Recently, Platzer and Reutterer (2016) 

showed that this specification also helps to capture the notion of clumpiness as defined by Zhang, 

Bradlow and Small (2014). As noted before, when considering the purchase process of a single 

customer, this assumption would have been sufficient. However, as we are seeking to model the 

purchase processes of many customers, it seems unreasonable to assume a similar distribution for 

each customer (see assumption 2 above).We therefore assume that heterogeneity across the 

population exists, and that this heterogeneity can be modeled with another gamma distribution. In 

so doing we follow Fader, Hardie and Lee (2005b), and adapt the gamma-gamma model of 

Colombo and Jiang (1999) as our model of inter-purchase time. An important advantage hereof is 

that we can obtain closed-form solutions for some of our key expressions later on.  

To develop a control chart that can be used to monitor the IPT process, we first consider 

the general form of such a chart. Here, we focus on the simplest form due to Shewhart (1931). 

Such a control chart plots the individual observations in a chart with the mean across these   

observations, combined with an upper and lower control limit (Montgomery 2009). This can be 

denoted as  

                        

where   and   can be replaced by suitable estimators of this quantity depending on the 

underlying process distribution. The width of the control chart c is often taken as 3 for both 
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upper- and lower-bounds, based on the assumptions that the process distribution is normal. This 

corresponds to a false alarm probability of 1- 0.9973 = 0.0027, i.e. a false alarm is highly unlikely 

and the occurrence of one should be cause for concern (Shewhart 1931). Given our earlier 

exposition on the non-normality of our underlying distribution, we will seek to replace each of 

these quantities by forms suitable to our desired application. That is, we will derive expressions 

for   and   based on the gamma-gamma model to deal with the non-normality, and we will 

propose a procedure to determine c given this data structure as well. For  , we will also allow that 

     , i.e. the distance need not be the same for the upper- and lower-bound. This way, we 

accommodate the non-symmetric nature of the distribution we consider 

 

Table 4-1: Summary statistics for the monetary value and inter-purchase time of 

repeat purchases per customer 

 Days €  Days € 

Minimum 0 0.0 Mean 6.17 1.5 

25
th
 percentile 0 0.7 Standard Deviation 12.11 2.1 

Median 0.71 0.9 Mode 0 0.8 

75
th
 percentile 6.18 1.6 Skewness 0.36 10.2 

Maximum 100 100 Kurtosis 1.54 259.3 

The values have been indexed for confidentiality reasons. The index was set to 0 at the 0-point, 

and to 100 at the maximum inter-purchase time or purchase value. 

 

4.2.1 Deriving   and   for the gamma-gamma model 

In this section, we derive expressions characterizing the mean and standard deviation for 

the gamma-gamma model. These expressions can be used to determine the average IPT of a 

customer after   purchases, as well as the variation therein that determines whether an out-of-

control situation has occurred.  
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For a customer with   transactions, let            denote the time between each 

transaction
3
. Define  ̅   ∑     

 
    as an estimate of the (unobserved) average IPT of the 

customer, denoted as   (Fader and Hardie, 2013). We are interested in two quantities related to  : 

its conditional mean denoted as      ̅    and its conditional variance denoted as        ̅   . 

These two quantities will serve as estimates for   and   as desired. To arrive at these expressions, 

we formalize the model of Colombo and Jiang (1999) as follows: 

1. We assume that                , which implies             
 

 
. This 

implies that  ̅               . 

2. We assume that                

Under these conditions, Fader, Hardie and Lee (2005b) show that  

               ̅     
      ̅ 

      
 (

   

      
)

  

   
 (

  

      
)  ̅   

which gives our first desired expression. Estimation of the parameters  ,   and   will be 

discussed shortly. Note that as   increases, more weight is placed on the actual observed average 

monetary value or IPT  ,̅ and less weight is placed on the population mean. Deriving an 

expression for        ̅    is more complicated, and no exact closed form solution exists. We 

therefore resort to a second-order Taylor approximation of this quantity. The full derivation is 

provided in Appendix 4.A, where it is shown that 

                 ̅     
        ̅               ̅  

       
  

To obtain estimates of the parameters  ,   and  , we require the marginal distribution of  ̅. Fader, 

Hardie and Lee (2005b) derive that this marginal distribution is equal to 

        ̅           
       

         

   ̅       

    ̅      
  

Maximum likelihood estimation can then be used to obtain the desired parameter estimates. The 

likelihood to optimize for N customers given their observed number of purchases    and average 

IPT   ̅ is 

                 ̅   ∑      ̅          
 
   . 

                                                 
3
 We focus on repeat transactions here, hence   denotes the time between the first and second purchase. 

Customers with only one purchase are excluded from the analysis, as it is not certain whether they will make 
another purchase. 
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Based on the parameter estimates obtained by maximizing Equation 5 we can compute our other 

quantities of interest            ̅    and              ̅   . 

 

4.2.2 Estimating c for the gamma-gamma model 

Having obtained estimates for   and   in Equation 1, all that remains is obtaining an 

estimate for the width of the control chart boundaries  . In general, this width can be set to a 

fixed number such as 3 (e.g. Shewhart 1931), but it can also be selected based upon a sample of 

observations known to be in-control in combination with a suitable false alarm rate (e.g. P(false 

alarm) = 0.0027). As the number 3 is based on normal distribution theory and we are dealing with 

non-normal data in our cases, we will use an in-control sample instead to determine the value of 

c. However, the notion of in-control is hard to define in our case: We do not know a-priori which 

customers (or observations from these customers) are behaving as ‘normal’ and which 

observations are not. In addition, given that we do not observe the same number of purchases per 

customer, we cannot reliably determine a false alarm rate due to short time horizons for many 

customers.  

We therefore rely on a simulation approach whereby we generate our own in-control 

observations based on the structure of the underlying data, and determine the value for   based on 

this sample. In particular, for a given set of simulated customers we need to generate a number of 

purchases that confirm with the data on purchase timing. To achieve this, we first generate the 

number of purchases according to the negative binomial model, where the time between 

purchases is determined according to the BG/NBD model (Fader, Hardie and Lee 2005a), both 

estimated on the data. This approach allows us to simulate long purchase trajectories for each 

simulated customer, making it possible to select   using a grid search such that most of these 

observations are within the bounds of the control chart (i.e. are in-control). We follow existing 

theory by requiring that   is chosen such that 99.73% of the observations are within the bounds of 

the control chart (Shewhart 1931).  
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4.3 Empirical application 

In this section, we will illustrate the above approach with an empirical application. We 

first shortly describe the data set that we have available (see also Table 4-1 for summary 

statistics). Next, we provide our application related to purchase timing. 

 

4.3.1 Data description 

Our focal data are provided by an anonymous European on-line retailer in the greetings 

and gifts industry. The data set covers the first (trial) and repeat purchases of 373,521 customers 

at the retailer. The first purchase occurred in 2012 (starting January 1) for these customers, and 

the final order that was recorded in the dataset occurred on December 9, 2014, leading to a total 

of 1,963,446 orders. Customers can order greetings and gifts at the retailer, with the latter 

category corresponding to orders with higher value, but more infrequent purchases than the 

former category. Beyond the date and value of each purchase, we also have information on the 

number of greetings and gifts per purchase, and whether the purchase was made using a discount 

voucher. At the customer level, we have information on the age, gender, location, relationship 

age, and starting purchase (greeting or gift) of most customers. In Table 4-1 we provide summary 

statistics for the purchase value and purchase timing variables. Note that the values are indexed 

for confidentiality reasons. We will use the information on purchase value later on, when we 

consider the value implications of improved targeting. 

 In the subsequent analyses, we will make use of a sample of 5,000 customers to estimate 

the model instead of the full database to facilitate the maximum likelihood estimation (e.g. Fader, 

Hardie, Lee 2005a). Afterwards, we use these estimates to apply the model to each customer in 

the database. 

 

4.3.2 Predicting purchase timing for customer reactivation 

Given the non-contractual setting the retailer is operating in, identifying active from 

inactive customers is important in directing marketing efforts. Customers that remain active are a 

source of income for the retailer, while customers that become inactive (churn) can be lost, with 

all the consequences associated with it (see e.g. Blattberg, Kim and Neslin 2008). Currently, the 

retailer tries to prevent customers from churning by sending a so-called reactivation mail after a 
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customer has not purchased for two months (eight weeks). Such an e-mail serves as a reminder to 

the customer, and also offers free postage or a discount on the next order. Both these traits aim to 

move the customer to purchasing again from the retailer. 

 However, the current approach has some limitations. Sending such an e-mail after two 

months for all customers does not account for the fact that the purchase patterns of individual 

customers can differ widely (see also Table 4-1). Some customers might buy once every month, 

while others buy once every 6 months. The former group will generally not receive an e-mail, but 

if such a customer has not bought for e.g. 1.5 months this could already indicate a break from 

past behavior and thus churn. Similarly, a customer in the latter group would receive the e-mail, 

but given that she does not need a greeting or gift given her regular purchase cycle, disregards the 

e-mail (wasting the opportunity from the firm perspective), or buys something at reduced value 

(leading to a loss of revenue for the firm)
4
. Our approach can remedy these situations by making 

use of the past purchase timing information to derive a date at which the next purchase should 

occur given an individual’s purchase pattern (the upper-limit of the control chart). We propose to 

send an e-mail once this time has passed, and the customer did not make a purchase by that date. 

This increases the relevance of this e-mail, making the likelihood of response larger, and 

therefore increasing the effectiveness of the message (Goldenberg 2008). 

 To that end, we calibrate control charts based on the inter-purchase time (IPT) of our 

sample of customers. First, we need to obtain the maximum likelihood estimates based on 

Equation (5). These are given as  ̂       ,  ̂       and  ̂       for our sample. In Figure 4-

1 we compare the fit of this distribution against the empirical distribution using a non-parametric 

density plot. The plot also includes a simple gamma density, which represents a non-

heterogeneous alternative to our model. In addition, the exponential distribution is a special case 

of the gamma distribution, which is a reasonable distribution for the inter-event times when 

purchases are made following a Poisson process (Ross, 2007). Both models show some deviation 

from the empirical distribution function, which is confirmed by a two-sample Kolmogorov-

Smirnov test which rejects similarity between the gamma-gamma model and the empirical 

distribution function (p < .01) and also rejects similarity between the gamma model and the 

                                                 
4
 This assumes that the customer accelerates the next purchase occasion, which is possible given the durable 

nature of the product studied here. If an additional purchase occurs on top of the regular purchases, the firm has 
created a successful upselling opportunity. However, given the scope of the chapter, we do not discuss the value 
implications hereof. 
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empirical distribution function (p < .01). While both models do not show perfect fit to the 

empirical distribution, we do notice a better fit of the gamma-gamma model when it comes to 

capturing the largest concentration of mass in the probability distribution, which is 

underestimated in the gamma model. We therefore continue with the gamma-gamma model. 

Second, we need to determine the bounds for the control charts. Based on the simulation 

approach discussed in Section 4.2.2, we find that the value for the upper-bound is  ̂    . We do 

not use the lower bound in this case, as the time between purchases is naturally bounded at 0. 

With these estimates at hand, the control charts are completely defined for every customer in the 

sample, and we can analyze the results. 

 

Figure 4-1: Non-parametric density estimates of the empirical distribution function 

of inter-purchase times

 

As an example of the outcomes produced by our approach, we plot the control chart for a 

selected customer in Figure 4-2. The control chart depicts the time (in weeks, indexed) since the 

last purchase on the y-axis. The dotted lines represent the upper control limit of the control chart; 

the lower bound is omitted as the inter-purchase time is always nonnegative. The figure reveals 

some salient characteristics of our approach. First, the chart is able to track the customer purchase 

pattern across time, and is able to classify each observation as within control or out-of-control 

(based on the upper-bound). Second, the control limit adapts when new information (i.e. a new 
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purchase) is available. This feature allows the model to learn the behavior of specific customer 

over time, while less weight is placed on the population-level information (see Equation 2). Due 

to this adaptability, the approach can be used in a real-time setting to monitor the status of the 

entire customer base based on the behavior of individual customers. Third, the figure illustrates 

that there are several points in time where a firm intervention could have taken place. These are 

the weeks where the time since the last purchase (dots) crosses the upper-limit of the control 

chart (dotted line). In these instances, the time since the last purchase exceeds what we might 

expect from that customer based on her own behavior, and the behavior of the population as a 

whole. At other times, subsequent purchases follow a pattern within the bounds, indicating a 

‘normal’ purchasing pattern for that customer.  

 

Figure 4-2: Control chart for inter-purchase times of a selected customer  

(y- axis indexed for anonymity reasons) 

 

A firm can thus separate potential churners from non-churners in two ways. First, when a 

customer is unlikely to purchase again (based on the average of the customer base and its own 

past), the control limit for this customer will be high, and the firm will not act on any signal of 

this customer. Second, customers that have crossed the control limit for a long-time without re-

purchasing could also be considered as lost. However, this would require determining a cut-off 

for this distance, which we do not pursue in this chapter. 
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As we use historical data, the firm did not act upon the out-of-control signals identified by 

the control chart. Thus, we cannot evaluate the effectiveness of such responses. However, we can 

evaluate the characteristics of such an intervention, and compare these to the current policy of 

sending a reactivation e-mail after two months. 

 Figure 4-3 shows the distribution of e-mails sent under the policy recommended by the 

control chart approach we develop. A few things are of note. First, there is a substantial shift in 

the timing of the e-mails sent. The median time to send an e-mail is reduced to 5.0 weeks, instead 

of the current time of eight weeks across all customers. Second, however, there is also a 

substantial amount of heterogeneity in the time to send an e-mail, as indicated by the standard 

deviation of 9.5 weeks of the distribution. For a large portion of customers (31.9%), e-mails are 

sent beyond the current threshold of eight weeks, indicating that these customers were targeted to 

early under the existing policy. Finally, there is slight increase in the amount of e-mails sent 

overall. While under the existing policy 13,074 e-mails would have been sent over the period 

investigated, under the proposed policy this would amount to 15,964 e-mails. Combined with a 

different distribution of these e-mails across customers, this suggests a substantial change to the 

current policy. Therefore, this analysis does illustrate the potential of our approach for more 

effective deployment of marketing resources. To evaluate the consequences of our approach, we 

provide some implications in the next section. 

 

Figure 4-3: Distribution of reactivation e-mails sent under control-chart policy, 

compared to current policy of sending an e-mail after two months (vertical line) 
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4.3.3 The consequences of improved targeting 

In this section we aim to show the value that improved targeting can have in relation to 

firms’ marketing actions. We focus on two measures of effectiveness: response to marketing 

actions, in this case e-mail, and value of purchases. 

 First, we consider the response to marketing actions, in this case the e-mail that is sent. 

Sending an e-mail closer to the point in time when it becomes relevant to a customer (i.e. when 

the customer is thinking of purchasing again) will increase the effectiveness of such a message 

(e.g. Chen, Narasimhan and Zhang 2001; Goldenberg 2008). To investigate whether targeting 

improvements give rise to improved responses to mailings, we compare the conversion rates of 

mails sent under the eight weeks policy with the model predicted purchase time. By comparing 

these predicted purchase dates to the actual purchase date, and relating these to the current e-mail 

policy, we can gain some insights in the effectiveness of this policy. We achieve this by dividing 

customers into three groups based on our model predictions: those targeted too late (e-mail sent 

more than 1 week after the predicted purchase date), those targeted on time (e-mail sent 1 week 

before or after predicted purchase date), and those targeted too soon (e-mail sent more than 1 

week before the predicted purchase date). We then compare the conversion rates of the e-mails 

(sent after eight weeks) across these groups to investigate potential between-group differences. 

Here, conversion is defined as purchasing within one week after receiving the e-mail, in line with 

the definition used by the focal firm. 

 As we are considering conversion rates, interpreting these rates directly between groups 

could lead to biased results if we do not account for between-group differences that could 

influence conversion behavior. We therefore first apply a hybrid matching procedure (e.g. 

Gensler, Leeflang and Skiera 2012) to match the three groups on purchase behavior (value and 

timing), and customer characteristics. As a consequence, the matched customers should be 

comparable, and we can measure the effect that receiving an e-mail (vs. not receiving an e-mail) 

has on conversion. We take the on-time group as our reference group, and match customers that 

were targeted too soon or too late with customers in this reference group. 

 The matching procedure yields 2607 matched purchase occasions for the too late and on-

time group, while yielding 1391 matched purchase occasions for the too soon and on-time group. 

If we compare the conversion rates across groups, we find that compared to the on-time group, 

customers that were targeted too late have a significantly higher conversion rate (0.42 vs 0.53, p 
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< .05). Furthermore, compared to the on-time group, customers that were targeted too soon have 

a significantly lower conversion rate (0.40 vs 0.15, p < .01). Note that there is no difference in 

conversion rate between the two different on –time groups (0.42 vs 0.40, p > 0.10), assuring that 

these reference groups are comparable
5
. 

 We thus find that customers that were targeted too late have an 11% higher conversion in 

response to e-mails compared to those targeted on time. This could indicate that these customers 

were already willing to purchase before, but did not get around to doing so. Given the higher 

response of this group, it seems that these customers are highly willing to purchase at the focal 

firm, and did not do so at another firm for example. Hence, there seems to be no loss in response 

associated with sending e-mails too late. Instead, the effectiveness is increased. However, 

sending e-mails too soon dramatically reduces the response rate by 25%. Customers receiving 

these e-mails are not yet willing to purchase again from the focal firm, and seem to disregard the 

e-mail sent. This finding does indicate a loss in marketing effectiveness for the firm, and this is 

the area where improved targeting could improve the timing of e-mails, thereby potentially 

increasing their effectiveness. Concluding, in terms of response to marketing actions the gains of 

improved targeting are likely to be made for customers that were approached too soon, and not 

for customers that were approached too late.  

 When we consider the value implications of improved targeting, we noted before (i.e. 

footnote 4) that when a customer receives an e-mail while he normally would not make a 

purchase yet, (s)he has the possibility to accelerate his/her purchase pattern by purchasing in 

response to the e-mail. However, given the acceleration in the purchase pattern, it is possible that 

the value of this purchase will be lower than otherwise would have occurred. Repeating this 

several times would result in potentially substantial losses in customer value. Similarly, sending 

an e-mail too late might lead to loss of purchase value due to the customer purchasing elsewhere, 

given the non-contractual setting we consider (e.g. Rust, Lemon and Zeithaml 2004)
6
. In general, 

the value implications of better (individually) targeted marketing actions is found to be positive 

compared to the case of more aggregate targeting, in both the off-line (e.g. Rossi, McCulloch and 

Allenby 1996) as well as the on-line world (e.g. Ansari and Mela 2003; Zhang and Wedel 2009).  

                                                 
5
 We obtain two on-time groups, because the matching procedure used only allows matching of two groups, as a 

logistic regression approach is used. The on-time groups are similar on the matching variables however, and this 
result shows that they also do not differ on the outcome variable of interest. 
6
 Note that we do not assume that a customer is lost for good if no purchase occurs (e.g. Schmittlein, Morrison and 

Colombo 1987), but that a customer can return in the future to purchase again (e.g. Berger and Nasr 1998) 
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 To investigate whether these assertions holds, we compare the eight week policy to our 

model predicted policy. We do so by considering the same three groups as before (targeted too 

late, targeted on time and targeted too soon), and comparing the value of orders within these 

groups. To that end we estimate a linear regression model relating these groups to the value of 

each purchase, while controlling for the size and timing of the order. Specifically, we estimate the 

following model for the j-th purchase occasion of customer i: 

 

                                                                                     

                                                                    

                      

Here, targeted too soon and targeted too late refer to the groupings based on our model, 

while the e-mail sent variable measures whether an e-mail was sent preceding that order or not. 

The control variables     contain measures for the amount of greetings and gifts ordered in a 

specific purchase occasion, whether a conversion (measured as purchasing within a week after 

the e-mail) took place on that purchase occasion, and the inter-purchase time since the last 

purchase occasion. The dependent variable is operationalized as an index to maintain data 

confidentiality, where the base of the index is taken as the mean (model 1 and 3) or the median 

(model 2 and 4) spending per purchase occasion. To control for customer heterogeneity, in model 

3 and model 4 we include a full set of customer fixed effects
7
. The results of our estimations can 

be found in Table 4-2.  

The results consistently show that sending an e-mail before the predicted purchasing date 

results in decreasing purchase values, compared to sending it on time. This is indicated by the 

negative coefficient    of the interaction term.
8
 The losses are sizable, with a 5% loss in mean 

purchasing value, and an 8.5% loss in median purchase value (based on the models including 

fixed effects). In contrast, sending an e-mail after the predicted purchase date does not lead to any 

change in purchase value compared to the case where an e-mail is sent on time. Hence, we find 

support for the notion that reaching out to customers too quickly can be detrimental to firm 

                                                 
7
 The advantage of the fixed effects model over a random effects model is that is captures both the main effects 

across groups (i.e. targeted too late vs. targeted too soon), as well as the interactions (Goldfarb and Tucker 2011). 
Moreover, given the large number of observations per customer, fixed effects are also not prohibitive. 
8
 The main effect in models 1 and 2 is positive, but the total effect is negative. When controlling for customer 

heterogeneity, the significant main effect disappears. 



108 | L e v e r a g i n g  D a t a  R i c h  E n v i r o n m e n t s  

 

profits. Reassuringly, no evidence is found for the notion that e-mails sent too late will lead to a 

loss in profits, mitigating concerns that customers might shop elsewhere at the cost of the focal 

firm.  

 

Table 4-2 Overview of estimated models 

 (1) 

DV purchase 

value mean 

index 

(2) 

DV purchase 

value median 

index 

(3) 

DV purchase 

value mean 

index 

(4) 

DV purchase 

value median 

index 

Targeted too late -1.021 

(1.063) 

-1.746 

(1.819) 

-2.144* 

(1.228) 

-3.667* 

(2.100) 

Targeted too soon 2.809** 

(1.172) 

4.804** 

(2.005) 

1.110 

(1.267) 

1.899 

(2.167) 

E-mail sent 3.869* 

(2.183) 

6.618* 

(3.734) 

3.138 

(2.136) 

5.367 

(3.653) 

Converted  0.348 

(1.586) 

0.595 

(2.712) 

0.821 

(1.557) 

1.403 

(2.663) 

Number of 

greetings 

27.896*** 

(0.055) 

47.717*** 

(0.095) 

27.889*** 

(0.059) 

47.705*** 

(0.100) 

Number of gifts 266.957*** 

(0.917) 

456.636*** 

(1.568) 

256.966*** 

(1.008) 

439.546*** 

(1.725) 

Inter-purchase time 0.227*** 

(0.042) 

0.389*** 

(0.072) 

0.200*** 

(0.044) 

0.342*** 

(0.075) 

Targeted too late x 

E-mail sent 

-3.785 

(2.458) 

-6.475 

(4.206) 

-2.247 

(2.393) 

-3.845 

(4.094) 

Targeted too soon 

x E-mail sent 

-6.058*** 

(2.299) 

-10.362*** 

(3.932) 

-5.001** 

(2.259) 

-8.544** 

(3.865) 

Constant 31.664*** 

(1.016) 

54.161*** 

(1.738) 

  

     

Customer fixed 

effects 

No No Yes Yes 

Observations 70,547 70,547 70,547 70,547 

R-squared 0.825 0.825 0.844 0.844 

*p<0.1 **p<0.05 ***p<0.01 



C h a p t e r  4  | 109 

 

 

4.4 Discussion 

Customer centric firms have an interest in learning about customer behavior in order to 

serve customers better, thereby potentially increasing their value to the firm (Shah et al. 2006). 

These insights can be used to explain the value of a customer to the firm (e.g. through customer 

lifetime value, CLV) and select customers to focus marketing actions on (Rust, Lemon and 

Zeithaml 2004). While much of the prior work in this field has linked the average customer 

behavior to drivers of CLV (e.g. Fader, Hardie and Lee 2005b), recently McCarthy et al. (2014) 

and Rust, Kumar and Venkatesan (2009) emphasized the need to focus on the variation in this 

behavior as well. The former authors extend the RFMC framework, which focuses on average 

behavior of a customer, with information about the variance in this behavior in order to derive 

what they call V(CLV). However, while this work shows how to value customers taking into 

account the variance in their behavior, it does not guide the decision making process regarding 

the execution of marketing actions. In this work we therefore develop an approach that not only 

provides firms with the information on which customers to target, but also when to target them.  

Our approach takes into account and leverages the variation in customer behavior in order 

to guide these decisions. Our approach, which derives from the control chart methodology used 

in the statistical quality control literature, captures the variation in behavior over time within a 

customer, and controls for the heterogeneity between customers. We show how to develop such 

control charts in the setting of purchase timing, using data on the inter-purchase time (IPT) of 

customers. We tackle challenges surrounding the non-normality of the IPT distribution by using a 

gamma distribution instead, capture heterogeneity in this distribution through another gamma 

distribution (arriving at what we call a gamma-gamma control chart), and develop a method to 

efficiently calibrate these control charts on data from a customer database. We illustrate our 

approach with an application in targeting reactivation e-mails for a company in the greetings and 

gifts industry. We discuss the alternative policy recommended by our model, and compare our 

approach with the current policy of sending an e-mail after eight weeks of customer inactivity. 

 Our findings suggest that our model fits the inter-purchase time data reasonably well, and 

is better able to capture the mass of the distribution than a model without heterogeneity. We show 

how the control chart identifies when to target which customers by making use of control limits, 

which present an upper-bound on the variation in the process. Once this bound is crossed, it has 

taken too long for a customer to purchase again, and a firm intervention should take place (see 
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Figure 4-2). Another salient feature of our approach is that once a new purchase takes place, the 

model automatically updates the upper-bound with this information, making the model highly 

adaptable to changing circumstances and applicable for real-time marketing (Goldenberg 2008).  

 Given our calibrated model, in the empirical application we compare our targeting policy 

based in individual level control charts to the current firm policy of sending an intervention 

(reactivation) e-mail after eight weeks without a purchase occurring. We find that under the new 

policy, the median time is reduced to five weeks. However, in a substantial amount of cases 

(31.9%) e-mails should be sent later than eight weeks. We also shed some light on the 

consequences of this new policy. We find that there are no negative consequences of targeting 

customers too late (after their predicted purchase date) in terms of conversion rate in response to 

e-mails, but this conversion rate drops with 25% when customers are targeted too soon (before 

their predicted purchase date). Targeting customers too soon also has negative value implications: 

The mean purchase value drops by 5% for these customers. Again, targeting customers too late 

has no negative consequences. We thus find managerially relevant consequences associated with 

using our method over existing methods. 

 

4.5 Limitations and future research 

Within the scope of this chapter there are still some limitations remaining which could not 

be addressed. While the recommendations we made with respect to the current firm policy 

suggest improvements to this policy, we cannot measure the causal impact of these changes given 

the use of historical data. These data do not allow us to evaluate a change in the intervention 

strategy, because we cannot execute these interventions; we can only suggest what the firm 

should have done in the past. To further deepen our understanding on the consequences of our 

proposed change, a field experiment could be performed to measure the impact of our proposed 

changes, and validate our findings with regards to the implications thereof. 

Second, our policy recommendations assume that customers are not forward looking and 

adjust their behavior based on the observed change in the policy (Meyer and Hutchinson 2016). 

However, we argue that learning in this case is limited, as customers would find it difficult to 

observe the policy and refine their reactions accordingly. This is due to the full e-mail policy of 

the focal firm, which includes other promotional messages (brand building mails, new product 

introduction mails) beyond the reactivation mail message. While the latter message is distinct in 
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that it offers an activating message, it is also one of multiple messages a customer is exposed to, 

adding noise to consumer learning. As this is one of the causes that prohibits consumer learning 

(Meyer and Hutchinson 2016), we expect limited adjustment to occur. 

 Third, we only apply our approach in the specific setting of the greetings and gifts 

industry. Extensions to other industries could help generalize our findings and the validity of our 

approach. Given the general outline of our approach given here, such implementations should be 

straightforward.



 



 

Chapter 5 

General Discussion 
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In a world that is being transformed by the increased richness and detail of data (Wedel 

and Kannan 2016), new opportunities and challenges arise that firms have to deal with to stay 

competitive and maintain the value to the firm of their marketing activities. The aim of marketing 

analytics is to leverage this data richness using model-based approaches to guide the decision 

making of firms and managers. In this dissertation we showed how firms can use marketing 

analytics approaches to improve or maintain the value to the firm of their marketing activities at 

the brand and customer level. We identified several opportunities and challenges associated with 

data richness, and showed how these affects firms` activities and the associated value thereof. In 

the first study, described in chapter 2 of this dissertation, we showed how firms can gain insights 

on the own and competitive effects of their marketing actions at both the strategic and tactical 

firm level. Furthermore, we investigated the impact on firm sales of these strategic and tactical 

actions, which capture the impact on marketing productivity. In the second study of this 

dissertation in chapter 3, we show how firms can engage in churn prediction to retain customers 

while also maintaining the privacy of their customers. We thus show to combine two seemingly 

incompatible objectives by developing a suitable method that encompasses both objectives. The 

final study in chapter 4 of this dissertation shows how firms can engage in real-time customer 

targeting by leveraging variation in customer purchase behavior, and demonstrates the value from 

doing so. The next section highlights the main findings of each study in this dissertation. After 

that we provide some directions for future research related to each of these three studies. We 

close this dissertation with some final learnings across the studies. 

 

5.1 Main Findings and managerial implications 

In this section we provide the main findings of each of the studies presented in this 

dissertation. Furthermore, we discuss the managerial implications of each study. 

5.1.1. Competitive reactions to strategic and tactical marketing actions 

The first study explored the competitive interactions between firms by analyzing strategic 

and tactical actions initiated by firms in order to acquire and develop customers. Here, we make 

use of richer data availability to gain a broader view on competitive interaction by considering 

own and competitive marketing actions, a difference from prior work that is more inward focused 

(Kamakura et al. 2005). Strategic actions, implemented by higher management, determine the 
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policies and strategies that govern the acquisition, use and disposition of resources to achieve 

firm objectives (Anthony 1965; Schultz, Slevin, Pinto 1987; Steiner 1969). On the other hand, 

tactical actions, which are implemented by more junior management, determine the detailed 

deployment of these resources. We empirically explore differences between these competitive 

actions in the setting of the pharmaceutical industry using the sales force as a marketing 

instrument. Using a unique, single-source panel dataset consisting of 1502 British physicians and 

covering twenty years of prescriptions and detailing data in combination with time-series 

methods (i.e. SURECM models) we quantify the short- and long-run strength and sales impact of 

both types of competitive actions, and provide insights on factors moderating reaction strength. 

 Our findings suggest three things. First, we find that the competitive response to 

retaliatory strategic actions (i.e. allocating more resources in response to a competitive increase) 

is stronger than the response to retaliatory tactical actions. This is in line with Dutton and Jackson 

(1987), who suggest that the increased competitive threat of strategic actions strengthens the 

response to these actions. Second, while we find that the response to strategic actions is always 

justified from a sales point of view, we also show that in a substantial amount of the cases for 

retaliatory tactical actions the wrong response is chosen. This leads to a loss of sales (Porter 

1980). Third, we find distinct differences in the moderators that explain differences between the 

reaction strength towards strategic and tactical actions. While the former actions are driven by a 

mix of factors related to awareness, motivation and capability to react, the latter are almost 

exclusively driven by motivational factors (Chen 1996). This suggest a relative narrow focus in 

the decision making process surrounding tactical actions, while the decision making process for 

strategic actions takes a broader view when determining if and how to react to competitive 

actions. 

 The managerial implications of our findings are threefold. With respect to strategic 

actions, given their higher importance and risk to elicit competitive response, careful 

consideration on whether and how to take such actions should take place. However, managers 

often fail to consider the competitive response when taking such decisions (Montgomery, Moore 

and Urbany 2005). Our findings on the moderating effects driving competitive response can ease 

this process by providing insights on the circumstances under which managers can expect 

stronger or weaker reactions towards the actions that they take. Furthermore, model-based 

decision support tools explicitly taking into account competition can also help improve the 



116 | L e v e r a g i n g  D a t a  R i c h  E n v i r o n m e n t s  

 

decision making process (e.g. Dong, Manchanda and Chintagunta 2009). At the tactical level, 

two main implications arise. First, given the large amount of actions that are not justified from a 

sales perspective, assisting junior managers in their decision making process by offering training 

and coaching can be very valuable to improve decisions (Armstrong and Collopy 1996). 

Furthermore, offering the same decision support tools as used by higher management can also 

strengthen the base for decision making of these managers (Zoltners, Sinha and Lorimer 2012). 

Second, given the strong reliance on motivational factors driving tactical actions, it appears that 

junior managers are very short-term and self-focused. One way to improve this is to change the 

incentive scheme for these managers, which is now based on sales goals. Such an outcome based 

control system stimulates a short-term focus. Instead, a behavior-based control system based on 

the selling process as a whole instead of its outcomes can be an effective way to stimulate a more 

long-term focus amongst these junior managers, and improve their decision making (Anderson & 

Oliver 1987; Cravens et al. 1993). 

 

5.1.2. Predicting churn in the face of customer privacy 

The second study focuses on one of the challenges that firms face when trying to leverage 

the richness in modern databases. In particular, we focus on the increased concerns that 

customers have about their privacy, which was identified as one of the top research priorities by 

the Marketing Science Institute (Marketing Science Institute 2016). In this study we investigate 

how firms can preserve the privacy of their customers in the setting of customer churn prediction 

(which aims to improve customer retention), which has emphasized the use of detailed customer 

panel data sets recently (e.g. Ascarza and Hardie 2013). The common perception is that firms 

loose analytical capabilities when they try to preserve customer privacy (Blattberg, Kim and 

Neslin 2008, p. 78; Verhoef, Kooge and Walk 2016). This is mainly due to firms’ “self-policing” 

in response to customer demand for privacy, by only storing data for a limited amount of time 

(data minimization, Wedel and Kannan 2016). This renders panel data methods infeasible. In this 

study we develop an approach, which we dub the generalized mixture of Kalman filters (GMOK) 

model, which allows us to capture the relevant customer information before it is deleted and 

stores it within the model parameters. In this way, we do not need the data anymore in future 

periods, but can still use the information contained in it. Beyond achieving data minimization, by 
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aggregating the data we also achieve data anonymization with our approach (Wedel and Kannan 

2016). 

 We compare our model to a variety of benchmarks which have been used to predict 

customer churn. In particular, we compare our approach to simpler benchmarks (logistic 

regression and classification tree) as well as more advanced models (hidden Markov model, 

Ascarza and Hardie 2013). We do so in two settings: the panel data world and the cross-sectional 

world. While in the former world the full data history is available for models, in the latter world 

this is not the case. Consequently, we cannot estimate the advanced HMM, but other models 

(including ours) remain viable. Our comparisons take place using data on customer churn for ~1 

million customers from the healthcare insurance industry covering the years 2004-2012. In the 

cross-sectional world, we also replicate our findings using data from the Internet service provided 

industry using data on ~300k customers covering four quarters in 2006. 

 In the panel data world, we establish that our approach performs comparably to the 

HMM, while both models outperform simpler benchmarks. Thus, while all past data is available, 

our approach shows a good performance and does not reduce predictive ability. This good 

performance with respect to simpler benchmarks remains in the cross-sectional world, when past 

data is unavailable. The unavailability of past data renders the HMM inestimable, while our 

approach remains valid. Here, we also find that our model predictions deteriorate at a slower pace 

over time than those of other models (i.e. our model has better staying power). Finally, we 

document the faster estimation time of the GMOK model compared to the HMM and other 

benchmarks, which is in excess of 41%. We therefore conclude that preserving customer privacy 

does not have to come at the cost of analytical operations, provided the right methods are applied. 

 

5.1.3. Real-time target marketing using control charts 

In the third study of this dissertation we explored the possibilities of firms to engage in 

real-time marketing, one of the top priorities identified by the Marketing Science Institute 

(Marketing Science Institute 2016). We investigate these possibilities in the setting of targeting of 

marketing actions, aimed to develop and retain customers. The promise of real-time marketing in 

this setting is that marketing actions become more relevant by targeting the right customers on 

the right time with the right marketing actions (Goldenberg 2008). In this study we develop an 



118 | L e v e r a g i n g  D a t a  R i c h  E n v i r o n m e n t s  

 

approach that firms can use to this end. Our approach is based on the control chart method from 

the statistical quality control literature (Montgomery 2009). These control charts are based on 

identifying variation in a statistical process (in this case purchase timing), and separating special 

from common causes of variation (Shewhart 1931). When variation becomes too high due to 

special causes, action must be taken to bring the process back into control (Deming 1982). Our 

focus on variation in customer purchase behavior aligns with a recent stream of research 

emphasizing that firms should not only focus on average customer behavior, but also the 

variation therein (Rust, Kumar and Venkatesan 2011; McCarthy et al. 2014). This way, the 

negative consequences of wrong targeting can be mitigated; see Ascarza, Iyengar and Schleicher 

(2016) for a recent example of such consequences. 

 Based on historical purchase data from an online firm in the greetings and gifts industry, 

we develop a control chart approach to track customer purchase timing. To that end, we design a 

gamma-gamma control chart, which captures the dynamics and customer heterogeneity in the 

underlying purchase timing process (e.g. Colombo and Jiang 1999). We calibrate this control on 

purchase data from 373,521 customers of this firm, which cover all the purchases made between 

2012 and 2014. Next, we demonstrate how this control chart can be used to target customers. For 

each customer, we determine an upper-bound for purchase time, based on the average historical 

purchase time and the variation therein. Once this bound is crossed (i.e. the time since the last 

purchase lies too far in the past), we suggest that firm should take action in order to avoid 

customer churn. 

 The managerial implications of our approach are illustrated with a case study. Here, we 

compare our control chart approach for customer targeting with the firm policy of sending a 

reactivation e-mail after eight weeks of inactivity of a customer. Our alternative approach reduces 

this time to a median of five weeks. However, substantial variation in timing is present as well 

(standard deviation = 9.5 weeks), resulting in 31.9% of the customers being approached later than 

under the current policy. The alternative approach also has substantial implications for response 

to marketing actions (i.e. conversion) and purchase value. For conversion we find a drop in 

conversion rate of 25% when customers are targeted too soon (as implied by our model) 

compared to when they are targeted on time. Surprisingly, we find that the conversion rate 

increases by 11% when customers are targeted too late (as implied by our model) compared to 

when they are targeted on time. The latter finding suggests that customers were ready to make a 
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purchase, but without a reminder of the firm did not translate this intention into behavior at the 

focal firm
1
. In terms of purchase value, we report drops of 5% in mean purchase value and 8% in 

median purchase value for customers that were targeted too soon compared to customers targeted 

on time. No loss of value for customers targeted too late was found. These findings suggest that 

moving purchases forward by targeting customers earlier than their regular purchase pattern 

suggests results in loss of customer value. Concluding, we find that our approach to targeting 

using individual level information improves both the response to marketing actions and the value 

of purchases, highlighting the benefits of our approach.  

 

5.2 Future research opportunities 

In the three studies of this dissertation we have discussed how firms can react to the 

opportunities and challenges presented by data richness. However, many opportunities and 

challenges still remain (for a more extensive overview, see Leeflang et al. 2014). In this section 

we highlight some of these research opportunities, and relate them to each of the chapters of this 

dissertation. 

 

5.2.1 Future research opportunities on strategic and tactical actions 

In the first study we investigated the difference between strategic and tactical actions, and 

the sales implications of these actions. While we provided useful insights on the strength of 

reactions to these actions, evaluated the sales impact of these actions and investigated factors 

moderating the reaction strength, other opportunities for research in this field exist. For example, 

our study is only concerned with personal selling, which is one particular marketing instrument. 

More common instruments such as advertising and price promotions were not considered, and the 

difference between action types has been ignored in these studies so far (e.g. Nijs et al. 2001; 

Steenkamp et al. 2005). Extending our work to these settings could help improve the strategic 

planning for a broader range of firms than considered in this dissertation, for example to FMCG 

manufacturers and retailers. Besides extending our work to other marketing instruments, another 

possibility would be to extend our work to different industries within the personal selling field. 

                                                 
1
 We cannot investigate whether they would have bought at competing firms instead given the limitation of our 

data to one firm only 
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While the pharmaceutical industry is a typical example of an industry using this marketing 

instrument, it is also an industry with distinct characteristics in terms of industry structure 

(Stremersch and Van Dyck 2009). Other settings that widely use personal selling as a marketing 

instrument are for example military recruiting and media selling (Albers, Mantrala and Shridhar 

2010). Extension of our work to such settings could help improve the generalizability of our 

findings. 

 Another promising avenue for future research in this field lies in the investigation of more 

complex reaction patterns. While we only consider reactions within the same category, many 

firms within the pharmaceutical industry, but also in many other industries, have a portfolio of 

products which are simultaneously marketed (Zoltners and Sinha 2005). Decisions on where to 

allocate resources (i.e. strategic actions) and how deploy these resources effectively (i.e. tactical 

actions) are affected by the presence of multiple products in the portfolio, and firms seek to 

balance the allocation of resources between products. This can also have consequences for 

competitive actions. Increased competitive activity in one category could lead a firm to shift 

focus to a different category, foregoing a reaction in the same category. Alternatively, retaliation 

could take place in a different category where the defending firm has a stronger presence. While 

the data available do not allow us to infer such differences across categories, investigating such 

multicategory reactions is important to understand the full palette of actions occurring within 

industries (Jayachandran, Gimeno and Varadarajan 1999; Yu and Cannella 2013). 

 

5.2.2 Future research opportunities on churn and customer privacy 

The second study in this dissertation illustrated how firms can balance their interest to 

predict churn with the customer interest of preserving privacy. There are however more 

opportunities to expand on this research. 

 One of those opportunities rests in the selection of variables. The approach we develop 

relies on a stable set of variables that are tracked over time. This assumption places more pressure 

on the selection of variables to track over time and include in the model. Therefore, developing 

approaches that can make this selection would be an important avenue for further research. 

Related to the selection of variables for the model, determining the right model structure is also 

important. Our model assumes a number of clusters that assures data can be processed 
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anonymously (i.e. at the segment level instead of the individual level). We currently assume that 

the number of segments is fixed over time, and select this number at the time of the first model 

estimation. However, this number could well change over time given changing market 

circumstances. Dynamically selecting the number of segments would then be a solution, e.g. 

through the reversible MCMC technique highlighted in Bruce, Peters and Naik (2012).   

 

5.2.3 Future research opportunities on real-time target marketing 

The final study investigated the value of a control chart approach to target marketing, 

which can be used to target the right customers at the right time. While we showed substantial 

improvement in the response to marketing actions (i.e. e-mail) and the value of purchases, 

opportunities for the future remain.  

 One major opportunity lies in the extension of our control chart framework to other 

metrics. We focused on modeling purchase timing to improve customer retention. However, it is 

very well possible to model purchase value using the same framework, with the aim of 

identifying customer development opportunities. Such an approach would be closer to the 

original use of the gamma-gamma model, which was developed with purchase value in mind (e.g. 

Fader, Hardie and Lee 2005b), although extensions to purchase timing as in our application have 

been made as well (Platzer and Reutterer 2016). An additional extension would be to consider 

both processes simultaneously in one control chart. Such an approach can be motivated by the 

fact that substantial correlations between purchase timing and purchase value can exist, 

depending on the dataset under consideration (Glady, Lemmens, Croux 2015). One appropriate 

choice would be the Hotelling T
2
 control chart, which can consider the mean and variation 

therein for two focal processes (Wierda 1994). 

 Further extensions of the control chart approach can also go beyond the gamma-gamma 

model we apply. While this model provides a flexible way to model many different distributions, 

other distributions are well possible depending on the context. In discrete time settings for 

example, a beta-geometric distribution (Fader, Hardie and Shang 2010) could provide an 

alternative for the continuous time gamma-gamma model. Alternatively, a non-parametric 

approach which does not make distributional assumptions could provide a generalized framework 

to model varying processes. In the setting of purchase value, the assumption of equidistance 
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between time intervals is potentially violated. Future research could investigate how to deal with 

this situation in the setting of control charts, which assume regular intervals between points in 

time.  

 To investigate the value of real-time targeting further, future research should also focus 

on testing such approaches in the field. Only then will it be possible to investigate the 

consequences fully, as such a test would allow the researcher to observe changes in customer 

behavior which cannot be captured using historical data. While our findings suggest that there 

can be substantial value in using our approach, it also identified a lot of opportunities where a 

firm should have reacted, but did not do so. In the field, a firm could react immediately, and the 

consequences of such a reaction can be observed and attributed to the action themselves. In turn, 

this would allow us to infer the consequences for conversion and purchase value directly. 

 

5.3 Overall conclusion 

Having summarized the main findings from each chapter, we will return to the question 

posed in Chapter 1: How can firms maintain or improve the value to their firm of their marketing 

activities through the use of marketing analytics in the face of increasing data richness? Across 

the chapters, we have shown that through the deployment of marketing analytics solutions, firms 

are in a position to gain deeper insights from data, or can attenuate the loss of information due to 

data limitations. In turn, when applied in practice these benefits can translate into competitive 

advantages that can lead to an increase in the value delivered to the firm. Hence, the value of data 

richness does not consist of just possessing the data, but requires active analysis and 

interpretation of the insights gained to succeed. However, this translation also hinges on the 

actual implementation and usage of the insights and methods that we propose, which can be 

challenging due to limitations in for example the technical and knowledge capabilities of firms 

(Day 2011; Leeflang et al. 2014). Addressing such issues is beyond the scope of this dissertation 

however. 

One of the salient characteristics that all the applications have in common is that value 

gains are obtained by taking into account the dynamics of processes in new or improved ways. 

This highlights that one of the important characteristics of big data is not so much the size of the 

data (i.e. bigger N), but that gains are be made by disentangling cause-and-effect relationships in 

a better way, or by building up more or improved knowledge on the way the world works over 
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time. It also aligns well with the notion that the movement speed of data generation has 

increased, necessitating analysis tools to follow pace and account for this phenomenon (McAfee 

and Brynjolfsson 2012). Concluding, it is important that firms focus on new or better insights that 

can be obtained from data rich environments in the discussed and other applications, and don’t 

stare blindly on having more data available per se. Only in this way can value to the firm be 

improved (e.g. Pauwels 2014).  

While the cases investigated in this dissertation were motivated by current issues in the 

marketing science landscape, as indicated by their inclusion in the research priorities of the 

Marketing Science Institute, the far-reaching consequences of data richness reach beyond these 

cases. It will therefore be important to continue to focus on research in this area, and identify new 

opportunities and challenges as they emerge. These can range from more general issues (i.e. 

Leeflang et al. 2014) to more specific problems (i.e. Wedel and Kannan 2016). Only in this way 

will we truly be able to gain advantage of the transformative powers of big data.
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Appendix 2.A: Detailed overview of categories 

 

Table 2.A1 Overview of molecule categories included in the study 

Molecule Drug names Therapeutic class Molecule 

prescriptions 

Molecule 

detailing 

calls 

Amlodipine Istin, Generic Hypertension 17,114 7,209 

Bisoprolol Monocor, Emcor, 

Generic 

Hypertension 4,084 3,372 

Captopril Acepril, Capoten, 

Generic 

Hypertension 9,607 5,686 

Cimetidine Tagamet, 

Dyspamet, 

Galenamet, 

Generic 

Stomach ulcers 31,096 3,123 

Diltiazem Tildiem, Caldicard, 

Adizem, Generic 

Hypertension 6,763 3,123 

Felodipine Plendil, Generic Hypertension 5,001 1,548 

Indomethacin Indocid, Flexin, 

Imbrilon, Generic 

Analgesics 13,745 1,661 

Isosorbide Coronitro, Elantan, 

Cedocard, Generic 

Hypertension 5,385 2,236 

Ismn Ismo, Monit, 

Imdur, Generic 

Hypertension 13,756 3,859 

Lisinopril Zestril, Carace, 

Generic 

Hypertension 15,606 6,189 

Naproxen Naprosyn, Synflex, 

Nycopren, Generic 

Analgesics 45,879 2,059 

Nifedipine Adalat, Coracten, 

Generic 

Hypertension 21,800 5,730 

Omeprasole Losec, Generic Stomach ulcers 30,851 6,150 

Ranitidine Zantac, Generic Stomach ulcers 33,593 5,480 
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Appendix 2.B: Operationalization of moderating variables 

 

Table 2.B1 Operationalization of moderating variables 

 Operationalization 

AMC Factors:  

 Relative Scale of Rival (A) Average prescriptions of attacking brand divided by 

average prescriptions of defending brand (e.g. 

Baum and Korn 1999) 

Similarity of Markets Served (M):  

 Attacker Generic Brand Dummy variable, 1 if the attacking brand is a 

generic brand, 0 otherwise  

 Defender Generic Brand Dummy variable, 1 if the defending brand is 

generic  brand, 0 otherwise 

  

 Rival's Capability to Contest (C) Average detailing calls attacking brand divided by 

average detailing calls defending brand (e.g. 

Steenkamp et al. 2005) 

Control Variables  

             Category Concentration Number of brands in category (e.g. Nijs et al. 2001; 

Steenkamp et al. 2005) 

             Category Growth Mean of the first difference of log-transformed 

quarterly prescriptions (e.g. Steenkamp et al. 2005) 

             Physician Concentration Average number of physicians per 1000 inhabitants 

over the sample period, based on NHS data 

             Population Level Average number of inhabitants per km
2 

over the 

sample period, based on Eurostat data  

             Income Average income in euros over the sample period, 

based on Eurostat data 

             Education Level Average percentage of inhabitants with tertiary 

education over the sample period, based on Eurostat 

data 
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Appendix 3.A: Recursions for the modified Kalman filter 

We provide the Kalman filter recursions we used to estimate the state-space model here. 

Recall that the state equation for individual i is                            

             , and the transition equation             , where           . We implicitly 

assumed that       previously, but we generalize this assumption here. Furthermore, we assume 

in general that                     , where           and      is a known link function. 

This function is the logistic function in the case we consider in the chapter. The two relaxations 

serve to give a general overview of the recursions. We aim to obtain estimates for    for t = 1, …, 

T, given values for    for t = 1,…, T,    and   . To obtain these estimates, Fahrmeir and Tutz 

(1994) suggest the following set of recursions: 

Initialization:                    

Prediction step : For t = 1,…,T:                                   
     

Correction step:                            

For i = 1, …, n:                            

                  
            

Kalman gain:                            
    [   

             
        ]

  
 

 

Here,            , and    ,    , and     are evaluated at       . The final estimates are 

the parameter vector      and its corresponding covariance matrix     . For the case of logistic 

regression, these quantities read as follows:                                 ),     

                     
  and               . To obtain the initial values required (  ,   , 

and   ), we used maximum likelihood estimation in an iterative algorithm, inspired by Fahrmeir 

and Wagenpfeil (1995) to obtain the values given the data. 
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Appendix 3.B: Derivation of likelihoods for the state space and GMOK models 

For the model without unobserved heterogeneity, we derive the full posterior log-

likelihood that the Kalman filter is aimed to maximize. Next, we adapt this likelihood further 

when we add unobserved heterogeneity to the model through a mixture model approach (Wedel 

and Kamakura, 1998). 

The following derivation is adapted from Fahrmeir and Tutz (1994): For customer i, let 

               and                represent all individual observations for period t = 1, 

…, T, and then let   
            and   

            denote the observations until time t.
1
 

Consider the estimation of   
           , where we assume the hyperparameters    and   , 

and the covariance matrices    to be given. Repeated application of Bayes’s theorem yields the 

following expression for the posterior distribution of the state vector (Fahrmeir and Tutz 1994): 

           
    

    
   

∏        
      

    
   ∏          

      
    

   
   ∏          

      
      

   
   

 
   , 

where      denotes a (conditional) density function. Next, we make the following (weak) 

conditional independence assumptions: 

1. Conditional on   ,     
  and   

 , current observations yt are independent of   
 ; that is, 

             
      

    
               

    
    

2. Conditional on     
  and     

 ,    is independent of     
 ; that is, 

               
      

      
            

      
  . 

3. Conditional on    and     
 ,with   

 , the individual observation     within    are 

conditionally independent; that is, 

                  
    

    ∏              
    

    
   . 

4. The parameter process is Markovian; that is, 

               
      

    
             . 

With these assumptions, we can write Equation (B.1) as  

           
    

    
    ∏ ∏              

    
   ∏                

 
   

 
   

 
   . 

                                                 
1
 We suppress i in this first part for notational convenience 
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When we take the logarithms and write out the conditional distributions, the maximization 

of this conditional density is equal to maximizing the (penalized) log-likelihood: 

                ∑∑                
 

 

 

   

 

   

          
         

 
 

 
∑            

  

 

   

            

where lik is the logistic log-likelihood contribution of individual i, and b0 and Q0 are the initial 

values for the Kalman filter. When we estimate the model at a time t, given information known 

up until that point, we evaluate the log-likelihood 

              
   ∑∑      

     
     

   
 

 

 

   

   

   

          
         

 
 

 
∑              

  

   

   

                         

 
 

 
            

             

Likelihood for the GMOK model 

To formulate the likelihood for the GMOK model, we introduce the latent, unobserved 

indicator variable
    

 
, which indicates the membership of customer i to cluster j at time t. 

Calabrese and Paninski (2011) derive an EM algorithm to estimate a mixture of Kalman filters 

model with    
 

 as missing data for the case in which the     are generated by a normal 

distribution. To arrive at the likelihood for the GMOK model, we take the likelihood derived by 

Calabrese and Paninski (2011) and combine it with the likelihood from Equation (B.6). To 

maximize this likelihood we then derive an EM algorithm following the work of these authors. 

The modified likelihood of Equation (B.6) is given as
2
 : 

       (  
 |  

    
     

 
)  ∏∏ (       

 
|       

    
   ∏               

 

   

 

   

 

   

 

                                                 
2
 Calabrese and Paninski (2011), and the references therein, offer a full derivation of this log-likelihood. 
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If we assume that  (   
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, where   

 
 represents a mixture weight, such that 
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     for each time period and each

   
 
    , after taking logarithms and expectations we 

arrive at 
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)  ∑    (  

 
) 

   ] 
   

   

  
  

     
 
     

 
   for j = 1, …, J and Equation (B.11) is evaluated using current values of the 

parameters. The M-step of the algorithm requires the maximization of Equation (B.10), which is 

simplified because the cross-derivatives are zero, so we can maximize the two parts of Equation 

B.10 separately. Maximizing the first part of the likelihood requires maximizing  

          ∑∑    
 

 

   

   (   
 
)  

 

   

 

subject to the constraints on   
 
  This yields 

             
 
 ̂   

∑   
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which is similar to the mixture model case (Wedel and Kamakura 1998). The remainder of this 

likelihood is similar to Equation (B.7), multiplied by   
 
. Thus, we can apply the Kalman filter of 

Fahrmeir and Tutz (1994) to maximize this likelihood, provided we include   
 
as additional 

weight in the Kalman gain part of the filter. The Kalman gain, as given in Appendix 4.A, in that 

case reads  

                     
    [   

           
 
        

 
   ]

  
  

for the filter applied to a given segment j. By iterating over these E- and M-steps, we obtain the 

final estimates of all parameters for all groups and use these estimates for our predictions. 
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Appendix 3.C: Modification of the HMM of Ascarza and Hardie (2013) 

In part D of their Web Appendix, Ascarza and Hardie (2013) derive a variant of their hidden 

Markov model for usage and churn in which usage is modeled using a binominal model instead 

of a Poisson model. Inspired by this change of state-dependent usage process, we modified the 

model using a Bernoulli state-dependent equation to model churn. Because we do not observe 

usage, we can only model churn given membership of a certain segment on the basis of the 

binary decision of each customer that we observe each year. Thus, we chose to model the 

individual-specific churn probability     at time t  using a Bernoulli model, given the same 

unobserved commitment process outlined in Ascarza and Hardie (2013). We therefore only 

outline the changes we made with respect to their model, following the notation used in their 

article. For more background information, we refer to their article. 

 In the HMM, observed behavior is modeled conditional on a latent, unobserved state, 

which is time varying. Let     denote this state process. Given a certain state k, a customer i has a 

probability to churn    . We let this churn probability depend on segment specific and an 

individual specific component. Specifically, we assume that 

    [     ]    
         . 

This churn probability consists of two parts: a segment-specific part, indexed by k, and an 

individual-specific part, indexed by i. We let   denote the segment-specific commitment level, 

with the restriction that       for all k and that                 ; that is,   is 

increasing with the commitment level. This specification is similar to that of Ascarza and Hardie 

(2013), with the exception that we do not assume an  individual-specific movement process 

through these states. Instead, we assume  the same transition matrix across customers, which is 

identified through the variation in churn propensity across all customers (e.g. Zucchini and 

MacDonald 2009). We exponentiate this commitment level with an individual-specific parameter 

    following a lognormal distribution with mean     and standard deviation    to allow for 

individual specific effects. The variables    represent the characteristics of customer i a the time 

of model estimation
3
, and help with the identification of the individual specific effect (see also 

Datta, Foubert and Van Heerde 2015). By including this term as an exponent and by applying an 

                                                 
3
 As the variables are varying over time, we use the observations at the time of model estimation to fix them at a 

customer-specific value. Alternatively, the mean or mode across all time periods could be used. 
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inverse logistic transformation    , we ensure that     remains interpretable as a probability. The 

likelihood for the model then becomes, in the notation of Ascarza and Hardie (2013), 

                       ∏    
             

  
        

              , 

where     is the binary indicator indicated previously.  
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Appendix 3.D: Panel world models for the period 2010-2012 

To compare the models on similar samples, we also present the results for all models 

estimated using data from 2010-2012 only. Figure D.1 and D.2 show that in terms of top decile 

lift, there is no significant difference between the GMOK model and the HMM in all periods but 

period t, whereas the main results show no significant differences until after period t + 2. This 

implies that the HMM has similar predictive power compared to the GMOK model.  Second, the 

logistic regression model does not perform significantly worse in period t +1 as shown in the 

main results, but does so only after this period. Figure D.3 shows that in terms of Gini coefficient, 

the GMOK model, HMM and heterogeneity only model do not differ significantly in any period, 

indicating a worse performance of the heterogeneity only model compared to the main results. 

 

Figure 3.D.1: Average top decile lifts for panel data models estimated at time t (95% 

bootstrap confidence intervals, insurance data) 

 

 

 

 



152 | L e v e r a g i n g  D a t a  R i c h  E n v i r o n m e n t s  

 

Figure 3.D.2: Blowout of figure 3.D.1. for top decile lifts between 0 and 5 

 

 

Figure 3.D.3: Average Gini coefficients for panel data models estimated at time t 

(95% bootstrap confidence intervals, insurance data) 
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Appendix 4.A: Derivation of variance component 

To develop our control charts, we require an expression for the variance component of the 

chart. In Section 3.2.1, we provided an expression for the mean component of the control chart 

(Equation 2), given in Fader, Hardie and Lee (2005b) and Fader and Hardie (2013). In Equation 3 

we stated that    

             ̅     
        ̅               ̅  

       
 

To derive at this expression, we first consider that according to Fader and Hardie (2013) 

      
 

 
    

 

 
 , where the latter part is the expectation of the inverse gamma distribution 

      
    

     ̅
 (see also assumption 1 in Section 2). Evaluating this expression gives Equation 2. 

In a similar vein, we consider 

         
 

  
       

 

  
  

We thus need to evaluate the variance of a function of  , which does not have a closed 

form solution. We therefore rely on the following second order Taylor approximation: 
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where       
 

  . Substituting the relevant parts into the above equation yields 
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which is the expression given in Equation 3.
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In de afgelopen decennia heeft de filosofie van klantgerichtheid zich diep geworteld als 

basis voor marketing. Volgens deze filosofie is het voor bedrijven noodzakelijk om waarde voor 

de klant te creëren, die daar waarde voor het bedrijf tegenoverstelt. Deze filosofie is in de 

afgelopen jaren getransformeerd door de opkomst van wat bekend staat als big data, welke het 

waardecreatieproces substantieel verandert. Niet alleen heeft dit geleid tot het ontsluiten van 

rijkere en meer gedetailleerde data, ook is de nadruk meer en meer komen te liggen op het 

analyseren van de beschikbare data. Dit gebeurt middels verschillende statistische en 

modelmatige methodes. Deze combinatie van datarijkheid en de nadruk op de analyse van data 

staat binnen het marketingveld bekend als marketing analytics. Het streven van deze marketing 

analytics toepassingen is om betere beslissingen omtrent marketingproblemen te nemen. Om 

blijvend waarde te creëren is het belangrijk dat bedrijven investeren in marketing analytics, en 

om weten te gaan met de uitdagingen en problemen die dit met zich meebrengt. 

 In dit proefschrift wordt in drie verschillende studies ingegaan op de kansen en 

bedreigingen die deze datarijkheid biedt voor bedrijven. Hierbij wordt vooral ingegaan op het 

creëren van waarde voor het bedrijf middels marketing analytics. De twee kansen die besproken 

worden zijn 1) de mogelijkheid om betere inzichten in het eigen marktgedrag, en het marktgedrag 

van concurrenten te krijgen, en 2) de mogelijkheid om real-time marketing toe te passen. Een 

bedreiging die besproken wordt is de toenemende vraag naar privacybescherming van 

consumenten. In elk van de hoofdstukken van dit proefschrift staat een kans of bedreiging 

centraal. Er wordt onderzocht welke marketing analytics oplossingen er bestaan om in te spelen 

op de kans, of op welke wijze de gevolgen van de bedreiging kan worden beperkt.  

 In het eerste empirische hoofdstuk wordt onderzocht hoe betere informatie over het eigen 

marktgedrag en het marktgedrag van concurrenten gebruikt kan worden om de effectiviteit van 

reactiebeslissingen in respons op concurrerende strategische of tactische beslissingen te 

evalueren. Het tweede empirische hoofdstuk introduceert een nieuwe methode om 

churnvoorspellingen te genereren, zonder dat daarbij de privacy van klanten geschonden wordt 

door het langdurig opslaan van individuele klantdata. Het derde en laatste empirische hoofdstuk 

introduceert een methode om in real-time te beslissen welke klanten benaderd moeten worden 

voor een retentieactie. Dit wordt gedaan  in een online retailcontext,  waarbij gebruik gemaakt 

wordt van de aankoophistorie van deze individuele klanten. De volgende paragrafen geven een 

korte samenvatting van elk hoofdstuk, en bespreken de belangrijkste bevindingen per hoofdstuk. 
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8.1 Competitieve reacties gedreven door strategische en tactische marketing acties 

De eerste empirische studie van dit proefschrift is te vinden in hoofdstuk 2. In deze studie 

ligt de focus op het verschil in reactiebeslissingen naar aanleiding van concurrerende strategische 

of tactische marketingacties. Onder strategische acties worden hier de beslissingen omtrent de 

allocatie van de hoeveelheid middelen van een bedrijf verstaan. Deze worden gewoonlijk 

genomen door het hogere management. Tactische acties daarentegen betreffen de mate van het 

gebruik van de gealloceerde middelen, een beslissing die doorgaans door managers op een lager 

niveau wordt genomen. In deze studie wordt gekeken naar de sterkte van de respons van een 

bedrijf op een concurrerende strategische of tactische beslissing. Tevens wordt daarbij 

onderzocht in welke mate deze beslissing gerechtvaardigd was vanuit het effect op de verkopen. 

Als laatste wordt gekeken naar de modererende factoren die de sterkte van de respons 

beïnvloeden. Al deze inzichten kunnen vervolgens worden gebruikt om toekomstige beslissingen 

op een betere wijze te nemen, omdat de omstandigheden waaronder bepaalde beslissingen zijn 

gemaakt en de effectiviteit daarvan, bekend zijn.   

De inzichten in deze studie worden opgedaan middels een grootschalig onderzoek waarbij 

gebruik gemaakt wordt van tijdreeksdata die 20 jaar beslaan. Deze data omvatten de verkopen en 

marketingactiviteit van verschillende merken medicijnen in  14 categorieën gericht op een groep 

van 1502 Britse artsen. De marketingactiviteit bestaat uit het aantal verkoopbezoeken van 

artsbezoekers, een vorm van persoonlijke verkopen die het meest toegepast wordt in deze 

industrie. De keuze voor persoonlijke verkopen als achtergrond voor dit onderzoek is gemaakt 

omdat het bij dit marketinginstrument eenvoudiger is om strategische van tactische beslissingen 

te scheiden. Het eerste type beslissing betreft hier namelijk de totale allocatie van 

verkoopbezoeken per merk medicijnen per kwartaal, terwijl de tweede beslissing neerkomt op de 

spreiding van de artsbezoeken binnen het kwartaal.  

De resultaten van het onderzoek laten zien dat bedrijven sterker reageren op strategische 

beslissingen van concurrenten dan op tactische beslissingen van concurrenten, zowel op de korte 

als de lange termijn. Met betrekking tot het effect op de verkopen van een bedrijf valt op dat 

strategische beslissingen om te reageren op een competitieve actie vrijwel altijd correct genomen 

worden. Hieruit volgt dat het alloceren van meer middelen in respons op een concurrent die 

hetzelfde doet, ertoe leidt dat de verkopen niet negatief beïnvloed worden. Echter, in het geval 

van tactische beslissingen zien we dat in een substantieel aantal van de gevallen een verkeerde 
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beslissing wordt genomen. Dit leidt tot het verlies van verkopen. Als laatste vinden we dat hogere 

managers zich bij het nemen van hun beslissingen laten leiden door een brede waaier van 

gedragsmatige indicatoren. Echter, deze waaier is bij lagere managers meer gelimiteerd en 

voornamelijk motivationeel van aard. Samenvattend laten deze resultaten laten zien dat het 

hogere management beslissingen op correcte wijze neemt, terwijl het lagere management meer 

moeite heeft om de juiste beslissing op een bepaald moment te nemen. We stellen daarom voor 

om meer aandacht te besteden aan training en informatievoorziening voor lagere managers. 

Tevens zou de beloningsstructuur van deze managers minder gericht op de uitkomsten 

(verkopen) moeten zijn, en meer gericht op het verkoopproces zelf. Op deze wijze wordt 

voorkomen dat deze managers zich teveel focussen op de korte termijn. Deze korte termijnvisie is 

waarschijnlijk de oorzaak van hun slechtere beslissingen in vergelijking met hoger management. 

Deze laatsten hebben namelijk doorgaans een sterkere lange-termijnfocus. 

 

8.2 Het voorspellen van churn met inachtneming van klantprivacy 

De tweede empirische studie van dit proefschrift wordt besproken in hoofdstuk 3. Deze 

studie behandelt de vraag hoe bedrijven churn kunnen voorspellen op basis van historische 

klantdata, zonder dat deze data langdurig opgeslagen moeten worden. Deze vraag wordt steeds 

relevanter, aangezien de aandacht van consumenten en overheden met betrekking tot het 

schenden van klantprivacy is toegenomen. Als reactie op deze aandacht limiteren veel bedrijven 

de hoeveelheid en duur van de klantdata die ze opslaan. Dit heeft echter tot gevolg dat er minder 

mogelijkheden bestaan om deze klantdata te gebruiken om waarde voor het bedrijf te creëren. Dit 

kan negatieve gevolgen hebben voor de resultaten van het bedrijf. Daarom introduceren we in 

deze studie een methode die het belang van klanten om hun privacy te behouden combineert met 

het belang van bedrijven om bepaalde analyses uit te voeren, in dit geval gericht op 

churnpreventie. 

 De methode die we ontwikkelen, het zogenaamde GMOK (generalized mixture of 

Kalman filters) model, is gestoeld op twee principes: dataminimalisatie en data-anonimiteit. In 

plaats van de data van verschillende tijdsperioden op te slaan in een klantendatabase, slaat deze 

methode de relevante informatie op in de modelparameters. Op deze wijze blijft de relevante 

informatie behouden over tijd, maar is het niet nodig om de onderliggende data op te slaan. Deze 

data kan dus verwijderd worden, wat leidt tot dataminimalisatie. De data worden ook op 
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geaggregeerde wijze opgeslagen in het model. Hierdoor zijn de gegevens niet herleidbaar tot 

individuele consumenten, wat leidt tot data-anonimiteit. 

Met een toepassing in de zorgverzekeringsmarkt, waarbij we data van ongeveer 1 miljoen 

klanten over de periode 2004-2012 beschikbaar hebben, vergelijken we de voorspellende kracht 

van ons model met verschillende andere modellen. Deze variëren van simpele modellen zoals 

logistische regressie en boommodellen tot geavanceerde modellen zoals het hidden Markov 

model (HMM). Dit laatste model is erg accuraat gebleken in het voorspellen van churn, maar stelt 

hoge eisen aan de beschikbaarheid van data uit het verleden. We valideren onze methode met 

data uit de telecomindustrie, bestaande uit historische churndata van ongeveer 300.000 klanten 

uit vier kwartalen in 2006. 

In beide industrieën vinden we dat het voorgestelde model een voorspellende kracht heeft 

die vergelijkbaar is met het geavanceerde model, en die beter is dan de voorspellende kracht van 

de simpele modellen. Deze resultaten vinden we in het geval dat alle data uit het verleden 

beschikbaar is, maar ook in het geval dat deze niet meer beschikbaar is doordat deze is 

verwijderd uit de klantendatabase (dataminimalisatie). Dit is relevant, omdat de HMM alleen te 

schatten is wanneer alle data uit het verleden beschikbaar is. Wanneer dataminimalisatie wordt 

toegepast is deze methode niet meer toepasbaar, terwijl het voorgestelde GMOK model nog 

steeds te gebruiken is. We kunnen daarom concluderen dat een goede voorspelkracht voor een 

churnmodel nog steeds mogelijk is wanneer een bedrijf de klantprivacy in acht wil nemen, op 

voorwaarde dat er gebruik gemaakt wordt van een aangepaste methode. 

8.3 Real-time marketing middels regelkaarten 

De derde en laatste studie van het proefschrift is te vinden in hoofdstuk 4. Deze studie 

bespreekt een tweede kans voor bedrijven in datarijke omgevingen, te weten de mogelijkheid om 

real-time marketing te gebruiken. Om een positief effect van marketingacties te bewerkstelligen 

is het belangrijk dat deze acties gericht worden op de juiste klanten op het juiste tijdstip. Een van 

de manieren om te bepalen welke klanten bereikt moeten worden is door het volgen van hun 

gedrag over tijd, bijvoorbeeld het aankoopgedrag over tijd. De bestaande literatuur gebruikt 

informatie over het gemiddelde gedrag van klanten over tijd om uitspraken te doen over 

klantselectie. Echter, dit negeert het feit dat klantgedrag volatiel kan zijn, en daarom zou ook de 

variantie in dit gedrag als additionele maatstaf meegenomen moeten worden. 
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In deze studie ontwikkelen we daarom een methode die de klantselectie verricht op basis 

van het gemiddelde gedrag van een klant over tijd, maar daarbij ook rekening houdt met de 

variatie in dit gedrag. De additionele informatie over de variatie in het gedrag helpt bij de vraag 

wanneer een klant benaderd moet worden. Dit wordt bewerkstelligd door gebruik te maken van 

de regelkaartmethode. Deze methode wordt veel toegepast voor statistische kwaliteitscontrole. 

Een regelkaart volgt een proces over tijd, en houdt bij hoe dit proces varieert over deze periode. 

Hierdoor kan worden nagegaan op welke tijdstippen het proces teveel afweek van het normale 

verloop aan de hand van het overschrijden van een vooraf vastgestelde grens. Een dergelijke 

overschrijding kan leiden tot ingrepen in het proces. Wij vertalen deze denkwijze naar 

klantgedrag, waarbij we aannemen dat klanten een normaal aankoopgedrag volgen wat enigszins 

kan variëren over tijd. Echter, wanneer het aankoopgedrag teveel afwijkt van de normaal zou een 

bedrijf moeten ingrijpen middels het initiëren van een marketingactie. 

In de empirische toepassing van de regelkaartmethode kijken we naar de tijd tussen 

aankopen als proces. Elke klant zal regelmatig aankopen doen, maar niet met dezelfde tussentijd; 

hier zit enige variatie in. Duurt het echter te lang voordat een klant een nieuwe aankoop doet, dan 

zou dit een indicatie voor churn kunnen zijn. Om dit te voorkomen kan een bedrijf een 

churnpreventie actie uitvoeren, mits het weet wanneer welke klant benaderd moet worden. Dit 

geldt bijvoorbeeld voor de online retailer die de data voor dit onderzoek beschikbaar heeft 

gesteld. Deze online retailer is actief in de markt voor persoonlijke verrassingen. Van een groep 

van 375.521 klanten weten we over de periode 2012-2014 wanneer zij aankopen hebben gedaan 

bij de online retailer. Op basis van dit historische aankoopgedrag ontwikkelen we een regelkaart 

voor de tussenaankooptijd van elke klant, daarbij rekening houdend met klantheterogeniteit. 

Hierdoor wordt inzichtelijk op welke tijdstippen het bedrijf een reactivatie-actie (in dit geval door 

het sturen van een reactivatie e-mail) had kunnen uitvoeren, omdat de variatie in de 

tussenaankooptijd van een klant te groot werd ten opzichte van zijn normale tussenaankooptijd. 

We vergelijken onze methode voor het bepalen van de reactivatietijd met het huidige 

beleid van het bedrijf om dit na twee maanden inactiviteit van een klant te doen. De resultaten 

laten zien dat de gemiddelde tijd voor het sturen van een e-mail omlaag gaat naar 5 weken, maar 

dat voor 31,9% van de klanten dit tijdstip later in de toekomst moet liggen. Sommige klanten 

worden dus te vroeg benaderd, terwijl andere klanten te laat benaderd worden. Dit kan ook 

gevolgen hebben voor de respons naar aanleiding van een dergelijke reactivatie-actie. We vinden 
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dat klanten die te vroeg benaderd worden een 25% lager responspercentage hebben dan klanten 

die op tijd benaderd worden. Doen deze klanten bovendien een aankoop naar aanleiding van deze 

te vroeg gestuurde e-mail, dan zal deze aankoop 5-8% minder waarde vertegenwoordigen ten 

opzichte van een vergelijkbare aankoop van een op tijd benaderde klant. Opvallend genoeg 

hebben klanten die te laat benaderd worden een 11% hoger responspercentage, maar dit vertaald 

zich niet in een hogere aankoopwaarde voor deze klanten; deze is gelijk aan die van op tijd 

benaderde klanten. 



 

 


