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3I N T E R A C T I V E I M A G E S E G M E N TAT I O N U S I N G
S U P E R P I X E L S

As already mentioned in Sec. 2.2, user interaction is essential for e�ec-
tive image segmentation. We will focus on purely image-based segmen-
tation, where the user aids the machine mostly in recognition (as op-
posed to delineation). Recall that we de�ned recognition as establishing
the approximate localization of the objects of interest, and delineation
as discovering precisely which pixels belong to each of these objects.

This chapter presents a new interactive segmentation technique
based on the image foresting transform (IFT, introduced in Sec. 3.1).

Our interest on the image foresting transform for segmentation stems
from several advantages that the IFT algorithm has over other tech-
niques that �nd optimum cuts in graphs [26]. For instance, some graph
cut variants tend to require more seeds, since they tend to favor smaller
boundaries [26]. Most importantly, IFT-based segmentation methods
are capable of segmenting multiple objects in linear or linearithmic time
[43], while simultaneously segmenting more than two objects using
graph cut methods based on the maximum �ow algorithm is an NP-hard
problem [26, 43].

Our technique extends existing IFT-based segmentation techniques
by employing superpixels as atomic units (as opposed to pixels). Super-
pixels are small, cohesive regions within an image, which are expected
to belong to a single object of interest [102, 148, 157].

This new technique has two main advantages over its pixel-based
counterparts. Firstly, it enables faster graph-based interactive segmen-
tation of very large images. Secondly, it potentially enables extracting
better features than those extracted from �xed-size windows around
pixels [102, 148, 157]. However, �nding appropriate superpixel features
for image segmentation has proved a challenging task in preliminary
experiments, and partially motivates our interest in feature space ex-
ploration (Ch. 4).

Our proposed segmentation technique can be summarized as follows.
Firstly, the input image is oversegmented into superpixels. Seed pixels
de�ned by the user associate a label to some of these superpixels. A
superpixel graph is created to represent the oversegmentation: each su-
perpixel corresponds to a vertex, and edges connect superpixels that

This chapter is based on the following publication:
P. E. Rauber, A. X. Falcão, T. V. Spina, and P. J. de Rezende. Interactive segmentation by im-
age foresting transform on superpixel graphs. In Proceedings of the 2013 XXVI Conference
on Graphics, Patterns and Images, SIBGRAPI ’13, pages 131–138, Washington, DC, USA,
2013. IEEE Computer Society.
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interactive image segmentation using superpixels

are adjacent in the input image. An image foresting transform is then
applied to associate a label to each superpixel, exploring the a�nity be-
tween labeled and unlabeled superpixels.

We have compared our new technique to a pixel-based counterpart,
already established in the literature [106], and found it very promising.
Our proposal can be enhanced in several ways, which are noted in the
appropriate sections, and can be explored by future works.

Another contribution described in this chapter is the development
of novel robot users to facilitate the evaluation of interactive segmen-
tation methods. The idea of robot users has already been explored in
the literature [81], with the main objective of avoiding the costs and
biases involved in evaluation by real users. These robots work by creat-
ing seeds from the segmentation ground truth, and simulate interactive
segmentation by real users. We have developed two robot users that at-
tempt to mimic the behavior of users with expertise on the presented
techniques. We also implemented one of the robots described in [81],
which uses a strategy that may be more similar to that of non-expert
users.

This chapter is organized as follows. Section 3.1 explains the image
foresting transform, and is essential to understanding the segmentation
techniques described in Section 3.2. Section 3.3 details the robot users,
and the results obtained by our technique. Finally, Section 3.4 summa-
rizes our �ndings.

3.1 image foresting transform

The image foresting transform (IFT) is a method employed by several
techniques based on graph connectivity. These techniques have been
successfully applied to solve problems in diverse areas, such as image
processing [43], image analysis [43], pattern classi�cation [118], and
data clustering [130]. Given a graph and a suitable path cost function,
the IFT algorithm �nds an optimum-path forest, which represents the
path with the lowest cost ending at each vertex [43]. Section 3.2 de-
scribes how graphs may be created from images, while this section de-
tails the general IFT algorithm, which can be seen as a generalization
of Dijkstras’s algorithm [33].

Consider the �nite graph G = (V ,E), and let v ∈ V be a vertex. We
denote a path πv ending at v by a sequence of (consecutively adjacent)
vertices. We denote by πu · (u,v ) the extension of a path πu ending at
u ∈ V by an edge (u,v ) ∈ E. A path πv = v is said to be trivial.

Let f be a real-valued path cost function that assigns a cost f (πv ) to
any path πv in G. For our purposes, a path πv ending at v is said to be
optimum if f (πv ) ≤ f (τv ) for any other path τv ending at v in G. In
other words, a path ending at v is optimum if no other path ending at
v has lower cost. Since paths may have completely arbitrary costs, the
optimum paths are not necessarily trivial.
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3.2 segmentation techniqes

If we let Πv (G ) denote the set of all paths in G ending at v , the cost
C (v ) of an optimum path ending at v is given by

C (v ) = min
πv ∈Πv (G )

f (πv ). (3.1)

As long as the path cost function f is smooth, as de�ned in [43], the
IFT algorithm may be used to �nd a solution to this minimization prob-
lem. In such cases, any solution may be represented by a corresponding
directed acyclic graph called optimum-path forest (OPF). Examples of
smooth functions include those used in the next sections, and the typi-
cal sum of non-negative edge weights in Dijkstra’s algorithm.

The OPF may be represented by a predecessor function P , which as-
signs each vertexv ∈ V to its predecessor P (v ) ∈ V in an optimum path.
Exceptionally, if P (v ) = ∅, then the trivial path πv = v is optimum, and
v is said to be a root of the forest.

The IFT algorithm is presented in Alg. 1. The root R (v ) associated to
each vertexv could be obtained using the predecessor function P . How-
ever, it is more e�cient to obtain this information during the procedure
that �nds the OPF. In lines 12 and 18, πu denotes the (optimum) path
from R (u) to u given by the current predecessor function P .

Lines 1–8 initialize estimates to consider trivial paths. The vertices
with �nite costs are inserted into Q , as root candidates. The vertices
with optimum trivial paths will become roots of the forest. The main
loop (lines 9–22) �nds an optimum path from the eventual roots to each
vertex u, in non-decreasing order of cost. At each iteration, a path of
minimum cost C (u) is obtained, for some vertex u, and u is removed
from the priority queue Q . Importantly, ties in minimum cost in Q are
typically broken using a �rst-in-�rst-out policy. The remaining lines
evaluate whether the path that reaches a vertex v through u has lower
cost than the current estimate for optimum path ending atv , and update
Q , C (v ), R (v ) and P (v ) accordingly.

We refer to [43] for further considerations about the performance and
correctness of the IFT algorithm.

3.2 segmentation techniqes

This section presents our segmentation technique based on superpixels
(Sec. 3.2.1), and the technique based on pixels (Sec. 3.2.2) that we used
as baseline for comparison. These techniques receive an image and a set
of labeled pixels (seeds) for each object of interest, which can be drawn
by the users using brushes of di�erent colors (see Fig. 3.4).

We let a d-dimensional image I be a function I : DI → Rc , where
DI ⊆ Zd is the image domain, and c is the number of channels. An
element u ∈ DI is called a pixel, and I (u) ∈ Rc is the value of pixel u.
If we let I (u) = (I1 (u), . . . , Ic (u)), then Ij : DI → R is called channel j.
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interactive image segmentation using superpixels

Algorithm 1 General IFT Algorithm
Input: Graph (V ,E), path cost function f , empty priority queue Q .
Output: Predecessor function P , optimum cost function C , root func-

tion R.
1: for each v ∈ V do
2: P (v ) ← ∅
3: R (v ) ← v
4: C (v ) ← f (v )
5: if C (v ) , +∞ then
6: Insert v into Q
7: end if
8: end for
9: while Q , ∅ do

10: Remove u from Q such that C (u) is minimum
11: for each v such that (u,v ) ∈ E and C (u) < C (v ) do
12: if f (πu · (u,v )) < C (v ) then
13: if C (v ) , +∞ then
14: Remove v from Q
15: end if
16: P (v ) ← u
17: R (v ) ← R (u)
18: C (v ) ← f (πu · (u,v ))
19: Insert v into Q .
20: end if
21: end for
22: end while
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3.2 segmentation techniqes

In this chapter, we are mostly concerned with two-dimensional (d =
2) color images (c = 3). We employ the YCbCr color space, although
any other color space may be equally appropriate. In case c = 1, we
also denote an image I simply by I .

We represent a segmentation by an image L : DI → {1, . . . ,C} that
maps every pixel of I to one of the C objects of interest.

3.2.1 Superpixel-based segmentation

The �rst step in our method is to generate an oversegmentation of the
input image (see Fig. 3.1). Any method may be used for this purpose. We
describe here an approach based on the IFT-watershed from grayscale
markers [98].

Figure 3.1: Oversegmentation superimposed on input image.

Firstly, we compute a so-called gradient magnitude image F ′ : DI →

R that highlights the edges in the input image I : DI → R3 (see Fig.
3.2). The image F ′ is given by

F ′(u) =
∑

v∈E (u)

[ c∑
j=1

α j (Ij (u) − Ij (v))2
] 1

2

, (3.2)

where E (u) is the set of 8-neighbors of pixel u in the image domain DI .
The scalars αi ∈ [0, 1] can be used to attribute di�erent weights to each
color component. In YCbCr, for instance, they may assign less weight
to the intensity component Y, making F ′ more robust to changes in illu-
mination. Based on previous experience with IFT-based segmentation
methods, we chose α1 = 1/5 and α2 = α3 = 1. Next, we obtain an image
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interactive image segmentation using superpixels

Figure 3.2: Gradient magnitude image corresponding to Fig. 3.1.

F by rescaling F ′ into a pre-de�ned discrete range of values, which is
required for the next step.

The next step is an IFT-watershed from grayscale markers. A classi-
cal watershed transform on F can be imagined as a process where the
image surface is �ooded by water originating at each local minima. The
water from each source reaches several level sets until it contacts wa-
ter from other sources, at locations that correspond to the ridges of F .
These ridges de�ne boundaries between regions (superpixels).

The sizes of these superpixels may be (indirectly) controlled by build-
ing a component tree and removing basins with volume below a cer-
tain threshold τ [112], resulting in an image H : DI → R such that
H (u) ≥ F (u) for all u ∈ DI . The threshold τ is a hyperparameter of our
new method.

After the unwanted basins are removed, the IFT-watershed from
grayscale markers considers a graph G = (V ,E), where V = DI is the
set of pixels, and (u, v) ∈ E if and only if u is a 8-neighbor of v. The
path cost function f for this transform is given by

f (u) =



H (u) if u ∈ R

H (u) + 1 if u < R

f (πu · (u, v)) = max{ f (πu), F (v)}. (3.3)

The set R = {u < Q | P (u) = ∅} contains the de�nitive roots of the
optimum-path forest, and is updated on-the-�y during the algorithm.
This detail enables a single root to conquer its entire plateau in the image
surface [98].
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3.2 segmentation techniqes

The IFT algorithm results in a root map R that partitions the original
domain DI into a set of superpixels (regions) S , such that each super-
pixel su ∈ S is given by su = {v ∈ V | R (v) = u}, for some root u ∈ R.
Intuitively, the root map R maps each pixel to the �ooding source that
conquered it. If R is seen as an image, its connected components corre-
spond to the superpixels.

Regardless of the method employed to oversegment the image into
a set of superpixels S , the next step is to associate a feature vector (or
observation) xi to each superpixel si ∈ S . For simplicity, we consider
the mean color of the superpixel si as its feature vector xi , which is
given by

xi =
1
|si |

∑
u∈si

I (u). (3.4)

However, superpixels enable extracting features from cohesive regions,
which may be better than those extracted from �xed-size windows
around pixels [102, 148, 157]. As we already mentioned, �nding such
features has proved a challenging task in preliminary experiments, and
partially motivates the work presented in the next chapters.

The next step in our segmentation method requires another image
foresting transform. We will rede�ne some mathematical objects to
keep the notation succinct and consistent with Alg. 1.

In this step, we consider a graph G = (V ,E), where V = S is the set
of superpixels, and (u,v ) ∈ E if and only if a pixel in u is 4-neighbor of
a pixel in v . Denoting by L(u) the label given by the user to the super-
pixel u, and letting L(u) = 0 when the superpixel u is not labeled, the
connectivity function f is given by

f (u) =



0 if L(u) , 0

+∞ if L(u) = 0

f (πu · (u,v )) = max{ f (πu ),w (u,v )}, (3.5)

where w (si , sj ) is the (weighted) Euclidean distance between the cor-
responding superpixel feature vectors xi and xj . We employ the same
weights αk used in Equation 3.2.

Intuitively, the path cost function f makes large di�erences between
adjacent superpixels act as barriers in paths that go through them.

The desired segmentation can be obtained from the root map R that
results from the IFT algorithm. Each unlabeled superpixel s is associated
to the label L(R (s )) associated to its root R (s ), which is always labeled.
See Figure 3.3 for an illustrative example.

Note that a user could potentially label a single superpixel with mul-
tiple labels using brushes. However, this should be infrequent, since the
oversegmentation should respect the borders of the correct segmenta-
tion. We do not address this issue in our experiments, and arbitrarily
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interactive image segmentation using superpixels

Figure 3.3: Illustrative optimum-path forest with two roots (top left and center).
Superpixels are larger than usual.

choose one of the labels associated to each superpixel. This could be ad-
dressed by applying an oversegmentation on a �ner scale in ambiguous
superpixels.

Our method allows multi-object segmentation in time O ( |V | log |V |)
[43], and this time complexity could be further improved by discretiz-
ing the edge weights given by the function w . This is a remarkable
advantage in comparison to graph-cut methods that are based on the
maximum-�ow algorithm [26]. Figures 3.4 and 3.5 present multi-object
segmentation results based on our method.

Figure 3.4: Seeds drawn by a user for multi-object segmentation.
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3.2 segmentation techniqes

Figure 3.5: Resulting superpixel-based multi-object segmentation. Di�erent
hues represent di�erent segments.

Further e�ciency gains can be obtained by a di�erential IFT, which
is capable of adapting an optimum-path forest to label changes between
iterations [41].

Although our presentation focuses on two-dimensional image seg-
mentation, we have also implemented volumetric segmentation based
on supervoxels (see Fig. 3.6).

Figure 3.6: Rendering of supervoxel-based volumetric segmentation of teeth im-
ages. Di�erent hues represent di�erent segments.

3.2.2 Pixel-based segmentation

The pixel-based segmentation method is very similar to the method
based on superpixels, and may be seen as its counterpart. Given an im-
age I : DI → R3, this method is based on a graph G = (V ,E), where
V = DI is the set of pixels, and (u, v) ∈ E if and only if pixel u is a
4-neighbor of pixel v.
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interactive image segmentation using superpixels

The path cost function f for the corresponding image foresting trans-
form is analogous to the one in the previous section. The feature vector
x for pixel u is simply given by its color x = I (u).

It is important to note that the graph G has considerably more ver-
tices than its superpixel counterpart. This is a major disadvantage with
respect to time complexity. Although creating the superpixel graph also
requires time, this step can be conducted before the interactive segmen-
tation procedure begins.

Both pixel and superpixel techniques can be enhanced by the combi-
nation of supervised and unsupervised learning described in [106].

3.3 experiments

This section describes the experiments conducted to evaluate our new
technique. Seeking to reduce costs and biases associated with evalua-
tion by real users, we have developed robot users that, given the segmen-
tation ground truth, attempt to simulate expert and non-expert users.
These robots are described in Section 3.3.1, and the experimental results
are described in Section 3.3.2.

3.3.1 Robot Users

We have implemented three robot users that employ di�erent strategies
to label pixels. Two of them are original contributions. A comparison
between the behavior and e�cacy of our robots and real users could be
explored in future works.

Although both segmentation techniques that we consider can be used
for multi-object segmentation, we have compared them in the context
of binary segmentation (labeling pixels as either object of interest or
background), since this is the scenario most often used to evaluate seg-
mentation techniques. In these evaluations, the segmentation is com-
pared to a ground-truth image, and a measure is used to quantify the
e�cacy of the particular segmentation technique.

Each robot user creates an ordered list P of seed candidates (pixels).
The order de�nes the priority for labeling a given candidate. This list
can be used in several ways, one of which is described in Section 3.3.2.

3.3.1.1 Geodesic robot

The geodesic robot was introduced by [81], and is the simplest that we
consider (see Fig. 3.7). We employ this robot as an attempt to mimic
the behavior of an untrained user trying to segment an image employ-
ing very little e�ort. Di�erently from [81], we do not start from pixels
labeled by real users, making our method completely automatic.
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3.3 experiments

Figure 3.7: Discs centered on seed pixels generated by the geodesic robot. At
each iteration, indicated by the numbers, the error components are
found, and a number (up to a �xed limit) of seeds is chosen in their
geodesic centers.

In the �rst iteration of interactive segmentation, this robot creates a
list P that contains the geodesic center of every region of interest (in
our case, object and background), computed from the ground truth.

In the next iterations, this robot computes an image E, such that
E (u) = 0 if pixel u was correctly labeled by the previous segmentation,
and E (u) = λ if the correct label for u is λ. The goal is to create a list P
containing the geodesic center of every (incorrectly labeled) connected
component in the image E in decreasing order of minimum distance
between such center and the border of its component. In other words,
larger error regions should have higher priority for labeling.

The robot accomplishes this last step by using E to �nd every con-
nected component with the same label through a breadth-�rst search.
Using the Euclidean distance transform (EDT), which can be e�ciently
implemented by the IFT [43], the robot �nds the geodesic center for
every component and sorts them into the list P .

3.3.1.2 Superpixel robot

The superpixel robot attempts to mimic an expert in superpixel-based
segmentation (see Fig. 3.8).

Firstly, the robot oversegments the input image into superpixels. The
robot then �nds superpixels on the borders of the ground truth (i.e., ad-
jacent to superpixels with a di�erent correct label). These superpixels
are sorted in increasing order of minimum distance between their fea-
ture vectors and the feature vector of some adjacent superpixel with a
di�erent label. The idea behind this heuristic is that larger similarity
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interactive image segmentation using superpixels

between adjacent superpixels with di�erent labels indicates a higher
risk of mislabeling by our segmentation technique based on superpix-
els. Finally, the robot creates the ordered list P containing the geodesic
centers of these superpixels.

Figure 3.8: Discs centered on seed pixels generated by the superpixel robot. Sim-
ilar superpixels with di�erent labels have higher priority for labeling.
The numbers indicate iterations.

3.3.1.3 Pixel robot

The pixel robot attempts to mimic an expert in pixel-based segmenta-
tion (see Fig. 3.9). Its objective is to create seed pixels near pixels on
a ground truth border that have low gradient magnitude considering
the original image (weak edges). This heuristic is based on the idea that
labeling these places avoids leakages.

The robot begins by computing a gradient magnitude image F from
an original image I : DI → R3, as in Section 3.2.1. Then, a binary image
B : DI → {0, 1} is created, such that B (u) = 1 if and only if | |u−v| | ≤ α ,
for a pixel u ∈ DI , a pixel v ∈ DI on a ground truth border, and a
parameter α . Intuitively, every pixel located on a ground truth border
is the center of a disc of radius α in B.

For every pixel u such that B (u) = 1, and u has some neighbor v such
that B (v) = 0, the robot associates the gradient magnitude F (w), where
w is the nearest pixel to u that is on a ground truth border. Intuitively,
each pixel on a border of B is associated to the gradient magnitude of
its nearest pixel on the border of the ground truth. This is analogous to
eroding/dilating the ground truth and associating the gradient magni-
tude of the original pixels on the ground truth border to the correspond-
ing eroded/dilated pixels.
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3.3 experiments

Figure 3.9: Discs centered on seed pixels generated by the pixel robot. Each
seed is associated to the gradient magnitude of its nearest pixel in
the ground truth border. Lower gradient magnitude indicates higher
priority for labeling. The numbers indicate iterations.

The robot then creates a list P of pixels on the border of B, sorted in
increasing order of gradients from their associated pixels on the ground
truth border.

3.3.2 Results

We have chosen three widespread datasets to compare the techniques
that we presented: grabcut [16, 131], geodesic star [59] and Weizmann
(single object, �rst human subject) [4]. These datasets contain, respec-
tively, 50, 151, and 100 photographies and ground truths.

The experiments were conducted as follows. For a total of T itera-
tions, given the listP created by a robot and a parametern, we chose the
�rst n/2 seeds inside an error component from the object and n/2 seeds
inside an error component from the background. We correctly label a
disk (marker) of a given radius around these seeds, which are used in
the next iteration of interactive segmentation. Note that the seed candi-
dates are generated only once by the pixel and superpixel robots, while
the geodesic robot needs to compute the geodesic centers of the error
components at each iteration.

Moreover, we consider some constraining details when placing mark-
ers: if the marker is too near a ground truth border (as de�ned by a pa-
rameter), its size is reduced. This is done since the ground truth images
are often imperfect, and including markers too near the ground truth
border could create arti�cial leakages that would not be created by real
users. We also chose not to draw a marker centered on seed pixels that
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are already labeled, since that would disproportionately reduce the total
area labeled by the pixel robot.

As in [4], we have chosen the f-score as a measure of e�cacy. For a
given image, the precision can be understood as the proportion of pixels
labeled as belonging to the object (as opposed to the background) that
were correctly labeled, while the recall can be understood as the pro-
portion of object pixels that were correctly labeled. The f -score is the
harmonic mean between these two quantities, which combines them
into a single scalar that balances the di�erent types of errors. Naturally,
the f -score lies in the interval [0, 1] and higher values are desirable.

We have chosen the following parameters for our experiments: for
each technique, using each robot, we ran T = 8 iterations, choosing up
to n = 8 pixels at each iteration. The radius of the discs centered on the
seeds was 5 pixels, and could be reduced to 1 whenever the seed was
too near a ground-truth border (2 pixels from a ground truth border was
considered a safe distance). The superpixel robot had a volume thresh-
old of τ = 15000. For the pixel robot, we chose α = 15 (erosion/dilation
radius). We removed a total of �ve images from the datasets, since they
had objects of interest too small for the pixel robot. Figures 3.7, 3.8 and
3.9 illustrate some markers created by the robots (for the superpixel seg-
mentation method) until the �fth iteration. Note that, for that particular
image, markers created by the pixel and superpixel robots were chosen
only up to the second iteration, at which point there were no longer
seed candidates inside error components.

The volume threshold for our superpixel segmentation technique,
which controls superpixel size, was chosen as τ = 150. However, dif-
ferent image categories may bene�t from di�erent choices.

The small number of seeds per iteration allows us to see the quality
of the generalizations made by each method. The seeds created by the
superpixel and pixel robots are purposefully far from the ground truth
border to highlight di�erences in delineation. The parameters were also
chosen to enable for good convergence and to create interactions (sub-
jectively) similar to what would be expected from real users. As noted
earlier, empirically establishing these parameters to match real users
could be explored by future works.

Our results are summarized in Figures 3.10, 3.11 and 3.12. The graphs
display the mean f -score obtained by the two techniques for every com-
bination of dataset and robot.
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Figure 3.10: Mean f -score for images in the Weizmann dataset (a) Superpixel
Robot (b) Pixel Robot (c) Geodesic Robot
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Figure 3.11: Mean f -score for images in the geostar dataset (a) Superpixel Robot
(b) Pixel Robot (c) Geodesic Robot

Our superpixel-based technique achieved higher e�cacy (with re-
spect to mean f-score) in the majority of cases, most notably on the
Weizmann dataset, and in the �rst iterations. In the few cases where the
mean f -score was lower at some iteration, its results were not consider-
ably inferior. Although these e�cacy results are certainly positive, we
only intend to claim that our superpixel-based technique is promising.
For the sake of perspective, Figures 3.13 and 3.14 illustrate a di�erence
of 9.5% in f -score.

We also timed a single (manually seeded) iteration of interactive seg-
mentation considering a reasonably large image composed of 4096 ×
4096 pixels, using the same parameters employed in the previous ex-
periments (which consider smaller images). On a typical desktop com-
puter (Intel i7-2600 at 3.4 GHz), the superpixel-based technique requires
approximately 16417ms (milliseconds) for setup (including volume �l-
tering, IFT-watershed from grayscale markers, and superpixel graph
creation), but only approximately 128ms per iteration (averaged over
three runs). The pixel-based technique requires only 817ms for setup,
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Figure 3.12: Mean f -score for images in the grabcut dataset (a) Superpixel Robot
(b) Pixel Robot (c) Geodesic Robot

Figure 3.13: Superpixel-based segmentation, f -score: 0.985.

but 7958ms per iteration (approx. 62 times the time required by its su-
perpixel counterpart). This makes our superpixel-based technique par-
ticularly attractive for interactive segmentation of large images, since
its setup may be conducted before user involvement, and generally sev-
eral iterations are required to achieve satisfactory results. Reducing the
number of superpixels would increase even more the advantage of our
method.

3.4 conclusion

In this chapter, we presented a new interactive segmentation technique
based on superpixels, and compared it to its pixel-based counterpart.
The experimental evaluation shows that our new technique is promis-
ing, particularly due to its advantages on e�ciency and potential for
use in conjunction with more powerful feature descriptors.
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3.4 conclusion

Figure 3.14: Pixel-based segmentation, f -score: 0.89. The seeds are the same as
the ones used in Figure 3.13.

We have also presented novel robot users that can be employed to
evaluate interactive segmentation methods. Empirically establishing
the similarities between these robots and real users could be explored
by future works.

As future works, we also suggest comparing our new technique with
other established techniques, the study of superpixel descriptors, mul-
tiscale oversegmentation, and superpixel-based di�erential IFT [41].
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