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1I N T R O D U C T I O N

We de�ne image analysis as the �eld of study concerned with extracting
information from images. According to this de�nition, image analysis
is highly related to other large �elds of study, such as image processing
[53], computer vision [145], and pattern recognition [111].

Image analysis is immensely important for commercial and interdis-
ciplinary applications [31, 53]. Physics, engineering, and biology have
all bene�ted from its advancements.

In the last decades, signi�cant advancements have been made in sev-
eral image analysis tasks, such as image segmentation (Sec. 1.1) and
image classi�cation (Sec. 1.2). Despite these advancements, humans still
outperform machines in many seemingly simple tasks that require high
�exibility [145]. In general, if intelligence is de�ned as a measure of the
ability of an agent to achieve goals in a wide range of environments [90],
then cooperation between machines and users will remain relevant for
as long as machines lack human-level intelligence.

The overarching goal behind the work presented in this thesis is en-
abling user interaction in image analysis tasks. In this context, enabling
user interaction refers to providing mechanisms that allow humans to
assist machines in tasks that are di�cult to fully automate.

In particular, we advocate the use of visual analytics to incorporate
user expertise into the design and operation of image analysis methods.
In simple terms, visual analytics is a �eld of study concerned with the
application of interactive visualization techniques to assist in data anal-
ysis [78]. This �eld has recently been advocated as an e�ective solution
for analyzing black-box methods [110], which include many methods
employed in image analysis.

This thesis focuses mainly on three tasks in image analysis: image
segmentation, feature selection, and image classi�cation. Such focus is
justi�ed by the importance of these tasks, and relatively high complex-
ity of the corresponding solutions. However, it should be clear that vi-
sual analytics is not limited to these tasks.

This chapter is organized as follows. Sections 1.1, 1.2, and 1.3 intro-
duce the tasks that we address using visual analytics. Section 1.4 de-
scribes the task of visualizing time-dependent data, which is highly re-
lated to the task introduced in Sec. 1.3. Section 1.5 presents the main
research question that uni�es our work. Finally, Section 1.6 describes
how this thesis is organized, and details our contributions towards the
tasks introduced in the previous sections.
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1.1 image segmentation

In simple terms, image segmentation is the task of partitioning an image
into objects of interest [53]. This task may be an ultimate goal (e.g., seg-
menting a person to be copied onto another image), or part of a larger
image analysis pipeline (e.g., segmenting a skin lesion to be automati-
cally classi�ed as benign or malignant [73]).

Image segmentation is extremely di�cult to automate [53], particu-
larly because objects of interest are generally ill-de�ned. This leads to
an ideal application for interactive methods.

In interactive image segmentation, the user indicates the approxi-
mate localization of an object of interest (e.g., by placing markers), while
the machine performs careful delineation of this object based on image
characteristics or pre-de�ned models [19, 41, 42, 106, 123]. Such delin-
eation is typically the most error-prone and time-consuming step in
manual segmentation.

As we detail in Sec. 1.6, in this context, we are interested in enabling
e�ective and e�cient interactive segmentation.

1.2 image classification and feature selection

Image classi�cation is the task of assigning a class label to an image
based on generalization from examples (available in a so-called training
set). The typical solution to this task involves representing each image
by an observation (real vector), whose features (elements) correspond
to measured characteristics related to colors, textures, and shapes [32].

Feature selection is crucial for e�ective image classi�cation. In broad
terms, feature selection is the task of �nding a subset of candidate fea-
tures that is small and su�cient for a particular purpose. While using
too few features can lead to poor generalization, using too many fea-
tures can be prohibitively expensive to compute, or even introduce con-
founding information into the training data [60, 94].

Human experts generally evaluate choices involved in designing clas-
si�cation systems using cross-validation [111]. However, this approach
is typically limited by the feedback that numeric classi�cation e�cacy
measures can provide. As a consequence, when suboptimal results are
obtained, these experts are often left unaware of which aspects limit
classi�cation system e�cacy, and what can be done to improve these
systems. This and other issues have been referred to as the “black art”
of machine learning [34].

As we detail in Sec. 1.6, in this context, we are interested in enabling
interactive feature selection for image classi�cation system design, and,
most importantly, providing insights that lead to the improvement of
such systems.
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1.3 image classification by artificial neural networks

1.3 image classification by artificial neural networks

Although the traditional features mentioned in the previous section are
still widely employed in image classi�cation, particularly when large
training sets are unavailable, arti�cial neural networks recently became
able to achieve extraordinary results in raw (or pre-processed) image
classi�cation, bypassing traditional feature selection [133].

However, choosing appropriate pre-processing steps, architectures,
and hyperparameters for these networks is a challenging task. This
is con�rmed by the vast literature on the subject [12, 116], and the
widespread use of heuristics that are poorly understood according to
their own proponents (e.g., DropConnect [154]).

The di�culty in designing e�ective arti�cial neural networks is ar-
guably related to the di�culty in interpreting how such networks arrive
at decisions for a given input image. As an extreme example, it is easy
to create images of unrecognizable objects that a particular network
classi�es with absolute certainty [114].

As we detail in Sec. 1.6, in this context, we are interested in enabling
the inspection of arti�cial neural networks using visual analytics, and,
most importantly, once again providing insights that lead to improve-
ments along the image classi�cation pipeline.

1.4 time-dependent data visualization

Our visual analytics approach towards the tasks described in Secs. 1.2
and 1.3 is highly dependent on visualizing datasets composed of high-
dimensional vectors (observations).

Our approach also depends on representing such a dataset, seen as
a sequence of observations, by a two-dimensional projection obtained
through dimensionality reduction. In this context, we de�ne a two-
dimensional projection as a sequence of points in the plane, which
correspond to the observations in a dataset. Although dimensionality
reduction techniques vary in speci�c goals, they all attempt to represent
some aspect of the so-called structure of a dataset in its projection. This
structure is characterized by distances between observations, presence
of clusters, and overall spatial data distribution [89, 96]. In comparison
to other high-dimensional data visualization alternatives, dimension-
ality reduction is remarkably scalable with respect to the number of
observations and features.

As will become clear, because the parameters of an arti�cial neural
network are typically adapted iteratively, our visual analytics approach
towards these models becomes time-dependent. Such time-dependent
process can be represented by a sequence of datasets, where each
dataset corresponds to a particular time step, and each observation has
a corresponding observation across time.
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Unfortunately, visualizing a sequence of datasets using traditional di-
mensionality reduction techniques is not always straightforward. For
instance, although it is possible to create a projection independently for
each dataset in such a sequence, this strategy (and similar alternatives)
often leads to temporal incoherence: signi�cant variability in the result-
ing sequence of projections that does not re�ect signi�cant variability
in the sequence of datasets. This is mostly due to the fact that many di-
mensionality reduction techniques are highly sensitive to small changes
in their inputs [49]. This issue a�ects a state-of-the-art dimensionality
reduction technique called t-SNE [99], which is widely employed in our
work. Therefore, temporal incoherence compromises one of our funda-
mental contributions by potentially leading to incorrect insights.

As we detail in Sec. 1.6, in this context, we are interested in enabling
the reliable visualization of time-dependent high-dimensional data.

1.5 research qestion

Considering the tasks outlined in Secs. 1.1-1.4, we can state our central
research question as follows:

How can we provide actionable insights about the design and operation
of image analysis methods through visual analytics?

In this context, actionable insight refers to information that enables
a user to improve a process.

The next section describes how this thesis is organized, and details
contributions that aim to address our central research question.

1.6 thesis structure

This thesis is organized as follows.
Chapter 2 provides an overview of related work in image segmenta-

tion, pattern classi�cation, feature selection, and high-dimensional data
visualization. This overview is complemented by more speci�c descrip-
tions of related work within each following chapter.

Chapter 2 also thoroughly details the techniques that are employed
in our work. With exceptions that are clearly mentioned, the reader
is welcome to skip the highly technical sections, and refer back on the
basis of necessity, since the following chapters are mostly self-contained
in a higher abstraction level.

As an implicit goal, Chapter 2 shows that many widely used tech-
niques demand non-trivial choices that require signi�cant expertise,
which is important to motivate our application of visual analytics.

Chapter 3 proposes a new interactive segmentation technique based
on the successful image foresting transform (IFT) [43]. The IFT algo-
rithm can be applied to segment multiple objects of interest in linear
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or linearithmic time on the number of pixels in an image. Notably,
segmenting multiple objects simultaneously is NP-hard using other
widespread segmentation approaches that �nd optimum cuts in graphs
[26, 82].

Our contribution to IFT-based interactive segmentation is the intro-
duction of superpixels. A superpixel is typically a small region within
an image, whose pixels are uniform with respect to some criteria (e.g.,
color, texture). In this context, the main bene�t of using superpixels
(as atomic units instead of pixels) is reducing the computational time
required by interactive segmentation. Although superpixels require sig-
ni�cant upfront computational time, which can be allocated before user
involvement, such cost is amortized during interactive segmentation.
Our experiments also suggest that superpixels are capable of achieving
at least comparable e�cacy to pixels.

Another potential advantage of superpixels is enabling richer feature
extraction [102, 148, 157]. In this context, feature extraction refers to
the task of representing each superpixel by an observation (real vector).
Each element in such an observation corresponds to a feature, and repre-
sents a characteristic measured from the corresponding superpixel (e.g.,
mean red color component). Because our segmentation approach relies
on distances between observations, the choice of features is crucial to
its success. We return to the problem of feature selection in the context
of image classi�cation in Ch. 4.

Conducting signi�cant user studies to evaluate interactive methods is
generally a di�cult and costly process. However, the evaluation of inter-
active image segmentation methods is a very particular exception, be-
cause automated experimentation is straightforward. Concretely, con-
sider a set of images whose segmentation (ground truth) is known. In
this case, it is possible to simulate interactive segmentation by having
the machine act as a so-called robot user. In Chapter 3, we also propose
novel robot users that employ distinctive strategies to evaluate interac-
tive segmentation methods.
Chapter 4 proposes a system that enables interactive feature selec-

tion for image classi�cation. The system integrates feature space ex-
ploration with automatic feature evaluation, and attempts to provide
insights that lead to the development of e�ective feature sets. The same
system can also be employed to select features for other tasks, such as
image segmentation or (general) pattern classi�cation.

The proposed interactive system employs dimensionality reduction
to visually represent a dataset (sequence of observations) by a two-
dimensional projection. As we already mentioned, a projection attempts
to represent some aspect of the so-called structure of a dataset, and is
remarkably scalable with respect to the number of observations and
features.

The experiments presented in Chapter 4 indicate that projections
may provide a kind of qualitative feedback about classi�cation systems

5



introduction

that would be very di�cult to obtain by other (non-visual) means. Al-
though there is no guarantee that a projection will provide insightful
feedback about a particular dataset, as we also exemplify in Ch. 4, the
proposed approach requires only a small upfront user e�ort investment.
Chapter 5 shows how the approach originally proposed to visualize

inputs to an image classi�cation system can be adapted to visualize in-
termediary computational results of an arti�cial neural network. Fortu-
nately, the computations carried by arti�cial neural networks produce
convenient intermediary results. Concretely, each layer of arti�cial neu-
rons transforms an input vector (or image) into an output vector (or im-
age). The parameters that control these transformations are adjusted to
obtain correct classi�cations in a training set. Therefore, in broad terms,
the output of a given layer for an input image can be interpreted as an
alternative representation learned by a network. Since these learned
representations (also called activations) can be represented by real vec-
tors, they can be explored using the approach proposed in Chapter 4.

Chapter 5 also presents experiments performed in established arti�-
cial neural network benchmark datasets. The results indicate that our
interactive approach may enable insights about how a network operates
that lead to improvements along the classi�cation pipeline.
Chapter 6 describes a new time-dependent dimensionality reduction

technique that allows a controllable trade-o� between temporal coher-
ence and spatial coherence (de�ned as preservation of structure at a
particular time step).

As we alluded to in Sec. 1.4, in a broad sense, the activations of an
arti�cial neural network for a given a set of inputs represent a partic-
ular stage of a time-dependent process, since the parameters of a net-
work are typically adapted iteratively. This time-dependent process can
be represented by a sequence of datasets, such that each dataset corre-
sponds to a particular time step, and each observation (activation) has
a corresponding observation (activation) across time. As we also men-
tioned in Sec. 1.4, visualizing a sequence of datasets using traditional
dimensionality reduction techniques may lead to temporal incoherence:
signi�cant variability in the resulting sequence of projections that does
not re�ect signi�cant variability in the sequence of datasets.

Therefore, although temporal incoherence is not strictly related to
visual analytics, it impairs our proposed visual analytics approach to
explore arti�cial neural networks applied to image classi�cation.

The preliminary experiments presented in Chapter 6 suggest that our
new technique is successful in enforcing temporal coherence and en-
couraging smooth changes between projections.
Chapter 7 summarizes our contributions and suggests future work.
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