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Chapter 5

Stress in Dutch Fast Speech
with SA-OT

The goal of the second half of my dissertation—the goal of this chapter, as
well as of the following two ones—is to present a few applications of Simulated
Annealing Optimality Theory. The previous chapters have introduced the al-
gorithm, and argued for it on theoretical grounds: by showing that different
approaches derived from the philosophy behind Optimality Theory lead to the
same algorithm. We have also seen how SA-OT connects to different aspects
of language, such as the plausible computational complexity of tasks performed
by the brain and possible errors introduced by the production process, as well
as the proposal’s connections with the lexicon and learnability issues. Nonethe-
less, “a theory without an example is like a car without an engine: it may look
gorgeous, but will bring you nowhere.”1

Consequently, three models will be introduced, each of them having some
additional illustrative goal. Indeed, the motivation is more methodological, to
demonstrate how to work with SA-OT, than to account for specific linguistic
phenomena.

This chapter demonstrates that SA-OT can indeed be used as a model of
speech production, and outperforms the existing models. By varying parameter
Tstep, one can achieve different levels of precision, and if the algorithm is run
faster, then fast speech phenomena emerge in the model. Besides, we shall look
into the role of further parameters of the algorithm, in order to get a better
grasp of it.

Subsequently, Chapter 6 applies SA-OT to voice assimilation. The problem
seems to be simple, and yet, the first model to be proposed will not satisfy us,
even if arguments can be brought in favour of it. Therefore, a second model will
be introduced. The latter will show us how Simulated Annealing Optimality
Theory can make use of doomed, never realised, seemingly totally redundant
candidates in order to produce various distributions of the winning forms. With
this second model, an infinite search space will also be introduced for the first
time.

Thirdly, Chapter 7 shows how to syllabify inputs. First, the behaviour of
the definite article in Hungarian is reproduced using SA-OT. Then, we turn to

1Source: advice to the young researcher at ESSLLI 2002, Trento, Italy.

121



122 Chapter 5. Stress in Dutch Fast Speech with SA-OT

Basic Syllable Theory, which has been the classical example for OT combinat-
orial typology since Prince and Smolensky (1993). Different implementations
of Optimality Theory have been demonstrated through this model: Tesar and
Smolensky (2000) employ dynamic programming (chart parsing), whereas Ger-
demann and van Noord (2000) uses finite state OT for the same problem. Thus,
the performance of SA-OT on the same task is definitely an interesting question.
Additionally, the model requires inherently an infinite candidate set—a challen-
ging situation we will have encountered in connection with the second model of
Chapter 6, but not earlier. Syllabification will also give us the opportunity to
examine the role of the topology of the search space, the new concept introduced
to Optimality Theory in subsection 2.2.2.

Finally, Chapter 8 closes the discussion of SA-OT by comparing it to the
alternatives mentioned in section 1.3.

5.1 The Schreuder-Gilbers model of Dutch stress

Schreuder and Gilbers (2004) analyse the influence of speech rate on stress
assignment in Dutch (see also Schreuder, 2006). The compound word fototoestel
(‘photo camera’) is assigned in normal (slow, andante) speech a primary stress
on its first syllable and a secondary stress on its third syllable (fótotòestel).
This output is faithful to the stress patterns of the component words: fóto
and tóestel. However, in a laboratory experiment forcing the participants to
produce fast (allegro) speech, Schreuder and Gilbers observed a stress shift in
similar words: the secondary stress moved in a number of cases from the third
syllable to the fourth one, which would yield fótotoestèl in our example.

The words used in the experiments of Schreuder and Gilbers (2004) can
be partitioned into the following groups, exhibiting the following slow speech
(andante) and fast speech (allegro) stress patterns:2

Type 0: andante: susu, allegro: suus, OO-correspondence to: susu
fo.to.toe.stel ’camera’

Type 1: andante: susuu, allegro: suusu, OO-correspondence to: susuu
stu.die.toe.la.ge ’study grant’
weg.werp.aan.ste.ker ’disposable lighter’
ka.mer.voor.zit.ter ’chairman of Parliament’

Type 2: andante: usus allegro: suus, OO-correspondence to: usus
per.fec.tio.nist ’perfectionist’
a.me.ri.kaan ’American’
pi.ra.te.rij ’piracy’

Type 3: andante: ssus allegro: suus, OO-correspondence to: ssus
zuid.a.fri.kaans ’South African’
schier.mon.nik.oog name of an island
uit.ge.ve.rij ’publisher’

2I follow closely the data of Schreuder and Gilbers (2004). Still, I have added as Type
0 the word that they only use to introduce the phenomenon, but did not employ in their
experiments. It will turn out to be useful also for our purposes.
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Type 1.: right shift Type 2.: left shift Type 3.: beat reduction
stu.die.toe.la.ge per.fec.tio.nist uit.ge.ve.rij

‘study grant’ ‘perfectionist’ ‘publisher’
susuu usus ssus

stú.die.tòe.la.ge per.fèc.tio.ńıst ùit.gè.ve.ŕıj
slow: 0.81 slow: 0.20 slow: 0.96
fast: 0.38 fast: 0.13 fast: 0.67

stú.die.toe.là.ge pèr.fec.tio.ńıst ùit.ge.ve.ŕıj
slow: 0.19 slow: 0.80 slow: 0.04
fast: 0.62 fast: 0.87 fast: 0.33

Table 5.1: Observed frequencies per type: The relative frequencies of the
andante and of the allegro forms at fast and slow (normal) tempo, as observed
by Schreuder (2006, pp. 80-82).

Here and henceforth, s refers to a stressed syllable and u to an unstressed
one. We shall return to the role of Output-Output Correspondence presently,
and the above table contains these notes only in order to save us space later.

Importantly, both forms of each word mentioned in the table occur in both
andante and allegro speech (Schreuder, 2006). It does not even necessarily hold
that one of the two forms dominates speech at slower rates whereas the other
form outnumbers the first one at a faster tempo. The andante form of Type 1
(called right shift by Schreuder) is observed in 2/3 of the cases even in allegro
style; whereas the fast speech form of Type 2 words (left shift) is pronounced
four times more often than the slow speech form even in slow speech (Table 5.1
and Schreuder, 2006, pp. 80-82).

The phenomenon is rather a statistically significant shift in the observable
frequencies. What is called the fast (allegro) speech form becomes more frequent
at higher tempo, while the slow (normal, andante) form is characterised by a
relatively higher frequency at a lower pace than at a higher pace. Only in this
sense can we distinguish between andante and allegro forms; and only with this
caveat do we refer to “errors in fast speech”. Indeed, some of these “errors” are
also made in normal speech—very frequently at that, even though less frequently
than in fast speech.

A second argument justifies why we refer to these forms as “erroneous forms”:
why, for instance, the suus stress pattern of Type 2 words can be seen as “fast
speech error”, even if it also dominates normal speech. Namely, the andante
forms can be described with the same simple grammar, which will consequently
be claimed to be the grammar describing the given language. The usus form of
type 2 words corroborates the simple and convincing proposal that will account
for the andante forms of the words in the other categories—the latter being
really observed in more than 95% of the cases in andante speech. However,
the attempt to create a model that reproduces the most frequent form of each
type has not succeeded. Even if it did—referring to the previous argument—how
could we explain the fact that the frequency of the grammatical forms according
to this grammar changes inversely in function of speech rate for Type 2 words?3

In brief, the basic grammar to be proposed has to account for the stress

3As pointed out by Paul Boersma, there are also non-alternating suus forms such as eco-
nomie ‘economy’.
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patterns called the andante forms. Then, a second component of the model
explain why the allegro forms also appear and become more frequent as the
speech rate increases.

Having anticipated thus the existence of a grammar and a second component
(which will obviously be the language production model, implemented as SA-
OT), we turn now to a closer analysis of the different observable forms.

What does the experiment show? In slow (andante) speech, the words are
pronounced in a way that reflects their inner structure. Types 0, 1 and 3 are
compound words, and they keep the stress pattern of their components un-
changed (e.g.: fóto+tóestel or stúdie+tóelage). Further, the examples in Types
2 and 3 end in a morpheme (a suffix, with the exception of Schiermonnikoog)
that must bear stress. In sum, the stress patterns of the andante forms are fully
derivable from morphology. On the other hand, all of the fast speech (allegro)
forms display the suus pattern, followed by an extra unstressed syllable in the
case of the five-syllable words of Type 1.

The faithfulness of the slow speech forms to their morphological structure
can be accounted for by Output-Output Correspondence (also called as Output-
Output Faithfulness)—or, Component-Output Correspondence, the constraint
introduced in section 4.1.5—to a string derived from the morphology of that
word. On the other hand, the pattern suus emerging in all of the types rep-
resents the form that is “easy to pronounce”; hence, it is accounted for by the
corresponding markedness constraints. Faithfulness and markedness compete,
slower speech emphasising faithfulness, while faster speech promoting the role
of markedness.

Consequently, the solution proposed by Schreuder and Gilbers involves the
reranking of the two crucial constraints, namely Output-Output Correspondence
and the markedness constraint Foot Repulsion (*ΣΣ). The latter corresponds
to constraint *FtFt introduced by Kager (1994) in order to account for similar
cases of ternary stress. The latter punishes two adjacent feet4 that are not
separated by an unparsed syllable, thereby making sure that stressed syllables
are not too close to each other:

Definition 5.1.1. The number of violation marks assigned by constraint Foot
Repulsion (*ΣΣ) to a candidate w is the number of syllable pairs (σ1, σ2) in
w such that:

1. σ1 precedes σ2;

2. the two syllables are adjacent (without any intervening syllable);

3. there exists metrical feet φ1 and φ2 in w, such that φ1 contains σ1, φ2

contains σ2, and φ1 is a different foot from φ2.

If this constraint dominates the still importantly ranked FootBinarity and
Parse-σ, then the ternary pattern resulting will be either “...[su]u[su]u[su]u...”
(in case of a trochaic language) or “...[us]u[us]u[us]...” (if that language prefers
iambic feet). No intervening syllable between two feet violates Foot Repul-
sion, while not parsing more syllables in a foot does not improve the candidate
for Foot Repulsion and makes it worse for Parse-σ.

4A metrical foot is an intermediate level between a syllable and a prosodic word, a parsing
unit widely used in metrical stress theory (Hayes, 1995). Note that not all syllables have
to be parsed into some foot: syllables not contained by any foot are referred to as unparsed
syllables. A more formal definition will be given in section 5.3.
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Indeed, the well-known constraint Parse-σ punishes unparsed syllables (cf.
e.g. Tesar and Smolensky, 2000, p. 54) and will be soon used, as well:

Definition 5.1.2. The number of violation marks that constraint Parse-σ as-
signs to candidate w is the number of syllables σ such that σ is not contained
by any metrical foot φ in w.

Schreuder and Gilbers (2004) present the following tableaux in order to
explain why one of the candidates emerge in andante speech, whereas the second
one in allegro speech:5

Slow (andante) speech:

fototoestel OOC *ΣΣ Parse-σ

+(fóto)(tòestel) *
(fóto)toe(stèl) *! *

(5.1)

Fast (allegro) speech:

fototoestel *ΣΣ OOC Parse-σ

(fóto)(tòestel) *!
+(fóto)toe(stèl) * *

(5.2)

The argument behind the explanation based on reranking is that the speaker
is more constrained by the rhythmic beat enforced by constraint *ΣΣ in fast
speech than in slow speech. (See Kirchner (1998), who also accounts for casual
speech phenomena by lowering the ranking of the faithfulness constraints and
augmenting the base effort costs of gestures.) Therefore, in fast speech *ΣΣ may
overrank previously undominated constraints, such as Output-Output Corres-
pondence.

Yet, this explanation raises at least two questions. First, fast speech errors
are usually seen as a performance phenomenon. If an OT hierarchy is a com-
petence model and the competence of the speaker is not altered, why would one
explain these phenomena by using a totally new grammar? One may give up the
idea of OT being a model of competence—but then, how is one to distinguish
between competence and performance?

Second, suppose that one accepts that a sudden drastic change takes place in
the grammar above a certain speech pace. Then, how can one explain the fact
that the fast speech form appears only in some percentage of the cases—even if
with an growing percentage as speech rate increases? If the grammar is altered,
then the new form should always appear, which is definitely not the case, as
discussed earlier (Schreuder, 2006).

5The candidate (fó)to(toestèl) is discarded by the high-ranked constraint FootBinarityµ
(personal communication), but we shall not make use of this constraint in what follows. Con-
straint FootBinarityµ assigns a violation mark to each foot containing a light syllable only,
but permits a foot of two moras: composed of two syllables or of one, but heavy syllable, such
as (stel) (Gilbers and Jansen, 1996). Otherwise, the fast speech form would be harmonically
bounded by this form, and hence, the latter could never emerge. We shall return to this fact
soon with respect to tableau (5.4). Output-Output Correspondence compares the candidate
to the string susu, and a star simply shows a mismatch.
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5.2 Fast Speech and different variations of OT

Besides reranking, most of the other models for variation presented in Section
1.3 are not very helpful either; primarily because they do not allow for fine-
tuning the frequencies of the different outcomes.

Alternating outputs that are assigned exactly the same violation marks?
Not even worth mentioning! As explained in section 1.3, this approach does
not predict frequencies, and the analysis is extremely vulnerable to future re-
search introducing new constraints. Coetzee (2004) refuses to give quantitative
frequencies of the different forms, and hence, he cannot account for a phe-
nomenon that involves the shift of frequencies. Suppose that your model has
both andante and allegro forms optimal for all constraints ranked higher than
the critical cut-off point. Coetzee suggests that the relation of their harmony
predicts the relation of their frequency. And yet, as Table 5.1 shows, the phe-
nomenon discussed often does not involve a reversal in relative frequency, but a
simple shift in the quantitative values. Such observations are outside the scope
of Coetzee’s model

In the different versions of stratified hierarchies, the frequencies are strictly
defined, and the only imaginable way to proceed would be to add a new con-
straint to some stratum, which does not sound very promising, either. Even
if we could argue for a new constraint emerging suddenly in fast speech, the
possible predicted frequencies would be too rigid.

In Maximum Entropy models, the ranks assigned to the constraints could
be varied—but this again would be a change in the competence model, whereas
fast speech phenomena are rather changes on the level of the performance.
Additionally, too many independent parameters would be required to describe
how the rank of each of the constraints changes in the function of the speech
rate: the explanation obtained might be little convincing.

A solution can be the use of Stochastic Optimality Theory (cf. also Bo-
ersma, 1998a). (Boersma, 1997) proposes, for instance, to raise the rank of all
faithfulness constraints by a certain value in careful speech. But then, again,
the competence model is altered for the sake of a performance phenomenon.
Moreover, again, the parameters of the model are doubled, because Boersma
and Hayes (2001) propose to introduce a new parameter for each constraint
that measures the correlation of the rank of that constraint with style.

Nevertheless, StOT allows a second solution. By increasing the standard de-
viation σ of the evaluation noise in the function of the speech tempo (which may
be done with a single monotonous function), the underlying competence model
is kept intact, and yet, the likelihood of reranking two constraints increases.6

Let the three constraints introduced be distributed on the continuous ranking
scale (i.e. before perturbation takes place) in such a way that the hierarchy
is OOC � *ΣΣ � Parse-σ, but the two highest ranked constraints are still
relatively close to each other (Fig. 5.1). Now, suppose that fast speech results in
increasing the evaluation noise: greater σ means enlarging the bell-shape of the

6Adam Albright has proposed a third solution that solves many of the problems of the first
two solutions. Suppose that before pronouncing a word we run not one but several Stochastic
OT evaluations. The different outputs for several randomly perturbed rankings are produced,
then compared, and the best or the majority winner is uttered. Suppose also that more such
“samples” are collected in normal speech than in fast speech. Therefore, the optimal candidate
for the unperturbed hierarchy increases its chances over the winner of the reversed hierarchies
more in normal speech than in fast speech.



5.2. Fast Speech and different variations of OT 127

5 10 15 20 25 30

������������������������������������������������������������������������������������������������������������������������� � � � � �
� �

�
�
�
�
�

�

�

�

�

�

�

�

�
�
� � �

�
�

�

�

�

�

�

�

�

�
�
�
�
� �

����������������������������������������������������������������������������������������� ��� � � �
� �

�
�
�
�
�

�

�

�

�

�

�

�

�
�
� � �

�
�

�

�

�

�

�

�

�

�
�
�
�
� � � � � � � � �������������������� � �

� �
�
�
�
�

�

�

�

�

�

�

�

�
�
� � � �

�

�

�

�

�

�

�

�

�
�
�
�
� � � � � � � � �������������������������������������������������������������������������������������������������������������������

OOC*ΣΣParse-σ

Figure 5.1: The interaction of three constraints in Stochastic OT: The
three constraints proposed by Schreuder and Gilbers (2004) are assigned ranks
along a real-valued scale, as proposed by Boersma (1997). As the two highest
ranked constraints are relatively close to each other, they overlap. A lower
random noise level results in a smaller overlap (solid lines), whereas more noise—
a wider bell-shape distribution—increases the probability of reranking these two
constraints (dotted lines).

distribution. High evaluation noise, subsequently, augments the probability of
reranking temporarily the close constraints, OOC and *ΣΣ. As such a reranking
causes the model to return the fast speech form with the shifted stress, we have
created a model for fast speech.

The only hypothesis we need is to postulate that increasing the speech rate
corresponds to increasing the σ defining the normal distribution of the evalu-
ation noise. As speech rate grows, so does σ, causing the two constraints to
be reranked more frequently, due to which the model correctly returns the fast
speech form with a higher frequency. Future empirical research could formulate
a more exact connection between speech rate and σ.

The advantage of this approach is that the distinction between competence
and performance remains clear. The underlying competence model—the ranks
associated with the constraints—is kept intact. This underlying model corres-
ponds to the σ → 0 limit, at which no performance error is predicted. There is
no need for a theory about how the ranks of each constraint changes in function
of speech rate. Only one parameter depends on speech rate, σ, the parameter
that is decoupled from the static knowledge of the language, and which plays a
role in the actual production process. And yet, the question still remains open
to speculation: why should the evaluation noise (σ) change in function of the
speech rate?

Moreover, further problems also arise. One such problem is that the present
model predicts that the proportion of the fast speech form may never exceed
50%. Because the unperturbed rank of constraint OOC is higher than that of
*ΣΣ, the chance of selecting points such that OOC� *ΣΣ is always higher than
the opposite ranking at evaluation time. In the σ → ∞ limit, the probabilities
of the two subhierarchies—hence, the predicted frequencies of the two forms—
converge to 0.5 each.

This observation presents a problem, because the frequencies of fast speech
forms may grow higher than 50% (Schreuder, 2006). With the help of a third
constraint, Stochastic Optimality Theory could solve this problem.
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fototoestel OOC *ΣΣ Constraint-X

+(fó)to(tòestel) * *
(fóto)toe(stèl) *!

(5.3)

Imagine first that the three constraints are assigned exactly the same ranks.
This case corresponds to Anttila’s model with unranked strata: out of the six
permutations of the three constraints, two yield (fó)to(tòestel) as the winner,
and four return (fóto)toe(stèl). Thus, the predicted frequency of fótotòestel
is only 33%. Now, let us demote constraints *ΣΣ and Constraint-X only
minimally, that is, let us decrease their ranks with some values that is much
smaller than σ. The resulting model should be interpreted as OOC � *ΣΣ,
Constraint-X. Nevertheless, the probability of returning fótotòestel has not
increased much, because this form—the only grammatical one according to the
underlying model—is returned exclusively if the selection points are such that
OOC overranks both of the two other constraints (Jäger and Rosenbach, 2006).

The problem now is that even though Stochastic OT is able to predict less
than 50% frequency for the grammatical form, a third constraint is required—
what should be that third constraint? The set of constraints appearing in the
phonological literature is ample, and yet, adding a new, highly ranked constraint
to a model is always risky.

The following argument against Stochastic Optimality Theory could also be
refuted by an alternative proposal including different constraints. Still, SA-OT
will spare you the time of hunting for a new phonological model. Namely, notice
that in some of the types, all possible parses of the allegro form are harmonically
bounded:7 the first two rows by the third row, and the fourth row by the fifth
one in tableau (5.4). The fast speech forms can never win for any constraint
hierarchy, since there is always a candidate that violates each constraint fewer
or equal times.8

OOC *ΣΣ Parse-σ
[su]u[s]
[s]u[us] * *
[s]uu[s] * **
Type 0:
[s]u[su]
Type 2: *
[us]u[s]
[su][us] * *
Type 0:
[su][su]
Type 2: *
[us][us]

(5.4)

The most serious criticism follows, however. Observe that for a given σ the
probability of reranking the two constraints is constant. Therefore, Stochastic

7For the definition of Harmonic Bounding see Definition 1.3.1, on page 24.
8Concerning OOC, no exact analysis is necessary. Here, we content ourselves with the

observation that the andante forms satisfy OOC, unlike the allegro forms. This fact is the
key to the allegro forms being harmonically bounded.
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Optimality Theory predicts that the probability of stress shift is the same for
all of the four types, because all of them are the consequences of the same
phenomenon, the reranking of faithfulness and markedness. The experiment
of Schreuder and Gilbers (2004) shows, however, very significant differences in
fast speech form frequencies. Two solutions remain for Stochastic OT: either
the introduction of new constraints that differentiate between different types
(different words), or some explanation why σ depends not only on speech rate,
but also on the input word.9

But then again, Simulated Annealing will not require any further manipula-
tion: it predicts correctly which word is more likely to undergo stress shift at a
given speech rate. This difference is not introduced by an additional factor (new
constraints, σ dependent upon the input), but by something that is already in
the model, namely, the structure of the search space.

5.3 Fast speech and SA-OT: the building units

Let us apply simulated annealing to stress assignment. In building the model,
we follow closely the five steps described on page 45:

• Step 1: Define the candidate set.

• Step 2: Define a neighbourhood structure (topology) on the candidate set.

• Step 3: Define the Harmony function to be optimised: what are the con-
straints and how are they ranked.

• Step 4: Define temperature and the transition probabilities.

• Step 5: Define the cooling schedule and perform the simulation.

The input is a word composed of a number of syllables, say, σσσσ. The set
of candidates corresponding to this input is formed by all its possible correct
parses. A parse of a word groups syllables into units called feet. Hayes (1995)
writes:

One of the seminal ideas in metrical stress theory is this: the best
way to express stress rules might not actually be the most direct one,
that is, to place stress on a particular syllable. The alternative is to
state the possible structures for metrical constituents and construe
stress placement as the parsing of a word into such constituents.
These constituents, the minimal bracketed units of metrical theory,
are called feet. (p. 40, emphasis in the original)

While ignoring the difference between primary and secondary stress, a cor-
rect parse meets the following criteria in metrical stress theory (cf. Hayes (1995),
Tesar and Smolensky (2000)):

• It contains the same number of syllables as the input.

9An analogous train of thought will also appear in connection to Simulated Annealing
Optimality Theory in later chapters. Still, there the connection between the parameters (the
simulation speed) and the speech rate is more straightforward, and therefore the argumenta-
tion might be more convincing.
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• It contains at least one foot.10

• Feet do not overlap.

• A syllable not belonging to any foot (an unparsed syllable) is unstressed.

• Each foot contains one or two syllables.

• Each foot contains exactly one stressed syllable (called the head of the
foot).

For instance, a four-syllable input word σσσσ may be parsed as u[s]uu,
[su]uu, [us]u[s], [s][s][s][s], etc. Here, brackets represent foot borders, whereas u
and s refers to unstressed and stressed syllables, respectively. The set of possible
parses is finite, and can be easily formulated as a regular expression (cf. B́ıró,
2003, 2005c).11

The set of candidates having been defined, we can now proceed to define the
topology (neighbourhood structure) of the search space. Among the different
strategies proposed in section 2.2.2, we chose the simplest one, described by
equations (2.4) and (2.5): each candidate has a small number of neighbours
with equal probability.

In particular, the neighbours of a candidate are the candidates which can
be reached within one basic step, where a basic step is defined as performing
exactly one of the following actions:

• Insert a monosyllabic foot: turn an unparsed u into [s].

• Remove a monosyllabic foot: turn [s] into an unparsed u (unless the res-
ulting form would contain no foot).

• Move one foot border: enlarge a foot by taking an unparsed syllable into
a monosyllabic foot.

• Move one foot border: narrow a foot by taking an unstressed syllable out
of a foot.

• Change which is the head (stressed) syllable within a bisyllabic foot: [su]
to [us], or vice versa.12

These basic steps are minimal changes in the metrical structure of a parse,
and follow very simply from the logic of what a correct parse is. Observe that
the neighbourhood relation is a regular mapping on the set of candidate strings,
because it is the union of very simple regular operations. Moreover, it is import-
ant that any parse can be transformed into any other parse with some series of
basic steps, the neighbourhood structure obtained is a connected graph.

10When not ignoring the difference between primary and secondary stress, we require the
word to contain exactly one main / head foot, instead of this rule. The stress in that foot
is the primary stress of the word. All the other feet, which contain secondary (tertiary,... in
some theories) stresses, are optional. Note that all these rules apply only to prosodic words,
which are defined as having exactly one main stress. Clitics and further, unstressed linguistic
units belong to some adjacent prosodic word.

11See especially an early manuscript at http://www.let.rug.nl/∼birot/publications/t
biro clin2002.pdf.

12The notations have not been chosen to refer to the Soviet Union and to the United States...
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[s][s][s]

[s][s]u

[s][su] [s][us]

[s]u[s][s]uu

[su][s][su]u [us][s]

[us]u

u[s][s]

u[s]u u[su] u[us]

uu[s]

Figure 5.2: Topology for metrical stress formed by a three-syllable
input: The arcs of the graph visualise the neighbourhood relations. The a
priori probabilities are omitted, for they follow from equation (2.5). An arrow
points to a neighbour that is not less harmonic with respect to the toy hierarchy
*ΣΣ � Parse-σ.

According to this definition, uu is not adjacent to [us], although the differ-
ence is only the existence of a foot, as has been formulated by the readers. I
viewed the insertion of a bisyllabic foot as a more complex operation than those
listed above, and therefore did not include it among the basic steps; but fu-
ture work should indeed investigate the consequences of an altered definition of
neighbourhood. Alternatively, one might propose to have the set of basic steps
minimal in the sense that removing one of the permissible actions may result
in a disconnected graph. Then, the insertion of a bisyllabic foot can be missed,
for it can be replaced by two permissible steps (uu → u[s] → [us]), but then the
same applies also to changing the head syllable of a bisyllabic foot ([su] → [s]u
→ [s][s] → u[s] → [us]).

Defining the topology of the search space, finally, includes specifying the
probability measure according to which one of the neighbours is chosen at each
step of the simulation. Thus, we will have accomplished the three steps of
defining a topology mentioned on page 48. For the sake of ease, we shall assign
equal probability to each neighbour. So, if candidate w has three neighbours,
each will be chosen with probability 33%; if, however, w has four neighbours,
they receive 25% each.

The graph in Fig. 5.2 shows the topology of the search space in the case of
a three-syllable input. Although our simulations will be based on inputs with
four or five syllables, the graph formed by the 43 candidates generated from
a four-syllable input would be too complex to display here, let alone the 119
candidates of a five-syllable input. The arcs of the graph connect candidates
that are neighbours, that is, a single basic step will transform one into the
other. The arrows on the arcs point towards to the candidate which is at least
as harmonic, with respect to the ranking *ΣΣ � Parse-σ.
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This brings us to the next step in Simulated Annealing, step 3 from the
five steps repeated at the beginning of the present section. Once we have the
topology of the search space, that is, the horizontal map of the landscape in
which the random walk will take place, we proceed to build the vertical structure
of the landscape. Each point of the search space is situated “higher” or “lower”,
where more harmonic candidates are lower than the less harmonic ones. An arc
on the graph with only one arrow points downhill, whereas an arc with two
arrows represents a horizontal move. If there is an arrow from candidate w to
candidate w′ then the move from w to w′ will be possible with a probability of
100% during the entire simulation.

Eyeballing the graph, we can point to some phenomena. Candidate [s][s][s]
represents a summit, so that you go downhill, no matter which direction you
take. In fact, it is the global maximum, the worse candidate of all, but this
fact cannot be seen directly from the graph. On the other hand, the candidate
[s]u[s] is a local minimum: the arrows from all its neighbours point towards
it. We also find valleys, such as the one formed by u[su] and u[us], or the one
formed by [us]u and [su]u. These two valleys are formed by candidates of equal
harmony, but situated lower than their surroundings. If we compare the local
minima, [s]u[s], u[su], u[us], [us]u and [su]u, it turns out that all of them are
global minima as well. However, the graph itself cannot help in determining
which of the local minima is a global minimum.

By including additional constraints ranked below Parse-σ, (such as align-
ment constraints, NonFinal, FootBinarity, Iambic, Trochaic or Foot-
NonFinal, cf. Tesar and Smolensky, 2000, or other standard OT literature), we
could differentiate between these local minima. Indeed, all constraints from the
supposedly universal constraint set must appear somewhere in the hierarchy—
even if very low. Similarly to the proposal in section 1.3.1, SA-OT could claim
that two neighbours form a horizontal platform only if we knew all the con-
straints in the language. Nonetheless, if there is a constraint C such that each
pair of neighbours differs for some constraint ranked not lower than C, then the
constraints ranked below C do not play a role in SA-OT.

Although constraints have already been introduced earlier (definitions 5.1.1
and 5.1.2, as well as equation (4.8) in section 4.1.5), we repeat them here in
order to accomplish the first part of step 3 of building an SA-OT model. If #A
denotes cardinality of the set A (the number of elements in A), then

COCz,σ(w) =
∑

i

∆(wi, σi) + z ·
∣∣∣ ‖ w ‖ − ‖ σ ‖

∣∣∣

*ΣΣ(w) = #
{
{σ1, σ2}

∣∣∣ adjacent syllables of w in different feet
}

Parse− σ(w) = #
{
σ ∈ syllables of w

∣∣∣σ is unparsed in w
}

(5.5)

In other words:

• OO-correspondence: compare to susu, syllable-by-syllable, assign one * to
each difference. Plus: z times the difference in number of stresses.

• *ΣΣ: assign one * per “][“.

• Parse-σ: assign one * per unparsed “u”.
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The second half of step 3 is specifying the hierarchy. Earlier, we have ar-
gued that the hierarchy has to make the andante form the optimal candidate.
Therefore, our starting hierarchy is:

OOC� *ΣΣ� Parse-σ (5.6)

The definition of temperature for SA-OT has been argued for very elab-
orately in chapter 2. What remains is performing the simulation for different
cooling schedules.

5.4 Experimenting with the Schreuder-Gilbers

model

To summarise and to focus first on Type 0 words (such as fototoestel), the search
space includes all 43 possible parses of this 4-syllable input. The topology of
the search space is defined by a neighbourhood relation such that a candidate
w′ is a neighbour of the candidate w if and only if w′ can be constructed from
w by applying exactly one of the five basic steps mentioned earlier: insertion of
a monosyllabic foot, removal of a monosyllabic foot, enlarging a foot by moving
its border, narrowing down a foot by moving its border, or changing the choice
of the head syllable within a bisyllabic foot. The probability distribution over
the set of the neighbours of a given candidate w is a constant function: each
neighbour is chosen with equal probability. Furthermore, the Harmony function
over the search space is defined by the constraint hierarchy OOC � *ΣΣ �
Parse-σ, using the definitions in (5.5).

We begin our experiments with the word fototoestel (Type 0), that is, the
input is a four-syllable word, and OOC is calculated with respect to the input
string susu, by postulating z = 2. The parameters used for the algorithm are:
Tmax = 3, Tmin = 0, Kmax = 3 and Kstep = 1. The parameter Kmin was chosen
as a function of Tstep:

Kmin = −100, if Tstep > 0.5,
Kmin = −30, if 0.5 ≥ Tstep > 0.1,
Kmin = −6, if 0.1 ≥ Tstep > 0.05,
Kmin = −3, if Tstep ≤ 0.05,

Furthermore, the algorithm will be launched from each of the 43 candidates
as initial state. Similarly to the first experiments performed in section 2.3.1, our
goal is to measure the probabilities of returning different outputs in the function
of the parameters—first of all, as a function of Tstep.

Thus, we launched the algorithm 300 times from each of the 43 candidates,
which corresponds to n = 12900 runs. Supposing a Gaussian distribution of the
outputs, this number of repetitions allows for a random fluctuation below 1%.
As Kmin has been chosen low enough to ensure that the system reaches a local
optimum, no other candidate is returned.

Now, this model includes three local minima. The candidate [s]u[su] is the
global minimum—not surprisingly, as we have chosen the hierarchy so that the
optimal one be this candidate, a possible parse of the andante form. The model
includes two further local minima: [su]u[s] and u[us][s], which present possible
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pitfalls for the algorithm. Candidate [su]u[s] corresponds to the observed allegro
form, whereas u[us][s] is not observable in Dutch.

I do believe that the fact that such a simple hierarchy and a straightfor-
ward topology has immediately yielded the correct fast speech form as a local
optimum is far from being trivial. It points towards the cognitive adequacy of
the topology. Remember, the hierarchy has been chosen to account only for the
andante form, whereas absolutely no empirical considerations have been given
when defining the topology, besides metrical stress theory, based on very gen-
eral cross-linguistic observations. It seems at first sight that the local optimum
[su]u[s] is an automatic consequence of [s]u[su] being the global optimum. Yet,
after this very first, unexpectedly easy success, we will have to struggle hard to
get rid of the artefact form u[us][s]. The difficulty of this struggle will reinforce
our conviction that the development of a successful model is far from being
trivial.

Before going further, one can check that candidate u[us][s] is indeed a local
optimum (using OOC with respect to string susu, with z = 2). The following
tableau contains the candidate u[us][s] and all its neighbours. The ∼ symbol
refers to a local optimum in the present model, whereas the exclamation mark
precedes the fatal violation with respect to u[us][s]:13

OOC *ΣΣ Parse-σ

∼ u[us][s] ** * *

u[us]u **!* **
[s][us][s] **!* **
uu[s][s] ** * *!*
u[su][s] **!** * *

(5.7)

Similarly, [su]u[s] is also a local optimum, because it is more harmonic than
all its neighbours:

OOC *ΣΣ Parse-σ

∼ [su]u[s] ** *

[s]uu[s] ** *!*
[su][us] ** !*
[us]u[s] **!** *
[su][s][s] **!* **
[su]uu **!* **

(5.8)

Other candidates are not local optima. For instance, candidate [s]u[s]u is
less harmonic than its neighbour [s]u[su], with Parse-σ as fatal constraint.
One could similarly demonstrate that all the remaining 39 candidates are not
local optima. Yet, it is simpler to run a gradient descent (a simulated annealing
launched with Kmax < 0 if the lowest ranked constraint is in domain 0) from
each of the candidates. As gradient descent is not able to escape from local
optima, a simulation launched from such a state would return it necessarily. This
experiment shows that the model, indeed, contains no other local optimum.14

13The reader is invited to check these tableaux by using the demo program available at
http://odur.let.rug.nl/∼birot/sa-ot/Dutch-stress.php.

14If the number of candidates is very large, checking by hand whether each candidate is a
local optimum is not feasible. As a side remark, however, on philosophical grounds, one may
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Figure 5.3: Tuning Tstep in the Schreuder-Gilbers model: The proportions
of producing the correct form according to competence ([s]u[su], solid line), the
performance error form typical to fast speech ([su]u[s], dotted line), and the
artefact form (u[us][s], dot-dashed line), as a function of the temperature step
employed. The left box uses a linear scale, while the right box uses a logarithmic
scale. Note that the exact values represented here originate from a different
experiment from those appearing in Table 5.3, even if the shape of the curves
are comparable.

Observe that although [su]u[s] and u[us][s] are local optima, they are far
from being “quite good”. Indeed, several candidates ([su][su], [s]u[s]u, etc.)
are much better than these, because they satisfy the highly ranked constraint
OOC; and yet, they are not local optima. In this respect, metrical stress does
not resemble spin glasses discussed in section 2.1.3: the energy level in local
optima is far from close to the level in the global optimum. However, if SA-OT
is successful in predicting speech errors, then the take-home message is that
SA-OT is indeed a correct model of human speech, but the mistake was done
by nature when implanting an optimisation algorithm in the brain that is not
suitable for the given problem. In other words, the message could be that nature
does compete with computational linguists in reaching ever higher precision, as
long as communication is efficient enough.

After these preliminary observations, let us proceed to the results of the ex-
periments (Fig. 5.3). As expected, the parameter Tstep influences the results of
the simulation the most. The other parameters being unchanged, it is inversely
proportional to the number of iterations performed, that is, to the speed by
which we reduce the temperature.

The global optimum form [s]u[su] is returned in some 68% of the cases when
Tstep = 2 and in more than 99% when Tstep = 0.01. The proportion of the
performance error form [su]u[s] drops below 10% at Tstep = 0.5 and below 1%

refuse having the computer check it, similarly to the objection raised until recently against
the 1977 proof of Appel and Haken of the Four-Colour Theorem. Fortunately, local optima
in the present model are of much smaller significance than the Four-Colour Theorem.
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approximately at Tstep = 0.1. However, the second local optimum, u[us][s],
which corresponds to no observed form, is more persistent: with Tstep = 0.2, it
is still produced in almost 10% of the cases, and with Tstep = 0.01, it appears
in some 2% of the simulations. Interestingly, u[us][s] is more stable than [su]u[s]
despite the fact that u[us][s] is less harmonic than [su]u[s] (compare tableaux
(5.7) to (5.8)): as they are not neighbours, they actually never get compared.
A moral of this observation is that, due to the complex structure of the random
walk’s landscape, different local optima may behave in a very different manner
as a function of the cooling schedule: some disappear quickly with a higher
number of iterations, whereas other “traps” might be much more difficult to
avoid for the simulation.

Consequently, the model successfully predicts that the form susu (to be more
precise, the parse [s]u[su]) dominates normal speech, whereas the likelihood of
the allegro form (suus, in the form of the parse [su]u[s]) increases significantly
in fast speech. Notice, however, that the speed of the algorithm cannot be
interpreted directly as speech pace, because the latter does not increase with one
or two orders of magnitude as does the algorithm when contrasting Tstep = 2 as
to Tstep = 0.1. So, we either see the present model only as a first approximation
to how to model the fact that speech precision decreases due to increased speed;
or we speculate about the speech organs failing to meet the increased pace set
by the brain.

As regards the three types of words and their observed frequencies in the
experiment of Schreuder and Gilbers (2004), we shall return to them after having
refined our model.

What to do with the emergence of the absurd form u[us][s]? In section
5.6, an improved model will be proposed—including further constraints—that
matches better the observed forms in Types 0-3, and which involves an un-
attested form only for Type 2. Nonetheless, a really good model, which also
satisfies phonologists,15 is still under development.

Before changing the phonological model, however, let us analyse further the
present system through a few more experiments. Not so much in order to find
a better match between empirical results and the model, but rather in order
to obtain a better understanding of Simulated Annealing Optimality Theory in
general.

5.5 Further experiments

5.5.1 The role of Tstep

The goal of this first simulation was to observe the role of Tstep more closely,
repeating some of the observations already advanced in the previous section.
Again, the hierarchy was OOCz=2,σ=susu � *ΣΣ � Parse-σ, corresponding
to the Dutch word fototoestel (‘photo camera’). Furthermore, each of the 43
candidates acted 100 times as the starting point of the simulation, producing
4300 outputs in total. The parameters of the simulations were also the same as
in the simulation presented in the previous section.

15For instance, ample phonological arguments have been brought in the literature for Dutch
having no iambic foot (that is, [us]). Although the foot borders cannot be empirically tested,
phonologists would like to see a model that parses the word perfèctiońıst not as [us]u[s], but
as u[s]u[s].
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First, let us compare the outputs of the simulation with Tstep = 1, corres-
ponding to fast (allegro) speech, to those with Tstep = 0.1, arguably modelling
slow (andante) speech. With Tstep = 1, the model has little chance to rove in
the search space, and in practice, you just slide down the slope, and reach the
bottom of the valley in which you are initially. With a number of iterations in-
creased tenfold (Tstep = 0.1), however, the search space could be walked through
if there were no obstacles—as is the case in the initial phase of the simulation.
The outputs of such an experiment are summarised in the following table:

Outputs slow (andante) speech fast (allegro) speech
[s]u[su] 3940 3051
[su]u[s] 17 660
u[us][s] 343 589

Table 5.2: Slow versus fast speech in the simplest Schreuder-Gilbers model

In both simulations, most of the 4300 runs produced [s]u[su], i.e. fótotòestel.
This is the output predicted by the underlying Optimality Theoretic model,
and corresponds to the form seen as correct by the linguistic competence of the
native speaker.

An encouraging point to note in the chart is, however, the drastic increase
in the suboptimal form [su]u[s]. The 17 cases in slow speech is far below 1%. In
fact, running the simulation again with the same parameters resulted sometimes
in 0 or 1 cases only, among 4300. On the other hand, the parameter setting used
for modelling fast speech produced [su]u[s] in approximately 15% of the cases.
From repeating the experiment several times, the fluctuation of the output
fequency of [su]u[s] in the fast speech model seems to be less than 2%. In
sum, as we change the parameters of the simulation, the algorithm changes its
behaviour, and produces more outputs that correspond to a local, but not global
optimum. This result mirrors exactly the way in which changing speech rate
results in a higher percentage of the fast speech forms. Unfortunately, but not
surprisingly, the third parse, unattested in speech, u[us][s], is again present, and
it is more stable as Tstep diminishes than the more harmonic candidate [su]u[s].

Table 5.3 presents the number of outputs [s]u[su], [su]u[s] and u[us][s] pro-
duced under different speeds of simulation, in a repeated experiment, in which
the simulation was run n = 12900 times (300 times for each candidate as start-
ing point). The graph on Fig.5.3, presented earlier on page 135, reports on a
distinct run of the experiment with the same settings: although the exact values
are different, the shapes of the curves are similar.

A closer look both at Figure 5.3, as well as at Table 5.3 will reveal some
interesting details. The higher Tstep, the less probable it is that the correct
output ([s]u[su]) is returned. However, the ratios of the two alternative outputs
do not increase uniformly. The form u[us][s] is produced even with very low
Tstep values, while the form [su]u[s], the one observable in fast speech, is not
produced at all for Tstep < 0.05. For high Tstep values, the two local optima have
a comparable likelihood, meaning that the ratio of [su]u[s] grows more quickly.
It even reaches a significantly higher frequency for the highest Tstep-values.

Figure 5.4 relates the results of another repetition of the same experiment,
which zoomed in on the domain 0.001 ≤ Tstep ≤ 0.1. In order to achieve a
higher significance level, now 25800 outputs were generated for each Tstep (i.e.,
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Tstep nr. of [s]u[su] nr. of [su]u[s] nr. of u[us][s]
2 8825 2423 1652
1.5 8991 2316 1593
1 9110 2034 1756
0.75 9601 1741 1558
0.5 10150 1232 1518
0.25 10986 518 1396
0.2 11332 332 1236
0.15 11582 196 1122
0.1 11838 40 1022
0.05 12190 1 709
0.02 12565 0 335
0.01 12686 0 214

Table 5.3: Tuning Tstep in the simplest Schreuder-Gilbers model

Figure 5.4: Zooming in on the interval 0.001 ≤ Tstep ≤ 0.1: The frequency
of [su]u[s] (dotted line, lower right box), and of u[us][s] (dot-dashed line, three
boxes), on different scales.



5.5. Further experiments 139

600 runs for each candidate as the starting points).
The upper two boxes present the relative frequency of producing the “arte-

fact” form u[us][s] as a function of Tstep on two different scales. The lower
left box combines these two figures within one loglog plot. The lower right
box demonstrates the way the fast speech form [su]u[s] appears with increasing
Tstep. Looking at the numerical values represented in the graph, one gets the
impression that relative frequency first grows as an exponential function, then
as a power law with an exponent higher than 1; later the exponent decreases
to lower than 1, reaching finally an almost steady state function, such as the
relative frequency of u[us][s] with Tstep > 1.

5.5.2 The role of Tmax and Tmin (1)

So far, we have varied the parameter Tstep, while keeping the other parameters
unchanged. One may wonder what role the other parameters play in the SA-OT
algorithm (Fig. 2.8). Now, we are going to vary Tmax and Tmin, whereas the
later part of Chapter 6 will examine the role of another interesting parameter,
Kmax.

In fact, the primary role of varying Tstep was to change the number of itera-
tions. We could have also introduced an additional parameter that specifies how
many times we repeat the core of the loop before diminishing the temperature.
Some readers would find it more elegant, though I think that the algorithm has
already enough parameters without introducing an extra one. What would be
the difference between varying Tstep and introducing a parameter of repetition
R? The answer is related to the following question: how important is the ex-
act value of the second component of the temperature T = 〈K, t〉? Indeed, if
the second component t does not influence the outcome, we could have kept
the temperature unchanged for a while and replaced the inner loop with the
repetition of its core R = Tmax−Tmin

Tstep
times.

Parameters Tstep, Tmax and Tmin drive the inner loop of the SA-OT al-
gorithm, which diminishes this second component t. Besides mere repetition,
the role of t is to influence the transition probabilities, but only in the supposedly
rare case when the fatal constraint’s index k is equal to the first component K
of the temperature. How significant is this case? The following experiments
demonstrate that it does influence the outcomes of the algorithm. Varying
the upper and lower limits of the inner loop—that is, parameters Tmax and
Tmin—results in a measurable, though small variation in the distribution of the
outputs.

I conjecture that the effect would be larger in a model with fewer constraints,
and smaller in the case of more constraints, because more constraints would
diminish the chance of the fatal constraint’s index coinciding with K. If only
few constraints are present, or if the differences in the violation levels of some
constraints matter much, then t becomes more important. As an example,
recall that the second component of the temperature is crucial in an extreme
case such as the one appearing in tableau (2.18). In fact, this is the situation
where SA-OT turns into traditional simulated annealing. In this case, moving
from A to B increased the violation level of constraint C1 by d = 1, while
moving from C to B increased it by d = 2. This difference in the differences d is
exploited only by the probability e−d/t used when temperature is exactly in the
domain of constraint C1. Thus, without this most complicated last case in the
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Rules of moving (page 63) SA-OT would not display the behaviour described in
subsection 2.3.1 (increasing precision with an increasing number of iterations).
It is indeed worth bothering about this complicated definition.

There is a further motivation for asking about the role played by parameters
Tmax and Tmin, and this is the inherent arbitrariness in the definition of the
constraints as real valued functions. Indeed, a monotonic transformation of
a constraint, such as C ′i(w) := α + Ci(w) or C ′i(w) := γ · Ci(w) (γ > 0),
does not influence the underlying Optimality Theoretical grammar. The first
transformation does not influence the output frequencies predicted by SA-OT
either, for SA-OT requires only d = Ci(w) − Ci(w′), but the second one may
influence SA-OT. As multiplying each constraint by γ is equivalent to dividing
the algorithm’s parameter t (hence, Tmax, Tmin and Tstep) by γ, the experiments
to be presented now may also demonstrate the role of the definition of the
constraints in SA-OT.

Let us turn back to the experiments in which we varied Tmax and Tmin.
The question is whether changing the half-closed interval [Tmax, Tmin) covered
by t in the inner loop affects the outcome. Such an effect would demonstrate
that t—hence, the last of the Rules of moving—does influence the algorithm.
When varying Tmax and Tmin, however, we shall also adjust Tstep, so that R =
Tmax−Tmin

Tstep
, thus the number of iterations, be constant. The role of the number

of iterations has already been demonstrated in the previous experiment, so we
have to control for this factor.

Replacing the interval [Tmax, Tmin) by [Tmax + τ, Tmin + τ) corresponds to
increasing the value of t by τ in each iteration, which in turn means that e−d/t

becomes e−d/(t+τ), a probability closer to 1. Similarly, if the original inter-
val [Tmax, 0) (that is, specifically Tmin = 0), is replaced by [ν · Tmax, 0) (and
Tstep simultaneously becomes ν ·Tstep), then the transition probability grows to[
e−d/t

]1/ν
at every time step. This is why varying [Tmax and Tmin) can measure

the importance of t’s exact value during the algorithm.

Based on a preliminary experiment, Table 5.4 compares the outputs pro-
duced under three different parameter-settings. Experiments A refer to the
parameters used so far: in each domain, the temperature drops from Tmax = 3
to Tmin = 0, using some Tstep. In experiments B, temperature drops from
Tmax = 4 to Tmin = 1: for each Tstep, we perform exactly the same experi-
ment as in the corresponding experiment A, with the same number of steps,
but the probabilities of moving upwards are increased a little bit. In experi-
ments C, temperature drops in each domain from Tmax = 5 to Tmin = 0. This
involves increasing the number of steps, so one must compare for instance the
results of Tstep = 0.1 in experiment settings C to the experiments A and B with
Tstep = 0.06, because these are the conditions under which temperature drops
in 50 steps in each domain.

Let us have a closer look at this table. We can see that changing the con-
ditions does not influence the phenomena drastically, the only major difference
being that [su]u[s] begins appearing at different Tstep values. The maximum
of u[us][s] is around 12.9% (experiment A), 12.5% (experiment B) and 13.1%
(experiment C). Further experiments show that the differences are not signi-
ficant: running the simulation 43000 times (1000 times for each candidate as
starting point; Tstep = 1.5), we obtained 12.68% under conditions A, 12.87%
under conditions B, and 12, 96% under conditions C.
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Tstep A B C A B C A B C
2 68 68 71 19 20 16 13 13 13
1.5 68 69 73 20 18 14 13 13 13
1.2 71 71 74 16 16 12 13 12 13
1 72 71 75 16 16 13 13 13 12
0.7 75 76 80 12 11 8 13 12 12
0.65 76 76 80 12 12 7 12 12 12
0.5 78 78 83 10 10 6 12 12 11
0.35 83 82 85 6 6 3 11 12 11
0.25 85 84 88 4 5 1.7 11 11 10
0.2 87 86 90 2.7 3.2 0.8 10 11 9
0.15 89 88 91 1.4 1.8 0.3 9 10 9
0.12 91 90 92 0.6 0.8 0.1 8 9 8
0.1 92 90 92 0.4 0.6 0.02 8 9 8
0.07 94 91 94 0.1 0.2 0 6 9 6
0.05 95 92 94 0.02 0 0 5 8 6
0.02 97 94 97 0 0 0 3 6 3
0.015 98 94 98 0 0 0 2 6 2
0.01 98 94 98 0 0 0 1.5 6 1.7
0.007 99.0 94 98.9 0 0 0 1.0 5 1.1
0.005 99.1 95 99.2 0 0 0 0.9 5 0.8
0.002 99.7 95 99.7 0 0 0 0.3 5 0.3

Table 5.4: Varying Tmax and Tmax: The percentages of producing [s]u[su]
(columns 2-4), [su]u[s] (columns 5-7) and u[us][s] (columns 8-10), as a function
of Tstep, out of 12900 runs (starting the simulation 300 times with each of the
43 candidates), under various circumstances (see text).



142 Chapter 5. Stress in Dutch Fast Speech with SA-OT

% A B C
[s]u[su] 68.49 ± 0.25 68.11 ± 0.25 73.01 ± 0.25
[su]u[s] 18.74 ± 0.20 19.09 ± 0.20 14.18 ± 0.20
u[us][s] 12.76 ± 0.15 12.80 ± 0.15 12.81 ± 0.15

Table 5.5: Varying Tmax and Tmin, with Tstep = 1.5.

The ratio of [su]u[s] reaches a higher value under conditions A and B. Yet,
the fact that for Tstep = 2 we find only 16% in experiment C, whereas 19− 20%
under conditions A and B should not surprise us. This value for experiment
C should be compared to the very similar values in experiments A and B with
Tstep = 1.2, for this refers to the case when three temperature values are used
for each temperature-domain.16

When comparing the results under conditions A to those under conditions
B, we do not see so much difference. Can we nonetheless find some signific-
ant differences? Summing up several experiments, altogether 129000 runs with
Tstep = 1.5, we obtained the results on Table 5.5, exhibiting weakly significant
differences.17

5.5.3 The role of Tmax and Tmin (2)

In a next experiment, I ran a simulation producing five times 43000 outputs—
43000 outputs corresponds to starting the simulation 1000 times from each of
the 43 candidates—under four different conditions (see Table 5.5). Repeating
the whole experiment five times helped in estimating the standard error of the
experiment: I calculated not only the mean but also the dispersion of the five
values obtained with the same parameter setting.

The first condition (3-0) corresponds to the original one: in each domain, the
component t of temperature is decreased from Tmax = 3 until t > Tmin = 0. In
the second condition (4-1), the same number of steps is achieved by decreasing
the temperature from Tmax = 4 until Tmin = 1. In the third condition (6-0),
the temperature decreases from Tmax = 6 to Tmin = 0, but the Tstep values are
doubled, in order to have the same number of steps. Similarly, under condition
1.5-0, temperature decreases from Tmax = 1.5 to Tmin = 0, by using the half of
the original Tstep values. Again, the reason of changing Tstep in conditions 6-0
and 1.5-0 was to measure exclusively the influence of choosing the limits of the

16In the experiment mentioned earlier (running the simulation 43000 times, i.e. 1000 times
with each candidate as starting point; Tstep = 1.5), the proportions of [su]u[s] were: 18.82%
for A, 19.23% for B, and 14.28% for C.

17I ran three times 43000 simulations (43000 simulations correspond to running 1000 times
for each of the 43 candidates as starting point of the simulation), for both conditions A, B
and C (Tstep = 1.5).

The outputs under condition A: 68.50%, 68.68% and 68.30% for [s]u[su]; 18.82%, 18.57%
and 18.84% for [su]u[s]; 12.68%, 12.74% and 12.85% for u[us][s]. The outputs under condition
B: 67.90%, 68.15% and 68.28% for [s]u[su]; 19.23%, 18.97% and 19.06% for [su]u[s]; 12.87%,
12.87% and 12.66% for u[us][s]. Under condition C: 72.76%, 73.07% and 73.21% for [s]u[su];
14.28%, 14.18% and 14.07% for [su]u[s]; and, finally, 12.96%, 12.75% and 12.72% for u[us][s].

Concerning the error of such an experiment, we can approximate the results with a binomial
distribution. Thus, for instance, running the simulation A N = 43000 times, we obtained
the output [s]u[su] with a relative frequency p = 68.49% and with a relative error of σ =q
p(1−p)
N

≈ 0.25%.
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Tstep output 3-0 4-1 6-0 1.5-0
1.5 [s]u[su] 68.46 ± 0.17 67.99 ± 0.23 67.70 ± 0.26 68.33 ± 0.26

[su]u[s] 18.82 ± 0.04 19.16 ± 0.08 19.45 ± 0.21 18.76 ± 0.20
u[us][s] 12.72 ± 0.15 12.85 ± 0.19 12.85 ± 0.11 12.90 ± 0.13

0.5 [s]u[su] 78.11 ± 0.25 77.60 ± 0.14 76.92 ± 0.19 77.48 ± 0.22
[su]u[s] 9.79 ± 0.12 10.22 ± 0.12 10.49 ± 0.14 10.00 ± 0.12
u[us][s] 12.11 ± 0.21 12.18 ± 0.11 12.59 ± 0.15 12.52 ± 0.17

0.06 [s]u[su] 94.01 ± 0.13 91.99 ± 0.11 91.94 ± 0.18 95.70 ± 0.10
[su]u[s] 0.049 ± 0.008 0.073 ± 0.015 0.046 ± 0.014 0.034 ± 0.007
u[us][s] 5.94 ± 0.14 7.94 ± 0.11 8.01 ± 0.19 4.27 ± 0.10

0.005 [s]u[su] 99.21 ± 0.06 94.53 ± 0.05 98.38 ± 0.07 99.64 ± 0.03
[su]u[s] 0.0 ± 0.0 0.0 ± 0.0 0.0 ± 0.0 0.0 ± 0.0
u[us][s] 0.79 ± 0.06 5.47 ± 0.05 1.62 ± 0.07 0.36 ± 0.03

Figure 5.5: Four different Tmax-Tmin pairs: Percentage of outputs (mean ±
standard deviation), obtained from running five sets of simulations, producing
43000 outputs each (43000 outputs corresponds to starting the simulation 1000
times from each of the 43 candidates). Note that the Tstep values given in the
left column were applied in the 3-0 and 4-1 cases, whereas the doubled values
were applied in the 6-0 case, and the halved values in the 1.5-0 case, in order to
keep the same number of steps.

inner loop of the algorithm, and to discard the effect of changing the number of
iterations.

Both the 4-1 and the 6-0 cases differ from the 3-0 case in that the transition
probabilities of moving uphill are slightly increased. Imagine, for instance, that
the violation profiles of two neighbours differ fatally in that one of the candidates
has one more violation of constraint Ck. Temperature T has just entered the
domain of constraint Ck (T = 〈k, Tmax〉). Then, the probability of moving from
the better candidate to the worse one is e−1/3 ≈ 0.717 in 3-0, and e−1/4 ≈ 0.779
in 4-1—not a major difference. Before the temperature leaves the domain of
that constraint, however, the same probability is almost 0 in 3-0, but more
than e−1 ≈ 0.368 in 4-1. Similarly, the transition probabilities in the 6-0 case
are the square root of the corresponding probabilities in the 3-0 case at the
same point of the simulation, since the value of t is the double of the value of
t in the corresponding situation under 3-0. However, the same probabilities are
diminished, reduced to their squares, under condition 1.5-0.

Based on the small but significant differences appearing on Table 5.5, we
could already argue earlier that the system does make use of the counter-optimal
moves that are slightly more probable under conditions 4-1 (called B in the
previous experiment) than under conditions 3-0 (or A).

What are the significant differences introduced by changing the parameters?
Decreasing the probabilities of moving uphill, as it happens when we change
condition 3-0 to condition 1.5-0, has ambiguous effects. With the highest Tstep

values, no significant difference can be detected, with the middle high Tstep

values, more correct outputs ([s]u[su]) are produced under 3-0, whereas the
opposite is true for the case with the two lowest Tstep values. These significant
differences confirm that whenever “real” simulated annealing is performed—
namely, moving upwards in the search landscape is an option reasonably often
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because temperature is decreased slowly enough—then moving upwards in the
special case of k = K indeed influences the output of the algorithm. Sometimes
this influence is positive, and sometimes negative, but there is such an influence.

Increasing the probabilities (4-1 and 6-0, compared to 3-0), however, will
reduce the probability of returning the globally optimal form [s]u[su]. Further-
more, the size of this difference increases as the number of steps performed
within one domain grows, that is, as we decrease Tstep.

Interestingly enough, the size of the difference in producing the fast speech
form [su]u[s] decreases slightly with lower Tstep values. However, it is the u[us][s]
production that grows from a non significant difference (Tstep = 1.5) into a
highly significant difference (Tstep = 0.005). Consequently, the size of the dif-
ference in the [s]u[su] production between the 3-0 condition on the one hand,
and the increased probability conditions (4-1, 6-0) on the other hand has to be
explained by different factors for different Tstep values: for higher Tstep values
it is a consequence of the different [su]u[s] production, whereas for lower Tstep

values it originates from the different u[us][s] probabilities.
To sum up, we can say that the very complicated topology of the search

space used is the key to understanding the behaviour of the simulation under
different parameters. The search space can be vaguely seen as being composed of
three major valleys. At the bottom of them we find [s]u[su], [su]u[s] and u[us][s],
respectively, the first being the global optimum and the latter two being only
local optima. The valley with [s]u[su] at its bottom is by far the widest, covering
roughly 70% of the space, whereas the two other valleys cover approximately
15% each. At least, this is the picture obtained if we simply descend the slope
when simulating fast speech. However, in the simulation of slow speech, we
allow much more moving upwards, and therefore, we have more chance to find
the global optimum. The fine structure of the search space would explain why
it is much easier to get from the valley of [su]u[s] to the valley of [s]u[su] than
from the valley of u[us][s]: either it depends on the distance of the valleys, or on
the height of the intervening hills, or on the chances to enter each of the valleys
from the region between the two valleys.

In the following section, we aim at improving our model and getting rid of
the unattested form u[us][s] by introducing further constraints.

5.6 Improving the Schreuder-Gilbers model18

As we have seen, the candidate u[us][s] appears as the output of the simulation,
even with very low Tstep values, that is, when the number of iterations is high.
Yet, this candidate does not correspond to anything observed in real speech.
The goal of this section is to improve the underlying linguistic model in order
to be able to account better for the observations.

In fact, having two stressed syllables adjacent to each other is surprising.
This observation motivates introducing another constraint to the hierarchy:
*Clash, proposed originally by Kager (1994), assigns a violation mark to each
stressed syllable that immediately follows another stressed syllable:

18The results of the present section have been presented as B́ıró (2004) and published as
B́ıró (2005a). In this section, Tmax = 3, Tmin = 0, Kstep = 1, while Kmax is always one
domain higher than the highest ranked constraint.
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Tstep [s]u[su] [su]u[s]
3 0.5883, 0.5824, 0.5855 0.4117, 0.4176, 0.4145
1 0.6266, 0.6268, 0.6405 0.3734, 0.3732, 0.3595
0.3 0.8182, 0.8172, 0.8142 0.1818, 0.1828, 0.1858
0.1 0.9771, 0.9775, 0.9769 0.0229, 0.0225, 0.0231
0.03 1.0000, 1.0000, 1.0000 0.0000, 0.0000, 0.0000
0.01 1.0000, 1.0000, 1.0000 0.0000, 0.0000, 0.0000

Table 5.6: *Clash included: The ratio of different outputs for a four-syllable
word with the ranking *Clash � OOCσ=susu,z=2 � *ΣΣ � Parse-σ. As
candidate u[us][s] is not a local optimum anymore, it is never returned. One
simulation consists of running the algorithm 25800 times: that is, choosing
600 times each of the 43 candidates as initial candidate. The simulation was
run three times with the same Tstep value in order to assess the error of the
algorithm.

Definition 5.6.1. The number of violation marks assigned by constraint *Clash
to candidate w is the number of substrings “s][s” within the candidate w.

Now, the harmony function is defined by the hierarchy

*Clash � OOCz=2 � *ΣΣ � Parse-σ.

Under such circumstances, the candidate u[us][s] is not a local optimum any
more. Indeed, only two optima exist, those produced in real speech: the global
optimum [s]u[su] and the fast speech form [su]u[s]. Experiments show that this
model nicely fits empirical observations. The two local optima are returned
with Tstep > 0.1 (the parameter settings corresponding to fast speech), and the
global optimum shows up alone for Tstep < 0.1, similarly to slow speech (Table
5.6 and Fig. 5.6).

Ranking constraint *Clash high leads, however, to problems in the case
of words such as zúid.à.fri.kàans (‘South African’) or ùit.gè.ve.ŕıj (‘publisher’)
(Schreuder and Gilbers, 2004), which do include adjacent stresses in their gram-
matical form. If, on the other hand, constraint *Clash is ranked lower than
OOC, then candidate u[us][s] remains a local optimum, as shown by tableau
(5.7). Therefore, we replace *Clash with another constraint, Align(word,foot,left)
(McCarthy and Prince, 1993a,b; McCarthy, 2002). This widely used constraint
assigns one violation mark to each candidate whose left edge does not align with
the left edge of some foot, and reflects the fact that the first syllable of most
Dutch words bears some stress:19

Definition 5.6.2. Align(word, foot, left)(w) = 1 if w begins with an unparsed
syllable (u), and Align(word, foot, left)(w) = 0 if w begins with the left bracket
of some foot ([).

The results of the experiments with constraint Align(word,foot,left) appear
in Table 5.7 and on Figure 5.7. The picture obtained by using the constraint
Align(word,foot,left) is similar to the one that resulted from *Clash, although

19McCarthy (2002)’s criticism against gradient constraints, corroborated by B́ıró (2003),
does not apply here: although Align(word,foot,left) is an alignment constraint, it is not
gradient in any sense.
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Figure 5.6: *Clash included: See caption of Table 5.6. The probabilities of
the fast speech form [su]u[s] being returned are plotted as functions of Tstep

(left boxes) and of the number of iterations performed within one temperature
domain (3/Tstep, right boxes). The probabilities of obtaining the grammatical
form [s]u[su] is 1 minus the plotted probabilities. The x axis is linear on the
upper graphs, and logarithmic on the lower ones.
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Tstep [s]u[su] [su]u[s]
3 0.8036, 0.8048, 0.8005 0.1964, 0.1952, 0.1995
1 0.8520, 0.8519, 0.8522 0.1480, 0.1481, 0.1478
0.5 0.9031 0.0969
0.3 0.9518, 0.9548, 0.9540 0.0482, 0.0452, 0.0460
0.2 0.9706 0.0294
0.15 0.9848 0.0152
0.12 0.9912 0.0088
0.1 0.9953, 0.9956, 0.9959 0.0047, 0.0044, 0.0041
0.09 0.9965 0.0035
0.08 0.9980 0.0020
0.05 0.9997 0.0003
0.03 1.0000 0.0000

Table 5.7: Align(word, foot, left): The ratio of obtaining different outputs
for a four-syllable word with respect to the ranking Align(word, foot, left) �
OOCσ=susu,z=2 � *ΣΣ � Parse-σ. One simulation consists of running the
algorithm 25800 times. The simulation was run sometimes three times with the
same Tstep value in order to assess the error of the algorithm.

the ratio of the fast-speech form [su]u[s] is lower in the former case. Nevertheless,
constraint Align(word,foot,left) allows us to apply our model successfully to
other inputs.

Indeed, so far, we have succeeded in accounting for the andante and allegro
forms of Type 0 words, such as fótotòestel ’camera’ (output faithful by OOC to
string susu). Can the new ranking Align(word, foot, left) � OOC � *ΣΣ �
Parse-σ also account for the fast speech phenomena corresponding to Types
1-3 on page 122)?

Type 1 included Dutch words such as stu.die.toe.la.ge (’study grant’) or
weg.werp.aan.ste.ker (’disposable lighter’) that are five-syllable compounds, a
two-syllable word followed by a three-syllable one. In these cases the stress
pattern enforced by Output-Output Correspondence in slow, careful speech is
susuu, the concatenation of su and of suu. However, a right-shift takes place
in allegro speech, resulting in the suusu pattern. Simulated annealing with the
previously used parameters imitates human-like behaviour: the percentage of
producing [s]u[su]u grows from 49% to 96%, as Tstep drops from 3 to 0.03.

The remainder of the outputs are, however, evenly distributed between the
candidates [su]u[su], the empirically observed fast-speech form, and [su]u[us], an
unattested form. The reason is clear: the latter two forms are assigned exactly
the same violation profile and are neighbours in the search space. Consequently,
they are situated at the bottom of an elongated valley. Whatever the probab-
ility of the system getting stuck in this valley, the two forms will be returned
with equal probability. Yet, by adding a slight slope to this valley, we can fa-
vour one of the two forms. So we introduce an additional constraint, such as
FootType(trochaic), which will prefer the form [su]u[su] over its unattested
neighbour, [su]u[us], and will drive the system towards the attested fast speech
form. The constraint FootType(trochaic), assigning one violation mark to
each binary iambic foot [us], is a widely used constraint (Tesar and Smolensky,
2000), and its use is consonant with traditional analyses of Dutch arguing for
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Figure 5.7: Align(word, foot, left): See caption of Table 5.7. The probabil-
ities of the fast speech form [su]u[s] being returned are plotted as functions of
Tstep (left figures) and as functions of the number of iterations performed within
one temperature domain (3/Tstep, right figures). The probabilities of obtaining
the grammatical form [s]u[su] is 1 minus the plotted probabilities. The x axis is
linear on the upper graphs, and logarithmic on the lower ones.

Tstep [s]u[su]u [su]u[su] [s]u[su]u [su]u[su]
z = 2 z = 2 z = 1 z = 1

3 0.465 0.535 0.548 0.452
1 0.519 0.481 0.623 0.377
0.3 0.646 0.354 0.806 0.194
0.1 0.800 0.200 0.964 0.036
0.03 0.960 0.040 0.9998 0.0002

Table 5.8: Frequency of the outputs in a simulation for Type 1 words (such
as studietoelage) with the hierarchy Align(word, foot, left) � OOCσ=susuu

� *ΣΣ � Parse-σ � FootType(trochaic). The observed andante form is
susuu, whereas the allegro (fast speech) form is suusu. A first experiment (first
two columns) used OOC with z = 2, whereas the last two columns report on
a second experiment where z = 1. Both experiments included 71400 runs (600
times starting from each of the 119 candidates).
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Tstep [us]u[s] [s]u[us] [s][su]u [us]u[s] [s]u[us] [s][su]u
z = 2 z = 2 z = 2 z = 1 z = 1 z = 1

3 0.420 0.349 0.231 0.496 0.382 0.122
1 0.476 0.281 0.243 0.556 0.314 0.131
0.3 0.639 0.101 0.260 0.715 0.189 0.095
0.1 0.762 0.010 0.228 0.902 0.074 0.024
0.03 0.839 0.000 0.161 0.998 0.0017 0.0004

Table 5.9: Frequency of the outputs in a simulation for Type 2 words (such
as perfectionist) with the hierarchy Align(word, foot, left) � OOCσ=susuu �
*ΣΣ � Parse-σ. The observed andante form is usus, and the allegro form is
suus. In the first experiment (first three columns) z = 2 for OOC, while z = 1 in
the second experiment (last three columns). Both experiments included 25800
runs (600 times starting from each of the 43 candidates).

trochaic feet (e.g. Hayes, 1995, p. 305-306). Moreover, the fact that we have de-
moted this constraint to the bottom of the hierarchy, ensures that our previous
results are not influenced by the introduction of this new constraint.20

Definition 5.6.3. The number of violation marks assigned by constraint Foot-
Type(trochaic) to candidate w is the number of binary iambic feet (the number
of substrings “[us]”) within the candidate w.

Table 5.8 presents the results of such an experiment. Observe that in “ex-
treme fast speech” (Tstep = 3), the percentage of the grammatical output susuu
is lower than 47%, significantly below 50%. Section 5.2 discussed the difficulties
Boersma (1997)’s Stochastic Optimality Theory would face if required to pro-
duce the grammatical form in less than half of the cases using the reranking of
constraints OOC and *ΣΣ. However an adequate model must be able to do
so, since (Schreuder, 2006) observed a frequency as low as 38% for words in the
type studietoelage (Table 5.1 on page 123).

Type 2 words (per.fec.tio.nist, ‘perfectionist’ or a.me.ri.kaan ‘American’)
include a suffix that must bear a stress. Their careful pronunciation—determined
by OO-Correspondence to the string usus—follows the stress pattern usus,
whereas a left-shift occurs in fast speech yielding suus.

If we apply our model to this case (four-syllable input, OOCσ=usus, the
results are reported in Table 5.9), the grammatical form is again returned in
the majority of the cases, and its proportion converges to 1 with decreasing Tstep

20The earlier landscape, the one corresponding to input fototoestel (four-syllable word, OOC
calculated with reference string susu) and to hierarchy OOCz=2 � *ΣΣ � Parse-σ, did not
include any horizontal move, because each of the basic operations involved a change in the
violation level of at least one of the constraints. Namely, inserting or deleting one monosyllabic
foot certainly influenced the word’s behaviour with respect to Parse-σ, as did moving one foot
bracket; whereas changing the head syllable within a bisyllabic foot increased or decreased the
violation level of OOCσ=susu by two, since the reference string contained a stressed and an
unstressed syllable alternately. Consequently, the fatal constraint distinguishing between the
violation profiles of neighbours was either Parse-σ, or a higher ranked constraint, and this
is why introducing new constraints would not influence the model if they were ranked lower
than constraint Parse-σ. If, however, the reference string of OOC includes a substring ss or
uu, it is possible that altering the head syllable within a bisyllabic foot does not change the
violation level of any of the previously mentioned constraints, and this is why a low ranked
constraint FootType(trochaic) can become important.
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values. Nonetheless, simulated annealing partially fails to predict the correct
performance errors. Beside the empirically observed fast speech form [s]u[us],
an additional local optimum emerges, namely, [s][su]u.

Interestingly enough, the candidate [s][su]u is even harmonically bounded
*(see page 24) by [su]u[s]: both satisfy Align(word, foot, left), both incur two
marks by OO-correspondenceσ=usus (for any z), and one mark by Parse-σ,
while *ΣΣ is satisfied only by [su]u[s]. And yet, these two candidates are not
neighbours, so both can become local optima. Moreover, with z = 2, [s][su]u
is a local optimum that is more stable with respect to decreasing Tstep: even
though [su]u[s] is returned slightly more frequently with Tstep = 3 than [s][su]u,
its frequency drops quickly as Tstep is diminished, unlike the almost steady
frequency of [s][su]u. The moral of this observation is that different local optima
may have different stability with respect to variations of the parameters; and
what is more, a local optimum may turn out to be relatively frequent despite the
existence of a better local optimum that is easily avoided by careful annealing.21

This phenomenon also resists our attempts to introduce changes in the defin-
ition of Output-Output Correspondence, or to add new, low-ranked constraints,
such as Align(Word, Foot, right). For instance, if z = 0 in OOC, not only does
[s][su]u disappear, but also the fast speech form [s]u[us], while a new (empiric-
ally unattested) local optimum, [s][s]u[s], shows up besides the global optimum
[us]u[s]. For z = 3, the form [s][su]u is extremely persistent, its frequency even
grows as Tstep diminishes from 3 to approximately 0.4, and starts decreasing
only not much before the likelihood of [s]u[us] drops drastically to but a few
percent (Tstep < 0.3). Table 5.10 presents the results of the experiment focusing
on this surprisingly new type of behaviour of the system. This is the first time
we observe that decreasing Tstep does not automatically cause the probability
of a local optimum to diminish.

The results obtained by using z = 1 (the right hand side of Table 5.9) will
turn out to be one of the best experiments, when we compare the results of the
same ranking using the other types of words. The ratio of [s][su]u is kept as low
as 12−13% when Tstep = 3, with a probability three times higher for [s]u[us]. In
addition, none of the two local optima is more stable: the probability of [s]u[us]
is steadily twice or three times higher than that of [s][su]u, while both converge
to zero with diminishing Tstep. A source of this relative success might be that for
z = 1, [s][su]u and its neighbour, [s][su][s] violate equally OOCσ=usus, only the
lower ranked *ΣΣ distinguish between them, and therefore, the random walker
can more easily escape to [us]u[s].

A further idea has been be to introduce constraint Align(Word, Foot, right),
which punishes [s][su]u, while favouring [us]u[s] and [s]u[us]:

Definition 5.6.4. Align(Word, Foot, right)(w) = 1 if w ends with an unparsed
syllable (u), and Align(Word, Foot, right)(w) = 0 if w ends with the right
bracket of some foot (]).

Nonetheless, candidate [s][su]u is still a local optimum besides [us]u[s] and
[s]u[us] (z = 2, z = 1), unless Align(Word, Foot, right) is ranked higher than

21Recall that Coetzee (2004) predicted more harmonic forms to be more frequent. We have
already mentioned that SA-OT, contrary to Coetzee (2004)’s proposal, allows a candidate not
to surface in the language, and yet to be better than an emerging form, if the first candidate is
not a local optimum. Now, we can see an example for a worse candidate being more frequent
even if the better, though less frequent candidate is also a local optimum.
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Tstep [us]u[s] [s]u[us] [s][su]u
3 0.430 0.339 0.231
2 0.449 0.309 0.242
1 0.489 0.266 0.246
0.80 0.509 0.233 0.258
0.60 0.559 0.178 0.263
0.60 0.555 0.178 0.267
0.60 0.549 0.182 0.268
0.55 0.558 0.176 0.266
0.50 0.557 0.177 0.266
0.50 0.559 0.171 0.269
0.50 0.561 0.175 0.264
0.48 0.579 0.156 0.265
0.45 0.579 0.149 0.272
0.45 0.582 0.151 0.267
0.45 0.586 0.148 0.266
0.42 0.599 0.134 0.268
0.42 0.605 0.131 0.265
0.42 0.598 0.132 0.269
0.40 0.599 0.132 0.269
0.40 0.599 0.133 0.268
0.40 0.603 0.129 0.268

Tstep [us]u[s] [s]u[us] [s][su]u
0.38 0.607 0.130 0.263
0.38 0.601 0.126 0.272
0.38 0.600 0.131 0.269
0.35 0.618 0.111 0.270
0.35 0.619 0.113 0.268
0.35 0.618 0.116 0.267
0.32 0.636 0.099 0.266
0.30 0.644 0.084 0.271
0.30 0.652 0.086 0.262
0.30 0.649 0.086 0.264
0.25 0.665 0.075 0.261
0.25 0.661 0.075 0.264
0.25 0.665 0.075 0.260
0.20 0.693 0.048 0.259
0.18 0.702 0.039 0.258
0.15 0.723 0.026 0.251
0.12 0.755 0.013 0.232
0.10 0.769 0.009 0.222
0.08 0.794 0.0027 0.203
0.05 0.843 0.0003 0.156
0.03 0.889 0.000 0.111

Table 5.10: Outputs when using OOCσ=usus,z=3: The hierarchy used was
Align(word, foot, left) � OOCσ=usus,z=3 � *ΣΣ � Parse-σ � Foot-
Type(trochaic). Each experiment consisted of 25800 runs, that is, 600 runs
launched form each of the 43 candidates. The experiment has been repeated
for some Tstep values in order to be able to assess the error. Many more runs
would have been needed to determine exactly where the maximum of [s][su]u is
located, but the figures clearly demonstrate that there is a maximum (or more
maxima) around Tstep = 0.4. This experiment demonstrates that decreasing
Tstep does not diminish the rate of some erroneous form automatically.
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Tstep [us]u[s] [s]u[us]
3 0.586 0.414
1 0.634 0.366
0.3 0.828 0.172
0.1 0.980 0.020
0.03 0.9999 0.0001

Table 5.11: Introducing constraint Align(Word, Foot, right): Fre-
quencies for Type 2 words, using the hierarchy Align(word, foot, left) �
Align(Word, Foot, right) � OOCσ=usus,z=2 � *ΣΣ � Parse-σ � Foot-
Type(trochaic)

Tstep 3 1 0.3 0.1 0.03
Type 0: susu
[s]u[su] 0.818 0.906 0.992 1.0000 1.0000
[su]u[s] 0.182 0.094 0.008 0.0000 0.0000
Type 1: susuu
[s]u[su]u 0.549 0.628 0.824 0.970 0.9999
[su]u[su] 0.451 0.372 0.176 0.030 0.0001
Type 2: usus
[us]u[s] 0.615 0.666 0.827 0.974 1.0000
[s]u[us] 0.385 0.334 0.173 0.026 0.0000
Type 3: ssus
[s][s]u[s] 0.655 0.708 0.896 0.992 1.0000
[su]u[s] 0.345 0.292 0.104 0.008 0.0000

Table 5.12: Results using hierarchy (5.9). Each simulation was obtained by
running the simulation 600 times from each candidate.

OOC. Seemingly, the hierarchy Align(word, foot, left) � Align(Word, Foot,
right) � OOCσ=usus,z=2 � *ΣΣ � Parse-σ � FootType(trochaic) pro-
duced only the required outputs (Table 5.11). The problem with this result is,
however, that in the case of Type 1 words (studietoelage), this hierarchy (with
OOCσ=susuu,z=2) does not have candidate [s]u[su]u (or any other parse of the
andante form susuu) optimal any more. Due to the highly ranked constraint
Align(Word, Foot, right), candidates parsing the ultimate syllable will become
better. Hence, we have to reject this constraint ranking, even though it would
solve our problem with respect to Type 2 words.

The only good combination of the constraints to be found was the following
hierarchy:

Align(word, foot, left)� OOCz=1 � Align(Word, Foot, right)�
� *ΣΣ� Parse− σ � FootType(trochaic) (5.9)

This hierarchy not only eliminates the unwanted local optimum in the case of
Type 2 inputs, but also works for all the other types (Table 5.12). Its only draw-
back will be that the empirically observed frequencies cannot be reproduced
adequately.

Finally, Type 3 words incurred a beat reduction (deletion of a stress) in
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Tstep [s][s]u[s] [su]u[s]
3 0.557 0.443
1 0.680 0.320
0.3 0.835 0.165
0.1 0.970 0.030
0.03 1.000 0.000

Table 5.13: Type 3 words, z = 0: the hierarchy used was Align(word, foot,
left) � OOCσ=ssus,z=0 � *ΣΣ� Parse-σ � FootType(trochaic). 600 runs
from each of the 43 candidates summed up to 25, 800 runs for each Tstep value.

Tstep [s][s]u[s] [su]u[s]
3 0.652 0.348
1 0.682 0.318
0.3 0.836 0.164
0.1 0.972 0.028
0.03 0.99992 0.00007

Table 5.14: Type 3 words, z = 1: the hierarchy used was Align(word, foot,
left) � OOCσ=ssus,z=1 � *ΣΣ� Parse-σ � FootType(trochaic). 600 runs
from each of the 43 candidates summed up to 25, 800 runs for each Tstep value.

fast speech, replacing the andante form ssus with the allegro form suus. The
andante forms submit themselves once again to the requirements imposed by
OO-Correspondence. This was the case in words such as zuid.a.fri.kaans (‘South
African’) or uit.ge.ve.rij (‘publisher’).

For z = 2 in the definition of OOC, simulated annealing predicts (especially
with higher Tstep = 3 values) the emergence of an incorrect fast speech form,
viz. [s]u[s][s], instead of [s]u[us] or [su]u[s]. In fact, [s]u[us] is not a local op-
timum, for its neighbour [s][s][us] is more harmonic with respect to the hierarchy.
Similarly, [su][s][s], a neighbour of [su]u[s] incurs fewer violation marks by con-
straint OOCσ=ssus,z=2 : although one more violation mark originates from the
mismatch in the third syllable, yet the difference in the number of stressed syl-
lables adds two more violation marks to [s]u[us]. Candidate [s]uu[s] is even less
harmonic than its neighbours [su]u[s] or [s]u[us]. In sum, none of the possible
parses of the observed fast speech form suus is a local optimum.

For z = 0, however, [su]u[s] becomes a local optimum. Furthermore, it
becomes the only local optimum besides the grammatical form [s][s]u[s], and
the tuning of the parameter Tstep nicely reproduces the difference between slow
and fast speech, once again (Table 5.13).

As Table 5.14 shows, very similar results are returned for z = 1. The only
significant difference is observed when Tstep = 3. When cooling down the system
quickly, one can check which valley a candidate belongs to. Thus, this observa-
tion shows that some of the candidates have moved from the valley of [su]u[s]
to the valley of [s][s]u[s] when we changed the parameter z in the definition of
constraint OOC.

To sum up, let us collect what the following hierarchy yields for the four
types of words:
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Tstep 3 1 0.3 0.1 0.03
Type 2: usus
[us]u[s] 0.394 0.398 0.431 0.495 0.581
[s][s]u[s] 0.606 0.602 0.569 0.505 0.419
Type 3: ssus
[s][s]u[s] 0.661 0.680 0.835 0.969 1.00
[su]u[s] 0.339 0.320 0.165 0.031 0.00

Table 5.15: Summary for hierarchy (5.10) with z = 0. Each simulation
was obtained by launching the simulation 600 times from each candidate.

Type 0 susu Type 1 susuu Type 2 usus Type 3 ssus
Tstep [s]u[su] [su]u[s] [s]u[su]u [su]u[su] [us]u[s] [s]u[us] [s][s]u[s] [su]u[s]
3 0.797 0.180 0.545 0.455 0.488 0.386 0.652 0.348
1 0.862 0.115 0.620 0.380 0.543 0.323 0.682 0.318
0.3 0.962 0.015 0.807 0.193 0.720 0.186 0.836 0.164
0.1 0.977 0.0001 0.964 0.036 0.907 0.070 0.972 0.028
0.03 0.977 0.0000 0.9998 0.0002 0.998 0.002 0.9999 0.0001

Table 5.16: Summary for hierarchy (5.10) with z = 1. Each simulation
was obtained by launching the simulation 600 times from each candidate.

Align(word, foot, left) � OOC � *ΣΣ�
� Parse-σ � FootType(trochaic) (5.10)

For z = 0, we have trouble for Type 1 words. Namely, even though the
global optimum is a parse of the andante form ([s]u[su]u), yet the model fails
to predict the allegro form: the only other local optimum is [s]u[s][su]. Similar
problem arises for Type 2 words (OOCsigma=usus), where [s][s]u[s] is a local
optimum, unlike any parse of the observed allegro form. Interestingly, however,
this model correctly predicts that the grammatical form usus is extremely dif-
ficult to produce: even for low Tstep values the error rate is higher than 50%,
which is consonant with Schreuder (2006)’s experimental results (Table 5.15).
For Type 0 words (OOCsigma=susu), finally, the only local optimum is [s]u[su],
that is, we again have trouble explaining why human fast speech can produce
an “erroneous” form suus.

With weight z = 1 in the definition of OOC, the results shown on Table 5.16
were produced. Interestingly enough, the parse of the empirically observed fast
speech form suus for Type 2 is predicted to be [s]u[us], and not [su]u[s]. These
two parses behave similarly with respect to all constraints, except for the lowest
ranked one, Trochaic. Indeed, [su]u[s] satisfies this constraint, unlike [s]u[us].
And yet, the less harmonic [s]u[us] is a local optimum, and therefore may and
does emerge as an output; whereas [su]u[s] cannot be produced by the present
model for it has a better neighbour, namely, [us]u[s].

Unfortunately, Type 2 keeps on producing a third output, [s][su]u. The rate
of this empirically unattested form is between a third and a half (the latter for
Tstep = 0.3) of the rate of [s]u[us]. See the right part of Table 5.9, which reports
on the same experiment but performed earlier (hence the minor differences in
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fo.to.toe.stel uit.ge.ve.rij stu.die.toe.la.ge per.fec.tio.nist
‘camera’ ‘publisher’ ‘study grant’ ‘perfectionist’

susu ssus susuu usus
fó.to.tòe.stel ùit.gè.ve.ŕıj stú.die.tòe.la.ge per.fèc.tio.ńıst

fast: 0.82 fast: 0.65 / 0.67 fast: 0.55 / 0.38 fast: 0.49 / 0.13
slow: 1.00 slow: 0.97 / 0.96 slow: 0.96 / 0.81 slow: 0.91 / 0.20

fó.to.toe.stèl ùit.ge.ve.ŕıj stú.die.toe.là.ge pèr.fec.tio.ńıst
fast: 0.18 fast: 0.35 / 0.33 fast: 0.45 / 0.62 fast: 0.39 / 0.87
slow: 0.00 slow: 0.03 / 0.04 slow: 0.04 / 0.19 slow: 0.07 / 0.80

Table 5.17: Observed vs. simulated frequencies: Simulated frequencies
Using hierarchy (5.10) with z = 1 are given in italics, while observed ones in
bold (Schreuder, 2006). In the simulation, Tstep = 3 was used for fast speech
and Tstep = 0.1 for slow speech.

the values), where the frequencies of [s][su]u are also mentioned explicitely.

Table 5.17 (from B́ıró, 2005a) contrasts the empirical results of Schreuder
(2006) with the simulation results. Using hierarchy (5.10) with z = 1 (Table
5.16), we model fast speech by using Tstep = 3, and slow speech with Tstep = 0.1.
Then, the numerical match between Schreuder’s experiment and our simulation
is very nice for Type 3 words (uitgeverij ), and reasonably good for Type 1
words (studietoelage). In the later case, the 81% of the slow speech could be
easily reproduced by setting Tstep = 0.3 (cf. Table 5.16) instead of Tstep = 0.1,
but then the reason of changing the value of Tstep simulating andante speech
would be unclear. The 38% of the correctness in fast speech remains a mismatch
between the empirical data and the simulation, similarly to the values at both
speech rates for Type 2 words (perfectionist).

These quantitative mismatches, as well as the presence of an alternative
local optimum for Type 2 words should not discourage us. Modelling the an-
dante forms as globally optimal candidates and the allegro forms as the only
further local optima is in itself not a self evident task. Moreover, we could
reproduce qualitatively the circumstance that different types display different
frequencies—a result that other variations of Optimality Theory might have
problems explaining. Even more encouraging is that we correctly predicted the
relative rank of the three types: in both andante and allegro speech, Type 3 is
realised more frequently by the andante form than Type 1 is, and Type 2 words
have the least chance to be pronounced as their andante form. The fact that
accounting for this relative ranking had not been set a priori as a goal, but was
obtained as a surprise present, is an additional argument that SA-OT is “on the
right track”.

Recall, finally, that the model with hierarchy (5.9) (Table 5.12) had the
advantage that for all of the four Types, the global optima corresponded to the
andante forms and the allegro forms were the only other local optima in the
model. Hopefully, the reader will appreciate the non-triviality of this result by
now, even if the frequencies produced by this model are far from the empirically
observed ones. Another model (Table 5.15), which did not correctly reproduce
the allegro forms, did however correctly predict that finding the global optimum
is extremely difficult for Type 2 words, and produced frequencies for the andante
form well below 0.5.
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To sum up, I think I may be confident that one day somebody will find the
winning hierarchy.

5.7 Getting rid of OOC: Biased initial state

OOC is clearly an awkward constraint. What it tries to capture—besides ana-
logy effects—is the influence of the components on morphologically complex
words. These phenomena used to be accounted for by cyclical rules in pre-
OT Lexical Phonology (Kiparsky, 1982). As standard Optimality Theory sees
phonology as one big box, there is no room for cyclicity. (Serial OT is a Lexical
Phonology-type variation of standard OT.) As you have only input and output,
and no intermediate stages of morphological derivation, only the surface forms
of other lexical items can influence a given output form.

In SA-OT, however, there is an additional way of introducing the surface
forms of the constituents into the computation of the compound form. Remem-
ber that the algorithm is launched from an initial candidate, that is, a potential
surface form. So far, each element of the finite candidate set has been chosen
with equal probability to be the initial state. However, we can also introduce a
bias, and begin always with the candidate that is derived from the surface forms
of the compound’s components (that is, immediately from the reference string
σ preferred by OOCσ,z). Always launching the simulation from the candidate
most faithful to the morphological components should favour the local optimum
that is the closest. Thereby, we could get rid of the awkward OOC constraint
(and especially of its arbitrary parameter z), and replace it by stipulating which
candidate the algorithm should choose as initial candidate.

An additional argument could be brought in favour of such an approach.
What should be the level in the language that is optimised during production:
an utterance, a phrase, a word, a syllable? The search space (if not infinite)
often grows exponentially in the length of the unit to be optimised—not a
rosy perspective. Therefore, one could argue for a (parallel) optimisation of
smaller units, which is followed by the optimisation of their combination. In
this second phase, the optimisation process can concentrate on the way the
smaller units are combined and on the phenomena occurring at their edges.
This proposal seems to be sound, even if it might further reduce precision, the
optimum of a combination not always being the optimal combination of the
optimised building blocks. This proposal would correspond to the principle in
Lexical Phonology (Kiparsky, 1982) according to which lexical rules are applied
exclusively in derived context, that is, where some change has recently taken
place, for instance on the boundaries of the latest morphological derivation.
Phenomena supporting Kiparsky’s principle would then be exactly the cases
where serial local optimisation misses the global optimum.

In short, launching SA-OT from the candidate that is the concatenation of
the previously optimised (i.e., grammatical) forms of the compound’s compon-
ents introduces a bias that hopefully could account for phonological phenomena
grounded in morphology, which have also motivated Lexical Phonology and
OOC in the past. Additionally, such a “Serial SA-OT” would also simplify the
computation by decomposing the problem.

Sadly, however, the aim of getting rid of constraint OOC has not been
achieved yet. Still, the following experiments show at least what happens if
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Outputs slow (andante) speech fast (allegro) speech
[s]u[su] 937 950
[su]u[s] 1 45
u[us][s] 62 5

Table 5.18: Biased initial candidate: The outputs of running SA-OT 1000
times, and always choosing [su][su] as the initial candidate. Tstep = 0.1 for slow
speech and Tstep = 1 for fast speech.

we introduce such a bias into the choice of the initial candidate.

In the first experiment, I always took the candidate [su][su] as the start-
ing point of the simulation. The reason for that is that the word fototoestel is
obtained by compounding the words fóto and tóestel, that is, we join an [su]
component to another [su] component. Therefore, the candidate [su][su] is argu-
ably the candidate that should be taken as the starting point of the simulation.

The initial phase of the simulation, in which temperature is above the domain
of the highest ranked constraint, was introduced precisely in order to diminish
the role of the choice of the initial candidate. If the initial temperature is so high
that the random walker can walk all over the whole search space several times
before the decreasing temperature reaches the domain of the highest constraint,
we obtain a situation practically equivalent to the previous experiments, where
each candidate had equal chance to become the starting point of the walk. This
is why in the present experiment Kmax was not higher than the index associated
with the highest ranked constraint.

Table 5.18 shows the number of outputs out of 1000 runs, each taking [su][su]
as its starting point. The hierarchy was OOCσ=susu,z=2 � *ΣΣ � Parse-σ.
In each case, the starting value of the temperature was Kmax = 2, which was
the domain corresponding to the highest constraint (OOC). That is, no fully
random walk preceeded the simulation, the parameters of the simulation would
have been otherwise similar to the ones described in the previous experiments.
Tstep used for decreasing the temperature was 0.1 for andante speech and 1 for
fast speech.

Although the rate of the form [s]u[su]—the correct form for competence—is
similar in slow and fast speech, the fast speech form [su]u[s] becomes much more
frequent in the model of allegro speech. Here again, the “artefact” form u[us][s]
spoils the beauty of our results.

In the next experiment, I tried to avoid using OOC. The same landscape
is used for the three types with four syllables (0, 2 and 3), and the goal was
to end up the simulation in different local optima in function of the initial
candidate. Namely, the Type 0 word fótotòestel is a compound of [fóto] and
[tóestel ]. Hence, the initial candidate corresponding to this type is [su][su],
and the closest local optimum should be some parse of susu, such as [su][su] or
[s]u[su]. Type 2 word perfèctiońıst is derived from perf [éct ], and the ist ending
is stress bearing. Thus, SA-OT should choose u[s]u[s] as the initial candidate
for this word, and should be stuck in this (or in a similar) local optimum. Last,
the initial candidate corresponding to ùitgèveŕıj ought to be [s][su][s], which (or
its neighbour [s][s]u[s]) must be also a local optimum.

An additional argument for choosing these initial candidates was merely
pragmatic. Type 2 (usus) and Type 3 (ssus) words differ only in whether their
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first syllable has a stress. As inserting or deleting a monosyllabic foot is one of
the possible basic transformations , many of their parses are neighbours: [s][su][s]
and u[su][s], as well as [s][s]u[s] and u[s]u[s]. The goal, however, cannot be to
have neighbouring candidates (for instance [s][s]u[s] and u[s]u[s]) simultaneously
local optima: if a valley with a horizontal bottom were created, then forms
ssus and usus would be equally probable for both types. This is also why the
non-neighbouring candidates u[s]u[s] and [s][su][s] were chosen as initial states,
and why both have to be local optima where the simulation will be stuck.

Additionally, this same similarity renders finding an adequate hierarchy very
difficult: how can we prefer saving the first monosyllabic foot in [s][su][s], and
simultaneously not insert that initial foot into u[s]u[s]? A solution might be the
following model, which includes, among others, [su][su], u[s]u[s] and [s][su][s] as
local optima:

(FtBin mod 2)� FootType(trochaic)� Parse− σ (5.11)

Here, constraint (FtBin mod 2) is derived from the wide-spread constraint
FootBinarity (e.g. used by Tesar and Smolensky, 2000), which assigns one
violation mark to each monosyllabic foot [s]. Yet, we replace the number of
the monosyllabic feet by its remainder after dividing it by 2, in order to have
candidates u[s]u[s] and [s][su][s] (with an even number of [s]) satisfy it, unlike
their neighbours uuu[s], u[s]uu, u[s][us], [us]u[s], u[su][s] and [s][su]u with an odd
number of [s].

By performing a gradient descent (a simulated annealing with Kmin lower
than constraint Parse-σ, and thus not allowing any uphill moves) in this model,
we can account for the three types of words without reference to OOC. The three
types indeed correspond to launching the simulation from candidate [su][su],
u[s]u[s] and [s][su][s]. As each of them is a local optimum where the simula-
tion gets stuck, the parses corresponding to the morphological structure of the
words—[su][su] for Type 0 words, and so forth—are returned, and hence we
have accounted for the andante forms.

The fast speech form suus remains to be explained, nevertheless. We would
like the simulation to end up in some parse of suus whenever not ending up
in the andante form. Thanks to constraint (FtBin mod 2), parse [s]uu[s] is
also a local optimum. There are, however, many more local optima in this
model: [s][s][s][s], [s][s][su], uu[s][s], etc. In turn, if Kmax is higher, many different
candidates may be returned, not exclusively the initial candidate of the walk
(the andante form) and [s]uu[s] (the allegro form).

Further research may come up with a hierarchy that is able to do that. If
some parse of the fast speech form, for instance [s]uu[s], were the global op-
timum, and separated the local optima from each other,22 then faster speech
would correspond to more steps at higher temperature domains. In such a
model, gradient descent would be stuck in the local optimum that is the closest
to the initial candidate, thereby accounting for OOC-like phenomena in an-
dante speech. At the same time, fast speech would correspond to a “hothead
speaking”, to more iterations spent at higher temperature, which enhances the

22That is, paths connecting two local optima require climbing very high summits—which is
prohibited if Kmax is chosen adequately—unless the path passes by the global optimum. In
such a “star-shaped” neighbourhood structure, the algorithm returns either the local optimum
in the branch of the star from where the walk is launched, or the global optimum situated at
the heart of the star.
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chance of finding the globally optimal parse of suus. As this model employs only
markedness constraints describing what is “easy to pronounce”, the globally op-
timal candidate would be indeed universal, independent of the input, optimising
for pronunciation—as opposed to the morphologically informed andante form
which depends on the morphologically biased choice of the initial candidate.

Observe that this last model already moves away from the original idea in
this chapter to have higher Tstep values (fewer iterations) for slower speech, and
lower Tstep values (more iterations) for fast speech. In this respect, this last
proposal brings us to the models introduced in the next chapter where Kmax

will play an important role.

5.8 Discussion

Chapter 2 has introduced a version of simulated annealing as an algorithm for
finding the optimal candidate within some Optimality Theoretical grammar.
Although simulated annealing, like other heuristic techniques for combinatorial
problems, does not guarantee that one finds the optimal candidate, there are
quite a few arguments for using it. First, generation in Optimality Theory can
be of a very high complexity if the candidate set is huge. Heuristic techniques
have been actually developed to approximate the solution of these hard problems
within a reasonable time framework.

Second, if Optimality Theory is supposedly an adequate model for linguistic
competence, then Simulated Annealing for Optimality Theory models linguistic
performance. It is an “approximately good” algorithm that returns some form
within limited time, using a restricted computational capacity, and the chance
is not bad for the returned form to be the grammatically correct form predicted
by competence / OT. Furthermore, if circumstances require, the performance
model is able to work faster, although the probability of returning the grammat-
ical form diminishes. Not just anything can be returned as erroneous outputs,
but only local optima. This latter phenomenon may be used as a model for the
observed typical performance errors produced in fast speech.

In this chapter, we have demonstrated this argument by showing how SA-OT
can account for Dutch stress assignment. After having formulated the building
blocks of SA-OT, such as the candidate set, the neighbourhood structure and
the constraints, we played around with the model. We have demonstrated how
fast speech errors can be reproduced by decreasing the number of iterations,
that is, by increasing the parameter Tstep. Then, we varied in addition the
parameters Tmin and Tmax, and concluded that they also influence the success
of the algorithm slightly. This observation is relevant for instance if one asks
about the effect on SA-OT of monotonic transformations of the constraints,
such as C ′i(w) := γ · Ci(w) (γ > 0).

Subsequently, we tried to include further constraints in order to better ac-
count for the behaviour of the three types of words dealt with by Schreuder and
Gilbers (2004) and Schreuder (2006). Different word types produced different
landscapes due to constraint Output-Output Correspondence, and therefore they
returned the andante form and the allegro form with different frequencies for
the same parameter setting, even though the same process lies always in the
background. It is the topology and the landscape, formed by all candidates,
even by those not appearing on the surface, that explain the different frequencies
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for different word types.
The results presented might not be fully convincing, and yet, they should en-

courage further work. The demo at http://odur.let.rug.nl/∼birot/sa-ot/
index.php might help the interested to experiment further. During this ran-
dom walk in the search space of different constraints and rankings, we have also
encountered a number of interesting phenomena, such as the increasing ratio
of a non-global local optimum with decreasing Tstep in Table 5.10. Finally, we
tried to get rid of morphologically motivated constraints, such OOCσ,z, by in-
troducing a morphological bias into the choice of the initial candidate of the
algorithm, and argued for further research.

An objection by several readers was that stress shift in fast speech can be
simply explained by the tendency of languages to keep stress apart. While the
length of one intervening unstressed syllable is enough in normal speech, this
suggested time span requires two syllables at a faster rate. This explanation,
also found in Schreuder’s work, does not account, however, for the differences
found between word types.

A second objection argued that fast speech phenomena might be caused
not necessarily by increased speed per se, but by reduced degree of effort (cf.
eg., Kirchner, 1998). Notice, however, that the central factor in the simulations
presented was Tstep, that is, the number of iterations, which can be readily trans-
lated to milliseconds only if we suppose that one iteration steps is performed in
a constant time. This, however, may be not so simple, because the speed of our
simulations changed sometimes with a factor of 10 or 100. So the claim that the
speed of the algorithm models the speed of speech is true only qualitatively, and
the relationship between the two is not always one-to-one. But, on the other
hand, the number of iterations can be interpreted as the degree of effort at least
as much as real time.

How consonant is our model with related work on stress assignment? Both
computational (Eisner, 2000a) and psycholinguistic studies (Schiller, 2003) have
argued for an incremental—left-to-right directional—assignment of stress. Our
performance model, however, computes the stress of the whole word at once.
Yet, this apparent contradiction can be resolved easily. One the one hand, Eis-
ner’s directional evaluation of some constraints, different from those used in the
present study, is a theoretical construct on the level of the competence model,
determining which form is grammatical. Whether this idea can have any in-
fluence on performance models remains unclear. On the other hand, Schiller
et al. (2004) advances an alternative explanation of the outcome of their psy-
cholinguistic findings. The fact that the stress in the first syllable of bisyllabic
words is identified 60-70 ms earlier than the stress in the last syllable (Schiller,
2003) does not need to be explained by an incremental stress assignment; it
can also be due to the “sequential nature of a perceptual mechanism used to
monitor lexical stress”. In other words, it may be the case that the position of
the stress is calculated in the same amount of time for words with initial and
with final stress; and yet, word initial stress is recognised much faster because
when looking for the position of the stress in some experimental settings, the
word, whose stress has been already determined, is checked left to right.

The following chapter tackles a new linguistic phenomenon, employing a new
type of search space, and investigating new aspects of SA-OT.




