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Chapter 2

Some relevant statistics

For applications in Radiotherapy it is important to get an indication of the
reliability of the predicted NTCP values. If, for example, low NTCP values
with a huge uncertainty are predicted it might be advantageous to accept a
different plan with a slightly higher NTCP if one can be more confident in
the result. Also, confidence limits will allow the quantitative comparison of
different treatment plans and may be employed in the development of criteria
for automated treatment plan optimization.

In this work data obtained by irradiating a limited number of animals is an-
alyzed. Due to the chosen binary endpoint (paralysis) the statistical properties
of the dose groups can be described by the binomial distribution. First, the like-
lihood analysis of binary data is described in detail and second, the uncertainty
in the NTCP that is derived from the number of responders in a dose group is
calculated. This chapter ends with a discussion on how many animals one can
justify to irradiate for measurement of a single dose response curve.

2.1 Analyzing binary data: The likelihood

The probability density function of the measured NTCP is not a normal dis-
tribution. In order to fit NTCP models to this type of data this non-normal
behavior needs to be taken into account. In this section the statistical analysis
of binomial data and models will be described in detail.

2.1.1 The probability density function

The first step in calculating the probability density function (PDF) of the pa-
rameters ~θ of an NTCP model, given dose-volume-response data, is to calculate
the probability that a single data point would occur given the model and its
parameters. If a responder is denoted as R = 1 and a non-responder as R = 0,
the probability of an observation r is given by the Bernoulli distribution [32]:

P (R = r) = pr · (1− p)1−r (2.1)
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14 CHAPTER 2. SOME RELEVANT STATISTICS

In a dose-volume-response experiment, the probability p is given by the
NTCP which depends on the parameter set ~θ as well as the dose distribution
D. The PDF of an observation r for a single rat is given by:

P
(
D, r|~θ

)
=

[
NTCP

(
D, ~θ

)]r

·
[
1−NTCP

(
D, ~θ

)]1−r

(2.2)

A data set generally consists of Nset rats. The probability of the entire
data set occurring, given the parameters, can be calculated by multiplying the
probabilities of all data points:

P
(
D, r|~θ

)
=

Nset∏

i=1

P
(
Di, ri|~θ

)
(2.3)

This PDF is normalized with respect to r. In order to be able to use it as
a PDF or likelihood function for the parameters, it has to be normalized with
respect to the parameter space. This can be achieved by multiplying eq. 2.3 by
a normalization constant A, which is given by:

A (D, r) =
(∫

~θ

P
(
D, r|~θ

)
d~θ

)−1

(2.4)

Now the likelihood function for parameter set ~θ is in general given by:

P
(
~θ|D, r

)
= A (D, r) · P

(
D, r|~θ

)
(2.5)

It is more convenient both numerically and mathematically to use minus the
logarithm of the likelihood instead of the likelihood itself. Using eq. 2.3 and
2.5, it can easily be shown that the −ln(likelihood) is given by:

L
(
~θ|D, r

)
= − ln (A (D, r))−

Nset∑

i=1

ln
(
P

(
Di, ri|~θ

))
(2.6)

This function L has two components, one of which is independent of the
parameter values. This part can be separated into the quantity LA. Inserting
equation 2.2 into equation 2.6 then yields:

L
(
~θ|D, r

)
= LA (D, r) + Lθ

(
~θ|D, r

)
(2.7)

where LA is given by:

LA (D, r) = − ln (A (D, r)) (2.8)

and Lθ is given by:

Lθ

(
~θ|D, r

)
= −

Nset∑

i=1

[
ri · ln(NTCP (Di, ~θ)) + (1− ri) · ln(1−NTCP (Di, ~θ))

]

(2.9)
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In parameter fitting, only the part of L that actually depends on the pa-
rameter values is of interest. Therefore, in this work Lθ is analyzed instead of
L.

In typical dose-volume-response experiments, multiple animals receive the
same dose distribution. This has some influence on the likelihood calculation.
Rats receiving the same dose distribution can be grouped into dose groups with
each Ni animals and Ri responders. Equation 2.9 can then be rewritten to:

Lθ

(
~θ|D, r

)
=

−
∑

groups

[
Ri · ln(NTCP (Di, ~θ)) + (Ni −Ri) · ln(1−NTCP (Di, ~θ))

]
(2.10)

2.1.2 The maximum-likelihood parameters

The probability density function of the model parameters contains all the in-
formation the data offers about the model. In the maximum likelihood (ML)
fit the parameter set ~θML which maximizes the likelihood of the observations is
assumed to be the best representation of the model [33].

In the fit procedure the parameter set that results in the highest value of Lθ

has to be found using equation 2.10. In this work the maximum value of Lθ will
be denoted Lmax.

2.1.3 The mean parameters

The mean or expectation parameter values can be determined by calculating
the likelihood weighted mean of the parameter values over the parameter space:

~θmean =
∫

~θ

~θ · P
(
~θ|D, r

)
· d~θ (2.11)

Note that the mean parameters in general don’t have to be equal to the maximum-
likelihood parameters. For that to be true the Lθ landscape must be symmetric
around the maximum-likelihood parameters.

Numerically it is more convenient to use the likelihood map. Using equation
2.7 and the definition Lθ

(
~θ|D, r

)
= − ln

(
P

(
~θ|D, r

))
then results in:

~θmean =
∫

~θ

~θ · e−LA(D,r)−Lθ(~θ|D,r) · d~θ = A (D, r) ·
∫

~θ

~θ · eLθ(~θ|D,r) · d~θ (2.12)

In numerical calculations the Lθ landscape will be determined on a grid and
the normalization constant A in equation 2.12 can be found by summing the
exponential of Lθ over the entire grid.

2.1.4 Confidence limits on a single parameter

If the probability density function of a parameter is the normal distribution, the
confidence limits of the parameter can easily be calculated from the standard
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deviation. For example, the symmetric interval [θML + σ, θML − σ] is the 68%
confidence interval and similarly the [θML + 2σ, θML − 2σ] indicates the 95%
confidence interval. For such a parameter the likelihood function looks like:

P (θ|D, r) = Ae−
(θ−θ)2

2σ2 (2.13)

Using eq. 2.7 and the fact that for the normal distribution the mean value
of the parameter equals the maximum-likelihood value it is found that:

L (θ|D, r) = LA +
(θ − θML)2

2σ2
⇔ Lθ =

(θ − θML)2

2σ2
(2.14)

From eq. 2.14 it can be seen that the parameter values that yield an increase
of 1

2n2 in Lθ indicate the limits of the [θML + nσ, θML − nσ] interval. This
implies that an increase of Lθ by 1

2 corresponds to the 68% confidence interval
and an increase by 2.0 to the 95% interval.

This result holds only for a parameter with a normally distributed proba-
bility density function. However, for many other probability density functions
a transformation of the parameter θ into θ′ is possible such that the probabil-
ity density function of θ′ is a normal distribution. Therefore, the iso-likelihood
limits still equal the same confidence limits [34].

2.1.5 Joined confidence limits on multiple parameters

For multi-parameter probability distributions the confidence levels can be de-
rived from the χ2 distribution. If multiple parameters are involved, the confi-
dence interval consequently becomes a region in a multi-dimensional likelihood
space. Other confidence levels and the corresponding decreases in L are listed
in table 2.1 for different number of parameters.

In a fit of multiple parameters it is often desirable to know the confidence lim-
its for each parameter separately. From a multi-parameter confidence contour
the outer limits indicate the single-parameter confidence interval. Therefore the
extreme values of one parameter on the Lmax + 0.5 contour indicate the 68%
confidence interval of that parameter [33].

2.2 Goodness of fit (GoF)

The main question after fitting a model to experimental data is: “Does the
model describe the data?”. In this section a goodness-of-fit (GoF) criterion
similar to the χ2 test will be described.

The likelihood function Lθ contains all the information the data give with
respect to the parameters and a goodness of fit can therefore be derived from it.
Lθ itself is a measure for the GoF already as it gives the probability that the data
set would occur given the model. Lθ may be used when comparing models to
find the model that best fits the data, but it does not offer a criterion to accept
a model, or reject it because of bad fitting or containing more parameters than
the data can justify.
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2.2.1 The Lmax distribution

Similar to the χ2 test, the distribution of Lmax would give some information
on how the value found in the experiment relates to a theoretically expected
value [35]. If, however, dose-groups are used, a more strict criterion can be
used. Lmax consists of a parameter-dependent component and a part that is
data dependent only. If the data set contains dose groups with neither Ri = 0
nor Ri = Ni, then those dose groups have a non-zero contribution to Lθ, even if
the model exactly predicts that the NTCP for that group is Ri

Ni
. Therefore, the

likelihood strongly depends on the data set, which is undesired for the goodness
of fit.

2.2.2 The full model and the deviance

A better quantity to use, is only the part of Lθ that depends on both the
parameters and the data. To find this quantity the “full model” is introduced
[32].

The full model is defined to be the model which completely coincides with
the data. As the full model equals the data, the likelihood Lfull of this model
depends on the data only. Therefore, this likelihood equals the part of Lθ that
should not be considered in the GoF. Hence, the quantity Lθ −Lfull is a useful
quantity to determine the GoF. Though it still depends on the number of data
points, it no longer has a data-set-dependent offset. The quantity:

∆ = 2 · (Lθ − Lfull) (2.15)

is often used and is called the deviance [32]. Similar to the χ2 distribution, the
probability density function of ∆ can be used to determine the probability of
finding a fit which is at most as good as the model fit to the data. This is a
good statistic for the GoF. In this thesis a GoF of 5% is assumed to indicate a
discrepancy between the model and the data.

Table 2.1: Confidence levels of iso-LL contours for different numbers of parame-
ters. The bold-faced confidence levels indicate the parameter number and iso-Lθ

contour combinations used in this work.

number of confidence level for n parameters:
standard deviations ∆Lθ n=1 n=2 n=3 n=4

1 1
2 68.3% 39.4% 19.9% 9.0%

2 2 95.4% 86.5% 73.9% 59.4%
2.45 3 98.6% 95.0% 88.8% 80.1%
2.83 4 99.5% 98.2% 95.4% 90.8%
3.16 5 99.8% 99.3% 98.1% 96.0%
3.46 6 99.95% 99.8% 99.3% 98.3%
3.74 7 99.98% 99.91% 99.7% 99.3%
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2.2.3 The deviance distribution

As ∆ and its PDF both depend on the model, the number of dose groups and the
number of rats in each dose group, the PDF of ∆ must be determined separately
for each data-set-model combination.

The most convenient way to do this is by assuming that the fit of the model
to the data is an accurate description of reality. Using the model and the
fit parameters, a large number of alternative experimental outcomes can be
simulated. A fit of the model to each of the simulated data-sets results in a
realistic PDF for ∆.

2.3 Comparison to often-used techniques

This section was published in modified form [36]

2.3.1 Introduction

The rationale of new conformal techniques in radiation therapy, like intensity
modulated radiotherapy (IMRT), proton therapy and heavy-ion therapy is based
on the expectation that the ED50 of a healthy organ will increase when the
irradiated volume fraction is decreased [37, 4]. These techniques can be used
to minimize the volume of healthy tissue that is irradiated to a high dose.
For treatment-plan optimization and comparison objective criteria are needed.
Sometimes a combination of dose and volume is used (see [38] pg 221 and [39])
and more direct methods use the mathematical description of the normal-tissue
complication probability (NTCP) ([38] pg 219). Several mathematical models
exist to describe the influence of the irradiated volume on the tolerance dose.
Some examples are the critical-volume model [40, 41] that assumes a certain
functional reserve is present in the organ and the critical-element model [42]
that assumes a full serial organization of the organ. The relative seriality model
of Källman [43] assumes that the organ is a mixture of both parallel and serial
linked chains. An often-used phenomenological model is that of Lyman [44].

The parameters, on which a certain model depends, have to be determined
by a fit of the model to dose-volume data. Apart from the NTCP values that can
be calculated from the model using the fitted parameters, also the uncertainty
in this NTCP is required to be able to evaluate the significance of differences in
effect between different treatment techniques. When NTCP and tumor control
probability (TCP) values are used in treatment-plan optimization, an underes-
timation of the NTCP can have serious consequences for the patient. Therefore,
also in treatment-plan optimization it is important to know the upper limits of
the NTCP in terms of a confidence interval. On the other hand, an overestima-
tion may lead to a very conservative treatment plan.

One way of calculating the uncertainty in the NTCP is to determine the
uncertainty in the parameters and subsequently to calculate the propagation of
these uncertainties into the NTCP value. If a mechanistic model is used, the
parameters are assumed to represent biological quantities. Sometimes they can
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be measured directly using techniques other than fitting the model to clinical
data. Still also in that case, the confidence intervals of the parameters are also
needed to be able to compare the results of the independent experiments.

The determination of uncertainties in model parameters is not straightfor-
ward because dose-volume models are highly non-linear and because the amount
of data is usually limited. Often model parameters are strongly correlated, be-
cause clinical data is restricted to certain shapes of the dose distribution so
that only part of the model parameters is actually used to describe the data.
When more than one parameter controls a given feature of the NTCP curve,
such as slope and tolerance dose, this results in correlations that are insensitive
to the size and diversity of a data-set. Furthermore, the values of the param-
eters are usually not distributed according to a normal distribution. All these
factors cause the parameter estimation and confidence interval estimation to be
a troublesome exercise, with an unknown reliability.

Several studies about the description of dose-volume data with mathemati-
cal models exist, e.g. [7, 3, 45, 46, 35, 47]. Other studies use NTCP models to
compare different treatment strategies [48, 49, 50, 51, 52], treatment modalities
[53, 54, 55, 56, 57] or treatment-plan optimization techniques [58] to draw con-
clusions with respect to treatment optimization. A study, which examined the
accuracy of model extrapolations to dose distributions that differ from those
used for model fitting, showed that extrapolation yields model-dependent re-
sults [59]. Most of these studies, however, do not offer any insight into the
significance of differences found and the role of upper limits on the NTCP con-
fidence interval in the comparison of techniques and modalities. Studies that
do give information on confidence intervals usually use the covariance matrix
as a starting point [35] thereby assuming that the probability distribution of
the parameters is a normal distribution and neglecting non-linear correlations
between the parameters. In a recent study on parotid gland data of head and
neck cancer patients [60] an approach was presented that took the full shape of
the likelihood landscape into account.

In the present study an overview is given of several techniques frequently
used for parameter and confidence interval estimation. A comparison of these
different techniques is made and an overview of their advantages and disadvan-
tages is given. For this purpose, a Monte Carlo (MC) code generates artificial
dose-volume data, assuming the critical-volume model as a reasonable reliable
model. We thus can be sure that the model describes the data. Since it is im-
portant that the generated data resemble realistic data, the model parameters
were obtained by fitting the critical-volume model to irradiation data of the
cervical spinal cord obtained in the study by Bijl et al. [61] In that study the
spinal cord tolerance dose for paralysis has been determined as a function of
the irradiated length of the cord. The MC-generated data-sets are used as test
data for the model-fit procedure and uncertainty-estimation methods.

In this study, the use of a MC-generated data-set was preferred over using
the measured data, because then we can be sure that the model describes the
data well. This is verified by checking the goodness of fit (GoF) of the model
to the generated data.
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The statistical methods presented here have been developed for use in the
analysis of the spinal-cord study, currently being performed by our group. The
study by Bijl et al. [61] is also very suitable for testing the mathematical
concepts of the models themselves, because it showed a very strong volume
effect for lengths smaller than 8 mm, which ensures that the typical features of
a dose-volume model are needed to be able to describe it.

2.3.2 Methods and materials

Model example: A critical-volume model

We have used the critical-volume (CV) model as formulated by Jackson et al.
[41] as an example. A short description of the model is given here. The model
divides the organ into independent and identical functional subunits (FSU). The
subunits are assumed to consist of N0 cells. The surviving fraction of these cells
after irradiation with a dose D is given by:

SF (D) = e−α·D (2.16)

where α is the radiosensitivity of the cells. A functional subunit can regenerate
from a single surviving cell, which means it is disabled only when no cell survives.
The equation for the probability of killing an FSU thus is:

PFSU =
(
1− e−α·D)N0 (2.17)

Many other possible descriptions of the radiation sensitivity are possible, for
instance, the phenomenological logistic model and the Poisson model, which is
equal to equation 2.17 for large values of N0. An alternative formulation will
be given in the next section.

The damaged volume can then be calculated using:

µ =
∑

i

PFSU (Di) · vi (2.18)

In equation 2.18, vi indicates the volume of the ith bin of the differential
dose volume histogram and Di the dose of that bin. It is also assumed that the
organ has a certain functional reserve λ . This is an amount of FSUs that may
be killed without giving rise to a complication. The NTCP is then given by:

NTCP =
1
2

(
1 + erf

(√
NFSU

2
µ− λ

σ

))
(2.19)

In equation 2.19, NFSU is the number of functional subunits per unit volume
and reflects the statistical spread in the number of killed FSUs as given by:

σ2 =
∑

i

PFSU (Di) · (1− PFSU (Di)) (2.20)
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The parameters that have to be found from experimental data are thus: α,
N0, NFSU and λ. In the study of Bijl et al. [61] the irradiated volume was
varied by changing the length of the irradiation field. Therefore, in this study
the field length has replaced the volume and volume bins have been replaced by
the bin length in the dose profile.

Removing parameter correlations from the CV model

As mentioned in the introduction, model fits to the data often yield correlations
between parameters. In the results section it will be further shown that also in
our case several parameters of the CV model are correlated. It will be shown
that determination of confidence intervals using standard methods is virtually
impossible with these strong, non-normal correlations. To overcome these com-
plications another formulation of the CV model is presented here, in which the
most dominant correlation (between α and N0) has been removed.

In experiments where dose-effect curves are measured, the tolerance dose is
determined quite accurately. However, in experiments with a small number of
animals, the slope of the NTCP curve cannot be determined with high accuracy.
α and N0 determine the dose-effect curve of the PFSU and the tolerance dose of
the PFSU curve directly influences the tolerance dose of the whole organ. The
slope of the PFSU (D) hardly influences the tolerance dose of the organ. It only
changes the slope of the NTCP curve (this will be shown in the results section).
Therefore, the slope of the PFSU is not very well known, because the slope of
the NTCP curve cannot be determined accurately enough.

The bending point of the PFSU curve is chosen to represent the tolerance
dose of the FSU. For values of N0 larger than 100, this bending point is equal
within 0.1% to the dose for which a fraction of e−1 of the FSUs survives. In
this parameter space the PFSU equals the Poisson distribution, but in contrast
to the Poisson distribution, this formulation is also consistent for small values
of N0 (i.e. also for shallow curves the NTCP remains 0 for D=0.) The dose of
the bending point is given by:

Ds =
1
α
· ln (N0) (2.21)

Many combinations of α and N0 result in the same tolerance dose. There-
fore, in the model fit many combinations will have an equal likelihood, which
results in a correlation curve in the likelihood landscape of the shape of equation
2.21. This correlation can be removed by fitting the Ds and the slope of the
PFSU directly. The derivative with respect to dose at Ds is chosen as a slope
parameter, called m. It can easily be shown that m is given by:

m =
∂PFSU

∂D

∣∣∣
D=Ds

= α ·
(

1− 1
N0

)N0−1

(2.22)

In the fitting procedure in which the correlation has been removed, the
parameters that are used are m and Ds. They are mapped onto α and N0 using
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Table 2.2: The second column shows the parameters used for generation of the
primary data-set. The pML column contains the maximum-likelihood parame-
ters of the primary data-set. The next column shows the mean of the parameters
found from the secondary data-sets. The last column shows the average values
found from the jackknife fits. The parameters listed in rows 1 to 4 are the pa-
rameters of the CV model as proposed by Jackson et al. [41]. The parameters
listed in rows 5 and 6 are used in the alternative formulation and replace α and
N0.

Parameter Used for pML Average pML Average
primary primary secondary Jackknife
data-set data- data-

generation set sets
1) α (Gy−1) 0.260 0.3527 0.4169 0.355
2) N0 260 1595 1.971× 1013 2305
3) NFSU (mm−1) 1.60 0.9118 1.176 0.91
4) λ (mm) 4.50 4.618 4.625 4.62
5) m (Gy−1) 0.0958 0.130 0.153 0.131
6) Ds (Gy) 21.39 20.91 20.93 20.9

equations 2.21 and 2.22. The Ds and m listed in the last two rows of table 2.2
give the same NTCP as the α and N0 in the same column.

Data generation

The primary data-set, used to compare different fitting methods, was generated
using the CV model. The values of the parameters used are: α=0.260 Gy−1,
N0=260, NFSU=1.60 mm−1 and λ=4.50 mm. This set plays the role of the
experimental data in the analysis of an experiment. The parameters used were
chosen such that the model describes measured dose-volume data obtained in
spinal-cord irradiations [61] reasonably well. This was done to ensure that the
parameters are in a physically realistic range. The irradiated cord lengths were
20 mm, 8 mm and 4 mm. For each cord length the animals were divided into
several dose groups (in which all animals receive the same uniform dose, called
Dmax) around the expected ED50.

In the simulations the doses and number of rats per group were chosen equal
to those used in the real irradiations. For each dose distribution the NTCP was
calculated using the CV model with the parameters listed in column 2 of table
2.2. Subsequently, a Monte Carlo procedure generated the primary (artificial)
response data (see also figure 2.1): for each individual rat a random number
between 0 and 1 was drawn. A rat was registered as a responder (i.e. to suffer
damage) if its random number was below the NTCP for the dose distribution
of that rat.
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Fitting

The maximum-likelihood procedure ([33] pg 195-258 and [34] pg 81-90) was
used to fit the model to the data. In the maximum-likelihood fit, the parameter
set for which the data are most likely to occur, is selected as the “most likely”
parameter set. Finding the parameters with maximum likelihood is equivalent
to finding the parameters with maximum logarithm of the likelihood (LL). For
binomially distributed data like NTCP data the LL is given by [62]:

L = Nc · ln (NTCPmodel) + (Nt −Nc) · ln (1−NTCPmodel) (2.23)

where Nt denotes the number of animals of a group of which Nc animals show
a complication and L denotes the LL.
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“reality”
NTCP values

NTCP values

Monte Carlo data generation
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Figure 2.1: Overview of data-sets and parameter sets.
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The search for the optimum parameter set in the likelihood landscape is
done using the Nelder-Mead simplex method ([63] pg 408-410). This method
runs downhill only. As a result also local optima could be found. To prevent
this, 5 different starting points were chosen in the fit to see if the same optimum
fit was found in all fits. The optimum parameter set will be denoted pML and
the corresponding LL is written LLopt.

This method is preferred over a complete mapping of the LL in the parameter
space, because it appeared that several parameters were strongly correlated and
that the values with a large LL are confined to a very narrow, but extended part
of the parameter space. Therefore, a very fine grid would be needed in a large
parameter range, to make sure that the correct parameter combinations are
found.

Goodness of fit

For binary data, an often-used goodness-of-fit (GoF) measure is the likelihood-
ratio statistic [32], also called the deviance (∆), which is based on the LL func-
tion. If a large number of data points is available the deviance follows a χ2

distribution, in which case the GoF is easily determined. However, since the
amount of data in clinical trials is often small, this approximation may not be
valid. Therefore, the true shape of the ∆ distribution must be determined.

To calculate the deviance, a new, hypothetical model is introduced: the
full (or saturated) model. This model coincides with all data points, i.e. it
perfectly fits the data points. Such a model necessarily has the same number
of parameters, as there are data points. The model that is actually fitted to
the data is called the current model. The LL of the full model and the LL
of the fitted current model are called Lf and Lc, respectively, which together
determine the deviance ∆:

∆ = −2 · (Lc − Lf ) (2.24)

Since we are dealing with a small data-set here, we determined the true ∆
distribution by performing a Monte Carlo simulation.

First of all, the model was fitted to the 1000 secondary data-sets (see fig-
ure 2.1) and the resulting deviances are calculated. Secondly, the resulting
deviances are put together into a histogram, which now represents the proba-
bility distribution of the deviance. Finally, once this distribution is available,
the probability of a worse fit, i.e. the probability of a ∆ that is worse than the
∆ actually found with the fitted current model, can be determined. This prob-
ability follows, analogous to the χ2 test, from the integral of the distribution
lying above the ∆ of the fitted current model.

Another technique to compare different models is to use an information
criterion (IC) which depends on the likelihood function, combined with a penalty
factor which is proportional to the number of model parameters. The best
known IC is the Akaike IC [64]. Other IC’s, like the Hannan and Quinn IC [65],
and the Bayesian IC [66], employ slightly different penalty factors. However,
these methods are only valid for large data sets.
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Derivation of the confidence interval from the covariance matrix

The covariance matrix is often used to obtain insight into the (linear) correlation
between parameters and the uncertainties of the parameters. The covariance
matrix is calculated by inverting the second derivative of the LL with respect
to the parameters ([34] pg 88):

Hi,j =
∂2

∂pi∂pj
L (pML)

cov = H−1 (2.25)

In equation 2.25, pi indicates the ith parameter of the model and L (pML) is
the LL for the optimal parameter set pML. In this method of covariance matrix
determination it is assumed that the LL landscape is approximately parabolic
in the close neighborhood of pML, i.e. the parameters are normally distributed.

If the probability distribution of the parameters is a normal distribution, the
diagonal elements of the covariance matrix are equal to the variance ( σ2

i ) of
the associated parameter ([34] pg 18):

σi =
√

covi,i (2.26)

The non-diagonal elements give information on the first-order correlation
between two parameters. The correlation coefficient can be calculated by:

ri,j =
covi,j

σi · σj
(2.27)

This method is fast and gives information on the correlation of parameters.
However, a standard deviation is only meaningful if the distribution of the
parameters is a normal distribution and correlations are limited to first order.
If these conditions are met, the iso-LL surface, that corresponds to one standard
deviation, is an ellipsoid in the parameter space and can be written as:

(
∆p1 ∆p2 . . . ∆plast

) · cov ·




∆p1

∆p2

. . .
∆plast


 = 1 (2.28)

in which ∆p indicates the difference with the maximum likelihood parameter
value. An important advantage of the use of the covariance matrix is that it
can also be used to calculate the propagation of errors of parameters that are
distributed according to the normal distribution using ([34] pg 60):

(
∂NTCP

∂p1

∂NTCP
∂p2

. . . ∂NTCP
∂plast

)
· cov ·




∂NTCP
∂p1

∂NTCP
∂p2

. . .
∂NTCP
∂plast


 = 1 (2.29)
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Derivation of confidence intervals from the likelihood landscape

The ellipsoidal confidence intervals described above are only correct if the joint
probability distribution of the parameters is a normal distribution and if the
correlations are of first order only (i.e. the ellipses are not “deformed”). A
method that holds for any probability distribution is a direct derivation from
the LL distribution. The iso-LL contour that is at the LLopt−0.5 ·n2, indicates
n standard deviations ([34] pg 134, [33] pg 233.) Note that here the term “stan-
dard deviation” merely means the confidence interval with confidence percentage
equal to n standard deviations in a normal distribution, because the parameter
distribution needs not be normal. Similar to the covariance-matrix method, this
method also shows immediately whether parameters are correlated. But above
all, the iso-LL contours show what the correlation looks like: also non-linear
correlation shapes will be visible. This method, however, takes considerable
computation time. To map the LL in the parameter space for a model with 4
parameters on a grid of 100 values for each parameter, 108 model evaluations
per data point are required. Especially when parameters are strongly correlated
and when the correlation is not linear, large areas in the parameter space need
to be mapped.

Another method for finding the confidence limits is a random-walk method.
The pML is used as a starting set of parameters. For the parameter whose limit
is searched for, the value is changed in one direction only. The other parameters
are changed with small random deviations. Only new values that are within the
right contour are accepted. This is repeated until no more changes are accepted.
The advantage of this method is that the number of model evaluations is much
smaller and therefore it is a lot faster. In this study the random-walk search
method is used. A typical search requires 105 model evaluations per data point.

A method described by Schilstra and Meertens [60] for deriving the confi-
dence interval of the NTCP from the likelihood landscape of the parameters is
to calculate the NTCP for all parameter combinations. The probability that
an NTCP between NTCP and NTCP+∆NTCP is found is proportional to the
sum of all likelihood values of the parameter combinations that resulted in an
NTCP in the interval. Therefore, the frequency distribution weighted by like-
lihood gives the probability distribution of the NTCP [60]. In this study 106

random parameter sets were drawn with 0.05 < m < 0.40, 19.0 < Ds < 23.0,
0.01 < NFSU < 6.0 and 4.0 < λ < 6.0. These limits were chosen such that ev-
erywhere on the limiting planes of the 4D cubic contour the LL was lower than
LLopt− 3. This means that the boundaries of the region from which parameter
sets were drawn, were outside the 2.4 standard deviations region. For all pa-
rameter sets the likelihood and the resulting NTCP curves were calculated. For
each dose, likelihood-weighted histograms of the NTCP were made.

Another method sometimes used to get insight into the spread of the NTCP,
is to draw curves calculated from parameter sets that are on the LLopt − 0.5
iso-likelihood contour [67]. In our study the curves, calculated from the random
parameter sets that are within the LLopt − 0.5 iso-likelihood contour, are used
to determine the width of the “bundle” of curves. This bundle looks like the
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one obtained by the method of Gagliardi et al.

Confidence intervals from a Monte Carlo simulation

The use of Monte Carlo simulations to obtain confidence intervals is very straight-
forward and uses no other assumption than that the model is a good representa-
tion of the reality of which the measurements offer an impression. If that is the
case, the experiments can be simulated multiple times ([63] pg 689-691). The
result is a set of alternative experimental outcomes with a realistic statistical
spread.

In this study, 1000 secondary data-sets were generated using the fit result
of the CV model to the primary data-set (see figure 2.1.) Subsequently, the
model has been fitted to all secondary data-sets, yielding 1000 parameter sets
from which the probability distribution of the parameters can be found (see also
figure 2.1). This method has the advantage that it directly gives the probability
distribution of the parameters. On the other hand, computation times are
considerable and the fitted model must describe the data well.

This method can also be used to obtain a confidence interval on the NTCP
values. To this end, the NTCP for a specific dose distribution must be calculated
for all secondary parameter sets. From the resulting secondary NTCP values
the probability distribution can be derived.

Confidence intervals derived by the bootstrap/jackknife method

The bootstrap method [68] does not create alternative experimental outcomes
from a model, but uses the inherent spreading within the real data-set instead.
From a set of N data points, k data points are selected randomly (k may equal
N). In the selection procedure points may be selected multiple times and others
may be left unused.

This method is not very suitable for the dose-response data this study is
dealing with, because the number of data points in a dose-response curve is
usually very small: typically 4-6. As a result, a random selection of points often
results in dose-response curves without responders, or with only responders if
two data points are left out.

A method that is quite similar to the bootstrap method is the jackknife [68]
method. This method creates N new data-sets by leaving out one data point
of the original in every artificial set. The model is then fitted to all alternative
data-sets, yielding N parameter sets. The spread in parameter values reflects
the uncertainty of these parameters.

Calculation of standard deviations from the resulting parameter distribution,
however, is not straightforward. The deviations between the different parameter
sets are usually very small, because the generated datasets are not independent.
Therefore, an “inflation factor” is usually adopted to calculate the standard
deviation from the observed spread.

The advantage of the jackknife method is that it derives the confidence
intervals directly from the data with a limited number of fits. The inflation
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factors, however, depend on both the model and the probability distributions
of the parameters and are not à priori known. This complicates interpretation
of the resulting parameter sets.

The primary data-set and all secondary data-sets were analyzed using the
jackknife technique. The standard deviation of all sets is compared to the results
of the iso-likelihood contours to obtain the inflation factors for each different
set. This gives an indication of the uncertainty in the inflation factor. As this
uncertainty reflects the uncertainty of the method as a whole, it will give a good
indication of the usefulness of the jackknife technique.

2.3.3 Results

The critical-volume model fitted to the primary data-set
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Figure 2.2: The primary data-set and the corresponding model curves obtained
by maximum-likelihood fitting.

A maximum likelihood fit of the CV model to the primary data-set repre-
senting the experiment, resulted in the parameters listed in the third column of
table 2.2. The LL that was achieved in this fit was -44.84. The model curves
that were obtained are shown in figure 2.2.

The standard deviations found from the covariance matrix are listed in col-
umn three of table 2.3. From the covariance matrix the following correlation
matrix is derived:
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r =




1 1.00 −0.68 0.49
1 −0.68 0.47

1 −0.68
1


 for




α
N0

NFSU

λ


 (2.30)

Equation 2.30 shows that especially the parameters α and N0 are strongly
correlated (r=1.00). The shape of the iso-likelihood contours for α and N0,
depicted in figure 2.3a, confirms this. In table 2.3 the limits of the iso-LL
contour at the optimum LLopt − 0.5 are shown for a fit to this data-set. Note
that these limits cannot be derived from figure 2.3 as this figure only shows
cross sections through the 4D likelihood space and not the full 4D iso-likelihood
surface. For example: from figure 2.3a the limits on N0 would be 200-7000,
but due to the correlation of N0 and NFSU the entire contour in figure 2.3a is
shifted for other values of NFSU .
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Figure 2.3: Cross sections of the LLopt−0.5 iso-LL surface obtained from the pri-
mary data-set and the CV model, with different planes through the maximum-
likelihood parameter set (solid lines). The stars denote the maximum-likelihood
parameters. The dash-dotted lines indicate the cross section through the one-
standard-deviation ellipsoid, estimated from the covariance matrix.
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Table 2.3: Overview of confidence intervals on the parameter set found from
the primary data-set, determined by different techniques. The inflation factors
that match the jackknife standard deviations to the covariance-matrix standard
deviations are given between parentheses.

Standard deviations LLopt − 0.5 contour
Parameter Co- Monte Jackknife Lower Upper Size 68%

variance Carlo (inflation limit limit conf.
(LL-fit) factor) interval

α (Gy−1) 0.1 0.2 0.03 (3.9) 0.27 0.50 0.2
N0 3× 103 3× 1014 2× 103 (4.0) 278 3× 104 3× 104

NFSU ( 1
mm ) 0.6 0.9 0.1 (9.7) 0.42 1.63 1.2

λ (mm) 0.1 0.1 0.02 (3.7) 4.52 4.74 0.2
m (Gy−1) 0.04 0.08 0.01 (3.9) 0.099 0.183 0.08
Ds (Gy) 0.4 0.4 0.08 (4.3) 20.49 21.29 0.8

α−N0 correlation
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Figure 2.4: PFSU and corresponding NTCP curves for several (α,N0) combina-
tions on the high LL ridge in figure 2.3a, defined by equation 2.21.

In figure 2.4a the PFSU has been plotted as a function of dose for several
combinations of α and N0 that are in the inner contour of figure 2.3a. The
difference between the curves is only in their slope. In figure 2.4b the resulting
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NTCP curves have been drawn for the three (α, N0) pairs. Despite the huge
difference in N0 the influence on the NTCP curves is only minor (i.e only a
slight change in the slope is introduced.)

In figure 2.3a the dotted line is the curve defined by equation 2.21 for
Ds=20.9 Gy. This value for Ds was calculated from the maximum-likelihood
values of α and N0 that were found from the single data-set. It can be seen that
the shape of the correlation nicely matches equation 2.21.
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Figure 2.5: Deviance distribution derived from the 1000 Monte Carlo data-sets.

In order to obtain the deviance distribution, the CV model has been fitted
to all secondary data-sets. The resulting deviance distribution is depicted in
figure 2.5. The deviance of the fit to the primary data-set is indicated with a
dotted line. The probability of finding a worse fit was found to be 0.861, which
indicates that the model describes the primary data-set well.

Parameter distribution from all data-sets

In figure 2.6 the parameter distributions found from the fits to all secondary
data-sets are shown. In 287 parameter sets N0 was larger than 10000. For
clarity, these large values of N0 have been omitted in figure 2.6b. The average
10 log(N0) of these omitted sets is 6.

It can be seen that all parameters except λ have relatively wide distributions.
The standard deviations are listed in table 2.3.
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Fit of the model with removed α−N0 correlation

The statistical properties of the fit of the modified CV model to the primary
data-set have been investigated in detail. The parameters found by fitting the
modified model to the primary data-set are listed in the 3rd column of table 2.2.
The corresponding LLopt is the same as the one found using the CV model with
α and N0 because they are derived from the same data and the optimal curve
is the same for both formulations. In figure 2.7 it can be seen that indeed the
new parameters describing the FSU are not correlated. The standard deviations
found from the covariance matrix are listed in table 2.3. From the covariance
matrix the following correlation matrix is derived:

r =




1 −0.14 −0.73 0.56
1 0.18 −0.45

1 −0.71
1


 for




m
Ds

NFSU

λ


 (2.31)

Equation 2.31 confirms that m and Ds are not correlated. However, a corre-
lation between m and NFSU is found. This correlation, as can be seen in figure
2.7, is much more linear than the one between α and N0. In table 2.3 the limits
of the iso-LL contour at the optimum LLopt − 0.5 are shown for a fit to this
data-set. Note that these values cannot be derived from figure 2.7, as this figure
shows only one cross section through the 4D likelihood space for all planes and
not the complete projection of the 4D iso-likelihood surface.
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Figure 2.6: Parameter distribution found by fitting the critical-volume model
to the secondary data-sets. The lines indicate the parameter values that were
found by fitting the model to the single primary data-set.
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The parameter distributions found in the fits to the secondary data-sets are
shown in figure 2.8. In figure 2.8a it can be seen that indeed the slope parameter
m of the PFSU is poorly defined by this type of experiments, while the Ds is
well determined.

NTCP probability distribution

The NTCP as a function of the dose distribution was calculated for every pa-
rameter set found in the fits to the secondary data-sets. From the resulting
NTCP distribution the mean NTCP and the confidence limits were calculated.
The resulting NTCP curves are shown in figure 2.9a.

In figure 2.9b the one-standard-deviation contours obtained using the covari-
ance matrix (equation 2.29) are plotted. One standard deviation corresponds to
the 68% confidence region as well. It should, however, be noted that for small
and large NTCP values, respectively the lower and upper limits of this interval
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Figure 2.7: Cross sections of the LLopt−0.5 iso-LL surface with different planes
through the maximum-likelihood parameter set (solid lines) of the primary data-
set. The stars denote the maximum-likelihood parameters. The dash-dotted
lines indicate the cross section through the one-standard-deviation ellipsoid,
estimated from the covariance matrix.
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are non-physical: smaller than zero and larger than one, respectively. In figure
2.9b the confidence intervals are truncated at zero and one.

In figure 2.9c confidence intervals are shown that were calculated by sampling
random parameter sets in the likelihood space of the single data-set [60]. For
each parameter set a full curve was calculated. For every dose value a histogram
of the NTCP could be made. All NTCP values were weighted with the likelihood
of the corresponding parameter set and the single data-set.

From all curves that were calculated to obtain the 68% confidence region
shown in figure 2.9c, those that resulted from a parameter set that was inside
the LLopt − 0.5 iso-likelihood contour were selected and plotted in figure 2.9d.

In figure 2.10 the sizes of the confidence intervals of the NTCP as a function
of Dmax, obtained with all the techniques previously described, are shown. In
addition, the confidence interval was calculated using the covariance-matrix
technique on the model in its original formulation with α and N0.

It can be seen that the size of the confidence intervals obtained using equation
2.29 is comparable to the Monte Carlo method. The confidence regions obtained
using the method described by Schilstra et al. [60] can be seen to be consistently
larger than the Monte Carlo result. The outer limits of the bundle of curves
within the LLopt − 0.5 consistently indicate a smaller size of the confidence
interval compared to the Monte Carlo method.
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Figure 2.8: Parameter distribution found from the Monte Carlo method for the
critical-volume model with non-correlated FSU parameters. The vertical lines
indicate the parameter values found from a fit to the primary data-set.
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Jackknife

In figure 2.11 the parameter distribution found from the different jackknife data-
sets, generated from the single data-set, is shown. The average values are listed
in table 2.2 and they correspond excellently to the fit to the whole first data-set.
The width of the distribution, however, is considerably smaller than the Monte
Carlo distribution shown in figure 2.8. The inflation factors needed to obtain
standard deviations consistent with the iso-LL contour are listed in table 2.3.

In order to obtain insight into the confidence that can be given to the value
of the inflation factor, the jackknife method has been applied to the secondary
data-sets. For each data-set the standard deviation obtained from the covariance
matrix has been divided by the standard deviation of the jackknife fits, thus
resulting in a set of inflation factors. Note that use of the covariance matrix was
permitted here because the modified Jackson model with only linear correlations
was used. In figure 2.12 the inflation factor distributions are shown for all
parameters. It can be seen that the inflation factors have huge ranges for all
parameters.
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Figure 2.9: Comparison of several methods for confidence interval calculation.
In (a), the confidence intervals derived from histograms of NTCP values calcu-
lated from the secondary data-sets are given. (b) shows the confidence inter-
vals obtained using the covariance matrix. The full LL analysis described by
Schilstra and Meertens [60] is given in (c). The outer contour of plots sampled
from parameters that are in turn sampled within the LLopt − 0.5 contour is
shown in figure (d).
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2.3.4 Discussion

Correlations

The interpretation of confidence intervals is complicated when parameters are
correlated. For example, in this study huge confidence intervals were found,
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Figure 2.10: Comparison of the sizes of the confidence intervals of the NTCP,
found using different techniques. Also, the result obtained using the covariance
matrix on the critical-volume model, formulated in terms of α and N0, is shown.
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Figure 2.11: Parameter distributions found using the jackknife technique on the
primary data-set.
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though figure 2.3a shows that the combined confidence interval (the volume in
the iso-LL contour) is actually quite small. In general, when sigmoid curve
fitting is applied to a limited number of data points, the slope of the curves is
rather undetermined. As a result, many combinations of α and N0 yield the
same LL.

It may be possible to find correlations in a model by investigating which
combination of parameters influence one property of the NTCP curves (e.g. the
slope or the tolerance dose.) For example, in the CV model α and N0 can be
varied together without changing the dependence of the ED50 on the irradiated
volume. The parameters N0 and NFSU influence the slope of the NTCP curve
with little impact on the ED50 as long as α is varied with N0. Therefore, the
modification we adopted seems appropriate.

Correlations can also be removed by eliminating one parameter of the model.
It should, however, be realized that the shape of the correlation has two char-
acteristics: the offset and curvature. Therefore, after reducing the number of
parameters by one, the best fit will generally not yield the same NTCP curves
as in the original model. Hence, we found it more useful to use a modified
4-parameter (m, Ds, NFSU and λ) model in this study, accepting that one of
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Figure 2.12: Inflation factors for the Jackknife method, obtained by dividing
the standard deviations obtained using the covariance matrix by those of the
jackknife fits.
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the parameters had a relatively large uncertainty.

Goodness of fit

The method used in this study to determine the GoF is assumption-free with
regard to the distribution of the deviance, in contrast to other popular methods.
This is important, since for small data-sets, and even for a not-too-small data-set
as used here, the deviance deviates from a true χ2 distribution, which prohibits
the application of the more common methods to determine the GoF.

In this study the GoF of only one model was determined. However, in many
studies that address the fit of a model to measured data, the goal is to find the
best fitting model from a set of different models. Usually, this is accomplished by
applying a χ2 test or the likelihood-ratio test, which both assume their statistics
to follow the χ2 distribution [32], the method of Jackson [35], which assumes
a normal distribution for the log likelihood, or an information criterion (IC)
[65]. The assumptions with regard to the distribution of the test statistics are
only valid when a large data-set is available. Again, the solution to circumvent
this limitation is to perform MC simulations in order to determine the true
distributions of the test statistics, similar to the MC simulations that determined
the distribution of the deviance in this study. Furthermore, the comparison of
the GoF’s for different models is also possible for data-sets consisting of purely
binomial data since the difference in GoF is independent of the full model [69].

Comparison of methods of parameter confidence-limit estimation

In this study we compared estimations of confidence limits of parameters de-
rived from the covariance matrix, the likelihood landscape and a Monte Carlo
method. The most frequently used method to estimate the standard deviation
or confidence intervals of fit parameters, is the derivation from the covariance
matrix. If, however, the 68% confidence interval from the covariance matrix is
compared to the size of the LLopt−0.5 contour (table 2.2) the difference is large
for non-normal and/or non-linearly correlated parameters like α and N0 as used
in this study. In contrast, the Monte Carlo method shows nice agreement to the
iso-LL contours of the single data-set (table 2.3). This difference with the result
obtained with the covariance matrix method is caused by the non-linear nature
of the correlation, resulting in a curvature of the ellipse normally seen. This
is confirmed when in the modified model, the remaining correlations are more
linear and the values derived from the covariance matrix correspond nicely to
both the Monte Carlo results and the intervals derived from the 4D LLopt− 0.5
iso-LL surface (see table 2.3.)

We suggest that the preferred technique to determine parameter confidence
intervals is to derive these from the LL landscape, because the correctness of
the result should not depend on the shape of the iso-LL surfaces. The most
important drawback of this method is the extended calculation time. The use
of a covariance matrix is a much faster method, but fails if non-linear correla-
tions between the parameters occur. We have shown, however, that when these
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correlations are either removed or reduced to approximately linear correlations,
the covariance matrix method is both a fast and correct method.

The jackknife technique is hard to use on this type of data and models.
This is mainly due to the poorly defined relation between the spread in ob-
tained parameter estimates and the corresponding confidence intervals. From
the inflation factors found from the first secondary data-sets it can be seen that
the inflation factor needed to obtain a correct confidence interval varies mainly
between 1 and 15. Therefore, it is impossible to obtain a reliable confidence
interval using this method.

Determination of confidence intervals on the NTCP

Four different methods for the estimation of confidence limits on NTCP values
were explored: derivation from the secondary data-sets, error propagation using
the covariance matrix, the likelihood landscape analysis [60] and the outer limits
of a bundle of curves that are within an iso-LL contour.

In figure 2.10 it can be seen that the confidence intervals obtained using the
likelihood landscape analysis are larger than those obtained using the Monte
Carlo method. An explanation of this is that every outlying data point influ-
ences the confidence interval found in a single experiment. In the Monte Carlo
method these uncertainties are averaged, which results in a minimum obtainable
confidence interval.

The confidence intervals on the NTCP curves, obtained from the covari-
ance matrix, are comparable to those obtained from the Monte Carlo method
if the nonlinear correlation between α and N0 is removed. In contrast, if the
covariance-matrix method is used on the model in its original form, it underes-
timates the size of the confidence interval by 40-50%. This is due to two effects.
Firstly, the covariance-matrix method assumes a normal distribution in the like-
lihood space, thereby ignoring any remaining non-linear correlations. Secondly,
equation 2.29 assumes that the calculated variance is the variance of a normally
distributed quantity. This certainly doesn’t hold for NTCP values close to zero
or one.

The bundle of curves method resulted in a 10-20% underestimation of the
confidence interval compared to the likelihood landscape analysis. This uncer-
tainty makes the bundle of curves less suitable for quantitative analysis of the
confidence limits.

2.3.5 Conclusions

When confidence intervals of parameters of dose-volume models are determined
by fitting to data, it is important to ensure that a possible correlation between
parameters is not too strong. As long as these correlations are more or less
elliptical, the covariance matrix gives a good approximation of the confidence
intervals of parameters. The strong non-linearity and binomial character of
many NTCP models, however, will often induce non-linear correlations, which
render the confidence intervals derived from the covariance matrix meaningless.
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The only way to find reliable confidence intervals is therefore to investigate the
limits of iso-LL contours.

The jackknife technique cannot be used for confidence interval determination
of the parameters of the critical-volume model, because it needs an inflation
factor which is not á priori known.

Confidence intervals on NTCP values cannot be derived using the standard
error propagation formula (equation 2.29). In this study none of the normal
approximations showed reasonable correspondence and it is therefore concluded
that the confidence limits of NTCP values based on the type of data used in this
study, can only be determined by performing a likelihood landscape analysis.
Furthermore, the confidence intervals of the NTCP should be determined from
a weighted histogram of the resulting NTCP values [60].

2.4 Confidence limits on model outcomes

Confidence limits on the outcomes of a model can be predicted using the joined
probability density function of the model parameters and the dose distribution
[60]. Each parameter set in the Lθ landscape yields an NTCP value. For each
parameter set the probability that it is correct, given the data, can be calculated.
The probability-weighted histogram of NTCP values now gives the probability
density function of the NTCP.

2.5 Number of rats per dose group

When designing an experiment involving animals, one of the questions that
needs to be addressed is how many animals can one justify to use. In the
experiments presented here the rats are grouped in dose groups. The question
on how many animals have to be used per dose group can be answered by
simulating the experiments with different numbers of rats per dose group for
some possible experimental outcomes.

One of the quantities that determines the GoF of a model to dose-volume
data is the accuracy the data determines the ED50 as a function of irradiated
volume. The question of how many rats one can justify to use, can be answered
by looking at the improvement in 95% confidence-interval size, obtained by
addition of a single rat to all dose groups in a single experiment.

In order to determine the dependence of the size of the 95% confidence
interval as a function of number of animals per dose groups, a large number of
artificial data-sets were generated using the Monte Carlo technique described
in section 2.3.2. The model used to represent reality is the probit model (see
also section 6.1.1). Data was generated using ED50 = 1 and values of the slope
parameter m ranging from 10 to 50. Choosing the unphysical 1 for the ED50

has the advantage that the results can be interpreted as relative uncertainties.
Also for fixed values of m the confidence interval and the difference in dose
between dose groups scales with the ED50.
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Each parameter combination was tested for 2 to 12 animals per dose group.
For each parameter set / dose-group size combination 50 data-sets were gener-
ated. The doses of the dose groups were 0.75, 0.85, 0.95, 1.05, 1.15 and 1.25.
Each dataset was fitted. From each group of 500 sets a confidence interval was
determined. This was done by sorting the different values found for the ED50

and calculating the difference between number 487 and 13 in the sorted list.
The resulting confidence intervals are shown in figure 2.13A.

This figure shows that the confidence intervals are largest for shallow curves.
In figure 2.13B curves are drawn that show the dependence of the size of the
95% confidence interval on the number of rats per dose group for 3 values of
m. The lowest possible interval size is comparable to the distance of the dose
groups. Especially for steep curves the smallest possible confidence interval is
reached already for 3-rats dose group. Especially for shallower curves (m = 10)
at least 5 rats per dose group are needed for that. Using more than 6 rats,
however, does not improve the accuracy sufficiently to justify the use of more
animals.
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Figure 2.13: The size of the confidence limits on the NTCP as a function of
dose group size and probit curve slope
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