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Chapter 1

Introduction

Computer programs tell the computer what specific operations to perform and in what

specific order to carry out specified tasks. Algorithms are the essential parts of computer

programs. Computer applications are often based on several algorithms. An algorithm is

usually applicable in many applications and is to a large extent independent of the particular

programming language used for the applications. An error in the design of an algorithm for

solving a problem can lead to failures in the implementing program.

The basic unit of execution in many operating systems is called a process. In some cases,

what you think of as a single program (e.g., a web or database server) actually consists of

multiple processes communicating with each other. On uniprocessor systems, the processes

rely on the operating system to frequently switch from one process to another so that it

appears as if all the processes are executing at the same time. Many modern computers

are multiprocessor systems, which have specialized hardware capable of executing several

programs simultaneously. The main goals of the use of multiprocessor systems are to speed

up the computations by using multiple processors, to perform large computations that

are not possible on a uniprocessor system, and to allow subtasks of a larger job to run

concurrently.

Algorithms that allow a computer performing more than one task concurrently are

called parallel algorithms. To avoid chaos, likely to occur when multiple tasks or processes

compete for scarce shared resources, we need some form of synchronization. The classical

synchronization paradigms using locks can lead to many problems, including the waste of

some time that we have won by parallelization. These are the reasons to strive for lock-free

parallel algorithms. In section 1.1, we explain this in more detail.
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Hardware and software are widely used in applications where failure is unacceptable.

Since parallel algorithms are executed by letting the processors perform their actions con-

currently, with steps interleaved in a nondeterministic way, it is generally impossible to

understand the algorithms by predicting exactly how they will execute. Therefore, it is

much harder to design correct parallel algorithms than their sequential counterparts. Fur-

thermore, since different executions of them may use a different order and the number of

combinations is exponential, it is usually impossible to test them well enough to trust them.

Indeed, many published parallel algorithms are wrong or have wrong correctness proofs.

Lock-free algorithms are among the most difficult parallel algorithms. When testing is

not enough or even impossible, we have to verify the correctness of them by using mathe-

matical proof techniques. Nobody can avoid making mistakes, and it is important to verify

the design as early as possible to exclude incorrectness. Ideally, the design and its proof

are developed hand in hand. This explains why the words “design and verification” are

combined in the title of this thesis.

In section 1.2, the concept of “correctness” is worked out. In section 1.3, we go deeper

into the concept of “verification”. Since verification with a complete hand-written proof is

too much work for the algorithms we are dealing with, we use the proof checker PVS for

this purpose, as explained in section 1.4. We give an overview of the remainder of the thesis

in section 1.5.

1.1 Shared memory architectures

We are interested in parallelism based on modern shared-memory multiprocessor that can

access a common shared address space. These shared-memory multiprocessor systems

tightly couple multiple microprocessors (with high speed communications between them),

memory and I/O, and provide more computing power in a single machine. On a multipro-

cessor system, the programmer is expected to enable the efficient sharing of these resources,

and take care that the different processors help each other rather than hinder each other.

A shared-memory multiprocessor system shows only a single memory image to the user

even though the memory is physically distributed over the processors. Each processor is

allowed to read from and write into each memory location. Sometimes the collaboration of

different processors requires them to wait for each other. More than one processor may read

the same memory location at the same time. However, on this architecture, to ensure the
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coherent contents of the various processor caches, simultaneous writing of the same memory

location and simultaneous reading and writing of the same memory location cannot take

place. Such simultaneous read and write actions are sequentialized, meaning that they take

place in an arbitrary order.

1.1.1 The programming model

An atomic action is a sequence of one or more statements that appear to be executed as

a single, indivisible action without interruption. There are two kinds of atomic actions,

namely fine-grained and coarse-grained atomic actions. A fine-grained atomic action is one

that can be implemented directly by a single machine instruction. A coarse-grained atomic

action consists of a sequence of fine-grained atomic actions that are (thought to be) executed

atomically. Each sequential process consists of a series of atomic instructions, and can be

viewed as a sequence of events or actions.

The programming model for shared-memory multiprocessor machines is a non-deterministic

interleaving model. On the model, a concurrent program can be considered as a nonempty

collection of sequential processes. These sequential processes communicate and/or synchro-

nize with each other. The choice of the process from which the next atomic statement is

selected is arbitrary, except for the synchronization statements.

A concurrent program consists of a declaration of variables, their initial values, and a

set of atomic statements. Some of these variables represent data variables (e.g., global or

local variables), which are explicitly manipulated by the program text. Some are control

variables, which represent, for example, the location of control for each process in a concur-

rent program. Others are auxiliary variables, which are only used for the verification. The

state of a program at any point in time consists of the values of all its variables, which can

be characterized by a predicate called an assertion. A concurrent program can be modeled

as a transition system S : (Σ,Θ,N ) where

1. Σ is the state space.

2. Θ, a predicate on Σ that determines the initial states.

3. N , the next-state relation, is a reflexive relation on Σ × Σ.

The next-state relation N describes all the state transitions, and is required to be reflexive in

order to allow stutterings (or idlings) [49, 53]. An execution sequence of S is a nonempty list
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over Σ, in which every pair of consecutive elements corresponds to executing one program

step and belongs to N . Each program corresponds to the set of all possible execution

sequences starting from the initial states. A state is called reachable iff it occurs in an

execution starting from the initial states. The program is terminated when there are no

further state changes.

As is well-known, a next-state relation N can be described by a Hoare triple: {ϕ}N{ψ},

where ϕ and ψ are predicates on the state. This Hoare triple expresses that, if an atomic

action represented by the next-state relation N is executed in a state where ϕ holds, and if

the execution terminates, then it terminates in a state where ψ holds.

1.1.2 Synchronization

On shared-memory architectures, processes coordinate with each other via shared data

structures, called concurrent objects. The order of execution of multiple processes can

alter the meaning of programs. A concurrent program must be correct under all possible

interleavings. There is no assumption on relative process speeds, synchronized clocks, etc.

However, to ensure the consistency of these concurrent objects, there are often critical

sections, sequences of actions on one or more data objects, that must be executed by

one process at a time. Data sharing is the main reason that concurrent programming is so

difficult. When different processes are working on the same critical section, they may disturb

each other’s work, leading to a chaotic behavior or an undesired computation result. This

problem is often called a synchronization problem. Typically, synchronization primitives are

used to avoid such interference between the processes.

Hardware primitives

Standard hardware instructions, e.g. load and store, are atomic with respect to each other.

Each of them involves only at most one memory access. E.g. an assignment statement

appears to execute as an atomic action if it satisfies the at-most-once property: an attribute

of an assignment statement x = e in which either (1) x is not read by another process and

e contains at most one reference to a variable changed by another process, or (2) e contains

no reference to variables changed by other processes.

Many machines provide special hardware primitives that allow the processes to perform

several standard instructions atomically. They can be used to build blocks (i.e., software

primitives) to solve versatile synchronization problems. The commonly available special
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hardware primitives are test-and-set(TAS), compare-and-swap(CAS), fetch-and-increment

(FAI), fetch-and-decrement(FAD) and load-linked/store-conditional(LL/SC).

Hardware primitives do not block. However, using special hardware primitives directly

may result in non-portable code.

Classical software primitives

Rather than relying on assumptions about the granularity of hardware primitives, it is

preferable to use software primitives that are built on the hardware primitives to provide

higher-level synchronization support. Classical software solutions are spin-locks, mutexes,

semaphores, condition variables and monitors, which are so common that they are often

embedded into programming languages.

A spin-lock (also known as busy waiting) is an implementation of synchronization in

which a process repeatedly executes a loop waiting for a boolean condition to be true.

Though spin-locks are very efficient, one of the most serious drawbacks of spin-locks is that

they can consume all the available CPU cycles without performing a useful task.

When several processes want to access a critical section, mutually exclusive locks (or

mutexes) form a protection mechanism that serializes their accesses to the critical section

by assuring a single, exclusive owner at any time. Mutexes have two basic operations for

each critical section, namely lock and unlock. If a process calls lock on an unlocked

critical section, then the critical section is locked and the process is enabled to continue its

execution. If, on the other hand, the critical section is locked by some process, then the

other processes that want to access that critical section will be blocked until the process

calls unlock to release the resource.

Conceptually, a semaphore is a simple atomical counter. Semaphores are typically used

to coordinate access to resources. A process calls up to atomically increment the counter

when resources are added or released by the process, and calls down to decrement the

counter when resources are removed or occupied by the process. When the semaphore

becomes zero, which indicates that no more resources are available, processes trying to

decrement the semaphore will be blocked until the counter becomes positive. The initial

value of a semaphore indicates the number of identical instances of a critical resource. A

semaphore initialized to 1 serves as a mutex.

Sometimes we want to check a condition in a critical section and then wait for it to

be valid. A condition variable allows processes to synchronize on the value of data. It
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provides a logical abstraction for suspending a process’s execution until the data reaches

some particular state or until some particular event occurs. The condition is tested under

the protection of a mutex. When the condition is false, a process usually calls wait to block

on a condition variable and atomically releases the mutex. When another process changes

the condition, it can call signal to wake up one or more processes waiting on the associated

condition variable. If several processes are waiting on a condition variable, a broadcast

awakens all of them.

A concurrent object is an abstract data type that permits concurrent operations that

appear to be atomic [27, 52, 69]. Essentially a monitor is a high level primitive with a

mutex and several condition variables. This encapsulation of synchronization allows users

of the resource to assume it to be properly synchronized (only one process can be active

inside the monitor at a time). No extra synchronization code is needed at each entry point

of the resource. A monitor provides a program scope, local variables, and multiple entry

points. On behalf of its calling process, any operation may suspend itself by starting to

wait on a condition, and thereby releasing the control of the monitor.

Disadvantages of lock-based synchronization

In multiprogrammed systems, synchronization often turns out a performance bottle neck,

due to preemptions. Most lock-based synchronization algorithms perform poorly in the face

of such delays, because a delayed process holding a lock can impede the progress of other

processes waiting for that lock. Furthermore, due to blocking and waiting for a resource,

the classical synchronization paradigms using locks can lead to many problems such as

convoying, priority inversion, deadlock and livelock. Many algorithms have been developed

to limit the effects of these problems.

Convoying occurs when a process holding a lock is delayed and blocks all other pro-

cesses. Sources of these delays include cache misses, remote memory accesses, page faults,

scheduling preemptions and interrupts. Priority inversion occurs when a high-priority task

is blocked and is waiting for a lock, but the lock holder does not make progress due to its low

priority. Deadlock means that no process can make progress; this can occur when processes

hold locks while waiting for locks held by other processes, so that no process can make

progress. Livelock is the busy-waiting analog of deadlock. It occurs when every process is

spinning while waiting for a condition that will never become true.

An important property of a lock is its granularity . The granularity is the size of the
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object that is locked. Generally, using coarser granularity of the locks simplifies program-

ming, but hampers the performance when many processes are needing concurrent access to

the protected object. Conversely, using a finer granularity increases both the overhead of

the locks and the risk of deadlock, but reduces lock contentions.

Lock-free and wait-free objects

The easiest way to implement concurrent objects is by means of classical software solutions,

but this leads to blocking when the process that holds exclusive access to the object is

delayed or stops functioning.

The object is said to be lock-free if any process can be delayed at any point without

forcing any other process to block and when, moreover, it is guaranteed that always some

process will complete its operation in a finite number of steps, regardless of the execution

speeds of the processes and possible adversarial scheduling [6, 28, 48, 64, 69]. However,

some process might always lose to some faster process, but this is often unlikely in practice.

We regard “non-blocking” as synonymous to “lock-free”. In several recent papers, e.g.

[67], the term “non-blocking” is used for the first conjunct in the above definition of lock-free.

Note that this weaker concept does not in itself guarantee progress. Indeed, without real

blocking, processes might delay each other arbitrarily without getting closer to completion

of their respective operations. The older literature [2, 6, 30] seems to suggest that originally

“non-blocking” was used for the stronger concept, and lock-free for the weaker one. Be this

as it may, we use lock-free for the stronger concept.

As lock-free synchronizations are built without locks, they are immune from the afore-

mentioned problems. In addition, lock-free synchronizations can offer progress guarantees.

Herlihy [27] has shown that the primitive CAS and the similar LL/SC are universal primi-

tives that solve the consensus problem. A number of researchers [6, 9, 28, 29, 51, 54] have

proposed techniques for designing lock-free implementations. Essential for such implemen-

tations are special hardware instructions such as LL/SC, or CAS.

The object is said to be wait-free when it is guaranteed that any process can complete

any operation in a finite number of steps, regardless of the speeds of the other processes [27].

Observe that this gives a stronger fault tolerance than lock-free, since any number of other

processes can stop at arbitrary points in their executions without stopping the execution of

other processes. However, wait-free objects are much more difficult to construct and usually

less efficient.
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1.2 Correctness

Concurrent programming is more difficult and error prone than sequential programming.

It is notoriously difficult to ensure absence of runtime errors such as race conditions and

dangling pointers, which may cause unpredictable or irreproducible behavior.

Correctness is essential because of the increasing integration of software in different

kinds of applications such as embedded systems, communication protocols, transportation

systems, etc. Ensuring the correctness of the design at the earliest possible stage is a major

challenge in any responsible system development where the failure could be fatal and very

expensive. A dramatic example of such a failure is the Ariane 5 rocket. Due to a software

error, which was responsible for calculating the rocket’s movement, it exploded on June 4,

1996.

The basic correctness conditions for concurrent systems are functional correctness and

atomicity, say in the sense of [52], chapter 13. In order to verify the functional correctness of

a program, one needs to specify the programming model of the behavior (derived from the

requirements) of the program in a formal language. These specifications are critical since

they can serve in many different applications. They must be correct before the applications

are built upon them.

It may be easy to prove the correctness of an algorithm under assumption of a coarse

grain of atomicity, but this can impose too severe restrictions on the implementation. A fine

grain of atomicity is easier to implement, but it may make it harder to prove the correctness

of the algorithm.

Partial correctness is a property of a program that computes the desired result, assuming

the program terminates. Total correctness means: partial correctness and termination.

Every correctness property a system satisfies can be formulated in terms of two kinds of

properties: safety and liveness.

1.2.1 The temporal logic

Temporal Logic is a well-developed branch of modal logic with a notion for arguing about

the times when assertions are true. It is widely applied to specifications and verifications

of programs.

Time in temporal logic is discrete. A formula for asserting aspects of the state at a

certain point in time, is called a state formula (or simply an assertion). In addition to
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making a temporal formula out of state formulas by applying the boolean operators (¬, ∧,

∨, and so on), quantifiers ∀ and ∃, in this thesis we use the following temporal operators to

express assertions temporal:

2 : always, meaning “is true now and forever”;

3 : eventually, meaning “is true now or sometime in the future”;

© : next, meaning “is true at the next point in time”.

Quite often, ©x is abbreviated as x′. ϕ → ψ holds if ϕ implies ψ in the current state. We

write ϕ⇒ ψ as an abbreviation for 2(ϕ→ ψ). S |= ϕ denotes that ϕ is logical consequence

of the specification S.

1.2.2 Safety property

Safety properties assert that nothing bad will ever happen, and are falsified when the

program enters a bad state. Partial correctness, mutual exclusion, and absence of deadlock

are examples of safety properties.

An assertion is an invariant iff it holds in every reachable state. It follows that every

reachable state satisfies every invariant, and safety properties can be reduced to invariant

properties. For establishing invariance properties, we use the following standard invariant

rule as the main working tool:

Rule INV1. For assertion ϕ,

Θ → ϕ

{ϕ} N {ϕ}

————————————

S |= 2ϕ

The consequent of the rule, which is below the line, states that program S satisfies 2ϕ,

i.e. always ϕ. So, ϕ is indeed an invariant. The rule allows to infer this from the two

antecedents above the line: by the first antecedent, ϕ holds initially, and by the second

antecedent it is propagated from each state to its next state.

Quite often the invariant property ϕ one wants to verify is not strong enough to be

proven by itself (i.e. not inductive). To prove assertion ϕ to be an invariant, we normally

need to find an inductive invariant ψ, which is stronger than assertion ϕ but weaker than the

initial conditions and is preserved by any computational step of the system. It is important

to realize that if ϕ is an invariant, then there always exists an inductive invariant ψ stronger

than ϕ provided the language is rich enough [53].
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In general, in order to prove that ϕ is an invariant, it is sufficient to use some already

proved invariant I to prove either of the following two rules:

Rule INV2. For invariant I, assertion ϕ,

I ⇒ ϕ

————————————

S |= 2ϕ

Rule INV3. For invariant I, assertion ϕ,

Θ → ϕ

{I ∧ ϕ} N {ϕ}

————————————

S |= 2ϕ

Since invariant I is usually denoted by a huge formula, we need to use it in an efficient way.

1.2.3 Liveness property

A liveness property asserts that something good will eventually happen—namely, that the

program must eventually reach a good state. Termination and eventual entry into a critical

section are examples of liveness properties.

In some circumstances, we need to assume that the programming model has some sense

of fairness, by which we mean that in its long-term behavior it does not show undue bias

in favoring some process when making nondeterministic choices. The purpose for fairness

conditions is to rule out executions where the system idles indefinitely with control at some

internal point of a procedure and with some transition of that procedure enabled. The proof

of liveness relies on the fairness conditions associated with a specification.

For any atomic action A, the predicate En(A) is defined to be the predicate that is

true for a state iff it is possible to take an A step starting in that state. The weak fairness

condition WF(A) is the condition that in every execution, action A must eventually be

taken if En(A) remains true. The strong fairness condition SF(A) is the condition that in

every execution, action A must be executed infinitely often if En(A) is infinitely often true.

Liveness properties are often expressed using the “leads-to” relation (denoted as o→ ).

The leads-to relation is defined by: (ϕ o→ ψ) ≡ 2(ϕ→ 3ψ), which means, whenever ϕ is

true, ψ will be true now or in the future. The following rules (stated in [49]) allow to deduce

a simple leads-to formula from a weak fairness condition and a strong fairness condition,

respectively.
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Rule WF1.

{ϕ} N {ϕ ∨ ψ}

{ϕ} (N ∧A) {ψ}

ϕ ∧ I ⇒ En(A)

————————————————————–

S |= WF(A) ⇒ (ϕ o→ ψ)

Rule SF1.

{ϕ} N {ϕ ∨ ψ}

{ϕ} (N ∧A) {ψ}

2ϕ ∧ 2N ∧ 2I ⇒ 3En(A)

————————————————————–

S |= SF(A) ⇒ (ϕ o→ ψ)

Where ϕ, ψ, and I are predicates, N is the (reflexive) next relation and A is an irreflexive

binary relation on Σ.

The rule WF1 (or SF1) asserts that ϕ o→ ψ holds for a specification with next-state

relation N and weak fairness condition WF(A) (or strong fairness condition SF(A)) for

some non-stuttering action A, provided we can prove the antecedents for every reachable

state characterized by invariant I.

1.3 Verification

When writing a program, we often make mistakes. Syntax errors are easily caught or flagged

by a good compiler. Code inspection by an independent team can normally detect most

obvious errors, but no guarantee of correctness is made. Testing or debugging can often

reveal more errors, but it cannot demonstrate the absence of bad states. Given a program,

how can we determine that it always behaves as expected?

Verifying a program is proving, in a formal mathematical way, that the program has some

desired properties written in logical formulas. There are two formal verification approaches,

namely model checking and theorem proving.

1.3.1 Model checking

Model checking is a usual way of verification. It consists of an automatic exhaustive analysis

of the reachable state space, which often must be finite. In model checking, the design of
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a model as well as its desired properties are first converted into a formalism accepted by

a model checker. Ideally, model checking can then be performed automatically by model

checkers, which explicitly or implicitly enumerate the reachable state space of a (finite-

state) reactive program, to verify the correctness of the system with respect to these logical

formulas. When model checking fails, the user is often provided with an error trace. This

can be used as a counterexample for the checked property.

Model checking does not aim at being fully general. It can only verify instantiations of

systems. E.g., it can only verify the correctness of a network protocol for particular networks

and not for general networks. It is fairly hard to capture a complete set of properties for all

but the most simplistic designs. Though it is no longer absolutely restricted to finite-state

systems, it is still only applicable to systems whose states have short and easily manipulated

descriptions. This indicates that model checking cannot be used for the verification of data-

intensive applications, where the state space is very large or even infinite.

The main challenge of model checking is how to deal with the so called “state explosion

problem”: if the number of states is too large, the model checker requires unreasonable

amount of time and memory to complete verification. E.g. in the concurrent program

containing n processes, each with m atomic actions, the number of different states is (n ×

m)!/(m!)n. When n = 5 and m = 10, this is a number of 32 digits.

However, model checking is a demonstrated success in the development of hardware

products. Researchers and industrialists have used checkers like SMV, Murphi, COSPAN

and SPIN to find bugs in many published circuit designs for multiprocessor. It has been

adopted by the hardware community to complement the traditional validation method of

hardware simulation.

1.3.2 Theorem proving

In theorem proving (also referred to as deductive verification), the proof of the correctness

is mechanically checked by a theorem prover, such as PVS, Coq, Isabelle, HOL, ACL2 and

Nqthm. The theorem proving tools consist of a powerful collection of inference rules that

can be applied to repeatedly reduce a proof goal to simpler sub-goals until all the final proof

goals can be discharged automatically by the primitive proof steps of the theorem prover.

Most theorem provers give the user a lot more flexibility and control in doing the proofs.

In case of a negative result, the user can derive a scenario. This scenario can give the user

greater insights into the specification. Analyzing the scenario can lead to a modification to
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the system and the verification.

Large systems that cannot be verified by model checking, can still be verified by theorem

proving. Theorem proving can be used for reasoning about an infinite state space. It avoids

state explosion by a compact (or logical) representation of states and state transformations.

Since state space explosion is not a problem, no abstraction techniques need to be applied

and the verification can directly be done on the parameterized (or general) model. Most

theorem provers are highly expressive. Some properties that cannot be easily specified using

model checkers can be easily specified in the languages of most theorem provers.

In principle, human-guided theorem proving can verify any correct design, but doing so

may require considerable effort, time and skill. It can be performed only by experts with

certain logic reasoning and considerable experience. Most theorem provers can be used in a

variety of ways with different amounts of automation. Normally, they require a great degree

of manual intervention. So far, there is no theorem prover that can fully automatically prove

”interesting” theorems. Some experts roughly expect such an intelligent theorem prover in

200 years, but unfortunately, none of us can wait.

The main task in theorem proving is to show that some conjecture is a logical conse-

quence of a set of the axioms, hypotheses and some already proved assertions. In this thesis,

we use theorem proving to verify the correctness of the algorithms. Safety properties can

be reduced to invariant properties, and to prove progress one usually needs to establish

auxiliary invariant properties too.

In order to establish some invariance property, there are two methods used to find out

the appropriate inductive invariant (that implies the property). One method is bottom-up

approach. Using this method, we only need to analyze the given program alone, indepen-

dently of the goal assertion whose invariance we wish to prove. This method is guaranteed

to produce an inductive but maybe useless assertion. The alternative method is top-down

approach, which takes into account both the program and the assertion. Guided by the

given goal assertion being verified, this approach is guaranteed to produce a useful assertion,

which however need not be inductive, and which may even turn out to be false.

Our proof architecture for verifying some invariance property can be described as a

dynamically growing tree in which each node is associated with an assertion. We start

from a tree containing only root node, which characterizes the main property of the system.

We expand the tree by adding some new children via proper analysis of an unproved node

(top-down approach, which requires a good understanding of the system). The validity of
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that unproved node is then reduced to the validity of its children and the validity of some

less or equally deep nodes.

The main property will not be proved until the proof tree stops growing and all leaf

nodes in the tree have been proved. Normally, simple properties of the system are proved

with appropriate precedence, and then used to help establish more complex ones. It is not

a bad thing that some assumed property turns out to be not valid. Indeed, this may help

to uncover a defect of the algorithm.

1.4 Introduction to PVS

PVS (Prototype Verification System) is a mechanized framework for writing precise spec-

ifications and constructing interactive proofs. PVS uses the text editor Emacs to provide

an integrated interface to its specification language, type checker and theorem prover. It

exploits the synergy between a highly expressive specification language and powerful auto-

mated deduction, and is widely considered to be one of the most powerful theorem provers

in use today.

Our lock-free algorithms presented in this thesis are so complicated that they cannot

be verified by a model checker. Therefore, we have chosen the theorem prover PVS for

mechanical support. In this section, we only provide a glimpse into the usage of PVS

system. More detailed PVS documentation can be found in [63].

1.4.1 The PVS specification language

The PVS specification language is close to “normal” notation. It is based on a strongly

typed higher-order logic with a rich type system. Specifications in PVS are structured

into hierarchies of parameterized theories. A theory is a collection of types, constants,

variables, definitions, assumptions, axioms and theorems. Constraints can be attached to

the parameters and types, and thus contribute to the clarity of the specifications. PVS

has an extensive library of theories of mathematics, called preludes, which provide many

useful types, definitions, lemmas, etc. A theory may import or instantiate predefined or

user-defined theories.

The type system of PVS includes uninterpreted types that may be introduced by the
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user, a large number of built-in types (e.g. boolean, natural, integer and real), type-

constructors (e.g. enumerations, tuples, records, functions and sets), subtypes and depen-

dent types that can be used to introduce constraints, and abstract data types (e.g. lists and

binary trees).

Types can be unspecified. The declaration: A : TYPE, defines A to be an uninterpreted

type that is disjoint from other types.

The type-constructors are used extensively in the sequel. Enumeration types are used

for defining types whose values can be completely enumerated. A tuple type has the form

[T1, . . . , Tn] where Ti is a type. The ith projection (function) is given by ‘i or proj i

with domain T1 × . . . × Tn and range Ti. A record type is a finite list of fields of the form

R : TYPE = [] a1 : T1, . . . , an : Tn ]] where ai is an accessor function. Given a record

r : R, ai(r) or r‘ai is used to access the i-th field of a record r. Record types are similar

to tuple types, except the order of the fields is irrelevant and accessors are used instead

of projections. Function types are declared as F : TYPE = [T1, . . . , Tn → T]. An element

of this type is simply a function whose domain is the sequence of types T1, . . . , Tn, and

range is T. A lambda expression allows writing a function expression without explicitly

introducing the function name. E.g. the function that doubles an integer may be written

as LAMBDA (j : int) : 2*j. Sets are represented as predicates in PVS in the form of pred[T]

and setof [T], which are shorthand for [T → bool].

Much of the expressive power of the language comes from subtypes and dependent

types. The declaration T1 : TYPE from T declares T1 to be a subtype of T. The predicate

subtype {x : T | P (x)} consists of those elements of type T that satisfy the predicate P .

The dependent types are constructed using predicate subtypes. An example of a dependent

type in PVS, is the declaration of an resizable hash table as a record with two fields:

Hashtable : TYPE = [] size : nat, table : [below(size) → Value] ]], where size is a natural

number denoting the size of the hash table, and table is a function denoting the values at

each position in the hash table. The domain of table is the predicate subtype of the natural

numbers less than size and thus depends on the actual size of the hash table.

The constraints introduced in predicate subtypes and dependent types may incur the

type-checker to generate proof obligations called type correctness conditions (TCCs). In

general, type checking of PVS specifications is undecidable, and thus requires the theorem

proving capabilities of PVS.

A distinctive feature in the PVS language is that the type system is augmented with
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abstract datatypes. An example of a datatype is the extended domain of values stored in

our lock-free hash table:

EValue : datatype begin

del : delp

old(val1 : Value) : oldp

nor(val2 : Value) : norp

end EValue

The EValue datatype has three constructors, namely del, old and nor, that allow an ex-

tended value to be constructed. E.g. del denotes a deleted value. The term old(v1) is the

result after tagging value v1 old. The recognizers delp, oldp and norp are predicates over

EValue. They are true when their arguments (of type EValue) are constructed using the

corresponding constructors. E.g. oldp(old(v1)) ≡ true.

The PVS languages offers a close approximation of the standard mathematical notation

such as arithmetic and logical operators, function application and etc. In PVS only total

functions are allowed. For a recursive function a well-founded measure must be provided

to show that it decreases for each recursive call. E.g. we define the j-th ancestor of a node

ranging from 1 to N by the recursive function:

Ancestor(x : range(N), j : nat) : recursive range(N) =

if j = 0 or father(x) ≤ 0 then x

else Ancestor(father(x), j − 1) endif

measure j

However, it is not allowed to define mutual recursion across two or more definitions.

Logical expressions can be used to construct both propositional and predicate calculus

formulas. The logical constants are denoted as true and false. The basic logical constructs

are: not(∼), and(&), or, implies(=>), iff(<=>). The universal and existential quantifiers

are forall and exists, respectively.

Formula declarations introduce axioms, assumptions, theorems and obligations using

keyword AXIOM, ASSUMPTION, THEOREM and OBLIGATION, respectively. The identifier as-

sociated with a declaration can be referenced during proofs. The body of the formula is

a boolean expression. Axioms are boolean formulas taken as true in proofs. Internal to

the theory, assumptions are used exactly as axioms. Externally, for each import of a the-

ory, the assumptions have to be proved with the actual parameters. Theorems are boolean
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formulas whose validities need to be established. Theorems may be introduced with other

keywords such as CLAIM and LEMMA. Obligations are generated by the system for TCCs, and

cannot be specified by the user. Judgements are lemmas about subtypes that get applied

automatically during type checking.

A formula declaration may contain free variables, in which case PVS assumes the uni-

versal closure of the formula. E.g. p(x)⇒q(y) is equivalent to (forall x, y : p(x)⇒q(y)).

1.4.2 The PVS prover

PVS prover combines Gentzen’s sequent calculus with a collection of powerful primitive

inference procedures that are applied interactively under user guidance. The primitive

inferences include propositional and quantifier rules, induction, rewriting, simplification

and decision procedures.

The system supports top-down proof exploration and construction. The proof structure

forms a tree, where the theorem to be verified is the root of the tree. The nodes of the

tree are sequents of the form: a1, . . . , an ` c1, . . . , cm, where ai are called antecedents and

ci are called consequents. A sequent is valid if the disjunction of the consequents can be

inferred from the conjunction of all the antecedents. The intuitive interpretation of the

above sequent is that: a1 ∧ . . . ∧ an ⇒ c1 ∨ . . . ∨ cm.

During the proof construction, one of the leaf sequents is the current sequent (i.e. the

current proof state), to which the proof commands are applied. Each proof step results

in child sequents (or sub-goals) that are at least as strong as their parent sequents. The

root sequent (or theorem) is finally proved if the proof tree stops growing and all the leaf

sequents have been proved valid.

The proof commands use combinations of the inference rules that are built in the prover.

Moreover, PVS allows to combine several proof commands into high-level proof strategies

to facilitate the reasoning. We refer to the PVS prover guide [63] for the available proof

commands and the other aspects of interactive proving with PVS.

1.4.3 Experiences with PVS

In this thesis, we present two lock-free algorithms that are considered very complicated.

The only approach capable of formally verifying these algorithms is using theorem proving.

PVS’s combination of a highly expressive specification language and a powerful interactive
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proof checking capability yields a productive verification environment. Our experiences

with PVS also show that it is a well-performing theorem-proving tool. It may take much

more time to do the same work if we chose other theorem provers such as Nqthm, of which

the proof states are much harder to read and analyze.

In general, theorem proving requires considerable technical expertise. The PVS system

needs a precise description of the problem written in the PVS language. This forces the

user to think carefully about the problem in order to produce an appropriate specification

and hence requires a deep understanding of the problem. Moreover, one obtains a clear

list of assumptions under which the algorithm is correct. With handwritten proofs, such

assumptions are often unknown or hidden.

TCCs arise, for instance, when a term is type checked against an expected predicate

subtype. In practice, TCCs can often be discharged automatically by the proof automation

tools provided by the system. In general, type checking is a simple and effective way to

discover many errors in specifications.

PVS provides a collection of powerful proof commands to carry out propositional, equal-

ity, and arithmetic reasoning with the use of definitions and lemmas. Case analysis is sur-

prising useful for introducing assumptions that will eventually be discharged. To make

proofs easier to debug, PVS permits proof steps to be undone. Quite often, the grind

command is a good way to complete a proof that does not require induction. If grind does

not work or takes too much time (say more than half minute) to complete the proof, we

always first try to read the output of the sequent to get some new insights into the problem.

If even this does not help, we then try to do case analysis to make some assumptions or

classify the proof into sub-goals. Hiding irrelevant formulas in the sequent is rather useful,

since it helps to reduce the running time of the proof, and enables the user to focus on the

essential formulas.

According to our experiences, it may be easier to detect an error using model checking

than thereom proving, but it is much more difficult to locate the source of the error. When

the specification is adapted/extended, most parts of the PVS proofs can be re-used without

much effort.
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1.5 Overview of the thesis

Efficient programming of multi-processor systems holds a challenge to the designer because

of the conflicting issues of efficient distribution and maximal concurrency, as opposed to

reliable communication and predictable behavior. Communication between the processors

needs a form of synchronization which in a poor design may hamper speed and even lead

to deadlock. Since concurrent systems are very nondeterministic, it is usually almost im-

possible to perform tests that provide adequate coverage. Model checkers can be used

for verification of communication protocols, but cannot verify data intensive algorithms.

We therefore aim at the design of efficient and provably correct lock-free algorithms for

multiprocessor systems.

Lock-free algorithms are hard to design correctly, even when apparently straightforward.

Ensuring the correctness of the design at the earliest possible stage is a major challenge in

any responsible system development. In view of the complexity of the algorithms presented

in this thesis, we turned to the interactive theorem prover PVS for mechanical support.

The chapters 2 and 3 concern our published papers [20, 21, 23]. Chapter 4 is a slightly

modified version of our paper that is under submission. Chapter 5 concerns our technical

report [22].

In the second chapter, we present an efficient lock-free algorithm for parallel accessible

hash tables with open addressing, which promises more robust performance and reliability

than conventional lock-based implementations. For a multiprocessor architecture our so-

lution is as efficient as sequential hash tables. The algorithm allows processors that have

widely different speeds or come to a halt. It can easily be implemented using C-like lan-

guages and requires on average only constant time for insertion, deletion or accessing of

elements. The algorithm allows the hash tables to grow and shrink when needed.

For the correctness of the algorithm, we employ standard deductive verification tech-

niques to prove around 200 invariance properties of our algorithm, and describe how this is

achieved with the theorem prover PVS.

In the third chapter, we formalize Herlihy’s methodology [28] for transferring a sequential

implementation of any data structure into a lock-free synchronization by means of synchro-

nization primitives LL/SC. This is done by means of a reduction theorem that enables

us to reason about the general lock-free algorithm to be designed on a higher level than

the synchronization primitives. The reduction theorem is based on refinement mapping as
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described by Lamport [49] and has been verified with the theorem prover PVS. Using the

reduction theorem, fewer invariants are required and some invariants are easier to discover

and formulate.

The lock-free implementation works quite well for small objects. However, for large

objects, the approach is not very attractive as the burden of copying the data can be very

heavy. We propose two enhanced lock-free algorithms for large objects in which slower

processes don’t need to copy the entire object again if their attempts fail. This results in

lower copying overhead than in Herlihy’s proposal.

CAS is a synchronization primitive for lock-free algorithms. Most uses of it, however,

suffer from the so-called ABA problem. The simplest and most efficient solution to the ABA

problem is to include a tag with the memory location such that the tag is incremented with

each update of the target location. However, applying this solution is not theoretically

bug-free and limits the applicability of these algorithms.

In the fourth chapter, we present a general lock-free pattern that is based on the synchro-

nization primitive CAS without causing the ABA problem or problems with wrap around.

It can be used to provide lock-free functionality for any generic data type. Our algorithm

is a CAS variation of Herlihy’s LL/SC methodology for lock-free transformation. The basis

of our techniques is to poll different locations on reading and writing objects, in such a

way that the consistency of an object can be checked by its location instead of its tag. It

consists of simple code that can be easily implemented using C-like languages.

In the fifth chapter, we presents a lock-free parallel algorithm for mark&sweep garbage

collection (GC) in a realistic model using synchronization primitives LL/SC or CAS. Mu-

tators and collectors can simultaneously operate on the data structure. In particular no

strict alternation between usage and cleaning up is necessary contrary to what is common

in most other garbage collection algorithms.

We first design and prove an algorithm with a coarse grain of atomicity and subsequently

apply the reduction theorem developed in chapter 3 to implement the higher-level atomic

steps by means of the low-level primitives. Even so, the structure of our algorithm and its

correctness properties, as well as the complexity of reasoning about them, makes neither

automatic nor manual verification feasible. We therefore turned to PVS for mechanical

support.

Chapter 6 gives some conclusions and a summary of the contents of this thesis.




