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1

G
eneral Introduction

Problem statement

The developed world is facing an ageing population and a burden of disease that has shifted 
towards older ages. The most common causes of death are now degenerative diseases, 
primarily cancer and cardiovascular disease at old age, which are in part preventable  
[1, 2]. Importantly, preventing chronic disease is generally shown to be more cost effective 
than curing or treating such disease [3]. Hence, preventive pharmaceutical interventions 
play a major role in maintaining and improving population health. As the population 
ages, the importance of preventive pharmaceutical interventions will increase. One large 
pharmaceutical intervention is therapy with statins, which is a principal health strategy 
to reduce cardiovascular disease. Trial evidence shows strong efficacy of statins in trial 
subjects, but population-level studies of its effect are lacking [4]. 

The effects of interventions are commonly estimated through randomized controlled 
trials (RCTs) to control for the distorting influence of confounding factors [5, 6]. However, 
end-users in clinical practice commonly differ demographically and behaviorally from 
trial participants, and hence the effect estimate derived from an RCT, mainly referred to 
as efficacy, may not equal the clinical effectiveness estimate in a real world application 
of the pharmaceutical intervention. Therefore, observational studies are urgently needed. 

The challenge in observational research is to adequately control or adjust for con-
founders. Confounders are variables that causally affect the exposure and outcome under 
study, and can thereby cause a spurious relation between the exposure and the outcome. 
If it is possible to control or adjust for confounders, the ‘causal’ clinical effect of the inter-
vention can be detected.

A potentially relevant confounding factor in drug utilization and drug effectiveness 
studies is birth cohort. A birth cohort refers to a group of individuals born in the same 
time period. These individuals therefore share formative experiences which occur in utero 
or during critical phases of the life course [7], which can shape both their behavior and 
physiological characteristics (e.g. [8]), and can consequently affect both drug exposure, 
and disease outcomes. The clinical effects of drugs may therefore also differ between birth 
cohorts, which is also known as effect modification. Birth cohort trends in clinical outcomes 
have frequently been studied in epidemiology (e.g. [9]), and demography (e.g. [10]), but 
has so far not been the main object of study in (cardiovascular) pharmacoepidemiology. 
Birth cohort effects have proven to be significant for many causes of death such as stroke 
and ischemic heart disease (e.g. [11]), and seem to especially affect old-age mortality 
(e.g. [9]). Furthermore, birth cohort can serve as a proxy for other confounders, such 
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as smoking, which can be utilized when such information is otherwise not available 
to investigators [12, 13]. Despite awareness of birth cohort as a risk factor, potential 
confounder, and effect modifier, epidemiological studies on the impact of pharmaceutical 
interventions commonly ignore the birth cohort dimension.

Objective and research questions

The objective of this dissertation is to assess the value of including the birth cohort 
dimension in causal analyses of statin utilization and statin effectiveness in reducing 
cardiovascular mortality, when age, calendar time, and potentially other relevant variables 
are also controlled. The research questions are:

- Part 1: Are birth cohort effects present in statin utilization, and can such effects 
confound effect estimates of interventions on statin utilization?

- Part 2: Is birth cohort a confounder or effect modifier of the relation between statin 
therapy and cardiovascular mortality?

- Part 3: Does a mechanism-based approach improve the identification of age, period 
and birth cohort effects?

Research setting

To answer the research questions pertaining to part 1 and 2, pharmacy data from the 
University of Groningen pharmacy database (IADB.nl) and mortality data from the 
Netherlands’ national statistics office (Statistics Netherlands) will be utilized. While 
differing somewhat per study, the data used in this dissertation roughly covers individuals 
in the Netherlands aged 18 to 100 years in the calendar period 1994 to 2012.

Research approach

The research approach to be employed in this dissertation will be highly multidisciplinary: 
methods and substantive knowledge from (pharmaco)epidemiology, demography and 
statistics will be used. Only recently has the insight from population-level demographic 
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research been recognized as an important addition to the more individual-level research 
of (pharmaco)epidemiology [14, 15]. Processes take place on both the individual-level 
and the population-level, and there may be different outcomes at each level. Effects of 
interventions will be studied on the population-level using aggregated data, and effects 
on the individual-level using individual-level data. The type of data that is used may 
have consequences for the utility of birth cohort, especially when adjustment for age and 
calendar time has already taken place.

In order to adjust estimates for confounding by birth cohort, the effects of birth 
cohort must first be found. The primary technique for detecting birth cohort effects is 
the age-period-cohort (APC) model. An APC model decomposes an outcome into effects 
associated with (or caused by) age, calendar time and time of birth. It is required that the 
effects of all three APC variables are estimated at once, or the omitted variables will distort 
the effect estimates of the remaining ones [16, 17]. However, age, period and cohort are 
linearly dependent (age = period – cohort), and hence the APC model requires additional 
constraints in order to be statistically identifiable. Many possible constraints exist, and 
since the choice of constraints affect estimates from the APC model, they remain a topic 
of fierce debate (e.g. [18-23]). Because the primary objective of this dissertation is to 
improve the validity of effect estimates by adjusting for birth cohort effects, and many 
studies commonly control for age and period and thereby implicitly adjust for the linear 
component of the birth cohort effect, constraints will commonly be applied in such a way 
that birth cohort effect estimates only represents the non-linear component of the ‘true’ 
birth cohort effect.

Other advanced statistical techniques are also required in order to properly measure 
and adjust for birth cohort effects, while simultaneously adjusting for other extraneous 
factors which may distort the validity of effect estimates. In general, a causal inference 
approach will be employed; causal inference is a young and fast-growing subfield of statistics, 
which focuses on statistical methods for inferring the causal effect of an exposure on an 
outcome under minimal and well-understood assumptions [24, 25]. Innovative statistical 
techniques have emerged from causal inference, such as the parametric G-formula, which 
is a statistical technique that can translate clinical effect estimates for patients into public 
health effects [26], and which will be used in this dissertation to bridge the individual 
and population levels. The causal inference approach has been employed primarily in 
epidemiology (e.g. [27]), but has so-far only rarely been employed by demographers.
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Thesis outline

Part 1 of the thesis contains the drug utilization studies of this dissertation (chapters 2 
and 3). In chapter 2 trends in prevalence of statin use in the Netherlands are studied both 
descriptively and by contrasting a more common age-period model with an age-period-
cohort model. In chapter 3 is described how the strong birth cohort effect that was found 
in chapter 2 can confound effect estimates of an intervention on prevalence of statin use 
at the population-level.

Part 2 details the drug effectiveness studies of this dissertation (chapters 4, 5 and 6). 
In chapter 4 the population-level association between prevalence of statin therapy and 
cardiovascular mortality in the Netherlands is investigated, and it is determined whether 
birth cohort confounds or modifies this association. In order to assess the effectiveness 
of statins at the individual-level, a good measure of exposure to statin therapy within 
individual patients over time is required. Therefore, in chapter 5, a method is developed 
for measuring time-varying adherence to prescription drugs within individual patients. In 
chapter 6, the clinical effect of adherence to statin therapy on cardiovascular mortality at 
the individual-level in the Netherlands is determined, and it is assessed whether this effect 
is confounded or modified by birth cohort. In this chapter, the individual and population 
levels are bridged by applying the parametric G-formula to acquire the population-level 
effect of adherence to statin therapy on cardiovascular mortality.

Part 3 of the thesis consists of a mechanism-based approach to identify age, period 
and cohort effects. There has been a long and at times fierce debate about the APC linear 
identification problem and the constraints that should be put on models to help them 
identify the true effects of age, period and cohort. In chapter 7, an approach to identify 
age, period and cohort effects, based in the causal inference framework, is assessed and 
extended.
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Age-period-cohort approach  
to statin utilization





Chapter 2.
Inclusion of the birth cohort dimension improved 
description and explanation of trends in statin use

Abstract

Objective: Including the birth cohort dimension improves trend studies of mortality and 
health. We investigated the effect of including the birth cohort dimension in trend studies 
of prescription drug use by studying prevalence of statin use among adults.
Study Design and Setting: Data from a drug prescription database in the Netherlands (IADB.
nl) were used to obtain the number of users of statin per 1000 population (prevalence) in 
the age-range 18 to 85 years, 1994 to 2008. We applied descriptive graphs and standard 
age-period-cohort (APC) models.
Results: From 1994 to 2008, the prevalence increased from ~10 to ~90 users per 1000 
population, with the peak in prevalence shifting from age 63 to age 78. The APC-model 
shows patterns that were masked in the AP-model. The prevalence rate ratio increased 
from the 1911 birth cohort to the 1930 birth cohort and then declined. Similar for both 
sexes, adding nonlinear period effects contributed ~4.4% to reductions in deviance while 
adding nonlinear birth cohort effects contributed ~12.9%. 
Conclusion: Adding the birth cohort dimension to age-period analysis is valuable for 
academic and professional practice as trends can be more accurately described and 
explained and it can help improve projections of future trends.

Bijlsma MJ, Hak E, Bos HJ, De Jong-van den Berg LTW, Janssen F. 
Journal of Clinical Epidemiology 2012; 65(10):1052-60.
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Introduction

Current studies of prescription drug use at the population level are less accurate than 
they could potentially be. Such studies commonly employ a cross-sectional design (e.g. 
[1, 2]). This is a standard design in epidemiology because changes in (age-specific) trends 
in each year can be attributed to some event that occurred in that year. However, a cross-
sectional design masks the birth cohort dimension [3]. Individuals born in the same 
period, referred to as birth cohorts, share formative experiences and other events, which 
affects their behavior and health. Especially for population-level drug utilization studies, 
ignoring differences between birth cohorts might lead to distorted outcomes.

Since the 1980s there has been a renewed interest in methods incorporating the (birth) 
cohort dimension, next to age and period, with important methodological contributions by 
Clayton and Schifflers and others [4]. Birth cohort effects can have theoretical explanatory 
value; i.e. they can capture long-lasting effects, the determinants of which may be found 
earlier in life, such as in utero exposure to famine [5], early life morbidity [6, 7] or cultural 
effects [8, 9]. Birth cohort effects can also have predictive value; i.e. modelling trends by 
age, period and birth cohort improves the accuracy of models. The birth cohort dimension 
added significantly to trend studies in demography (e.g. [10]) and epidemiology (e.g. [7, 
11]). Because members of birth cohorts alive today will also be alive in the future, current 
information about birth cohorts can also improve predictions of future trends [12]. 

In pharmacoepidemiology, cross-sectional trends can additionally lead to distorted 
outcomes because interventions might have a different uptake and impact for different 
birth cohorts due to differences between birth cohorts in perception of preventive 
measures, differences between birth cohorts in prescription and adherence culture, or 
guidelines changes that affect different birth cohorts differently.

The aim of the current study is to analyse the added value of the birth cohort dimension 
in population-level trend studies of prescription drug use by comparing an age-period 
(AP) analysis to a full age-period-cohort (APC) analysis, taking statin use as an example. 
We studied trends for males and females separately in order to compare whether the 
pattern of their birth cohort effects were similar, in light of possible gender differences in 
health and prescription drug use. Statins are lipid lowering drugs. Indications for statin 
are hypercholesterolemia and dyslipidaemia (ICD-10 E78), diabetes mellitus (E10, E14), 
ischaemic heart disease (I20-I25) and atherosclerosis (I70) [13]. Statin use was chosen 
as the object of study because statins were introduced fairly recently [2] and underwent 
changes in insight and guidelines. In our country of study, the Netherlands, prescription 
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of statins was at first discouraged to persons aged above 70. In 2002 important studies 
showed the drug’s effectiveness at older ages [14, 15], and in 2006 the age restrictions were 
formally abolished [16]. These changes are likely to have affected different birth cohorts 
differently, thereby providing a relevant case for the study of birth cohort effects.

Methods

Data
Outpatient pharmacy data were used from IADB.nl, which contains pharmacy prescription 
information in the Netherlands, covering on average 500,000 persons annually [17] 
(www.IADB.nl), with a period of growth in 1994-1998 from approximately 100,000 to 
500,000. The database’s pharmacy information includes, among others, name of the drug, 
ATC (anatomic-therapeutic-chemical) classification and date of prescription. With the 
exception of over-the-counter (OTC) drugs and in-hospital prescriptions, all prescriptions 
are included regardless of prescriber, insurance or reimbursement status. Patients have 
a unique but anonymous identifier. Due to high patient pharmacy commitment in the 
Netherlands and advanced pharmacy software, the medication records for each patient 
are virtually complete [18, 19]. The database is representative of prescribing practice in 
the Netherlands. The prevalence of drug use information from the IADB is routinely 
compared with the national Drug Information System of the Health Care Insurance Board 
[20]. Prevalence matches for nearly all drugs, including statin. The database has been used 
in previous studies on statin use [21, 22].

Study population
Individuals of both sexes between ages 18 and 85 years in the period 1994 to 2008, 
belonging to the birth cohorts 1911 to 1987, were included in the study. Total population 
covered by the IADB pharmacies specified by age, sex and period was estimated with 
data from Statistics Netherlands. Age and period specific person-years at risk of drug 
prescription was calculated by taking the average of the population at the beginning of the 
year p in age a-1 and the population at the end of the year p and age a.

Statin use
Individuals that received at least one prescription for statin in a calendar year were 
considered a user of statin in that respective year. This is considered accurate because 
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statin continuance within one year is high [23]. Statins are coded as C10AA in the ATC 
classification of the WHO [24].

Outcome measures
The primary outcome measures of this study are age and sex-specific prevalence of statin 
use, expressed per 1000 population, and prevalence rate ratio (Box 1).

Box 1: Outcome measures

Prevalence of statin use
Prevalence of statin use can be interpreted as the number of users of statin per 
thousand individuals in the population. It is calculated asChapter 2 

 

                                           
                                                                

 

ln[λa] = μ + αa 

ln[λad] = μ + αa + δ 

ln[λap] = μ + αa + βp + δ 

ln[λap] = μ + αa + βp + γc 

 

 

Chapter 3 

 

ln(count) =  β0 + β1 · (year – 1998) + β2 · I(year > 2003) · (year – 2003)   

+ β3 ·  I(age < 50) · I(year > 2003) · (year – 2003)  

+ β4  · I(age >= 70) · I(year > 2003) · (year – 2003)  

+ β5  · I(year > 2006) · (year – 2006)  

+ β6 ·  I(age < 50) · I(year > 2006) · (year – 2006)  

+ β7  · I(age >= 70) · I(year > 2006) · (year – 2006)  

+ β8 · sex + β9 to 63  · age group  + ln(diabetics) 

 

Chapter 7 

 

                                     (1) 

 

                                         (2) 

 

 

 

Age, or actually age at December 31, was automatically assigned as it results from 
subtracting birth cohort from period.

Prevalence rate ratio
In this study, the prevalence rate ratio is the proportion of the observed prevalence 
compared to the prevalence of a baseline category. A prevalence rate ratio higher 
than 1 represents an increase relative to the baseline prevalence and a prevalence 
rate ratio lower than 1 represents a decrease relative to the baseline prevalence. 
The prevalence rate ratio was calculated by taking the exponent of the parameter 
estimates of the AP and APC models.

Graphical descriptive analysis
Age-standardized and age-specific prevalence by sex was depicted in graphs by both 
period and birth cohort. In order to improve visual clarity, prevalence was aggregated in 
three-year age groups for the period graph and three-year age and birth cohort groups for 
the birth cohort graph.
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Direct age-standardisation was applied to the overall annual trend to control for 
the changing age-composition of the study population over time [25]. As the standard 
population, the age- and sex specific IADB population in 2001 was used.

Age-period-cohort modeling
We modelled prevalence as a function of age, period and birth cohort. The formulation of 
our full APC model was

ln[λap] = μ + αa + βp + γc

where λ represents prevalence, μ represents the intercept and a, p and c represent age, 
period and birth cohort respectively. The APC model was fitted using a programme for 
Poisson regression and an offset term was used to represent person-years at risk of statin 
prescription for each period and birth cohort-specific category. Age, period and birth 
cohort were measured as categorical variables. The model was run separately for males 
and females.

There is linear dependency between age, period and birth cohort (a = p – c), resulting 
in overidentification if all three variables are included in the analysis [3, 26]. We dealt with 
this problem by applying the standard Clayton & Schifflers approach [4]; we decomposed 
the prevalence as the effect of age, the effect of the shared linearity of period and birth 
cohort (referred to as drift), nonlinear period effects and nonlinear birth cohort effects. 
Drift can be seen as the ‘overall slope’ (e.g. prevalence increases or decreases linearly over 
time) and nonlinear period and nonlinear birth cohort effects represent deviations from 
this slope. 

To assess the difference in the age and period patterns with and without controlling for 
the cohort dimension we compared the fitted patterns of the age-period model with those 
of the age-period-cohort model. We show the resulting fitted patterns by age, period and 
birth cohort, expressed as prevalence rate ratios with 95% confidence intervals (95% CI). 
The prevalence rate ratio was calculated by taking the exponent of the parameter estimates. 
For the age parameter, age 18 was taken as the baseline category. For the period parameter, 
one estimate was constrained to zero (1994), thereby setting it as the baseline for period 
and thereby drift is included in the period effect. This was considered reasonable due to 
the strong growth of prevalence by period. For birth cohort, two baseline categories (1923 
and 1976) had to be chosen on statistical grounds, thereby producing only nonlinear birth 
cohort effects. 

To assess the contribution of adding the birth cohort dimension to the model, we 
compared the goodness of fit of age (A), age-drift (AD), age-period (AP), and age-period-
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cohort (APC) for the different models (see Box 2). The deviance statistic, a measure of 
goodness of fit, was used to derive the likelihood ratio test for model reductions. The 
primary comparison was APC with AP, but we also compared AD with A and AP with 
AD. Each reduction in deviance is expressed as a percentage reduction in deviance 
between the age-only model and the full APC model, along with p-values. We display 
one-sided p-values because adding variables to the model can only result in a decrease of 
deviance. Finally, the fit of the AP and the APC models to the data was also tested using a 
log-likelihood ratio test.

Box 2: Age, period and cohort modeling.

Model parameters Statistical notation
Age (A) ln[λa] = μ + αa

Age + drift (AD) ln[λad] = μ + αa + δ
Age + period (AP) ln[λap] = μ + αa + βp + δ
Age + period + cohort (APC) ln[λap] = μ + αa + βp + γc 

ln[λ] is the natural log of prevalence of statin use, with the number of users being 
Poisson distributed. μ is the intercept and α, δ, β, and γ are the age, drift, period, 
and cohort effect, respectively. The variables for age (a) and period (p) had one 
baseline class. The variable for cohort (c) had two baseline classes. The variables 
were indexes a = 1,2…67,68, p = 1,2…14,15 and c = 1,2…76,77.

Results

Prevalence of statin use
The number of patients with at least one statin prescription in a respective year ranges from 
789 in 1994 (when 64,379 persons were in the study population aged 18 to 85) to 22,360 
in 2008 (when 417,539 individuals were in the study population aged 18 to 85). Overall, 
prevalence in the entire study period taken together was 63 users per 1000 population. 
There was a strong increase in age-standardized prevalence over time from ~10 users per 
1000 population in 1994 to about ~90 users per 1000 in 2008, with a short level period 
between 1997 and 1998 (Figure 1). The slope increased in the period 2003-2006 relative to 
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the previous periods but then levelled off in 2006. Approximately 48.5% of users were men. 
Overall, the prevalence of males was about 30% higher than the prevalence of females. 
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Figure 1. Age-standardized prevalence of statin use by period and sex in the Netherlands, 
1994-2008, ages 18 to 85 years. 

Age specific prevalence of statin use by period
The age-specific annual prevalence for both males and females increased with age up to 
a certain point, and thereafter declined with age, in each period (Figure 2). At ages 20-
40, the number of users per 1000 population was close to zero. In 1994, the peak of the 
prevalence (~40 per 1000 users) was found at about age 63. In 2001 the peak moved to 
about age 69 and also reached a higher level of ~200 per 1000 users for males and ~170 
per 1000 users for females. In 2008 prevalence peaked at age category 78 at ~400 users 
per 1000 for males and ~340 users per 1000 for females. After the peak there was a strong 
decline in the prevalence with age. Overall, the slope became more steep over time.

Age-specific prevalence of statin use by birth cohort
An increase in prevalence with age could be seen for all birth cohorts (Figure 3), but was 
especially strong for those born between 1923 and 1946. Birth cohort 1929-1931 exhibited 
the most statin users per 1000 population as compared to the other birth cohorts, and was 
responsible for the moving age peak over time in prevalence as seen in the age-specific 
cross-sectional figures. Furthermore, when comparing the birth cohorts within an age 
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group, it showed that younger birth cohorts had a higher prevalence at the same ages as 
older birth cohorts. These differences became stronger with increasing age.
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Figure 2. Three-year age-specific prevalence of statin use by period and sex in the 
Netherlands, 1994-2008, ages 20-85 years. To improve visual clarity, prevalence of statin 
use is displayed in 3-year age groups.

Age-specific prevalence of statin use by birth cohort
An increase in prevalence with age could be seen for all birth cohorts (Figure 3), but was 
especially strong for those born between 1923 and 1946. Birth cohort 1929-1931 exhibited 
the most statin users per 1000 population as compared to the other birth cohorts, and was 
responsible for the moving age peak over time in prevalence as seen in the age-specific 
cross-sectional figures. Furthermore, when comparing the birth cohorts within an age 
group, it showed that younger birth cohorts had a higher prevalence at the same ages as 
older birth cohorts. These differences became stronger with increasing age.
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Figure 3. Three-year age-specific prevalence of statin use by 3-year birth cohort (1911-
1913 to 1968-1970) and sex in the Netherlands, 1994-2008, ages 20-85 years. To improve 
visual clarity, prevalence of statin use is displayed in 3-year age by 3-year birth cohort 
groups and the youngest birth cohorts were excluded.

Comparing age and period patterns with and without including the cohort dimension
When applying an age-period model, the fitted patterns by age show that, for both sexes, 
the prevalence rate ratio increased from age 18 (baseline) up to approximately age 70 and 
then declined, reaching higher levels for males (400) than for females (200) (Figure 4). 
The fitted patterns by period of the age-period model revealed a strong increase in the 
prevalence rate ratios over time from 1994 (1) to 2006 (7.6 for males and 7 for females), 
and then became approximately level to 2008. 

When applying an age-period-cohort model, thereby additionally controlling for birth 
cohort, the prevalence rate ratio continuously increased with age; it did not start to decline 
at age 70 (Figure 5). Additionally, controlling for age and birth cohort, the period pattern 
(which included the drift) was similar to the period pattern of the age-period model but 
the prevalence rate ratios were smaller (6.7 in 2006 for males and 5.4 for females).
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Figure 4. Age-period model: fitted age and period effects in prevalence of statin use 1994-
2008, ages 18-85 years.
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Figure 5. Age-period-cohort model: fitted age, period and cohort effects in prevalence of 
statin use 1994-2008, ages 18-85 years.
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The fitted birth cohort patterns
Controlled for age and period, the nonlinear birth cohort pattern showed very clearly 
the strong increase from the 1911 birth cohort (prevalence rate ratio of ~0.1, 95% CI 
~0.02 - ~0.25) to about the 1930 birth cohort (prevalence rate ratio of ~1.5, 95% CI ~1.4 
- ~1.6) for both males and females separately (third panel of Figure 5). For males the 
prevalence rate ratio in 1930 to 1946 remained level and then declined with fluctuations to 
a prevalence rate ratio of 0.35 (95% CI 0.16 – 0.79) for the 1987 birth cohort. For females 
the prevalence rate ratio gradually declined from 1930 onwards to about 1.13 (95% CI 
0.99 – 1.29) for the 1950 birth cohort, then showed strong fluctuations until birth cohort 
1980 and then declined until the 1987 birth cohort where the prevalence rate ratio was 
0.53 (95% CI 0.30 – 0.97).

  Deviance Reduction Percentage 
reduction*

df Model reduction test 
(one-tailed p-value)†

Model fit to data test 
(one-tailed p-value) ‡

Males  

Age 27331 - - 943 - < 0.005

Age-drift 5467 21864 81.6% 942 < 0.005 < 0.005

Age-period 4104 1363 5.1% 929 < 0.005 < 0.005

Age-period-cohort 528 3575 13.3% 854 < 0.005 > 0.99

Females

Age 25859 - - 943 - < 0.005

Age-drift 4561 21298 84.0% 942 < 0.005 < 0.005

Age-period 3649 912 3.6% 929 < 0.005 < 0.005

Age-period-cohort 518 3132 12.4% 854 < 0.005 > 0.99

*. Reduction in deviance as a percentage of the difference between the age-only model and the full APC-model.
†. Log-likelihood ratio test of model reductions in deviance comparing this model to the previous.
‡. Log-likelihood ratio test comparing the model to the data.

Table 1. Goodness of fit statistics of the models of statin, by sex, the Netherlands, 1994-
2008, ages 18 to 85.

Contribution of age, period and birth cohort to the model fit
All components of the APC model were significant at the p < 0.005 (one-tailed) level 
(Table 1). Drift, the linear component of both period and birth cohort, contributed 
81.6% for males and 84.0% for females to the reduction in deviance (a measure similar 
to residual variance). Nonlinear period effects contributed 5.1% for males and 3.6% for 
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females. Nonlinear birth cohort effects were the second strongest contributor for both 
sexes, contributing 13.3% for males and 12.4% for females. The log-likelihood ratio test 
of the AP-model against the data resulted in a p-value of < 0.005 for both males and 
females, whereas the log-likelihood ratio test of the APC model against the data resulted 
in a p-value of > 0.99 for both males and females. The p-value of the Pearson Chi-Squared 
test for goodness of fit of the full APC model was also p > 0.99 for both males and females.

Discussion

For statin use we found that birth cohorts are, next to age and period, of importance in 
describing and explaining trends in drug prescription. Examining the trends from an age-
cohort perspective, next to the standard age-period perspective, showed that the shifting 
peak in prevalence to older ages over time could be attributed to the 1930 birth cohort. 
Furthermore, the APC model showed patterns that were masked in the AP-model; the 
prevalence rate ratio continuously increased with age, instead of declining after age 70. In 
statistical terms, the full APC-model is an improvement over an AP-model: there was a 
stronger decrease in deviance due to the addition of nonlinear birth cohort (~12.9%) than 
due to the addition of nonlinear period (~4.4%). These additions were highly significant 
and similar for males and females. Finally, the outcome of the log-likelihood ratio test for 
model fit indicated that the full APC model provided a good fit to the data whereas the 
AP model did not.

Evaluation of data and methods
The study has several strengths. All of the data of the study came from the same source, a 
representative database, and the data were gathered and coded in the same manner during 
the observation period. The shape of the overall prevalence trend (Figure 1) was comparable 
to that of another study of statin use in the Netherlands [1], though exact levels differed 
due to age standardisation and different operationalizations of prevalence of statin use. 
Because of the large sample size, the study had enough power to detect even small effects 
if they existed. We chose to employ the standard Clayton and Schifflers approach to APC-
modelling so as not to lose potentially relevant trend fluctuations to parametric smoothing, 
which may occur in other approaches (e.g. [27]). By taking single-year period by single-
year birth cohort intervals, we also had a more fine selection of data than is commonly the 
case in studies employing the Clayton and Schifflers approach. Finally, we chose prevalence 
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as our primary outcome measure because it better captures the total burden of statin use in 
the population than other population measures, such as incidence.

Statin use as defined in this study represents count data. Because cell counts were 0 
for 2.2% of the cells and were low for approximately 30% of the cells, we applied a model 
with a Poisson distribution. The log-likelihood ratio test and the Pearson Chi-Squared 
tests showed that the full APC model with the Poisson distribution fit the data adequately. 
Furthermore, the dispersion parameter (deviance divided by degrees of freedom) (table 1) 
indicated that overdispersion was unlikely.

As we followed birth cohorts for fifteen years, caution is warranted in interpreting 
the birth cohort pattern as different birth cohorts also represent different age groups; 
birth cohorts born further in the past were at older ages during the study period than 
younger birth cohorts. This can potentially result in an overestimation of the differences 
between birth cohorts. On the other hand, for the same reason, birth cohort effects can 
be underestimated as some birth cohort effects may be latent; different birth cohorts may 
have different trajectories in life.

Explanation of observed trends
In our study of statin use, including a birth cohort dimension to the analysis provided 
additional insight into the structure of trends. The age-specific graph for birth cohorts 
indicated that the peak in prevalence was tied to the 1930 birth cohort. The APC-model 
confirmed this by isolating the (nonlinear) birth cohort effects from the age and period 
effects. Furthermore, the APC model showed a continuous increase of prevalence with age, 
unlike the age pattern in the age-period model where the increase turned into a decline 
at the older ages. A continuous increase is, however, more in line with the increasing risk 
of cardiovascular disease with increasing age [16]. Both the AP and APC models showed 
a strong increase in prevalence with period, which was expected as the drug underwent 
strong growth since its introduction. However, the growth was less in the APC model. 
Thus, in cross-sectional analysis, what was now attributed to birth cohort would either 
have been attributed to period or to age, or would be overlooked: in our AP-model the 
birth cohort effects were partly attributed to age (the shape of the age patterns differ) 
and partly by period (the prevalence rate ratios of the period effect are larger for the 
AP model). This shows that in cross-sectional analysis the long-term consequences of a 
particular trend would not be recognized; the AP model does not show that the peak of 
the prevalence moves to older ages with time. Furthermore, trends may be incorrectly 
explained if birth cohort effects are not recognized as such.
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The observed birth cohort pattern should be explained: overall we observed a steep 
positive slope from the 1911 to the 1930 birth cohort and then a decline, with strong 
fluctuations for females, towards the 1987 birth cohort. This pattern may be caused by the 
guideline change. The international studies which showed the effectiveness of statins above 
age 70 were published in 2002 (the guidelines were formally changed in 2006). The 1930 
birth cohort was approximately age 70 when these studies were published and therefore 
had the right age at the right time. This birth cohort was aged approximately 60 when 
statins were introduced in the Netherlands. Individuals in this age-group had a higher risk 
of cardiovascular disease than younger ages, while they were in the age-range for which 
evidence of the drug effectiveness existed [28]. By the time this birth cohort reached age 
70, evidence for the effectiveness above age 70 was about to be published. When older 
birth cohorts reached this age, prescription of statins would have been discouraged by the 
guidelines as the guidelines were still in effect at that time. In line with this explanation, 
we expect that younger birth cohorts will eventually – as they age – also show higher 
prevalence relative to the birth cohorts born before 1930.

We performed additional descriptive analyses to find out the potential role of birth 
cohort specific cardiovascular problems for the observed birth cohort pattern. Descriptive 
graphs of prevalence trends of other cardiovascular medications (ACE inhibitors, 
angiotensin II receptor antagonists and β-adrenoreceptor blockers) were studied (data on 
file). Their trends did not have the same overall shape, making it unlikely that the birth 
cohort pattern is related to birth cohort specific cardiovascular problems. Also, the effect 
of contraindications on statin prescription was considered. The primary contraindication 
is liver disease [13]. Currently no evidence exists to show that individuals born around 
1930 have a lower prevalence of liver disease (when controlling for age) than other birth 
cohorts. The specific shape of the prevalence trend may therefore indeed be caused by the 
guideline changes. This is further supported by the nearly identical birth cohort patterns 
for both sexes, even though males and females generally have different health trends and 
behaviors.

APC methodology in drug utilization studies
APC methodology is commonly employed in studies of mortality or disease incidence 
trends (e.g. [11, 29, 30]) and in social research (e.g. [31-33]). As drug prescription should 
be strongly related to mortality and disease trends, it is perhaps surprising that there are 
few (or no) studies of drug prescription using APC methods or that otherwise include a 
birth cohort dimension. Some papers on illicit drug use that employ APC methodology do 
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exist (e.g. [34]). The ‘Monitoring the Future’ series of studies on drug abuse by secondary 
school students, conducted by the National Institutes of Health and the National Institute 
of Drug Abuse, have employed APC methodology for describing current trends and 
anticipating future trends since at least 1988 and consider it a particular important 
contribution of the series [35].

Statin use in the Netherlands is a good case for the investigation of birth cohort effects 
because of the introduction of age-specific guidelines, the effects of which remain with 
each birth cohort as it ages. Applying APC analysis to other drug types is likely to result 
in either stronger or weaker birth cohort effects and different patterns, depending on the 
drug.

We would expect especially strong cohort effects as a result of policy changes, such as 
the implementation or abolishment of large scale preventive intervention programmes. For 
example, there may be differences between birth cohorts in vaccine coverage, especially as 
such programmes can have age-specific risk criteria [36]. For vaccines with long-lasting 
protective effect (e.g. persistence of antibody tithers), differences in coverage can have 
effects long after a policy change took place. 

Specific underlying health or behavioral differences between birth cohorts may also 
result in clear birth cohort effects in drug prescription trends as well. For example, studies 
have found differences between birth cohorts in smoking related causes of disease and 
mortality such as chronic obstructive pulmonary disease [37, 38]. Trends of drugs used 
in the treatment of this disease may therefore have clear birth cohort effects as well. The 
underlying cause of this is differences between birth cohorts is prevalence of smokers in 
the population. 

Behavioral differences between birth cohorts in prescription behavior, regardless of 
underlying health differences, may also result in clear birth cohort effects. However, such 
differences are more difficult to hypothesize, as research on this topic is lacking.

Implications
The inclusion of the birth cohort dimension contributes to (scientific) practice primarily 
in two ways. Firstly, as demonstrated, birth cohort patterns provide additional insight 
into the structure of trends. By proposing explanations for the birth cohort effects and 
patterns that we have found, the APC analysis also provides an incentive for further 
research into the causes of trends. Secondly, birth cohort effects can be used to improve 
trend projections [12]. Because members of birth cohorts alive currently may also be alive 
in the future, current birth cohorts patterns may persist in the future. This is information 
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that can be used in the prediction of future trends. If birth cohort effects are found to 
contribute more to trend explanation than period effects, a cohort-wise projection will 
lead to more accurate information about the future than a period-wise projection. In 
particular, due to population ageing and its associated problems, accurate drug utilization 
projections are needed. Drug utilization impacts quality of life, morbidity and mortality. 
Accurate information about future drug utilization in populations allows policy makers 
and others to take informed measures for the future.

Overall conclusion
This study demonstrated the usefulness of incorporating a birth cohort dimension, next to 
age and period, in population-level drug utilization studies. The birth cohort dimension is 
valuable for academic and professional practice as trends can be more accurately described 
and explained and as it can improve projections of future trends.
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Chapter 3.
Birth cohort appeared to confound effect estimates  
of guidelines changes on statin utilization

Abstract

Objective: To investigate how birth cohorts can confound population-based intervention 
effect estimates.
Study design & Setting: Interrupted time series design was applied to study the prevalence 
of statin use in Dutch diabetes patients over the period 1998 to 2011. Effects of guideline 
changes on the outcome were estimated using a Poisson regression model with and 
without the birth cohort dimension modelled through random intercepts.
Results: Both models estimated a stronger increase in prevalence of statin use after 
influential studies were published in 2003 for patients aged below 50 and above 70 years. 
The model which controlled for birth cohort also estimated an effect for patients aged 50 
to 70 from 2003 onwards. The magnitude of the intervention effect for patients aged above 
70 years when we controlled for birth cohort was reduced from 0.078, 95% Confidence 
Interval (CI) 0.065 to 0.091, to 0.027 (CI:0.013 to 0.041). Similarly, for patients aged below 
50 years the estimated guideline effect was reduced from 0.070 (CI: 0.048 to 0.092) to 0.55 
(CI:0.035 to 0.075).
Conclusions: In this case study, the birth cohort dimension appeared to confound 
population-level effect estimates of guideline changes on prevalence of statin use in 
patients with diabetes.

Bijlsma MJ, Janssen F, Lub R, Bos HJ, De Vries FM, Vansteelandt S, Hak E. 
Journal of Clinical Epidemiology 2015; 68(3):334-40. 
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Introduction

The effects of interventions at population-level should preferably be measured through 
randomized controlled studies (RCTs) to control for the distorting influence of confounding 
factors [1, 2]. In an observational setting, unless investigators had the foresight, funding 
and expedition to take random samples before and after the intervention of interest, 
population-level (i.e. aggregated) data are most widely used to study population-level 
intervention effects. A challenge that arises from such studies, is that due to extraneous 
factors the composition of the population before and after the intervention may be 
different, which may bias intervention effect estimates. Population-level data commonly 
contains information on only a limited number of variables, making it difficult to control 
for these extraneous factors. An important extraneous factor which contains confounding 
information and which is widely available in both patient-level and population-level 
studies, is the birth cohort dimension [3-5]. To the best of our knowledge, this is the 
first study to investigate how the birth cohort dimension confounds effect estimates of 
guideline changes in population-level observational studies.

A birth cohort refers to a group of individuals born in the same period and who 
therefore share formative experiences and other events. Furthermore, birth cohort has 
been shown to contain physiological information, for example caused by in utero exposure 
to famine [6] or early life morbidity [7, 8]. Therefore, the birth cohort dimension is a 
population-level proxy of both the social and behavioral characteristics that develop 
during critical periods of development in the individuals that make up the cohort [9]. 
Because of its relation with lifestyle factors and physiology, birth cohort differences have 
frequently been found to be important determinants in health trends over time (e.g. [8, 
10, 11]). This also indicates that the effect of interventions may be different for different 
birth cohorts because birth cohorts may differ in their perception of preventive measures, 
may differ physiologically, or may differ in prescription and adherence culture. Yet 
paradoxically, birth cohort has not been controlled for in population-level intervention 
studies. This is likely caused by the fact that including the birth cohort dimension as a 
predictor in conventional methods incurs an identification problem due to the linear 
dependency between age, calendar time and birth cohort. However, with sufficient 
modeling assumptions and the use of penalized regression methods, this identification 
problem becomes manageable [12].

The aim of this study is to investigate how the birth cohort dimension affects estimates 
of interventions in population-level observational studies. Statin use among Dutch 
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diabetes patients is a useful case to investigate this because of two reasons. Firstly, in 
previous research, birth cohort effects were shown to have a strong effect on the trend of 
statin utilization over time in the Netherlands [3]. Secondly, for the subgroup of Dutch 
diabetes patients, influential studies [13-16] and guideline changes [17] took place which 
affected the age groups being targeted and which resulted in more attention to statin 
utilization for primary prevention of cardiovascular disease in such patients, next to 
secondary prevention.

Methods

Setting
Outpatient pharmacy data were used from IADB.nl, which contains dispensing information 
from 55 community pharmacies in the Netherlands, covering on average 500,000 persons 
annually (www.IADB.nl) [18]. The database’s pharmacy information includes, among 
others, name of the drug, anatomic–therapeutic–chemical (ATC) classification and date of 
prescription. With the exception of over-the-counter drugs and in-hospital prescriptions, 
all prescriptions are included regardless of prescriber, insurance, or reimbursement status. 
Medication records of patients are virtually complete because of high patient pharmacy 
commitment in the Netherlands [18]. The IADB ensures anonymity of patients by using 
anonymous identifiers. The database has been used in previous studies on statin use [3, 19].

Study population
The study population consisted of diabetic patients between ages 30 and 85 in the study 
period 1998 to 2011 (therefore belonging to birth cohorts 1913-1981). Diabetic patients 
were defined as having at least one prescription for blood glucose lowering drugs (ATC 
A10A or A10B). Patients who were only prescribed insulins (A10A) were excluded. From 
these patients we determined the number of diabetic patients ‘at risk’ by calendar year and 
age category by counting the number of unique patients with at least one prescription in 
the respective calendar year and age category.

Exposure
In the Netherlands, while at first prescription of statins was discouraged to patients aged 
older than 70 years, in 2002 and 2003 important studies showed the drug’s effectiveness 
at older ages in preventing cardiovascular disease [13-16]. In 2006, age restrictions were 
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formally abolished [17]. Furthermore, the studies showed that patients with diabetes, 
who are at increased risk of cardiovascular events, benefited strongly from statins [14-
16] and consequently guidelines indicated statin prescription to all diabetic patients [17]. 
Therefore, we will effectively investigate how birth cohort may confound age-specific 
intervention effect estimates.

Outcome measure
The primary outcome measure of this study is age and period-specific prevalence of 
statin use. We determined the number of statin users by calendar year and birth cohort 
by counting the number of patients in the risk set with at least one prescription for statins 
(C10AA or C10B) in that respective year and age category. Prevalence was calculated as 
the number of statin users by calendar year and birth cohort divided by the total number 
of diabetic patients at risk. Because calendar year – birth year = age, this can also be 
considered age-specific prevalence. Direct age standardization was applied to the overall 
annual trend to control for the changing age composition of the study population over 
time [20]. As the standard population, the study population in 2004 was used.

Statistical analyses
Prevalence of statin use in diabetic patients by year and age was modelled by taking 
the count of statin users as the response variable in a Poisson model, with the natural 
logarithm of the respective count of patients at risk of prescription as an offset variable. To 
correct for potentially correlated errors over time, we modelled a first order autoregressive 
covariance structure. We used R 3.0.1 and SAS 9.3 for our statistical analyses. The model 
which did not control for the birth cohort dimension was specified as follows:

ln(count) =  β0 + β1 · (year – 1998) + β2 · I(year > 2003) · (year – 2003) 
 + β3 · I(age < 50) · I(year > 2003) · (year – 2003) 
 + β4 · I(age >= 70) · I(year > 2003) · (year – 2003) 
 + β5 · I(year > 2006) · (year – 2006) 
 + β6 · I(age < 50) · I(year > 2006) · (year – 2006) 
 + β7 · I(age >= 70) · I(year > 2006) · (year – 2006) 
 + β8 · sex + β9 to 63 · age group + ln(diabetics)

Where ln refers to the natural logarithm, count to the count of statin users in some age 
group and calendar year. Year refers to calendar year and age to patient age in years.  
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I refers to an indicator variable which is 1 if the condition between its brackets is met and 
0 otherwise. β0 is the intercept, β1 measures the general change in statin prescription over 
time. β2 measures a potential effect of the studies in 2002-2003 on the change in statin 
prescription from 2003 onwards, β3 and β4 allow different effects for the studies in 2002-
2003 for patients aged below 50 and above 70 respectively. β5 measures a potential effect of 
the guideline changes from 2006 onwards and β6 and β7 again allow that effect to differ for 
persons aged below 50 and above 70 respectively. β8 measures the effect of sex. β’s 9 to 63 
measure the effects of each age year (30, 31 … to 85) as age group is entered categorically. 
Ln(diabetics) is an offset variable and refers to the natural logarithm of the number of 
diabetics at risk in each age and calendar year category.

In order to control for the birth cohort dimension, we added independent, normally 
distributed random intercepts for all birth cohorts to the model [12], thereby turning 
the fixed effects model into a mixed effects model. Our model is therefore effectively a 
modification of the Hierarchical APC model for rates as discussed by Yang & Land [12]. 

The significance of adding the birth cohort dimension was assessed using a restricted 
likelihood ratio test which contrasts the models with and without random intercepts. We 
compare intervention effect estimates between the two types of models by comparing 
parameter estimates and percentage annual change in prevalence. Model estimates were 
translated to percentage annual change in prevalence of statin use through the formula 
((exp(γ) - 1) · 100%, where γ refers to the sum of the relevant parameter estimates from 
the Poisson model.

Results

Prevalence of statin use
The number of diabetic patients with at least one statin prescription in a respective year 
ranged from 1707 in 1998 (when the study population consisted of 8112 diabetic patients) 
to 14341 in 2011 (when the study population consisted of 19364 diabetic patients). Overall, 
prevalence in the entire study period taken together was 568 users per 1000 patients 
with diabetes. Age-standardized prevalence increased from approximately 200 per 1000 
patients in 1998 to 400 per 1000 patients in 2003, then increased stronger to 700 per 1000 
patients in 2006 and then remained approximately constant (Figure 1). Approximately 
48.4% of the diabetic patients in the study population were male.
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Figure 1. Age-standardized prevalence of statin use in the population of patients with 
diabetes aged 30-85 years in the Netherlands (1998-2011).

Guideline effect estimates
Both the model which did not control for the birth cohort dimension (AP model) and 
the model which did control for the birth cohort dimension (HAPC model) estimated 
an increase in prevalence of similar magnitude in the period 1998-2003 for all three age 
groups (Table 1 and Table 2). From 2003 onwards, for ages younger than 50 and older 
than 70 years, both models estimated a stronger increase in the prevalence of statin use 
over time. However, the magnitude of the estimate for the specific age 70 and older effect 
in 2003 in the HAPC model was only approximately one third that of the effect in the 
AP model. The specific estimate for ages younger than 50 years in the HAPC model was 
similar to that of the AP model. Nonetheless, the estimated slope for patients in this age 
category was higher. Importantly, based on the confidence intervals, under the AP model 
we did not find a statistically significant change of the slope for patients aged 50 to 70 
from 2003 onwards, relative to the slope in the 1998-2003 period, while the HAPC model 
suggested a statistically significant small positive difference. The effects estimated in 2006 
for both models bring the percentage of (age-specific) annual change in prevalence of 
statin use to near 0 percent for all age categories.
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AP model HAPC model

Parameters
parameter 
estimate (beta) 95% CI

parameter 
estimate (beta) 95% CI

General slope (β1) 0.146 0.137 to 0.155 0.141 0.133 to 0.149

Slope change 2003 (β2) -0.011 -0.027 to 0.005 0.024 0.011 to 0.037

Additional slope change ages 30 to 50 in 2003 (β3) 0.070 0.048 to 0.092 0.055 0.035 to 0.075

Additional slope change ages 70 to 85 in 2003 (β4) 0.078 0.065 to 0.091 0.027 0.013 to 0.041

Slope change in 2006 (β5) -0.138 -0.150 to -0.126 -0.155 -0.165 to -0.145

Additional slope change ages 30 to 50 in 2006 (β6) -0.070 -0.098 to -0.042 -0.071 -0.095 to -0.047

Additional slope change ages 70 to 85 in 2006 (β7) -0.056 -0.073 to -0.039 -0.012 -0.027 to 0.003

Table 1. Effect estimates for the model which does not control for birth cohort (AP model) 
and the model which does control for birth cohort (HAPC model) (sex and age effect 
estimates not shown) in the population of patients with diabetes aged 30 to 85 in the 
Netherlands (1998 to 2011).

AP model HAPC model

Time period and age category
% annual 
change 95% CI

% annual 
change 95% CI

1998 - 2003 ages 30 to 85 15.7% 14.7 to 16.8% 15.2% 14.3 to 16.1%

2003 - 2006 ages 30 to 50 22.7% 20.2 to 25.3% 24.7% 22.4.to 27.0%

2003 - 2006 ages 50 to 70 14.5% 13.2 to 15.7% 18.0% 16.9 to 19.0%

2003 - 2006 ages 70 to 85 23.7% 22.3 to 25.1% 21.2% 19.8 to 22.5%

2006 - 2011 ages 30 to 50 -0.3% -1.5 to 0.8% -0.6% -1.9 to 0.7%

2006 - 2011 ages 50 to 70 -0.3% -1 to 0.5% 1.0% -0.8 to 2.9%

2006 - 2011 ages 70 to 85 1.9% 1.0 to 2.8% 2.5% 1.7 to 3.4%

Table 2. Estimated percentage annual change in prevalence of statin use among diabetic 
patients aged 30-85 in the Netherlands (1998-2011) according to the model which does 
not control for birth cohort (AP model) and the model which does control for birth cohort 
(HAPC model) with 95% confidence intervals.

Birth cohort effects
Figure 2 shows the birth cohort effects as estimated by the HAPC model. Controlling for 
age and time, we find effect estimates far below average for the oldest birth cohorts (born 
around 1913), which then steeply increase up to the peak in 1929, with birth cohorts born 
between 1920 and 1929 having above average estimated effects. From 1929 onwards there is 
a slow decline in the effect estimates up to approximately 1966, with cohorts born between 
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1929 and 1950 having estimates above the average while born after 1950 have estimates 
below the average. After 1966, the pattern fluctuates strongly. The addition of the random 
intercepts by birth cohort resulted in a reduction in restricted -2 log likelihood of 295. On a 
mixture chi-squared distribution with 0 and 1 degrees of freedom this results in p < 0.001, 
indicating a highly significant addition of the birth cohort dimension to the model.
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Figure 2. Estimated birth cohort effects (random intercepts) for birth cohorts born in 
1913-1981 in the population of patients with diabetes aged 30-85 years in the Netherlands 
(1998-2011). The estimates are relative to prevalence of statin use as predicted by using 
only age, time, sex, and the intervention effect estimates (the fixed effects).

Discussion

In the present case study we found that the birth cohort dimension appeared to confound 
population-level effect estimates of guideline changes on prevalence of statin use in Dutch 
patients with diabetes. Although, both the AP and the HAPC model estimated a stronger 
increase in prevalence of statin use after influential studies were published in 2003 for 
patients aged below 50 and above 70 years, the HAPC model also estimated a significant 
effect for patients aged 50 to 70 from 2003 onwards. The magnitude of the effect for 
patients aged above 70 when we controlled for birth cohort was reduced to one-third of its 
originally estimated magnitude. Furthermore, effect estimates for patients aged below 70 
were somewhat higher in the model which controlled for birth cohort.
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Evaluation of data and methods
All of the data of the study came from the same source, a representative prescription 
database, and the data were gathered and coded in the same manner during the 
observation period. The shape of the overall prevalence trend (Fig. 1) was comparable to 
that of our previous study [3] and that of another study of statin use in the Netherlands 
[21], although absolute prevalence differed due to differences in the study population and 
age standardization.

We chose to follow the Yang & Land approach to APC modeling because this method 
makes the identification problem more manageable. Because no additional birth cohort 
references have to be chosen (such as in the Clayton & Schifflers approach [22]), this model 
is more easily applied as an extension of conventional (segmented) time series analysis. 
Furthermore, penalization through random intercepts is a useful method to prevent model 
overfitting because it avoids the assumption that parameters of two reference birth cohorts 
are identical. Constraining two birth cohort parameters to be identical was found to lead 
to biased estimates if incorrect [12]. However, critical forethought (leading to appropriate 
model constraints) remains necessary when APC models are applied [23]. Therefore, we 
modified the standard Yang & Land model by modelling period effects as fixed effects 
(instead of random effects) using continuous variables. In standard segmented regression 
analysis the period effect is also measured in this manner. There was no indication of 
overdispersion in our models, as the dispersion parameters were 1.03 and 0.66 for the 
AP and HAPC models respectively. There was some indication of autocorrelation in the 
random effects, but parameter estimates were virtually unchanged when we additionally 
modelled a first order autoregressive covariance structure in the random effects.

Due to the identification problem present in APC analysis, it cannot be distinguished 
from the data whether the birth cohort pattern found is an effect tied to birth cohort 
or the result of model misspecification (e.g. assuming linear period effects). However, 
the pattern of birth cohort effects found in this study is very similar to that found in 
another study of prevalence of statin use [3], despite the fact that the other study used 
the Clayton & Schifflers [22] approach instead of the Yang & Land [12] approach, and the 
study population ‘at risk’ differed and was calculated differently. This may add confidence 
that the pattern found is close to that of the true birth cohort effects, as opposed to being 
either an artifact in the data or the result of model misspecification. Furthermore, we 
additionally performed our analysis with birth cohort modelled through fixed effects (i.e. 
a model based on the Clayton & Schifflers approach). Though this affected the parameter 
estimates of the guideline effects, our conclusions remained the same.
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Guideline effect estimates
While a number of influential studies were published in 2002 and 2003, the official 
guideline change occurred in 2006. Therefore, we had expected the increase in prevalence 
of statin use in the diabetic population in 2006 to be stronger than the increase in 2003. 
Instead, the descriptive graph and both models indicated that the trend changed strongly 
from 2003 onwards, and became constant in 2006. Evidently, while other factors could 
have affected this trend, it appears that the studies in 2002 and 2003 were more influential 
than expected, and that the guideline change in 2006 was lagging behind the changes in 
prescribing practice and thereby merely a formality. The cause of the leveling off of the 
overall (age 30 to 85) prevalence of statin use after 2006 may be statin utilization reaching 
saturation level.

We expected an increase in prevalence of statin use in diabetic patients aged 70 and 
older due to the studies which showed the effectiveness of statins in this age category for 
patients in general, and in patients aged below 50 years due to this age category having a 
low prevalence while studies showed the efficacy of statins for all diabetic patients. This 
also indicates that young diabetic patients have an otherwise low risk of cardiovascular 
disease. Both hypotheses hold according to both models, but the magnitude of the effect 
estimates differed. Below we explain how the estimates of the AP model were confounded 
by the birth cohort dimension.

Birth cohort and confounding
In this case study, the birth cohort dimension contained confounding information because 
parameter estimates change notably due to the introduction of birth cohort into the 
model. However, it is noteworthy that changes in parameter estimates following the entry 
of an additional variable is not necessarily evidence for confounding. Such changes may 
also occur due to noncollapsibility; i.e. the phenomenon that the marginal effect of some 
variable does not equal the stratum specific effect [24]. In general, noncollapsibility can 
occur in the absence of confounding and vice versa [25], but noncollapsibility does not 
play a role in our study because of the use of a log link in our models [26]. Furthermore, our 
study is an empirical study; strictly speaking, confounding bias can only be determined by 
taking mathematical expectations. Since this is not possible in an empirical setting, more 
empirical studies are needed to corroborate the finding that birth cohort confounds effect 
estimates of guideline changes.

The mechanism by which the birth cohort dimension confounded the intervention 
effect estimates of the model which does not control for birth cohort can be explained 



50

through the estimated pattern of birth cohort effects (Figure 2). We shall here interpret 
the birth cohort effects as caused by extraneous factors, such as lifestyle differences or 
physiological differences between birth cohorts. During the study period, patients 
belonging to the birth cohorts 1928 to 1941 moved from the age category 50 to 70 
years old to the 70 to 85 years old age category. The estimated birth cohort effects for 
these birth cohorts were higher than for all other birth cohorts (Figure 2). Therefore, as 
time progressed and this birth cohort aged into the age 70 to 85 years old category, the 
prevalence in that age category would go up even if no true (age-specific) guideline effect 
existed. This effect would then be attributed to the age-specific guideline effect if birth 
cohort effects are not controlled. In our study, where there is some guideline effect, not 
controlling for birth cohort therefore leads to a higher effect estimate of this guideline 
effect for the highest age category. Through the same mechanism, the 1948 to 1961 birth 
cohorts, which have some of the lowest birth cohort effect estimates relative to other birth 
cohorts, are tied to the higher parameter estimate for patients aged 30 to 50 years in 2003, 
and lower effect estimate for patients aged 50 to 70 in 2003 in the AP model.

In theory, birth cohort may also confound intervention effect estimates that are not 
age-specific. In order to get unbiased estimates of intervention effects, ideally we compare a 
group of individuals that has experienced the intervention with a group which has not, but 
are otherwise similar in terms of relevant characteristics (e.g. age and health status). If we 
compare individuals before and after an intervention, confounding will occur if birth cohort 
differences in the outcome of interest are present; individuals of the same age at different 
moments in time will, by definition, have different dates of birth and thereby different mean 
levels in the outcome of interest even in the absence of an intervention effect.

Observed cohort effect
If we choose to interpret the observed birth cohort trends as extraneous factors, then in 
particular, the observed trends of the 1928 to 1941 birth cohorts and the 1948 to 1961 birth 
cohorts should be explained. The former birth cohort had relatively high prevalence of statin 
use, whereas the latter had a relatively low prevalence. A possible cause for this difference is 
nutritional status during childhood. In the Netherlands, like many other Western countries, 
the 1930s and 1940s were characterized by economic depression and war, resulting in a 
period of lower nutritional intake [27]. Lower nutritional status in childhood was found to 
be related to more health problems later in life, including obesity [28]. An extreme example 
of this is that of the Dutch Hunger Winter; patients that were in utero during the Dutch 
Hunger Winter in 1946 experienced higher rates of cardiovascular mortality at older ages. 
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However, this effect is largely limited to urban agglomeration in the west of the Netherlands. 
In an earlier study, in which a pattern similar to the observed pattern in our case study was 
found, we excluded differences between birth cohorts in cardiovascular disease as the cause 
of the observed trend [3] Another explanation is that the observed cohort effects are caused 
by behavioral differences between the cohorts, but unfortunately data on such differences 
between these cohorts in the Netherlands is lacking.

Population-level intervention studies
Birth cohort effects can be relevant in studies using individual patient-level data, however 
they can be especially valuable in studies with population-level data. In population-level 
data, the degree of detail of the information that is available is commonly low; data from 
national statistics offices or other population-based registries are commonly stratified 
by age, sex and time. Additional information may be desired by the investigators for a 
multitude of reasons, one of them being the need to control for important confounders. 
The birth cohort dimension contains physiological and behavioral information and hence 
is a potential confounder. However, this confounding information can also be highly 
useful in population-level studies seeking to answer physiological and behavioral specific 
hypotheses (e.g. [27-34]).

Conclusion
Prevalence of statin use in Dutch diabetic patients increased more strongly from 2003 
onwards as a result of influential studies published in 2002 and 2003. The magnitude of the 
age-specific intervention effects differed notably when we controlled for the birth cohort 
dimension. This indicates that the birth cohort dimension can confound the estimation 
of age-specific interventions in time series analysis. Clearly, if extraneous birth cohort 
effects are present, including the birth cohort dimension is merely a part of proper model 
specification and therefore important in preventing bias in effect estimation. Unbiased 
intervention effect estimates at population-level are needed by policy makers and others 
in taking informed measures for the future.
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Chapter 4.
Association between statin use and cardiovascular 
mortality at the population level: an ecological study

Abstract

Background: We assessed the contribution of statin use to the decline in cardiovascular 
mortality for the Netherlands over the period 1994-2010.
Methods: Aggregated mortality data from Statistics Netherlands were combined with 
dispensing data from a representative drug dispensing database. We estimated mortality 
if prevalence of statin use had remained at its observed 1994 levels throughout the period 
1994-2010 for acute myocardial infarction (AMI), other ischemic heart disease (other 
IHD) and cerebrovascular disease using Poisson models adjusted for various confounders. 
Results: We estimated that keeping prevalence of statin use at observed 1994 levels would 
have resulted in 0.06 (95% CI: 0.049 to 0.080), 0.02 (95% CI: 0.012 to 0.023) and 0.04 
(95% CI: 0.023 to 0.044) more AMI, IHD and cerebrovascular deaths per 100 person-
years respectively.
Conclusion: The findings indicate that statin therapy may have played an important role in 
decreasing national cardiovascular mortality rates in the period 1994 to 2010.

Based on Bijlsma MJ, Janssen F, Bos HJ, Kamphuisen PW, Vansteelandt S, Hak E.  
Epidemiology 2015; 26(6):802-5.
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Introduction

Cardiovascular disease is a major cause of death in both industrialized and developing 
countries and threatening healthy ageing of citizens [1-3]. In much of the Western 
world, nationwide age-specific cardiovascular mortality has been declining steadily since 
1970 [4]. There is ongoing debate about the role of several determinants of this decline. 
Lifestyle changes at the population level, such as changes in diet and smoking behavior, 
are important contributors [5]. Improvements in, and wider application of, surgical 
procedures such as percutaneous coronary intervention and coronary artery bypass 
grafting can be of importance [2, 6]. Finally, improved cardiovascular care with a wide 
arsenal of medicines aimed at preventing or treating cardiovascular disease such as statins, 
ace-inhibitors and angiotensin-receptor blockers may also have a major impact [7].

The clinical effectiveness of preventive and therapeutic cardiovascular drugs was 
demonstrated in various clinical trials (e.g. [8, 9]). However, the demographic composition 
of clinical trial populations as well as important risk factors such as concomitant drug use 
and co-morbidity in a clinical trial setting commonly differ from those of clinical practice 
[10, 11]. This means that end-users potentially differ demographically and behaviorally 
from trial participants. Therefore, in order to understand the impact of pharmaceutical 
measures at population level, observational studies are needed. Observational studies may 
combine population level drug dispensing data with (cause-specific) mortality data, and 
can thereby provide insights into their nationwide role of drug utilization on population 
level mortality trends.

A potentially important risk factor affecting cardiovascular mortality at the population 
level, which has so far been acknowledged (e.g. [12-14]) but often ignored, is birth cohort. A 
birth cohort refers to a group of individuals born in the same period and who therefore share 
formative experiences and other events. For example, the effect of famine on fetal development 
during the Dutch Hunger Winter was shown to have a strong effect on cardiovascular mortality 
in later life [15]. However, birth cohort effects might also indirectly affect cardiovascular 
mortality through behavior such as drug utilization and adherence. Recently, we found that 
individuals born before 1930 were less likely to utilize statin therapy compared to individuals 
born after 1930, which makes birth cohort a potential confounder [16]. The potential 
importance of birth cohort effects warrants an investigation which explicitly takes into account 
the birth cohort dimension in both drug uptake and mortality outcome.

Through the use of aggregate data, the primary objective of this study is to investigate 
the association between statin use and cardiovascular mortality in the Netherlands during 
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the period 1994 to 2010. Furthermore, we explored whether population level effects were 
different for different birth cohorts.

Methods

Study population
The study population in this ecological study consisted of an annual average of ~5 million 
individuals in the Netherlands aged 50 to 83 years during the study period 1994 to 2010, 
belonging to birth cohorts 1916 to 1959. These ages were chosen as prevalence of statin 
use is very low before age 50, and information from the drug-dispensing database that we 
used (see below) becomes less reliable above age 84.

Primary exposure: aggregated at the population level
Statin use is our primary exposure. Individuals were considered to be a user of statins 
in a half year period if they received at least one prescription for statins (anatomic-
therapeutic-chemical (ATC)-code C10AA). We tabulated by half year period, instead of 
by year, because it allows for more time intervals at which comparisons can be made. 
We calculated prevalence of statin use by dividing the number of users of statin by the 
person-years at risk of prescription, which was received from Statistics Netherlands. Data 
on statin use were received from the Dutch drug dispensing data base IADB.nl which 
contains dispensing information from 55 community pharmacies in the Netherlands, 
covering on average 500,000 persons annually [17]. With the exception of over-the-
counter drugs and in-hospital prescriptions, all prescriptions are included in the IADB 
regardless of prescriber, insurance, or reimbursement status. Medication records of 
patients are virtually complete because of high patient pharmacy commitment in the 
Netherlands [17]. The database is representative for the Netherlands as a whole and has 
been used in previous studies on statin use [16, 18]. In the Netherlands, statin therapy first 
started around 1994 and cannot be received over the counter.

Outcome measure
The primary outcome measure of this study is the count of mortality due to acute 
myocardial infarction (AMI) (ICD9-code 410; ICD10-code-code I21) [19,20]. We also 
studied mortality due to other ischaemic heart diseases (Other IHD) (ICD9-codes 411-
414; ICD10-codes I20, I22-I25) and cerebrovascular disease (ICD9-codes 430-438; ICD10-
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codes I60-I69) [19, 20]. These data were received from Statistics Netherlands by five year 
age and half year period and by two year age and one year period [21]. We tabulated this 
into two year age by half year period using linear interpolation. Cause-specific mortality 
rates were obtained by dividing these numbers of deaths by person-years at risk.

Covariates
Based on the literature, we predefined potential confounders for the association between 
prevalence of statin use and cardiovascular mortality. These were prevalence of other 
cardiovascular drug use, diabetes, birth cohort, age and sex. Other cardiovascular drugs we 
included were ACE inhibitors (ATC-codes C09AA, C09BA and C09BB), antithrombotic 
agents (ATC-code B01), angiotensin receptor blockers (ATC-codes C09C and C09D), 
beta blockers (ATC-code C07), calcium channel blockers (ATC-code C08), diuretics 
(ATC-code C03; this category includes important antihypertensives), fibrates (ATC-code 
C10AB) and nitrates (ATC-code C01AD). Individuals were considered users of a drug in 
a half-year period if they received at least one prescription for that drug in that period. 
Patients who received at least one prescription for blood glucose lowering drugs (ATC 
codes A10A or A10B) were considered diabetic patients. As also nondiabetic patients may 
receive insulins (ATC code A10A), patients who were only prescribed insulins were not 
considered diabetic patients. As with our primary exposure measure, we calculated the 
prevalence of users of each drug by dividing the number of users by the person-years at 
risk of prescription.

Descriptive analysis
Age and sex-standardized rates and age-specific rates were depicted in graphs by calendar 
year. Direct age standardization was applied to the overall trend to control for the changing 
age composition of the study population over time [22]. As the standard population, we 
used the age- and sex-specific population of the Netherlands in 2001.

Statistical analyses
We applied time series analysis to determine the association between prevalence of statin 
use and the cardiovascular mortality rate. To do so, we fitted a Poisson regression model 
with the half year count of cause-specific mortality (AMI, other IHD or cerebrovascular 
disease) as the outcome variable and the natural log of person-years at risk of mortality 
as an offset variable. Covariates in this model were prevalence of statin use, two year age-
category (50-51, 52-53, …, 82-83), 4-year birth cohort (1916-1919, 1920-1924, …., 1956-
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1959), sex, prevalence of diabetes and other cardiovascular drug use. An interaction term 
between prevalence of statin use and birth cohort was used to assess whether the association 
of statin use with the cause-specific mortality rate is modified by birth cohort. Because the 
prevalence of many of the drugs listed above changed over time, they served as proxies of 
calendar time. Therefore, this model is a type of age-period-cohort characteristic model 
(APCC) [23]. Because prevalence of statin use may also have long-term effects, we also 
applied this model with a two-year lag between cause-specific mortality and prevalence of 
statin use as a sensitivity analysis.

We also fitted a model with a linear time trend as an additional covariate. This enables 
the estimation of the association between prevalence of statin use and cardiovascular 
mortality rate while adjusting for the linear decline in cardiovascular mortality in the 
Netherlands since at least 1980, and thus before the introduction of statins [4, 24]. In 
this model, we had to further constrain the birth cohort dimension due to its linear 
dependency with age and time, by setting the coefficients of the adjacent middle birth 
cohorts (1932-1935 and 1936-1939) to be equal [25].

Finally, in order to determine the association of statin use with decline in cardiovascular 
mortality in the Netherlands in the period 1994-2010, we calculated excess mortality 
[26]. That is, for each half year, while allowing other covariates to change, we predicted 
mortality if prevalence of statin use had remained at its 1994 level and compared it with 
mortality predicted using observed levels of prevalence of statin. These predictions were 
obtained from the regression models without lag and without adjustment for the linear 
decline over time in cardiovascular mortality. Excess mortality was divided by person-
years at risk so as to make the results more readily interpretable.

Results

Decline in cardiovascular mortality
The overall age-standardized mortality rate due to acute myocardial infarction (AMI) 
(ICD9-code 410) in 1994 was 0.28 deaths per 100 person-years. This rate declined almost 
linearly to 0.08 deaths per 100 person-years in 2010, representing a relative decrease in 
cardiovascular mortality rate of 71% over the whole study period or 3.7% per half year 
(Figure 1). The overall age-standardized mortality rate of other IHD in 1994 was 0.08 
deaths per 100 person-years and declined steadily to 0.04 deaths per 100 person-years 
in 2010, a 50% decline over the period. Finally, in 1994 0.18 deaths per 100 person-years 
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occurred due to cerebrovascular disease, which declined to 0.08 deaths per 100 person-
years in 2010, corresponding with a 56% decline over that period. For each of the three 
causes of death, the decline was also approximately linear in each of the different age 
groups (Appendix 1 eFigures 1-3), with older age categories having a higher mortality rate 
than younger age categories.
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Figure 1. Age standardized mortality rate of acute myocardial infarction (ICD9-code 410), 
other ischemic heart disease (ICD9-codes 411-414), and cerebrovascular disease (ICD9-
codes 430-438) in the Netherlands by half year period in 1994 to 2010, ages 50 to 83.

Prevalence of statin use
Overall, age-standardized prevalence of statin use in 1994 was 5 users per 100 person-
years in the population. This increased to 40 users per 100 person-years in 2010 (Figure 
2). Prevalence of statin use increased over time in most age groups, but the prevalence 
became constant from 2006 to 2010, except in ages above 70 where prevalence of statin 
use increased (Appendix 1 eFigure 4).
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Figure 2. Age standardized prevalence of statin use in the Netherlands by half year period, 
ages 50 to 83.

Association between statin use and cardiovascular mortality decline
Adjusting for age, sex, birth cohort, other drug use and diabetes, an increase of one statin 
user per 100 person-years in a half year period was associated with a 1.23% decrease in the 
number of individuals that would die of AMI in the same half year period (95% confidence 
interval (CI) 0.93 to 1.53%). This was 0.93% (CI: 0.42 to 1.43%) for mortality due to 
other IHD and 1.06% (CI: 0.70 to 1.42%) for cerebrovascular mortality. The association 
between prevalence of statin use and mortality after two years was stronger; an increase 
of one statin user per 100 person-years in a half year period was associated with a 1.61% 
decrease in the number of individuals that would die of AMI two years later (CI: 1.33 to 
1.88%). This was 1.06% (CI: 0.60 to 1.51%) for other IHD and 1.14% (CI: 0.82 to 1.46%) 
for cerebrovascular mortality.

Taking into account the linear decline in cardiovascular mortality lowered the 
association of other cardiovascular medications with mortality decline, especially that 
of ARBs, ACE inhibitors and, to a lesser extent, antithrombotic drugs. The association 
between cardiovascular mortality and statins increased; we found that an increase of 
one statin user per 100 person-years in a half year period was associated with a decrease 
of 1.51% (CI: 1.25 to 1.77%) in mortality due to AMI in the same period. Similarly, an 
increase of one statin user per 100 person-years was associated with a 1.05% (CI: 0.63 
to 1.47%) decrease in other IHD mortality, and a 1.26% (CI: 0.97 to 1.55) reduction in 
cerebrovascular mortality.
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Statin use and mortality decline
Figure 3 shows the predicted AMI mortality rate if prevalence of statin use had remained 
constant at observed 1994 levels throughout the study period (see appendix 1 eFigures 5 
and 6 for corresponding figures for other IHD and cerebrovascular mortality). We found 
that keeping prevalence of statin use at the observed 1994 levels, the AMI mortality rate 
over the study period was predicted to have been on average 0.064 deaths per 100 person-
years higher (95% CI: 0.049 to 0.080). For other IHD and cerebrovascular mortality this 
was 0.017 (95% CI: 0.012 to 0.023) and 0.033 (95% CI: 0.023 to 0.044) per 100 person-
years higher, respectively.

1995 2000 2005 2010

0.
05

0.
10

0.
15

0.
20

0.
25

0.
30

Calendar year

A
M

I m
or

ta
lit

y 
ra

te
 p

er
 1

00
 p

er
so

n−
ye

ar
s

Observed
Statin prevalence held constant at 1994 levels
95% confidence interval

Figure 3. Observed acute myocardial infarction mortality (ICD9 410) and predicted acute 
myocardial infarction mortality if prevalence of statin use had remained constant in the 
Netherlands in the period 1994-2010, ages 50 to 83. 

Effect modification by birth cohort
We found that, in general, younger birth cohorts had a lower AMI mortality rate than 
older birth cohorts, with a slight rise and stagnation for cohorts born in the period 1920 to 
1928 (Figure 4). Similar patterns were found for other IHD and cerebrovascular disease. 
Interaction terms between statin use and birth cohort did not add significantly to the 
models (p = 0.61). For the model with AMI as the outcome, all interaction effects were 
close to 1, and did not differ significantly from 1 (Figure 5), which also indicates no effect. 
Findings for the models with other IHD and cerebrovascular mortality were similar.
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Figure 4. Estimated birth cohort effects in mortality due to acute myocardial infarction 
in the period 1994-2010, ages 50 to 83 in the Netherlands according to the APCC model.
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Figure 5. Estimates of the modification by birth cohort of the effect of statin use on 
mortality due to acute myocardial infarction (ICD9 410) in the period 11994-2010, ages 
50 to 83 in the Netherlands.
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Discussion

In this Dutch population-level time series analysis, cardiovascular mortality declined 
throughout the 1994 to 2010 study period, while prevalence of statin use increased from 
1994 to 2006 and stabilized afterwards except for those aged 70 years and older. Controlling 
for various important risk factors, we estimated that keeping prevalence of statin use at 
observed 1994 levels resulted in 0.06 more AMI deaths per 100 person-years, 0.02 more 
IHD deaths per 100 person-years and 0.04 more cerebrovascular deaths per 100 person-
years during the study period. Differences between birth cohorts in the effectiveness of 
statin use were not observed.

Evaluation of data and methods
Using aggregate data to analyze the effect of prevalence of statin use on cardiovascular 
mortality has both strengths and weaknesses. The main strength of using aggregated data is 
that we were able to achieve a large sample size. This resulted in high precision and thereby 
very high statistical power to detect even small effect sizes. The large sample size kept 
standard errors small, despite collinearity between some covariates in the model. The most 
important weakness of using aggregate data is the risk of ecological fallacy. Furthermore, 
we could not take into account dosage or duration of use. However, the majority of patients 
using statins are chronic users and, on the population level, dosage does not change over 
time. Other important factors that affect cardiovascular mortality over time may be 
changes in cardiac interventions, aspirin use and smoking. While cardiac interventions 
are effective for individuals, their impact on the population level is limited because it is 
only performed on a small group of patients [7]. A limitation of the study is that we could 
not control for trends in aspirin use in the Netherlands, because this drug does not require 
a prescription. Furthermore, research indicates that smoking behavior is strongly tied to 
birth cohort [28-30]. Therefore, we believe to have captured significant lifestyle effects 
over time by including birth cohort. We included cardiovascular medications other than 
statins, such as ace inhibitors, antihypertensive and antithrombotic medication, to control 
for potential confounding by these medications. However, we found that the effect estimate 
of prevalence of statin use on cardiovascular mortality did not change strongly if these 
drugs were excluded from the model. Furthermore, in a sensitivity analysis, we included 
a linear time trend in the model in order to capture other potential confounders such as 
changes in health behavior over time. However, even after this addition, the estimate of 
statin effectiveness remained robust. Therefore, with the possible exception of the effect 
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of aspirin use, we believe our estimate of statin prevalence on cardiovascular mortality to 
be controlled for the most important confounders. Finally, it is unlikely that our findings 
are distorted by competing risks because there is no evidence in the literature that statins 
strongly increase mortality due to non-cardiovascular causes.

Another strength of the study is that all of the drug dispensing data of the study 
came from the same source, a database representative for the Netherlands (IADB.nl), and 
the data were gathered and coded in the same manner during the observation period. 
Mortality and life years at risk data also came from the same source throughout the study 
period, but mortality data underwent a coding change in 1996, when ICD-9 was changed 
to ICD-10. From previous research it showed that for the causes of death under study (and 
the codes used), no apparent discontinuities in mortality trends due to this ICD change 
occurred [20].

Effectiveness of statin use
A Cochrane review of trial evidence indicated that statins are protective against fatal 
cardiovascular events (RR: 0.83, 95% CI: 0.72 to 0.96), though not against fatal stroke 
(RR: 0.61, 95% CI: 0.18 to 2.23) [27]. However, in our study, the percentage reduction in 
mortality that we found associated with an increase in statin prevalence cannot be directly 
compared to results from clinical trials. This is because of the nature of the data used 
and the consequent difference in explanatory variables. Where clinical trials and some 
observational studies compare the hazard of mortality between users and non-users of 
statin, we investigated the relation between a prevalence of statin use in a group of patients 
and the rate of cardiovascular mortality in that group.

Mortality due to acute myocardial infarction in the Netherlands declined by 
approximately 3.7% per half year. Many factors are believed to contribute to this decline. 
Nevertheless, it is noteworthy that our model predicts that keeping prevalence of statin 
use at its observed 1994 levels resulted in 0.06 more AMI deaths per 100 person-years 
during the study period. This is quite considerable, given that the observed AMI mortality 
rate in the study period was between 0.08 and 0.28 deaths per 100 person-years. The 
excess mortality of other IHD and cerebrovascular mortality were of lower magnitude, but 
relative to observed mortality rates are also considerable. Furthermore, we also adjusted 
for linear decline. This was done to adjusts for certain unmeasured (confounding) factors, 
such as population-level changes in diet, exercise or (utilization of) surgical procedures 
that together would have produced linear decline of cardiovascular mortality over time. 
The effect estimate of prevalence of statin use on cardiovascular mortality was not strongly 
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affected by adjusting for linear decline, while it did strongly change the effect estimates of 
other cardiovascular medications. These findings indicate that, on the population level, 
statins appear to have played a strong role in the reduction of cardiovascular mortality in 
the period 1994 to 2010.

Birth cohort differences
Controlling for age, sex, diabetes and prevalence of cardiovascular drugs, we found that, 
relative to the 1936-1939 birth cohort, younger birth cohorts have lower cardiovascular 
mortality rates. Other studies have also found similar differences between birth cohorts 
in cardiovascular mortality (e.g.[13, 14]). This indicates that, at the population level, 
younger birth cohorts have better cardiovascular health than older birth cohorts, even 
when relevant medication and calendar time (by proxy) are taken into account. These 
differences may be related to behavioral differences between birth cohorts that impact 
cardiovascular mortality such as birth cohort differences in smoking behavior [28, 29]. 
Since we could not adjust for such underlying factors directly, this demonstrates the utility 
of adjusting for birth cohort.

There were no differences in the effectiveness of statins in reducing cardiovascular 
mortality between birth cohorts on the population level. Differences between birth 
cohorts could be due to differences in biological efficacy or clinical efficacy. While 
biological differences between birth cohorts have been found (e.g. [15]), these are rare 
and furthermore it is unknown if such differences would also change drug efficacy (e.g. 
through changes in drug metabolism). Birth cohort differences in behavior have been 
shown to exist (e.g. [30, 31]). It is as of yet unknown if such behavioral differences may 
lead to differences in clinical effectiveness between birth cohorts. Because we did not find 
differences between birth cohorts in effectiveness, our study can be seen as generating 
preliminary evidence that such differences between birth cohorts in behavior also do not 
exist. However, a study with patient level data would be needed to test this hypothesis.

Conclusion
Statin use appeared strongly associated with a decrease in mortality due to acute myocardial 
infarction, other ischemic heart diseases and cerebrovascular diseases. The study indicates 
that lipid-lowering drugs play an important role in decreasing national cardiovascular 
mortality rates. The effect of statins did not differ by birth cohort, providing a first 
indication that the clinical effectiveness of statins in reducing cardiovascular mortality is 
not affected by behavioral differences between birth cohorts.
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eFigure 1. Age-specific mortality rate of acute myocardial infarction (ICD9 410), in the 
Netherlands by half year period 1994 to 2010, ages 50 to 83.
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eFigure 2. Age specific mortality rate of other ischemic heart disease (ICD9 411-414), in 
the Netherlands by half year period 1994 to 2010, ages 50 to 83.
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eFigure 3. Age specific mortality rate of cerebrovascular disease (ICD9 430-438), in the 
Netherlands by half year period 1994 to 2010, ages 50 to 83.
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eFigure 5. Observed other ischemic heart disease mortality (ICD9 411-414) and predicted 
other ischemic heart disease mortality if prevalence of statin use had remained constant in 
the Netherlands in the period 1994-2010, ages 50 to 83.
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Chapter 5.
Estimating time-varying drug adherence using electronic 
records: extending the Proportion of Days Covered (PDC) 
method

Abstract

Purpose: Accurate measurement of drug adherence is essential for valid risk-benefit 
assessments of pharmacologic interventions. To date, measures of drug adherence have 
almost exclusively been applied for a fixed-time interval, and without considering changes 
over time. However, patients with irregular dosing behavior commonly have a different 
prognosis than patients with stable dosing behavior. 
Methods: We propose a method, based on the Proportion of Days Covered (PDC) method, to 
measure time-varying drug adherence and drug dosage using electronic records. We com pare 
a time-fixed PDC method with the time varying PDC method through detailed examples,  
and through summary statistics of 100 randomly selected patients on statin therapy. 
Results: We demonstrate that time varying PDC method better distinguishes an irregularly 
dosing patient from a stably dosing patient, and demonstrate how the time-fixed method 
can result in a biased estimate of drug adherence. Furthermore, the time varying PDC 
method may be better used to reduce certain types of confounding and misclassification 
of exposure. 
Conclusions: The time varying PDC method may improve longitudinal and time-to-event 
studies that associate adherence with a clinical outcome, or (intervention) studies that 
seek to describe changes in adherence over time.

Bijlsma MJ, Janssen F, Hak E. 
Pharmacoepidemiology & Drug Safety. In Press.
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Introduction

Accurate measurement of drug adherence is essential for valid risk-benefit assessments of 
pharmacologic interventions [1-3]. Patient adherence has a direct influence on whether the 
patient receives the prescribed drug dose, or whether under- or overdosing of prescribed 
medication occurs. In clinical trials, due to strict protocols, higher levels of adherence are 
achieved than in observational study designs which may potentially lead to differences 
in drug efficacy or safety estimates between these designs [4-7]. Hence, accurate drug 
adherence measurements are a prerequisite for bridging the gap between biological 
efficacy estimates from experimental trials on the one hand and clinical effectiveness 
estimates from observational studies on the other hand.

To date, measures of drug adherence such as the Proportion of Days Covered (PDC) 
method have almost exclusively been applied for a fixed-time interval, and without 
considering changes over time. Such an application ignores the fact that adherence within 
patients may vary over time [8]. In a fixed time interval, a patient that receives the drug 
irregularly may have the same adherence estimate as a patient that steadily receives the 
drug in the same time interval, yet the real differences in dosing behavior may result in a 
totally different patient prognosis. In other words, using time-constant measures of drug 
adherence in a fixed time interval will bias the association between a clinical outcome 
and drug use. In all, time-constant drug adherence measures are disadvantageous both in 
studies assessing cumulative incidence ratios and incidence rate ratios. 

There are a wide variety of methods to estimate adherence, each with their specific 
advantages and disadvantages [6, 9-13]. Methods that use electronic records (e.g. pharmacy 
records), rather than patient reports or direct observation, have as their advantage that 
they are noninvasive and can often be used for large numbers of patients over a long 
time span. Given the fact that in Western countries chronic diseases are becoming more 
prevalent and both preventive and therapeutic drugs are used over a longer period of time 
and recorded in Big Data health care registries (e.g. [14, 15]), methods that use electronic 
records are indispensable. Of the methods designed for this purpose, the Proportion of 
Days Covered (PDC) method is most commonly applied (e.g. [16]).

This paper describes an extension of the time-fixed PDC method that enables the 
estimation of time-varying drug adherence using pharmacy prescription or dispensing 
records, it illustrates the method, and discusses its strengths and limitations. In appendix 
2 we provide a detailed example of the calculation of time-varying dosage [17].
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Methods

Drug prescription or dispensing records
The extended PDC method is intended to be applied to data from drug prescription 
or dispensing records. Initially, data should be ordered such that each row represents a 
single drug prescription (or dispensed prescription). The information needed to apply 
the method is represented by variables (columns) in the dataset including a patient 
identification number (ID), date of dispensing, number of pills dispensed, and number 
of pills per day. Once prescriptions are chronologically ordered, a variable ‘prescription 
number’ can be added which is given value k for the k’th prescription (Figure 1).
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Figure 1. Electronic records of a patient with irregular dosing behavior. Rows of pharmacy 
dispensing records showing patient ID, date of dispensing, number of pills dispensed and 
pills per day. Interval length, total days and adherence are added later; they are intentionally 
left blank for the 11th row because that row belongs to a new patient.

Estimating time-varying drug adherence
First, we calculated the length of time in days for each interval (“Interval length” in Figure 
1). To stabilize the adherence estimate, an interval is not the length in time between one 
prescription (k) and the next (k + 1), but between each prescription k and the date of 
the second prescription afterwards (k + 2). Secondly, we calculated the expected number 
of days covered (“Total days” in Figure 1), by dividing the number of pills dispensed by 
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the pills per day for each row, and summing these numbers for rows k and k+1. Then, 
“adherence” as a proportion (Figure 1) in each row was calculated by dividing the expec-
ted number of days covered by the length of time in the interval (“Total days” / “Interval 
length” in the figure). The adherence value may exceed 1 if the length of the interval 
is shorter than the expected number of days covered. This may occur if the patient is 
stockpiling the drugs (e.g. to go on holiday). In the case of stockpiling, we carried over the 
pills that are in excess of the expected number of days covered to the next interval until no 
interval has an “adherence” estimate above 1 (Figure 2). If stockpiling is not possible for 
the drug in question, for example if the drug is not chemically stable for a long time, this 
estimation step should be skipped and intervals with adherence values above 1 should be 
set to 1.

When estimating “adherence” using intervals based on the length of time between 
prescriptions k and k+2, this leaves part of the information of the last two prescriptions 
unused because the length of time of the interval cannot be established; i.e. prescription 
k+2 does not exist when k is the last or next to last prescription. This is not problematic 
if the final prescriptions take place outside the study period. In other cases, an end point 
of utilization of the drug can be established by assuming that the last observed adherence 
value will be continued in the final interval. The length of the last interval will then be the 
sum of the expected number of days covered by the last and second to last prescription, 
and divided by the last observed adherence value. This represents the length of time 
that a patient would be able to continue to use the drug if the last observed adherence is 
continued into the final interval.

Because intervals for adherence calculation are constructed between prescriptions 
k and k+2, two intervals will overlap at most time points. To any time point with such 
overlapping intervals, we assigned the adherence value from the first of these two intervals.

To calculate adherence over a longer time period (e.g. over 30-day periods), an 
average adherence over the desired time period can be computed after execution of the 
previous step.

Finally, patients may switch between drugs over time; if this is not detected, it will lead to 
erroneous estimates of drug adherence. A patient can be considered to have switched a drug 
if he or she receives a prescription for one drug, then later in time receives a prescription 
for a different drug in the same class as the first prescription and does not refill the old 
prescription [16]. Before calculating drug adherence, switchers should first be identified and 
rows of both the old and the new drug can be ordered chronologically as in Figure 1. The 
calculation of time-varying drug adherence can then proceed as described in this paper.
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Figure 2. Incorporating drug stockpiling.

Comparison between time-constant and time-varying PDC
In order to empirically test the differences between time-constant and time-varying PDC 
measures, we randomly sampled 100 patients which started on statin therapy (anatomical-
therapeutic-chemical code C10AA) and whom received dispensings for longer than 
1 year from the IADB.nl database. The IADB is a pharmacy dispensing database and is 
considered representative for the Netherlands [18]. For each patient, we calculated the 
time-constant PDC measure by dividing the number of days covered in one year by 365. 
The number of days covered in the first year of follow-up was calculated taking into 
account drug stockpiling and excluding excess pills from prescriptions that carry on into 
the next person-year of follow-up. The time-varying PDC measure was also calculated 
over one year using the method as described in the previous paragraphs. For each patient, 
we then compared the time-constant and time-varying PDC measures by subtracting the 
time-constant PDC value from the time-varying PDC-values and removing the sign (i.e. 
taking the absolute value). Since each patient has multiple time-varying measurements, 
we then calculated the average absolute difference over the entire year of follow-up.

Example applications

Example 1: patient with irregular dosing behavior
The information in the first five columns of Figure 1 comes from a patient with patient 
number 003011. This patient had irregular dosing behavior: in the first 3.5 months, the 
patient visits the pharmacy about every 30 days to pick up enough pills for a month, 
then there is a gap in visits of about 3 months, then a short period with more frequent 
visits, and then once again a three month gap, and finally another set of frequent visits. 
For this individual, the length of the first interval was 72 days; starting on the 13th of 



83

5

Estim
ating tim

e-varying drug adherence 
using electronic records: extending the Proportion of D

ays C
overed (PD

C
) m

ethod

January 2002 (date of first prescription) and ending on 26st of March 2002 (date of third 
prescription), thereby covering prescription numbers 1 and 2. Both of these prescriptions 
were dispensings of 30 pills of which 1 should be taken per day. Using the pills dispensed 
and the pills per day, we calculated the theoretical days covered by the drug in each 
interval. For the first interval, this was 30/1 + 30/1 = 60 days. To illustrate how this changes 
when the number of pills changes, in the sixth interval this was 60/2 + 75/2 = 67.5 days. 
Finally, adherence was calculated by dividing the theoretical days covered by the length 
of the interval. For the first interval this was 60/72 = 0.83 (rounded down). Stockpiling 
can be witnessed in the fifth interval; here the adherence value would exceed one (60/56 
= 1.07). Therefore, the 4 excess days are carried forward to the sixth interval, which as 
a consequence receives the adherence value of (67.5 + 4)/117= 0.61, representing drug 
stockpiling (Figure 2). The last adherence value that can be calculated using this algorithm 
is the one corresponding to the third to last row. Using this adherence value (0.91) and 
placing it in the second to last row, we can calculate the length of the last interval, which 
is 60 / 0.91 = 66 days. The total length in days that we follow this patient is the difference 
between the first date (13th of January 2002) and the date of the start of the last interval 
(5th of February 2003), plus 66 days (length of last interval). This is 389 + 66 = 455 days. 
We then assigned adherence values to each individual day by using the adherence from 
the interval that ends earliest after that day; therefore, all days from 13th of January 2002 to 
26st of March 2002 were assigned an adherence of 0.83 (adherence of the first interval), the 
days from 27th of March 2002 to 1st of May were assigned an adherence of 0.82 (adherence 
of the second interval), etc. 

Plotting these adherence measures in a graph shows that the method adequately 
captures the irregular dosing behavior of the patient; the estimates of adherence fluctuate 
strongly over the time period (Figure 3). If we had instead made a time-constant PDC 
estimate of drug adherence over a 1 year time period, we would have counted the total 
days covered in the first year, noting that from the last dispensing in the first person-year 
only 8 pills can still be used in this year, we get (30/1 * 3 + 60/2 * 3 + 75/2 + 8)/365 = 
0.62 (Figure 3). Compared to the information generated by the time-varying adherence 
method, this number provides very little information about the actual adherence behavior. 
Furthermore, the interval stops after 1 year, while the patient continues to receive the 
drug for about three additional months. Finally, because we also had information on other 
variables that were measured every 30 days for each patient, we chose to aggregate the 
adherence measurements to 30-day periods. The first two 30-day periods are in the period 
13th of January 2002 to the 13th of March, 2002. Since the first interval does not end until 
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the 25th of March, 2002, we can simply assign the adherence of the first interval (0.83) to the 
first two 30-day periods. The third 30-day period goes from the 14th of March, to the 12th 
of April. We therefore calculated adherence in this 30-day period as (12*0.83+18*0.82)/30 
= 0.824. In the fourth period, it became (18*0.82+12*0.46)/30 = 0.676, etc. Using 30-day 
periods has a smoothing effect on the dynamic adherence measurements, but these still 
provide more detailed information than a time-constant measurement (Figure 3).
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Figure 3. Comparisons of time-varying versus time-constant PDC estimates of drug 
adherence from a patient with irregular dosing behavior. Each interval is represented 
by a horizontal line and labeled by # and its number. Interval #8 continues beyond the 
displayed range.

Example 2: patient with low intensity dosing behavior and with regular visits
Contrasting irregular dosing behavior, consider a patient that is not fully adherent but 
with a stable regularity of pharmacy visits (Figure 4). The patient started with a lower dose 
(prescribed 1 pill per day) for the first 30 days, and afterwards received a dose that should 
have lasted for 60 days each time, but the patient instead visited approximately every 90 
days. Therefore, approximately (60/90) = 0.66 adherent would be a correct estimate. For 
this patient, the estimates using the time-varying method are all close together and around 
0.66 adherent; correctly showing a stable adherence over time. However, in this example, 
a time-constant adherence estimate over the 365 day period (1 year) would be biased 
upwards. The patient would be calculated as being covered for (30/1 + 60/1 + 3*120/2) = 
270 days. Since 270/365 = 0.74, the patient was estimated to be more adherent than in the 
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time-varying estimation. The reason for this is that the final interval that falls within the 
365 day range (drugs dispensed in row 5, Figure 4) occurred on 2nd of March, 2007, and 
pills to last for (120/2) = 60 days were dispensed on that date. Therefore, these pills could 
be said to have lasted until the 1st of May, 2007, while the 365 day period ends on 7th of 
May, 2007. Therefore, using the logic of time-constant PDC adherence calculation, all of 
these pills from the last dispensing could be used in this year. The problem with this is that 
the time-constant method does not take into account the timing between intervals; after 
the batch picked up on the 2nd of March, the next batch was picked up on the 14th of June; 
more than one month after the 365 time-fixed period ended. In other words, the time-
constant method here assumes that the patient was highly adherent between the 2nd of 
March, and the 7th of May, but looking at the timing between intervals shows that this was 
unlikely to be true. This second example shows the usefulness of the time-varying method 
in calculating adherence in dynamically generated intervals.
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Figure 4. Electronic records of a patient with low adherence and a stable visit pattern.

Time-constant and time-varying PDC in 100 statin users
Figure 5 shows the average absolute differences between the time-constant and time-
varying estimates for 1 year of follow-up for 100 patients on statin therapy. Out of the 100 
patients, 55 had an average difference between 0 and 0.05, 20 had an average difference 
between 0.05 and 0.15, and 25 had a difference larger than 0.15. In appendix 3, we show 
the adherence trajectories of 3 exemplary patients which had a large average difference.
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Figure 5. Histogram of average absolute differences between time-constant and time-
varying adherence estimates per patient in the first year of follow-up in a sample of 100 
patients on statin therapy.

Discussion

In this paper we extended the existing PDC method by allowing it to estimate time-varying 
adherence. Compared to the time-constant PDC method, we demonstrated that time-
varying adherence measures may lead to less biased estimates of adherence using two 
example patients, and showed that differences between time-constant and time-varying 
estimates can differ strongly using data from 100 patients on statin therapy.

Limitations of the time-varying PDC method
Like any method that uses electronic records, observation of drug utilization by the PDC 
method is indirect; therefore, its most important limitation is that it is unknown if patients 
actually take the drugs that are prescribed or dispensed. Nevertheless, these methods 
are considered a good alternative when direct observation of patient adherence is not 
feasible (e.g. when large sample sizes are desired) [19]. Note that the method can also be 
seen as a direct method of obtaining rather than taking the drug, which has also been 
shown to predict health outcomes. Furthermore, the method cannot determine adherence 
when less than 3 dispensings (or prescriptions) have been recorded, and therefore is not 
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applicable to determine the effect of primary or early nonadherence on an outcome. We 
have here chosen to make intervals for adherence calculation on the basis of the timing of 
3 dispensings; this choice is a bias-variance tradeoff; intervals based on more dispensings 
will vary less, but as interval size increases the measure will become more time-constant 
and thereby be subjected more to the biases that we have shown to be present in such 
a measure. The main limitation of the time-varying PDC method is likely the difficulty 
in estimating adherence for the final interval. We have suggested to continue with the 
previously observed adherence value, so that the length of the final interval can be 
determined. However, this assumption may not be realistic, depending on the setting. For 
example, the assumption is likely valid for patients with stable adherence behavior such 
as the patient from example 2, but may be less correct for patients with erratic adherence 
behavior, such as the patient from example 1. Furthermore, for some drugs a tapering 
off period may be indicated by guidelines. In that instance, the period as indicated by 
the guideline could be substituted, granted that this does not directly interfere with the 
research objective. A more data-driven alternative would be to model the adherence 
trajectory based on some number of final observations for each individual patient and to 
extrapolate that pattern to estimate adherence in the final interval. A similar assumption 
is in place at the start of the interval, but is less apparent because we choose the date 
of dispensing as the start-date of being covered by the drug, while the true start date is 
unobserved.

Empirical comparisons
In our analysis of 100 patients on statin therapy, the absolute difference between the 
time-constant and time-varying estimates could differ strongly. Even seemingly small 
differences in adherence such as 0.05 may be clinically relevant, and estimates larger than 
that were observed for nearly half of these patients. We used patients on statin therapy 
as an example because the drug should be used chronically and has side-effects that can 
result in lower adherence [20]. The differences between estimates from time-constant and 
time-varying methods may vary per drug and clinical setting. We did not compare our 
method to a clinical outcome, but other studies have found that time-varying adherence 
is more strongly associated with clinical outcomes than time-fixed adherence; this was 
found for adherence to metformin on a glycated haemoglobin (HbA1c), adherence to 
simvastatin on LDL cholesterol, adherence to antihypertensives on blood pressure, and 
adherence to beta-blockers on heart rate [21, 22].
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Medication Possession Ratio
The (time-constant) PDC method is similar to the Medication Possession Ratio (MPR) 
[23]. The PDC method results in estimates between 0 and 1, while the MPR can exceed 1. 
It should be possible to extend the MPR into a time-varying method, using a technique 
similar to the one presented in this paper. We have here chosen to extend the PDC method 
because this method was evaluated more positively [16]. 

Drug switching
We proposed a way to include drug switching by calculating adherence values of the old 
and new drug together, ordered chronologically. While this is technically feasible, this 
choice depends also on clinical sensibility; the new drug likely has other properties than 
the old, and may consequently have other effects on the outcome. In such a case, if those 
other properties are relevant to the study at hand, it may be better to stop the adherence 
calculation for the old drug, with the day of switching as the stop date, and possibly 
calculate adherence for the new drug, starting from the moment of switching (if both 
drugs are included in a single analysis, e.g. identified through an indicator variable).

Misclassification of exposure
By using a time-varying adherence measure, the effect of interactions between drugs being 
used at the same time may be more realistically investigated than with a time-constant 
adherence measure. For example, using a time-constant measure during some fixed time 
interval, a patient may be 50% adherent to drug A and 40% adherent to drug B. Both drugs 
could have been used at low intensity throughout the whole time period, in which case 
they may have interacted. However, it is also possible that drug A was used intensively in 
the first half of the interval and drug B intensively during the second half of the interval; 
this means they would not have been used in the same time and therefore would not 
have interacted. If our time-varying method is applied to drug A and B separately, and 
adherence values then put on the same time axis, these two scenarios can be better 
distinguished from each other.

Longitudinal modelling
The time-varying PDC method is primarily intended for use in longitudinal analysis. In 
longitudinal analysis, time-varying adherence and dosage can be used either as outcomes 
or as explanatory variables. A major strength of following adherence within patients over 
time is that, depending on the study design, patients can act as their own control; the effect 
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of changing adherence on some outcome can be measured within a patient. This design 
automatically controls for between-patient confounding factors. In a design where each 
patient has only one adherence value, the effect of adherence can only be assessed by doing 
a between-patient comparison, e.g. comparing the outcomes of low adhering patients 
with those of high adhering patients. However, when using time-varying covariates, the 
possibility of time-varying confounding may arise and should therefore be considered 
[24]. Time-varying confounding can be guarded against by considering a causal diagram 
of the study and dealt with by using methods such as inverse probability weighting or the 
G-formula [25, 26].

When using time-varying covariates in general, including time-varying adherence, it 
may be wise to introduce time lag between the values of the covariate and the outcome. 
That is, the outcome at any point in time can be related to the adherence value that was 
observed a few days, weeks or even months earlier. Without time lag, the causal relations 
between variables may be reversed; for example, in a study of the effect of adherence 
on disease onset, we would expect the adherence value to affect disease onset, and not 
vice versa. However, patients with a worsening health condition may also become less 
adherent, thus the causal relations can become reversed. Implementing a time lag can 
prevent this from occurring. The exact size of the time lag is dependent on the study 
objective and drug in question; a time lag can be large if the drug is believed to have long 
term effects, but must be short if the drug primarily has short term effects. 

For some drugs, it may be assumed that a patient’s larger adherence history also plays 
a role. This could be represented by a variable that, at any time, contains the sum, mean, or 
some other mathematical transformation of observed adherence values of previous time 
points, depending on what is clinically sensible.

In longitudinal analysis, it is commonly a requirement that the timescale of the 
exposure (e.g. adherence) corresponds the timescale of the outcome. In our method, we 
have demonstrated how to calculate adherence in 30-day intervals, which is the shortest 
supply period for many chronic medications, and have noted that it can easily be changed 
to longer time periods. This makes the method especially suitable for measuring the 
associations between adherence and chronic conditions, the aspects of which would also 
change in the scale of weeks or months. Other methods, for example those designed to use 
data from electronic monitoring of medication taking, should be employed for studying 
the associations with outcomes that vary on a daily or hourly basis.

Especially when building predictive models, using information from future obser-
vations should be limited, so as not to artificially increase the predictive power of a model. 
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For this reason, when multiple intervals overlap, the adherence value that we assign to 
patients at any time point comes from the estimated adherence of the interval that will 
end most soon after that point. Finally, when the adherence variable is used as an outcome 
instead of as an explanatory variable, it should be noted that adherence observations 
within a patient that are close to each other in time are likely correlated. This should 
be taken into account by modelling some covariance structure for the data, such as an 
autoregressive covariance structure.

Adherence is often measured as a continuous variable, but then dichotomized [27]. 

For example, patients that are below 0.8 adherent may be categorized as non-adherent, 
whereas patients with 0.8 adherent or more are considered adherent. The time-varying 
adherence measure described in this paper may be similarly dichotomized, though we 
suggest that this is not needed; firstly, it is often unclear what the choice of the cutoff 
value should be based on, and secondly, by keeping the adherence as a continuous variable 
and using squared terms or splines (e.g. [28-30]), the response curve between adherence 
and some outcome may be described in greater detail. Knowing the response curve in 
detail can be useful because a desired outcome may already be achieved at lower levels of 
adherence. In such a situation, resources that would otherwise have been spent to achieve 
higher adherence levels in patients can be saved [3].

Conclusion
Accurate measurements of adherence are essential for the assessment of pharmacologic 
interventions. We have demonstrated that the extended proportion of days covered 
method better accounts for changes over time in drug utilization behavior, such as being 
better able to discern erratic dosing from continuous low intensity dosing behavior. This 
may improve longitudinal or time-to-event studies that associate adherence with another 
outcome, or (intervention) studies that seek to describe changes in adherence over time.
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Appendix 2: Time-Varying Drug Dosage

Estimating time-varying drug dosage
Electronic pharmacy prescription or dispensing records commonly also contain 
information on dosage. Time-varying dosage was estimated using a simpler version of 
the drug adherence calculation. Drug dosage in an interval was calculated as a weighted 
average of milligrams (mg) dispensed, using number of days that should be covered by a 
prescription as weights. To calculate the weight of each row, we first divided the number of 
pills dispensed by the pills per day. Then, in each row, we multiplied the mg by the weight 
for that row. Then we summed the weighted mg in row k and k+1. Finally, to calculate 
the average mg in an interval, the sum is divided by the total days covered (“Total days”; 
paragraph “Estimating time-varying drug adherence” in the paper for its calculation) in 
that interval.

Example: patient with time-varying dosage
In this example we show how information on dosage over time can be included in the 
proposed method. eFigure 1 shows the adherence and dosage information of the irregularly 
dosing patient described in ‘example 1’ (rows 4 through 7) of the paper. To calculate the 
average dosage in an interval, we use the number of pills dispensed as weights; in row 4 
and 5, the number of pills dispensed is 60, and pills per day is 2, which means that the 
drugs in each row should cover 30 days (= 60/2). In row 4, the mg is 40, while in row 5 it 
is 60. Therefore, the average mg in the fourth interval is [(60/2)*40 + (60/2)*60)]/(60/2 + 
60/2) = 50. Similarly, the average mg in the fifth interval is [(60/2)*60 + (60/2)*80)]/(60/2 
+ 60/2) = 70. In row 7, the number of pills dispensed changes from 60 to 75, so the pills 
in this row should last longer (as the pills per day remains at 2) than those in row 6. This 
means row 7 gets more weight in this interval than row 6 does. Therefore, in the sixth 
interval, the average mg is [(60/2)*80 + (75/2)*100)]/(60/2 + 75/2) = 91.1. Similar to the 
outcome from ‘example 1’ in the paper, a time-constant estimate of drug dosage would 
produce only a single number, whereas the actually observed dosage changes strongly 
over time.
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eFigure 1. Rows of pharmacy dispensing records including dosage information.

Using a drug dosage variable next to a drug adherence variable in a single analysis
Similar patients with the same adherence over time may still have different clinical 
outcomes due to their dosage differing. In this paper we have also demonstrated how 
time-varying dosage can be estimated. We suggest that the dosage variable can be used in 
addition to the time-varying adherence variable. For this reason, our calculation of drug 
dosage did not take into account the total length of each interval; information on the total 
length of an interval was already used to estimate adherence. Depending on the research 
question, an interaction effect between drug adherence and dosage can be considered: by 
doing so, the model takes into account that the effect of drug dosage could differ between 
low adhering patients and highly adhering patients.
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Appendix 3: adherence trajectories

Here were show the adherence trajectories in the first two years of follow-up for three 
exemplary patients whose adherence differed strongly between the 1-year time constant 
adherence estimate and the 1-year time-varying adherence estimates.

The patient in eFigure 2 initially has a low adherence, and at the end of the first year 
of follow-up has an increase in adherence. It then remains stable, then drops again, and at 
the very end of follow-up a strong improvement appears to occur. The patient in eFigure 
3 is similar to the patient from eFigure 2, but starts out adherent and then has a drop 
in adherence. Clearly, the behavior of both these patients cannot be captured in a time-
constant adherence measure.

eFigure 4 shows a patient who appears to be dosing irregularly, as there are a number of 
downward ‘spikes’. For a patients like this, due to the regularity of the oscillating adherence 
patterns, while the patient may truly be an irregular doser, an oscillating pattern with 
much regularity can be taken as an indication that perhaps a 60-day averages should be 
used instead of a 30-day averages.
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eFigure 2. Time-varying adherence estimates of a patient over a 2-year period.
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eFigure 3. Time-varying adherence estimates of a patient over a 2-year period.
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eFigure 4. Time-varying adherence estimates of a patient over a 2-year period.





Chapter 6.
The effect of adherence to statin therapy on 
cardiovascular mortality and falsification end-points  
in the Netherlands

Abstract

Background: To determine the clinical effectiveness of statins on cardiovascular mortality 
in practice, observational studies are needed. Control for confounding is essential in any 
observational study. Falsification end-points may be useful to determine if bias is present 
after adjustment has taken place.
Methods and results: We followed starters on statin therapy in the Netherlands aged 46 to 
100 years over the period 1996 to 2012, from initiation of statin therapy until cardiovascular 
mortality or censoring. Within this group (n = 49,688, up to 16 years of follow-up), we 
estimated the effect of adherence to statin therapy (0 = completely non-adherent, 1 = 
fully adherent) on ischemic heart disease and cerebrovascular disease (ICD10-codes 
I20-I25 and I60-I69) as well as respiratory and endocrine disease mortality (ICD10-codes 
J00-J99 and E00-E90) as falsification end points, controlling for demographic factors, 
socio-economic factors, birth cohort, adherence to other cardiovascular medications, and 
diabetes using time-varying Cox regression models. Falsification end-points indicated that 
a simpler model was less biased than a model with more controls. Adherence to statins 
appeared to be protective against cardiovascular mortality (HR: 0.70, 95% CI 0.61 to 0.81).
Conclusion: Falsification end-points helped detect overadjustment bias or bias due to 
competing risks, and thereby proved to be a useful technique in such a complex setting.

Bijlsma MJ, Vansteelandt S, Janssen F, Hak E. Submitted.
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Introduction

The efficacy of statin therapy was demonstrated in various clinical trials (e.g. [1, 2]). 
However, evidence from trials does not necessarily give a good indication of drug 
effects for end users; trial participants differ from patients in clinical practice in terms 
of demography, concomitant drug use and co-morbidity [3, 4]. To determine the clinical 
effectiveness of drugs, observational studies are needed. However, in an observational 
setting, confounding factors may distort effect estimates. When investigating the effect of 
statin therapy on cardiovascular outcomes in an observational setting, the two most likely 
types of confounding are confounding by indication and healthy user bias, though many 
other sources of bias also exist.

Patients who are prescribed statins have a higher baseline risk of cardiovascular 
mortality than patients who have not been prescribed statins. Therefore, comparisons of 
statin-users cannot easily be compared with non-users, risking confounding by indication. 
By comparing statin-users among each other, for example by looking at adherence to 
prescribed regimen, confounding by indication is reduced. However, such a comparison 
risks healthy adherer bias because higher adherence may correlate with a healthier lifestyle 
and higher adherence to other cardiovascular drugs. Ideally, such factors are controlled. 
In the absence of direct measures of lifestyle, behavioral proxies such as neighborhood 
characteristics or birth cohort may provide a solution [5-7].

The utility of proxies to reduce confounding is setting dependent, and may be 
unknown. Therefore, other checks are also required. In particular, falsification end-points 
(also known as negative controls) may provide a useful indicator of bias [8]. Falsification 
end-points are outcomes that are not causally affected by the primary exposure. If the 
primary exposure appears effective in reducing (or increasing) the risk of the primary 
outcome, this is an indication of bias, though the reverse is not necessarily true [9].

The aim of this study is to investigate the role of bias in an assessment of the effect of 
adherence to statin therapy on cardiovascular & cerebrovascular mortality among statin 
users in the Netherlands over the period 1994 to 2010.
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Data and methods

Study population of starters of statin therapy
The study population consisted of outpatients that initiated statin therapy between ages 
46 and 100 in the study period 1996 to 2012, belonging to birth cohorts 1911 to 1960 
in the Netherlands. These age and time ranges constitute nearly all statin users in the 
Netherlands in the past decades; prevalence of statin use remains extremely below age 45 
years and statins were introduced in the Netherlands around 1994 [5]. Approval from an 
institutional review board was not required to perform this study.

Data sources
We linked outpatient pharmacy data from the University Groningen drug dispensing 
database (IADB.nl) to patient-level and neighborhood-level data from Statistics 
Netherlands. The IADB contains dispensing information from 55 community pharmacies 
in the Netherlands, covering on average 500,000 persons annually (www.IADB.nl) 
[10]. The database’s pharmacy information includes, among others, name of the drug, 
anatomic–therapeutic–chemical (ATC) classification and date of prescription. With 
the exception of over-the-counter drugs and in-hospital prescriptions, all prescriptions 
are included regardless of prescriber, insurance, or reimbursement status. Medication 
records of patients are virtually complete because of high patient pharmacy commitment 
in the Netherlands [10]. The IADB ensures anonymity of patients by using anonymous 
identifiers. The IADB has been used in previous studies on statin use [5, 11]. IADB 
data was linked to data on socio-economic covariates from Statistics Netherlands using 
deterministic linkage based on date of birth, sex and location of residence at various 
points in time. For this study, we selected patients who were part of the catchment area of 
the IADB pharmacies, but were not living in areas from which patients were more likely 
to visit other (non-IADB) pharmacies. Patients could be followed up to 16 years. Patients 
that moved out of the IADB area were censored, as they are then more likely to receive 
prescriptions from other pharmacies.

Primary exposure
The primary exposure of interest is the adherence rate to statin therapy (ATC-code C10AA 
and C10B). We included all starters of statin therapy in the database. Individuals were 
considered to be a starter of statin therapy if they did not receive statins in a period of 12 
months prior to receiving a statin prescription. The first prescription date was considered 
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the index date. Adherence to statin therapy was measured as a time-varying variable  
(see [12]).

Primary outcome measure
The outcome of this study is time from initiation of statin therapy to cardiovascular 
mortality in 30-day units. Cardiovascular mortality was defined as mortality due to 
ischemic heart diseases (ICD10-codes I20-I25) or mortality due to cerebrovascular 
disease (ICD10-codes I60-I69) [13].

Falsification outcome measure
Statins should primarily reduce cardiovascular mortality through a reduction in blood 
lipid concentration. Therefore, it should not have a strong protective effect against 
mortality due to diseases of the respiratory system (ICD10-codes J0-J99) and endocrine, 
nutritional and metabolic diseases (ICD-10 code E0-99). We applied our small and large 
models also to these causes of deaths, which can therefore be seen as negative controls, 
also known as falsification endpoints [14, 15].

Patient-level covariates
Patient-level variables that were included in the modelling process because they represented 
potential confounders were demographic variables, drug utilization variables and calendar 
year of observation. The demographic variables were age in 5-year categories 46-50, 51-
55, …, 96-100, and sex. Drug utilization variables were time-varying variables measuring 
adherence and exposure levels of the following drugs: drugs used in diabetes (ATC code 
A10), anti-inflammatory and anti-rheumatic drugs (ATC M01), anti-thrombotic drugs 
(ATC B01), drugs for obstructive airway diseases (ATC R03), cardiac therapeutics (ATC 
C01), anti-hypertensives (ATC C02), diuretics (ATC C03; this category also includes 
important anti-hypertensives), beta blocking agents (ATC C07), calcium channel blockers 
(ATC C08) and agents acting on the renin-angiotensin system (ATC C09). Drug exposure 
level was measured in daily defined dosage (DDD).

Aggregate-level covariates
We also included information on neighborhood socio-economic score (SES), and 5-year 
birth cohort (1911-1915, 1916-20, …., 1956-1960) that a patient belonged to. Both of 
these variables may contain health behavioral information [5-7, 16]. Adjustment for these 
variables may therefore reduce the influence of healthy adherer bias. Birth cohort has been 
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shown to be associated both with drug utilization and with cardiovascular outcomes [5, 
17-20]. Since the potential of birth cohort to confound or to modify effects is less known, 
we also specifically tested whether birth cohort contained confounding information by 
fitting models with and without birth cohort, and tested whether it was an effect modifier.

Statistical analysis
To measure the effect of statin adherence on the hazard of cardiovascular mortality while 
controlling for other variables, we applied Cox models with time from initiation of statin 
therapy to cardiovascular mortality as the outcome. Patients who experienced mortality 
due to other causes of death were censored at their transition time. We lagged drug 
utilization variables by one year relative to the outcome as we did not expect changes in 
drug regimen to have a short-term effect on cardiovascular mortality.

Firstly, we built a model with statin adherence and statin drug exposure level, age, and 
calendar year. We used partial likelihood ratio tests to determine if any of these variables 
should be entered as categorical variables or as continuous variables (and potentially 
continuous with a squared term). We refer to this model as the ‘small’ model, due to many 
potential confounders being excluded from it. Secondly, we again built a model through a 
forward model-building process based on partial likelihood ratio tests, this time allowing 
all potential confounding covariates to enter the model. The drug adherence and exposure 
level variables were measured both as continuous variables and as categorical variables, 
thereby letting the model-building procedure determine if a variable should be entered 
as a continuous or categorical variable. Then, it was investigated if any of the variables 
not in the model may still confound the parameter estimate of statin adherence, using a 
more than 5% change in conditional effect estimate of statin adherence as an inclusion 
rule. Once the model was built, birth cohort was entered as a categorical variable. In order 
to avoid an identification problem occurring due to the linear dependency between age, 
period and cohort [21], we constrained the effect of the 1916-1920 birth cohort to be equal 
to that of the 1951-1955 cohort. Due to these constraints, birth cohort only measured 
non-linear effects. Statistical interaction terms between statin adherence and birth cohort 
were added to the model and a partial likelihood ratio test was used to determine the 
presence of effect modification.

Cox models are non-collapsible, i.e. conditional effect estimates of the model may 
not equal population-averaged effect estimates [22]. Therefore, to determine the public 
health effect of statin adherence, we also applied the parametric G-formula [23, 24]. This 
meant that we fitted regression models to our empirical data to estimate the complete 
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joint distribution of cardiovascular mortality, censoring, and measured confounders. This 
estimated joint distribution was then used to simulate the risk of cardiovascular mortality 
if all patients were 100% adherent, and to compare it with the simulated risk if all patients 
were 0% adherent. This produced a population-averaged hazard ratio of cardiovascular 
mortality. Potential confounding by birth cohort was determined by comparing a hazard 
ratio produced in this manner while including birth cohort in the estimation of the 
joint distribution, with the hazard ratio produced without including birth cohort in the 
estimation.

Subset analyses
We determined the influence of prescribing guidelines on the amount of measured 
confounding by applying the small Cox model and then the large Cox model for patients 
in the period 1996-2002, 2003-2006, and 2007-2012 separately, and then comparing the 
effect estimates.

Results

Patient information
The sample consisted of 49,688 patients, of which 52% were male. The majority of patients 
at the start of statin therapy, and thereby at the start of follow up, were in age category 
56-60 years. Of the patients that were censored, more than 90% were censored in the final 
calendar year of study. Approximately 61% of patients in the sample received at least one 
antithrombotic agent (ATC B01) anywhere in time during follow-up, 63% a drug acting on 
the renin-angiotensin system (ATC C09), 60% received a beta blocking agent (ATC C07) 
at a point during follow up and 56% at least one diuretic (ATC C03). Other drugs were 
less common; diabetic drugs (ATC A10) were used by 33%, calcium channel blockers and 
anti-inflammatory & anti-rheumatic drugs (ATC C08 and M01 respectively) were used 
by 31 and 34% respectively. Drugs for cardiac therapy (ATC C01) were used by 20% and 
drugs used for obstructive airway disease by 19%. Only 2% received an anti-hypertensive 
(ATC C02), but the diuretics category also includes important anti-hypertensives.

In our data, 64.8% of patients started on Simvastatin, 19.1% on Atorvastatin and 9.3% 
on Pravastatin, with the remainder being other types of statins. During follow-up, 32.7% of 
patients switched to another statin or to a fibrate. Switchers switched on average 2.8 times. 
By far the most common switch was from Simvastatin to Atorvastatin, which constituted 
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12% of switches. Switches from Atorvastatin to Simvastatin constituted 9%. The third and 
fourth most common switches were from Gemfibrozil to Simvastatin and vice versa (both 
constituting 6.8% of switches). The switch from Simvastatin to Rosuvastatin constituted 
5.8%. Finally, Gemfibrozil to Atorvastatin and vice versa both constituted 5.6% of the 
switches. All remaining possible switches constituted less than 5% of switches each. 
Within our sample, we found that the average DDD of statin therapy gradually increased 
over time from about 1.03 DDD at the start to about 1.3 DDD at the end of follow-up (ca. 
5000 days later).

Statin adherence
Average adherence to statin therapy decreased strongly in the first 1000 days of follow up, 
until approximately 74% adherence. Adherence then remained approximately constant 
over time (Figure 1). For the majority of observations, individual patients were either 
highly adherent (adherence ≥ 0.95) or highly non-adherent (adherence ≤ 0.05). The 
percentage fully adherent appeared to remain stable, while the percentage non-adherent 
increased over time.
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Figure 1. Statin adherence over time among Dutch individuals aged 46 to 100 in the period 
1996 to 2012.

Mortality
During the study period from 1996 to 2010, of the 49,688 patients in the sample, 1033 
died due to ischemic heart disease and 532 due to cerebrovascular disease, which together 
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form the category ‘cardiovascular mortality’. Non-cardiovascular causes were responsible 
for 6594 deaths among these patients. Among these non-cardiovascular causes, 1179 died 
due to causes defined as falsification end-points. 

Small Cox model
In a model including statin adherence, statin exposure level, age and age squared as 
continuous variables, and period as categorical variable, the conditional estimate was that 
being fully adherent reduced the hazard of cardiovascular mortality by about 30% (HR: 
0.70, 95% CI: 0.61 to 0.81) compared to being fully non-adherent. Birth cohort did not 
add significantly to this model (p = 0.51), and its addition did not change the parameter 
estimate of statin adherence. The interaction term between statin adherence and birth 
cohort also did not add significantly to the model (p = 0.81).

Large Cox model
The final model included the following variables as continuous variables: statin adherence 
and exposure level, age and age squared, diuretic adherence and exposure level, and 
obstructive airway drug adherence and exposure level. A number of other variables 
were added as categorical variables: calendar year, sex, anti-thrombotic agent adherence 
and potency, anti-inflammatory & anti-rheumatic drug adherence and potency, cardiac 
therapy adherence and potency, beta-blocking agent adherence and potency, and calcium 
channel blocker adherence and potency. Birth cohort did not add significantly to this 
model (p = 0.61), and adding birth cohort did not have a strong effect on the effect 
estimates of statin adherence. Socio-economic status also did not add significantly to 
the model (p = 0.83). The conditional estimate was that being fully adherent to statins 
reduced the hazard of cardiovascular mortality by about 47% (HR: 0.53; 95% CI: 0.46 to 
0.61). This estimate was similar to the population-averaged estimate; using the parametric 
G-formula, in the scenario where all patients were fully adherent, the hazard was reduced 
by 49% (HR: 0.51; 95% CI 0.43 to 0.61). Including birth cohort in the G-formula did not 
change this population-averaged estimate substantially (HR: 0.50, 95% CI 0.42 to 0.59).

Falsification end-points
Being adherent to statin therapy was not protective against respiratory, endocrine, 
nutritional and metabolic disease in the small model (HR: 0.93, 95% CI: 0.79 to 1.09), 
which argues against the presence of healthy adherer bias. However, in the large model it 
did appear to be protective (HR: 0.68, 95% CI: 0.58 to 0.80). Separate analyses for mortality 



108

due to respiratory diseases, and mortality due to endocrine, nutritional and metabolic 
diseases yielded results of similar magnitude.

Subset analyses
The estimated effect of adherence to statin therapy on the hazard of cardiovascular 
mortality changed over time (Table 1). The difference between the estimates of the large 
and the small models, as an indication of measured confounding, was larger in more 
recent years.

  Small model Large model Difference in HR

Calendar years HR 95% CI HR 95% CI  

1994-2002 0.85 0.55 to 1.34 0.79 0.44 to 1.40 0.06

2003-2006 0.58 0.45 to 0.76 0.46 0.35 to 0.59 0.12

2007-2012 0.77 0.65 to 0.92 0.54 0.45 to 0.65 0.23

Table 1. Effect estimates of adherence to statin therapy on the hazard of cardiovascular 
mortality by calendar period, among Dutch individuals aged 46 to 100 in the period 1996 
to 2012.

Discussion

For the population aged 46 to 100 years in the study period 1996 to 2012 in the 
Netherlands, both the conditional effect estimate and the population averaged effect 
estimate indicated that being adherent to statin therapy was strongly protective against 
cardiovascular mortality. Including birth cohort or neighborhood SES covariates did not 
affect the estimate of the effect of the primary exposure on the primary outcome. The 
differences between the estimates from the small and the large Cox models substantially 
changed between time periods. Furthermore, in the simple model, the falsification end-
point did not indicate bias, but in the large model there was a strong indication of bias. 
Confounding also appeared to differ by calendar period.

Falsification end-points and sources of bias
In this study, we avoided confounding by indication by comparing statin therapy starters 
amongst each other. We investigated whether healthy adherer bias affected our results by 
also analyzing the effect of statin adherence on falsification outcomes. In the small model, 
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statin adherence was not protective against falsification outcomes, which means there 
is no indication of healthy adherer bias. However, in the large model, statin adherence 
did become protective against the falsification outcomes, while also becoming protective 
against cardiovascular mortality. A criticism of the falsification end-point approach is that 
the falsification end-point and the primary end-point are not necessarily affected by the 
same bias [9]. However, the effect of statin adherence on both outcomes became biased in 
the same direction, and the relative magnitude of the bias was also the same (0.70 / 0.53 
= 1.32 for CVD and 0.93 / 0.68 = 1.36 for the falsification outcomes). This gives some 
confidence that both outcomes were likely affected by the same bias. 

Since healthy adherer bias appears to be limited, and the bias is caused by adjusting 
for an increased set of covariates, the source of the bias is likely either overadjustment or 
competing risks [25, 26]. Overadjustment bias can be caused by conditioning on mediators 
or on colliders [25]. However, none of the added variables should mediate the effect of 
statin adherence on cardiovascular mortality (or the falsification end-points), and none 
should function as colliders in this context. The bias is therefore likely caused by competing 
risks. Next to cardiovascular mortality (and the falsification outcomes), patients may die 
from a large number of other causes of death. By fitting a Cox model to data in which 
competing risks are present, we model the cause-specific hazard. Cause specific hazards 
are the hazards at time t of a specific cause of death conditional on surviving to time t. 
That is, conditional on not having died from the event under study before time t, as well 
as not having died from a competing event before time t. Therefore, the hazards of the 
competing causes of death affect the hazard of cardiovascular mortality. If the additional 
covariates in the large Cox model in this study affect the hazards of competing risks, then 
this also affects the hazard of cardiovascular mortality and the falsification end-points. 
This problem would not arise if we could model the marginal cause-specific hazard, i.e. the 
hazard of cardiovascular mortality where the hazards of competing causes are 0. However, 
the marginal cause-specific hazards are unfortunately unobservable.

We also compared bias between different calendar periods, and observed that the 
difference between the effect estimates of the small and the large models increased over 
calendar time. Overall, in the large model, the effect estimates of statin adherence on 
cardiovascular mortality were closer to that of clinical trials in the period prior to 2002. 
In the period prior to the year 2002, statins were especially indicated for patients between 
ages 50 to 70 years with hypercholesterolemia [16]. Around the year 2002, important 
studies showed that also patients above age 70, and that diabetic patients, benefitted from 
statins. In the Netherlands in the year 2006, the age restrictions were formally abolished. 
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Therefore, the patient population likely resembled the trial population more closely shortly 
after the introduction of statins in the population, and hence effect estimates are also 
more similar. Furthermore, it is possible that due to the studies and guideline changes, the 
patient population became more heterogeneous over time, and adjustment for potential 
confounders more strongly changed the effect estimate of statin therapy.

Parametric G-formula
Because Cox models are non-collapsible [22], we used the parametric G-formula (a 
method of direct standardization) to produce a population averaged effect estimate for 
the effect of statin therapy on the hazard of cardiovascular mortality. The parametric 
G-formula is only rarely employed [24], but can be highly useful, as it shows the effect 
of a time-dependent intervention on the population level. In our study, the population-
averaged estimate shows the effect on the hazard if all statin users in the population were 
fully adherent at all times from first dispensing onwards, compared to the situation where 
they were all fully non-adherent at all times. The population averaged estimate is close to 
the conditional effect estimate, which is likely caused by the low hazard of cardiovascular 
mortality (at any time point) in our sample. For this reason, we chose not to apply the 
parametric G-formula in subset analyses.

Birth cohort and confounding & effect modification
In this study, we conclude that non-linear birth cohort does not confound the estimates 
of the effect of statin adherence on the hazard of cardiovascular mortality. It may still 
be possible that the linear part of birth cohort confounds the outcome, however this 
is less problematic because age and calendar time are commonly included in analyses 
of drug effectiveness, and would therefore also include linear birth cohort through the 
dependency between the three variables [21]. In this way, it may even be possible to model 
away a true birth cohort effect by using non-linear terms (including interaction effects) 
for age and period.

If birth cohort is (conditional on age and calendar year) related to health behavior, 
then this would be relevant for two reasons. First, birth cohort may affect healthy adherer 
bias and therefore controlling for birth cohort should result in more valid estimates of the 
causal effect of statin adherence on cardiovascular mortality when information on health 
behavior itself is unavailable. However, since we did not find evidence for confounding by 
birth cohort, it is less likely that birth cohort is strongly related to health behavior on the 
patient level. Secondly, it may mean that the effectiveness of drugs is different for different 
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birth cohorts, because cohorts would have differences in the way they utilize drugs. Since 
we did not find evidence for effect modification by birth cohort, this also appears to be 
less likely. It could be argued that since adherence to statins and other drugs is itself an 
indicator of health behavior, looking at statin adherence (and adherence of other drugs) 
removes the effect of birth cohort on cardiovascular mortality.

Statin therapy effectiveness
Being adherent to statins appears to be protective against cardiovascular mortality. We 
shall here interpret the results from the small Cox model, as the larger model is known to 
be biased. In the small model, the population-averaged hazard ratio of statin adherence was 
estimated to be 0.70 (95% CI: 0.61 to 0.81). This means that the hazard of cardiovascular 
mortality of a patient who is fully adherent is 30% lower than the hazard of cardiovascular 
mortality in a similar patient who is completely non-adherent. This estimate is close to 
that of a Cochrane review of randomized clinical trials, but the confidence intervals do not 
overlap. In the Cochrane review, the hazard was estimated to be reduced by 17% against 
fatal cardiovascular events (RR: 0.83, 95% CI: 0.72 to 0.96). Differences may be caused by 
our study population being a relatively low-risk population for cardiovascular mortality 
(1565 / 49,688 * 100% ≈ 3% probability of CVD death).

Evaluation of data and methods
The findings of the study in regard to statin effectiveness are not directly comparable with 
those of earlier observational studies because the outcome definitions differed, as well 
as the definition of the primary exposure. To the best of our knowledge, this is the first 
study that used time-varying adherence to statin therapy as the primary exposure. Other 
studies that have related statin adherence to cardiovascular outcomes commonly calculate 
adherence over a fixed period, such as adherence in the first year. Using adherence in the 
first year is useful for predictive (and therefore clinical) purposes. However, time invariant 
adherence will likely be less strongly related to the outcome; a patient’s adherence in the 
first year should not be strongly related to his or her adherence in the 5th year of follow up, 
and therefore to the hazard of mortality in the fifth or sixth year. This shows the usefulness 
of accounting for time-varying drug adherence [12].

More than 90% of the patients that were censored in the study were subject to 
administrative censoring, which is non-informative. That is, they were still being followed 
when the study ended on the 31st of December 2012. The remaining number of patients 
were censored during the study: if this did not occur due to competing mortality, it could 
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only occur due to patients moving out of the IADB coverage area due to the type of data 
sources that were used. It is unknown to what extent a move is related to impending 
cardiovascular mortality.

Conclusion
In time-to-event analysis in a competing risks setting, adjusting for confounding, while 
necessary, can cause new biases to emerge. Falsification end-points can help detect this 
bias, and is therefore a useful approach in such a complex setting. However, this study 
generates evidence that for the population aged 46 to 100 in the study period 1996 to 
2012 in the Netherlands, being adherent to statin therapy appeared to lower the risk of 
cardiovascular mortality, compared to being not adherent.
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Part 3.
A novel age-period-cohort 
approach





Chapter 7.
An assessment and extension of the mechanism-based 
approach to the identification of age-period-cohort 
models

Abstract

Many methods have been proposed to solve the age-period-cohort (APC) linear identi-
fication problem, but most are not theoretically informed and may lead to biased estimators 
of APC effects. One exception is the mechanism-based approach recently proposed and 
based on Pearl’s front door criterion; it ensures consistent APC effect estimators in the 
presence of a complete set of intermediate variables between one of age, period, cohort 
and the outcome of interest, as long as the assumed parametric models for all the relevant 
causal pathways are correct. Through a simulation study mimicking APC data on 
cardiovascular mortality, we assess the performance of the mechanism-based approach 
under realistic conditions, namely when 1) the set of available intermediate variables is 
incomplete; 2) intermediate variables are affected by two or more of the APC variables, 
but this feature is not acknowledged in the analysis; 3) unaccounted confounding is 
present between intermediate variables and the outcome. Furthermore, we show how 
the mechanism-based approach can be extended beyond the originally proposed linear 
and probit regression models to incorporate all generalized linear models, as well as non-
linearities in the predictors using Monte Carlo simulation. We find that the mechanism-
based approach (extended or not) is only slightly affected by bias when departures from 
the assumptions are small. 

Bijlsma MJ, Daniel RM, Janssen F, De Stavola BL. Submitted.
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Introduction

Demographers, epidemiologists, sociologists and others have attempted to break down 
outcomes of interest into constituent effects caused by, or associated with, age, calendar 
time, and time of birth. This is also known as age-period-cohort (APC) analysis. Age 
effects refer to changes in the outcome as the age of individuals in the study population 
progresses. For example, as individuals age, cardiovascular function declines and hence 
older individuals tend to have worse cardiovascular health than younger individuals. 
Period effects refer to changes that occur in an outcome as calendar time progresses. They 
can represent sudden changes or temporary changes in an outcome, such as spikes in 
death rates due to war or famine, but may also represent gradual changes such as those 
produced by the accumulation of minor improvements in public health infrastructure over 
time influencing mortality rates in all age-groups. Finally, birth cohort effects represent 
differences between generations that aren’t attributable to differences in age or calendar 
time. Conceptually, they commonly represent the effects of shared formative experiences 
of individuals in a birth cohort, either in utero or during other critical phases in the life 
course [1]. The effect of these formative years would then remain largely constant in 
that cohort throughout the remaining life course, and are therefore independent of age 
and calendar time. For example, the cohort that was in utero during the Dutch Hunger 
Winter in 1944-1945 had worse health even later in life, compared to other cohorts [2]. 
Furthermore, birth cohort has been found to be strongly tied to smoking behavior in 
various Western countries [3, 4].

Unfortunately, decomposing an outcome (Y) into the separate effects of age (A), 
period (P) and cohort (C) using for example a linear regression model (e.g. E(Y|A,P,C) = 
η + α · A + β · P + θ · C) imposes an identification problem. Since A = P - C there is linear 
dependency between the three variables, and consequently any linear model involving 
these three variables cannot have a unique solution. To circumvent this, various techniques 
have been introduced that constrain the model specification (e.g. [5-8]), so that a solution 
can be found. However, the technical constraints that have been proposed are arbitrary 
and do not lead to meaningful measures of effect [9, 10]. Estimation of the parameters 
may be unbiased, but only under the constraints that have been imposed, and hence do 
not reflect the true effects of age, period and cohort that we seek [10]. Luo and Fienberg 
both argue in favour of a ‘paradigm shift’ in a recent discussion in Demography [10-12]; 
APC analysis, they argue, needs to become more theoretically informed. Simply fitting a 
regression model to an outcome given age, period and cohort, without any forethought 
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or theoretical reasoning, cannot result in meaningful effect estimates for these variables.
Few authors explicate what they mean by ‘true’ or ‘meaningful’ effect estimates. Since 

in the real world the relationship A = P - C always applies, then a regression model with 
age, period and cohort as covariates truly has infinitely many solutions. However, since 
those who write about this problem talk about there being one special solution out of 
those infinitely many solutions which is ‘correct’/‘true’/‘valid’/‘meaningful’, it must be 
that they are (albeit implicitly) thinking of a hypothetical world, different from the actual 
world, in which age, period and cohort can be manipulated such that the identity A = P 
- C is broken. Let Y(a,p,c) be the potential outcome which would occur if A were set to a, 
P to p and C to c, without necessarily abiding by the relationship a = p - c [13]. Then the 
causal model
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has one solution, and this is presumably the ‘true’ solution to which the various authors 
on this topic refer.

In fact, imagining a hypothetical world in which time can be manipulated is difficult 
enough; contemplating one in which three different ‘aspects’ of time, namely age, period 
and cohort, can be independently manipulated requires an even wilder imagination, and 
is therefore unlikely to be truly of interest. More realistically, we can view Eq. 1. as being 
a shorthand for

Chapter 2 

 

                                           
                                                                

 

ln[λa] = μ + αa 

ln[λad] = μ + αa + δ 

ln[λap] = μ + αa + βp + δ 

ln[λap] = μ + αa + βp + γc 

 

 

Chapter 3 

 

ln(count) =  β0 + β1 · (year – 1998) + β2 · I(year > 2003) · (year – 2003)   

+ β3 ·  I(age < 50) · I(year > 2003) · (year – 2003)  

+ β4  · I(age >= 70) · I(year > 2003) · (year – 2003)  

+ β5  · I(year > 2006) · (year – 2006)  

+ β6 ·  I(age < 50) · I(year > 2006) · (year – 2006)  

+ β7  · I(age >= 70) · I(year > 2006) · (year – 2006)  

+ β8 · sex + β9 to 63  · age group  + ln(diabetics) 

 

Chapter 7 

 

                                     (1) 

 

                                         (2) 

 

 

 

(2)

where ca, cp and cc are the set of all immediate consequences of age, period and cohort, 
respectively. So if being born in a particular cohort meant that you would be born during 
a famine, it is this famine that we imagine we could manipulate (and, say, prevent), rather 
than the cohort of birth itself. But since we may not have all these consequences at our 
disposal, model (2) is replaced (as a shorthand) by model (1).

Given this reframing of the model of interest as a causal model, it makes sense to 
consider methods from causal inference to analyse data from APC studies [14]. This was 
done by Winship & Harding in 2008, and was called the mechanism-based approach [15]. 
In particular, their approach uses Pearl’s front door criterion to identify the APC causal 
parameters α*, β*, and θ* [14]. In short, the mechanism-based approach uses intermediate 
variables on the path between one of the three APC variables and the outcome in order to 
estimate the effect of one of these three variables on the outcome indirectly, and to estimate 
the effect of the remaining two APC variables directly (with the method generalizable 
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to modelling intermediate variables for two of the three APC variables). The approach 
naturally leads to drawing a directed acyclic graph depicting the assumed relationships 
between A, P, C, the intermediate variables being considered, and the outcome [16, 17]. It 
thus motivates researchers to be explicit about their substantive assumptions.

The method requires that a complete set of intermediate variables can be found for 
at least one of the three APC variables. By a ‘complete set of intermediate variables’ for A, 
for example, we mean a set of variables M1, M2, …, MK that are affected by age and which 
themselves affect the outcome Y in such a way that all of the effect of A on Y is via this set 
of intermediate variables. 

However, in a realistic setting, finding a complete set of intermediate variables even 
for just one of the three APC variables is unlikely. Also, the partial set of intermediate 
variables that may be available could be dependent on more than one APC variable. 
Furthermore there may be variables that affect both the intermediate variable(s) and 
the outcome. All these settings (if they cannot somehow be accounted for) threaten the 
mechanism-based approach with bias, and one of the aims of this paper is to investigate 
the magnitude of this bias in realistic scenarios. 

Another challenge also arises; the mechanism-based approach has been developed 
for use in linear and probit regression models for Y, and linear and probit models for the 
intermediate variables M1, M2, …, MK. While some analytical solutions could be adopted 
to extend this approach to deal with logistic regression models for outcome and/or 
mediators, they are complex to implement [18]. Moreover, only approximate methods are 
available to deal with settings where the variables included in the outcome model interact 
or have some other non-linear effects, even when Y, M1, M2, …, MK are all continuous and 
modelled using linear models [19-21].

In this paper, we assess the performance of the mechanism-based APC models under 
realistic settings, namely when 1) only a partial set of mediators is available; 2) some of the 
intermediate variables are affected by two or more of the APC variables, but this feature 
is not acknowledged in the analysis; 3) unmeasured confounding affects the intermediate 
variables and the outcome. Furthermore, we extend the mechanism-based approach to 
settings with any fully-parametric model for the outcome and intermediate variables by 
approximating the estimation of the APC parameters by Monte Carlo simulation.



124

Methods

The mechanism-based approach
The mechanism-based approach is based on exploiting the fact that age, period and 
cohort affect the outcome through intermediate variables (hereafter called ‘mediators’) 
[15]. The key idea is that while age, period and cohort are deterministically related, the 
intermediate variables along the paths from these to the outcome will be affected by 
other (APC-independent) causes, and hence can be used (if measured) to circumvent the 
identification problem. We now discuss this in more detail.

Consider for simplicity the setting depicted in Figure 1, which shows a causal directed 
acyclic graph (DAG). Causal DAGs are formal graphical representations of the assumed 
causal relationships between the variables under study [16]. Here the number of mediators 
K is equal to 2, and the mediators M1 and M2 being considered lie on causal pathways from 
P to Y. Note that there is no arrow from P to Y in the DAG, representing the assumption 
that all of the effect of P on Y is via M1 and M2. Also note that there is no arrow from 
either of A or C to the mediators, nor shared common causes of the mediators and any 
other variables in the DAG. Finally, the two paths from P to Y are ‘separate’, in the sense 
that M1 does not affect M2 nor vice versa, and neither does any variable along either path 
affect a variable on the other path, nor share any common causes: M1 and M2 are assumed 
to be conditionally independent given P. These strong structural assumptions concerning 
the roles of M1 and M2 (some of which can be relaxed – more on this later) allow the 
identification of the APC effects in a two-stage procedure as we now describe. In the first 
step, a model for the outcome Y on A, C, M1 and M2 is fitted. In the second step, separate 
models for each mediator on P are fitted. If Figure 1 is correct and the outcome and the 
mediators are continuous variables and modelled using linear regression, or the outcome 
and mediators are binary and modelled using probit models, and none of these models 
in truth includes product terms or other non-linearities, then the effect of A and C on Y 
(α* and θ*) are equal to their regression coefficients in the outcome (first-step) model, 
while the effect of P on Y (β*) is equal to the sum of the effects along the two pathways 
involving M1 and M2. The effect along a pathway is equal to the product of two regression 
coefficients; for the P – M1 – Y pathway, it is the product of the coefficient for P in the 
(second-step) regression of M1 on P and the coefficient for M1 in the (first-step) regression 
of Y (that also includes M2, A and C as covariates). Similar calculations apply to the P – M2 
– Y pathway, and the effects along the two pathways are then summed to obtain the effect 
of P on Y. These calculations are an application of the path tracing rules that are widely 
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used in structural equation modelling, with standard errors for the estimated effect of P 
estimated using the delta method (in simple settings) or more generally the bootstrap 
[22-24].

A
P 
C

Y 

α

β

β

β

β

θ

1 2

3 4

M1

M2

*

*

*

*

*

*

Figure 1. Causal Directed Acyclic Graph, showing the age effect (α1), cohort effect (θ1), 
and the period effect (the β’s). The bold arrows represent deterministic relationships, 
while the non-bold arrows represent stochastic relationships.

 
For example, consider the situation where we seek to estimate the effects of A, P and 
C on body weight in women (Y). Assume the two mediators, daily caloric intake (M1) 
and daily calories burned (M2), completely mediate the effect of P on Y, and (somewhat 
questionably perhaps) that these mediators are not affected by either A or C. In the first 
step we estimate the effect of age, the two period mediators, and cohort on body weight 
using a linear regression model,

 

                                                   (3) 

 

E(  | P) =         

E(  | P) =         

 

                                          

Y = η + α · A + β · P + θ · C + ε (4) 

 

Y = η + α · A + β · (A + C) + θ · C + ε  Y = η + (α + β) · A + (θ + β) · C + ε     (5) 

 

Y = η + (β + α) · P + (θ - α) · C + ε      (6) 

Y = η + (α – θ) · A + (β + θ) · P + ε      (7) 

 

 

                 

 

                       

 

                                   

 

                                         

 

 

 

 ̃  ̃   ̂   ̂   ̃   ̂ 

(3)

The age effect on Y is then represented by δ1, and the cohort effect by δ2. 
Correct specification of (3) is sufficient for unbiased estimation of these parameters by 
ordinary least squares (OLS). For unbiased estimation of the precision of these parameters 
using the conventional variance estimator routinely used alongside OLS, we assume that 
the errors εi = Yi - E(Y | Ai, M1i, M2i, Ci), i=1, …, n, are independent and homoskedastic. 
These additional conditions could be relaxed if instead we used a sandwich estimator of 
variance. 

In the second step we estimate the effect of period separately on these two mediators, 
here again using linear regression,
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Again, unbiased estimation of these parameters by OLS follows from the correct 
specification of the forms of the conditional expectations given above, but the conventional 
variance estimators additionally rely on independent homoskedastic errors for unbiased 
estimation, violations of which can be accommodated using sandwich estimators. Using 
the path tracing rule, the effect of P on Y through M1 is equal to δ3. γ1 and the effect of  
P on Y through M2 is equal to δ4. γ3 . Hence the total effect of P on body weight is equal to 
δ3. γ1 + δ4. γ3.

Complications
In a real life setting, a number of situations may occur that make the mechanism-based 
estimation of the APC effects less straightforward. Firstly, if a complete set of mediators is 
not available for the selected APC variable(s), then the effect estimators of the three APC 
variables described above will be biased for α*, β* and θ* because the required assumption 
that (at least) one of the three APC variables is fully mediated by a set of measured mediators 
would not be met. Secondly, a variable that we believe to be a mediator for one of the three 
APC variables may actually be a mediator for more than one (for example, daily caloric 
intake is probably affected by age as well as period). In this case, the regression coefficient 
for the APC variable that we did not believe to be mediated by any of the mediators for P, 
M1, M2, …MK, will only capture the component of its effect that is not mediated. Finally, 
the relationship between mediators and outcome may be confounded, i.e. there may be a 
variable (either measured or unmeasured) that has a causal effect on both the mediator(s) 
and the outcome. If this confounding is not controlled for in the outcome model, the effect 
of the mediator on the outcome will be estimated with bias, and consequently also the 
effect of the APC variable that is assumed to be mediated by it.

Another challenge arises when the outcome and/or the mediators are not of a type 
that can be modelled by linear or probit regression, or even if they can, the models include 
product terms or other non-linearities. In these situations, the path tracing rule needed to 
derive the causal effect of the mediated APC variable cannot be used [21]. 

Our methodology: simulations
We assess the performance of the mechanism-based approach through simulations. 
Simulations are commonly employed to investigate the performance of APC estimators 
(e.g. [9, 10]). Following these other studies of APC estimators, we also express our findings 
graphically.
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Simulation: approach
In our simulations, we attempt to recreate a realistic setting in which APC analyses are 
performed, namely the study of cardiovascular mortality. We believe this makes our 
simulations also easier to understand from an intuitive perspective. However, in order to 
clearly isolate the sources of bias in the APC effect estimates, we simplify this real world 
setting into three scenarios.

In each scenario, the study population and outcome are the same. The study population 
is generated to be aged between the ages of 40 to 95 years during the calendar years 1990 
to 2015, and hence consists of birth cohorts (calculated as period – age) ranging from 
1896 to 1975. Age and period are generated according to uniform distributions but then 
categorised using 5-year groups (for A and P) and 10-year groups (for C). The outcome 
is mortality due to cardiovascular disease (CVD), coded as 1 (death due to CVD) or 0 
(alive or dead from other causes). It was generated in all scenarios according to either a 
probit or logistic model, with the probability of CVD death generated as a function of age, 
cohort and the period mediators. Age accounts for 70% of the effect of the APC variables 
on cardiovascular mortality, period (via its mediators) accounts for 20%, and birth cohort 
for 10%. We believe these percentages approximately correspond to realistic effects of age, 
period and cohort in in the period 1990 to 2015 in Western countries; the difference in 
incidence of CVD death between individuals aged 40 and those aged 95 is very large, 
whereas the difference in incidence of CVD death in these age groups between the year 
1990 and 2015 is much smaller [25]. Due to the linear dependency phenomenon, it is 
unknown what part of these differences is in truth attributable to birth cohort.

Simulation: mediators and confounders
We simulate settings where P is the variable which has measured mediating variables. 
Results however easily generalise to the alternative scenarios where A or C play this role 
(with due numerical differences given their unequal assumed strength of effects). Four 
mediators on the path from P to Y are included in the simulation study. They are body 
mass index (BMI), smoking, statin therapy, and ‘unmeasured’. We choose the former three 
variables because they are commonly described variables that are believed to affect CVD 
mortality, but many other variables are also believed to affect CVD mortality (e.g. [26, 27]), 
which are represented by the ‘unmeasured’ variable. Together, these four variables account 
for the entire period effect on the outcome. The ‘unmeasured’ and BMI variables are 
continuous, whereas smoking and statin therapy are binary. We set each of the ‘measured’ 
mediators to account for ~20% of the period effect on the cardiovascular mortality, while 
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we set the ‘unmeasured’ mediator to account for ~40%. Table 1 shows the direction of 
the effects of period on the mediators, and of each mediator on the outcome; the effect of 
period on the ‘unmeasured’ mediators is linear, while its effect on the measured mediators 
is non-linear but monotonically increasing or decreasing. Initially, these variables are 
made to act as mediators only on the path between P and CVD mortality, but in some 
scenarios they are also affected by A or C, in which case the total effects of these latter 
variables changes. In the scenario that includes confounding (see below), the confounder 
is the presence or absence of a particular gene, randomly assigned to be present in 50% of 
individuals and set to have a positive effect on both the mediators and the outcome [28, 
29].

Direction of effect

Mediator Period on mediator Mediator on outcome Period on outcome

BMI Positive Positive Positive

Smoking Negative Positive Negative

Statin Positive Negative Negative

Unmeasured Negative Positive Negative

Table 1. Direction of effect of period on the mediators, mediators on cardiovascular 
mortality, and the direction along the entire path of period on cardiovascular mortality.

Simulation: scenarios and variants
In all simulations, we generate data for 100,000 individuals, each measured once. We 
simulate three scenarios, with each scenario simulated 1000 times. In the data generating 
process for the first scenario (‘simple’), A and C have a direct effect on Y while only the 
effect of P is mediated. In the second scenario (‘more causes’), there is an additional 
(negative) effect of A on the mediator BMI, which amounts to roughly 31% of the total 
age effect, and an additional (positive) effect of C on smoking, which amounts to roughly 
30% of the total cohort effect. Finally, in the third scenario (‘confounding’), genotype 
confounds the relationship between BMI and Y and between smoking and Y (Figure 2); 
genotype has a positive effect on both BMI and smoking, and a positive effect on CVD 
mortality. Genotype accounts for roughly 33% of the association between age and CVD 
death and 35% of association between cohort and CVD death. 

Each scenario has two variants. In the first variant, we generate Y and the binary 
mediators using probit models, while in the second variant logistic models are used 
instead. In both variants, linear models are used to generate continuous variables. Since 
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probit and logistic models transform parameters into probabilities in a different way, the 
probabilities of cardiovascular mortality somewhat differ between the two variants. We 
varied the value for the intercept in each variant so that the age-specific probabilities of 
cardiovascular mortality were similar to those found in high income countries. However, 
due to these differences in transformation, the extent of the bias found with the variants 
is not directly comparable.

A

P 

C

CVD death

Ua

BMI
Smoke
Statins

Up

Uc

Genotype

Relations in scenario 'simple': 
Relations in scenario 'more causes': 
Relations in scenario 'confounding': 

&
&

Figure 2. Causal Directed Acyclic Graph of the 3 scenarios investigated by simulation. 
Bold arrows between age (A), period (P) and cohort (C) represent a deterministic 
relationship, whereas the remaining arrows represent stochastic causal relationships. 
Circled variables represent variables that are omitted from the estimation model (in some 
simulation setups).

Simulation: estimation
Estimation of the APC effects according to the mechanism-based approach consists of 
fitting separate regression models for CVD death as function of A, C and the P-mediators 
and of each of the mediators as functions of P. In all estimation models A, P and C are 
treated as categorical variables through dummy coding (10 dummies for age, 4 dummies 
for period and 14 dummies for cohort because cohort categories were forced to overlap in 
order to maintain the linear identity, C = P – A).
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Following how we generated the variables in each variant, in the probit variant we 
use probit models for CVD death and logistic models for the logistic variant. The effects 
of P (and A and C when appropriate) on continuous mediators are estimated using 
linear regression and for binary mediators using logistic or probit models. In all three 
scenarios, we first perform our estimation under entirely correct assumptions; i.e. in the 
second scenario we also model the additional paths from A and C to their mediators (as 
described in appendix 4), and in the third scenario we also control for the confounder. 
Moreover in all scenarios the parametric forms used to fit these models is the same as 
that used to generate the data. Then, to investigate the effect of incorrect assumptions, 
in the second scenario we omit to model the path from A and C to the mediators, and in 
the third scenario we do not control for confounding. Additionally, to explore the effect 
of including an incomplete set of mediators, in all three scenarios we first remove the 
‘unmeasured’ mediators from the estimation model, then ‘BMI’, followed by ‘smoking’, 
and finally we remove all period mediators (i.e. fit an age-cohort model).

For completeness we also report the results of adopting the Clayton & Schifflers (C&S) 
approach to scenario 1 ‘simple’ with the probit variant, where either the parameters for the 
1931-1939 and the 1936-1944 birth cohorts are set to be equal, or those for the 1990-1995 
and the 1995-2000 periods [5].

Results obtained from each scenario, variant and model specification are summarized 
as means of each parameter’s estimates over the 1000 simulations, which we compare to 
the estimated values obtained from the correctly specified models to estimate the bias.

Linear dependency and expected bias
As stated above, while age, period and cohort could be pairwise independent, the three 
variables together have a deterministic relationship: A = P – C. This linear dependency 
will determine the (direction of the) bias when the mechanism-based approach is used 
and not all the mediators are included in the estimation model. We demonstrate this here. 
In a linear setting, the causal model described in Eq. 1. could be expressed as 
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Where α*, β* and θ* represent the effects of age, period and cohort, η* the intercept and 
ε* the mean-zero error terms. This model corresponds to an (unidentified) associational 
model:
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Since P = A + C, we can rewrite Eq. 4. as
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Eq. 5. shows that if we fit an age-cohort model (omitting period) and interpret the 
coefficients of A and C as representing the age and cohort effect respectively, the period 
effect is attributed to age and cohort in equal parts, thereby biasing the presumed age and 
cohort effects in the direction of the period effect. In the same way, since A = P - C, and 
C = P - A, we have 
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when fitting period-cohort and age-period models, respectively. As Eq. 6. and Eq. 7. show, 
in the period-cohort model, the period parameter is biased in the direction of the age 
effect, while the cohort parameter is biased in the opposite direction. Similarly, in the 
age-period model, the period parameter is biased in the direction of the cohort effect, 
while the age parameter is biased in the opposite direction. Of course, in all three of these 
models, the effect of the omitted variable would also be biased (unless its effect is null), as 
its effect estimate is effectively set to 0. 

The same logic applies in the situation where we use mediators to estimate the effects 
of age, period or cohort, while estimating the other two effects directly. Consider the 
earlier described example where we used two mediators on the period path, while the 
effects of age and cohort are estimated directly (Figure 1). However, this time, we omit the 
variable ‘daily calories burned’ (M2) from our estimation model, perhaps because it was 
not measured (Figure 3, left). When fitting a model for the outcome (Y) using A, C and 
the measured period mediator (M1) as explanatory variables, there will be an association 
between A and the period mediators and between C and the period mediators due to the 
aforementioned linear dependency (Figure 3, right). Since the model for Y includes M1 
(i.e. we condition on M1) the paths from A or C to Y via M1 are blocked. However, since 
we do not condition on the unmeasured mediator (M2), the pathways from A and C to 
Y via M2 are not blocked, and hence their regression parameters will be biased by the 
contribution of the additional paths from respectively A and C via M2 (i.e. δ4 . γ3 for both).
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Figure 3. Causal Directed Acyclic Graph when the age effect () and cohort effect () are 
estimated directly, and the period effect (the β’s) is estimated using mediators as per Pearl’s 
front door criterion, while one period mediator is unmeasured. Left: true causal relations. 
Right: relationships that form due to linear dependency when period is excluded.

Extending the mechanism-based approach through Monte Carlo integration
When only linear regression or probit regression models are used in estimating the effects 
of age, period and cohort, and none of the models includes product terms or other non-
linearities, then, as explained previously, parameter estimates along paths can be multiplied 
to estimate the effect over the entire path [22, 23]. However, when a model with a general 
non-linear link function is used for a mediator or for the outcome (or both), e.g. Poisson, 
logistic, or multinomial regression, then a different approach is required. The approach 
uses Monte Carlo integration and is described below [30]. We use a linear representation 
for ease of reading, but in our simulations we model age, period and cohort as categorical 
variables. Furthermore, we describe here only the case where there is one mediator for 
period, and where the mediator has only one cause. See the appendix for a description of 
a more general setting.
We proceed as follows:

Step 1) Mediator estimation: fit a model for the mediator. If it is continuous, we can 
use linear regression, e.g.
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Step 3) Mediator simulation: for each of a range of period values 𝑝𝑝, simulate the 

mediator �̃�𝑀(𝑝𝑝). The values 𝑝𝑝 could be randomly generated for example using a discrete 

uniform distribution, but its range should be equal to the range empirically observed in the 

data that were used for estimation. For example, if we have data ranging from 1990 to 2015, 

then that would be the range of values for 𝑝𝑝 that we use. If instead we categorised this into 5-

year periods (1990-1994, 1995-1999, etc.), then we generate values of 𝑝𝑝 corresponding to 

these categories. If a mediator is continuous, use the estimates of the linear regression model 

in step 1 to simulate 
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 Note that the assumption on the distribution of the error 
terms in the linear regression model is non-trivial if there are non-linearities involving M 
in the model for Y. If instead a mediator is binomial, we can use logistic regression, e.g.
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Where �̂�𝜈 is randomly drawn from a 𝑁𝑁(0, �̂�𝜎𝑀𝑀
2 ). If instead the mediator is binary, use the 

estimates from the logistic regression model in step 1 to simulate �̃�𝑀(𝑝𝑝) from a Bernoulli 

distribution with mean 

�̂�𝜇�̃�𝑚 =  exp (𝛾𝛾0 + 𝛾𝛾1 ∙ 𝑝𝑝) 
1 + exp (�̂�𝛾0 + 𝛾𝛾1 ∙ 𝑝𝑝)  

The number of �̃�𝑀(𝑝𝑝)  values to be simulated need not be equal to the number of observations 

in the data, as long as the entire empirical range is covered, but the more values we simulate, 

the less our final estimates will be affected by Monte Carlo error. The values of �̃�𝑀(𝑝𝑝) will be 

used in step 4. 

Step 4) Outcome simulation: for each of a range of age, period and cohort values 

(�̃�𝑎, 𝑝𝑝, �̃�𝑐), simulate the potential outcome �̃�𝑌(�̃�𝑎, 𝑝𝑝, �̃�𝑐). Since 𝑝𝑝 is already generated in step 3, 

they can be re-used instead of re-generated. As previously, the range of these values should be 

equal to the range empirically observed in age, period and cohort in the data respectively. 

However, we choose �̃�𝑎, 𝑝𝑝 and �̃�𝑐 independently, i.e. the identity �̃�𝑎 = 𝑝𝑝 – �̃�𝑐 should not hold. 

This is in line with the counterfactual reasoning inherent to causal inference; estimating the 

separate effects of age, period and cohort is akin to asking ‘what would have been the 

outcome for an individual aged a in period p, but born in a cohort that is not equal to p – a?’. 

In turn, this asks what values the mediators that we associate with period (or age, or period) 

would have had if a person’s birth cohort (or age, or period) had been different. If the 

outcome is continuous, then using the linear regression estimates of step 2, and the simulated 

mediator values of step 3, simulate 

�̃�𝑌(�̃�𝑎, 𝑝𝑝, �̃�𝑐) = 𝛿𝛿0 + 𝛿𝛿1 ∙ �̃�𝑎 + 𝛿𝛿2 ∙ �̃�𝑐 + 𝛿𝛿3 ∙ �̃�𝑀(�̃�𝑝)  + ξ̂  

Where ξ̂ is randomly drawn from a 𝑁𝑁(0, �̂�𝜎𝑌𝑌
2). If instead the mediator is binary, use the 

estimates from the logistic regression model in step 2, and the simulated mediator values of 

step 3, to simulate �̃�𝑌(�̃�𝑎, 𝑝𝑝, �̃�𝑐) from a Bernoulli distribution with mean 
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2 ). If instead the mediator is binary, use the 

estimates from the logistic regression model in step 1 to simulate �̃�𝑀(𝑝𝑝) from a Bernoulli 
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The number of �̃�𝑀(𝑝𝑝)  values to be simulated need not be equal to the number of observations 

in the data, as long as the entire empirical range is covered, but the more values we simulate, 

the less our final estimates will be affected by Monte Carlo error. The values of �̃�𝑀(𝑝𝑝) will be 

used in step 4. 

Step 4) Outcome simulation: for each of a range of age, period and cohort values 

(�̃�𝑎, 𝑝𝑝, �̃�𝑐), simulate the potential outcome �̃�𝑌(�̃�𝑎, 𝑝𝑝, �̃�𝑐). Since 𝑝𝑝 is already generated in step 3, 
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separate effects of age, period and cohort is akin to asking ‘what would have been the 

outcome for an individual aged a in period p, but born in a cohort that is not equal to p – a?’. 

In turn, this asks what values the mediators that we associate with period (or age, or period) 

would have had if a person’s birth cohort (or age, or period) had been different. If the 

outcome is continuous, then using the linear regression estimates of step 2, and the simulated 
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step 3, to simulate �̃�𝑌(�̃�𝑎, 𝑝𝑝, �̃�𝑐) from a Bernoulli distribution with mean 

 = 

133 
Chapter 7  

Where �̂�𝜈 is randomly drawn from a 𝑁𝑁(0, �̂�𝜎𝑀𝑀
2 ). If instead the mediator is binary, use the 

estimates from the logistic regression model in step 1 to simulate �̃�𝑀(𝑝𝑝) from a Bernoulli 

distribution with mean 

�̂�𝜇�̃�𝑚 =  exp (𝛾𝛾0 + 𝛾𝛾1 ∙ 𝑝𝑝) 
1 + exp (�̂�𝛾0 + 𝛾𝛾1 ∙ 𝑝𝑝)  

The number of �̃�𝑀(𝑝𝑝)  values to be simulated need not be equal to the number of observations 

in the data, as long as the entire empirical range is covered, but the more values we simulate, 

the less our final estimates will be affected by Monte Carlo error. The values of �̃�𝑀(𝑝𝑝) will be 

used in step 4. 

Step 4) Outcome simulation: for each of a range of age, period and cohort values 

(�̃�𝑎, 𝑝𝑝, �̃�𝑐), simulate the potential outcome �̃�𝑌(�̃�𝑎, 𝑝𝑝, �̃�𝑐). Since 𝑝𝑝 is already generated in step 3, 

they can be re-used instead of re-generated. As previously, the range of these values should be 

equal to the range empirically observed in age, period and cohort in the data respectively. 

However, we choose �̃�𝑎, 𝑝𝑝 and �̃�𝑐 independently, i.e. the identity �̃�𝑎 = 𝑝𝑝 – �̃�𝑐 should not hold. 

This is in line with the counterfactual reasoning inherent to causal inference; estimating the 

separate effects of age, period and cohort is akin to asking ‘what would have been the 
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estimates from the logistic regression model in step 1 to simulate �̃�𝑀(𝑝𝑝) from a Bernoulli 
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The number of �̃�𝑀(𝑝𝑝)  values to be simulated need not be equal to the number of observations 

in the data, as long as the entire empirical range is covered, but the more values we simulate, 

the less our final estimates will be affected by Monte Carlo error. The values of �̃�𝑀(𝑝𝑝) will be 

used in step 4. 
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However, we choose �̃�𝑎, 𝑝𝑝 and �̃�𝑐 independently, i.e. the identity �̃�𝑎 = 𝑝𝑝 – �̃�𝑐 should not hold. 

This is in line with the counterfactual reasoning inherent to causal inference; estimating the 

separate effects of age, period and cohort is akin to asking ‘what would have been the 

outcome for an individual aged a in period p, but born in a cohort that is not equal to p – a?’. 

In turn, this asks what values the mediators that we associate with period (or age, or period) 

would have had if a person’s birth cohort (or age, or period) had been different. If the 

outcome is continuous, then using the linear regression estimates of step 2, and the simulated 

mediator values of step 3, simulate 

�̃�𝑌(�̃�𝑎, 𝑝𝑝, �̃�𝑐) = 𝛿𝛿0 + 𝛿𝛿1 ∙ �̃�𝑎 + 𝛿𝛿2 ∙ �̃�𝑐 + 𝛿𝛿3 ∙ �̃�𝑀(�̃�𝑝)  + ξ̂  

Where ξ̂ is randomly drawn from a 𝑁𝑁(0, �̂�𝜎𝑌𝑌
2). If instead the mediator is binary, use the 

estimates from the logistic regression model in step 2, and the simulated mediator values of 

step 3, to simulate �̃�𝑌(�̃�𝑎, 𝑝𝑝, �̃�𝑐) from a Bernoulli distribution with mean 
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Step 5) Estimate age, period and cohort effects using the simulated values 
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have been chosen independently. The estimated parameters can be interpreted as the age, 
period and cohort effects from the causal model.

Step 6) Use the non-parametric bootstrap to estimate the standard errors for the 
parameter estimates [31]. This step consists of re-sampling from the original data, and 
then repeating steps 1 through 5, and saving the parameter estimates of the effects of 
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 effect estimates can be used as estimates of the standard errors, or for example the 
2.5% and 97.5% quantiles of these distributions can be used to derive 95% confidence 
intervals directly (with improvements such as ‘bias-corrected and accelerated’ intervals to 
be recommended).
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Results

Scenario 1: ‘Simple’
Removing mediators from the estimation of the period path introduces bias (Figure 4 for 
probit variant, see appendix 5 eFigure 1 for logistic variant). Initially, the magnitude of the 
bias is relatively weak, but becomes stronger as more mediators are removed. The relative 
magnitude appears strongest for birth cohort, which had weak parameter estimates 
when the model was correctly specified, but these estimates become strongly negative 
when mediators are removed from the estimation model. The directions of the bias are 
as expected (see paragraph ‘linear dependency’ in the methods section). On average, 
removing the ‘unmeasured’ period mediators has a negative effect on the estimated age 
and cohort effects, while it introduces a positive bias on the period estimates; the estimated 
parameters for the age and cohort effects become less positive, while those for the period 
effect become less negative. The same occurs when smoking and statins are additionally 
removed. This is as expected, because the paths via the ‘unmeasured’ period mediators, 
smoking, and statins all have a negative effect on the outcome (Table 1). Removing BMI 
leads to the opposite, i.e. it introduces a positive bias on the estimated effects of age and 
cohort, and a negative one on that of period. Again, this is as expected because the path 
from P to Y through BMI is positive (Table 1). Finally, removing all mediators (i.e. fitting 
an AC model) results in the largest amount of bias (Figure 4).

Clayton & Schifflers models
Fitting the Clayton & Schifflers model with constraints on the birth cohort parameters 
leads to good average estimates of the age effect, very poor average estimates of the period 
effect and quite good estimates of the average cohort effect (Figure 5). On the other hand, 
the model with constraints on the period parameters has strongly biased estimates of all 
three effects (Figure 5).
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Probit Results: Scenario 1 ´Simple´
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Figure 4. Average estimated parameters for the APC effects in scenario 1 (simple) using 
the mechanism-based approach: summary of 1000 simulations.
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Figure 5. Average APC estimates in scenario 1 (simple) using the two Clayton & Schiffler 
models with 1931-1939 and the 1936-1944 cohort effects constrained to be equal (‘middle 
birth cohorts’) and 1990-2000 and the 1995-2005 period effects constrained to be equal 
(‘first calendar years’): summary of 1000 simulations. The correct model specification and 
an age-cohort model are used as comparisons.
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Scenario 2: ‘More causes’
In the scenario where age, in addition to period, is a cause of BMI, and cohort, in addition 
to period, is a cause of smoking, we find that not including these relationships in the 
estimation model also results in bias. As expected, this bias is largest for age, where the 
age effect is overestimated when the negative effect of age on BMI is not included in the 
estimation model (Figure 6). A similar, but much weaker bias is found for cohort when the 
effect of C on smoking is not included (Figure 6 for the probit variant; appendix 5 eFigure 
3 for the logit variant). There is no bias in the estimation of the period effect; the line of 
the ‘period as only cause’ scenario overlaps with that of the correctly specified model’s line 
(Figure 6). 

These results follow our expectation. The effect of age on the outcome via BMI is 
negative. By not including age as a cause of BMI in the estimation model, this negative 
effect is subtracted from the total age effect, thereby resulting in an overestimation of the 
age effect. The effect of not modelling birth cohort as a cause of smoking follows the same 
logic, but the bias is weaker because the effect size from birth cohort to the outcome via 
smoking is also smaller. In this scenario, the period effect estimates are not biased because 
period is correctly modelled as a cause of the four mediators.
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Figure 6. Average APC estimates in scenario 2 (more causes) using the mechanism-based 
approach: summary of 1000 simulations.
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Scenario 3: ‘Confounding’
In the scenario where there is a variable (genotype) confounding the relationships 
between BMI and CVD death, and between smoking and CVD death (both mediators on 
the P-Y path), we find that failing to control for this confounder results in bias in all three 
age, period and cohort effect estimates. The age parameter estimates become somewhat 
negatively biased when we do not control for genotype in our outcome model (Figure 7 
for the probit variant; appendix 5 eFigure 5). The same occurs in the cohort effect, while 
the period effect suffers from a small positive bias (Figure 7). 

The bias observed here is caused by collider stratification [32, 33]. Collider stratification 
bias occurs when two variables both have causal effects on a third variable (the ‘collider’), 
and the collider is conditioned upon. Doing so creates an artificial association between the 
two causes of the collider which is of sign opposite to the product of the signs of the effects 
into the collider. In the scenario considered here, genotype has a positive causal effect on 
BMI, on smoking, and on CVD mortality. Therefore, BMI and smoking are colliders in 
the paths between P and genotype. By including BMI and smoking (together with the 
other two mediators) in our outcome model, we create an additional spurious association 
between A and Y via A – P – BMI – genotype – Y, and one between C and Y via the path 
C – P – smoking – genotype – Y. Both of these spurious associations are negative because 
those induced by collider stratification, P-BMI-genotype and P-smoking-genotype, are 
both negative while A – P, C – P and genotype – CVD are all positive. 
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Figure 7. Average APC estimates in scenario 3 (confounding) using the mechanism-based 
approach: summary of 1000 simulations.
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Discussion

We assessed the performance of mechanism-based APC models in realistic settings. We 
found that, in simple scenarios where there is a single set of mediators for P which is 
not affected by unmeasured confounding, the mechanism-based approach performed 
reasonably well for the estimation of all three age, period and cohort effects, especially if the 
mediators that were not included in the estimation had opposite signs (e.g. ‘unmeasured’ 
and ‘BMI’) so that their unmeasured contributions (partially) cancelled out. The bias we 
observed was in line with our expectations derived from the APC linear dependency. In 
the scenarios with additional complications, i.e. either when mediators were caused by 
more than one of three APC components, or there was unmeasured confounding of the 
mediator-outcome relationships, we found additional bias. This, again, was in line with 
our expectations. Findings were similar for the probit and logistic variants, though we did 
not directly compare these methods due to their differences in transforming effects into 
probabilities. Overall, the mechanism-based approach also performs similarly or better 
than the Clayton & Schifflers approach where two adjacent birth cohorts were constrained 
to have an equal effect, and performed better than the Clayton & Schifflers approach where 
two adjacent periods were constrained. However, the magnitude of the bias depends on 
the magnitude of mediators and APC effects, and is therefore setting dependent.

Simulating bias
In our simulations, we considered 4 mediators on the period path, and kept the ‘more 
causes’ scenario separate from the ‘confounding’ scenario. In a real application of the 
method, many more mediators may exist, which may also have more than one cause, 
and their relation with the outcome may be confounded. However, a more complicated 
scenario need not necessarily result in more biased estimates than in the scenarios we 
simulate; if there are many sources of bias, some may cancel each other out. We also 
demonstrated this in our simulation: estimates of age, period and cohort performed 
better when, after removing the ‘unmeasured’ mediators, BMI was also removed from the 
estimation model. In terms of bias, one of the most severe situations occurs when only 
two of the three APC variables (and no mediators) are used to model an outcome. This 
situation was included in our simulations in the form of an age-cohort model, though a 
period-cohort model would be even more biased because the age effect was much larger 
in size than the period and cohort effects.
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Comparison with Clayton & Schifflers approach
We used the Clayton & Schifflers (C&S) approach as a comparison for the mechanism-
based approach. We used two common types of constraints in our application of the C&S 
model; one model with constraints for birth cohort and one with constraints for period. 
Substantively, it is believed that age has the strongest effect on most outcomes, including 
cardiovascular outcomes, and hence should not be constrained [34]. In our simulations, 
constraining two birth cohorts to have equal effects led to better estimates than 
constraining period categories because in our simulations the birth cohort parameters 
had similar values. This assumption therefore resulted in little bias in two of the three 
APC estimates, but the bias would be stronger if age or period were instead constrained. 
In the second Clayton & Schifflers model, we therefore constrained period, and indeed 
this resulted in greater bias on average. Given the larger slope of the age effects relative 
to those of period and cohort, constraining age would have resulted in much stronger 
bias. Importantly, in a real application, it is unknown which effect is largest and which 
age, period or cohort categories would have similar effects on the outcome. Furthermore, 
considering that applied researchers commonly have no additional information on the 
true shape or effect sizes of the age, period and cohort effects, an unfavorable selection of 
constraints can easily be made. 

Evaluation of the mechanism-based approach
The mechanism-based approach has a number of strengths and weaknesses. The first 
two weaknesses relate to its employing Pearl’s front door criterion. Firstly, employing this 
criterion results in standard errors that are often considerably larger than when a method 
of direct estimation is used, such as the Clayton & Schifflers approach. Secondly, employing 
Pearl’s front door criterion means that bootstrapping is needed to estimate standard errors, 
except in simple settings. Bootstrapping cannot be applied to aggregate level data, because 
the exact covariate profiles of the individuals making up the data are not available and 
hence individual-level resampling can’t be done. This can be problematic, as many APC 
studies are performed with aggregated data. Furthermore, even when individual-level 
data are available, in a binary outcome setting it may be possible that in some age-period-
cohort categories the probability of an event is so low that no events are observed. Such 
a situation is known as ‘separation’, and can result in strong bias [35]. We prevented 
separation by having a large sample size (n = 100,000). However, in applied research such 
large sample sizes may not be available. Fortunately, with increasing availability of large 
datasets, this particular weakness of the mechanism-based approach will diminish over 
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time. Finally, the greatest weakness in the mechanism-based approach is that it is not 
possible to identify from the data whether a variable is a mediator for age, period, cohort, 
a combination of these two, or all three variables. This is, of course, exactly the same 
problem that occurs in any conventional APC analysis when attempting to decompose 
some outcome into age, period and cohort effects. Therefore, the untestable assumptions 
that are made in conventional APC analysis move to the mediator stage of the modelling 
procedure.

The mechanism-based approach also has a number of strengths. Firstly, for some 
mediators we have prior knowledge that the majority of the effect is due to one of the 
three APC variables (e.g. policy changes are largely period effects, formative experiences 
are largely cohort effects, etc.). As demonstrated in our simulations, only minor bias will 
occur if a small pathway is omitted. Secondly, by drawing a causal DAG representing 
our assumed relations, we are much more explicit about underlying assumptions than 
many conventional approaches to APC analysis. Related to this, drawing causal DAGs, 
and re-drawing once one of the three age, period or cohort variables is removed (as was 
done in Figure 3) helps explicate otherwise hidden assumptions about the relationships 
between age, period, cohort and their mediators. Furthermore, it can also help identify 
possible biases, such as the collider stratification bias described in relation to scenario 
3 ‘confounding’. Finally, the mechanism-based approach lends itself well to sensitivity 
analyses. If investigators are unsure about some assumed relations, then additional 
analyses can be done in which more doubtful relationships are modelled differently. For 
example, if we are unsure if age or period is a cause of a particular mediator, we can 
estimate age, period and cohort effects once with age as the cause and once with period as 
the cause to determine how robust our age, period and cohort effect estimates are.

Applying the mechanism-based approach
We described how the mechanism-based approach can be extended to incorporate 
generalized linear models with non-linear link functions, such as logistic or Poisson 
regression, and to parameterization of any complexity. In applying the approach however, 
other considerations also have to be made.

Firstly, in our simulations, we estimated the effect of period through mediators on 
the period path. With the exception of sign changes in the bias (see the method section 
on linear dependency), the results of our study would have been very similar if we use 
mediators for age or cohort. While investigators are free to choose a set of mediators for 
any of the three age, period and cohort variables, mediators for period may be easiest to 
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find in some settings. In both medical and social settings, the effect of age on the outcome 
is often quite strong (relative to period and cohort), and the age effect may go through a 
large number of mediators. Finding a set of age mediators of sufficient size may therefore 
prove difficult. The set of mediators for birth cohort is likely much smaller. However, 
since birth cohort effects are believed to be caused by shared formative experiences, using 
birth cohort mediators may require information that was recorded many decades ago if 
the study population contains elderly individuals. Such information may be difficult to 
acquire. Using mediators for period means that historical information is not needed, and 
a smaller set of mediators is needed than when choosing mediators for age.

Secondly, in all scenarios, we had multiple mediators on the path from period to the 
outcome. When estimating the effect of period on a mediator, we did not control for the 
other period mediators. Controlling for the other mediators when estimating the effect of 
period on a mediator may itself result in bias. This is the case because period may have an 
effect on a mediator that goes through another mediator (i.e. some mediators affect other 
mediators). By conditioning on other mediators, these paths to a mediator are blocked 
and hence we do not estimate the total effect of period on this mediator. This bias is not 
incurred if we additionally model the paths between the mediators, but only if the paths 
between these mediators are not confounded. If there is an uncontrolled confounding 
variable between the mediators, bias is once again introduced. Therefore, it is both easier 
and more sensible to model the effect of period (or age, or cohort) on each mediator in 
turn without controlling for other mediators when fitting each mediator model.

Linear dependency and causality
In both the data generating mechanism, and when estimating the effects of age, period 
and cohort, we sought to maintain the linear dependency (C = P - A). Age, period and 
cohort can be categorized in other ways, such that the linear dependency is broken, but 
this creates biases in estimation and should therefore be avoided [5, 36]. For this reason, we 
have overlapping birth cohort categories; e.g. individuals aged 50 to 54 in the period 2000-
2004 are born in the period 1946 to 1954 (as 2000 – 54 = 1946, and 2004 – 50 = 1954), and 
individuals aged 50-54 in the period 2005-2009 are born in the period 1951 to 1959. It is 
possible to have age, period and cohort ‘categories’ of the same size, but this requires data 
of a fine resolution and modelling of age, period and cohort as continuous variables [36]. 
In a different way, we did intentionally break the linear dependency between age, period 
and cohort when estimating period effects using Monte Carlo integration, as explained in 
the methods section. 
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To represent the deterministic relationship between age, period and cohort in the 
causal DAG, we used bold arrows, which is in line with conventions in causal inference 
but differs from the representation used by Winship and Harding [15, 37, 38]. We used 
these arrows because the relationship between age, period and cohort is fundamentally 
different than that of other relationships in the DAG (which are stochastic and causal, 
rather than deterministic). For example, if we instead use the same non-bold arrows, then 
an association between any two of the age, period and cohort variables would be wrongly 
derived, while in truth any two of them could be (and in our simulations were) pairwise 
independent.

Conclusion
We extended the mechanism-based approach to allow it to be easily used for models with 
non-linear link functions and parametrizations of any complexity. We demonstrated that 
the mechanism-based approach to APC modelling works reasonably well even in the 
circumstance where some mediators were missing, especially if the removed mediators had 
effects that were of opposite sign. Biases occurred when the modelled causal relations did 
not coincide with the true causal pathways, such as when paths from causes to mediators 
were omitted from the estimation model, or if there was unmeasured confounding. Size of 
bias is dependent on size of the omitted intermediate variables, confounders or pathways; 
severe (combinations of) violations will therefore lead to severe bias.
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Appendix 4: Estimating APC effects using the mechanism-based 
approach when more than one of APC affects a mediator, or if there are 
multiple mediators

In scenario 2 ‘more causes’, next to period, age was an additional cause of BMI, and 
cohort was an additional cause of smoking. Hence, these mediators had more than one 
cause. Furthermore, in all scenario’s, we had four mediators on the path from APC to the 
outcome. Therefore, we will explain estimation in a setting where there are more causes of 
mediators, and where there is more than one mediator, using scenario 2. We will describe 
estimation both in the probit variant (using the multiplication approach) and the logistic 
variant (using the Monte Carlo approach). We will again use a linear representation for 
ease of reading, but in our simulations we modelled age, period and cohort as categorical 
variables through dummy coding.

Multiplication approach
First, we estimated a probit model with age A, cohort C, Unmeasured (M1), BMI (M2), 

Smoking (M3), and Statins (M4):
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Where Ф is the probit link. In this case, δ1 and δ2 only represent partial effect estimates 
of the age and cohort effects, respectively, because part of the age and cohort effects go 
through the mediators. The δ’s 3 through 6 represent the effect of the mediators on the 
outcome.
Secondly, we modelled the mediators, using their causes as covariates in our models:
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The total age effect was estimated as: б1 + γ3 . б4

The total period effect was estimated as: б3 . γ1 + б4 . γ4 + б5 . γ7 + б6 . γ9

The total cohort effect was estimated as: б2 + γ6 . б5
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We applied the bootstrap, and used 2.5% and 97.5% quantiles from the bootstrap 
distribution to find confidence intervals for the estimates of age, period and cohort 
parameters.

Monte Carlo approach
In a first step, we estimated the mediators Unmeasured (M1), BMI (M2), Smoking (M3), 
and Statins (M4), using the following models:
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In the second step, we estimated the outcome:
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In the third step, we simulated mediator 
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The total age effect was estimated as: 𝛿𝛿1 + 𝛾𝛾3 ∙  𝛿𝛿4  

The total period effect was estimated as: 𝛿𝛿3 · 𝛾𝛾1 +  𝛿𝛿4 ·  𝛾𝛾4 +  𝛿𝛿5 · 𝛾𝛾7 +  𝛿𝛿6 ·  𝛾𝛾9 

The total cohort effect was estimated as: 𝛿𝛿2 + 𝛾𝛾6 ∙  𝛿𝛿5  

We applied the bootstrap, and used 2.5% and 97.5% quantiles from the bootstrap distribution 

to find confidence intervals for the estimates of age, period and cohort parameters. 

 

Monte Carlo approach 

In a first step, we estimated the mediators Unmeasured (M1), BMI (M2), Smoking (M3), and 

Statins (M4), using the following models: 

𝑀𝑀1(𝑃𝑃) = 𝛾𝛾0 + 𝛾𝛾1 ∙ 𝑃𝑃 +  𝜀𝜀3 

𝑀𝑀2(𝐴𝐴, 𝑃𝑃) = 𝛾𝛾2 + 𝛾𝛾3 ∙ 𝐴𝐴 +  𝛾𝛾4 ∙ 𝑃𝑃 + 𝜀𝜀4 

𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙{𝐸𝐸[𝑀𝑀3(𝐶𝐶, 𝑃𝑃)]} = 𝛾𝛾5 + 𝛾𝛾6 ∙  𝐶𝐶 +  𝛾𝛾7 ∙ 𝑃𝑃 

𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙{𝐸𝐸[𝑀𝑀4(𝑃𝑃)]} = 𝛾𝛾8 + 𝛾𝛾9 ∙ 𝑃𝑃 

In the second step, we estimated the outcome: 

𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙𝑙{𝐸𝐸[𝑌𝑌(𝐴𝐴, 𝑀𝑀1, 𝑀𝑀2, 𝑀𝑀3, 𝑀𝑀4, 𝐶𝐶)]}

=  𝛿𝛿0 +  𝛿𝛿1 · 𝐴𝐴 + 𝛿𝛿2 · 𝑀𝑀1  + 𝛿𝛿3 · 𝑀𝑀2  + 𝛿𝛿4 · 𝑀𝑀3  + 𝛿𝛿5 · 𝑀𝑀4  +  𝛿𝛿6 · 𝐶𝐶 

In the third step, we simulated mediator 𝑀𝑀1̃(𝑝𝑝), 𝑀𝑀2̃(𝑝𝑝),  𝑀𝑀3̃(𝑝𝑝) and 𝑀𝑀4̃(𝑝𝑝). First we 

independently generated a range of age values �̃�𝑎, period values 𝑝𝑝, and cohort values �̃�𝑐, which 

had the same range as empirically observed age, period and cohort values (but a = p – c does 

not hold for the generated values). For the continuous variables, we could then generate 

mediator values immediately, using the estimates from the first step: 

𝑀𝑀1̃(�̃�𝑝)  = 𝛾𝛾0 + 𝛾𝛾1 ∙ 𝑝𝑝 + 𝑒𝑒  
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Where �̂�𝜈 is randomly drawn from a 𝑁𝑁(0, �̂�𝜎𝑀𝑀
2 ). If instead the mediator is binary, use the 

estimates from the logistic regression model in step 1 to simulate �̃�𝑀(𝑝𝑝) from a Bernoulli 

distribution with mean 

�̂�𝜇�̃�𝑚 =  exp (𝛾𝛾0 + 𝛾𝛾1 ∙ 𝑝𝑝) 
1 + exp (�̂�𝛾0 + 𝛾𝛾1 ∙ 𝑝𝑝)  

The number of �̃�𝑀(𝑝𝑝)  values to be simulated need not be equal to the number of observations 

in the data, as long as the entire empirical range is covered, but the more values we simulate, 

the less our final estimates will be affected by Monte Carlo error. The values of �̃�𝑀(𝑝𝑝) will be 

used in step 4. 

Step 4) Outcome simulation: for each of a range of age, period and cohort values 

(�̃�𝑎, 𝑝𝑝, �̃�𝑐), simulate the potential outcome �̃�𝑌(�̃�𝑎, 𝑝𝑝, �̃�𝑐). Since 𝑝𝑝 is already generated in step 3, 

they can be re-used instead of re-generated. As previously, the range of these values should be 

equal to the range empirically observed in age, period and cohort in the data respectively. 
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which had the same range as empirically observed age, period and cohort values (but a = 
p – c does not hold for the generated values). For the continuous variables, we could then 
generate mediator values immediately, using the estimates from the first step:
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For the binary variables, we first estimated means
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from step 2 and the simulated mediator values from step 3. We drew from a Bernoulli 
distribution with mean
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 In the fifth step, we fit a logistic regression model to 
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 as covariates.
We applied the bootstrap, and used 2.5% and 97.5% quantiles from the bootstrap 
distribution to find confidence intervals for the estimates of age, period and cohort 
parameters.
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Appendix 5: Additional Figures

Scenario 1: Simple: logit model figures

Logit Results: Scenario 1 ´Simple´
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eFigure 1. Average estimated parameters for the age, period and cohort effects in scenario 
1 (simple) logistic variant using the mechanism-based approach: summary of 1000 
simulations.
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Scenario 2 ‘More causes’: probit model figures
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eFigure 2. Average estimated parameters for the age, period and cohort effects in scenario 
2 (‘more causes’) probit variant using the mechanism-based approach: summary of 1000 
simulations.
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Scenario 2 ‘More causes’: logit model figures

Logit Results: Scenario 2 ´More causes´
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eFigure 3. Average estimated parameters for the age, period and cohort effects in scenario 
2 (‘more causes’) logistic variant using the mechanism-based approach: summary of 1000 
simulations.
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Scenario 3 ‘Confounding’: probit model figures

Probit Results: Scenario 3 ´Confounding´
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eFigure 4. Average estimated parameters for the age effect in scenario 3 (‘confounding’) 
probit variant using the mechanism-based approach: summary of 1000 simulations.
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Scenario 3 ‘Confounding’: logit model figures

Logit Results: Scenario 3 ´Confounding´
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eFigure 5. Average estimated parameters for the age, period and cohort effects in scenario 
3 (‘confounding’) logistic variant using the mechanism-based approach: summary of 1000 
simulations.
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Main findings

The objective of this dissertation “Age-period-cohort methodology: confounding by birth 
cohort in cardiovascular pharmacoepidemiology” was to assess the value of including the 
birth cohort dimension in causal analyses of statin utilization and statin effectiveness in 
reducing cardiovascular mortality, when age, calendar time, and potentially other relevant 
variables were also controlled. The research questions were:

- Part 1: Are birth cohort effects present in statin utilization, and can such effects 
confound effect estimates of interventions on statin utilization?

- Part 2: Is birth cohort a confounder or effect modifier of the relation between statin 
therapy and cardiovascular mortality?

- Part 3: Does a mechanism-based approach improve the identification of age, period 
and birth cohort effects?

Through the research approach, applied to drug dispensing data and cardiovascular 
mortality data from the Netherlands, and through a simulation study, a number of interesting 
findings were made. We found that birth cohort effects had a strong presence in statin 
utilization patterns at the population level in the Netherlands (Chapter 2). These patterns, 
when unaccounted for, confounded population-level effect estimates of an intervention 
on statin utilization (Chapter 3). Birth cohort effects were also present in cardiovascular 
mortality trends after adjusting for cardiovascular drug utilization (Chapter 4). While 
birth cohort appeared less clinically relevant in this assessment as it did not confound nor 
modify the clinical effect of statins on cardiovascular mortality, including birth cohort was 
useful because we used it as a proxy to account for some unmeasured confounders, which 
is essential to validly assess the effect of statins on cardiovascular mortality (Chapter 4). 
To assess the presence or absence of similar findings at the individual-level, a method 
was developed for measuring time-varying adherence (Chapter 5). After applying the 
time-varying adherence measure on the individual-level, in contrast to the population-
level findings, evidence of birth cohort effects in cardiovascular mortality was not found. 
In addition, there was also no evidence for effect modification or confounding by birth 
cohort of the effect of statins on cardiovascular mortality (Chapter 6). Throughout the 
dissertation, the APC linear identification problem was solved by measuring non-linear 
birth cohort effects. However, it was found that the mechanism-based approach to the 
identification of age-period-cohort effects, which is based on a causal inference approach, 



162

may also be a good candidate for future APC studies on the individual-level (Chapter 
7). Furthermore, the mechanism-based approach was extended to non-linear link 
functions and parametric forms of any level of complexity, thereby improving its utility 
for application in the social and health sciences.

Reflection on main findings

Birth cohort effects in statin utilization
It was demonstrated that including the birth cohort dimension improved drug utilization 
studies; it helped explain trends in statin utilization, and its inclusion reduced confounding 
of an intervention effect in a time series analysis. Both in chapters 2 and 3, we found 
substantial birth cohort effects. In chapter 2, we used a classical Clayton & Schifflers 
model and studied age-specific statin prevalence trends in the entire population of the 
Netherlands, whereas in chapter 3 we used a model with random intercepts for birth 
cohort and studied age-specific statin prevalence trends only in patients with diabetes [1, 
2]. Patients with diabetes were chosen because they are at greater risk of cardiovascular 
disease, and studies in 2002 found that statin therapy was also efficacious for patients with 
this disease [3, 4]. Despite these differences in study population and modelling approach, 
we found clear birth cohort effects with overall very similar shapes; i.e. adjusted for age 
and calendar time, the birth cohorts born between roughly 1910 and 1925 had much 
lower relative prevalence of statin use, while those born around 1930 had relatively higher 
prevalence of statin use, even relative to younger birth cohorts. This moving peak was 
also evident in the descriptive graphs of chapter 2, which were not subject to modelling 
constraints. In chapter 3, it was furthermore shown that disregarding these birth cohort 
effects could result in confounding of intervention effect estimates. In 2002 and 2003, 
important studies were published which showed the efficacy of statins in patients aged 
above 70 years and in diabetic patients [3, 5, 6]. An effect of these studies was that the 
prevalence of statin use in the Netherlands increased, but this effect estimate was lower 
once we adjusted for birth cohort in the analysis. The analysis that produced this conclusion 
rests on the assumption that the birth cohort effects were extraneous, i.e. not caused by the 
guideline itself. This assumption is reasonable since the moving peak in statin utilization 
can be detected in descriptive graphs before the interventions of 2002 and 2003. Since we 
measured only non-linear birth cohort effects, the analysis further rests on the assumption 
that the birth cohort effects were entirely non-linear, i.e. that the ‘drift’ component (the 
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linear trend through time) is attributed to the period dimension. Different constraints 
could have been used which attribute part of the drift to birth cohort. Given that we 
measured the intervention effects through linear terms for period, this may have resulted 
in even stronger differences between the model that controlled for birth cohort, and the 
model that did not. This would be an adequate adjustment for confounding if indeed 
the additional drift belonged to the birth cohort dimension, but would result in bias if 
instead it belongs to the period dimension. Due to the APC linear identification problem, 
it cannot be known to which dimension drift should be attributed. Therefore, as in any 
APC analysis, the choice for constraints should be applied with caution.

Unfortunately, it is as of yet unknown what caused the shape of the birth cohort 
effects that was observed in chapters 2 and 3. There is evidence from the United Kingdom 
that cohorts born in the 1930s and 1940s experienced undernutrition, and had different 
adiposity trajectories compared to other cohorts [7]. Undernutrition, especially in 
utero, has also been shown to be associated with later life obesity [8]. Obesity is a well-
known risk factor for cardiovascular disease, but undernutrition has also been shown to 
adversely affect metabolic function, including liver function [9]. Like many countries, the 
Netherlands also experienced the economic depression in that time period, leading to 
lower nutrition and hence it is possible that individuals belonging to these birth cohorts in 
the Netherlands had a similar experience [10]. This could have led to proportionally more 
dyslipidemia, leading to more indications for statin therapy. However, evidence of APC 
studies of cardiovascular mortality, even when controlling for statin therapy (as in chapter 
4), do not clearly show the 1930 birth cohort effect, and hence this cohort effect is less 
likely caused by physiological differences between generations [11]. The descriptive graphs 
show that, even at ages above 70 years, before the influential studies in 2002 and 2003, 
there was a rise in the prevalence over time. Yet, it may be that physicians were somewhat 
more hesitant to prescribe a new drug to older patients, and hence the prevalence in older 
cohorts did not rise as steeply over time. The 1930 birth cohort may then simply represent 
a vanguard of relatively young patients for whom there was less hesitation. This does not 
mean that the birth cohort effect is not a confounder. Even if the influential studies had 
not been published in 2002 and 2003, this 1930 birth cohort effect would remain because 
by the time this cohort reached ages above 70 years, doctors would have become more 
familiar with the drug. However, for this explanation to hold, the decline in the birth 
cohort pattern seen for cohorts born after 1930 would have to be temporary. Furthermore, 
this does not mean that the studies of 2002 and 2003 were not influential: as evidenced 
from the models in chapter 3, the studies themselves also had an effect on age specific 
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prevalence, their impact was simply smaller once adjusted for birth cohort. 
It is recommended to further investigate the 1930 birth cohort effect. Initially, an 

international comparison could determine if the effect is also found in other countries, 
which may help narrow down the possible causes of the effect. Based on these findings, 
an analysis with individual-level data may be necessary to further narrow down possible 
causes.

Birth cohort effects in statin effectiveness
The birth cohort dimension was of lesser value for the drug effectiveness studies. It was 
primarily valuable in chapter 4, where we studied the effect of statins on cardiovascular 
mortality at the population level in the Netherlands. In chapter 4, we found a birth 
cohort effect in cardiovascular and cerebrovascular mortality even after controlling for 
age and potential population-level confounders; younger birth cohorts had lower rates 
than older cohorts. These findings were similar to those found in other studies [11, 12]. It 
was hypothesized that the findings in chapter 4 indicate that younger birth cohorts have 
better cardiovascular health than older birth cohorts, even when relevant medication is 
taken into account. There are many possible causes for this, such as the earlier discussed 
differences in nutrition between generations, but most prominently smoking behavior [7, 
10]. There are strong birth cohort effects in smoking behavior, and smoking is also a major 
determinant of cardiovascular disease [13-15]. Therefore, we also used birth cohort as a 
proxy for smoking behavior. This was necessary, because adequately tabulated smoking 
data was missing for that study, while smoking could have been a confounder.

The birth cohort dimension did not improve individual-level analyses of the effect 
of time-varying adherence to statin therapy on cardiovascular and cerebrovascular 
mortality in the Netherlands (Chapter 6). Birth cohort was neither an effect modifier, 
nor a confounder at the individual level. Since birth cohort can represent health behavior, 
and various covariates that were adjusted for in chapter 6 also represented behavior, 
the birth cohort effect may have been largely masked. In other words, birth cohort is 
more of a group-level variable; all members of a cohort have the same value for birth 
cohort, while other variables, for which cohort may be a proxy at the population level, 
can be directly measured and can vary within individuals in a birth cohort and thereby 
have more explanatory value at the individual-level. Furthermore, birth cohort also 
did not appear to be a confounder at the individual-level, which fits expectation. In the 
population-level analysis of statin utilization, birth cohort could be a confounder because 
intervention effect estimates were measured through terms for the period effect, as 
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explained previously. However, in the individual-level analysis, the primary exposure was 
statin adherence. While statin adherence and subsequent cardiovascular mortality may 
both be affected by birth cohort, the (potentially confounding) information contained 
in birth cohort is also contained in the combination of age and period through linear 
dependency. Therefore, it appears that birth cohort has more utility for population-level 
analyses than for individual-level analyses. 

Based on these findings, it is recommended that birth cohort, next to age and calendar 
time, is investigated as a possible explanatory variable or confounder in population-level 
analyses. This is not recommended for individual-level analyses, unless there is a lack 
of explanatory variables and measured confounders. However, when a rich dataset with 
individual-level variables is available, it may be of interest to investigate which individual-
level variables correlate with birth cohort, so as to generate more information about health 
risks associated with birth cohort in general.

In both chapter 4 and chapter 6, there was a lack of evidence of modification of the 
effect of statin therapy on cardiovascular and cerebrovascular mortality by birth cohort. 
The lack of evidence for effect modification was not caused by low statistical power, 
and therefore likely means that the relative clinical effect of statins does indeed not 
differ by generation. However, given that there are differences between generations in 
cardiovascular illness, and in statin utilization, absolute differences between generations 
in the effect of statins on cardiovascular mortality may exist. A possible explanation for 
the lack of relative differences between generations in the clinical effect of statins is that, 
while behavioral differences between generations may exist, the general practitioner and 
the pharmacist act as a filter by starting therapy in similar patients according to their 
prognosis, and thereby level out the differences in clinical effect between generations. 

On the basis of these findings it is therefore not recommended, given also that both 
analyses found statins to be effective in reducing both cardiovascular and cerebrovascular 
mortality, that a change in prescribing guidelines of statins occurs, since statins appear to 
have the same clinical effect for different generations. 

Furthermore, very little is known about effect modification by birth cohort in general. 
Even in demography, the field where birth cohort is traditionally more prominent than 
in epidemiology, investigators commonly do not go beyond specifying main terms for 
birth cohort in an APC model. An innovative aspect of this thesis was that both effect 
modification and confounding by birth cohort were investigated. It is recommended that 
in explanatory studies, also in demography, effect modification and confounding by birth 
cohort are studied more.
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A causal inference approach to APC analysis
The mechanism-based approach developed by Winship & Harding can be used to validly 
separate birth cohort effects from age and period effects [16]. The approach works by first 
modelling the causal effect of one (or more) of the APC variables on a set of intermediate 
variables, and then modelling the causal effect of the intermediate variables and the other 
two APC variables on the outcome directly. By using Pearl’s front door criterion, the effect 
of the APC variable for which indirect estimation via mediators was used, can be found.

In this dissertation, it was found that this indeed works adequately if the causal path 
from APC variables to mediators, and from mediators to the outcome, are correctly 
modelled. Furthermore, in this dissertation it has been demonstrated how this approach 
can be extended to non-linear link functions and parametric forms of any level of 
complexity, using Monte Carlo integration [17]. Unfortunately, the approach also has 
weaknesses, such as requiring bootstrapping to produce standard errors, which means 
that individual-level data will be necessary in many applications of the method. The most 
important weakness of the approach is that the linear identification problem still exists, 
but has been moved to the mediator stage of the modelling procedure; a mediator may be 
causally affected by all three age, period and cohort variables, and hence the conventional 
APC problem remains. Therefore, like other approaches to age-period-cohort analysis, the 
approach relies on untestable assumptions. However, it can also be considered a strength 
of the method that it forces researchers to reflect on the meaning of age, period and cohort 
effects, and to think more critically about through which causal pathways APC effects 
arise in reality. This is important, because a major criticism of APC models is that they 
are often applied without being informed by substantive theory, such as theories of social 
mechanisms or disease etiology [18]. 

Therefore, if there is substantive interest in age, period and cohort effects themselves, 
instead of using them as proxy variables, it is recommended that the mechanism-based 
approach is applied in studies where individual-level data is available.

Reflection on research approach

The research approach applied in this dissertation was multidisciplinary, combining 
demography, clinical (pharmaco)epidemiology, and statistics. An important aspect of this 
approach was that effects were studied both at the population-level and the individual-
level. With important exceptions, demographic analyses are still often done with 
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population-level data, whereas epidemiological analyses focus on the individual-level  
[19, 20]. The differences between a population-level effect and an individual-level effect 
can be very relevant. For example, while the use of antibiotics can improve individual 
health, widespread use of antibiotics can present threats at the population-level [21]. 
Because the relations at the different levels can be different, findings on the population-
level should not be directly used to infer an individual-level effect, as this can incur an 
ecological fallacy (drawing incorrect conclusions about individuals from a study at the 
population-level), and vice versa an individual-level (conditional) effect can be different 
from the population-level effect. However, methods such as G-computation and the 
parametric G-formula [22, 23], can be used to estimate population-averaged effects from 
individual-level data. G-computation is a method of direct standardization, and is therefore 
mathematically identical to direct standardization as used in demography [24]. However, 
the implementation of G-computation is commonly different since demographers apply 
direct standardization to aggregated data. Since time-varying covariates were used in 
chapter 6, a generalization of G-computation called the parametric G-formula was used 
instead [23]. Since these methods allow us to control for confounders at the patient-level, 
and then provide an estimate of a population-level effect, they should be preferred over 
estimating population-level effects from population-level data directly, if these data are 
available.

An important part of the approach used in this dissertation was the application of 
APC models. APC models are controversial because APC decomposition incurs a linear 
identification problem which can only be solved by making untestable assumptions 
[25, 26]. Therefore, some authors have referred to the quest for a statistical method that 
can determine unbiased APC effects as an ‘unholy’ or ‘futile’ quest because the linear 
dependency problem is mathematically unsolvable (e.g. [26, 27]). However, independent 
effects of age, period, and cohort may in truth empirically exist, as discussed in chapter 7. 
Furthermore, if there are in reality independent effects from age, period and birth cohort 
on an outcome, and our estimation model contains less than all three APC variables, 
there will be misattribution of drift due to linear dependency. In other words, a model 
with just one or two of the three APC variables is already making untestable assumptions. 
This means that any model with at least age, period, or cohort as included covariates is a 
‘hidden’ APC model; the linear dependency is less apparent because of the omitted APC 
variables, but the dependency nevertheless affects parameter estimation. Given that a 
large amount of studies in both the social and medical sciences will adjust for age, there 
are in fact many such hidden APC models. Fortunately, the biases in estimation that occur 
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due to this error will be limited to age, period and cohort, and hence this is only a problem 
if the age (or period, or cohort) parameter estimate is causally interpreted. 

Given these considerations, it is important that discussion and theorizing about the 
APC problem has continued, and will continue. Recently it has been argued that APC 
analysis can only be better conceptualized if age, period and cohort effects are more 
grounded in social theory [18]. In line with this, it is recommended that APC analysts in 
(pharmaco)epidemiology attempt to ground their analyses in biomedical theory, ideally 
in combination with social theory, such as employed in life course epidemiology [28]. 
This is not an easy task in either the social or health sciences, and so exemplary empirical 
studies are needed.

Conclusion

In this dissertation, the value of the birth cohort dimension was investigated using APC 
models applied in a cardiovascular pharmacoepidemiological context using data from 
the Netherlands. The birth cohort dimension was shown to be valuable for the analysis 
of statin utilization at the population-level. However, the birth cohort dimension proved 
less valuable for analyses at the individual-level. Furthermore, it was determined that a 
mechanism-based approach to APC analysis provides a solution to the linear-identification 
problem, but while the method is a methodological step forward, it still relies on untestable 
assumptions. Better conceptualization of age, period and birth cohort effects is required, 
grounded in stronger social and biomedical theories, in order to advance the validity of 
research that seeks to disentangle age, period and birth cohort effects.
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Summary

The importance of cardiovascular pharmaceutical interventions is increasing in high 
income countries due to population ageing. Among the pharmaceutical interventions 
available, statin therapy is one of the most prominent for reducing cardiovascular mortality 
risk. Trial evidence shows strong efficacy of statins in trial subjects, but population-
level studies of its effect are lacking. Observational studies are urgently needed, but the 
challenge in these studies is adequate control for factors which create spurious relations 
between statin therapy and cardiovascular mortality, also known as confounders. A 
potentially relevant confounder in the study of statin utilization and statin effectiveness is 
birth cohort. A birth cohort refers to a group of people born in the same calendar period, 
and who therefore share formative events, potentially leading them to exhibit similar 
physical health problems and health behavior. Furthermore, the effect of statin therapy on 
cardiovascular mortality may be different for different birth cohorts, also known as effect 
modification. However, despite these potential qualities of birth cohort, epidemiological 
studies on the impact of pharmaceutical interventions commonly ignore the birth cohort 
dimension. The objective of this dissertation was to assess the value of including the birth 
cohort dimension in causal analyses of statin utilization, and its effectiveness in reducing 
cardiovascular mortality, when age, calendar time, and potentially other relevant variables 
are also controlled. The study population in the empirical studies in this thesis consisted of 
individuals in the Netherlands, aged 18 to 100 years in the period 1994 to 2012.

In chapter 2 of this dissertation, the trend of prevalence of statin utilization in the 
Netherlands is studied. Statin therapy was introduced in the Netherlands around 1994, 
and the prevalence of statin use has since strongly increased over time. Around 2002, 
important studies showed that statins were also effective for patients aged more than 70 
years, and that it was effective for diabetic patients. Since the publishing of these studies, 
there was an even stronger increase in the prevalence of statin utilization. Around 2006, 
the growth of the prevalence halted. The study shows that the birth cohort dimension 
improves the description and explanation of trends in statin use. Controlling for age and 
calendar time, it is found that the birth cohort born around 1930 has a higher prevalence 
of statin use compared to cohort born in earlier time periods. This explains how the ‘peak’ 
in statin prevalence moved to older ages over time, an important characteristic of statin 
prevalence that is not captured by an ordinary age-period model.
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In chapter 3 of this dissertation, it is shown that the 1930 birth cohort effect, found in 
chapter 2, also exists among the subgroup of diabetic patients in the Netherlands. In the 
2002-2003 period, studies showed that statins were effective for diabetic patients and for 
individuals aged 70+ years, which affected the uptake of statin therapy. It is demonstrated 
that estimation of the effect of these studies on the uptake of statin therapy is confounded 
when the birth cohort dimension is omitted from the estimation model. When adjustment 
for birth cohort takes place, the parameter estimate of the ‘intervention’ effect is 0.027 
(95% CI: 0.013 to 0.041), whereas this is 0.078 (95% CI: 0.065 to 0.091) when such an 
adjustment does not take place. Using the estimated pattern of birth cohort effects, it is 
also explained how this confounding takes place.

In chapter 4, the population-level association between prevalence of statin therapy and 
cardiovascular mortality in the Netherlands is investigated. It is found that if levels of 
statin prevalence had been kept at 1994 levels (i.e. if they had not increased over time), 
the average number of deaths during the study period due to acute myocardial infarction, 
due to other ischemic heart diseases, and due to cerebrovascular causes would have been 
0.06 (95% CI: 0.049 to 0.080), 0.02 (95% CI: 0.012 to 0.023) and 0.04 (95% CI: 0.023 to 
0.044) higher per 100 person-years respectively. This indicates a considerable contribution 
of statin utilization to the reduction of cardiovascular mortality in the Netherlands in the 
period 1994 to 2010. Furthermore, a birth cohort effect on cardiovascular mortality was 
found, but this did not modify or confound the relation between statin prevalence and 
cardiovascular mortality.

In order to determine if birth cohort was a confounder or effect modifier of the relation 
between statin therapy and cardiovascular mortality on the individual-level, a method 
for measuring time-varying adherence had to be developed. Therefore, in chapter 5, a 
new method is developed, based on the proportion of days covered method, to measure 
time-varying drug adherence. Through examples, it is demonstrated how this new 
method better distinguishes an irregularly dosing patient from a stably dosing patient, 
and demonstrates how the time-fixed method can result in a biased estimate of drug 
adherence. Furthermore, it is described how the method can be used to reduce certain 
types of confounding and misclassification of exposure.

In chapter 6, using the method that was developed in chapter 5, the clinical effect of 
adherence to statin therapy on cardiovascular mortality and falsification end-points at 
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the individual-level in the Netherlands is determined. The falsification end-points are 
outcomes that should, according to biomedical theory, not be affected by statin therapy. 
In a Cox regression model with few adjustments (statin adherence and statin drug 
exposure level, age, and calendar year), the hazard ratio associated with the effect of statin 
adherence is 0.70 (95% CI 0.61 to 0.81): this means that the hazard of cardiovascular 
death is reduced by 30% when a patient is fully adherent to statins, compared to when that 
patient is fully non-adherent. This estimate is similar to those from some other studies of 
statin therapy. However, when the model is expanded (adjusting for demographic factors, 
socio-economic factors, birth cohort, adherence to other cardiovascular medications, 
and diabetes), the hazard ratio becomes 0.53 (95% CI: 0.46 to 0.61). A similar change 
occurs for the falsification end-points, indicating that the larger model is likely biased. It 
is postulated that this is caused by competing risks. In either case, both models indicate 
statins are protective against cardiovascular mortality. Furthermore, both models in 
chapter 6 indicated no confounding or effect modification by birth cohort.

A central problem in the analysis of age, period and cohort effects is that age, period 
and cohort are linearly dependent (age = period – cohort). The result of this problem is 
that linear models cannot determine the effects of age, period and cohort on an outcome, 
unless additional constraints are put on the model. Many possible constraints have been 
proposed, but it remains a topic of much debate. In chapter 7, a new approach to solving 
the age-period-cohort identification problem, called the ‘mechanism-based approach’, is 
assessed and extended. The method was largely limited to linear and probit regression. 
Therefore, in chapter 7, it is demonstrated how the mechanism-based approach can be 
extended to incorporate all generalized linear models, as well as non-linearities in these 
models linear predictors. This is highly useful, as the approach can now be applied, for 
example, with commonly used regression techniques in medical and social science, such 
as logistic and Poisson regression. Furthermore, the mechanism-based approach functions 
under ideal circumstances, but such circumstances are difficult (and perhaps impossible) 
to find in real applications of the method. Therefore, using simulations, it is investigated 
how well the approach performs under realistic circumstances, such as when 1) the set of 
available intermediate variables is incomplete; 2) intermediate variables are affected by 
two or more of the APC variables, but this feature is not acknowledged in the analysis, and 
3) unaccounted confounding is present between intermediate variables and the outcome. 
It is found that that the mechanism-based approach (extended or not) is only slightly 
affected by bias when the departures from underlying assumptions are small.
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In conclusion, the birth cohort dimension is shown to be valuable for the analysis of 
statin utilization at the population level. However, the birth cohort dimension is found to 
be less valuable for analyses at the individual level. Furthermore, it is determined that a 
mechanism-based approach to APC analysis provides a solution to the linear-identification 
problem but still relies on untestable assumptions. Better conceptualization of age, period 
and birth cohort effects is required, grounded in stronger social and biomedical theories, 
in order to advance the validity of research that seeks to disentangle age, period and birth 
cohort effects. Furthermore, in terms of statin’s effectiveness, the findings from chapter 
4 and chapter 6 corroborate each other; there is no evidence of effect modification or 
confounding by birth cohort, and in both chapters statins were found to strongly reduce 
the risk of cardiovascular mortality. The implication of these findings for clinical practice 
is that changes to existing clinical statin prescription guidelines are not advocated, since 
the evidence of statin’s effectiveness in this thesis does not conflict with the evidence from 
clinical trials.
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Door vergrijzing van de bevolking neemt het belang van cardiovasculaire farmaceutische 
interventies in ontwikkelde landen toe. Statine therapie is één van de meest prominente 
farmaceutische interventies voor het verlagen van het risico op cardiovasculaire sterfte. 
Bewijs uit klinische trials laat zien dat statinen zeer effectief zijn onder deelnemers van 
klinische trials, maar er is weinig onderzoek naar het effect van statinen op bevolkingsniveau. 
Observationeel onderzoek is daarom zeer noodzakelijk, maar een probleem bij dit soort 
onderzoek zijn factoren die de meting van een causale relatie tussen statine therapie en 
cardiovasculaire sterfte verstoren. Dit soort factoren staan bekend als ‘confounders’. Een 
potentieel belangrijke confounder in onderzoek naar het gebruik van, en de effectiviteit 
van, statinen, is geboortecohort. Een geboortecohort is een groep individuen die in 
dezelfde tijdperiode zijn geboren en daarom dezelfde vormende gebeurtenissen hebben 
meegemaakt, waardoor ze mogelijk gelijkenissen hebben in fysieke gezondheid en 
gezondheidsgedrag. Geboortecohort kan tevens ook een zogenaamde ‘effect modifier’ 
zijn, wat betekent dat het klinische effect van statine op cardiovasculaire sterfte in het ene 
cohort anders is dan in het andere cohort. Echter, ondanks deze mogelijke eigenschappen, 
is de geboortecohort dimensie in onderzoek naar het effect van farmaceutische interventies 
doorgaans genegeerd. Het doel van dit proefschrift was daarom om de waarde van het 
includeren van de geboortecohort dimensie in causale analyses van statinegebruik, en 
van de effectiviteit van statine op cardiovasculaire sterfte reductie, te onderzoeken in een 
situatie waar al gecontroleerd is voor leeftijd, kalendertijd, en andere potentiele relevante 
variabelen. De studie populatie in de empirische studies van dit proefschrift bestaat uit 
individuen in Nederland tussen de 18 en 100 jaar oud in de periode 1994 tot 2012.

In hoofdstuk 2 van dit proefschrift wordt de trend van prevalentie van statinegebruik in 
Nederland onderzocht. Statine therapie is rond 1994 in Nederland geïntroduceerd en de 
prevalentie is sindsdien sterk toegenomen. In 2002 en 2003 hebben belangrijke studies 
aangetoond dat statine therapie ook effectief is voor patiënten die ouder zijn dan 70 jaar, 
en tevens dat het effectief is voor patiënten met diabetes. Nadat deze studies gepubliceerd 
waren, is de prevalentie van statine gebruik nog sterker toegenomen. Rondom 2006 is 
de groei van de prevalentie gestopt. In de studie in hoofdstuk 2 is aangetoond dat de 
geboortecohort dimensie de beschrijving en de verklaring van trends in statinegebruik 
verbeterd. In een situatie waarin gecontroleerd is voor leeftijd en kalendertijd, wordt 
gevonden dat het geboortecohort dat rond 1930 is geboren, een hogere prevalentie 
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van statinegebruik heeft in vergelijking met cohorten die in eerdere tijdsperioden zijn 
geboren. Dit gegeven verklaart hoe de ‘piek’ in prevalentie van statinegebruik gedurende 
de studieperiode naar hogere leeftijden verschuift. Dit is een belangrijke eigenschap van 
de trend in statinegebruik die niet door een normaal leeftijd-periode model vastgesteld 
wordt.

In hoofdstuk 3 van dit proefschrift wordt aangetoond dat het effect van het 1930 
geboortecohort, dat gevonden werd in hoofdstuk 2, ook bestaat onder patiënten met 
diabetes in Nederland. In de periode 2002-2003 vonden de internationale studies plaats 
die aantoonden dat statine ook effectief was voor patiënten boven de 70 jaar en dat 
statine effect was voor patiënten met diabetes, plaats. In dit hoofdstuk is beschreven dat 
de schatting van het effect van deze studies op aantallen statinegebruikers is vertekend 
wanneer de geboortecohort dimensie niet wordt meegenomen in het schattingsmodel; 
de schatting van de parameter van het ‘interventie’ effect is 0.027 (95% BI: 0.013 tot 
0.041) wanneer cohort is meegenomen, en is 0.078 (95% BI: 0.065 tot 0.091) wanneer 
geboortecohort niet is meegenomen.

In hoofdstuk 4 wordt de relatie tussen prevalentie van statinetherapie en cardiovasculaire 
sterfte in Nederland onderzocht. De bevinding is dat als de prevalentie van statinegebruik 
niet door de tijd was toegenomen, maar op het niveau van 1994 was gebleven, het gemiddeld 
aantal doden in de studieperiode door acuut myocardinfarct, door andere ischemische 
hartziekten, en door cerebrovasculaire oorzaken, 0.06 (95% BI: 0.049 tot 0.080), 0.02 
(95% BI: 0.012 tot 0.023) en 0.04 (95% BI: 0.023 tot 0.044) hoger was geweest per 100 
persoonsjaren, respectievelijk. Dit geeft aan dat statinegebruik een belangrijke bijdrage 
heeft geleverd aan de afname van cardiovasculaire sterfte in Nederland in de periode 1994 
tot 2010. In dit hoofdstuk zijn ook geboortecohort effecten op cardiovasculaire sterfte 
gevonden, maar is vastgesteld dat deze het effect van statine niet veranderen (dus geen 
‘effect modification’) en de relatie tussen statine prevalentie en cardiovasculaire sterfte niet 
vertekenen (dus geen ‘confounding’).

Om vast te stellen of geboortecohort een confounder of effect modifier is van de 
relatie tussen statine therapie en cardiovasculaire sterfte op individueel niveau was het 
noodzakelijk om een methode te ontwikkelen om tijdsafhankelijke therapietrouwheid te 
meten. Daarom is in hoofdstuk 5 is een nieuwe methode ontwikkeld, gebaseerd op de 
‘proportion of days covered’ methode, die tijdsafhankelijke therapietrouwheid meet. Door 



181

Sam
envatting

middel van voorbeelden wordt getoond dat deze methode een beter onderscheid kan maken 
tussen patiënten met een stabiel gebruikerspatroon en patiënten zonder stabiel patroon, 
en dat een methode die niet tijdsafhankelijk is kan resulteren in vertekende (‘biased’) 
metingen. De nieuwe methode kan beter omgaan met bepaalde typen confounding en 
misclassificatie van expositie.

In hoofdstuk 6 wordt de methode die in hoofdstuk 5 is ontwikkeld, toegepast om het kli-
nische effect van therapietrouwheid op cardiovasculaire sterfte en falsificatie eindpunten 
op individueel niveau in Nederland te meten. Falsificatie eindpunten zijn uitkomsten die, 
volgens biomedische theorie, niet door statine therapie beïnvloedt horen te worden. In 
een Cox regressiemodel met maar een paar controlevariabelen (statine therapietrouwheid, 
statine dosis, leeftijd en kalenderjaar), is de zogenaamde hazard ratio die geassocieerd is met 
statinetherapie 0.70 (95% BI: 0.61 tot 0.81): dit betekent dat de hazard op cardiovasculaire 
sterfte van een patiënt die volledig therapietrouw is, 30% lager ligt dan die van een patiënt 
die volledig niet therapietrouw is. Deze schatting komt overeen met die van sommige 
andere studies van het effect van statinetherapie. Echter, wanneer in dit model meer 
controlevariabelen worden toegevoegd (demografische factoren, sociaal-economische 
factoren, geboortecohort, therapietrouwheid van andere cardiovasculaire medicatie, en 
diabetes) veranderd de hazard rate naar 0.53 (95% BI: 0.46 tot 0.61). Een soortgelijke 
verandering vindt plaats bij de falsificatie eindpunten, wat aangeeft dat in het model met 
meer controlevariabelen waarschijnlijk effectvertekening plaatsvindt. Mogelijk wordt dit 
veroorzaakt door ‘competing risks’ (het feit dat een patiënt ook aan niet-cardiovasculaire 
oorzaken kan overlijden). Echter, beide modellen geven aan dat statine de kans op sterfte 
door hart- en vaatziekten verlagen. Tevens wordt in dit hoofdstuk geen bewijs gevonden 
voor confounding of effect modification door geboortecohort. 

Een kernprobleem in de analyse van leeftijd-periode-cohort effecten is dat leeftijd, 
periode en cohort lineair afhankelijk van elkaar zijn (leeftijd = periode – cohort). Het 
gevolg is dat lineaire modellen de effecten van leeftijd, periode en cohort op een uitkomst 
niet kunnen vaststellen, tenzij er extra beperkingen op het model worden gezet. Veel 
verschillende beperkingen zijn voorgesteld, maar dit blijft een onderwerp van veel debat. 
In hoofdstuk 7 wordt een nieuwe benadering voor het oplossen van het leeftijd-periode-
cohort (APC) identificatie probleem, het zogenaamde ‘mechanism-based approach’ 
onderzocht en uitgebreid. De methode werd grotendeels gelimiteerd doordat het alleen 
toepasbaar was met lineaire en probit regressie. Daarom is de methode in hoofdstuk 7 
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eerst uitgebreid, zodat het toepasbaar was met alle gegeneraliseerde lineaire modellen, 
alsmede niet-lineariteiten in de lineaire predictoren van deze modellen. Dit is zeer 
nuttig, omdat de benadering nu toegepast kan worden met veel gebruikte technieken in 
de medische en sociale wetenschappen, zoals logistische en Poisson regressie. Daarnaast 
functioneert de mechanism-based approach onder ideale omstandigheden, maar dit 
soort omstandigheden zijn niet gemakkelijk (of zelfs onmogelijk) te vinden in werkelijke 
empirische onderzoeksituaties. Om deze reden is, door midden van simulaties, onderzocht 
hoe goed de benadering functioneert onder realistische omstandigheden, namelijk als 1) 
de onderzoeker niet beschikt over een volledige set mediatoren, 2) mediatoren worden 
beïnvloedt door meer dan één van de drie APC variabelen, maar dat deze omstandigheid 
niet wordt erkend in de analyse, 3) ongemeten confounding plaatsvindt tussen de 
mediatoren en de uitkomst. De bevinding was dat de mechanism-based approach maar 
in beperkte mate beïnvloed wordt door effect-vertekening zolang de afwijking van 
onderliggende aannames klein is.

Concluderend, in dit proefschrift werd de waarde van de geboortecohort dimensie 
onderzocht, gebruikmakende van APC modellen in een farmacoepidemiologische 
context in Nederland. Er werd aangetoond dat de geboortecohort dimensie waardevol is 
voor analyses van statinegebruik op bevolkingsniveau. Echter, deze dimensie werd minder 
nuttig gevonden voor analyses op het individuele niveau. Daarnaast werd vastgesteld dat 
de ‘mechanism-based approach’ voor leeftijd-periode-cohort onderzoek een oplossing 
biedt voor het leeftijd-periode-cohort lineaire afhankelijkheidsprobleem, maar nog 
steeds afhankelijk is van niet-toetsbare aannames. Betere conceptualisatie van leeftijd, 
periode en cohort effecten is noodzakelijk, gefundeerd op sterkere sociale en biomedische 
theorieën, om tot meer valide metingen te komen van leeftijd, periode en cohort effecten. 
Met betrekking tot de effectiviteit van statine therapie, versterken de bevindingen van 
hoofdstuk 4 en 6 elkaar: er is geen bewijs van effect modificatie of confounding door 
geboortecohort, en in beide hoofdstukken was de bevinding dat statine therapie een sterk 
verlagend effect heeft op het risico van cardiovasculaire sterfte. Het gevolg van dit bewijs, 
is dat dit proefschrift niet pleit voor veranderingen in klinische richtlijnen met betrekking 
tot het voorschrijven van statinetherapie, omdat de bevindingen in dit proefschrift de 
bevindingen uit klinische trials niet tegenspreken.
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