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Chapter 1 - Introduction 

 

 

1 Introduction 

“There are two ways of constructing a software design: One way is to make it so simple 

that there are obviously no deficiencies, and the other way is to make it so complicated 

that there are no obvious deficiencies. The first method is far more difficult.” —C. A. R. 

Hoare. 

ACM Turing Award Lecture, 1972 

 

 

1.1 Relevance of Software 

Only a few decades ago, a very small number of industrial products integrated micro-

processor systems. Some commercial vendors offered personal computers that were 

only available to a handful of experts in larger companies or research institutions. In the 

meantime, powerful personal computers have become part of virtually all consumer and 

industry products. Companies such as GE, SIEMENS or Philips that offer different prod-

uct lines for industry domains such as health, telecommunication, automation, automo-

tive, or power have employed huge numbers of software developers over the last years, 

because software turned into one of the most important assets in almost every product, 

be it a mobile phone, a control system, or an automation system.   

Developments such as the arrival of the World Wide Web initiated another trend, the mi-

gration from isolated computer islands to fully connected networked systems. A decade 

ago, only a few experts knew how to access the Internet and how to set up local or wide 

area networks. Networking and Internet access have become commodity solutions in 
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recent years. Today, most regular computers users are familiar with home and mobile 

networks. In industry, communication networks have gained high importance as well. For 

example, the electronics system of a modern car typically contains dozens of CPUs that 

are connected using industrial network solutions such the CAN bus.  

Nowadays, we are in the middle of another evolution: the large-scale network-based in-

tegration of various devices and computer systems. Terms such as Pervasive Computing 

or the Internet of Things were coined to emphasize this evolution.  Traffic management is 

a good example for this: car electronics devices such as navigation systems are increas-

ingly integrated with telematics infrastructures to exchange information and consume 

services such as toll collection services or traffic information. Another future vision antici-

pates cars capable of detecting traffic jams and automatically notifying other cars about 

this problem so that immediate actions can be taken. This approach is called ad-hoc 

networking.  

Some experts believe that with respect to importance of software systems we have only 

seen the tip of the iceberg. 

There are several observations and conclusions we can draw from these developments: 

• Software engineering has become one of the most important disciplines, even for 

industries that formerly considered themselves pure hardware manufacturers. 

• Due to growing complexity of products, software systems also become more 

complex. This problem even increases due to additional network and integration 

requirements. 

• Global competition has lead to a dramatic reduction of development cycles and 

increase of quality requirements. The problem with this development is that the 

evolution of tools and technologies required for software development is also ac-

celerating. Thus, software engineering is required to provide appropriate answers.  
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One of the most important implications is that software engineering faces a high degree 

of complexity so that unsystematic software and product development is doomed to fail. 

As software systems tend to become larger and more complex, the same holds for the 

size of development teams. Therefore, it is important to introduce and apply systematic 

and effective development processes, methods and tools. One of the core assets in this 

context is software architecture which introduces a sound structure and set of constraints 

for implementing software systems. When everything else is constantly changing, at 

least the internal structure of a software system should be as stable as possible and 

serve as a fix point without unnecessarily limiting flexibility aspects such as extensibility 

or changeability. 

Software engineering alone is not sufficient. Especially, the design of distributed software 

systems such as healthcare infrastructures requires the availability of distribution tech-

nologies which enable connectivity between different parts of the software system. Dis-

tribution middleware does provide those kinds of connectivity solutions. Thus, the art and 

craft of software engineering consists of balancing different forces, e.g., methods for de-

signing software architecture and technologies such as distribution middleware. 

1.2 What is Software Architecture 

The whole history of software engineering, e.g., the evolution of programming languages 

and programming paradigms, is a continuous attempt of rising abstractions, because 

abstractions help master complexity. In this context, the complexity of a system depends 

on the number of its constituents as well as the dependencies between them. The higher 

the number of constituents or dependencies, the less a human is capable of understand-

ing the system. Let us take the human body as an example.  

We could try to understand the human body using a bottom-up approach by considering 

our body as a mere aggregation of atoms or molecules. All atoms in this naïve physical 

approach belong to the same hierarchy level. That comes to no surprise as there only is 

one level of hierarchy in our atomic model. This approach, however, must fail due to the 
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virtually infinite number of atoms involved and the huge amount of emergent behavior 

caused by the interactions between these atoms. Hence, in practice, we need to in-

crease the number of hierarchy levels and reduce the number of parts and inter-part de-

pendencies by aggregating low-level concepts like atoms to higher level abstractions. In 

other words, we should better rely on a top-down approach. For instance, a human body 

could be structured by its different kinds of organ systems such as the nervous system, 

digestive system, circulatory system, muscular system, or immune system as well as its 

external features such as head, skin or spine. With this approach it is also much easier to 

analyze typical “workflows” of human bodies such as the interactions and parts involved 

when moving a leg.  Depending on what details we are interested in, it is possible to 

move in this hierarchical model from the top layer (the human body as a unit) to the bot-

tom layer (single atoms or molecules in a body cell). Due to the tree like organization of 

abstraction hierarchies, we only have to deal with a restricted number of parts in each 

layer respectively each node in the tree hierarchy. Another observation with this hierar-

chical abstraction-driven model is that depending on our concrete subject of interest we 

can take different viewpoints. For example, if we are just interested in the interaction be-

tween a leg and the brain, we could focus on the nervous system instead of considering 

also other parts such as the digestive system. In addition to all static and dynamic rela-

tionships between parts, it is also important to analyze the guiding principles. In the hu-

man body example one guiding principle could be described as symmetry. For example, 

there are two eyes, two ears, two legs, and two arms. Guiding principles show the “why” 

of a system, while parts and interrelationships often are constrained to reveal only the 

“what”. 

But how does the example of the human body map to software systems? Software archi-

tecture is also about introducing abstractions, interrelationships and guiding principles. 

“Software architecture” as a term was introduced in the 1960s by famous computer sci-

entists such as Edsger W. Dijkstra. In the literature various definitions of Software Archi-

tecture have been published: 
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According to [17] software architecture “is the structure of the components of a pro-

gram/system, their interrelationships, and principles and guidelines governing their de-

sign and evolution over time.” 

In [14] it is defined as follows: “A description of the subsystems and components of a 

software system and the relationships between them. Subsystems and components are 

typically specified in different views to show the relevant functional and non-functional 

properties of a software system.” 

According to Wikipedia (http://en.wikipedia.org/wiki/Software_architecture) “software ar-

chitecture or software systems architecture is a representation of a software system, as 

well as the process and discipline for effectively implementing the design(s) for such a 

system. It is a representation because it is used to convey the information content of the 

related elements comprising a system, the relationships among those elements, and the 

rules governing those relationships. It is a process because a sequence of steps is pre-

scribed to produce or change the architecture, and/or a design from that architecture, of 

a system within a set of constraints. It is a discipline because a body of knowledge or a 

general set of principles of (software) architecture is used to inform practitioners as to the 

most effective way to design the system within a set of constraints.” 

Although there are various definitions of Software Architecture, it is not much of a chal-

lenge to extract some commonly agreed properties that also closely resemble what we 

learned in the human body example. Thus, we could simply remove “Software” from the 

following property descriptions and apply the same principles to non-software systems: 

• Software Architecture is about the parts of a software system as well as their rela-

tionships. 

• Software Architecture deals with the underlying principles that drive the design of 

a software system. 
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• Software Architecture introduces different views that reveal the relevant functional 

and non-functional (i.e., operational and developmental) properties of a software 

system. 

• Software Architecture is also about the process how to design, maintain, and 

evolve a software system. 

So, does software architecture by its mere existence represent a quality guarantee for a 

software system? In the beginning of software development, many software programs 

were developed for particular target machines by single (or small groups of) individuals 

using native machine language or early programming languages. Even these software 

systems inherently contained a software architecture. However, most systems were de-

veloped in an ad-hoc approach without explicitly taking functional and non-functional 

properties into account, nor did they follow any guiding principles. Thus, software archi-

tecture can only ensure the quality of a software system, if a systematic software engi-

neering process maps the required and desired properties of a software system to ap-

propriate software architecture and eventually to a concrete implementation using a 

piecemeal approach and following guiding principles. A lot of ingredients are available for 

this systematic development of software systems: development processes such as RUP 

(Rational Unified Process) or Scrum define the steps, activities, roles, phases, tools, 

technologies and best practices necessary to develop a software system using a prede-

fined process (model). Notations such as UML (Unified Modeling Language), ADLs (Ar-

chitecture Description Languages) and DSLs (Domain-Specific Languages) introduce the 

means to express a software system from different perspectives either textually or 

graphically. Such rather generic technologies support development phases such as soft-

ware design and implementation in an abstract, domain-agnostic way. They, however, 

don’t provide any help when software engineers are facing a concrete problem in soft-

ware design or implementation. For instance, how can we structure a software system so 

that, whenever its graphical user interface changes, there is no impact on other domains-

specific parts? To address those kinds of challenges, software scientists came up with 

the notion of software patterns more than 10 years ago. A software pattern describes 
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how a recurring problem that arises in a specific context can be addressed by a generic 

solution scheme. With other words, if, for example, a software architect faces a problem 

she or he has already solved before, she or he will try to apply the same solution recipe 

instead of wasting time by reinventing the wheel over and over again. Thus, software 

patterns are particular useful when engineers are designing the software architecture of 

a software system under development. Architecture patterns represent software patterns 

that are applicable to define the core architecture of a software system. Examples in-

clude Pipes and Filters, Layers, or Broker [14]. Patterns are not restricted to software 

design or even software systems. There are different flavors of patterns for different 

phases in the development process such as analysis patterns as well as for different 

granularities such as design patterns [33] or architecture patterns – originally also re-

ferred to as architectural styles such as in [16].  

1.3 Software Product Lines 

Many companies offer variants of the same product for different customer groups or sys-

tem environments. Prominent examples include consumer products such as a series of 

mobile phones, car manufacturing, and community/professional/enterprise versions of 

standard software products. Developing all variants of the same product from scratch 

would lead to high development and production costs as well as unacceptable develop-

ment time. Especially, the car manufacturing industry has illustrated how lean and just-in-

time production can be efficiently leveraged to address this problem. Re-using compo-

nents in all products definitely represents a possible and important means. However, 

opportunistic or accidental re-use of parts does not provide an efficient and effective so-

lution as [11] has proven. Instead, reuse and development of these product variants must 

be based upon a systematic and efficient approach. For this purpose, software product 

development typically groups similar products to software product families and explicitly 



14 

Chapter 1 - Introduction 

 

defines common features1 for all members of the product family as well as features that 

vary across members. The development of these members is then based upon a Product 

Line Engineering approach which, by the way, is the same approach other industries 

have introduced for manufacturing hardware.   

CMU SEI (http://www.sei.cmu.edu/productlines/) defines a software product line (SPL) as 

“a set of software-intensive systems that share a common, managed set of features sat-

isfying the specific needs of a particular market segment or mission and that are devel-

oped from a common set of core assets in a prescribed way”. 

Very often, the collection of core assets shared by all members of a product family is not 

just a loose collection of components, but provides a whole platform. A platform is an 

application framework that implements a runtime system to host applications. In program 

families platforms typically represent the most important core asset. Such a platform is 

often built as a framework which denotes an architectural skeleton instead of providing a 

complete solution for a specific application domain and can be configured for a concrete 

application. 

In Product Line Engineering the following artifacts will be defined [77]: 

• All products that will be part of the product line, the so-called scope. 

• Common assets of the program family members (derived from common functional 

and non-functional requirements). 

• A production plan that specifies how each product family member can be created 

from the common assets. 

                                            
1  [11] defines a feature as a logical grouping of requirements which should be semantically grouped together from a cus-

tomer perspective. 
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Fundamental artifacts of SPL include the common software architecture as well as com-

monly used components or subsystems. Software architecture represents a fundamental 

issue for product line engineering because the SPL architecture specifies how to sys-

tematically re-use common assets (see [77]) by introducing the software architecture of 

each family member as well as all relevant interfaces2.  

One important prerequisite for successful product line engineering is the specification of 

variabilities and commonalities within a SPL, which is determined using a Commonal-

ity/Variability analysis. For instance, each car in a specific product line might use the 

same engine (commonality). But depending on the type of car (convertible, cabriolet) the 

different product line members might use different types of chassis (variability). 

1.4 Middleware – Foundation for Distributed Systems 

Since the Internet has turned from an infrastructure only a few experts were able to han-

dle to a commodity solution everyone, even casual and non-expert users can leverage, 

the relevance of distributed software systems has dramatically increased. Today, most 

software systems are either internally based upon networked environments such as the 

Internet or can at least integrate with such networks. Examples for distributed software 

systems are E-Commerce systems, telecommunication solutions such as Skype or Peer-

to-Peer file sharing networks, standard platforms such as SAP R/3, or electronic busi-

ness process and employee portals. The core property of a distributed software system 

is that all or some of its parts reside in different nodes of the network. This might be as 

simple as a database management system that runs on a dedicated server on the net-

work and is accessed by the other parts of the software system. This might also be as 

complex as a Grid or Peer-to-Peer solution where the software system consists of a 

large number of (mostly small-grained) entities that are distributed across the network.  

                                            
2 It is important to mention that in Software Product Lines, there are, at least from a logical viewpoint, two different kinds of 

development teams, one for the development of the common core assets used by all program family members as well 
as a team responsible to develop one concrete product instance. 
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By the way, such Peer-to-Peer systems in some respects are very similar to a population 

of ants, for instance when facing the large variety of complex communication relation-

ships between all parts.  As in Software Architecture, the first distributed software sys-

tems ever deployed on a network were built with ad-hoc approaches using low-level 

communication APIs (programming interfaces). Very soon, the liability of this approach 

became obvious. For instance, software engineers face the following problems when 

using such a low level approach: 

• Low-level communication APIs offer only a basic set of rather primitive functional-

ity for establishing and maintaining connections between distributed components 

and for sending data packets between these components. If more sophisticated 

functionality is required such as mapping data from one format to another, this has 

to be provided manually by programmers.  

• Low-level communication APIs often depend on a concrete operating system, 

programming language or software infrastructure. If a distributed software system 

consists of components running on different operating systems or infrastructures, 

low level approaches do either not work or require injecting a whole bunch of 

complexities and dependencies into the software system which badly impacts 

properties such as maintainability and extensibility. 

• Low-level communication APIs lead to a mixture of domain-specific and communi-

cation-specific aspects. The developer can not concentrate on providing a specific 

solution for a specific problem such as writing a software system that implements 

a Web shop, but must additionally deal with communication aspects. 

In order to address these challenges, computer science introduced middleware solutions.  

According to Wikipedia (http://en.wikipedia.org/wiki/Middleware) “Middleware is computer 

software that connects software components or applications. It is used most often to 

support complex, distributed applications. It includes web servers, application servers, 

content management systems, and similar tools that support application development 
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and delivery”. Starting very simple as plain vanilla Remote Procedure Calls3, today’s 

middleware provides much more capabilities. Middleware is traditionally located in the 

middle between the operating system and the applications, which is the reason for its 

name. It typically provides advanced communication styles as well as additional services 

such as security or transaction functionality. Instead, of directly using low level APIs, an 

application may integrate middleware that shields the application from all details of net-

work communication. As middleware technologies have rapidly evolved into very efficient 

communication platforms, most distributed systems nowadays integrate distribution mid-

dleware. Middleware solutions provide a stack of hierarchy layers and abstractions that 

offer different kinds of transparency to application developers. Transparency comes in 

different flavors. For example, when it is invisible to an application where a remote peer 

resides in the network, the remote peer can even be migrated to another network node 

or replicated across different nodes without impact on the application, thus providing 

properties such as location transparency, scalability, or fault-tolerance.  

1.5 Challenges of Middleware and Distributed Software 

My own research on middleware and software architecture started in 1996 after POSA 1 

[14] arrived and during work on POSA 2 [85]. The idea was initiated by a colleague, Nor-

bert Portner, from the Automation & Drives business group at Siemens AG. Norbert 

Portner complained about the fact that all these middleware solutions such as Microsoft 

COM/DCOM required a steep learning curve and initially made the whole development 

team less productive. This was due to the fact that middleware manuals were either writ-

ten by system-oriented software engineers (e.g., Microsoft COM/DCOM) or as standards 

specifications (e.g., CORBA). It was thus my proposal to Norbert Portner to come up with 

middleware manuals that focused more on the architecture of these middleware tech-

nologies. For the POSA books I had already figured out that all these different remoting 

platforms at the core level revealed identical or at least very similar design strategies. 

                                            
3 I.e.,  making remote procedure calls appear as if they were local machine calls within the same address space. 
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Hence, they were also a good place for pattern mining. Patterns such as Broker, Proxy, 

Forwarder Receiver and Client-Dispatcher-Server [14] were extracted from these plat-

forms and then abstracted as pattern descriptions. Other patterns such as Layers or Re-

flection [14], Adapter, Abstract Factory (both in [33]) had also been applied to the mid-

dleware infrastructures. Of course, the middleware developers that time didn’t know they 

were using “patterns”. Thus, my original idea consisted of leveraging patterns as a 

means to understand these platforms and provide this knowledge to other people. Un-

covering the architecture of middleware solutions offers the opportunity to obtain both a 

high level abstraction of the middleware (the what) as well as a glimpse on the design 

rationale (the why).  

It also turned out very soon in various software development projects where I worked as 

software architecture consultant that software architects had very little knowledge about 

middleware and considered middleware as only one of many components in software 

development projects. Unfortunately, this resulted in products that failed to meet their 

requirements. Especially operational issues such as performance or scalability proved to 

be critical. The reason for these inadequate designs was transparency. Remoting mid-

dleware platforms are the attempt to encapsulate system details of communication and 

distribution behind object-oriented facades. For a software engineer the development of 

remote objects and clients should be almost identical to the development of local objects 

and clients. If, however, software engineers rely on this kind of transparency their soft-

ware architectures will fail to perform well in terms of operational qualities, because 

meeting operational qualities needs consideration of the cost of communication and dis-

tribution. What is the reason for this fact? Let us zoom into some details to answer that 

question. Actually, each remote invocation requires a whole bunch of activities: 

• On the client side, the request parameters as well as additional attributes must 

be marshaled into a network protocol conformant format. If not already available, 

a connection needs to be established to the remote object. 
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• On the server side, the request needs to be received, the appropriate servant ac-

tivated, the data demarshaled, and the request dispatched to the servant. 

• For the response sent from the servant to the client all of these steps need to be 

performed in the opposite direction. 

It is essential to know in this context that additional artifacts such as proxies are also in-

volved. Nonetheless, this is just the tip of the iceberg. Add to this, additional processing 

activities such as security-related or transaction-related processing steps. In the end, 

each remote method invocation that appears as an atomic activity to clients and remote 

objects in reality requires a large number of processing steps. That kind of transparency 

does not only hide infrastructural issues but also important details such as the cause and 

origin of error conditions. Thus, the best strategy for building distributed systems is not to 

communicate at all and as this is infeasible in any distributed software system to at least 

reduce communication to a minimum. For this purpose, software architects and develop-

ers require knowledge about the internal architecture of the middleware. This knowledge 

is important for coping with operational and developmental requirements, while transpar-

ency is still important, because it allows separating business logic from cross-cutting 

concerns. In summary, patterns help to efficiently and effectively leverage middleware 

platforms.   

Analyzing middleware solutions by uncovering and mining their underlying principles and 

patterns enables software engineers not only to understand the middleware domain but 

also to compare different middleware solutions with each other. For instance, most re-

moting middleware solutions apply the same patterns in their core design, but also vary 

in some details or add additional properties or functionalities. Actually, the domain of re-

moting middleware can be considered a product line or architectural framework with the 

base assets consisting of reusable design artifacts (patterns) and reusable components. 

Concrete middleware solutions such as CORBA are then instantiations of the product 

line. Hence, patterns help to express the domain of remoting middleware in a kind of idio-

matic language. For the same reason, architectural paradigms such as Remoting (Dis-
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tributed Objects) or Service-Oriented Architecture can be described using patterns as it 

will be illustrated in this thesis.   

Knowing the patterns of a software system implies knowing how to change, refine and 

evolve it. The same holds for the evolution of architectural paradigms. If for example, 

proxy objects are placed in the processing between client and remote object, then a 

whole pipeline of processing steps can be transparently added between these proxies 

using the Pipes & Filters pattern [14]. As this pipeline remains hidden from clients and 

remote objects, it enables easy extension and configuration of the middleware. For ex-

ample, security tokens can be added, processed, and removed without any impact on 

clients and remote objects. Even the whole transport protocol and marshaling layer may 

be exchanged. Windows Communication Foundation is a prominent example for this kind 

of approach. Therefore, architecture patterns such as Broker [14] help specify the strate-

gic base line architecture while finer-grained design and analysis patterns provide its tac-

tical refinement. 

Last but not least, the knowledge of the middleware-related software patterns enables 

software engineers to develop their own middleware. This smells like reinventing the 

wheel in enterprise contexts where many COTS middleware products are already avail-

able such as CORBA, RMI, EJB and Windows Communication Foundation, to name just 

a few examples. However, in the area of embedded systems there still is a significant 

lack of standard middleware. Despite of standards like AUTOSAR (Automotive System 

Architecture) or Real-time CORBA many projects implement their own middleware to 

cope with stringent requirements and constraints. Instead of building such middleware 

from scratch, it is far more effective to learn from other middleware experts. Patterns are 

the right way for that purpose as they capture well proven experience and expertise. The 

author has been involved in some Siemens-internal projects where proprietary middle-

ware had to be developed which went particularly well using a pattern-based approach.    

In summary, patterns turn out to be a universal tool for software architects. They are not 

constrained to forward engineering of new software systems, but also as a means for 
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analyzing and understanding existing software systems. Pattern-based software archi-

tecture analysis for a single application is useful when the application reveals high pat-

tern density, at least in its design center. Analyzing program families and platforms for a 

specific domain, however, offers a much better opportunity to mine software patterns 

which often represent the core assets of a program family or platform. The reason lies 

straight at hand: developers of program families and platforms must perform a Common-

ality/Variability analysis in the beginning, explicitly address domain-specific core con-

cepts, and instantiate re-usable architecture and design artifacts. Hence, understanding 

program families and platforms by analyzing their architecture concepts in terms of pat-

terns and proto patterns seems to be a reasonable approach. 

1.6 Research Questions 

The overall objective of the underlying thesis can be described as: It is commonly ac-

cepted that software patterns help construct solutions using proven design artifacts. Are 

patterns also beneficial in the opposite direction, especially for pattern-based software 

architecture analysis? In other words, do patterns provide a useful abstraction and ade-

quate means to better understand and analyze existing software architecture? 

To be more concrete, this thesis focuses on program families and platforms in the do-

main of distribution middleware, in particular on remoting and service-orientation. These 

domains respectively paradigms are sufficiently complex. In addition, they are widely 

used in software applications. Thus, they represented a good source for the groundwork 

required for the thesis. 

The individual research questions the thesis tries to address are as follows: 

[Q1] Can we provide a scientific description and classification of software patterns 

that includes the usage of patterns for architectural analysis? 
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[Q2] In order to understand the key concepts of distribution middleware: can we sys-

tematically classify and describe middleware in general and remoting middleware 

in particular as well as Service-Oriented Architecture in terms of requirements 

(commonalities) and concepts?  

[Q3] Understanding remoting middleware and Service-Oriented Architecture from an 

architectural perspective: 

a. Is it possible to introduce new or use existing patterns and proto patterns to 

describe the relevant core concepts, e.g., can remoting middleware being 

described with patterns? 

b. Are software patterns applicable to describe and compare the different re-

moting middleware technologies? 

c. Can software patterns even help describe paradigms such as remote ob-

jects or service-oriented architecture? 

d. How can software patterns be evolved and refined with more details using 

additional software patterns to further cover the domain of remoting mid-

dleware? 

e. Can best practice patterns be derived that help application programmers to 

leverage the remoting middleware? 

[Q4] Does architectural coverage of a domain or software system necessarily imply 

complete coverage by a pattern language or is it sufficient to express only the 

core concepts using patterns? 
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1.7 Research Approach 

Software Architecture is primarily about the hierarchical decomposition of a solution 

space into parts as well as about the static and dynamic relationships between these 

parts. For a single software system, there might be different perspectives on software 

architecture, e.g., a deployment view or a static view, which leads to different details and 

granularities of decomposition. While the process of organizing the software architecture 

into appropriate parts as well as the interdependencies between these parts might be 

formalized to some extent4, a mathematical formalization is typically not possible in prac-

tice due to problem complexity. Thus, software practioners need assistance in construct-

ing software systems with high quality even in the absence of mathematically sound for-

malisms and methods. Moreover, formal methods require exact input parameters to pro-

duce exact results. Unfortunately, requirements for software systems – which represent 

the input parameters - are often vague, incomplete, inconsistent or contradicting, and, 

sometimes even worse, are subject to change during project lifetime. Yet another prob-

lem for software architects are the properties and limitations of existing tools and tech-

nologies required for creating the implementation. Usually, there is a huge gap between 

software architecture and its implementation - the process of turning a specification into 

an implementation is far from being straightforward. Nonetheless, the goal of software 

engineering is to produce code. Given all these facts, the question is: how can software 

architecture help to develop high quality software systems despite all uncertainties and 

vagueness in a normal software development project? Instead of trying to strictly follow a 

mathematical approach, software architecture methods heavily rely on empirical studies 

and experiences. For example, if a specific solution proves to be applicable to almost all 

problems in a similar context, this solution can be abstracted and expressed as a general 

architectural principle, mostly documented as a software pattern. The research for this 

thesis applied the empirical approach to analyze existing middleware solutions to under-

stand the underlying architectural principles used. It turns out that different middleware 

                                            
4 At least in theory. 



24 

Chapter 1 - Introduction 

 

technologies apply the same or similar patterns because each of these patterns solves a 

particular problem in an appropriate way. This solution works in space and time, i.e. 

across different middleware solutions that have constantly evolved over the last decade. 

The problem with this analytical approach is how to systematically detect and abstract 

architectural principles, because the same patterns might be implemented in infinite 

ways. For analyzing existing software, the only sources available are often the API 

documentation and the implementation. Thus, the main challenge consists of proving 

that two different implementations have implemented the same architectural principles. 

Fortunately, software patterns have been used for a long time in middleware frameworks 

and platforms, even if they weren’t coined “patterns”. Thus, research can leverage the 

knowledge of existing pattern catalogs in order to detect whether specific patterns have 

been used in a concrete software system when a well-known is going to be solved. Thus, 

a kind of feedback loop can be instantiated: Existing patterns might be applied to develop 

new software systems (forward engineering). From existing software systems, a pattern 

mining process is applicable to extract new software patterns (backward or reverse engi-

neering) which can then be applied in forward engineering. 

In summary, the research approach in this thesis consists of 

• Empirical analysis of existing solutions in a given domain (in our case that of dis-

tribution middleware). Extraction of commonly applied architectural principles 

(patterns).  

• Defining an appropriate foundation of architectural principles (obtained in the 

analysis step) and their combination in order to cover the problems in the chosen 

domain as well as to set a basis for its further evolution. This also denotes an 

empirical approach. 

• Implicit proof of concept: The results reveal inherent quality because all architec-

tural principles are taken from existing high quality solutions. Since these solu-

tions apply the same principles (i.e., patterns), the approach implies sufficient 
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qualitative evidence. Our experience was not constrained to analyzing existing 

middleware solutions built by third parties.  We were also involved in projects 

where middleware solutions were developed using exactly the same patterns as 

introduced in this thesis. An example is the Open Source Framework ACE (Adap-

tive Communication Environment) as well as TAO (The ACE ORB) which is a 

CORBA system on top of ACE. Both solutions apply many patterns from 

[85][33][14].  

1.8 Summary 

In the beginning of this chapter I tried to illustrate why software engineering and middle-

ware are key aspects in almost all product development projects. The subsequent sec-

tions then provided an overview of these aspects introducing software architecture, 

product line engineering, and distributed systems in more detail. A section about chal-

lenges of middleware discussed the problems software architects and engineers face 

when developing distributed systems. Then, the research questions were introduced this 

thesis is going to answer. Finally, the concrete research approach of the thesis was in-

troduced that shows how the research questions were addressed during the work for this 

thesis.  

1.9 Remainder of this Thesis 

The remainder of this thesis is structured as follows: 

• Chapter 2 of the thesis covers two areas: First, a new systematic overview of 

software patterns and their role for software architecture is given. A pattern mining 

process for systematic pattern-based analysis of domains and applications is in-

troduced. This sets the groundwork for the rest of the thesis. In part two of the 

chapter, the thesis introduces the domain of distribution middleware and all re-

quirements to be addressed by a pattern-based analysis. 
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• Chapter 3 then analyses the area of remoting middleware in more detail by intro-

ducing patterns which address the basic and some of the more advanced re-

quirements described in chapter 2.2. 

• Chapter 4 adds the area of XML Web services and also applies the pattern-based 

approach to the domain of web-based distribution middleware. 

• Chapter 5 then introduces a new abstraction layer. Instead of regarding XML Web 

services an individual solution for Web-based remoting middleware; the thesis in-

troduces core principles of Service-Oriented Architecture (SOA). SOA in this con-

text denotes a paradigm consisting of a set of architectural principles, all of them 

expressible by patterns or proto patterns. It can be thus shown that even architec-

tural principles can be described using software patterns. 

• Chapter 6 describes the Broker Revisited pattern. This pattern illustrates how the 

core concept of remoting, specified by the Broker pattern, can be subject to further 

modification and refinement, thus digging deeper into the internal architecture of 

remoting middleware. 

• Chapter 7 introduces the Activation patterns as an example for a more advanced 

issue in the domain of remoting middleware. 

• Chapter 8 goes even one level deeper and provides the Context Object pattern 

that offers some optimizations for the internal working of remoting middleware. 

• Chapter 9 summarizes the result of the thesis by answering the research ques-

tions raised in 1.6 and provides some possible topics for future research. 
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2 Patterns and Middleware 

“Intellectuals solve problems; geniuses prevent them.” —Albert Einstein. 

 

 

2.1 Patterns 

2.1.1 Patterns and Software Quality 

The quality of any software system depends directly on its underlying software architec-

ture. Consequently, software architecture has a direct impact on success or failure of a 

software development project. In this context, the question arises what characterizes 

good software architectures, and likewise, what differentiates outstanding from moderate 

software architects? Because of the complexity of today's systems even the most ex-

perienced software architects are not capable of defining more than a coarse architec-

tural baseline at the beginning of a project. In each development stage specific architec-

tural decisions need to be taken. These decisions should be based on stable founda-

tions, in particular the technical context, the predefined architectural baseline, the con-

crete application domain, and available experiences. In software engineering like in other 

disciplines the journey often is the reward. The aforementioned level of experience helps 

to differentiate software architects. An expert is characterized by the fact that he pos-

sesses a mental treasure chest of experiences, which enable him to come up with the 

right decisions. Transferred to the domain software architecture this means that experts 

usually select solutions, which already worked in similar contexts, instead of constantly 

reinventing the wheel as inexperienced developers would do. An experienced software 

architect   applies the same solution for similar problems, even if there are multiple solu-
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tions available in order to create uniform, orthogonal, easily readable and maintainable 

software architectures. The combination of single solutions that tactically address local 

problems should support the strategic goals of the architecture baseline. Examples for 

such strategic goals include non-functional qualities such as scalability or flexibility.  

In software systems inherent complexity often is a direct consequence of emergent be-

havior. Emergent behavior denotes the principle that the combination of simple elements 

to an overall system may result in complex behavior instead of following a reductionism 

approach. 

Which conclusions can be drawn from these considerations?  

• A software architect requires knowledge how to solve frequently recurring prob-

lems that typically appear in certain contexts. Experts know an extensive set of 

such solutions, which they have acquired by many years of experience. Therefore 

it is essential that this kind of experience does not remain locked in the heads of 

software architects with a high risk of loss. Instead, these experiences should be 

made available explicitly, uniformly, and should be documented for other develop-

ers. That exactly is the purpose of software patterns.  

• A software pattern defines a proven solution for a recurring problem in a specific 

context. Problem comprises all forces (i.e., constraints, requirements, desired 

properties) the solution should offer. The Solution describes a canonical design 

approach5 that resolves these forces. Context denotes a recurring set of situations 

for which the pattern provides a suitable solution.  

• Patterns do not claim to describe the best solution that resolves the forces, nor 

would it usually be possible to prove formally that a given pattern provides an op-

                                            
5 I.e., a spatial configuration of participants including their relationships. 
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timal solution. This is a direct consequence of the fact that patterns represent ar-

chitectural blueprints with a potentially infinite number of possible implementations 

and variations. Hence, it is impossible to formalize patterns in general. Nor would 

it make sense in most cases to implement a library of predefined pattern imple-

mentations.     

• Patterns are no islands. They represent fundamental components of application 

architecture, which are often tightly connected to other patterns and architectural 

entities. Only the systematic and combined use of micro-architectural solutions 

such as patterns leads to a coherent and consistent software architecture. This 

does not imply by any means that high-quality software architectures do necessar-

ily exhibit a high pattern density. Nor does it imply that software architectures with 

high pattern density automatically offer high quality. Rather it implies that all com-

ponents of a concrete software design should stay in harmony with each other. 

Various categories of patterns exist to support architectural design. These catego-

ries address different levels of granularity, as well as different phases and activi-

ties of the development process. 

• Software projects fail only seldom because they can not meet functional require-

ments, given that all functional requirements are specified consistently and com-

pletely. A substantially more complex and more risky issue is the challenge of ad-

dressing non-functional qualities. The reason for this problem is obvious, since 

development paradigms such as object-oriented programming and component-

based software development focus primarily on functional aspects for design and 

implementation. Non-functional properties often tend to spread across the entire 

system, thus acting as cross cutting concerns. Therefore, patterns must consider 

non-functional aspects in two ways, on one hand by special pattern systems for 

the systematic realization of such requirements and on the other hand by consid-

eration of these aspects in the patterns themselves.  
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Individual patterns as well as patterns applied in combination help address a lot of prob-

lems, which software architects face in their daily work. Eventually, experienced software 

architects own a broad set of patterns they can apply for solving architectural problem 

efficiently and effectively. 

2.1.2 Documentation of Patterns 

The fundamental advantage of patterns consists of the fact that they offer solutions for 

recurring problems. Moreover, they provide a basis to a software architect for structuring 

the problem and solution space. Abstraction introduced by patterns exceeds the granu-

larity of individual classes and objects, thus offering a more appropriate abstraction level 

for architects. As already pointed out, patterns concentrate not only on the supply of 

functionality but also on non-functional aspects. The problem description which includes 

the forces as well as a "Consequences" part provides valuable information to the soft-

ware architect. In order for patterns to be easily usable, they must be presented in 

documented form. Effective usage, however, requires that all pattern descriptions use a 

uniform documentation template. Concrete examples of a possible form for pattern de-

scription are introduced in the remainder of this thesis. Note, however, that different de-

scription forms are available in the literature. Despite of all differences, the currently 

available forms strongly resemble each other. In accordance with [14]  the pattern de-

scription should reveal the following parts: 

PART DESCRIPTION 

Name Pattern name and a short description in few lines which 

essentially outline the application context and the rough 

solution.  

Example A concrete example which illustrates the problem. The suc-

ceeding parts of the pattern description typically refer to the 

running example. 

Context Exact context in which the pattern should be applied. 

Problem The description of the problem definition including the es-
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sential forces. Forces can include requirements, con-

straints, desired properties which the solution should bal-

ance respectively resolve. 

Solution Strategy Coarse outline and overview of the solution strategy. 

Static Structure The static structure of the solution, i.e., the necessary com-

ponents and their relations to each other. Here CRC Cards 

are useful as well as UML object and class diagrams.  

Dynamics Typical scenarios, usually visualized using UML sequence 

diagrams.  

Implementation                      
(Micro Process) 

A suggestion for necessary implementation steps.  

Variants Possible pattern variants.  

Known Uses Known uses in which the pattern was used in existing sys-

tems.  

Example Resolved Further refinement of the running example.  

Resulting Context               
(Consequences) 

Consequences, i.e. benefits and liabilities, resulting from 

the application of the pattern.  

Related Patterns (See Also) Related, similar, or complementary patterns.  

Testability In [58] the authors added a further part to guarantee the 

quality of the implementation:  How to test an implementa-

tion of the pattern.  

Figure 1: Document Template for pattern descriptions. 

The documentation of patterns by uniform description templates6 permits organizing and 

indexing patterns in pattern catalogs as well as systematic search for patterns. Thus, 

patterns enable the explicit documentation of expert knowledge. Even less experienced 

                                            
6 An underestimated benefit of pattern description templates like the one used throughout this thesis is that they also offer 

effective instruments to structure all kinds of architectural solutions. Thus, pattern description templates are valuable 
even outside of their pattern context, as they provide a structure to architectural solutions. 
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developers and architects get the opportunity to leverage expertise of other experts, no 

matter whether they obtain this knowledge from colleagues or from pattern literature. 

Pattern descriptions can be very lengthy with a lot of details. Patlets represent short pat-

tern descriptions, which contain only a subset of the full pattern description.   

A further advantage consists of the fact that patterns introduce a vocabulary for commu-

nication between software engineers. For example: If an architect refers to the Observer 

pattern, the majority of software engineers will already know the pattern and its underly-

ing abstraction, without requiring lengthy or detailed explanations. 

2.1.3 Patterns and Granularity  

2.1.3.1 Rationale 

Software architectures do not form flat structures, but hierarchies of different levels of 

abstraction and granularity. The overall software system is based on a core architecture 

design or reference architecture, which can be subdivided into layers and subsystems. 

The implementation of these architectural artifacts takes place via abstractions such as 

components, objects and classes, which exhibit tight connections to implementation 

technologies such as programming languages, operating systems or middleware. Since 

software architects and developers must transfer each of these abstraction steps finally 

into executable implementations, they also face different abstraction and granularity lev-

els of design problems. Hence, there are also different categories of patterns for these 

different abstractions and granularity levels. 

2.1.3.2 Architecture Patterns 

Architecture patterns help to enforce the strategic design decisions for a software system 

under development. They have an impact on the core design center of the software ar-

chitecture. Examples include the Broker pattern [14] that serves as a base for remoting 

middleware platforms, the Model-View-Controller pattern [14] used to implement graphi-
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cal user interfaces with explicit separation of user interaction, presentation and business 

logic. The Pipes & Filter pattern is suitable for implementing modular and flexible pipeline 

processing (e.g., compilers and command processors). The Layers pattern [14] helps to 

the separation of functionality in different horizontal or vertical layers (tiers).  All of these 

architecture patterns affect the whole software system, for example the structuring into 

subsystems as well as their relations. However, this doesn’t mean that only one single 

architecture pattern can be implied in a given context. For instance, when building an 

IDE, architects could apply the Model-View-Controller pattern for user interaction and the 

Pipes & Filters pattern for combining different processing steps.  

2.1.3.3 Design Patterns 

The seminal book "Design Patterns: Element of Reusable Object Oriented software” [33] 

introduces patterns that focus on design problems at medium levels of granularity: De-

sign patterns play an important role for designing subsystems. Like architecture patterns 

they possess the property to be independent of concrete application domains. That is a 

direct consequence from the fact that design patterns mainly deal with the structuring of 

the implementation, not with the implementation itself. The Proxy pattern [33] [14] is a 

typical example for design patterns. Proxies represent surrogate objects, which act as 

transparency layer between a real object and a client. The Observer Pattern [33] is ap-

plied in almost all software systems. It deals with the decoupling of event consumers 

from event producers.  

2.1.3.4 Idioms 

While architecture and design patterns do not depend on concrete application domains, 

as they affect the design of the software architecture and its subsystems, the developer 

also faces recurring problems on the implementation level. These problems result from 

the technologies used. Different paradigms and different characteristics of programming 

languages such as C++ or Java result in different implementation strategies. For such 

implementation specific design problems, idioms help developers to use the program-
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ming language or infrastructure effectively.  An example is the Explicit Termination 

Method (ETM) applicable to programming languages with garbage collection like C# or 

Java. ETM introduces a termination method (Dispose(), Close()) to a resource class 

that the client must explicitly invoke to free resources held by class instances. 

2.1.3.5 Using Patterns for Strategic and Tactical Design 

The categorization of patterns into architecture and design patterns can be sometimes 

challenging. For example, architecture patterns like Layers [14] often have an impact on 

the global software architecture, but may also be applied to local subsystem design. 

Hence, I propose an additional classification that depends on the usage of the pattern in 

the software architecture: 

• Strategic pattern application means: a software pattern is applied to implement ar-

chitectural strategies that have an impact on the design center of the software ar-

chitecture. While architecture patterns are particularly suitable for strategic pattern 

application, in a given problem context design patterns might also be a reasonable 

choice for strategic design. 

• Tactical pattern application means: a software pattern is applied to define tactical 

architecture decisions. Although design patterns were introduced for that purpose, 

architecture patterns might also be applicable for tactical design.  

The software architecture must be constructed in such a way that strategic design deci-

sions always dominate tactical design decisions. Consequently, strategic design hap-

pens before tactical design. In other words, strategic pattern application should shield the 

strategic architecture core from being tampered by tactical pattern application.   
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2.1.4 Proto Patterns 

For many domains no pattern languages exist, because they include areas that can not 

be fully covered by patterns. Hence, when software engineers are building new applica-

tions within those domains, it is very likely that at least a few existing software patterns 

are applicable. In addition, some white spaces exist for which no patterns are currently 

available. There might be several reasons for this: 

• There are appropriate software patterns not yet known to the software engi-

neers. 

• There are some potential pattern candidates but no pattern mining activities 

(see 2.1.13) have been applied so far. 

• The problems in the white spaces can be easily covered by conventional design 

techniques and common architectural means. Thus, there are multiple solutions 

for these problems but none of these solutions applies for becoming a pattern 

of its own.  

Potential pattern candidates are often called Proto Patterns or Blueprints. They should 

be documented like patterns using short description templates (patlets). Proto patterns 

may become full software patterns if they meet all criteria such as the existence of at 

least three known (and independent) uses. 

2.1.5 Pattern Organization and Classification 

In addition to the organization of patterns into pattern categories different criteria exist for 

pattern classification.  

Patterns in the Gang-of-Four book [33] are classified by their purpose and whether they 

are applicable on the object or class level:  
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• Class patterns deal with the static relations between classes and subclasses, 

whereas object patterns address the static or dynamic relations between objects.  

• The purpose of a pattern addresses the question whether a pattern mainly deals 

with creating objects (creational patterns), the composition of objects and classes 

(structural patterns) or the interaction of classes and objects (behavioral patterns).  

The POSA 1 book [14] introduces problem categories for the organization of patterns. 

The fundamental idea consists of using the problem addressed by the pattern as classifi-

cation criteria. For example, patterns that deal with the construction of distributed sys-

tems could be placed into the problem category "Distributed Systems". The classification 

of problems using problem categories is however not always straightforward, so that the 

same patterns might end in different problem categories.  

Often the classification schema suggested by [33] is too generic for organizing large 

quantities of patterns, while the organization by problem categories might result in many 

pattern categories. 

As a consequence, it proves to be useful to index patterns using different ontologies and 

classification schemas instead of relying on a single scheme. 

2.1.6 Pattern Catalogs, Systems, and Languages 

Often different patterns solve different sub-problems within the same application domain. 

Hence, one idea is to combine patterns from the same domain to libraries in order to 

make these libraries available to developers as a repository of re-usable design artifacts. 

Pattern libraries and/or pattern books such as [33] contain loose catalogs of fundamental 

patterns for general design problems. In these catalogs patterns are available as inde-

pendent entities, which do mostly not exhibit dependence to other patterns. In contrast 

patterns systems such as [14] and [85] contain patterns that frequently refer to each 

other. For example, the Model-View-Controller architecture pattern [14] refers to the Ob-
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server pattern in its implementation section in order to address the problem of event noti-

fications. Pattern systems are not limited to provide a loose catalog but need also to de-

fine relationships between patterns as well as their complementary application. To that 

extent pattern systems are comparable with programming languages, whereby patterns 

take over the role of the language vocabulary and rules for pattern implementation and 

combination take over the role of the grammar. Pattern systems do not provide complete 

coverage of a domain. If complete coverage is provided, then the pattern system is a 

pattern language.  In practice, full coverage of domains proves as an almost unattainable 

goal due the inherent complexity of most domains. For this reason so far only few pattern 

languages exist, and the existing pattern languages cover very limited application do-

mains. 

A pattern encyclopedia contains a complete set of short descriptions of all patterns 

known. The patterns contained are typically organized using various ontologies. For each 

pattern there is also a reference to its full documentation. To that extent such an ency-

clopedia can be regarded as a kind search engine for patterns. One of the few examples 

represents [78]. Disadvantage of encyclopedias is the continuous modification of existing 

patterns and addition of new patterns. That is the reason why a Web-based, constantly 

updated pattern encyclopedia would be beneficial.  

2.1.7 Best Practice Patterns 

Software platforms such as Java EE and .NET offer the possibility of realizing the most 

diverse types of applications on a homogeneous and transparent basis independently of 

details of the underlying system infrastructure. In particular, Web-based applications and 

distributed enterprise applications often use one of the aforementioned platforms as run 

time environment. Despite of the homogeneity and orthogonality of the programming in-

terfaces provided by these and other platforms, their extent and complexity remain sub-

stantial hurdles. In order to master these hurdles and build efficient applications effec-

tively, best practice patterns have evolved. Best practice patterns are architecture and 

design patterns which give up independence from system details and address a concrete 
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platform instead. To that extent best practice patterns are comparable with programming 

language-specific idioms. Best practice patterns are typically composed to complete pat-

tern systems. Prominent examples include [3] for the software development under Java 

EE as well as [56] for .NET application development. These books are focusing mainly 

on the development of Web applications. They address problems like navigation be-

tween web pages when using JSP and/or ASP.NET, the efficient transmission of data 

between browsers and Web servers, or covering system details and minimizing network 

load by introduction of session facades. It is not unusual that best practice pattern sys-

tems contain general architecture and design patterns which have been adapted for the 

concrete platform. 

2.1.8 Patterns and Architecture Qualities 

Pattern literature considers patterns as vehicles to achieve architecture qualities. I’d like 

to explain briefly why patterns actually help to support architecture qualities. For more 

detailed discussions on architecture qualities, I recommend [5].  

• Conceptual integrity and Orthogonality: If patterns are used to solve recurring 

problems for building the software architecture, then conceptual integrity and or-

thogonality will be improved if patterns are able to cover many parts7 of the soft-

ware architecture and if the same patterns are always applied for the same prob-

lems.  

• Expressiveness: Another quality aspect is whether the software architecture is 

easily understandable. As an experiment for checking this quality property, one 

of the architects could call a colleague who is not involved in the architecture de-

sign and try to explain the software architecture to her or him. If this is not possi-

                                            
7 A high pattern density implies that architects use well-proven solutions instead of reinventing the wheel. However, as 

already pointed out in this chapter, a high pattern density does not automatically represent a proof for high architec-
ture quality. If for instance, different patterns were applied for solving similar problems, this leads to a decrease of 
conceptual integrity. 
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ble within 5 minutes, then the software architecture might be not expressive. As 

patterns help to cover the software architecture providing a kind of idiomatic lan-

guage, it is obvious that pattern help improve expressiveness. 

• Simplicity: Software architects should abide to the KISS principle (Keep it Simple, 

Stupid) in order to achieve simplicity. Thus, it is necessary to “use the simplest 

solution that could possibly work” (Kent Beck). Smart design that no one under-

stands and which solves possible future requirements adds accidental complex-

ity and, thus, potential sources for errors. As Brian Foote noted, “patterns are an 

aggressive disregard of originality”. By using patterns proven architectural solu-

tions become part of the software architecture under development. Hence, the 

software architecture will be simpler to understand, especially when the applied 

patterns are already familiar. For checking this architecture quality, the same 

telephone check could be helpful like the one for expressiveness. It is important 

to mention that simplicity and expressiveness are not two sides of the same coin. 

A simple architecture is not necessarily expressive. 

• Correctness: As patterns represent well-proven solutions that have already been 

successfully applied in other applications, they define correct design solutions. 

The more “tested” components and patterns architects integrate in a system, the 

less correctness problems they will face. It is necessary to keep in mind in this 

context that developers could implement a pattern incorrectly. This, however, is 

unlikely as pattern descriptions provide guidance for their own implementation 

which always makes them preferable to proprietary home-grown solutions 

(“space where no man has gone before”).   

• Symmetry: Structural and functional symmetry are important aspects for architec-

tural quality. Structural integrity is similar to conceptual integrity. Functional integ-

rity defines aspects such as “when there is an open method, there should also be 

a close method”. Since most patterns reveal functional symmetry, their applica-

tion helps achieve architectural symmetry. As opposed to what many architects 
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think even patterns might violate symmetry. For example, the Abstract Factory 

pattern [33] introduces object creation but not object destruction. This is a liability 

as it is very likely, that if an object is difficult to create, then object destruction will 

also be complex. Note, however, that in some albeit rare cases asymmetry might 

be the better choice. 

In addition to supporting the aforementioned architecture qualities, patterns also ease 

prevention of some quality problems. Two examples: 

• Violation of Layering: Violation of layers among other liabilities introduces unnec-

essary dependencies in the software architecture.  When applying the Layers pat-

tern [14] and strongly conforming to the implementation recommendations the pat-

tern description specifies, there won’t be violations of the layering.  

• Dependency Cycles: Cycles in the dependency tree cause various liabilities. 

Some roles of the subsystems participating in the cycle are only vaguely defined. 

Modifying or changing any of these subsystems is difficult, thus reducing flexibility 

and testability.  As the roles in patterns usually are clearly defined and there are 

no cycles in high-quality software patterns, usage of patterns reduces the chance 

that software engineers accidentally introduce dependency cycles.  

2.1.9 Patterns and Abstraction 

One significant advantage of patterns is that they allow higher levels of abstraction. A 

software system that consists of million lines of code (LOCs) is neither maintainable nor 

understandable in terms of these LOCs. This is caused by sheer complexity, as a soft-

ware engineer would have to consider all LOCs as well as the relations between these 

LOCs to understand the software architecture. By introducing operations as higher level 

building blocks the number of entities is reduced by a factor of 10.  Classes lead to an-

other reduction by 10 as does the introduction of components and subsystems. While 

classes, components, and subsystems represent uniform artifacts with constrained types 
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of relationships, patterns introduce pattern-specific roles and pattern-specific relations. 

Hence, software patterns introduce additional abstractions to all existing abstraction lay-

ers and thus increase readability. 

2.1.10 Patterns and other Methods 

A pattern is not an isolated piece of architectural design unrelated to its environment. 

This statement applies also to the architectural concept of software patterns itself. Archi-

tects use a whole set of technologies during software development. But what is the rela-

tionship between patterns and other methods and architectural concepts? Patterns rep-

resent an ideal addition of other technologies as for example RUP (Rational Unified 

Process), eXtreme Programming, or UML (Unified Modeling Language). They do not 

make any of these technologies obsolete. The reason for it is obvious. Methods like RUP 

and modeling languages such as UML offer the necessary means for software engineer-

ing to systematically achieve the project goals, but they don’t provide any assistance 

solving concrete problems of the application or solution domain. Rather they represent 

domain-neutral general-purpose tools. In contrast, patterns address solutions for con-

crete problems, so that their employment always serves as complementary addition for 

methods and technologies. During the software development process additional pattern 

categories are helpful:  

• Organizational patterns regulate the composition of teams and communication of 

the team members.  

• Analysis patterns are helpful during analysis, beginning with requirement analysis, 

over application scenarios up to the first design sketch. Martin Fowler dedicated a 

book to this topic [32].  

• Architecture and design patterns offer solutions for design problems in different 

dimensions of abstraction and granularity.  



42 

Chapter 2 - Patterns and Middleware 

 

• Idioms support the implementation activity. 

• Test patterns give assistance for testing, beginning with unit tests up to system 

and integration tests.  

• System Infrastructure patterns deal with proven solutions how to configure the 

system infrastructure. 

For generative approaches as for example MDSD (Model-Driven Software Development) 

patterns provide a means to construct both the domain-specific, i.e. platform-

independent, and the platform-specific architecture. Also the generators, which are re-

sponsible for the individual transformation steps from the software architecture to the 

implementation, can be realized using patterns. AOP (Aspect-Oriented Programming) 

and patterns show some similarities. On one hand patterns can facilitate the design of 

aspects. On the other hand patterns can be injected to applications by aspect weavers. 

Moreover, there are some problems, in which both AOP and patterns offer suitable solu-

tion alternatives. As standard example component containers should be mentioned, 

which need to dynamically provide services to components such as security or object 

persistence. This can be achieved in two ways: Either by a descriptive specification of 

component configuration and the application of the Interceptor patterns [85] or by inject-

ing these services into an application using an aspect weaver.  

To summarize, the application of patterns is not limited to architectural design, but can 

address all activities, where recurring problems in similar contexts are encountered. This 

comes to no surprise as patterns have their roots not in computer science, but originated 

from other disciplines such as building industry. Most influential for software patterns has 

been the work of the architect Christopher Alexander "The Timeless Way of Building" [1]. 
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2.1.11 Pattern Relations 

Software patterns do not exist isolated in time and space, or as John Vlissides once said 

"a pattern is no island". Instead, there are many possible interactions and relations be-

tween patterns.  

• Usage and/or refinement: A pattern uses another pattern for its own implementa-

tion. In particular, architecture patterns often refer to design patterns. The result 

can be complete pattern systems with the architecture pattern defining the core of 

the underlying domain. An example is the usage of the Observer pattern [33] to 

implement the subscription and notification functionality within the MVC pattern 

[14].  

• Variants: Often patterns specify a special configuration or a specific implementa-

tion of their participants. Moreover, a pattern is often applicable for different appli-

cation areas, but the pattern description for the sake of brevity and readability fo-

cuses only on one application area. For other application domains deviations from 

this main variant are often necessary. These slightly modified patterns do not rep-

resent patterns of their own, but variants of the pattern they were derived from. An 

example of such a variant is the integration of a queue between event producers 

and consumers in the Observer pattern (event channel variant). However, it is not 

always easy to decide whether a pattern represents a variant of another pattern or 

a pattern of its own.  

• Alternative: For the same problem different solutions and thus different patterns 

could exist. In this case, the developer decides which pattern is more suitable with 

respect to constraints and consequences.  

• Combination: A given problem cannot always be solved by applying individual 

patterns. In many cases it turns out to be necessary to combine multiple patterns. 

Example: For providing a XML Web service applications different tasks need to be 
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solved. The Proxy pattern in its remote variant [14] introduces transparent com-

munication to the client application and to the XML Web service. 

These relations between patterns mostly define architectural composition techniques. 

Obviously, they are different from composing finer-grained artifacts such as classes or 

objects.   

2.1.12 Instantiating Patterns 

The correct and effective use of software patterns requires a systematic process. In prin-

ciple, the application of a pattern can be regarded as an iterative micro development 

process which starts with requirement analysis and ends with an implementation.  

• Analysis: First an exact problem description is necessary. Which problem in 

which problem domain is to be solved and which level of granularity needs to be 

addressed? Which functional and non-functional characteristics and constraints 

must be considered?  

• Search: Do software engineers already know a pattern which addresses exactly 

the specified problem or is possible to find such a pattern in existing literature? If 

several patterns exist, the constraints and consequences resulting from the pat-

tern’s usage should serve as decision basis. If several patterns can balance the 

forces, then the simplest solution should be preferred according to the KISS prin-

ciple (Keep it Simple, Stupid). If, however, no appropriate patterns exist or no pat-

tern can balance all the forces, then engineers should resort to normal develop-

ment methods.  

• Implementation: If the architect finds a suitable pattern to a given problem, the 

instructions in the implementation part of the patterns should be followed. The pat-

tern needs to be carefully integrated into the existing architecture design. If the 
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applied pattern requires further patterns for its implementation, this procedure is to 

be repeated incrementally and recursively.  

For the instantiation of patterns some additional issues must be considered.  

Patterns define roles instead of prescribing concrete software artifacts such as classes or 

components. An individual class in a software design can take therefore at the same time 

different roles in different patterns. This can be made visible in a UML diagram by using 

stereotypes such as <<RoleName::PatternName>>. When adding a pattern to an 

existing software design, the developer must specify accordingly, whether already exist-

ing design components are to take over such roles, which artifacts must be added, and 

how the pattern embeds itself into the already existing design context. Since patterns 

specify only a blueprint for their own implementation, this kind of integration process re-

quires a decision which pattern configuration provides an adequate solution of the design 

problem. If several patterns are to be applied during design, first the patterns with highest 

priority and highest abstraction level should be integrated using an incremental process. 

2.1.13 Pattern Mining  

2.1.13.1 Rationale 

The preferential use of patterns is for design and implementation of software architec-

tures. But where do all the patterns and pattern systems come from? The answer is pat-

tern mining which describes the systematic reflection over existing applications on the 

search for proven solutions for recurring problems. In general, patterns are not invented 

but found. Particularly promising search objects are product families and platforms (in-

cluding application frameworks and libraries), because they must be instantiable respec-

tively usable in different application contexts. In addition, they are subject to a continuous 

evolution process. Hence, they must exhibit high architectural purity and clarity. That be-

comes apparent for example by the fact that in these software architectures all architec-

ture decisions take place explicitly and are then also explicitly visible. The most well-
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known literature to patterns originates therefore from software experts, who were in-

volved in the development or use of application frameworks. Extracting patterns from 

existing systems is not trivial, because it is not sufficient to convert the implementation of 

a potential pattern candidate (see 2.1.4) simply into a generic pattern. Instead the com-

plexity consists of extracting the key idea of the pattern as well as the basic constraints 

and consequences for its applicability. In this process, experts also need to examine 

whether the pattern prototype actually concerns a recurring solution and, likewise, which 

possible variations it offers. Since patterns are being applied to many applications in 

many contexts, they must reveal high quality. Nevertheless, patterns are not carved in 

stone, but are subject to continuous evolution. Actual application of patterns reveals ad-

ditional scope and restrictions. New knowledge might lead to a restructuring, an exten-

sion or a further detailing of the pattern. Eventually, a pattern could even become obso-

lete, either because better solutions for the addressed problem have been detected or, 

albeit very rarely, because the pattern was incorrect. Pattern mining however not exclu-

sively serves for discovering new patterns. Since in the meantime many software archi-

tects and developer use patterns for application development, applications can be un-

derstood better, if their software architectures and thus their underlying patterns are 

known. 

2.1.13.2 A Pattern Mining Process 

The challenge of pattern mining is how to apply it systematically. In many aspects it 

closely resembles the definition of re-usable software components. As already men-

tioned a Commonality/Variability analysis for a product line or platform is a good oppor-

tunity for pattern mining as patterns can be regarded as core design assets of a product 

line, for the same reason software components represent re-usable implementation as-

sets. Platforms and program families also represent ideal places for finding new patterns. 

There is a convincing reason for this. Software families and platforms for a specific do-

main must address core problems that characterize the domain under consideration. All 

these problems represent recurring problems for all of the applications being developed 

within this domain. Thus, the solutions provided by software families and platforms for 
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those recurring problems are automatically potential pattern candidates. Hence, all pat-

terns that describe a domain, help express the domain in a kind of idiomatic approach.  

I have developed a coarse grained process (see Figure 2) that supports pattern mining 

which I used for the pattern descriptions I’ve contributed to [14][85]: 

1. Identification of recurring problems: In the application or solution domain iden-

tify common recurring problems. For this purpose a Commonality/Variability 

analysis of existing applications (such as platforms, frameworks, product families, 

or libraries) is appropriate. Work flows and use cases are particularly helpful in 

this context. E.g., in remoting middleware one problem consists of transparently 

accessing a remote object from a client (see also 2.2.3.2). 

2. Checking for solutions: For each problem identified in step 1 analyze which so-

lutions have already been applied to address the problem. E.g., in .NET, CORBA, 

DCOM intermediate objects are representing the remote object in the address 

space of the client. 

3. Analyze solution commonalities: Find if there are commonalities among all 

these solutions. If not continue with step 6. In the running example this turns out to 

be straightforward as the intermediate objects introduced in the previous steps 

must be indistinguishable for a client from the remote object and must hide net-

work communication. This is achieved by forcing clients to always access the in-

terface and not the remote object directly. In addition, the intermediate object must 

implement the same interface as the remote object. The methods in the interme-

diate object do not provide business logic but functionality for connection estab-

lishment, method forwarding, etc.  

4. Abstract to patterns: Abstract the different solutions to a common pattern if an 

appropriate pattern is not already available in existing pattern literature. Handle 

possible deviations from the main patterns as variants. Note the found solution 
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could also be a variant of an already known pattern. This abstraction directly leads 

to the Proxy pattern in its remote variant [33][14]. 

5. Analyze higher abstraction levels: Analyze if the given problem is integral part 

of a higher level problem. If yes, also recursively iterate with step 2 for this higher 

level problem. For example, the whole handling of remote communication, includ-

ing registering and locating remote objects, as well as transparently integrating 

remote objects lead to the problem that can be solved by the Broker architecture 

pattern. 

6. Divide-et-conquer: Try to partition the problem into sub-problems and for each 

sub-problem, continue with step 2. In the Proxy example, sub-problems include 

connection establishment and connection handling, marshalling and de-

marshalling.      

7. Check if it really is a pattern: Analyze whether the pattern candidate identified in 

the previous steps is a solution with at least three known uses. If no, treat it as 

proto pattern (also known as blueprint: see 2.1.4). The Proxy pattern (remote vari-

ant) is applied in more than three known uses (CORBA, DCOM, RMI, RPCs, XML 

Web services).  

8. Documentation: Document the pattern following a canonical pattern description 

form.  For the Proxy pattern this was done in [33][14].  

9. Relationship analysis: Test for relationships between identified patterns so that 

possibly a pattern system or pattern language can be identified. E.g., the Broker 

pattern uses the Proxy pattern for its implementation. This is a using-relationship. 

10. Quality Assurance: Publish the pattern and use writer's workshops to obtain fur-

ther feedback. This was done for Proxy before it appeared in [33]. 
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11. Continuous evolution: When further applications use the patterns, re-check con-

tinuously whether the pattern documentation is still appropriate. Change the pat-

tern, refactor it, extend it or even remove it if necessary. This lead to the refine-

ment of the Proxy variants in [14]. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2: A Pattern Mining Process. 
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2.1.13.3 Pattern Mining and Model-Driven Software Development 

The pattern mining process applied to program families and platforms within a domain 

returns an idiomatic language that expresses this domain respectively its potential appli-

cations in terms of patterns and proto patterns. Note that the result does not define a 

domain specific language. Software patterns in general are entities of software architec-

ture respectively implementation (i.e., the solution domain), but not of an application do-

main (i.e., the problem domain). However, the system of patterns provides insight into 

the inner structures of the application domain. Another possible usage of the patterns 

retrieved is Model-Driven Software Development. If a system of patterns covers a com-

plete or subset of a domain or at least of some sub-domains, then the patterns extracted 

are valuable components that participate in the software architecture of the target appli-

cation. Hence, a generator could use these patterns to control the generation of the tar-

get application. 

2.1.13.4 Pattern Mining and Software Architecture Understanding 

Pattern mining is not only applicable for extracting new software patterns from platforms 

or program families that cover a particular domain, but also for analyzing whether these 

platforms or program families already contain well-known patterns. In this context, the 

pattern mining process represents a valuable tool for reverse engineering activities. In 

order to understand a given domain such as Remoting Middleware, it is not essential that 

the application or domain can be fully covered by a pattern language. Nor is it mandatory 

to understand all patterns used. Instead, it is sufficient to understand the strategic core 

aspects of the underlying software architecture using patterns. These core aspects are 

expressible by a system of pattern, proto patterns and additional architectural entities, all 

of them interwoven in different layers of abstraction.    



51 

Chapter 2 - Patterns and Middleware 

 

 

2.1.14 Derivation of Best Practice Patterns 

When patterns respectively pattern systems idiomatically express the core concepts of a 

domain, software engineers are able to derive best practice patterns. This is possible by 

analyzing the consequences and constraints of the patterns applied as well as the char-

acteristics of the underlying system infrastructure.  

Example: using the Broker pattern to implement a XML Web services toolkit on top of 

HTTP leads to the liability of communication overhead due to expensive XML-based 

marshalling and HTTP performance penalties. Thus, remote objects should export meth-

ods with coarse-grained result and response data types. In addition, gateway objects 

may be introduced on server nodes that initiate workflows involving different local objects 

instead of allowing clients to access these objects remotely.  These are examples for two 

best practice patterns.       

2.1.15 Reengineering and Refactoring using Patterns 

If the software architecture of an existing software system reveals some weaknesses or 

must be opened for change, software engineers might want to perform reengineering or 

refactoring activities. In the majority of existing literature reengineering denotes the com-

plete modification of the software architecture as a whole. As opposed to reengineering 

refactoring describes local improvements: the externally visible behavior of a local part of 

the software architecture remains the same while its internal structure is subject to 

change. Hence, reengineering has a strategic impact on the software architecture and 

refactoring has a tactical impact. Refactoring in this context (see [31]) consists of small 

modifications of a given structure such as moving methods from subclasses to super 

classes or eliminating unnecessary dependencies on member variables. In his book 

“Refactoring to Patterns” Joshua Kerievsky introduces more advanced refactorings that 

modify implementations so that patterns become applicable (see [46]). These refactor-

ings help increase pattern density in a given software system and thus improving quality 
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by transforming proprietary solutions into well-proven solutions. Kerievsky primarily uses 

the design patterns from [33] for this purpose. 

This approach can be taken one step further leveraging software patterns in a more ho-

listic approach. Instead of constraining refactoring to design patterns, refactorings might 

be defined for all pattern abstraction and granularity levels like idioms, design patterns, 

and architecture patterns. It is even thinkable that whole pattern systems drive refactor-

ing activities. By introducing pattern-based refactoring, the difference between refactor-

ing and reengineering might be eliminated. For this purpose, a refactoring method is 

necessary that includes different levels of refactorings. These challenges, however, 

should be subject to further research. 

2.1.16 Feature Modeling 

Feature modeling facilitates architecture analysis because it helps map requirements to 

architectural entities and implementation artifacts. Therefore, using feature models, soft-

ware architects can model requirements and support their traceability in an existing soft-

ware system. Likewise, a software pattern provides an architectural solution that resolves 

forces (requirements) in a given context. This enables the association of requirements 

with architectural and implementation artifacts. As patterns and features deal with sepa-

ration of concerns, feature models and software patterns complement each other. Their 

ability of depicting commonalities and variabilities makes feature models an appropriate 

tool for domain engineers and application architects. Furthermore, feature models are 

applicable for visualizing relationships between patterns, especially when pattern sys-

tems and pattern languages are involved. This is illustrated using an example. For the 

instantiation of the Broker architecture pattern [14], it is mandatory to apply the Proxy 

pattern [14] (mandatory use = commonality). The Proxy might be realized using the For-

warder-Receiver pattern as base [14] (optional use). In addition, a broker which provides 

extensibility might leverage either an Interceptor framework [85] or a Component Con-

figurator [85]  for this purpose (variability). The feature model in Figure 3 does only pre-

sent a subset of all patterns involved for the sake of brevity. 
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Figure 3: Feature modeling for visualization of pattern relationships. 

2.1.17 Software Metrics and Patterns 

It is important to mention a difficult issue that appears when software architecture analy-

sis is performed on a pattern-based software system. This problem relates to software 

metrics. To illustrate the problem, the Cyclomatic Complexity introduced by McCabe [54] 

should be applied to the Proxy pattern [33][14]. The Cyclomatic Complexity (CC) for a 

graph G representing control flow in a software system is defined as follows: 

Cyclomatic Complexity 

CC = E – N + P 

Where: 

E  denotes the number of edges in G; 

N  denotes the number of nodes in G; 

P denotes the number of connected nodes in the graph G. 
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1-10  implies the architectural structure is simple, 

11-20  implies moderate complexity and more risk, 

21-50  indicates a complex, high risk program, and, 

> 50  denotes an untestable program with very high risk.   

Applied to the Proxy pattern (see Figure 4) and assuming that 50 clients connect to an 

original object using the same proxy, cyclomatic complexity yields CC = 53 – 53 + 

53 = 53. 

 

Figure 4: Cyclomatic Complexity applied to the Proxy Pattern. 

In other words, the usage of the Proxy pattern in this context leads to an untestable pro-

gram with very high risk according to the definition of cyclomatic complexity. The high 

value in this context originates from the fact that all client-to-proxy connections are 

counted although these runtime object relations originate in the same static class rela-

tionship. There are two possible implications software architects should consider for pat-

tern-based software architecture:   



55 

Chapter 2 - Patterns and Middleware 

 

 

• When software metrics are applied these effects should be taken into account, 

especially when tools are used to calculate such metrics. 

• For metrics such as Cyclomatic Complexity, the formulas should be changed to 

reflect and solve the described problem. 

2.1.18 Summary 

In principle, the development of each software system always starts from scratch. Never-

theless, software developers and architects often face recurring problems which already 

have been solved successfully in similar contexts. The philosophy of software patterns 

consists of conserving and documenting this expert knowledge, thus making it system-

atically (re-)usable. Engineers knowledgeable about such re-usable “design compo-

nents”, can apply these patterns instead of constantly re-inventing the wheel. In the de-

scriptions of patterns functional characteristics as well as non-functional consequences 

of the solution are addressed. Patterns offer a vocabulary, which noticeably improves 

communication and the common understanding in teams. Since different levels of granu-

larity and abstraction exist in a software system, also different kinds of patterns are 

available. Architecture and design patterns address problems at the design level. While 

architecture patterns affect the whole software architecture supporting strategic design 

decisions, design pattern affect subsystems and tactical design. Idioms help solve im-

plementations-specific problems. Best Practice patterns enable engineers to leverage 

concrete system platforms. In addition to patterns for architectural design and implemen-

tation further types of patterns are available focusing on other phases and activities of 

software engineering. Patterns do usually not appear in isolation, but are related with 

other patterns in pattern catalogs, pattern systems or even pattern languages. The two 

latter variants have the characteristic that the patterns contained exhibit close relation-

ship with each other, because they use themselves mutually or solve complementary 

problems. Pattern encyclopedias contain short descriptions of numerous patterns which 

are organized using various ontologies. Each short description also includes information 

where to find the full pattern description. To that extent encyclopedias serve as good ref-
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erence manuals. Apart from the assistance for the active construction of a software sys-

tem, patterns help understand existing architectures. Extracting new patterns from a 

software system is called pattern mining. By means of pattern mining experts have found 

proven problem solutions and could abstract many of them to patterns, mostly by scan-

ning through program families or platforms.  

2.2 The Domain of Distribution Middleware 

2.2.1 Motivation 

As pointed out in section 1.6 this thesis focuses on distribution middleware as an exam-

ple domain to investigate the applicability of patterns for understanding and analyzing 

software architecture. I’ll introduce pattern systems in the subsequent chapters that re-

veal the key architecture concepts of the Remoting Middleware domain. For that purpose 

the concrete definition of the domain including its boundaries (scope) and the core re-

quirements of the domain itself need to be specified. Thus, sections 2.2.2 and 2.2.3 will 

provide these prerequisites.       

2.2.2 Classification and Characteristics 

In many solution architectures communication middleware serves as the central back-

bone which helps to glue all core parts together. It is obvious that the selection of the 

appropriate middleware is a critical issue in any development project. Unfortunately, in 

many projects this decision is driven by other than technology or requirements related 

forces. Some software engineers do not recognize that the selection of inappropriate 

infrastructure technologies or tools can be problematic. Even if architects are ready to 

base this decision solely on use cases and requirements, it can be incredibly difficult to 

move to the right direction. As Andrew Tanenbaum once said with respect to standards 

"there are so many that it is difficult to choose from". Hence, the first question is: what 

kind of middleware is appropriate for what kind of problem? To answer that question it is 

important to get an overview of middleware types and paradigms. 
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Basically, the following kinds of middleware exist: 

• Messaging Middleware: applications send messages to each other. Message 

contents are application-specific while the structure and header information is 

specified by the MOM (Message-Oriented Middleware). Messages might be sent 

from one peer to exactly one other peer (end-to-end or queue-based messaging) 

or (anonymously) from multiple publishers to multiple subscribers (publisher sub-

scriber or topic-based messaging). 

• Remoting Middleware: hides all communication details from developers by ex-

tending conventional operation calls over the network. Clients and servers can 

almost be implemented as if they were residing in the same address space. All 

communication issues are handled behind the scenes by glue components that 

are typically generated using tools. 

• Eventing Middleware: focuses on distributing fine grained events. Very similar to 

messaging middleware. Eventing frameworks provide a reactive approach where 

receivers register with the framework to obtain events. 

• Distributed Transaction Monitors: provide transactions management across dif-

ferent components. They are not covered in this thesis as transaction monitors to-

day are mainly integrated into the other types of middleware. 

• Service-oriented Middleware is a kind of meta-middleware approach mostly 

used to integrate other types of middleware with each other. Prominent example: 

XML Web services which are particularly useful in business-level integration sce-

narios. SOA (Service-Oriented Architecture) can also be considered a set of archi-

tectural principles with XML Web services being only one example. Thus, SOA will 

be addressed separately in this thesis.   
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• Peer-to-Peer Middleware: a combination of Messaging middleware and Eventing 

middleware where the locating of remote peers happens through discovery algo-

rithms instead of relying on centralized repositories.  

• Multi-Agent-Systems (MAS) denote distributed systems where multiple, autono-

mous, moving agents cooperate to achieve a common goal. 

• EAI (Enterprise Application Integration) systems are basically built on top of the 

aforementioned middleware types. 

When software architects must cope with the selection of appropriate middleware solu-

tions, the first distinction should be whether the problem domain requires a more 

method-invocation based or more message-based approach. Asynchronous, non-

blocking operation is one of the important issues here. Despite of the fact that some re-

moting middleware technologies have also introduced asynchronous but blocking 

method invocations (e.g., CORBA), messaging is more appropriate for asynchronous 

communication. Asynchronous non-blocking communication basically means, that the 

sender for its subsequent processing does either not expect a result from its communica-

tion peer or does not need the result immediately. Hence, senders and receivers should 

be decoupled. Example: sending a purchase order to the order processing subsystem. 

Another issue for the preferred usage of messaging is when loose coupling between 

communication partners represents an inherent necessity. For example, a server that is 

sending notifications to different receivers which are interested to subscribe for obtaining 

different messages from different senders. A further example is the provisioning of ad-

vanced communication styles such as broadcasting or single request - multiple replies. 

These styles do not map to existing programming languages. Thus, it makes no sense to 

provide them through remoting middleware. Last but not least, scenarios where commu-

nication links are not reliable are more appropriate for messaging. Example: a mobile 

phone that lost connection with the network. 
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If, however, the sender needs an "immediate" result from a specific communication part-

ner, remoting is much more suitable. Example: asking a credit card company for valida-

tion of a specific card in a Point-of-Sale system. The advantage of remoting middleware 

solutions is the transparency they provide. Basically, developers can ignore all communi-

cation details. But that is exactly the problem. Developers often tend to leverage remot-

ing middleware as if they were developing non-distributed systems without taking issues 

such as latency into account. The performance of such systems does often suffer exactly 

for that reason. Another problem with transparency is hiding of details can be a disad-

vantage in terms of tracking errors. Because everything is hidden, error causes also are 

hidden.  

Messaging middleware can be extended to provide remoting. There is a simple reason 

for this. Every remote invocation can be separated into two message transfers. A request 

message is transferred to a receiver which then sends back a result message to the 

originator. Actually, all remoting middleware is built upon some kind of messaging infra-

structure. In contrast to some claims, the opposite is not true as asynchrony with non-

blocking operation can not be guaranteed when remoting middleware is used as the un-

derlying base for a messaging layer. 

Peer-to-Peer middleware simply combines messaging and eventing with discovery 

strategies. Instead of looking up a receiver's location from a known repository, it is much 

more reliable to discover a resource, especially when the same resource is available 

more than once in the network. In a Peer-to-Peer system a consumer or sender does not 

care about which concrete provider or receiver it is using. Thus, Peer-to-Peer ap-

proaches are particularly helpful for coping with decentralization. In theory, a similar ap-

proach is possible for remoting middleware. Instead of asking a repository where the 

server object is located, an alternative approach could consist of using a trading service, 

ask for a specific service type with specific properties, and get possibly multiple object 

references returned that meet the specified type and property constraints. This is the 

right way if you need a remoting based approach combined with decentralized lookup 

strategies. 
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Service-Oriented Architecture (SOA) basically means loose coupling. For example, 

peers in service-oriented systems are implementation-agnostic. The only thing an appli-

cation sees is the service interface of the application it need to communicate with. The 

communication itself uses a commonly agreed messaging protocol. This approach can 

be best implemented using XML Web services and Messaging middleware. SOA is par-

ticularly useful to integrate different middleware and application islands with each other. 

This section could only scratch on the surface. There are a lot of issues that could have 

been discussed such as error handling, fault-tolerance, scalability, security. The intention 

was to illustrate that no middleware paradigm can be a general solution for all problems. 

Thus, it turns out to be essential to first specify the problem space and then identify 

which middleware solution is the appropriate one.  

There is another aspect with far-reaching significance for software architecture. To meet 

operational and developmental qualities it is not sufficient considering middleware a 

transparency layer or black box.  When middleware is leveraged as backbone for a soft-

ware system then a precondition for the development of an efficient and effective soft-

ware system is the efficient and effective usage of the underlying middleware infrastruc-

ture. Actually, this holds for any external component integrated into a software system, 

but is often ignored in projects. Operational and developmental qualities of the whole 

software system being developed are directly dependent on the internal software archi-

tecture of the middleware. As a consequence, software architects need to be knowl-

edgeable about the inner working and principles of the middleware. In other words, it is 

not possible to meet any operational or developmental requirements when software and 

system architecture are in conflict with respect to these requirements. To understand 

middleware the underlying patterns applied in the middleware provide the right means.  
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2.2.3 Requirements of Remoting Middleware 

2.2.3.1 Method 

This thesis focuses on the domain of Remoting Middleware as central example. I won’t 

analyze this domain to full extent, but rather prove that patterns are helpful to understand 

the core concepts of remoting middleware solutions. As already pointed out in 2.1.13 a 

pattern mining process needs to be applied to uncover the central core concepts of a 

given domain as patterns. Two basic kinds of input are helpful when analyzing a domain:  

• Core requirements to be addressed. 

• Existing applications, platforms, frameworks, product lines that fall into the do-

main. 

2.2.3.2 Basic Requirements 

While the following chapters of this thesis introduce a system of patterns that addresses 

the domains of Remoting Middleware as well as Service-Oriented Architecture, this and 

the following sections focus on the challenges that arise in the aforementioned domains. 

When providing remoting middleware, software engineers need to balance the following 

basic forces: 

• Location Transparency: a client should not depend on the location of any remote 

object it accesses. Nor should a remote object depend on the location of its cli-

ents. 

• Communication: clients and remote objects should be oblivious to the details of 

the underlying communication protocols. For the same reason, remote communi-

cation should be identical to local communication within the same address space. 
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In other words, communication should at least support a method invocation ori-

ented approach. 

• Interfaces: remote objects should be able to describe their service interfaces and 

clients should be able to consume services using these interface descriptions.  

• Registration: there should be some means to register remote objects with the 

middleware infrastructure. 

• Discovery and Binding: remoting middleware should provide functionality to cli-

ents to locate, instantiate, and get access to remote objects.  

• Identity: identity of remote objects plays an essential role in this context. Many dif-

ferent strategies exist, e.g., one remote objects object for all clients, one remote 

object for each client, multiple (replicated) remote objects that appear as one sin-

gle logical remote object. Depending on this strategy, the reference a clients 

owns to access a remote object might mean different things. 

• Error Handling: the remoting middleware must handle errors that appear during 

communication or processing in remote objects and report these errors to clients. 

• Infrastructural Glue: middleware should support functionality or tools that auto-

matically generate required glue components that integrate clients and remote 

objects with the remoting infrastructure. 

• Platform Independence and Interoperability (optional): one of the intentions of 

many distribution middleware solutions is to provide connectivity between hetero-

geneous systems. There are two ways to achieve this objective, either by assur-

ing interoperability to other middleware protocols or by ensuring the availability of 

the distribution platform on different heterogenous infrastructures.    
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• Optimizations (optional): it might be important that the middleware offers specific 

response times or even deterministic runtime behavior in real-time systems. For 

this purpose, some means such as configurable strategies should be supported. 

2.2.3.3 Advanced Requirements 

The requirements listed in 2.2.3.2 comprise fundamental issues the remoting middleware 

implementation must cope with. In addition, the following more advanced challenges 

should be addressed but are not mandatory: 

• Lifecycle Management: for scalability reasons remote objects as well as their im-

plementations should be activatable and de-activatable on demand. 

• Resource Management: for scalability also resource optimization strategies are 

required such as leasing strategies, caching, or lazy evaluation. Resource man-

agement is often interwoven with lifecycle management. Thus, both often repre-

sent two sides of the same coin. 

• Dynamic Invocation and Reflection: for ensuring runtime extensibility remoting 

middleware may offer generic functionality for retrieving meta-information on re-

mote objects at runtime and using this information to dynamically invoke remote 

objects. 

• Asynchrony: many application contexts require asynchronous handling of remote 

communication, e.g., a client should not block until the remote object returns the 

response. 

• Concurrency: a remote object should allow concurrent processing of multiple 

threads. 
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• Extensibility: remoting middleware should be extensible by application developers 

so that they are capable of integrating out-of-the-band functionality not anticipated 

by the middleware developers.  

• Context Information: remoting middleware needs to support piggy-packing addi-

tional context information for advanced services such as transactions and loca-

tion-aware services. 

• Versioning (optional): In all non-trivial applications continuous evolution is a driv-

ing factor. Thus, clients need to cope with remote object versions. 

• Configuration: application developers need support to configure the remoting mid-

dleware according to their needs. This functionality could be provided program-

matically or declaratively using configuration files.    

2.2.3.4 Additional Services 

In addition to the more remoting-middleware-specific requirements introduced in 2.2.3.2 

and 2.2.3.3 advanced middleware technologies such as CORBA integrate various ser-

vices. Some of these services might require the existence of certain extensibility mecha-

nisms in the middleware, because they represent cross-cutting concerns. 

• Security: all functionality required to offer authentication, authorization, non-

repudiation, confidentiality, integrity, prevention of attacks.  

• Persistence and Transactions: if an application’s functionality is distributed across 

different distributed entities, then this also holds for the application’s state. Thus, 

functionality is required for keeping the distributed state persistent. The distributed 

state must also remain consistent when activities (workflows) access different re-

mote objects.  
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• Availability and Fault-Tolerance: To enhance availability, replication of remote ob-

jects is a possible approach. If errors occur, some middleware functionality must 

take responsibility to detect fault situations and react appropriately. Clients should 

be unaware of strategies used for this purpose. 

• Load Balancing: If multiple remote objects provide the same service to clients, 

then load balancing functionality could transparently switch between these remote 

objects to prevent overload situations and optimize throughput and responsive-

ness. 

• Integration: application developers should be able to integrate COTS components 

and legacy applications.  

• Management: If an application consists of distributed objects spread across multi-

ple network nodes, then management functionality provides command and control 

functionality. 

In remoting middleware most of these services are provided as combinations of middle-

ware extensions and remote objects running on top of the middleware which, however, 

results in a significant increase of complexity, as developers are forced to deal with ser-

vice integration themselves. As a consequence, component-based containers have 

evolved that take responsibility for all infrastructural integration problems. The thesis 

won’t cover component containers but instead I’d like to refer to existing literature [106].  

2.2.3.5 Next Step 

For the issues raised in 2.2.3.2, 2.2.3.3, 2.2.3.4  the analysis method proposed will try to 

find existing patterns that already address the challenges or, if not applicable, uncover 

new patterns. As there might be patterns that solve multiple requirements, the pattern 

mining process provides an additional activity to look for higher level abstractions. And 
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as there might be patterns for solving sub-problems of the analyzed problems, an appro-

priate divide-et-conquer strategy has been integrated. 
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3 Remoting Middleware – Analysis and 
Comparison 

Has been published as: An Architectural View of Distributed Objects and Components in 

CORBA, Java RMI, and COM/DCOM 

In: Software Concepts & Tools, Springer, 1998 

Authors: František Plášil, Michael Stal 

3.1 Abstract 

The goal of this paper is to provide an architectural analysis of the existing distributed 

object oriented platforms. Based on a relatively small number of design patterns, our 

analysis aims at a unified view of the platforms. We achieve this by articulating a series 

of key issues to be addressed in analyzing a particular platform. This approach is sys-

tematically applied to the CORBA, Java RMI, and COM/DCOM platforms. 

Key words: CORBA - Java RMI - COM/DCOM - Distributed Computing - Distributed ob-

ject - Design patterns - Software architecture 

3.2 Introduction 

With the wide spread utilization of object technology, it has become more and more im-

portant to employ the object oriented paradigm in distributed environments as well. This 

raises several inherent issues, such as references spanning address spaces, the need to 

bridge heterogeneous architectures, etc. It is the main goal of this paper to provide an 

architectural analysis of current software platforms in this area. One of the obstacles to 
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overcome in order to achieve this aim is the fact that the available descriptions of these 

platforms speak different languages. Thus to target the issue, we have decided to em-

ploy design patterns [33][14] as a common denominator which will help us provide a uni-

fied view on the platforms analyzed.  

We focus on the following key distributed object platforms: CORBA, Java RMI, and 

COM/DCOM. The first one, CORBA, is specified by OMG [65], which is the largest con-

sortium in the software industry.  CORBA has undergone an evolution ranging from 

CORBA 1.0 (1991) and CORBA 2.0 (1995) to CORBA 3.0, which is soon to be released. 

The Java environment, designed by Sun Microsystems, has probably experienced the 

greatest evolution recently. From the broad spectrum of the Java platform segments, we 

will focus on Java RMI [99], which targets working with distributed objects. The last plat-

form analyzed is the Microsoft Component Object Model (COM). This platform has also 

been evolving gradually along the milestones OLE, COM, DCOM, and COM + [91]. In 

this paper, we will focus on COM/DCOM [56], as this is where Microsoft targets distrib-

uted objects. 

The paper is structured as follows: Section 3.3 articulates the general principles of work-

ing with distributed objects. The division of the section reflects our approach to the archi-

tectural analysis - basic principles, basic patterns, provision and employment of a ser-

vice, and inherent issues. Using the same structuring as in section 3.3, we offer analyses 

of CORBA (Section 3.4), Java RMI (Section 3.5), and COM/DCOM (Section 3.6). 

Due to the limited size of the paper, we could not focus on security questions and bene-

fits of code mobility over the Internet. Also, a thorough evaluation of each platform could 

not be provided. All of these areas have become very broad and each of them deserves 

at least a separate paper. 
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3.3 Distributed objects  

3.3.1 Basic principles 

3.3.1.1 Request & response 

Under the term distributed objects, we usually understand objects which reside in sepa-

rate address spaces and methods of which can be subject of remote method calls (a re-

mote call is issued in an address space separate to the address space where the target 

object resides). By convention, the code issuing the call is referred to as the client; the 

target object is referred to as the server object (or simply remote object); the set of meth-

ods which implements one of the server object interfaces is sometimes designated as a 

service that this object provides. Similarly, the process in which the server object is lo-

cated is referred to as a server.  

An important goal of the client and server abstractions is to make it transparent how "far" 

the client and server spaces actually are - whether they reside on the same machine, are 

on different nodes of a local network, or even reside on different Internet URLs (thus be-

ing "intergalactic"); as a special case, client and server may share the same address 

space. 

Because it is inherently delivered over a network communication infrastructure, a remote 

method call is typically divided into the request (asking the service) and response (bring-

ing results back to the client) parts. In principle, from the client's view, the request and 

the response corresponding to a remote method call can be done as one atomic action 

(synchronous call), or they can be separated, where the client issues the request and 

than, as a future action, issues a wait for the response (deferred-synchronous call). 

Sometimes the response part may be empty (no out parameters and no functional 

value). In this case, the corresponding method is usually termed a one-way method. A 

one-way method can be called asynchronously, where the client does not have to wait till 

the call is finished. In a distributed environment the exactly-once semantics of remote 
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calls is practically impossible to achieve; real distributed platforms ensure the at-most-

once semantics of a synchronous and deferred-synchronous call (exactly-once seman-

tics in case of a successful call, at-most-once semantics otherwise); best-effort seman-

tics is ensured for a one-way method. 

3.3.1.2 Remote reference 

One of the key issues of remote method calls is referencing of remote objects. Classi-

cally, in a "local" case, in a method call rro.m(p1,p2, ..., pn),  rro contains a 

reference to the target object, m identifies the method called, and some of the parameters 

can contain references to other objects as well; let us suppose only one of the parame-

ters, say pj, contains a reference. However, in a distributed environment we face the 

following issue: rro should identify a remote object over the network, and so should 

pj. It is obvious that classical addresses will not do as the references, at least for the 

following reasons: in addition to the data record of the target object, a reference has also 

to identify the node and the server in which the target object resides. Moreover, the tar-

get object may implement more (non polymorphic) interfaces; thus, rro should also 

identify the particular interface which the target object implements, and to which m be-

longs. By convention, a reference that contains all this information is termed a remote 

reference. Hence, a remote reference identifies a service. In addition, representation of a 

remote reference has to span the differences in the hardware architectures of the nodes 

where the objects involved in a particular remote method call reside. 

3.3.1.3 IDL Interface 

In principle, a client's code and the server object that is subject to a remote call from the 

client can be implemented in different languages and can run on heterogeneous archi-

tectures. To span this kind of difference, the interfaces of a server object are specified in 

an architecture-neutral Interface Definition Language (IDL). Typically, IDL provides con-

structs for specification of types, interfaces, modules, and (in some cases) object state. 

However, there is no means for specifying code of methods. Usually a mapping from IDL 
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to standard programming languages, such as C++ and Java, is a part of an IDL defini-

tion. CORBA IDL and Microsoft MIDL are examples of IDL languages.  

3.3.1.4 Proxy: local representative 

To bridge the conceptual gap between the remote and local style of references, both in 

the client and server code, the actual manipulation with remote references is typically 

encapsulated in wrapper-like objects known as client-side and server-side proxies. The 

client-side proxy and the corresponding server-side proxy communicate with each other 

to transmit requests and responses. Basically, the client-side proxy supports the same 

interface as the remote object does. The key idea behind proxies [88] is that the client 

calls a method m of the client-side proxy to achieve the effect of calling m of the remote 

object. Thus, the client-side proxy can be considered a local representative of the corre-

sponding remote object. Similarly, the key task of a server-side proxy is to delegate and 

transform an incoming request into a local call form and to transform the result of the call 

to a form suitable for transmitting to the client-proxy. Thus, a server-side proxy can be 

considered as the representative of all potential clients of the remote object.  

3.3.1.5 Marshalling: transmitting request & response 

Both the request and response of a call are to be converted into a form suitable for 

transmitting over the network communication infrastructure (a message, or a TCP socket 

connection for transmitting streams might be an example of the infrastructure). Typically, 

serialization into a byte stream is the technical base of such conversion. By convention, 

this conversion is referred to as marshalling (the reverse process is unmarshalling). 

Some authors use these concepts in a narrower sense, where marshalling/unmarshalling 

refers only to conversions of the parameters of a remote call. 

The key issue of marshalling and unmarshalling is dealing with objects as parameters. 

The following two approaches indicate the basic options: passing remote references and 

passing objects by value. Suppose rro.m(rp,lp) is a remote call issued by a client C. 
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The rro reference identifies a proxy which encapsulates a remote reference to a remote 

object RO in a server S; the rp represents a remote reference, lp is a reference to a lo-

cal object which is to be passed by value. Typically, when the request corresponding to 

the call is delivered to S, a client-proxy encapsulating rp is automatically created in S. 

On the contrary, a copy of the lp object is created in S.  

3.3.2 Combining basic principles:  basic patterns 

Design patterns are the "smallest recurring architecture in object oriented systems" [33]. 

For more details on design patterns (patterns for short) refer, e.g., to Buschmann et al. 

[14] or Pree [72], and particularly to the classical catalog of design patterns by Gamma et 

al. [33]. We will use informally just a few of them in the following sections to explain the 

basic ideas behind the architectural concept of the distributed object platforms.  

3.3.2.1 Broker pattern 

The Broker pattern in Figure 5 reflects the classical client/server relationship implementa-

tion in distributed environment. The roles of the Client, Client-side Proxy, Server-side 

Proxy and Server were explained in the previous sections, so we can focus on the Bro-

ker object, which is in this pattern to capture the communication between Client-side 

Proxy and corresponding Server-side Proxy. In a loop, the Broker forwards requests and 

responses to the corresponding proxies. These requests and responses are encoded in 

messages by which the Broker communicates with the proxies.  
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Figure 5: Broker architecture pattern. 

Figure 6 demonstrates a typical scenario of object interaction for delivering a request and 

receiving a response. Another scenario (Figure 7), illustrates how a server registers the 

service it provides with the Broker object. The Broker pattern, as described so far, is a 

Broker with indirect communication between proxies. In the typical modification of the 

Broker pattern referred to as Broker with direct communication, the Client-side Proxy and 

the corresponding Server-side Proxy communicate directly after a communication chan-

nel was initially established. A Bridge object is used to communicate with other Brokers. 
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Figure 6:  Method invocation in a Broker system. 

 

Figure 7: Server registration with Broker. 

3.3.2.2 Proxy pattern 

The essence of the proxy idea (see section 3.3.1.4, 3.3.2.1) is captured in Figure 8. Both 

the Proxy and Original classes support the same interface defined by AbstractOriginal. A 

typical scenario of interaction among instances of these objects is depicted in Figure 9. 
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Figure 8: Proxy pattern. 

 

Figure 9: Interaction among participants in Proxy pattern. 

3.3.2.3 Abstract Factory pattern 

In principle, a factory is an object which creates other objects; usually a factory is spe-

cialized for creating objects of a particular type. In distributed environments, factories are 

typically used on the server side (after a server has been initialized) to create new ob-

jects on a client's demand. The main reason for using factories by clients is that the 

usual language tools like "new" cannot be used in distributed environments. In a routine 

scenario the client issues a request to an object factory to create a new object; the object 

factory returns a remote reference of the newly created object. Typically, the created ob-

ject resides in the same server as does the Object Factory involved in the request. The 

essence of the factory idea is captured by the Abstract Factory pattern (Figure 10). In 
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particular, it illustrates that a Concrete Factory is devoted to creation of products of spe-

cific types. 

 

Figure 10: Abstract factory. 

3.3.3 Providing and employing a service 

3.3.3.1 Registering a service with broker 

In order to be remotely accessible, any service provided by a server has to be registered 

with a broker. As a result of the registration operation, the broker creates a remote refer-

ence to the service (i.e. to a particular interface of the corresponding remote object). The 

remote reference is returned to the server and, e.g., can be registered with a naming 

and/or trading service (see sections 3.3.3.2, 3.3.3.3). Typically, following the Abstract 

Factory pattern, an object factory residing in the server would be used to create the new 

remote object implementing the service being registered. 
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3.3.3.2 Naming 

Because the remote references are supplied by brokers in scarcely legible form, and so 

to enable the use of ordinary names, a distributed object platform typically provides a 

naming utility (naming for short).  A naming defines a name space and tools for associat-

ing a name with a remote reference. Classical operations for resolving a name into a re-

mote reference and associating a name with a remote reference are provided. Typical 

scenarios for a naming implementation include (a) providing a naming service accessible 

via a well-known remote reference, (b) embodying naming in the Broker's functionality. 

3.3.3.3 Finding a service, trading 

For a client, there are two ways to obtain a remote reference which identifies the re-

quested service. First, it can ask naming to resolve the name the client knows, or, alter-

natively, the client can ask a trading utility (an analogy of yellow pages) to provide a list 

of remote references to the remote services possessing the properties which the client 

indicated as the search key. The typical scenario for trading implementation includes 

provision of a trading service accessible via a well-known remote reference. 

3.3.3.4 Binding  

As mentioned in Sections 3.5.1.5, 3.3.3.2, and 3.3.1.5, the client can receive a remote 

reference via naming or trading, or as a result of another remote method call (in fact if 

naming and trading are implemented as services, the client always receives remote ref-

erences as a result of other remote methods calls - except for well-known remote refer-

ences of, e.g., naming and trading services). It is a general rule of all the distributed ob-

ject platforms that when a client receives a remote reference to a service, a proxy is cre-

ated (if it does not already exist) in the client's address space, and the client is provided 

with reference to the proxy. At the latest with the first remote call that the client issues via 

the proxy, the connection between the client and the server is established (some authors 

also say that the client is bound to the server).   
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3.3.3.5 Static invocation and delivery 

When the client was compiled with the knowledge of the requested service interface 

(e.g., in the form of an IDL specification), the remote method calls can be encoded stati-

cally in the clients code as calls of the proxy methods (static invocation). This is done 

fully in compliance with the proxy pattern (see section 3.3.2.2). Similarly, if the server 

code was compiled with full knowledge of a particular service's interface, the correspond-

ing server-side proxy can contain statically encoded local calls to service's methods 

(static delivery). 

3.3.3.6 Dynamic invocation and delivery 

In principle, the client and the server can be compiled separately; thus they might not 

always be in sync with respect to the static knowledge of available interfaces. Moreover, 

there are specific applications in which the exact knowledge of the service interfaces is 

inherently not available at compile time (e.g., debugger, viewer, bridge). To overcome 

this obstacle at the client side, a proxy is usually provided with an interface (say IRe-

mote) which allows issuing dynamically set-up calls (dynamic invocation). The name of 

the corresponding method is typically invoke(). As an example, suppose the 

rop.m(p1, ..., pn) call is to be issued dynamically as the signature of m was not 

known at compile time (rop is a reference to the proxy of the remote object). So at com-

pile time the client code can contain the following call: rop.invoke(method_name, 

paramlist_array). Thus before executing the invoke method we have to assign m to 

method_name, and fill paramlist_array with the parameters p1,...,pn. Usually 

some kind of introspection is necessary to obtain/check details on the target interface at 

run time (types and numbers of method's parameters, etc.). 

Similarly, new objects can be created in a server with interfaces not known at compile 

time (e.g., in a viewer or a bridge). Calls to these objects can be delivered dynamically if 

these objects are equipped accordingly. The usual technique employed is the following:  

Suppose the rop.m(p1,...,pn) call is to be delivered to the object RO identified by 
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the rop remote reference; however, the object is located in a server which was compiled 

without any knowledge of RO's interfaces - except for the IRemote interface supported 

by all remote objects. IRemote contains the invoke() method which accepts dynami-

cally created calls and forwards them to the actual methods of RO. Thus to be able to 

accept dynamic calls, RO has to implement the invoke method. The server-side proxy 

associated with RO is very simple - it supports just the IRemote interface; therefore the 

code of the server-side-proxy can be very generic and can be used for any server object 

supporting the IRemote interface.  

Some Broker implementations, e.g. CORBA, even allow for combining static invocation 

at the client side with dynamic delivery at the server side and vice versa (combining dy-

namic invocation with static delivery).  

3.3.4 Inherent issues 

3.3.4.1 Server objects garbage collection problem 

The server objects not targeted by any remote reference can be disposed and should be 

handled by a garbage collector. As opposed to the classical techniques used in single 

address spaces, garbage collection in distributed environment is a more complex issue 

that has been the subject of much research (e.g., Ferreira et al. [29]). We identify the 

following three basic approaches to garbage collection of distributed objects: (1) Gar-

bage collection is done in the underlying platform, e.g. at a distributed operating system 

level; this approach remains in an experimental stage [101]). (2) The broker evaluates 

the number of live references (e.g., derived from the number of live connections). (3) The 

server keeps track of the number of references provided to the outside; each of its clients 

has to cooperate in the sense that if it does not need a remote reference any more, it 

should report this to the server. This technique is called cooperative garbage collection.  

The approaches (2) and (3) are based on reference counting: once the reference count 

drops to zero, the target object can be disposed. Despite of its simplicity, reference 
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counting suffers from a serious problem - cyclic referencing among otherwise unreach-

able object prevents zeroing of reference counts. 

3.3.4.2 Persistent remote references 

Lifecycles of clients and servers are not synchronized. For example, a server can time-

out or crash, and its client can still hold a remote reference to an object located in the 

server. Thus, remote references can persist with respect to the server they target. In 

most of the distributed object platforms, using a remote reference to an inactive server is 

solved by an automatic reactivation of the server. Typically, before the server times-out, 

it is given a chance to externalize the state of its objects; after the server is reactivated, 

its objects can be recreated and their state renewed (some kind of lazy loading can be 

employed in the reactivation process). 

3.3.4.3 Transactions 

Transactions are an important tool in making distributed object applications robust. Three 

consequences of working with distributed objects with respect to transactions should be 

emphasized: (1) Because of transitive nature of the client-server relation (Section 

3.3.4.5), nested transactions are almost inevitable. (2) Employing multiple databases 

(one type of resources) is inherent to the distributed environment. This implies that two-

phase commit has to be applied (prepare and commit phases). (3) As objects possess 

state, they can also be considered as resources taking part in transactions.  

It is a well-known problem that if a resource needs another resource in order to finish it’s 

prepare phase, the requests to prepare have to be issued in a specific order (respecting 

the implied partial ordering of resources) to avoid deadlock [64][87]. As an example, con-

sider an object A, which when asked to prepare, is to be stored into a database B. It is 

obvious that A cannot prepare after B is requested to prepare. Thus, a transactional sys-

tem to be used in distributed object applications should provide some support for dealing 

with this problem. 
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3.3.4.4 Concurrency in server objects 

In the basic variant of the Broker pattern (see section 3.3.2.1), the Server enters a loop 

and waits for incoming requests. In this variant, the Server responds to the requests se-

quentially. However, many implementations employ multithreading; the following is an 

example of this approach:  the Broker, sharing address space with the Server, forwards 

each of the incoming requests to a separate thread in the Server (there can be, alterna-

tively, a pool of available threads, a thread can be created for each request, etc.). As the 

Server is now multithreaded, a server object may be subject to invocation of several of its 

methods simultaneously. Naturally, synchronization tools have to be applied in code of 

the Server's objects in order to avoid race conditions, etc. In addition, several threads 

running in the Server may call the Broker at the same, e.g., to register a newly created 

object. By convention, a Broker supporting this concurrency is called a multithreaded 

Broker. 

3.3.4.5 Applying client-server relation transitively 

It is very natural for a server S be become a client of another server S'. Simply an object 

O in S contains Object Reference to an object O" in S'. Thus any method of O can in-

voke a method of O".  This very likely happens when a remote reference is passed as a 

parameter in a request to S. In fact, we face a transitive application of the master/slave 

pattern [14]. Furthermore, this is also the underlying idea of n-tier architectures [68]. 

Similarly, we can also achieve callbacks from a server to its client by passing a remote 

reference of the interface, which is to be the subject of a callback from the client to the 

server (see also section 3.5.5). 

3.3.5 Reactive programming 

The advantage of easy passing of remote references as parameters makes it relatively 

easy to employ event-based (reactive) programming style without introducing specific 

callbacks constructs. Most of the distributed object platforms define some abstractions to 
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support this style of programming with significant comfort. In principle, all of them are 

based on the Observer (Publisher-Subscriber) pattern [33]. The basic idea here is that a 

listener object (Subscriber) can subscribe to an event source (Publisher) to be notified 

about and event (asynchronous signal) occurrence. The Publisher announces what inter-

faces its listeners have to honor and what methods of these interfaces will be called to 

report on an event. This reporting can be just a notification (one-way method will do), or 

a callback (some results can be delivered to the Publisher). One of the key benefits of 

this approach is that the Publisher does not have to know its listeners at compile time; 

listeners subscribe dynamically. 

3.4 Distributed objects in CORBA 

3.4.1 Basic principles 

3.4.1.1 Request & response 

In CORBA, a client issues a request to execute a method of an object implementation. 

There is no constraint imposed on the location of the client and the requested object im-

plementation (remote object); they can share an address space, can be located in sepa-

rate address spaces on the same node, or can be located on separate nodes. A server 

(process) can contain implementation of several objects or a single object, or even pro-

vide an implementation of one particular method only. However, typically, a multi-

threaded server encapsulates implementations of multiple objects. 

3.4.1.2 Remote reference 

Remote references are called Object References and the target of an Object Reference 

must be an object that supports the CORBA::Object IDL interface (such objects are 

called CORBA objects). 
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3.4.1.3 IDL Interface 

CORBA specifies the CORBA IDL Language and its mapping to several programming 

languages (e.g., C++, Java, Smalltalk). The IDL language provides means for interface 

definitions; there are no constructs related to object implementation (object state defini-

tions have been proposed by OMG). 

3.4.1.4 Proxy: local representative 

Using the Broker Pattern terminology, the client-side proxy code is called IDL stub; the 

server-side proxy code is referred to as IDL skeleton. However, in CORBA, the concept 

"proxy" is used to denote an object created on the client side which contains the IDL stub 

plus provides some other functionality, e.g. support for dynamic invocation. 

3.4.1.5 Marshalling: transmitting request & response 

Both request and response are delivered in the canonical format defined by the IIOP pro-

tocol which is the base for the CORBA interoperability over the Internet (other protocols 

are defined in the OMG standard [65] as well, but IIOP prevails). On the client side, mar-

shalling is done in the IDL stub or via the functionality of the dynamic invocation interface 

(see section 3.4.3.6). On the server side, unmarshalling is done in the IDL Skeletons (or 

in the Dynamic Skeleton Interface, DSI) and partially in the Object Adapter. In a request 

(response), Object References can be provided as parameters; remote objects can be 

passes by reference. Passing objects by value has been the subject of an OMG proposal 

[60]. 

3.4.2 Combining basic principles:  CORBA architecture as pattern combination 

The CORBA architecture (Figure 11) very much follows the Broker pattern. The Broker 

object in the Broker Pattern is mapped as the ORB Core; it is employed for establishing 

the connection between a client and a server. The code of the Client-side Proxy of the 
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Broker pattern is reflected as an IDL stub (and DII stub, the code for dynamic invoca-

tions), and the code of the Server-side Proxy is reflected in POA (see section 3.4.3.1, 

IDL skeleton, and DSI skeleton serving for dynamic delivery). More specifically, the direct 

communication variant of the Broker pattern is employed in many of the CORBA imple-

mentation (e.g., in Orbix), where the client stubs directly communicate with a POA. The 

Interface Repository is used for introspection (particularly in case of a dynamic invocation 

and dynamic delivery). The Implementation Repository is used for reactivation of servers. 

The CORBA Lifecycle Service [62] employs the Abstract Factory pattern: In addition to a 

classical factory, the Lifecycle Service defines also factory finder (returns an object fac-

tory able to create object of a given type) and generic factory (which encapsulates the 

functionality of multiple factories). 

 

Figure 11: CORBA Architecture Overview. 

3.4.3 Providing and employing a service 

3.4.3.1 Registering a service with broker 

Registering the object which represents the service is the task of the Object Adapter. Its 

currently mandatory version, POA, provides, e.g., the activate_object(), acti-

vate() methods to support registration. In principle, activate_object() registers 

the object with POA and assigns a new Object Reference, which will serve for referenc-

ing the newly created object; activate() signals that a particular server (or a particular 
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POA, to be precise) is ready to accept requests. Finally, calling ORB::run() tells the 

ORB to enter the main request processing loop. 

3.4.3.2 Naming 

Officially there is the CORBA Naming Service which should provide for name spaces and 

for mappings among Object References and names. However, in addition to the stan-

dard Naming Service, most of the CORBA implementations provide a vendor specific 

way to locate objects associated directly with registering of a service at the server side 

and a "binding" operation on the client side. 

3.4.3.3 Finding a service, trading 

For a client, there are two ways to obtain an Object Reference which identifies the re-

quested service: first, asking a naming service to resolve a known name into the corre-

sponding Object Reference; second, asking the CORBA trading service (in analogy to 

yellow pages) to provide a list of services (Object References) that possess the proper-

ties used as the search key. Some CORBA implementations (e.g. Orbix and Borland En-

terprise Server), provide a proprietary location service. In a sense, this service is a hybrid 

between naming and trading. In searching for a service, the client provides partial infor-

mation on the service (e.g. using "incomplete names", providing the interface the target 

object should support, etc.); however, the location service does not cover the functional-

ity of the CORBA Naming Service or CORBA Trading Service. 

3.4.3.4 Binding 

The client is bound to the requested server after it receives one of its Object References 

(and a corresponding proxy is created, see section 3.3.3.4). 
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3.4.3.5 Static invocation and delivery 

When the client was compiled with knowledge of the requested service IDL specification, 

the proxy implements the mapped IDL interface methods. The corresponding code of the 

proxy is encapsulated in the IDL stub (Sect. 3.4.2). Similarily, the corresponding IDL 

skeleton is the code of the server-side proxy which implements static delivery. 

3.4.3.6 Dynamic invocation and delivery 

For dynamic invocations, the proxy contains the create_request() method which 

returns a Request object. There is also a way to submit arguments with the request. 

When creating a request, the Interface Repository can be consulted for details about the 

target interface. The actual dynamic invocation is initiated by calling invoke(),  a 

method of the Request object. 

As far as dynamic delivery is concerned, the server-side proxy contains the Dynamic 

Skeleton code which delivers the request via the invoke() method supported by the 

PortableServer::DynamicImplementation interface. CORBA allows for combin-

ing static invocation at the client side with dynamic delivery at the server side and vice 

versa. At the server side, the choice between static and dynamic delivery is made by the 

server object itself (it can be determined, e.g., as a part of the registration with POA), 

regardless of the way a request was created, i.e., via a dynamic or static invocation. 

A half-way between static and dynamic invocation is dynamic downloading of stubs 

which can be applied in CORBA clients implemented in Java. In this case, the client code 

can be compiled without employing the IDL compiler (just the knowledge about the inter-

face form will do). 
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3.4.4 Inherent issues 

3.4.4.1 Server objects garbage collection problem 

CORBA addresses the garbage collection problem via the third method (with assistance 

of the clients' code, the server is supposed to keep track of the number of references to a 

given object provided to the outside of the server). It is assumed that if the client to which 

the reference was provided does not need it any more, it lets the server know. For this 

purpose, every CORBA::Object (proxy and the implementation object are considered 

as separate entities - both are CORBA::Objects) possesses the duplicate() method 

to be called if a new reference to this object is to be created. If the reference is not 

needed any more, the release() method of ORB is to be called. However, most of the 

CORBA implementations employ slightly modified semantics of these methods: every 

CORBA::Object is associated with its reference counter, duplicate() increases and 

release() decreased the counter. If the counter reaches zero the object (proxy or the 

implementation object) is disposed. 

3.4.4.2 Persistent remote references 

Object references themselves should be persistent in principle. In its IIOP format, an Ob-

ject Reference contains, in addition to the identification of the target object, the identifica-

tion of the target machine (hostname:socket) together with the interface type_id. 

An Object Reference R is valid until the server deletes the target object of R. However, 

especially for effectivity reasons, the run of a server S which has not been answering any 

request for a time-out period is usually terminated. More specifically, the server's loop 

inherently contained in this operation is terminated after the timeout period expires. Just 

before being actually terminated, S can store its state (this also includes some kind ex-

ternalization of S's objects, e.g., [48]). Thus when a request with R as the target comes 

via ORB and S has been already terminated, S is typically reactivated, the target of R is 

recreated, and its state is internalized again. Currently, the reactivation of servers is done 

in a vendor-dependent way (e.g., Orbix uses loaders for this purpose). With introduction 
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of POA, the reactivation of server has been standardized: a servant manager supplied 

with the server assumes the role of reactivating all necessary server objects. 

3.4.4.3 Transactions 

There is no implicit support for transactions upon remote objects. On the other hand, the 

CORBA Transaction Service (OTS), closely cooperating with the CORBA Concurrency 

Control Service, has been specified. The CORBA implementations supporting OTS in-

clude Orbix and Borland Enterprise Server. The OTS specification [64] addresses the 

problem of respecting the partial ordering of resources in the prepare phase by introduc-

ing synchronization objects which are given a chance to store themselves before the 

very first prepare action starts.  

3.4.4.4 Concurrency in server objects 

In multithreaded servers, standard implementation (language-dependent) synchroniza-

tion tools are supposed to be employed in server object to avoid race conditions. Note 

that the CORBA Concurrency Control Service is used at different level of granularity - it 

provides locking only and was designed in particular to support locking in nested transac-

tion. The other important point is that the implementation of ORB and POA has to reflect 

the multithreading in servers. As multithreading inherently complicates the implementa-

tion, some vendors have offered their ORB alternatively in single and multithreaded ver-

sions (e.g., Orbix). 

3.4.4.5 Applying client-server relation transitively, callbacks 

Applying client-server relation transitively is straightforward in CORBA. Implementing a 

callback from a server S to its client C (via the approach mentioned in section 3.4.4.5) 

typically requires the code of C to include also the library code supporting servers. To 

avoid deadlock when a callback takes place while responding a request from C, the client 
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C has to be of multithreaded implementation, or the callback is to be a one-way (asyn-

chronous) call. 

3.4.5 Reactive programming 

Reactive programming in CORBA is supported by the CORBA Event Service [63]. This 

service provides the event channel abstraction. To an event channel, an object can sub-

scribe as an event supplier or event listener. A supplier generates an event which can be 

associated with event data. Both push and pull models of delivering events to consumers 

are provided. Thus the CORBA Event Service fully implements the Observer Pattern. A 

more sophisticated model of reactive programming, the CORBA Component Model, 

(very similar to Java Beans, Section 3.5.5) is being prepared by OMG [61]. 

3.5 Distributed Objects in Java 

3.5.1 Basic principles 

Currently, there are two ways to handle distributed objects in the Java environment: (1) 

Employing the Java RMI (Remote Method Invocation) service together with the Java Ob-

ject Serialization service, or (2) employing the CORBA IIOP protocol, alternatively: (a) in 

a Java-written client code via stubs which speak the CORBA IIOP protocol, or (b) directly 

in a CORBA ORB fully implemented in the Java environment (e.g., Orbix, Borland Enter-

prise Server). In this section we limit ourselves to RMI (JDK1.2, [99]). 

3.5.1.1 Request & response 

The Java RMI architecture is based on the Broker pattern (Section 3.3.2.1). In addition to 

the classical scenario of a client request targeting a particular interface of a single server 

object, the RMI architecture  is open to support also, e.g., replication of server objects 

(transparent to the client request). At present, the Sun Java RMI implementation includes 

only simple point-to-point requests and responses based upon the underlying TCP-
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based streams; we will further limit ourselves to this variant of RMI. In principle, "server" 

means an object extending the RemoteServer class residing in a JVM (Java Virtual Ma-

chine) separate (in general) to the client's JVM. 

3.5.1.2 Remote reference 

Remote references are handles to remote objects (those implementing the Remote inter-

face). Remote references are not directly accessible; they are encapsulated in proxies 

(stubs and skeletons, see section 3.5.2). A key RMI feature is that, from a client's point of 

view, a remote reference can always be employed only via an interface (derived from 

Remote). This conceptually separates the interfaces and implementations of objects. 

3.5.1.3 IDL Interface 

RMI uses the Java language constructs for interface specification (instead of employing 

a separate IDL language). The rmic compiler generates client stub and server skeleton 

classes to a particular remote object class from the byte code. 

3.5.1.4 Proxy: local representative 

Anytime a remote reference is provided to a client, a proxy is automatically created (if it 

does not already exist). In compliance with the Broker pattern, the proxy supports the 

same remote interface as the target interface. The client always works with a local refer-

ence to the proxy. As for proxy creating, the basic strategy (at least in the current Sun 

Java RMI implementation) is that anytime a remote reference is brought into a Java ad-

dress space, a new proxy is created; thus more proxies can coexist in one address 

space even though they embed the same remote reference. 
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3.5.1.5 Marshalling: transmitting request & response 

RMI uses a proprietary internal format for request and response marshalling. As far as 

parameter passing in remote calls is concerned, local objects are passed by copy using 

the Java object serialization (the objects have to support the Serializable interface). 

When a remote object is passed as a parameter (a reference to a proxy is indicated as 

the parameter) the proxy itself is passed (serialized); this complies with the idea of multi-

ple proxies in one address space (see section 3.5.1.4). As the proxy contains the remote 

reference, the RMI specification [99] also says "a remote object is passed by reference". 

3.5.2  Combining basic principles:  basic patterns 

The RMI architecture is organized in three cooperating layers (bottom-up): transport 

layer, remote reference layer, and stub/skeleton layer. This very much follows the Broker 

pattern - in RMI, the Broker object is implemented by the transport and remote reference 

layers. 

3.5.3 Providing and employing a service 

3.5.3.1 Registering a service with broker 

A server object can implement multiple remote interfaces (those inheriting from Remote). 

Not very much reflecting the key RMI policy to strictly separate interfaces and their im-

plementations (see section 3.5.1.2), a server object is registered together with all the 

Remote interfaces it implements. The actual registration with the RMI Broker (with the 

remote reference layer) is done via the exportObject() method of the UnicastRe-

moteObject class (e.g., it can be inherited into the Remote object implementation). The 

result of the registration is a proxy supporting all of the Remote interfaces the object im-

plements. 
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3.5.3.2 Naming 

At every node supporting RMI, there is the daemon process called RMI Registry. In prin-

ciple, an RMI Registry is a name server which supports a flat name space and registers 

pairs <name, proxy> associated with the Remote objects existing in this node. A Re-

mote object is registered under a chosen name by calling the operation bind() (or re-

bind()) of the RMI Registry at a particular node. The RMI Registry is accessible form 

the outside of the node via its Internet address.  

3.5.3.3 Finding a service, trading 

There is no trading or location service in RMI at present.  

3.5.3.4 Binding 

To establish a connection from a client C to a server object SO located on a node N and 

registered there under the name name_SO, C contacts the RMI Registry at N and via its 

operation lookup() resolves name_SO into the registered proxy of SO; a copy of this 

proxy is delivered to C as the result of the lookup() operation.  Moreover, via introspec-

tion C can get from the proxy the information on all of the Remote interfaces SO (and 

thus also the proxy) supports. The client can of course receive a proxy as a result of an-

other remote call not targeting a RMI registry. The client is bound to a server object at 

the moment it receives the proxy. 

3.5.3.5 Static invocation and delivery 

If the client was compiled with knowledge of the requested service interface, it can use 

the methods of the corresponding proxy via statically encoded calls. Similarly, the corre-

sponding skeleton at the server-side implements static delivery. 
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3.5.3.6 Dynamic invocation and delivery 

There is no support for dynamic delivery on the server side. On the client side, however, 

dynamic invocation is always possible via the implicit opportunity to use the introspection 

features provided for any object to dynamically set up a call of a particular method in one 

of the proxy's interfaces. The key benefit of the Java code mobility is that a proxy code 

can be always dynamically downloaded into a running application (no recompilation is 

necessary). 

3.5.4 Inherent issues 

3.5.4.1 Server objects garbage collection problem 

The RMI system uses the second approach mentioned in Section 3.3.4.1:  it keeps track 

of the live TCP/IP connections. Basically, each registration of a remote reference in the 

RMI Registry implies also one live connection. If the number of live connections reaches 

zero, the server object is handled as if it was a local object in the server's JVM and thus 

being subject to the standard local garbage collection process.  

3.5.4.2 Persistent remote references 

Remote references can be persistent in the RMI system in the following sense. If a client 

uses a remote reference and the connection from its proxy to the target skeleton does 

not exist any more, the corresponding server object can be reactivated supposing it is 

activatable (via the exportObject() method of the Activatable class). In the cur-

rent Sun Java RMI implementation, an activatable object AO can register with the RMID 

(RMI Daemon) running at its node, and, consequently, a remote reference to AO will con-

tain also information on the RMID. In case the remote reference is used and the corre-

sponding connection to the target skeleton does not exist any more, the RMID indicated 

in the reference is contacted instead; the RMID reactivates the server object and pro-

vides the client proxy with an updated remote reference. 
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3.5.4.3 Transactions 

Essentially, JTS is a mapping of the CORBA Transaction Service (see section 3.4.4.3) to 

the Java environment. 

3.5.4.4 Concurrency in server objects 

Following the Reactor pattern [85] in principle, the RMI system can deliver multiple calls 

at the same time to a particular server object and they will be executed in separate 

threads. (Nothing can be assumed about the actual dispatching strategy.) The standard 

Java synchronization tools are to be employed to handle concurrent access/modification 

to the server object's state. For this purpose, Java provides, e.g. the synchronized 

clauses, and the wait, respectively notify methods. 

3.5.4.5 Applying client-server relation transitively 

Applying a client/server relation transitively is straightforward in Java RMI by providing 

the server with a remote reference to another server as described in section 3.3.4.5. 

When a callback from a server S to its client C is implemented this way, deadlock should 

be avoided by creating a dedicated thread to accept the callback in the client (there is no 

guarantee for the number of the threads available for delivering requests, see section 

3.5.4). As an aside, the Java Beans event model (section 3.5.5) can also be also em-

ployed for callbacks (with a significant comfort). 

3.5.5 Reactive programming 

To support the Observer (Publisher-Subscriber) pattern, Java Beans event model is de-

fined in the Java environment. The basic idea behind this abstraction is that a Publisher 

(a Bean) announces a set of "outgoing" interfaces it will call to report on an event (there 

are event objects defined for this purpose).  A subscriber, event listener, implements 

some of the "outgoing" interfaces and subscribes with the Bean [96] to be called on 
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these interfaces. The Bean notifies all of its subscribers by systematically calling the 

method, which corresponds to the event being reported, of all these subscribers. Java 

Beans supports BeanContext services. One of the services is the Infobus [95]. The 

basic idea of the Infobus is that, a subscriber does not have to know the particular re-

mote reference of the Bean notifying of the event in which the subscriber is interested. 

The subscription targets just the common "event bus" and addresses the event directly 

(not a specific source of the event). 

3.6 Distributed objects in COM/DCOM 

3.6.1 Basic principles 

Microsoft's distributed object infrastructure is based on its Distributed Component Object 

Model (DCOM) [56]. It is an enhancement of the Component Object Model (COM) which 

is a means for component-based development in the Windows environment. While COM 

supports component interaction on local machines, both in one address space (process) 

and across separate address spaces, DCOM provides similar functionality across node 

boundaries. We focus on COM interaction across separate address spaces and will em-

phasize some of the key DCOM's architectural enhancements to COM. An important part 

of Microsoft's object technology is OLE (Object Linking and Embedding); originally de-

signed to support compound documents, OLE is mainly a library of predefined interfaces 

and default implementation of some of them. 

 

Figure 12: COM/DCOM based component model. 
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In COM, the key concept is COM object. Here "object" is not a classical object, it is a 

component composed of (classical) objects and providing a set of interfaces to the out-

side. Using the terminology of section 3.3, a client residing in one address space calls a 

remote method of an interface of a COM Object residing in a server (in this paper: server 

COM object, or server object for short). Each interface of the server COM object corre-

sponds to one service provided by this object.  

3.6.1.1 Request & response 

The COM/DCOM architecture is based on the Broker pattern. In COM, a client issues a 

request targeting a particular interface of a server object; the server object can reside in 

the same process as the client does (in process server), in a separate process (local 

server) but on the same node as the client. DCOM supports clients and servers residing 

on separate nodes (remote server). In both COM and DCOM, remote method calls are 

synchronous. In COM, request and responses are delivered via the Lightweight Remote 

Procedure Calls (LRPC); DCOM uses the Object-Oriented RPCs (ORPCs) developed 

upon the base of DCE remote procedure calls from OSF (Open Software Foundation). 

3.6.1.2 Remote reference 

Remote references are handles to server object interfaces. Each of the separate inter-

faces of a server object is associated with its own remote reference. Remote references 

are stored in proxy objects. When used for remote calls, remote references are referred 

to as binding information, which can contain, for example, information on the transport 

protocol, host address, and the port number. When transferred as a parameter of a re-

mote call, a remote reference is referred to as an Object Reference (OBJREF). In DCOM 

an Object Reference is a tuple <OXID, OID, IPID, bind-

ing_info_on_OXID_resolver>. Briefly, OXID (Object Exporter Identifier is identifica-

tion of the server, OID identifies the target object, IPID identifies the target interface, 

binding_info_on_OXID_resolver identifies the resolver process which can resolve 

the rest of the tuple into the corresponding binding information. 
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Figure 13: DCOM remote reference resolution. 

3.6.1.3 IDL Interface 

The IDL language used by COM/DCOM is called MIDL. Interface specifications are com-

piled by the standard Microsoft IDL Compiler (also denoted as MIDL), which creates the 

code of sever stubs and client proxies. However, the code of stubs and proxies is gener-

ated by other Microsoft compilers as well (e.g., by Visual C++). It should be emphasized 

that the binary form of generated interfaces (the physical layout) is predefined in COM. In 

addition, MIDL can generate type libraries (analogous to interface repository entries in 

CORBA). 

3.6.1.4 Proxy: local representative 

Anytime a remote reference is provided to a client, a proxy object is automatically cre-

ated (if it does not already exist) in the client's process. Naturally, in compliance with the 

Broker pattern, the proxy object supports the same interface as the target of the remote 

reference. The client always works with a local reference to the proxy object. The basic 

philosophy is that anytime a new remote reference is brought into a process, a proxy 

object is created; in principle, there is a proxy object per each interface of a server ob-

ject. 
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3.6.1.5 Marshalling: transmitting request & response 

COM uses a proprietary internal format for request and response marshalling. As far as 

parameter passing of remote calls is concerned (with DCOM on mind), data are mar-

shaled in a platform independent format called network data representation. When a ref-

erence to a server object's interface is passed as a parameter (a reference to a proxy 

object is indicated as the parameter), the corresponding tuple <OXID, OID, IPID, 

binding_info_on_OXID_resolver> is passed as explained in section 3.6.1.2. Dur-

ing this process, the necessary stub and proxy objects (see section 3.6.2) are always 

created automatically. 

3.6.2 Combining basic principles:  basic patterns 

COM/DCOM closely follows the Broker pattern. The client-side proxy of the Broker pat-

tern is reflected in a proxy object, and the server-side proxy in a stub object. More spe-

cifically, the direct communication variant of the Broker pattern is employed, as proxies 

directly communicate with corresponding stubs. The Abstract Factory pattern plays a 

very important role in COM/DCOM: In servers, new objects are instantiated with the help 

of object factories. In a server, each of the server COM object (component) classes is 

associated with an object factory instance residing in the server which creates new 

server objects based on this particular class. (To follow the COM convention, we refer to 

"object factory" as class factory.) 

3.6.3 Providing and employing a service 

3.6.3.1 Registering a service with broker 

Compared to CORBA and JAVA RMI, the basic philosophy of remote references in 

COM/DCOM is different: they are not expected to persist; they are not intended to be 

directly used for reactivation of servers (the persistent information necessary do reacti-

vate a server can be delegated to a moniker – see sections 3.6.3.2, 3.6.4.2). The basic 



99 

Chapter 3 - Remoting Middleware – Analysis and Comparison 

 

 

strategy of working with remote objects is that the client asks a remote factory residing 

also in the server for a remote object creation and at the same time indicates the inter-

face used for accessing the object. During this process the corresponding stub and proxy 

objects are created. The proxy object contains the linking information to that particular 

interface of the server object. If the proxy object's reference were not passed as a pa-

rameter of another remote call, no registration with "Broker" would be necessary - the 

linking information in the proxy object would do. However, if such proxy object's refer-

ence passing takes place, the corresponding Object Reference has to be passed instead 

(i.e., <OXID, OID, IPID, binding_info_on_OXID_resolver>). In its target 

node, this tuple has to be resolved into the linking information. Therefore, a server (ob-

ject exporter) has to be registered with the OXID Resolver Process running at its node. 

3.6.3.2 Naming 

There are two separate name spaces used in COM/DCOM, each of them dedicated to a 

particular purpose. The first name space is global and contains the GUIDs (globally 

unique identifiers) used (a) to identify classes of COM objects (these identifiers are called 

CLSIDs) and (b) to identify interfaces of COM objects (these identifiers are IIDs). The 

second, also global name space, names of monikers, contains names of monikers (per-

sistent objects used to internalize and externalize the state of COM objects). The names 

of monikers are based on indication of the URL together with the logical path to data 

stored on a permanent storage (e.g., a file of or an object in COM structured storage).  

3.6.3.3 Finding a service, trading 

There is no trading service available in COM/DCOM. However, there is an option one 

could call emulation service: a class can emulate the functionality of a set of classes be-

ing generic or parameterized via an "emulation configuration".  
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3.6.3.4 Binding 

A client can bind to remote service (an interface of a server COM object) in two ways. 

First, it can ask a known class factory to create a server object and provide access to its 

particular interface, reflecting the basic strategy of work with remote objects. The crea-

tion is done by calling the CreateInstance(...,iid,...) method of the corre-

sponding class factory; iid indicates the required interfaces of the created COM object. 

Second, it can use the method BindToObject() of a Moniker associated with external-

ized state of a remote object. This method either creates a new COM object and internal-

izes its state, or recognizes that such a COM object already exists. In both cases, the 

final effect is that the client is provided with a reference to a proxy object supporting the 

required interface of the server COM object. 

3.6.3.5 Static invocation and delivery 

When the client code was compiled with knowledge of the requested service interface, 

the remote calls can be encoded statically as calls of the proxy object's methods. Recall 

that in COM/DCOM the granularity of proxies is such that there is a proxy object per 

each interface of a server object (see section 3.6.1.4). Similarily, static delivery is done 

by statically encoded calls executed in the corresponding Stub object. 

3.6.3.6 Dynamic invocation and delivery 

As far as dynamic invocation is concerned, COM/DCOM follows very much the approach 

described in section 3.3.3.6. A COM object can support an IDispatch interface (prede-

fined in OLE), the implementation of which is associated with an "indirect interface" (our 

concept). As an aside, a description of this interface's methods is available through a 

type library. IDispatch contains the invoke() method; via its parameter of type 

DISPID, a method of the indirect interface can be called (the call is delegated in the im-

plementation of invoke()). The DISPID value can be obtained from the type library. 

Similarly, another parameter of invoke(), a variant record, supplies the parameters of 
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the delegated call. The supplied parameters are to be provided in an encoded form 

(there are rules for encoding both the simple and composite types). 

As opposed to CORBA, in COM the client decides if the delivery of a call will be dynami-

cal or statically. However, if the call is to be delivered statically, the server object has to 

support a "classical" interface; if the call is to be delivered dynamically, the server object 

has to support an IDispatch interface the implementation of which delegates calls to 

the "classical" interface. However, the server COM object does not have to support both 

interfaces at the same time. If it supports only the IDispatch interface, the client is 

forced to use only dynamic invocation, even though it knows the "classical" interface at 

compile time. To achieve flexibility (and to improve efficiency), COM defines dual inter-

faces. In principle, a dual interface combines both the "classical" interface and the corre-

sponding IDispatch interface. The dynamic invocation is in OLE referred to as auto-

mation. 

3.6.4 Inherent issues 

3.6.4.1 Server objects garbage collection problem 

The cooperative garbage collection technique is employed in COM/DCOM (see section 

3.3.4.1). The reference counting may be, alternatively, applied on a COM object as one 

entity, or separately for each of its interfaces. The first variant is the usual approach. 

However, some of the COM object's interface implementation can be associated with 

large data structures - in a similar case separate reference counting may be applied in 

order to dispose the interface implementation as soon as possible. 

3.6.4.2 Persistent remote references 

In COM/DCOM remote references are not persistent. The way to approximate persis-

tence of remote references and their target server objects is to associate a server COM 
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object with a moniker object and renew the reference via the moniker's BindToOb-

ject() method as described in section 3.6.3.4. 

3.6.4.3 Transactions 

Through the Microsoft Transaction Server (MTS),  transparent addition of transactional 

capabilities to a COM object is possible; references to other COM objects are automati-

cally detected and the target COM objects are made transactional components as well 

(transitive closures of related COM objects are evaluated). Nested transactions are sup-

ported. The heart of the MTS, the MTS Executive, maintains a pool of threads to handle 

requests from clients to (a potentially large) number of transactional COM objects. There 

is another pool of threads to handle database connections. As an aside, COM structural 

storage operations have been announced to be subject to simple transactions in Win-

dows NT 5.0/Windows Server.  

3.6.4.4 Concurrency in server objects 

In COM, there are two basic models of threading related to access to the objects made 

externally available by servers (to server objects): the apartment model and the free 

threading model. For a server object, being in an apartment means that there is only one 

thread to call its methods in response to the requests incoming from clients; in other 

words, the methods of all its interfaces are implicitly mutually excluded and no synchro-

nization is necessary. On the contrary, if the free threading model is applied to the ad-

dress space a server object resides, the methods of all its interfaces can be called and 

executed simultaneously by any number of threads. Appropriate synchronization has to 

be applied in implementation of these methods to handle the concurrent ac-

cess/modification to the server object's state. 
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3.6.4.5 Applying client-server relation transitively 

Applying client-server relation transitively is straightforward in COM/DCOM. To avoid 

deadlock while emulating a callback from a server s to its client C (via the approach 

mentioned in section 3.3.4.5), the client C has to be of a multithreaded implementation 

(the free threading model has to be applied at the client side). 

3.6.5 Reactive programming 

To support the Observer (Publisher-Subscriber) pattern, COM/DCOM provides connec-

tion points and outgoing interfaces. The basic idea behind this abstraction is that a Pub-

lisher announces a set of interfaces it will call to report on an event (although no event 

object is defined). Each of these "outgoing" interfaces has to be implemented by a sepa-

rate connection point object. A subscriber, sink object, implements some of the outgoing 

interfaces and subscribes with the particular connection point(s). When asked by Pub-

lisher, the connection point notifies all of its subscribers by systematically calling the 

method that corresponds to the event being reported in all of its subscribers. 

To become a publisher, a COM object implements the IConnectionPointCon-

tainer interface and creates at least one connection point object (which implements the 

IConnectionPoint interface).  

3.7 Conclusion 

We have provided an architectural overview of current distributed technologies. In princi-

ple, our attempt for architectural analysis, based on a relatively small number of design 

patterns, has illustrated what is intuitively obvious but hard to grasp when looking on 

each of the distributed object platforms separately: These platforms are based on the 

same principles and have to solve similar issues; however their descriptions often speak 

different languages. 
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In this overview, we did not target all of the issues related to the distributed object tech-

nologies and platforms.  Beyond the basic principles, basic patterns, provision and em-

ployment of a service, and inherent issues we focused on, attention should also be given 

to security and benefits of code mobility over the Internet. Both of these areas have be-

come very broad and deserve at least a separate paper. 
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4 Web-based Middleware 

Has been published as: Web Services – Beyond Component-Based Computing – Seek-

ing a better solution to the application integration problem. 

In: Communications of the ACM, Volume 45, Issue 10, 2002 

Author: Michael Stal 

“As long as there were no machines, programming was no problem at all; when we had a 

few weak computers, programming became a mild problem, and now that we have gi-

gantic computers, programming has become a gigantic problem.” —Edsger W. Dijkstra, 

ACM Turing Award Lecture, 1972 

4.1 Abstract 

With the introduction of middleware technologies such as COM+ or Enterprise Java-

Beans, component-based software development has finally become a major trend, at 

least when we focus on enterprise solutions. In addition, Web technologies such as XML 

have gained broad application throughout the industry. In almost all solutions HTTP is 

leveraged as a bridge between the front-end Web browsers and Web servers, while 

components are used to implement workflow and persistent state in the back-end. Al-

though the back-end has been subject to change, especially in recent years, the front-

end has remained almost unchanged: it still uses a HTML-driven paradigm to transfer 

and display Web pages from Web servers to human users.  
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4.2 Motivation 

The naive combination of component-based middleware and Web technologies in order 

to integrate business processes and applications has proved to be insufficient for many 

reasons. For instance, this type of simple integration approach does not consider issues 

such as integration of different data models, workflow engines, or business rules, to 

name just a few. Enterprise Application Integration (EAI) solutions have become so wide-

spread in B2B environments because they try to solve most of the aforementioned is-

sues. However, the available EAI solutions are proprietary, complex to use, and do not 

interoperate well with each other. Thus, the question arises: Is there a better way to 

solve the integration dilemma, with a simple and interoperable solution? One solution is 

described here. The basic idea is to build Broker-based middleware using Internet proto-

cols such as HTTP and XML as a data marshaling solution. This is the essence of Web 

services. 

4.3 If Web Services are the Answer, What Exactly Is the Problem? 

In the last few years, Web-based network technologies have become increasingly impor-

tant for IT solutions. This trend leads to fully connected information systems, but also 

causes a number of problems developers must address. For example, all kinds of de-

vices should be able to be connected to network-based systems. Software systems are 

expected to drive business processes that are no longer constrained by computer related 

or company-related boundaries. Hence, one question needs to be resolved in this con-

text. How can we connect isolated islands to produce integrated solutions? 

Technically, the integration problem can be partitioned into a set of aspects emerging on 

different layers. The heterogeneity in these layers is primarily caused by different: 

• network technologies, devices, and OSs; 

• middleware solutions and communication paradigms; 
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• programming languages; 

• services and interface technologies; 

• domains and architectures; and 

• data and document formats. 

Even worse, the problem becomes a multidimensional problem when integrated solu-

tions must also cope with non-functional requirements such as security aspects, avail-

ability, transactions, to name just a few. 

All these facets of heterogeneity have offered many benefits and were intentionally 

brought into IT solutions. 

As a consequence, the goal should not be to try and eliminate the heterogeneity, but to 

help developers to master it and manage it. There have been many approaches to inte-

grate heterogeneous technologies. 

However, these EAI technologies cannot provide a common solution because they try to 

solve the problem using an (incomplete) set of proprietary technologies. For example, 

when multiple companies integrate systems that were themselves integrated using dif-

ferent EAI products, developers face the recursive problem of integrating integration so-

lutions. Hence, it is necessary to establish a holistic, commonly accepted and standard-

ized approach instead of the proprietary solutions mentioned here. In this approach the 

systems and technologies remain heterogeneous, but their interface and collaboration 

patterns are standardized using lightweight standards such as XML and Internet proto-

cols. 

OO middleware and component technologies such as EJB, CORBA, or COM+/.NET 

have already helped to solve many integration problems without causing architectural 
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drift. What about combining Web technologies with OO middleware technologies? Fi-

nally, we have entered the world of XML Web services. 

4.4 Architectural Perspective 

4.4.1 Basic Patterns 

To understand the evolution initiated by Web services and the relationship of this tech-

nology to existing approaches, it is necessary to address the architectural concepts of 

existing middleware. What are the fundamental software patterns of OO middleware so-

lutions and how do they map to Web service infrastructures? 

4.4.2 Using Client and Servant Proxies 

One of the primary issues when implementing OO middleware is the provision of loca-

tion-transparency and the hiding of communication details from the programmer. 

Examples of such low-level details include the data encoding and the communication 

protocol used. A common and proven solution to this problem is the application of the 

well-known Proxy design pattern [14]. 

The basic idea behind this pattern is to introduce a proxy component as an intermediate 

layer between the client and the servant (see Figure 14). The proxy resides within the 

address space of the client and implements exactly the same interface(s) as the servant. 
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Figure 14: Proxy component as an intermediate layer between client and servant. 

Aggregation of interfaces might be provided by the Extension Interface design pattern 

[85]. Using this approach, a client can remain oblivious to any details related to distribu-

tion, such as the servant location or communication protocols used. At runtime, the proxy 

acts as an interceptor. It intercepts the client’s method requests, obtains all arguments 

from the stack, and wraps the information in packets according to the wire format of the 

underlying communication protocol. Then, it sends the data directly to the servant. Fi-

nally, the proxy retrieves the results from the servant, copies them to the client’s stack, 

and returns to the caller. From the client perspective all communication-related activities 

are hidden by the proxy. The solution developed so far is somewhat oversimplified: an-

other proxy needs to be introduced on the servant side for the same reason we have 

introduced a proxy on the client side. The servant proxy is introduced to free the servant 

from knowledge such as the client location and the details of the communication proto-

col. 
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Figure 15: Extension Interface design pattern. 

In summary, communication is never handled by clients and servants directly. Instead, 

intermediaries called proxies take responsibility for location and communication aspects. 

This property is often denoted as distribution transparency. An interesting issue arises 

when dealing with this kind of proxy-based approach. How should we structure the rep-

resentation of requests, responses, and faults?  

Basically, client and servant programmers prefer a method invocation paradigm that fits 

nicely into the object models of their favorite programming languages. However, ulti-

mately every communication paradigm is layered on top of a low-level transport protocol 

such as TCP/IP. As a consequence, each remote communication must be handled by 

message passing. Thus, in the guts of every implementation requests, responses, and 

faults are represented as first-class objects upon transmission over the wire. For exam-

ple, each method request might be encapsulated by a structure such as the following: 

 
struct MethodRequest { 

String obj_reference; 

String method_name; 

Object[] arguments; // in and in/out-arguments 

// a lot of organizational overhead 

} 
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4.4.3 Broker Architectures  

The usage of proxies is not sufficient for implementing remote method invocations, be-

cause some forces are not addressed by the Proxy design pattern. For instance, in a 

pure proxy based solution, location information is separated from clients and servants by 

the proxy layer. Within the proxies themselves, however, location information must be 

hard-coded, thus restricting both location and migration transparency. Another unre-

solved problem with the Proxy design pattern is the issue of servant activation and deac-

tivation. In a naïve approach, servant implementations would be activated at system 

startup and deactivated at system shutdown. 

Since servants are mostly idle between creation and removal time, this would lead to 

unacceptable high resource usage and low scalability. To solve these problems addi-

tional participants need to be introduced in the overall architecture of OO middleware 

[14], as shown in Figure 16(a). The broker component denotes a globally available par-

ticipant that maps logical servant references to physical server locations. In addition, a 

broker is in charge of handling activation and deactivation issues, but we will not discuss 

this issue here for the sake of brevity. 
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Figure 16: a) The broker component maps logical server references to physical server locations; b) multiple 
servants may reside within the same server. 

To reduce the number of operating system processes required multiple servants may 

reside within the same servers—see Figure 16(b). In this case, the server must provide 

dispatch functionality to dynamically map and forward method requests to the correct 

servants. In contrast to the previous proxy-based scenario, servers (or, alternatively, ser-

vants depending on the concrete implementation) register with the central broker com-

ponent using a shared library or central data store. Typically, they obtain a free port from 

the broker that they use to listen for incoming requests. In other variants, the servers 

might themselves determine their communication ports. Client proxies in both variants 

don’t carry any hard-coded location dependencies. Instead, they access the broker on 
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initial communication establishment to retrieve the servant’s communication endpoint. 

After a communication channel is established, the message flow between client and 

server proxies is transmitted through this dedicated channel. In summary, the Broker 

architectural pattern introduces a central repository to map logical object references to 

physical ports. 

4.4.4 Generation of Glue 

Assuming that Broker-based architectures are used to implement efficient OO middle-

ware, one question still needs to be addressed: Who is in charge to provide all of these 

necessary proxy implementations? Obviously, it is not feasible to handcraft the proxies, 

because this activity is tedious, error prone and time-consuming, even for trivial exam-

ples. 

Thus, the generation of “glue” should be automated in a perfect world. If glue generation 

is supposed to be handled automatically by tools, a means must be provided to express 

structural interface-related information as well as deployment issues in a platform-, 

communication-, and possibly even programming language-independent way. For this 

purpose, an interface description language is introduced. Interfaces could be described 

in the programming language of choice using coding conventions to restrict the interface 

specifications according to the limitations imposed by the underlying distributed object 

model. Another option is to introduce a language-independent interface definition lan-

guage. No matter which decision is taken, a generator is used to parse the interface 

definitions and automatically generate client-side proxies and server side proxies. 

4.4.5 Web-based Middleware 

The Broker pattern [14] describes the common architectural concepts behind OO mid-

dleware such as OMG CORBA, Microsoft COM+, or Java RMI. Despite their common 

architectural foundation, these concrete implementations differ in many aspects, most 

notably in the object models provided, as well as in the implementation of their applica-
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tion-level communication protocols and marshaling code. In addition, all of these tech-

nologies were not implemented with the Web in mind. As a consequence, additional ef-

forts are required to transmit CORBA or COM+ method requests seamlessly over HTTP. 

Such solutions are indeed available today, but rely on proprietary approaches. Thus, it is 

almost impossible today to invoke a CORBA servant from a Web-based COM client. Ob-

viously, integrating existing OO middleware into the Web has not solved the interopera-

bility problems. So what about integrating the Web into OO middleware? If we were go-

ing to implement a Broker architecture using Internet protocols and XML, how would we 

design such Web based middleware? 

• Step 1: Implementing the Protocol. The fundamental layer of each middleware is 

the implementation of the communication protocol(s). A protocol defines syntax, 

semantics, and order of messages exchanged between peers. To implement a 

transport protocol for Web-based middleware, Internet standards such as HTTP 

must be leveraged. In addition, we must provide a self-describing data representa-

tion format to structure and encode the messages exchanged between client-side 

and server-side proxies using this transport layer. As a matter of fact, XML de-

notes the basic means to express data representation formats. All of the require-

ments for providing a Web based communication protocol are already fulfilled by 

the Simple Object Access Protocol (SOAP)—see http://www.w3.org/2002/ws/—

which provides all those facilities mentioned previously. It leverages XML to struc-

ture messages and Internet protocols such as HTTP, SMTP, FTP or Telnet as 

message carrier. In the following, an example the encoding of a simple service re-

quest is illustrated. The method getPhoneNumber expects a string as parameter. 

All relevant data is contained within the sub-element. Optional headers help to 

send additional context. 
<soap:Envelope> 

<soap:Body> 

<soap:Header> 

<transaction> 

<soap:mustUnderstandstand= “true” 

xmlns= “http://tx.com”> 

<id> 12345678 </id> 

</transaction> 
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<soap:Header> 

<soap:Body> 

<m:getPhoneNumber> 

<theName> Bill Gates </theName> 

<m:/getPhoneNumber> 

</soap:Body> 

</soap:Envelope> 

• Step 2: Implementing an Interface Definition Language. In the next implementa-

tion step, an interface definition language is introduced to express structural and 

deployment information in an implementation-neutral fashion. From the specifica-

tions written in this language, tools will automatically generate the implementa-

tions of client-side and server side proxies. Again, XML represents the appropriate 

means to define such a data representation language. As a result WSDL (Web 

Services Description Language)—see www.w3c.org/TR/wsdl—was created pro-

viding the following constituents: 

o Types are used as core elements to build messages (XML Schema Nota-

tion). 

o Messages define packages exchanged within a single message transfer. 

Requests and responses represent separate messages. 

o Porttypes group messages to abstract operations. 

o Bindings map Porttypes to concrete protocols. 

o Ports denote the concrete communication addresses of services. 

o A Service comprises a collection of ports. 

• Step 3: Implementing a Service Directory. Before a client can access a service, it 

must find the service. For this purpose, a central broker must be available that al-

lows implementers to register their services as well as clients to locate these ser-
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vices. Again, XML denotes the core technology to store and retrieve service regis-

trations. UDDI (Universal Discovery, Description, and Integration)—see 

www3.ibm.com/services/uddi/standard.html—provides all functionality expected 

from a service broker. In UDDI, servers use the Publishers API to register services 

as well as additional business information with the global repository (see Figure 

17). 

 

Figure 17: Example of an UDDI server scheme. 

4.4.5.1 A Broker Is Not Enough.  

As was illustrated, Broker-based Web service implementations abstract away many low-

level communication details. The main aspect they offer is the seamless (platform-

independent) integration of programming language object models into a distributed con-

text. For building sophisticated solutions it is not sufficient to provide a stack of protocol 

layers, there are many problems that must additionally be solved—a few examples in-

clude: 

o Information and services must be consumable from any device, any time, any place. 

For this purpose, a device-independent framework needs to be available. This can be 
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effectively achieved by providing a virtual execution system such as the Java VM or 

Microsoft’s CLR. 

o Web-based, front-end layers must provide both Web server functionality and Web 

service provisioning. 

o Web services infrastructures should support context information such as transaction 

IDs, security information, and location. Thus, the result of a Web service computation 

does not only depend on the (functional) arguments but also on the context of the 

service invocation. 

o Web services are no islands. They can be connected to complete workflows, thus 

addressing B2B and B2C contexts. Workflow engines control both the computation 

flow and the application of business rules. They often represent gateways to existing 

back-end servers such as database systems, ERP servers, mainframes, or legacy 

code. Therefore, strong support for back-end integration is required. This is the major 

reason why existing OO middleware does not become obsolete due to Web services. 

In fact, OO middleware and especially component technologies such as EJB will be-

come more important as an integration layer. 

o Reuse and integration are supported by introducing core services application pro-

grammers might facilitate. For instance, calendar services, single sign-on functional-

ity, and events are potential candidates for such reusable horizontal services. 

Web services solutions cannot restrict themselves to UDDI, WSDL, and SOAP, because 

the development of sophisticated applications requires more than just a few communica-

tion layers. Instead, Web services protocols need to be supplemented by many addi-

tional technologies. In the future, whole Web service frameworks will be available ad-

dressing all or at least most of the issues explained here. Solutions such as Microsoft 

.NET and Sun ONE are only the beginning. 
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4.5 Integration via Web Services 

As discussed in the previous section, Web services represent an integration technology. 

In contrast to other approaches such as proprietary EAI solutions, they are completely 

based on Web standards and XML. In combination with other standards they can help 

solve different kinds of integration problems: 

o Web services frameworks as proposed here include virtual execution engines that 

can be ported to new environments very quickly, thus providing immediate platform 

integration. With platform integration we can hide dependencies on devices, operat-

ing systems, middleware solutions, and programming languages. 

o On the low-level communication layers Web services protocols such as SOAP, 

WSDL, and UDDI help to easily integrate existing OO middleware into the Web, and 

vice versa. Many products are available to connect CORBA, EJB, COM+ or .NET-

systems via Web services. In addition, Web server implementations such as IIS or 

Apache can be extended to deliver both Web services and Web pages. 

o To integrate isolated workflows and services, a XML-based Web Services Flow Lan-

guage (WSFL) has been proposed by IBM. However, this technology is immature and 

further research needs to be done in this area. 

o When documents and data are going to be exchanged between heterogeneous ap-

plications, mappings must be provided to adapt these proprietary entities to the for-

mats the receivers understand. X-Schema, XSLT, and related standards are consid-

ered ideal solutions for this kind of data representation and transformation. 

o In the future context information exchanged between Web services and their clients 

should be standardized, thus enabling even integration at the level of horizontal ser-

vices. 
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4.6 Conclusion 

Web services are a promising technology that will increasingly help to integrate hetero-

geneous islands to homogeneous component-based solutions. This evolutionary tech-

nology is solely based on the architectural concepts of OO middleware as well as on 

widespread and commonly accepted standards such as XML and Internet protocols. This 

is why key players such as Sun Microsystems, Microsoft, IBM, BEA, and Hewlett-

Packard consider Web services the major technological trend of tomorrow’s networked 

computing. 

However, developers should keep in mind that Web services are still a fast moving target 

and an immature technology. Today, early adopters should be aware of the issues and 

liabilities of using less-than mature technologies. Interoperability between different im-

plementations cannot be guaranteed because core standards are open to interpretation 

such as WSDL, only rarely used such as UDDI, or not fully implemented such as SOAP. 

Exchange of context information, such as user credentials, QoS properties, user prefer-

ences, or transaction information is not standardized. Solutions for embedded and mo-

bile devices are already available, but are restricted to a small set of devices, only offer a 

subset of functionality, and are not adequately supported by tools. Despite what the term 

SOAP (formerly known as Simple Object Access Protocol) suggests, Web services lack 

OO concepts such as inheritance, polymorphism, and even the notion of objects. None-

theless, Web service frameworks provide the appropriate solution for the agility require-

ments that software engineering must cope with today and perhaps will encounter in-

creasingly in the future. Existing OO middleware such as CORBA, EJB/RMI, and 

COM+/.NET may be still necessary to implement sophisticated back-end services, but 

Web Services come into play when these islands must be connected to full-blown net-

worked systems. What a brave new interconnected world. 
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5 Service-Oriented Architecture Princi-
ples and Technologies 

Has been published as: Using Architectural Patterns and Blueprints for Service-Oriented 

Architecture. 

In: IEEE Software, Volume 23, No 2, March/April 2006 

Author: Michael Stal 

5.1 Abstract 

Using software patterns and blueprints to express a service-oriented architecture’s fun-

damental principles supports the efficient use of SOA technologies for application devel-

opment. 

5.2 Context 

If you’re a software expert, you’ve almost certainly encountered the topic of service-

oriented architecture in recent years. However, most publications fail to explain SOA or 

simply assume it merely defines a synonym for a stack of XML Web service protocols 

and standards. In fact, there are many possible views of SOA—most of which focus on 

technologies and implementations for service orientation rather than the architecture. 

SOA in its fundamental core doesn’t simply define an implementation technology but an 

architectural solution for a specific design problem in a given context—with XML Web 

services being just one possible implementation technology. 
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Understanding SOA and all of its implications for software applications requires introduc-

ing a set of architectural principles that define SOA more concretely. Once developers 

understand the SOA paradigm from an architectural perspective, they can better lever-

age SOA implementations. 

As with many other technologies for developing distributed systems, ensuring transpar-

ency—hiding the underlying communication structure’s implementation details—helps 

developers focus on domain-specific problems. However, many forces in addition to 

transparency drive service-oriented applications. To build software applications that not 

only consider the functional specification but also meet operational and developmental 

properties, developers must understand the underlying architectural principles. 

So, how can we effectively define and express SOA’s core principles? Software patterns 

are perfect for this. Contrary to common belief, software patterns are useful not only for 

building new software applications but also for understanding existing applications and 

their platforms. Patterns don’t completely cover all general-purpose or domain-specific 

areas, but architectural blueprints—which aren’t full-blown patterns but reveal the same 

properties — can fill the remaining gaps. Furthermore, software patterns and blueprints 

can accommodate both forward and reverse engineering. 

Here, I illustrate both directions using SOA as an example. Using the core SOA princi-

ples I’ll introduce, software architects can derive best practice pattern systems and cata-

logs that illustrate   how to leverage existing SOA technologies.  

5.3 Driving forces 

The central objective of a service-oriented approach is to reduce dependencies between 

“software islands,” which basically comprise services and the clients accessing those 

services. 

These service-oriented software systems need to balance the following forces: 
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5.3.1 Distribution 

From a logical perspective (but not necessarily in the physical implementation, since 

some layers and components might be collocated), the software environments under 

consideration consist of different software entities running on different network nodes 

that might need to cooperate via a communication protocol. 

5.3.2 Heterogeneity 

The distributed software entities typically reside in heterogeneous environments, so cli-

ent developers can’t control remote services’ implementation details. Also, service de-

velopers can’t assume a priori which kinds of clients will use the services and in which 

contexts. 

5.3.3 Dynamics 

The software systems mostly comprise highly dynamic environments, so designers can’t 

statically predefine many decisions, because the decisions must be dynamically config-

ured at runtime. 
 

5.3.4 Transparency 

Remote-services providers and consumers should be oblivious to the underlying com-

munication infrastructure’s implementation details. We can also derive transparency from 

the heterogeneity and dynamics. 
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5.3.5 Process-orientation 

Services often implement fine-grained functionality, while clients need to compose ser-

vices that result in more coarse-grained building blocks. So, it’s essential to compose 

multiple services for coordinated workflows. 
 

5.3.6 Implications 

According to existing literature, these forces help drive loosely coupled systems [44]. I 

thus describe the SOA mantra as loose coupling. To balance these forces and enable 

loosely coupled software applications, the underlying distribution and communication 

infrastructure must follow architectural principles that support these forces. 

5.4 Architectural Principles 

5.4.1 Forces 

Many publications define SOA using a ternary relationship model that depicts the main 

SOA participants and their dependencies. Service providers register their services with a 

central repository, and service consumers query the repository for the services they 

need. 

Once clients have identified the right services within the repository, they can directly in-

teract with those services. 

This generic model doesn’t explain the differences between standard middleware and 

the service-oriented approach. It turns out that the model applies to all kinds of distribu-

tion middleware including CORBA, a Distributed Component Object Model, Java remote 

method invocation (RMI), and .NET Remoting. 
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Refining this model for an SOA context requires defining the following aspects in more 

detail: 

• Interfaces and contracts: How can service providers describe the services and 

contracts offered to the client? How can clients understand and access these ser-

vices? 

• Communication: Which communication styles are available for client-services in-

teraction? What is the transmitted information’s content and semantics? 

• Service lookup and registration: How can service providers make their services 

known to clients, and how can clients locate the services they require? 

• State and activation: How does the infrastructure deal with state information and 

activation issues, especially when it uses stateless communication protocols and 

services internally? 

• Processes and their implementation: If clients must combine different independent 

services to complete processes, how can the infrastructure support service coor-

dination and orchestration? 

I can answer these questions using the architectural principles to which an SOA must 

conform. (I could cover other issues here, such as versioning and security concerns, but 

instead I spend more time elaborating on the architectural principles.) 
 

5.4.2 Interfaces and contracts: Loose coupling 

To decouple clients from service implementation details and decouple services from cli-

ents, the Bridge pattern [33] separates the service interface (see the Explicit Interface 

pattern [13]) from the service implementation (see Figure 18). Clients access an explicit 
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service interface, which delegates all incoming client requests to the actual service im-

plementation. 

 

Figure 18: The Bridge pattern decouples clients and service implementations using interfaces as abstraction 
layers (italics indicate an abstract class). 

So, you can change the service interface without changing the service implementation, 

and vice versa. Interfaces aren’t necessarily limited to method invocation interfaces, at 

least not on the physical layer. They might also be signal-, message passing-, or event-

based. 

On the client side, the Proxy pattern [33][14] shields clients from all communication ac-

tivities with the service, thus enabling distribution and transparency. If protocol inde-

pendence is important, we might further refine the proxy implementation using the For-

warder-Receiver pattern [14].This pattern introduces forwarder components (which for-

ward messages to a remote peer) and receiver components (which receive the mes-

sages from the remote peer) as additional participants for hiding the underlying commu-

nication infrastructure’s details. It might also help foster dynamics by flexibly loading for-

warders and receivers at runtime. 

Describing and implementing interfaces are important with respect to heterogeneity. If 

clients and services can use different implementation technologies, developers must be 

able to define and express interfaces in a technology-agnostic way. Thus, clients and 

services must stick with a least common denominator. Proxies and bridges must provide 

a type mapping layer for marshaling and demarshaling data types between heterogene-
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ous clients and services as well as between the communication layer and programming 

language at runtime. 

An interface description language (which denotes a kind of Domain Specific Language) 

allows an explicit definition of the concrete contract between a service and its clients. 

The constituents of this contract might include 

• the description of the service’s functionality as well as preconditions, post condi-

tions, and invariants; 

• the service’s physical location; 

• a semantic description of the service; and 

• quality-of-service and contextual information. 

The Reflection pattern can help supply and leverage this kind of meta-information [14]. 

The Interpreter pattern [33] supports the development of generators that use the Reflec-

tion pattern to dynamically reflect over the interface descriptions and use the information 

to generate all necessary artifacts such as proxies or bridges either statically or dynami-

cally. 

5.4.3 Communication: Message-exchange patterns 

To provide loose coupling and flexibility with respect to communication, an SOA must 

support various communication styles — for example, one-to-one and many-to-many 

communication and event- and remoting-based communication. On the bottom layer, 

clients and services communicate asynchronously by exchanging messages using vari-

ous message exchange patterns. In the Message Passing blueprint, clients and services 

communicate by transmitting messages. Consequently, communicating peers must es-

tablish a direct communication channel to send messages to their remote peers. 
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However, for high flexibility and dynamics, communicating peers shouldn’t transmit mes-

sages across a fixed communication line but rather through dynamic message routes. 

Applying the Store-and-Forward blueprint (or Message Queue blueprint; see 

http://www.michael-stal.com ) introduces additional queues to store messages temporar-

ily, forwarding them when the next receiver becomes available. So, no direct communi-

cation link exists between the client and service, and no tight coupling occurs between 

communication partners. (The detailed concepts of message-based communication ap-

pear elsewhere [41]). 

When heterogeneous software entities send messages back and forth, it’s essential that 

peers agree on a common format for the message packets (also called documents). 

Otherwise, the receiver can’t interpret and understand the message. Two approaches 

exist for determining the format. In the first approach, for each communication relation, 

the peers individually agree on a concrete message structure and semantics. This ap-

proach leads to a combinational explosion if many peers are available. Additionally, ap-

plications must manually process messages. 

In the second approach, a standardized specification defines the message content and 

semantics. This is less flexible but more convenient, because it allows automating mes-

sage processing. 

We can divide documents into a body that contains the actual message and an optional 

part that carries additional information such as quality-of-service properties or routing 

information. 

Interceptors [85] are available on the client and on the server side responsible to auto-

matically and transparently create and process these additional out-of-the-band proper-

ties such as security information, other quality-of-service properties, and service-level 

agreement information. 
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The communication protocol can support sending documents as binary units or plain text 

(for example, XML). Concrete SOA implementations might use both options. 

Because transparency represents a driving SOA force, implementing a message ex-

change in the infrastructure’s communication-specific parts doesn’t imply that clients and 

services must interoperate in a message-oriented way. When system developers place 

the Broker pattern [14] above the message-based communication protocol, client- and 

server-side proxies and bridges hide communication internals and provide a synchro-

nous invocation-based view of communication. In this case, additional patterns help deal 

with asynchronous messaging idiosyncrasies. 

For example, the Asynchronous Completion Token pattern [85] applies to an associate 

reply with request messages by piggy-packing unique out-of-the-band tokens together 

with the messages themselves (so it includes additional information not related to the 

actual communication). 

Patterns such as the Observer pattern [33] and the Reactor pattern [85] help deal with the 

asynchronous reception of reply messages. 

5.4.4 Service lookup and registration 

To access a specific service, a client must first locate it. Developers can hard-code loca-

tion information in the client code, but this leads to tight coupling. It introduces location 

dependencies in client implementations, which results in additional liabilities such as re-

duced fault tolerance. A more flexible approach is to apply the Client-Dispatcher-Server 

pattern [14]— a constituent of the Broker pattern.  

The Client-Dispatcher-Server pattern introduces an additional intermediate actor, the 

dispatcher, between clients and services. Service implementations register their services 

with the dispatcher, which acts as a service (information) repository. Clients query the 

dispatcher for available services. I can further improve this kind of loose coupling by add-
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ing yet another indirection layer. Instead of maintaining service locations in its repository, 

the dispatcher might maintain interface descriptions to enable late binding strategies and 

flexible service discovery. For instance, if the same service is available from different 

implementations, a client might want to query the repository for additional information, 

such as quality-of-service aspects, to determine the most appropriate service implemen-

tation. 

How clients specify services and their locations is also important. For example, clients 

might use opaque references, port numbers, or URLs to specify services, depending on 

the concrete communication protocol available. 

Removing the clients’ and services’ dependency on the service repository’s concrete 

location further improves loose coupling. So, the dispatcher turns into a proxy component 

that doesn’t maintain service information locally but provides transparent access to re-

mote repositories with the actual information. These repositories might be available at 

predefined locations, or clients could dynamically locate them. 

For this purpose, the Lookup pattern [47]  is a more reasonable choice, especially in the 

context of peer-to-peer networks. 

5.4.5 State and activation: Services and singletons 

Loose coupling and scalability increase when communication protocols and services 

don’t maintain state information across multiple message exchanges. Service implemen-

tations may be provided as a single object (for example, using the Resource Lifecycle 

Manager pattern [47]). Different optimizations are possible when services and protocols 

are stateless, such as 

• on-demand activation (Activator pattern - see chapter 7) or eviction of services 

(Evictor pattern [47]), which reduce resource contention, or 
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• preinstantiation of multiple service instances in an object pool  [47] to improve ser-

vice access time, especially when many clients are accessing the service. 

Although the fundamental SOA infrastructure strives for statelessness, circumstances 

exist under which we must preserve the state and identity in client-service interactions: 

• Service affinity: When services are associated with concrete entities, clients 

sometimes must address a concrete service instance that represents exactly a 

particular logical or physical entity. 

• Sessions: For efficiency reasons, some services might provide information in sev-

eral chunks or otherwise depend on the results of previous interactions. Thus, the 

service must maintain session information for its clients. Patterns such as Caching 

or Lazy Acquisition [47] are helpful here. 

In both cases, the solution consists of providing additional context information that’s 

transmitted in all message exchanges. We can again use the Asynchronous Completion 

Token pattern. 

For service affinity, a token helps represent a specific service instance. The service im-

plementation can use the token to dispatch a client request to the specified instance. 

Alternatively, the service singleton can use the token to assume a specific identity. 

To maintain session information, the token can serve as a session database’s primary 

key. Typically, the service uses the token as a primary key for a back-end database or 

file system that persistently retains the session information. But how can the service de-

termine when the session ends? One possible option is to introduce leasing strategies 

[47]. 

So, the SOA implementation can manage state and identity information, or applications 

can manage the information manually. For transparency reasons, the first alternative 



132 

Chapter 5 - Service-Oriented Architecture Principles and Technologies 

 

seems more appropriate. Of course, the infrastructure must beware of security issues 

such as token spoofing and reuse. 

5.4.6 Processes and their implementation: Coordination and orchestration 

In contrast to standard distribution middleware such as CORBA or Java RMI, an SOA 

implements processes as first-class entities. 

Clients compose unrelated and independent services to processes to achieve a common 

goal that they couldn’t reach using a single service.  

For easy service composition, a language should be available that lets developers de-

scribe processes in a higher layer of abstraction instead of forcing clients to invoke all 

required services from within a standard programming language (using the Language 

blueprint [27]). From the process descriptions, a model-based generator creates new 

macro services that aggregate finer-grained services according to the process descrip-

tion. 

Unfortunately, it’s rarely sufficient to simply access a collection of existing services in an 

uncoordinated way. Often, the composition process must meet additional coordination 

requirements. Some scenarios require service compositions to behave in a transactional, 

atomic way—for example, if a critical service fails, the composition process must at least 

partially roll back the results of previous service invocations. The Coordinator pattern 

deals with this issue by introducing a central coordination instance [47]. Depending on 

concrete application requirements, the coordinator should apply the Strategy pattern [33] 

to let process initiators switch between different coordination strategies. For example, in 

the transaction example, the choice might be using a Two-Phase Commit pattern for 

transaction control or applying the Compensating Transaction blueprint [6]. The Asyn-

chronous Completion Token pattern can enable this kind of service orchestration by pro-

viding a coordination context [85]. 
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5.5 Concrete technology examples 

The SOA paradigm is agnostic with respect to specific technologies and implementation 

options. Possible implementation technologies include XML Web services, Object Man-

agement Group CORBA, Java RMI, .NET Remoting, email, Message-Oriented Middle-

ware (MOM), or TCP/IP. Even real-world mail services apply most of the architectural 

principles. 

For the sake of brevity, I discuss only a MOM example here. 

It’s easy to apply MOM — such as the IBM MQSeries, Microsoft Message Queuing 

(MSMQ) services, or Java Message Service—when implementing the SOA paradigm. 

5.5.1 Interfaces and contracts 

In MOM, interfaces only comprise functionality for forwarding and receiving messages 

using simple message queues. Developers can implicitly specify service interfaces with-

out involving the underlying middleware. 

Messages have a predefined internal structure, but application developers can transfer 

deliberate content such as raw data, text, or streams within these messages. Method-

based brokers can hide the underlying middleware’s message-oriented nature. For ex-

ample, in Microsoft COM+, queued components are implemented on top of MSMQ. As a 

consequence, each service interface is made explicit using the Component Object Model 

Interface Definition Language to specify the external interfaces of queued components. 

In other words, a particular domain-specific language is leveraged that maps domain-

specific interface descriptions and service contracts to implementation artifacts that hide 

the underlying middleware from application developers. 
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5.5.2 Communication 

MOM implementations are based on proprietary protocols. They provide a message 

passing approach whereby message producers send messages to either one or multiple 

receivers respectively to the queues with which they’re associated. As already men-

tioned, the different participants can agree on the structure of the documents sent be-

tween message producers and consumers. 

5.5.3 Service lookup and registration 

Message senders explicitly address the physical location of a receive queue in which the 

MOM should place a message. Directory services usually store the queues’ physical ad-

dressing information so that senders don’t need explicit knowledge of the message re-

ceive queues. 

5.5.4 State and activation 

MOM implements services—that is, message receivers—as singletons. Session informa-

tion can be provided in a message’s infrastructure. 

5.5.5 Processes and their implementation 

Most MOM implementations support transaction-based programming but don’t introduce 

the notion of processes explicitly. However, we could introduce a specific language such 

as the Business Process Execution Language to implement business processes in addi-

tion to MOM. 

5.6 SOA Future Outlook 

I’ve introduced the fundamental architectural principles that form the base of the current 

understanding of SOA systems. However, SOA technologies’ instability and immaturity 
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make them fast-moving targets. Thus, the SOA paradigm itself is subject to further evolu-

tion. 

Of course, no one can anticipate all of the elements of future service-oriented infrastruc-

tures, but here I identify some deficiencies of the current paradigm and illustrate possible 

solutions. 

Currently, three main research questions exist: 

• How can we leverage semantic information in SOA systems? 

• How can we deal with integration issues when providing SOA frameworks? 

• How can we extend the SOA approach with respect to the resources it supports? 

5.6.1 Semantic integration 

Most available SOA technologies emphasize a service-oriented system’s syntactical as-

pects but don’t sufficiently deal with semantic issues. Using semantic information, how-

ever, enables the development of adaptive and self configuring solutions. For example, 

semantic information could enable the automatic composition of service-based proc-

esses on behalf of clients and the dynamic integration of adapters if a particular client 

can’t handle the service interface provided. So, SOA systems should integrate semantic 

information and semantic processing in different layers. 

The semantic layer enriches the syntactic definition of services so semantic properties 

become an essential part of the service contract. Such information might include contex-

tual information (for example, security roles or location information), quality-of-service 

attributes (such as response times), or ontology information (such as using keywords 

from standard taxonomies). 
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The communication layer then must understand and process the semantic information. 

Services that process semantic information, such as load balancers or security imple-

mentations, must be able to intercept client invocations, message exchanges, and ser-

vice processing.  

Finally, clients, services, and repositories need API support to introspect, express, or 

even change semantic information and behavior. The Reflection, Interpreter, and Inter-

ceptor patterns can help, as well as the Decorator and Chain-of-Responsibility patterns 

[33]. 

5.6.2 Middleware integration 

Many toolkits for XML Web services separate aspects in different parts of their imple-

mentations, which is an adequate approach if it doesn’t neglect transparency require-

ments. 

Today, developers must manually integrate service implementations with back-end func-

tionality, add horizontal functionality such as security, provide their own state and identity 

management, and deal with many other aspects of service invocation and processing in 

an implementation-specific manner. So, adding services to a given application increases 

complexity. 

Moreover, many parts of an SOA application or infrastructure aren’t easy to change, 

such as the underlying communication protocol or security mechanisms. 

As a consequence, an SOA implementation shouldn’t follow a monolithic approach but 

provide an integrated solution, where most parts are configurable and extensible without 

impacting client and service code. For example, it shouldn’t matter to back-end develop-

ers if the internal J2EE components they’re implementing are for Java RMI or for ser-

vices that clients can invoke using SOAP. 
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The Reflection and Interceptor patterns as well as the Container pattern [106] can help 

introduce this kind of integrative SOA middleware (also known as the Enterprise Service 

Bus [15]). 

5.6.3 Further resource types 

Services in a service-oriented system denote functional building blocks that clients can 

remotely access in a technology-agnostic way. In addition to services, a distributed ap-

plication typically must use other resource types, such as objects in a database or files in 

a file system. If the details of accessing these resource types should be hidden from ap-

plications (such as with Grid systems), a similar strategy applies. Developers can wrap 

resources such as files and persistent objects in a database as services. 

5.7 Best-practice patterns 

Applying patterns and blueprints to explain or invent infrastructures and paradigms is one 

side of the coin. The other side is leveraging this architectural knowledge to effectively 

develop efficient applications running on these infrastructures. Researchers have intro-

duced best-practice pattern systems for Web-based applications for this reason, [3][58] 

and some pattern literature even focuses on SOA applications [25]. Here I apply some 

well-known Core J2EE patterns [3] that will help developers build efficient SOA applica-

tions. 

First of all, it’s useful to defer some requirements from the SOA architectural principles 

with respect to application development. 

For examples, systems should aim to 

• minimize client-service communication, which is a time-consuming and resource 

intensive activity; 
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• decouple clients and services from infrastructural issues such as service discov-

ery, actual communication, and implementation to achieve flexibility, loose cou-

pling, and transparency; and 

• increase application developer productivity. 

Developers might apply the following patterns to achieve these goals (see Figure 19). 

 

Figure 19: Applying core J2EE patterns in SOA based contexts. 

A Business Delegate shields client applications from all aspects of remote communica-

tion with services such as discovery, message transfer, or exception handling. However, 

Business Delegates often need to perform the same tasks again and again, such as ac-

cessing the available service discovery mechanisms. A Service Locator and Lookup Ser-

vice help move such common and iterative tasks to separate components. 

Session Facades implement stateless and coarse-grained entities that trigger workflows 

and activities in the back end. Their interfaces should mainly offer functionality to initiate 

and manage whole processes. By not forcing clients to access multiple services directly, 

this pattern reduces communication overhead and decouples clients from any back-end 

changes such as workflow reorganizations. 
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Back-end functionality and services shouldn’t depend on low-level persistence mecha-

nisms. Hence, Data Access Objects represent an intermediate layer that shields services 

and components from specifics of database and enterprise information systems. 

To increase granularity of service interfaces, single message exchanges between clients 

and services shouldn’t transfer fine-grained data types but wrap complete semantically 

related data to Transfer Objects. 

Although these patterns were originally used to build Java EE applications, we can apply 

them to SOA environments. 

5.8 Summary 

Using software patterns and blueprints to express an infrastructure or a technology’s 

fundamental principles applies a backward-engineering approach. In contrast to forward-

engineering with patterns, this approach doesn’t require a complete pattern language or 

even a pattern system. However, knowing pattern variants and implementation options 

helps define how to change or extend specific architectural aspects, thus enforcing a 

paradigm’s systematic evolution. I applied this strategy to SOA by reverse-engineering 

fundamental architectural principles from existing SOA implementations. The approach is 

also an excellent vehicle for pattern mining and comparing alternative technology plat-

forms. 

Of course, this work only scratches the surface. We’ll need to dig deeper with future ac-

tivities, such as introducing a systematic backward-engineering process as well as de-

veloping means to use the architectural principles discovered for model-based develop-

ment and aspect-oriented programming. 
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6 Broker Architectures Revisited 

Submitted and Accepted As: Broker Revisited 

In: EuroPLoP 2004, Kloster Irsee 

Authors: Klaus Jank, Michael Kircher, Christa Schwanninger, Michael Stal, Markus 

Voelter 

6.1 Motivation 

After having written the Remoting Patterns book [105], we felt that it was necessary to 

take a look at fundamental pattern in that context: Broker of [14]. This revised pattern 

description reflects the current state of discussion. Main changes are in the responsibili-

ties as well as the participants sections of the original Broker pattern: 

• Finding remote objects has been separated out. Possible solutions therefore are 

documented as Lookup pattern in [47]. 

• The original Broker pattern has a Broker participant, which responsibility is the 

transmission of requests from clients to server, as well as the transmission of re-

sponses and exceptions back to the client. This participant has been replaced by 

a client-side part called Requestor and a server-side part called Invoker. 

• The original Broker pattern contains a client-side and server-side proxy partici-

pant, which encapsulate system-specific functionality such as marshaling of re-

quests and responses and mediation between client and requestor, and invoker 

and servant, respectively. Broker Revisited replaces these participants by encap-

sulating their responsibilities within other participants. 
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Proxies are only needed when remote invocations are expected to be invoked as 

if they were local invocations. As this is not in every known use the case, we 

made them optional. They are not part of the core responsibility of the Broker Re-

visited pattern. 

• Since proxies when needed should be able to be created at runtime, they 

shouldn’t contain any system-specific functionality. Another reason why client 

proxies have been made optional is that location transparency is not always nec-

essary. 

• Broker Revisited focuses on remote communication, host-local communication is 

only an exception/special-case. 

• The Bridge participant of the original Broker pattern has been separated out, be-

cause interoperability issues such as type system transparency are handled by an 

appropriate network and marshaling protocol. 

6.2 Pattern Description 

6.2.1 Pattern Abstract 

The Broker Revisited pattern connects clients with remote objects by mediating 
invocations from clients to remote objects while encapsulating the details of network 
communication. 

6.2.2 Example 

Suppose, you are going to design an innovative framework for home automation where a 

central network allows to connect different actuators and sensors. The framework should 

be capable of integrating heterogeneous devices such as VCRs, TVs, notebooks, lighting 

systems, PDAs, refrigerators, coolers, or security sensors. It provides connectivity using 

fixed network cables as well as wireless communication lines. External access to the E-
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Home system is possible via secured Internet access. Central command and control ser-

vices help to monitor and modify the system’s behavior or malfunctioning. Users and 

administrators might deploy custom services that leverage multiple devices to allow 

emerging behavior such as triggering events on one device when other events on differ-

ent devices occur. Examples could be a recording service where the recording of a tele-

vision broadcast is triggered by a central clock or the activation of the cooling system by 

an external telephone call. Services will be implemented by the different vendors of the 

devices. 

In order to make all this possible, the services have to collaborate. But the services are 

located on various controllers in the house, connected through a network between them 

and software running on those devices. It should be possible to change the collabora-

tions easily and services should not be expected to always run on the same controller. 

To make the framework successful it is necessary to make it easy for vendors to provide 

new services quickly, without much overhead in learning how to develop software for the 

framework. 

6.2.3 Context 

A system that consists of multiple distributed objects that need interaction with each 

other synchronously or asynchronously. 

6.2.4 Problem 

Distributed software systems face many challenges that do not arise in single-process 

software. One major challenge is the communication across unreliable networks. Other 

challenges are the integration of heterogeneous components into coherent applications, 

as well as the efficient usage of networking resources. If developers of distributed sys-

tems must master all these challenges within their application code, they likely will loose 

their primary focus: developing application code that resolves their domain-specific re-

sponsibilities well. 
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Communication across networks is more complex than local communication, because 

remote communication concerns have to be considered, e.g. connections need to be 

established, invocation parameters have to be converted into a network-capable format 

and transmitted, and a new set of possible errors has to be coped with. This requires 

handling invocations to local objects differently than invocations of remote objects. Addi-

tionally, the tangling of remote communication concerns with the overall application 

structure complicates the application logic. 

The following forces must be addressed: 

• Location Independence—The location of the remote objects should not be hard-

wired into client applications. It should be possible to run remote objects on differ-

ent machines without adaptation of the client's program code. 

• Separation of Concerns—Application logic and remote communication concerns 

should be well separated to manage complexity and allow for evolution of each 

concern independent of the other. 

• Resource Management—Network and other communication resources have to be 

managed efficiently to minimize footprint and overhead of distributed systems. 

• Type System Transparency—Differences between type systems should be coped 

with transparently. 

• Portability—Platform dependencies should be encapsulated and separated from 

the application logic. 

6.2.5 Solution 

Separate the communication functionality of a distributed system from the application 

functionality by isolating all communication related concerns. Introduce a client-side re-
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questor and a server-side invoker to mediate invocations between client and remote ob-

ject. The client-side requestor provides an interface to construct and forward invocations 

to the server-side invoker. The invoker dispatches incoming requests to the remote ob-

ject and returns potential results of remote object invocations to the requestor. 

A marshaler on each side of the communication path handles the transformation of re-

quests and responses from programming-language native data types into a byte array 

that can be sent across the wire, and vice versa. 

The details of communication and management of communication resources is hidden 

from the client and the remote object by the requestor and invoker. Further, the invoker 

provides a registration interface. This allows remote object implementations, so called 

servants, to be registered and made accessible to clients. 

6.2.6 Structure 

The following participants form the structure of the Broker Revisited pattern: 

A client interacts with a remote object. 

A requestor forwards requests to an invoker across the network. 

An invoker invokes requests on a servant. It adapts the interface of the servant, so that 

the other participants can stay independent of any remote object specifics. Depending on 

the implementation, this invoker-internal Adapter [33] can be decoupled and large parts 

of the invoker can serve multiple remote objects. 

A servant implements a remote object the clients wants to use, whereas the remote ob-

ject may represent an actual object, a component, or a service. 

A marshaler transforms between invocation parameters/results and a serialized format. 
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The following CRC cards describe the responsibilities and collaborations of the partici-

pants

Class
Invoker

Responsibility
• Allows servants to be

registered.
• Receives requests from the

transport layer.
• Demarshals request

parameters using the
marshaler, and marshals
results of the invocation in
a response using the
marshaler.

• Invokes operations on
servants using the request
parameters.

• Uses the communication
resources and possibly
manages those.

• Sends responses back to
the requestor.

Collaborator
• Marshaler
• Requestor
• Servant

Class
Servant

Responsibility
• Implements the remote

object’s functionality.

Collaborator

Class
Client

Responsibility
• Invokes remote objects on

the requestor
• Collects all invocation

information, such as the
remote object reference
and the invocation
parameters, in a request
object.

Collaborator
• Requestor Class

Requestor

Responsibility
• Provides an invocation

interface, where clients
can hand over the request
object.

• Marshals the invocation
parameters on invocation,
and de-marshal the
returned results using the
marshaler.

• Uses communication
resources, such as
network connections,
threads, and possibly
manages those.

• Sends invocations to
remote objects,
respectively the invoker
instances they are
registered with.

• Hands over the request to
the transport layer.

• Waits for responses from
remote objects and blocks
clients until the result can
be returned.

Collaborator
• Invoker
• Marshaler

Class
Marshaler

Responsibility
• De-/Marshals invocation

parameters and results.

Collaborator

 

Figure 20: CRC cards of Broker Revisited participants. 
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The dependencies between the participants are illustrated by the following class dia-

gram. 

 

Figure 21: Static structure of Broker Revisited. 

6.2.7 Dynamics 

For clients to interact with a remote object it is necessary that they first identify the re-

mote object. This is done via an object reference. The object reference is different from a 

reference to a local object, because it must contain information about the remote host, 

where the remote object is located, as well as an indication of how it can be reached, for 

example the network protocol and endpoint information. 

The client needs a reference to the remote object. One solution is that the client obtains 

an object reference to a remote object via Lookup [47]. The client only needs to use the 

Lookup the first time it invokes this object, after that it could store the reference. To per-

form an invocation on the remote object, it constructs a request, handing over the object 

reference and all invocation parameters to the requestor. 

The requestor marshals the invocation parameters using the marshaler, identifies the 

remote host the request has to be sent to, and sends the request to the remote host. For 
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a discussion of whether connections are needed or not, refer to the Implementation sec-

tion. 

On the server-side the invoker, waiting for requests to arrive, receives the request. The 

invoker demarshals the invocation parameters, again using a marshaler, looks up the 

servant, and invokes the servant with the parameters. In order to invoke an operation on 

the server it has to adapt to the servants interface. When the invocation returns, the re-

sults are marshaled by the invoker and sent back to the requestor. 

The just mentioned scenario, but without the lookup of the reference to the remote ob-

ject, is illustrated in the following figure: 

 

Figure 22: Interaction in Broker Revisited. 
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6.2.8 Implementation 

There are several steps involved in implementing the Broker Revisited pattern. 

6.2.8.1 Define an invocation interface 

The invocation interface of the requestor must allow clients to construct and send re-

quests. An invocation request comprises several parameters including at least the refer-

ence of the servant, the method identifier and optional method parameters. A possible 

solution could be to provide a Factory method [33] for the construction of request objects: 

 
Request r = requestor.createRequest 
(servantReference, "someOperation"); 
r.addParameter( xyz ); 
r.addParameter( "12" ); 
requestor.send(r); 

If it is desirable to completely hide the details of request creation, another possible solu-

tion could be to provide an invocation method with the request information as parame-

ters. 

 
 requestor.invoke (servantReference, "someOperation", args[]); 

Keep in mind that all request parameters must be capable to be serialized into a byte 

array that can be sent across the wire, and vice versa. 

6.2.8.2 Select marshaling protocol and implement the marshaler 

Define the mapping of invocations (request-response) and errors to the underlying com-

munication protocol. Choose an appropriate marshaling protocol. For example, support 

for heterogeneity can be established by using a platform independent marshaling proto-

col such as XML.           
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Define the marshaling mechanism. A possible solution is to use reflection to introspect 

the structure of the type that has to be serialized, at runtime. Many interpreted languages 

provide this generic, built-in facility.               

If it is desirable to provide for the developer the flexibility to implement a custom seriali-

zation algorithm at type level, another possible solution is to provide a suitable interface 

that defines operations for serialization and de-serialization. 

 
ISerializable { 
  writeObject (byte[] stream); 
  readObject (byte[] stream); 
} 
 

Both solution approaches can be combined in the way, that a type’s super class imple-

ments the interface with a default mechanism based on reflection. Changes, for example 

to optimize the serialization process, can be done by the developer for each type indi-

vidually. 

In situations when complete objects need to be transferred, either of the two patterns, 

Value Object [30] or Data Transfer Object [30] are recommended. Value Object is useful 

for small objects that you eventually want to compare. Data Transfer Object is useful to 

make communication coarser grained, grouping related data as one object in a request 

or a response. In cases when complex data types have to be marshaled, it is often useful 

to delegate the marshaling to the object representing the complex data type. 

To allow for easy customizing and extension, a design according to Pipes and Filters [14] 

is advisable, where the filters are implemented as Interceptors [85]. Using this design 

specific marshalers or additional processing steps, such as the encryption of invocation 

messages are easy to introduce. Below a possible solution of an interface for a custom 

marshaler is shown: 
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IMarshaler { 
  byte[] serialize (Object o); 
  Object deserialize (byte[] stream); 
} 

6.2.8.3 Select communication protocol 

Depending on the quality of service that needs to be provided, either a connection-

oriented or connection-less protocol is used. Additionally, it might be important to verify 

the Quality-of-Service (QoS) properties, supported by the communication protocol. 

6.2.8.4 Implement the network communication  

Use the Acceptor/Connector [85] pattern for establishing connections between requestor 

and invoker. For dispatching incoming requests and asynchronously arriving responses 

use the Reactor [85] pattern. 

6.2.8.5 Implement resource management 

The participants in the Broker Revisited pattern have to manage multiple kinds of re-

sources, such as connections, threads, and memory. To ensure the fulfillment of non-

functional properties, such as scalability and stability, it is important to manage those 

connections effectively and efficiently. Connections between requestors and invokers 

can be reused and shared using the Caching [47]  and Pooling [47] pattern, respectively. 

For efficient self-management of threads that use shared resources, the 

Leader/Followers [85] pattern provides effective means. 

6.2.8.6 Define a registration interface 

Define a registration interface on the invoker for the registration and unregistration of 

servants. Registered servants are referenced by the invoker which is then able to dis-
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patch client requests to the corresponding servant instance. A possible solution could be 

that the developer creates the desired servant instance and passes it to the invoker: 
IInvoker{ 
 registerServant (servantInstance instance); 
 unregisterServant (servantInstance instance); 
} 

If it is desirable to completely hide the details of servant creation for example to enable a 

flexible lifecycle and resource management, another possible solution could be to pass 

the required information the invoker needs to create the servant instance itself. If Reflec-

tion [14] is available the servant implementation class identifier would be a sufficient in-

formation candidate.  
IInvoker{ 
 registerServant(servantClass class); 
 unregisterServant(servantClass class); 
} 

Possible resource management strategies to define the point of time for the servant in-

stance creation are Lazy Acquisition [47] and Eager Acquisition [47]. Static Instance 

[105], Per-Call Instance [105] and Client-Dependent Instance [105] are strategies for life-

cycle management. 

6.2.8.7 Provide a mechanism to reference servants 

In order to perform requests on remote objects, represented by servants, the clients have 

to obtain references to those remote objects. Therefore, let the invoker provide so-called 

object references that identify a remote object on its remote host, where it is located. Be-

sides the ID of the remote object, they must also contain how the remote host can be 

reached, for example its network protocol and endpoint information. The object refer-

ences are created by the invoker, but the actual distribution of those references to clients 

is outside the scope of this pattern. For more details about possible solutions, see the 

Lookup [47] pattern. 
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6.2.8.8 Implement the mechanism to transform request messages into invocations 

Inside the invoker the operation identifier contained in request messages must be trans-

lated into actual invocations. If Reflection [14] is available, the invoker can adapt invoca-

tions to the servants’ methods at run-time (so called dynamic dispatch). For program-

ming languages that do not support reflection, adaptation code must be provided at 

compile time to adapt to the interface of the servant (so called static dispatch). 

 
Request r = (Request) marshaller.deserialize (requestStream); 
String methodName = r.getOpName(); 
  // retuns an array of the types of the parameters 
Class paramTypes = r.getParameterTypeArray(); 
  // retuns the parameters as an array  
Object params = r.getParameterArray (); 
  // tries to find a suitable method using reflection 
Method m = servant.getMethod (methodName, paramTypes); 
Response response = null; 
if ( m != null ) { 
 // invokes the operation on the servant 
 // (error handling is omitted) 
 Object result = m.invoke( servant, params ); 
 response = new Response (r.getOpName ()); 
 response.setResult (result); 
} else { 
 response = new ErrorResponse ("Operation not available"); 
} 
byte[] responseStream = marshaller.serialize (response); 
 

6.2.8.9 Decide on supporting asynchrony (Optional)  

Asynchrony can be supported purely in the client (client-side asynchrony) or purely in the 

server (server-side asynchrony). 

Client-side asynchrony is implemented by having the requestor return after having sent 

the request. Responses to an invocation are received by the requestor independent of 

the client waiting for it. Clients can receive the results by a Callback [105] or Polling [105] 

model.  
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Server-side asynchrony decouples returning results of an invocation from sending the 

response. Servants run in a different thread than the thread receiving requests. When a 

servant finishes a method execution, it will inform the invoker by a callback. The invoker 

in turn will return the response to the client, the requestor respectively. 

6.2.8.10 Optimize local invocations (Optional) 

Client invocations of operations on a remote object result in an overhead due to the mar-

shaling and interprocess communication. This is different from invocations of local ob-

jects. Therefore remote communication should only be used if the remote object really 

resides on a remote host. As it is transparent to the client on which host the remote ob-

ject is running, a client would have to check for every object, whether it is remote or ac-

tually local. For local invocations, the client might call the object directly and not use re-

questor and invoker. To avoid the explicit checks in the client’s application logic, a client 

proxy can be used, as in the case of the Transparent Broker, see the next implementa-

tion step and the variants section. 

Optimizations in the communication between clients and servers residing in the same 

process can also be handled in the requestor. The requestor does not have to marshal 

invocations but can short-circuit the invocation. Different levels of such short-circuiting 

are possible. To find the right short-circuit concurrency issues have to be considered. For 

example, if a client proxy would directly invoke methods on the servant, the servant code 

would be executed in the client’s thread and not in a separate thread, as expected. The 

multithreading behavior can become undesired or even dangerous with respect to dead-

locks and race conditions. Further, be aware that if the used client proxy invokes the re-

mote object operation directly, the requestor, nor the invoker, can perform any security, 

transaction, or other checks. 
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6.2.8.11 Determine if transparency is needed (Optional) 

If remote objects should be represented as local objects, use the Proxy [14] pattern. Cli-

ent proxies will make it transparent to clients whether local or remote objects are in-

voked. Nevertheless, because communication to remote objects is unreliable, clients 

have to cope with errors specific to remote communication—this cannot be made trans-

parent without losing the guarantee of invocation delivery. For more details refer to the 

Transparent Broker variant. 

6.2.9 Example Resolved 

Back to the automation framework: To integrate the services, the Broker Revisited pat-

tern is introduced. This allows the services to collaborate on higher level services. The 

connections between them are abstracted by the pattern, so that the services can ad-

dress them logically and are not required to deal with controller or network details. The 

developers of services do not have to understand the communication concerns imple-

mented in the framework. This is necessary to keep the implementation, reconfiguration 

and maintenance overhead low. The responsibilities of service logic and communication 

logic are properly separated. Services can even be collocated on the same controller in 

order to reduce hardware cost, while the overall collaboration scenario is not influenced. 

6.2.10 Variants 

6.2.10.1 Transparent Broker 

From an application-developers perspective it would be ideal, if the remote objects could 

be invoked as if they were local objects. The usage of client proxies hides the explicit 

creation of requests. A client proxy provides the same interface as the remote object, 

respectively the servant. It is transparent to the clients whether they access the client 

proxy or the actual remote object. As a special case, remote objects might actually be 

local to the client. In this case the implementation of the requestor might notice this and 
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perform optimizations, such as avoiding overhead by not marshaling and sending the 

request across a network connection, but invoking the object directly or by a short-cut 

through the invoker. 

6.2.10.2 Client-side Asynchrony 

Client sends the request and receives the response via Callback or Polling. 

6.2.10.3 Server-side Asynchrony  

Decouples the execution of a method invocation from sending of a response. They may 

run in separate threads. 

6.2.11 Consequences 

There are several benefits of using the Broker Revisited pattern: 

• Location Independence—Clients do not have to care where an object is located, 

though for remote objects, they always have to use the more complex interface, 

unless a Transparent Broker is used. 

• Type System Transparency—Differences in type systems are coped with by an in-

termediate network protocol. The marshaler translates between programming lan-

guage specific types and the common network protocol. 

• Separation of Concerns—The communication and marshaling concerns are prop-

erly encapsulated in the requestor, invoker, and marshaler. 

• Resource Management—The management of network and other communication 

resources such as connections, transfer buffers and threads is encapsulated 

within the Broker Participants and therefore separated from the application logic. 
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• Portability—Platform dependencies which typically arise from low level I/O and IP 

communication are encapsulated within the Broker Participants and therefore 

separated from the application logic. 

There are also some liabilities using the Broker Revisited pattern: 

• Error Handling—Clients have to cope with the inherent unreliability and the asso-

ciated errors of network communication. 

• Overhead—Developers can easily forget about the location of objects, which can 

cause overhead if the expenses of remote communication are not considered. 

6.2.12 Known Uses 

6.2.12.1 CORBA 

CORBA is the old man amongst the middleware technologies used in today’s IT world. 

CORBA stands for Common Object Request Broker Architecture and is defined by its 

interfaces, their semantics and protocols used for communication. CORBA supports the 

basic Broker Revisited pattern, as well as the Transparent Broker. For the basic func-

tionality CORBA supports the so called Dynamic Invocation Interface (DII) on the client-

side. The invoker is separated between Object Request Broker (ORB) core, Portable 

Object Adapter (POA), and skeleton. The server-side skeleton is generated from IDL, as 

the client-side stub is. Various ORB extensions support a wide variety of advanced fea-

tures. CORBA supports client-side asynchrony via standardized interface. Server-side 

asynchrony is only supported proprietarily. 

6.2.12.2 RMI 

Sun's Java Remote Method Invocation (RMI) is based on the Transparent Broker variant 

pattern. The client-side proxy (so called stub) and the server-side invoker (so called 
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skeleton) have to be created manually by an additional compilation step. In contrast to 

CORBA the servant interfaces are not written in an abstract IDL, but in Java. Conse-

quently RMI is limited to the usage of Java. To establish interoperability RMI-IIOP is pro-

vided. RMI doesn't support client-side or server-side asynchrony out of the box. Lifecycle 

management strategies are implemented in form of the activation concept of remote ob-

jects. A central naming service (so called RMI registry) allows clients to look up servant 

identifiers. 

6.2.12.3 .NET Remoting 

Microsoft's .NET Remoting platform implements the Transparent Broker variant pattern 

to handle remote communication. Since the .NET platform supports reflection to acquire 

type information, the client proxy is created automatically at runtime behind the scene, 

completely transparent for the application developer. There is no separate source code 

generation or compilation step required. The interface description for the client proxy can 

be provided by MSIL-Code or by a WSDL-Description of the interface itself. The client 

proxy is responsible of creating the invocation request, but is not in charge of any com-

munication related aspects. 

The remote communication functionality of .NET Remoting is encapsulated within a 

framework consisting of marshalers (so called Formatters in .NET Remoting) and Trans-

port Channels, which abstract from the underlying transport layer. This framework is de-

signed in a very flexible manner, allowing any custom extensions to fulfill for example 

QoS requirements.  

Furthermore .NET Remoting supports the client-side asynchrony broker variants. Lifecy-

cle management strategies for servants are also included within the framework. .NET 

Remoting doesn't have a central naming or lookup system. Clients have to know the ob-

ject reference of the servant in advance. However different strategies avoid the hard cod-

ing of the servants destination inside the client application code. 
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6.2.12.4 Indigo (Windows Communication Foundation) 

Microsoft's operating system code-named Longhorn comprises Indigo as an integrated 

middleware infrastructure. It combines .NET Remoting, ASP.NET Web Services, .NET 

Enterprise Services, and MSMQ under a common framework. In addition, it offers a uni-

fied programming model for building service-oriented connected systems. The Connector 

subsystem of Indigo is structured using the Broker Revisited pattern. Ports are intro-

duced that represent communication endpoints under which services are available. In-

bound and outbound communication with services is provided by channels which closely 

resemble and extend the notion of .NET Remoting channels. Besides other styles of 

communication Indigo provides a remoting paradigm that is built upon the core commu-

nication framework. Message encoders take the role of marshalers. Proxies are available 

to provide requestor and invoker functionality. In contrast to .NET Remoting Indigo 

comes with built-in activation and security support. 

Additional parts of Indigo include messaging services, system services (transactions, 

federation), a service model, and different hosting environments for these services.  

6.2.13 See Also 

Lookup [47] describes how to register and find remote objects. It also gives guidance on 

how to bootstrap a distributed system, when no initial references are available. 

Smart Proxies [41] allow to transparently integrate ‘smart’ services, such as transaction 

handling, authentication/authorization, or even Caching [41]. 
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7  Activation Pattern  

Submitted and Accepted As: Activator Reloaded 

In: PloP 2005, Monticelli, Illinois, USA 

Authors: Douglas C. Schmidt, Michael Stal 

7.1 Pattern Description 

7.1.1 Pattern Abstract 

The Activator design pattern automates scalable on-demand activation and deactivation 
of service execution contexts to run services accessed by many clients without 
consuming resources unnecessarily.  

7.1.2 Example 

Many distributed systems have constraints on the computing resources they can allocate 

and manage. In the industry automation domain, for example, distributed traffic control 

systems and manufacturing plants are increasingly implemented using embedded de-

vices known as controllers that communicate via networks. When software developers 

build distributed automation systems, they must determine how to provide services, such 

as inventory trackers, system monitors, and command and control services, in a manner 

that scales gracefully as the size of the network topology and number of clients in-

creases.  

In automation systems, service processing must be scalable since multiple clients may 

access embedded devices simultaneously. One service deployment strategy is to apply 

an eager resource allocation strategy [75], which activates processes in controllers dur-
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ing system initialization and runs all services in processes while the system is opera-

tional, irrespective of which services are actually accessed by clients. Embedded de-

vices, however, often have a limited amount of computing resources, such as main 

memory, CPU time, and network connections [107]. As the number of clients or services 

increases, therefore, an eager resource allocation strategy scales poorly because un-

used server processes consume computing resources that could be allocated more ef-

fectively to services actually being accessed by clients.  

A typical scenario in the lifetime of an eager resource allocation strategy for a controller 

in an industrial automation system is shown in the figure below. The “System Load” rec-

tangle in the diagram depicts the current CPU load of the embedded controller that falls 

into the range between 0% and 100%. 

 

Figure 23: Overload situations due to permanently activated threads. 
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In this eager resource allocation scheme, all services are activated automatically at sys-

tem initialization and consume significant amounts of available system resources as the 

increased CPU load indicates. In the depicted time span above only service 1 is ac-

cessed successfully by a client increasing CPU load to 80% because all other services 

are in memory busy waiting for incoming requests. The consumption of resources by 

allocated − but unused − server processes can therefore increase unnecessarily. 

• Service response time, e.g., by competing for resources with services actually 

accessed by clients, and  

• Hardware costs, e.g., by requiring more main memory and CPU than would oth-

erwise be needed to handle clients simultaneously.  

In the figure above, a second client tries to access service 3 but obtains an overload er-

ror since the embedded controller has dedicated its resources to service 1 and to the 

eager allocation strategies of other services. This overload error gets generated because 

the CPU load reaches a predefined overload barrier of 90%. In the example system em-

bedded controllers won’t initiate any new tasks when overload barriers are reached. 

Better service activation strategies are therefore necessary to optimize resource usage 

and enhance scalability when resources are scarce. Depending on the software tech-

nologies used in the automation system, these activation strategies can be implemented 

using operating system (OS) and middleware super servers, such as Inetd [93], the 

CORBA Implementation Repository [103], or system-specific variants of these technolo-

gies, based on the Activator pattern described in this paper. 
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7.1.3 Context  

A resource-constrained distributed computing environment without stringent real-time 

requirements whose services (1) can be accessed by multiple clients simultaneously, (2) 

require non-trivial utilization of resources, such as memory or processing time, (3) are 

activated quickly relative to service processing time, and (4) are not accessed continu-

ously throughout the system lifetime.  

7.1.4 Problem 

In distributed systems, multiple clients often simultaneously access services (such as e-

commerce web services, audio/video streaming services, or lower-level OS/network ser-

vices like DNS or FTP) that perform functionality on behalf of the clients. These services 

are deployed in service execution contexts (such as operating system processes, 

threads, and/or component containers) and consume scarce system resources (such as 

network/database connections, threads, virtual memory, process table slots, and open 

files). As a consequence, it is often necessary to balance the following forces:  

• Parsimony. Service execution contexts available in the system should only con-

sume resources for services that are accessed actively by clients.  

• Transparency. Clients should be shielded as much as possible from where ser-

vices are located, how they are deployed onto hosts in a network, and how their 

lifecycle is managed. 

7.1.5 Solution 

Minimize resource consumption by activating service execution contexts on demand, 

running service implementations in these contexts, and deactivating services and their 

contexts when they are no longer being accessed by clients. Use proxies to transparently 

decouple client access from service behavior and lifecycle management. 
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In detail: Implement services that have service identifiers and offer functionality to client 

applications via their service proxies. Use service execution contexts to manage the life-

cycle of these services, in particular their activation, processing, and deactivation. Im-

plement an activator that uses an activation table to activate service execution contexts 

on demand and deactivate them when clients no longer access them. Provide a registra-

tion interface that services can use to register and unregister their availability with the 

activator. Use the service proxy to ensure clients only access services via activators. If a 

service is not running when a client tries to access it, an activator automatically creates 

the appropriate service execution context and arranges for the service to process the 

client’s request(s) in this context. 

7.1.6 Structure 

A client is an application that uses services to perform portions of its computations. It 

accesses the services remotely using service proxies, which are proxies it obtains from 

an activator. 

 

Figure 24: Client participant of Activator pattern. 

 

In our industrial automation system, clients access services within embedded devices by 

connecting to these devices remotely. Example clients include material flow controllers 
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that identify optimal paths for delivering goods to their destinations and administration 

consoles that monitor and control an automation system. 

A service identifier is some type of entity, such as a web service universal resource loca-

tor (URL), CORBA interoperable object reference (IOR), or COM+ moniker, that clients 

use to identify a particular service. A service identifier can be created by a server 

and/service proxy or a client. A client passes a service identifier to an activator, which 

extracts the information required to locate and provide the requested service. 

 

Figure 25: Service identifiers. 

In our automation example, the service identifier is an IOR that opaquely encodes a sin-

gle service’s addressing information, including the host address of its embedded device, 

the port number on which an activator listens for incoming requests, and additional con-

text information, such as the particular object that implements the service and its security 

credentials. 

 

Figure 26: Service proxy within Activator pattern. 
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A service proxy is a proxy [14][33] that resides with the client and facilitates its communi-

cation with the activator and service. It also shields clients from an activator’s involve-

ment in connecting clients and services. In addition, a service proxy can encode informa-

tion about the service identifier, service, and the service execution context that can be 

used to optimize communication and enhance availability. The service proxy can either 

be an explicit proxy with concrete operations (as in the case of CORBA or EJB) or it can 

be more implicit (as is the case with web clients that activate HTTP servers by establish-

ing TCP/IP connections). 

In our automation example, the service proxy is an explicit proxy object that shields the 

client from system-level details of communication and activation. The service proxy uses 

the service identifier to extract the host, port, and other context information needed to 

direct client requests to their destinations. 

A service execution context runs on a server, executes services, and controls their acti-

vation and deactivation lifecycles. Lower-level service execution contexts include operat-

ing system processes (which provide the unit of memory protection and resource alloca-

tion) or threads (which provide the unit of execution for instructions within a process).  

Higher-level service execution contexts include containers in component middleware that 

provide the context for processing operation invocations on components. Container-

based service execution contexts often provide a factory to create services and/or lookup 

functionality to obtain existing services.  

 

Figure 27: Service Execution Contexts manage service lifecycles. 
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Our example uses thread-based service execution contexts to run automation services 

implemented as C++ objects. After activating a service, the service execution context 

invokes a method on the service to initialize itself. 

A service is an entity that runs on a server and is executed in a service execution context 

and provides functionality and/or resources to clients. Services are named by their ser-

vice identifiers and accessed by clients via their service proxies. A service must be regis-

tered with an activator manually by users or by some administrative entity. 

 

Figure 28: An activatable service. 

In our automation example, embedded system controllers provide remotely accessible 

services, such as command and control functionality that allows administrators to check 

and change the current system configuration. These service instances run in threads and 

consume various system resources, such as main memory, CPU time, sockets, or data-

base connections. Multiple clients access these service components at various frequen-

cies, i.e., not all services are accessed all the time.  

An activator is a mediator [33] between services and their clients. It may run on each 

server or may be shared by a group of servers, but in either case it activates service 

execution contexts on demand. The activator uses an activation table to insert and re-

move registration information about services and their associated service execution con-

texts. When a client needs to access a currently inactive service, the activator activates a 

service execution context and arranges for the service to process the client’s request(s) 

in this context. 
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A client obtains a service proxy from the activator, which it then uses to invoke opera-

tions on the service. The activator uses information in its activation table to activate the 

appropriate service if it is currently inactive. Clients that query the activator for a service 

must indicate the desired service via a service identifier, which the activator uses to find 

the associated entry in its activation table. 

 

Figure 29: The Activator component. 

Activation in our automation example can involve different activities. An activator can be 

implemented as a remote gateway listening on a network port for incoming client re-

quests. A client request is typically initiated via a service proxy. If the service’s execution 

context has already been created, the activator simply forwards the client request to the 

service. If the service execution context has not been activated, however, the activator 

creates a thread to execute the service and initializes the service. After this initialization 

phase, the service proxy on the client is associated with the service execution context 

and the client request is forwarded to the service transparently. 

 

Figure 30: The activation table maintains activation information. 
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An activator uses its activation table to map service identifiers to service implementations 

and service execution contexts. An activator uses this table to store associated registra-

tion and deregistration information when new services become available. These entries 

may include the execution path of the service executable or DLL, a reference to the ser-

vice’s interface, activation policies, and other configuration information.  

The activation table in our automation example is implemented by a hash table that 

maps service identifiers to associated information, such as the port address of the ser-

vice execution context, the address of the external service interface, information about 

the concrete service, a flag indicating whether the service execution context and the ser-

vice are currently running, and other bookkeeping information. 

The UML class diagram below illustrates the relationships between the Activator design 

pattern participants described above. 
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Figure 31: Static structure of the Activator pattern. 

7.1.7 Dynamics 

There are three phases to the dynamics in this pattern: service registration, service acti-

vation and access, and service deactivation, as discussed below. 

7.1.7.1 Service registration 

This phase involves the following two steps: 

1. A service developer implements a service using appropriate programming lan-

guage and platform libraries or middleware. 
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2. The service is registered with the activator, which keeps track of where to locate 

the service implementation and under what conditions to activate it. 

The following figure illustrates the service registration phase.  

 

Figure 32: Service registration. 

Service registration is discussed further in implementation activity 7.1.8.3 step 1.  

7.1.7.2 Service activation and access.  

This phase involves the following six steps:  

1. A client uses the service’s identifier to obtain a reference to a service, e.g., it can 

locate the reference in a naming service via its service identifier. 

2. The client then invokes an operation on the service via its reference. 
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3. The client’s request is first sent to the activator, which determines the service from 

the identifier in the request and finds the corresponding entry in the activation ta-

ble.  

4. The activator checks whether a service execution context running the service is 

currently active. If it is inactive, the activator uses activation-related information in 

its activation table to activate the service execution context that runs the service. 

5. The activator waits for acknowledgement that the service execution context and 

the service it implements are activated and ready to receive requests. 

6. The activator then transparently delegates the request to the service execution 

context, which performs the client’s request and returns a reply if necessary. 

Other aspects of service activation and access are discussed in implementation activity 

7.1.8.3 step 2.  

7.1.7.3 Service deactivation.  

The service deactivation process involves the following two steps:  

1. A service can be deactivated when no clients are accessing it.  

2. The client then invokes an operation on the service via its reference. 

3. Deactivation may cause the service to store any non-volatile state information in 

persistent storage and then terminate the service execution context it is running 

in. 

Service deactivation strategies are discussed in implementation activity 7.1.8.3 step 3. 

The following figure illustrates the service activation and access and service deactivation 

phases described above. 
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Figure 33: Service activation and deactivation. 

7.1.8 Implementation 

There are many ways to instantiate the Activator pattern. The following activities focus on 

the key design and implementation issues, rather than covering all the details. 

7.1.8.1 Define the services and service identifiers 

The services provided by a distributed system are usually specified in a requirements or 

system architecture/design document. If this information is not readily available, conduct 

domain analysis to determine the types of services that applications will need. Likewise, 

representations of service identifiers are also often defined in various specifications or 



175 

Chapter 7 - Activation Pattern 

 

 

requirements documents. If not, consider using well-known service identifier representa-

tions, such as URLs, IORs, or TCP/IP port numbers and network addresses. 

Embedded system controllers typically require services for configuring, monitoring, and 

effecting parts of the automation system. These activities represent service types in this 

application domain. 

7.1.8.2 Identify services that should be activated and deactivated on demand 

For this activity, iterate through the following sub activities: 

1. For each service determine the costs of activating and deactivating services on 

demand versus keeping them alive for the duration of the system. The latter costs 

are measured in terms of resources required by the service types. For this pattern 

to be effective, the time/space overhead used to activate services should be sig-

nificantly lower than the time/space resource consumptions of the services that 

are activated. 

For example, although an embedded controller contains a limited amount of computing 

resources, such as CPU time or memory, monitoring services typically incur high usage 

of both resources. In contrast, activation time is relatively low (essentially the time 

needed to spawn a thread), so it makes sense to implement on-demand activation 

strategies for embedded controller services that do not have hard real-time requirements. 

2. Determine client/service usage profiles and identify quality of service (QoS) re-

quirements. If instances of a particular service are used continuously throughout 

the whole lifecycle of their clients − and/or if it is critical that clients have low and 

predictable latency − they may not be good candidates for on-demand activation. 

For example, it may not be feasible to activate a real-time controller for an anti-

lock braking system on demand due to its stringent latency and jitter require-

ments. In contrast, an FTP or SSH login service are often accessed by clients 



176 

Chapter 7 - Activation Pattern 

 

sporadically and do not have stringent latency and predictability requirements, so 

they are more suitable for on-demand activation. Another part of the service us-

age profile is how many instances of a given service must be active − and thus 

competing for the same resources − at the same time.  

3. Identify services for on-demand activation. Using the results of the previous sub 

activities, determine all services that are subject to on-demand activation. As a 

rule of thumb, such services have the following properties: 

a. They are used temporarily − not continuously − by clients, so it makes 

sense to activate/deactivate them on-demand to minimize resource con-

sumption.  

b. The costs for activating and deactivating these services are negligible 

compared with the QoS requirements of clients, as well as with the time pe-

riods when these services must be available. 

No services in our automation system example have stringent real-time requirements, so 

they are all candidates for on-demand activation via the Activator pattern.  

7.1.8.3 Develop a service activation and deactivation strategy 

For every service, determine the details of service activation and deactivation by per-

forming the following sub activities:  

1. Define the service execution context representation and associated service regis-

tration strategy. A service execution context can be implemented in various ways 

and at various levels of abstraction, including: 

a. Lower-level service execution context, such as an operating system proc-

ess or thread.  
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b. Higher-level service execution context, such as a container in component 

middleware, which provides the runtime context for a service implemented 

as a component.  

The type of execution context representation selected typically dictates the ser-

vice registration strategy. For example, the UNIX Internet daemon (Inetd) super 

server [93] uses a text file called inetd.conf to define the Internet services 

that will be registered and activated by Inetd. Conversely, containers in compo-

nent middleware typically have well-defined − often standard − APIs and proto-

cols for registering services implemented as components. 

Our automation system implements service execution contexts using threads. All 

registration information, such as the factory for creating service implementations, 

is specified in a text file read by the Activator when it starts running. 

2. Define the service activation and access strategies. There are several dimensions 

to this implementation activity, including: 

a. Define the service initialization strategy. If all services are stateless, little or 

no initialization may be required when activation occurs. If they are stateful, 

however, they must be initialized when they are activated. In some cases, 

the activator or the service execution context can handle initialization is-

sues, e.g., an activator can invoke internal initialization methods of the ser-

vice based on information stored in its activation table. In some cases, a 

service may perform its own initialization. In yet other cases, clients may be 

responsible for initializing their services.  

b. Define the request delegation strategy. After the activator has initialized the 

service, the client request must be delegated to it. There are two general 

delegation strategies: 
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i. Server-mediated delegation, where the activator simply forward the 

request to the service. The benefit of this approach is that there’s no 

extra communication between the server and the client, i.e., the re-

quest is processed directly. The downside of this approach is that a 

client who converses with the same service for multiple requests will 

have to send each request through the activator. 

ii. Client-mediated delegation, where the activator sends back informa-

tion to the client that updates the service proxy to point to the acti-

vated service. The benefit of this approach is that conversational cli-

ents can cache the updated service proxy and use it to optimize 

subsequent communication with the activated service. The downside 

is that the first request will incur extra communication back to the cli-

ent before being forwarded to the service running on the server. 

Broker pattern implementations [14] often apply these delegation strategies 

with the broker playing the role of the activator. 

In the automation example, all services are stateless so initialization is sim-

plified and self-contained. Since clients often communicate with the same 

service for an extended period of time the client-mediated delegation strat-

egy is used. 

3. Define the service deactivation strategy. There are several strategies for deacti-

vating services:  

a. Service-triggered deactivation. In this strategy, a service decides to deacti-

vate itself, e.g., a service could deactivate itself if a designated period of 

time elapsed without any clients sending the service requests. This strategy 

is commonly known as the Evictor pattern [47][103].  
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b. Client-triggered deactivation. In this strategy, a client explicitly invokes an 

operation to trigger deactivation of the service. To implement client-

triggered deactivation, the service must be notified whenever a client is ob-

taining a reference or releasing its reference to this particular service. In-

ternally, the service may keep a reference count that it incre-

ments/decrements on service access/release. When the count reaches 

zero, the service could deactivate itself to release its resources. 

c. Activator-triggered deactivation. In this strategy, the activator decides when 

to deactivate a service. For example, the activator might track resource us-

age on a particular computing node and deactivate services after a certain 

threshold is reached. Naturally, care must be taken to deactivate services 

gracefully to avoid disrupting vital processing and losing important state in-

formation. 

In most cases, once the service is ready for deactivation it should inform its exe-

cution context so any resources allocated to the service can be released. The 

subsequent behavior of the execution context will depend on how it is repre-

sented. For example, if the service is implemented as a component and service 

execution context is implemented as a container, the container will delete the 

memory allocated to the component. Likewise, if the service is implemented 

within an OS process, the process may simply exit, thereby releasing the mem-

ory resource automatically. 

Our automation example uses service-triggered deactivation via the Evictor pat-

tern, i.e., services deactivate themselves and terminate their service execution 

context if they do not receive any client requests after a certain period of time.  
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7.1.8.4 Define the interoperation between services and the service execution con-

text 

The service execution context may provide operations to (1) access information and re-

sources managed by the execution context, (2) request service deactivation, and (3) 

modify the behavior of the service manager. Likewise, services might provide (1) global 

operations for service instantiation or (2) callback operations that the services execution 

context invokes automatically upon the occurrence of certain service lifecycle events, 

such as service creation/activation and deactivation/destruction. 

Services in the automation example implement a callback interface invoked automatically 

by the service execution context before a service is created and activated and before it is 

deactivated and destroyed. The services use these callback methods to acquire or re-

lease resources. 

7.1.8.5 Implement the activator 

 This step involves the following sub activities:  

1. Determine the association between activators and services. There are a number 

of ways to associate activators and services, including: 

a. Singleton activator. Make the activator a singleton and have all services 

share it within a particular environment, such as a process or a computing 

node. In this approach, an activation table keeps track of the services con-

trolled by the activator. 

b. Exclusive activator. Provide each service or service execution context with 

its own activator. In this approach, an activation table can be used as a 

global repository accessible by all activator instances. The advantage of 

this approach is its higher scalability and reliability. Activator instances 
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must coordinate access to the activation table, however, which can in-

crease complexity.  

c. Distributed Activator. This approach generalizes the singleton activator. A 

local activator is placed on each computing node. When a client asks for a 

particular service, the local node’s activator checks whether the corre-

sponding service is available locally or remotely. In the former case, the 

workflow continues as in the singleton activator. In the latter case, however, 

the local activator determines where the appropriate service is available 

and then connects to the remote activator, on that computing node, which 

retrieves a reference to the service and returns it to the local activator. The 

local activator then returns the service proxy to the client. 

In the automation example, the activator implementation uses the singleton acti-

vator approach. Whenever a new request arrives for any service provided by a 

computing node, the singleton activator instantiates the appropriate service on 

demand. 

2. Determine the degree of transparency. There are various degrees of transparency 

from the client’s perspective, including: 

a. Explicit activator. In some implementations of the Activator pattern, clients 

or their service proxies may be aware that they are retrieving services via 

an activator. In this case, an activator is a separate component that clients 

can contact explicitly to activate a service. The activator could also invoke 

the service and return the result to the client. Examples of explicit activation 

include network and system management systems, where administrators 

use management consoles to activate services on remote clients. In these 

systems, remote management agents provide management interfaces that 

contain operations for starting and stopping services explicitly to reduce re-
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source contention on managed objects. In this context, management 

agents play the role of explicit activators. 

b. Transparent activator. It is often beneficial to shield clients from the activa-

tor, so they believe they are accessing the service directly rather than indi-

rectly via the activator. To implement a transparent activator, therefore, the 

Interceptor pattern [85] can be used to contact the activator implicitly before 

the service is created. For example, an EJB or CCM container uses an in-

terceptor to activate components on demand. Likewise, CORBA’s General 

Inter-ORB Protocol (GIOP) provides a special message (LocateRequest) 

that an Implementation Repository activator uses to intercept client re-

quests, create service execution contexts on demand, and redirect clients 

to the newly activated service. 

As explained in implementation activity 7.1.8.3 step 3, an activator implementa-

tion should work together with services and/or service execution contexts to 

cleanup resources when services are deactivated.  

In the automation example, the activator implementation uses the Interceptor 

pattern. Whenever a new request arrives, the communication framework notifies 

the activator, which then instantiates the appropriate service on demand and de-

activates it later using the Evictor pattern. 

7.1.8.6 Define the necessary contracts between interoperating participants 

A contract specifies the set of interfaces implemented by each pair of parties that com-

municate and protocols they must obey. Activity diagrams or interaction diagrams can be 

used to model the protocol; class diagrams can be used to model the interfaces. 

First, determine the internal contracts that are not visible to clients, such as: 
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• The contract between the activator and the service execution context, which 

specifies how an activator locates, registers/unregisters, and (re)activates a ser-

vice, as well as (re)activates and registers/unregisters services managed by the 

service execution context. This contract can also limit the number of copies of a 

service execution context that an activator should activate, which can be used to 

prevent intentional or accidental denial of service attacks. 

• The contract between the service execution context and its services, which intro-

duces interfaces for creating, initializing, and releasing services. It also specifies 

how a service can notify its service execution context about its deactivation. 

Second, define the external contracts that are visible to clients, such as: 

• The contract between the client and the activator, which defines how a client ob-

tains a service proxy from the activator. This contract defines a service identifier 

that encapsulates addressing information for the service and service execution 

context where the service implementation runs. An activator knows how to extract 

this information from a service identifier. 

• The contract between the client and the service, which defines (1) the set of op-

erations a client can use to access the functionality of the service via its service 

proxy and (2) the means of disconnecting from and/or deactivating the service af-

ter its processing is complete. The service proxy is often implemented as a proxy 

that exposes this contract via explicit operations, as is the case with CORBA or 

EJB. It is possible, however, to implement this contract implicitly via lower-level 

means, such as TCP/IP connections or messages, as is the case with Internet 

services like HTTP, FTP, and SSH servers. 

The stateless instances of services in our automation example system are created by the 

service execution context on demand and deactivated using the Evictor pattern [47]. The 

service execution context is implemented as a remote object that the activator contacts 



184 

Chapter 7 - Activation Pattern 

 

to forward client requests. Since services are stateless, there is a 1:1 mapping between 

service execution requests and services, which simplifies the interface between the acti-

vator and the service execution context. The eviction strategy is configured statically into 

the system. All service instances are preinstantiated and organized in a pool that can 

shrink or increase as required. 

The interface between clients and activators is also straightforward. Clients obtain ser-

vice identifiers from a central database. service proxies are instantiated from a client-side 

library, passing the service identifier as an argument. The service proxy implements the 

service interface and shields the client from lower-level network programming details. 

The service proxy sends requests to the activator and passes results back to the client, 

thereby shielding the client from changes to the activator implementation. For example, 

while subsequent versions of the automation system might configure each service exe-

cution context to use thread pools to pre-instantiate groups of service instances, clients 

will not be affected by these changes. 

7.1.9 Variants 

7.1.9.1 One service per service execution context 

Instead of allowing a service execution context to provide multiple service types, this 

variant enforces a 1:1 relationship between service execution contents and services. 

Each service execution context implements exactly one service. The advantage of this 

approach is the reduced complexity of the activator implementation. Resource contention 

increases, however, when more service execution contexts are available. This approach 

is therefore most useful when services have a long execution time or when the number 

of services is relatively small. 
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7.1.9.2 Combined Component Configurator and Activator 

This compound pattern combines the Component Configurator pattern [85] with the Acti-

vator pattern to provide the ultimate in on-demand flexibility. In this variant, an activator is 

responsible for activating/deactivating service execution contexts in which services run, 

whereas a component configurator is responsible for determining what service imple-

mentations are actually linked into a server from a dynamic link library (DLL). This com-

pound pattern approach leads to a highly flexible design with well-defined separation of 

concerns. For example, the activator in such systems could spawn a process to serve as 

the service execution context and then use a component configurator to link service im-

plementations on-demand from DLLs into the process. 

7.1.10 Example Resolved 

Applying the Activator pattern as described in the Implementation section improved the 

scalability of the industrial automation system by ensuring that computing resources are 

consumed only by services being accessed by clients. The diagram below shows that 

activating services on demand improves system scalability.  
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Figure 34: Better load behavior due to activation. 

In the initial implementation shown in the Example section, only a small number of clients 

could access the system simultaneously since scarce system resources were devoted to 

running unused services. In the refactored implementation, however, a larger number of 

clients can access the same (or different) services simultaneously without incurring over-

load. Even three clients concurrently accessing the embedded controller do not incur 

more than 50% CPU load, so the overload threshold will not be reached. 

After refactoring of the initial eager resource allocation strategy, the revised system uses 

a singleton activator to create service execution contexts and activate services on-



187 

Chapter 7 - Activation Pattern 

 

 

demand. It uses the Evictor pattern to deactivate services when clients do not access 

them after a designated period of time. Some addition runtime overhead is caused by the 

activator spawning threads to run newly activated services, but this overhead is negligi-

ble since each client exchanges a number of requests with the service before focusing its 

attention elsewhere.  

7.1.11 Known Uses 

7.1.11.1 Object Request Broker (ORB) and Component Middleware frameworks 

CORBA, CORBA Component Model (CCM), Microsoft COM+, and Java RMI use the 

Activator pattern in several ways. For example, they use the pattern to transparently 

spawn server processes when clients invoke operations on remote objects, as follows: 

• In COM+ the Service Control Manager (SCM) can spawn server processes on 

demand. It then connects to the appropriate class factory and creates a new in-

stance of a COM object. The activation table is implemented by a combination of 

the Windows registry and internal tables. A global DLL, called OLE32.DLL encap-

sulates access to the activator implementation transparently for clients.  

• CORBA ORBs use transparent activators to activate servers on demand. When a 

client invokes an operation on an object reference, the call initially goes to an Im-

plementation Repository [103], which plays the role of the activator in this pattern. 

The Implementation Repository checks to see if a server process containing the 

object being accessed by the client is running. If it is not running, the server proc-

ess is spawned. After the Implementation Repository verifies the process is run-

ning, it returns a LOCATION_FORWARD exception to the client ORB, which updates 

the object reference to note the new location and reissues the call to the server 

transparently to the client application. 
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Component middleware uses the Activator pattern to activate components transparently 

via a hierarchy of activators. For example, in the CORBA Component Model (CCM) the 

Implementation Repository is used to spawn server processes. Servant activators can 

then be used to create containers that provide the runtime environment for managing the 

lifecycle of component implementations. Similar mechanisms are available in Enterprise 

JavaBeans.  

7.1.11.2 OS superservers 

The Activator pattern has been used in OS ‘super servers’ that manage network servers. 

Two widely available OS super servers are Inetd [93] and Listen [75], which consult 

configuration scripts that specify (1) service names, such as the standard Web and Inter-

net services HTTP, TELNET, FTP, DAYTIME, and ECHO, (2) port numbers to listen on for 

clients to connect with these services, and (3) an executable file to invoke and perform 

the service when a client connects.  

Both Inetd and Listen contain a master acceptor process that monitors a set of port 

numbers associated with the services. When a client connection occurs on a monitored 

port, the acceptor process accepts the connection and demultiplexes the request to the 

appropriate pre-registered service handler. This handler performs the service, either re-

actively, proactively, or as an active object [85], and returning results to the client as 

needed. 

7.1.11.3 Web servers  

Web servers use the Activator pattern to start services on demand when HTTP requests 

arrive. Plug-ins may be registered with the Web server (e.g., using configuration files or 

Component Configurators [85]), which represent service execution contexts. These plug-

ins handle HTTP requests for specific URL addresses. For example, when a URL speci-

fies a file with a PHP file-extension, a PHP-plug-in is accessed by the web server to han-

dle this kind of request. Handling the request in this context means to load the PHP in-
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terpreter, execute the PHP-script specified, and return an HTML page to the originator of 

the request. To optimize performance, the server only activates plug-ins on demand 

when an appropriate request arrives. 

7.1.11.4 Human usage 

A human known use of the Activator pattern is a call center used to provide technical 

help desk services, credit card fraud reporting, or airline reservations. Here the resources 

to be optimized are telephone lines, computer and database connections, and call center 

operators. The activator is the central system that is called by customers. After a cus-

tomer has specified their service identifier via voice or touchtone input, the call center 

activator connects the customer to the appropriate operator, after first activating the re-

sources needed by the operator to handle the call, which can involve establishing net-

work and database connections, preparing information on the user interface display, etc. 

The customer is then connected directly to the operator. Hanging up the telephone trig-

gers service deactivation and releases the allocated resources for use in servicing other 

customer calls. 

7.1.12 Consequences 

The Activator pattern offers the following benefits: 

• Scalable resource usage. Service execution contexts only run when services are 

being accessed by clients. They are deactivated and reactivated on demand, 

which helps improve the scalability of the overall system by allocating resources 

more parsimoniously. 

• Implicit initialization. All details of service and service execution context activation 

and deactivation are encapsulated by the activator interface, which enables ser-

vice developers to initialize services when they are activated. For example, ser-

vice state can be stored in a database and loaded whenever the service execution 
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context is activated., so clients may not need to initialize services explicitly them-

selves. 

• Exchangeable strategies due to transparent service creation. As a consequence 

of using activators as intermediaries, the service creation strategy can be ex-

changed without impacting clients. For example, an activator can choose between 

different services supporting the same service type via load balancing or fault tol-

erance replication mechanisms. 

• Location transparency with respect to services. If the service proxies returned by 

the activator point to proxies, the location of the service can be made invisible to 

clients. Clients can thus access services residing on remote machines transpar-

ently.  

• Efficient and fast service access. After clients have obtained updated service 

proxies from an activator, they can access the services directly, bypassing further 

indirection and delegation.  

The Activator pattern also has following liabilities: 

• QoS penalties due to activation overhead. When a client first accesses an inactive 

service, the activator must activate a server execution context to run the service, 

which increases the latency and jitter of the initial access. It is also possible for 

clients to trigger intentional or accidental denial-of-service attacks by activating 

many services unnecessarily. 

• Complex state management. If service execution contexts running services are 

deactivated and activated on demand, any non-volatile state must be persisted 

across succeeding passivation and activation events, which can complicate ser-

vice development.  



191 

Chapter 7 - Activation Pattern 

 

 

• Debugging and testing can be hard. Decoupling clients from the activation of ser-

vices can make it harder to determine why failures occur. For example, if there is 

not enough memory to activate a service in a service execution context, the client 

may not be able to ascertain what caused the problem since service activation is 

supposed to be transparent. 

7.1.13 See Also 

The Component Configurator pattern [85] allows applications to dynamically link and 

unlink their component implementations at run-time without having to modify, recompile, 

or statically relink application code. The primary difference between Component Configu-

rator and Activator is that Activator focuses on activating/deactivating a service execution 

context on-demand, whereas Component Configurator focuses on dynamic link-

ing/unlinking the code that runs within an execution context. The Component Configura-

tor and Activator patterns can be combined to form a compound pattern, as described in 

the Variants section. 

The Virtual Component [21] and Virtual Proxy patterns [14] can also be used in conjunc-

tion with the Component Configurator pattern to provide an transparent way of loading 

and unloading components that implement middleware and/or application software func-

tionality. These patterns ensure that the software provides a rich and configurable set of 

functionality, yet occupies main memory only for components that are actually being 

used. Whereas the Virtual Component and Virtual Proxy patterns focus largely on creat-

ing component memory on demand, the Activator pattern focuses on a broader set of 

issues, such as locating services and activating/deactivating service execution contexts 

on demand. 

The Broker pattern [14] structures distributed software systems with decoupled compo-

nents that interact via local and/or remote invocations. A broker component is responsi-

ble for coordinating communication, such as establishing connections and forwarding 

requests, as well as for handling results and exceptions. Remote objects represent ser-
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vices that reside in servers. For performance and scalability reasons, these Broker sys-

tems often instantiate the Activator pattern to spawn server processes on demand. A 

common example is the Implementation Repository in CORBA-based ORBs [103]. 

The Lazy Acquisition pattern [47] defers the acquisition of resources late in the system 

lifecycle, e.g., at installation- or run-time. Although this pattern is similar to the Activator 

pattern, these patterns address different problem contexts at different levels of abstrac-

tion. The Lazy Acquisition pattern defines a broad strategy for allocating resources, such 

as shared, passive entities like memory or connections, to active entities, such as ser-

vices. Activator, in contrast, is a more focused pattern that addresses the activation and 

deactivation of service execution contexts and services in resource-constrained distrib-

uted computing environments.  

The small memory patterns in [107] describe a range of other techniques that can be 

applied to reduce the consumption of memory in embedded systems and handheld de-

vices with their limited computing horsepower. 
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8.1 Abstract 

Software systems with a layered architecture, such as middleware, need to propa-

gate/share information across the different system layers. In middleware for example, 

efficient information sharing across different middleware layers enables timely process-

ing of client requests; a critical middleware functionality. This paper presents the Context 

Object pattern that allows efficient processing of requests by propagating context infor-

mation between different middleware layers. Using this pattern, a layer/session propa-

gates per-request information required by the next layer/session in a context object, 

which eliminates the need for (1) per-request state within each layer and (2) lock-

ing/synchronization to access per-request information across different layers. This pat-

tern is used in CORBA Object Request Brokers (ORBs) for request processing.  

 

8.2 Pattern Description 

8.2.1 Intent 

This pattern provides an efficient and application-transparent way of sharing information 

between different layers in a software system. 
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8.2.2 Example 

Many applications use middleware to shield them from system-specific issues, such as 

communication protocols, concurrency strategies, (de)multiplexing strategies, or 

(de)marshaling mechanisms. This transparency helps developers focus on application 

needs, rather than wrestling with low-level distribution details explicitly and manually. To 

provide the different middleware functionalities, middleware implementers apply the Lay-

ers Pattern [14] to group different responsibilities detailed above into groups of tasks at 

different levels of abstraction. Figure 35 illustrates the different layers in a CORBA based 

middleware implementations, including the I/O layer (that manages request/response 

(de)multiplexing), ORB Core layer (that manages message parsing and dispatching), 

Object Adapter layer (that manages object lifecycle) and Application layer (that hosts 

application defined entities called servants). Middleware functionalities, such as re-

quest/response processing, however, crosscut the different layers.   

 

Figure 35: Layered CORBA Request Processing. 
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In our example, as shown in Figure 35 (and discussed in 8.4), request processing steps 

1-2 are carried out in the I/O layer, steps 3-5 are carried out in the ORB core layer, and 

step 6 is executed in the object adapter layer.  In addition, each layer requires some in-

formation processed by a layer directly beneath it. For example, the name of the opera-

tion demarshaled in the I/O layer is required in the object adapter layer to perform the 

upcall. Similarly, a message parser associated in the ORB core layer is required in the 

object adapter layer to create the appropriate reply.  Context information (e.g., the trans-

port, message parsers and memory buffers associated with each request) must therefore 

be maintained at each layer and across different layers. 

One way to associate and maintain context information at different layers is to create a 

manager [90] at each layer (as shown in Figure 35) and store the state created within a 

layer with each request. In our example, a manager in the I/O layer can be used to asso-

ciate the transport with the request.   The object adapter layer can then query this man-

ager to obtain the transport object associated with the request to send the reply.  This 

approach does not scale well, however, since it (1) forces the ORB to maintain a man-

ager for every objected created as a part of request processing, (2) incurs lookup over-

head since information is distributed in different managers, and (3) requires synchroniza-

tion between the server threads in multi-threaded ORB configurations.  

A manager-per-layer model also necessitates removing the state associated in each 

store after processing a request, which increases the overhead of processing requests. 

These factors therefore motivate the use of alternative techniques that maximize the effi-

ciency of processing requests, irrespective of the type of request, services associated, 

and the context information. 

8.2.3 Context  

Software systems that provide rich and configurable set of functionalities resulting in mul-

tiple layers.  
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8.2.4 Problem 

Communication middleware provides developers with a powerful and rich set of services 

for building applications.  These services often require context information to track rela-

tionships between clients and servers. For example, in QoS-enabled middleware imple-

mentations, such as Real-time CORBA [82], priorities can be conveyed with requests so 

that middleware implementations can adapt their processing according to these priorities, 

i.e., by assigning the incoming request to a thread with the appropriate priority. Since this 

context information often cross-cuts normal request processing at each layer, developers 

need to determine how context information can be passed and maintained efficiently 

since using ad hoc context management mechanisms for each service or middleware 

layer yields middleware implementations that are hard to maintain, change, or evolve.   

Designing middleware implementations that pass context information across middleware 

layers efficiently is hard since the following forces must be resolved: 

• Context information depends on the type of requests and associated QoS policies. 

For example, the service context information in the request depends on the ser-

vices associated with the ORB. Similarly, a CORBA LocateRequest message 

(used to determine if the server is capable of handling requests on an object ref-

erence) has a different format than a normal CORBA request. 

• The specifications for features and options for middleware can be large. For ex-

ample, new CORBA specifications (such as Deployment and Configuration of 

Components [67]) have been recently added by the OMG. Similarly, research ef-

forts are examining integrating fault-tolerance with real-time CORBA [34] 

• Explicit (de)allocation of resources along the critical request response path in a 

middleware implementation should be minimized. 

In addressing the previous forces care must be taken to provide a solution that: 
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• Presents an architecture that can be extended easily, e.g., adding a new protocol 

may require enhancements to the I/O layer or the ORB core or Object Adapter 

layers, but should not break the interface between the layers nor increase over-

head for other protocols. 

• Is transparent to the application, i.e., does not expose any API.  

The problem is therefore how (1) context information required for processing different 

middleware functionalities (such as different services or different message types) can be 

propagated efficiently within middleware and (2) middleware developers can mini-

mize/eliminate changes to the critical processing path, while adding support for new mid-

dleware functionality. 

8.2.5 Solution 

Associate state (such as remote address information, socket information, and the right 

message parsers) required to process a request with the request.  For every request that 

a client invokes on a service hosted in a server, create a generic context object to store 

all the state necessary to process the request. As the request is processed at each layer, 

add/remove the state required/redundant for further request processing to the context 

object.  The server uses information in the context object to process the request and 

send the response to the client. Likewise, the client uses the context object to store re-

quest-specific information (such as request priority) and map the response from the 

server to the right application logic. To minimize memory allocations, recycle the context 

object after processing the request.  

8.2.6 Structure 

Figure 36 shows the structure of all the participants and their relationships in the context 

object pattern. 



198 

Chapter 8 - Context Object Pattern 

 

 

Figure 36: Structure of Context Object Pattern. 

8.2.7 Participants 

The following are the participants in the Context Object pattern. 

• Layer1: Create the context object, initialize it, and add context information to the ob-
ject, and upcall the next layer passing on the context object. 

 In our example the I/O layer creates the context object and adds context informa-

tion, such as the socket, transport, and buffers associated with the client connection. 

 C lass: 
 Layer 1 
 
R esponsibility: 
• Creates Context Object 
• Adds context information 
• Upcalls next Layer passing Context 

information 

Collaborator 
• Layer 2 
• Context 

Object 
Factory 

 

Figure 37: Layer 1 in Context Object Pattern. 

 

• LayerJ (where J=2..n): Receive the Context Object from the layer below it, add con-
text information, and pass it on to the next layer, i.e, (J+1). If J is the final layer, com-
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plete the request processing and send the reply to the client. The call stack unwinds 
and Layer 1 can reuse the request for the next request processing cycle.  

 In our example, the ORB layer (layer 2) uses the service context information in the 

context object created by the I/O layer (layer 1) to take suitable action, such as set-

ting the right priority information and passing it to the object adapter layer (layer 3), 

which upcalls the application layer (layer 4) and sends the response using the socket 

information in the context object.  

 C la ss : 
 L ayer J  
 
R esp o n sib ility : 
•  A d d s and  uses se rv ice  co n tex t 

in fo rm atio n  in  the  co n tex t o b jec t 
•  P ass it to  the  nex t la yer if no t the  last 

layer 

C o lla b o ra to r  
•  L ayer J+ 1  
•  L ayer J-1  

 

Figure 38: Additional layers in Context Object Pattern. 

 

• ContextObjectFactory:  Define an interface and a factory method that creates a 
context object. 

     In our example, the ORB defines a factory class with a create() operation de-

fined. The I/O layer uses this factory to create a context object.  The factory can also 

use the recycle method () to cache/recycle context objects.  

 C lass : 
 C ontext_O b jec t_Facto ry 
 
R espon sib ility : 
•  P ro vid es an  in terface to  c reate  

d ifferent context ob jec ts 

C ollab ora tor  
•  L ayer 1  

 

Figure 39: Context Object Factory. 
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 C la ss : 
 C o n te x t O b jec t 
 
R esp o n sib ility : 
•  P ro v id es accesso r and  m u ta to r o p -

era tio n s to  ad d  and  re trieve  co n tex t 
in fo rm a tio n  

C o lla b o ra to r  
•  L a y er 1  

 

Figure 40: Context Object. 

 

• ContextObject: Define accessor and mutator operations to get/set context informa-
tion. 

 In our example, the context object has operations get_end_point_info() to 

get the IP address of the peer and operation() to set the name of the operation to 

invoke on the application provided servant.  

 

8.2.8 Dynamics 

The following scenarios detail the interactions in the Context Object pattern. 

Scenario 1: Creation of a context object. A context object is created by the first layer, 

e.g., Layer1 via the create() operation provided by the ContextObjectFactory. 

The following figure illustrates this scenario. 
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Figure 41: Creating a context object. 

Scenario 2: Context addition and propagation.  After a ContextObject has been 

created, Layer1 adds context information required by Layer2. Layer1 then upcalls 

Layer2 passing the ContextObject. Layer2 (or any LayerJ, where J is not the last 

layer) follows a similar procedure of adding or obtaining context information stored in the 

object. It is important to note that the first layer, (Layer1) only adds context information, 

while the last layer (Layern) only retrieves context information associated with the Con-

textObject. The following figure illustrates this scenario. 

 

 

 

 

 

 

 

Figure 42: Propagation of context information. 

Scenario 3: Reusing context objects.  After one request/response processing cycle, 

Layer1 uses the recycle operation provided on the ContextObjectFactory. This 
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enables the factory to recycle the ContextObject.  The following figure illustrates this 

scenario. 

 

 

Figure 43: Reusing context objects. 

 

8.2.9 Implementation 

The following steps are involved in implementing the Context Object pattern: 

8.2.9.1 Determine the information associated with a context object  

For each layer, determine the context information that is required by the next layer and 

provide operations to set/get that context information. Context information restricted to a 

single layer is not added to the Context Object. Use the Strategy pattern [33] to associate 

the right type of context information within the context object. The use of Strategy pattern 

also enables to accommodate variability. For example, middleware solutions support 

multiple protocols such as Internet Inter-ORB protocol (IIOP), User Datagram Protocol 

(UDP), and Stream Control Transfer Protocol (SCTP) [94] for communication. Rather 

than create different types of context objects for each protocol, a middleware developer 

associates the context object with a base strategy class or interface that each protocol 

implements. At run-time this base strategy is associated with the concrete protocol used.  
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 The TAO [83] CORBA ORB supports different protocols, such as Internet Inter-

ORB protocol (IIOP), User Datagram Protocol (UDP), and Stream Control Transfer 

Protocol (SCTP) [94] for communication.  To transparently access each protocol, the 

Strategy pattern is used to associate the right protocol with the context object.  

8.2.9.2 Define the representation of context object   

The application developer should be unaware of the existence of context objects. More-

over, the context object representations should work seamlessly across different request 

types. The following are the  two types of  representations: 

• Heap-allocated context objects.  In this approach, context objects are allocated 

dynamically using new operators in C++ and Java.  Pointers in C++ and refer-

ences in Java are then used to access (add or remove) context information within 

the objects.   

• Stack-allocated context objects. In this approach, context objects are created on 

the thread’s stack rather than the heap. This approach is restricted to languages 

such as C++ that support stack allocation of non-primitive types.  

The heap-allocated approach eases the sharing of context objects across threads. In this 

approach, context objects can be put in queues shared by (1) producer/consumer 

threads and/or (2) asynchronous and synchronous processing layers as in a Half-

Sync/Half-Async [14] architectural pattern.  The disadvantage of this approach is the 

need for dynamic allocation along the critical request processing path, which can be ex-

pensive.  To alleviate this shortcoming, implementations can create a pool of context 

objects to service requests using an eager allocation strategy [47].  A stack allocated 

approach is less expensive than heap allocation and is used in high performance C++ 

ORBs, such as TAO, to eliminate dynamic allocation along the critical path. An advan-

tage of this approach is that it can be used in the Leader/Followers [85] pattern that re-

duces dynamic (de)allocation, synchronization, and context switching when processing 
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client requests. The disadvantage is the difficulty of sharing context objects across differ-

ent threads. 

8.2.9.3 Determine how to pass Context Objects between the middleware layers  

This step is typically straightforward, i.e., context objects can be passed either explicitly 

or implicitly. Explicit parameters are defined in signature of operations (as either pointers 

or references) used for communication between middleware layers. Implicit parameters 

are typically stored in a thread specific storage [85] or stored as environment accessed 

transparently by different layers. In the Example Resolved section, we show how to pass 

context objects explicitly. 

8.2.10 Example Resolved 

Consider a scenario where a CORBA server provides facilities for clients to query current 

stock prices.  We refer to the server as a stock quoter.  This server provides a 

get_quote() operation to get stock quotes. A client, using the server’s object refer-

ence, invokes the get_quote() operation as follows:  

long quote = obj_ref get_quote (“Google”); 

Figure 44 illustrates how the demultiplexing process changes compared to Figure 1 

when using a context object.  

A reactor listening on the server socket detects the request and reads the request onto 

an input buffer. The reactor notifies an event Handler (IOEventHandler) to further 
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Figure 44: Layered CORBA demultiplexing using Context Object. 

process the request using the process_request() operation.  This method creates a 

Context_Object,associating with it the transport protocol specific (de) marshaling 

functionality and the buffer which stores the request message. Next, the event handler 

uses the appropriate message parser to parse the message header. 

 

This example illustrates how each layer adds/retrieves context information re-

quired/provided by the layer directly above/below it. Finally we describe the Con-

text_Object class that encapsulates the information along with the appropriate acces-

sor/mutator operations for individual data elements.  

 

void IOEventHandler::process_request () { 

// Use the Object Factory to create the  
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// Context Object 
Context_Object server_request =  
   this->factory_-> 
     create_context_object (transport_, 
                            incoming_); 
 
// Parse the request header 
bool error =  
   transport_->message_parser()-> 
       parse_header (server_request); 
 
// Raise exception if bad header 
if (error) throw (BAD_HEADER ()); 
 
// Ask the next layer to handle request 
next_layer->dispatch (server_request); 

} 

This operation also populates the Context_Object with the CORBA service context 

information, end point information and the target operation name. This per request con-

text information is stored in the context object for use by the next layers. If the request 

header information is parsed properly, the next layer (which in our case is the ORB_Core 

layer) can further process the request.   
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void 
Message_Parser::parse_header  
   (Context_Object &request) 
{ 
  Input_Stream &input =  
     request.incoming (); 
 
  // Parse & populate the Context  
  // information 
  Service_Context & context =  
input.parse_context_information (); 
  request.context (context); 
 
  // Parse & populate end-point information 
  // i.e. target host name port 
  request.end_point_info  
   (input.unmarshall_target_info ()); 
 
  // Parse and populate operation name 
  request.operation  
     (input.operation_name ()); 
} 

The ORB_Core layer uses service context information stored in the Context_Object to 

take appropriate actions such as setting the right priority of the thread processing the 

request.  This step shows how information stored in the Context_Object by the lower 

layer is used in the next layer. This layer then parses (parse_object_key operation) 

the unique key information (ObjectKey) from the request and uses it to find the next 

(Object_Adapter) layer processing the request. The object key is associated with the 

context object for use in the next layer.  The object adapter layer uses the context infor-

mation populated by both the I/O and ORB layers to further process the request.  

After the request has been processed completely, the call stack un-winds and  the I/O 

layer sends the response back to the client. 

 
void  
ORB_Core::dispatch (Context_Object &request) 
{ 
   // Process the context information 
   this-> 
process_context_info 
 (request.service_context ()); 
 
  // Parse request to find Object key 
  ObjectKey &key =  
      parse_object_key (request); 
  request.object_key (key); 
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  // Consult internal map to get the right 
  // Object_Adapter to process the request 
  Object_Adapter *adapter =  
this->map_[key]; 
 
  // Use this adapter to service request 
  if (adapter) 
   return adapter->dispatch (request); 
 
  // Raise right exception 
  throw (ADAPTER_NOT_FOUND ()); 
} 
 
 
// Context Object class 
class Context_Object { 
public: 
 
    /// Get/Set operation name 
const char *operation (void) const; 
    void operation (const char *operation, 
                    size_t length); 
 
/// Return the context information 
/// in the request/reply 
Service_Context []& 
  service_context (void); 
 
/// Get and set the request id 
long request_id (void) const; 
void request_id (long req); 
 
/// Check if response is required 
bool is_response_expected () const; 
 
/// Get/Set Object Key information 
ObjectKey &object_key (); 
void object_key (const ObjectKey &key); 
 
/// Send reply to client 
void send_reply (); 
 
 private: 
    Transport *transport_; 
    // Transport interface 
 
std::string operation_; 
// Operation name of operation 
 
Request_Context request_context_; 
// Service Context information 
 
ObjectKey object_key_ ; 
// Unique identifier for each request 
 
Profile end_point_; 
// Representation of target host port  
// details 
  
}; 
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8.2.11 Known Uses 

Web servers and server pages engines provide context objects to efficiently share 

information for different requests within the same session. Due to the stateless design of 

HTTP, this is the only way to provide context information across otherwise independent 

HTTP requests. For example, login information and other security related information 

might be provided. Access to the context objects is enabled using techniques such as 

cookies (which are asynchronous completion tokens) or URL rewriting. 

Scheduler activations are a mechanism where the kernel notifies an address spaces 

about kernel events affecting it [4].This approach allows an application to have complete 

knowledge of its scheduling state. Similarly, the user-level thread scheduler informs the 

kernel (via scheduler activations), of user level events the kernel should be aware of in 

making scheduling decisions. Scheduler activations are context objects used to ex-

change address space specific context information between the kernel and user level 

schedulers. Scheduler activations have also been implemented on the NetBSD [108] op-

erating system. 

CORBA Request Processing. The TAO CORBA ORB [83] uses the Context Object 

pattern to demultiplex various types of requests and responses efficiently, scalable, and 

predictably. Upon receipt of a server request, a TAO server creates a CORBA-specified 

ServerRequest context object to hold the input and output buffers for the request. As 

the request is demultiplexed, successive layers add context information, such as the 

transport associated with the requests, the service context details, and protocol proper-

ties.  Interceptors and fault-tolerance mechanisms use this context object to add informa-

tion to the context object transparently.  TAO also implements service contexts, which is 

another CORBA-specified mechanism for implicitly passing context information (such as 

priorities, security keys, and transaction identifiers) between a client and a server. 

Theme Park tickets are human examples of the Context Object pattern. Consider a 

theme park that offers both free and paid rides. Visitors can choose packages that have 
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varying prices based on the different rides chosen by visitors.  The park uses a wrist-

band as a ticket that has information about the ticket, price, and number of rides, etc.  As 

a visitor proceeds through the park, her ticket is modified by a scanner that adds context 

to the band. Subsequently, all the information needed to validate her entry in the 

same/different ride is present in the band. The band acts as a context object that is effi-

cient and easier for the park officials than having a database at each ride and tracking 

how many times the user has visited a particular ride. 

8.2.12 Consequences 

The Context Object pattern has the following benefits: 

• It allows middleware developers to provide service for different request types 

without having to change the critical request processing path within the middle-

ware. 

• It enables efficient use of resources, such as request buffers, within the middle-

ware since a context object can be recycled for different requests, thereby mini-

mizing the number of dynamic allocations and reducing the amount of space 

needed. 

• It eliminates the need for each middleware layer to store per request state. A con-

text object can be associated with each thread processing the request, which alle-

viates the need to synchronize access to context information in each layer. 

• It does not dictate any concurrency approach within the middleware, i.e., both 

synchronous and asynchronous request processing can be implemented at a 

server that uses context objects.  

This pattern also incurs the following liabilities: 
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• Dynamically allocated context objects can degrade request processing latency 

due to (de)allocation for each request, which can also adversely affect latency and 

cause memory leaks if memory management is not done properly. 

• As middleware implementations grow in functionality, the interface provided by a 

context object can become bloated.  This can be ameliorated by using Decoupled 

Context Interface pattern [38]. This pattern allows the dependency between the 

context object and its type to be specified using interfaces thereby enabling differ-

ent implementations of the Context Object to be created.  

• The Context Object can grow in size if the context information added by a layer is 

not deleted by subsequent layers. 

8.2.13 See Also 

Existing patterns in the literature do not resolve all the aforementioned forces. For exam-

ple, the Chain of Responsibility pattern [33] decouples the sender of a request/event 

from the actual component that handles the request/event by propagating the event 

along the hierarchy until a handler for the event is found. In this case, however, each 

layer performs some computation based on the context information and passes the re-

quest to the next layer in the hierarchy.   

In the Pipes and Filter pattern [14], data streams are transmitted via pipes to filters that 

transform the input generating modified output.  Filters are relatively independent, i.e., an 

upstream filter makes as few assumptions as possible about the downstream filter and 

vice versa. In our case, however, a higher layer requires information from its lower layer. 

Moreover, correctness depends on the order in which the steps are executed (e.g., I/O 

 ORB core  object adapter).  

In the Asynchronous Completion Token (ACT) [85] pattern, a client invokes an asyn-

chronous operation on a service. To help the client process the response from the ser-
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vice efficiently, it transmits an ACT which is a value that identifies the state necessary for 

the client to process the response, with the request. The response from the service also 

contains the same information, which is used by the client to find the completion handler 

efficiently. Similar to context objects, an asynchronous completion token (ACT) simplifies 

the data structure that a client needs to determine the right action. Context objects are 

also valid for only one request/response cycle, i.e., they are ephemeral, whereas multiple 

invocations of the same operation can have the same ACT. 

In the Encapsulate Context [45] pattern, a context container is used to hold all system or 

global data that would otherwise be scattered throughout different parts of the system. 

This pattern enables passing new system information into existing interfaces without hav-

ing to add new parameters to a function’s parameter list.  Other patterns such as Role 

Specific/Partitioned Contexts [38] enable encapsulate context objects to be split accord-

ing to usage roles. The Context object pattern is similar to the Encapsulate Context pat-

tern since it enables new features to be added without having to modify existing inter-

faces. In addition, context objects provide a mechanism for accessing 

global/environment data and also enable addition/deletion of dynamic (per request) sys-

tem information efficiently across different system layers. 

In the Variable Argument [109] pattern, the argument syntax allows for passing a variable 

number of parameters.  In the Optional Argument pattern, special syntax is used to de-

note an argument as optional. A default value is supplied in case the client does not pro-

vide the argument. The Nonpositional parameter passing pattern allows parameters to 

be passed in any order by enabling arguments to be passed as name/value pairs.  The 

aforementioned patterns can be used to implement a context object. For example, the 

variable argument pattern can be used to store different data on a per request basis. 

Similarly, the optional argument pattern can be used to provide a default value for con-

text data in situations where a client does not provide one. 

In the Abstract Session pattern [73], a server maintains per client state in the form of a 

type safe session handle. The client uses this handle to access the service provided by 
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the server. Although the Context Object pattern also maintains per-request client state at 

the server, unlike the Abstract Session pattern, a context object can be used to store 

context information across multiple layers. Similarly, the context information stored in the 

context object is typically valid only for one request/response cycle, whereas a handle 

used in the abstract session pattern is valid until the client closes or releases the ses-

sion. 

In the Thread-Specific Storage pattern [84], sequential operations access thread-specific 

state atomically without incurring locking overhead. The Context Object pattern can use 

thread-specific storage to enable different layers to access request-specific context in-

formation without incurring locking overhead.  
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8.4 Appendix:  Overview of Middleware Request Processing Steps  

Consider a synchronous CORBA request: 

result = obj_ref->operation (arg); 

The sequence of steps required to process this request are described below8 and illus-

trated in Figure 1. 

1. On receipt of the request, the Reactor notifies a handler driven by a 

leader/followers thread pool.  The other threads wait as followers on a condition 

variable or semaphore.  

2. The leader thread reads the header of the request on connection to determine the 

size of the request.  Each request is associated with a Transport that provides 

protocol specific connection handling.  

3. A Memory Buffer is allocated from a memory pool to hold the request, after 

which the request data is read into the buffer. 

4. A Message Parser examines the request to glean context information, e.g., the 

CORBA service context information (which can convey the request priority, secu-

rity policies, and transaction ID), type of request, and total size of request. 

5. The request is demarshaled to find the target servant and skeleton in the portable 

object adapter (POA); this process is aided by a unique object key created by the 

server and encoded in the request for every servant. 

                                            
8 This discussion has been generalized using the Reactor, Acceptor-Connector, and Leader/Follower patterns 

from [85]. 
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6. An upcall is dispatched to the application provided implementation and the reply if 

any is marshaled back. Finally, the reply is sent back to the client using the same 

incoming connection. 
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9 Research Questions Resolved 

"All truths are easy to understand once they are discovered; the point is to discover 

them." —Galileo Galilei. 

 

9.1 Main Contributions 

In section 1.6 the thesis introduced the research questions that were defined in the be-

ginning of the research activities. The central research focus driving my work was the 

question: Do patterns provide a useful abstraction and adequate means to better under-

stand and analyze existing software architecture? 

In summary, this thesis proves that patterns provide an effective tool for describing and 

understanding single applications, platforms, application domains, and even paradigms 

such as service-orientation. I’ve used the domain of remoting middleware as example 

throughout my research activities. Thus, the core contribution of this thesis is the provi-

sioning of a pattern language for the domain for remoting middleware which even proves 

to be useful for explaining paradigms such as Service-Oriented Architecture (SOA) and 

further extending paradigms such as SOA and Distributed Object Computing.  The pat-

tern language provided is also applicable to derive best practice patterns useful to lever-

age remoting middleware and SOA technologies in an efficient and effective way. The 

domain of remoting middleware is only used as an example domain. Hence, other do-

mains are also expressible using a pattern-based approach. 

In detail, the thesis has resolved the research topics as follows: 
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[Q1]: Can we provide a scientific description and classification of software patterns that 

includes the usage of patterns for architectural analysis? 

Answer: In section 2.1 this thesis offers a new systematic description of patterns as a 

general software engineering discipline as well as a classification and categorization. A 

pattern mining process helps to evaluate and analyze existing software architectures for 

extracting patterns and proto patterns. In addition, pattern mining was introduced as a 

means for the systematic derivation of best practice patterns. 

[Q2]: In order to understand the key concepts of distribution middleware: can we system-

atically classify and describe middleware in general and remoting middleware in particu-

lar as well as Service-Oriented Architecture in terms of requirements (commonalities) 

and concepts?. 

Answer: Section 2.2 systematically classifies and describes the domain of distribution 

middleware and its properties. The thesis applies a kind of commonality analysis to iden-

tify the most important requirements a remoting middleware technology must meet, start-

ing with fundamental requirements, over advanced requirements, up to additional ser-

vices. More specific requirements for Service-Oriented Architecture are elaborated in 

chapters 4 and 5. This served as groundwork for the thesis. 

[Q3]a: Is it possible to introduce new or use existing patterns and proto patterns to de-

scribe the relevant core concepts, e.g., can remoting middleware being described with 

patterns? 

Answer: The thesis could identify and document a system of patterns providing solutions 

for the fundamental design problems arising in the domain of remoting middleware in 

chapters 3, 4, 5, 6. These patterns have been applied in all existing remoting middleware 

solutions and thus express the core concepts of remoting middleware in general. For 

example, the Broker pattern describes the general principle underlying all those remoting 

middleware solutions. 
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[Q3]b: Can software patterns even help to describe paradigms such as remote objects or 

service-oriented architecture? 

Answer: As already pointed out in the answer to research question [Q3]a, the thesis 

could prove that all relevant remoting middleware solutions in principle use the same 

patterns in possibly different variants. In chapter 5, the thesis could also approve that 

paradigms are expressible using patterns. As a paradigm such as SOA addresses differ-

ent problems that could not be solved fully at least not efficiently with previous ap-

proaches, the solutions to these problems are (proto) patterns themselves. 

[Q3]c: Are software patterns applicable to describe and compare the different remoting 

middleware technologies? 

Answer: Chapter 3 introduces a system of patterns that describes the domain of remot-

ing middleware and provides a means to idiomatically express commonalities (i.e., the 

patterns) as well as variabilities (i.e., patterns variants or additional functionalities) be-

tween various concrete middleware technologies. 

[Q3]d: How can software patterns be evolved and refined with more details using addi-

tional software patterns to further cover the domain of remoting middleware? 

Answer: Chapter 6 introduces the Broker Revisited pattern that refines and modifies the 

original Broker pattern. This way, the thesis could illustrate that further refinement or 

modification of patterns also leads to further refinement and modification of domain and 

paradigm concepts. The reason for this is obvious. If an application, domain or paradigm 

is expressed using patterns, then the pattern systems reveal possibilities for systematic 

modification, refinement or extension.  For example, chapter 5 not only presents the core 

concepts of the SOA paradigm using patterns. It also helps to identify possible future 

evolution directions. Chapters 7 and 8 introduce patterns for the further detailing and re-

fining of remoting middleware systems. These chapters demonstrate that for architectural 

analysis and understanding of any given software system a coarse-grained coverage 
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with patterns is sufficient, but that more and more details can be uncovered using addi-

tional patterns to describe lower abstraction levels. Basically, this means that a top-down 

approach is essential in this context which is also shown by the pattern mining process 

introduced. 

[Q3]e: Can best practice patterns be derived that help application programmers leverage 

the remoting middleware? 

Answer: As presented in section 2.1.14 as well as in chapter 5, the pattern systems used 

to describe (families of) software architectures support the derivation of best practice 

patterns. The documented consequences of the pattern application as well as properties 

of the underlying system infrastructure provide input to define best practices.  

[Q4] Does architectural coverage of a domain or software system necessarily imply com-

plete coverage by a pattern language or is it sufficient to express only the core concepts 

using patterns? 

Answer: The thesis could prove that for domains such as remoting middleware it is not 

necessary to provide full pattern coverage if the central concepts of the domain can be 

expressed using patterns. As core concepts and core requirements of a domain denote 

recurring problems within that domain, it is obvious that there are also common solutions. 

Areas for which no patterns exist can be expressed using proto patterns. Since pattern 

description templates prove to be an efficient and effective means for describing, under-

standing and documenting all kinds of architectural entities, any existing software archi-

tecture is expressible using systems of patterns and proto patterns documented by pat-

tern description templates. At least, patterns and proto patterns should cover the core 

abstractions at higher architecture levels. This is possible because core concepts solve 

recurring problems using appropriate solutions. For a complete domain, these problems 

must be addressed by multiple applications so that the concepts are idiomatically ex-

pressible using patterns.        
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9.2 Possible Future Research Topics  

“Somewhere, something incredible is waiting to be known." —Carl Sagan. 

There are various levels of topics that could be subject to further investigation. Note, that 

some of these topics are not closely related to the research subject of this thesis, but 

rather define more general and relevant challenges for software architecture and mid-

dleware research. 

• How could tool support for pattern mining look like? Currently, architecture analy-

sis tools such as Sotograph focus more on the level of language-specific aspects 

like classes, packages. They allow the architect to specify sub-system organiza-

tion. It is very unlikely that automatic tool support for detecting patterns will work 

as patterns denote blueprints with potentially infinite implementations. Thus, hu-

man interaction and guidance will be necessary.  

• I see a demand for pattern systems that deal with particular operational and de-

velopmental requirements. In addition, further research on systematic injection of 

these properties into software architecture is required. For this purpose, all rele-

vant operational and developmental properties must be specified in detail. For 

qualities that represent cross cutting concerns, aspect-oriented software devel-

opment could be a good means. 

• What about using pattern systems that cover domains such as remoting middle-

ware as fundamental core of Model-Driven Software Development tools which 

generate distributed applications? 

• If a domain can be partitioned into sub-domains and if for all of these sub-domains 

pattern languages exist, is it then possible to compose these pattern languages to 

a pattern language of the whole domain? In other words, how can understanding 

sub-domains help to understand the target domain?  A similar question: given the 
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existence of DSLs for sub-domains, is it possible to derive a DSL for the whole 

domain? 

• As pointed out in 2.1.15 software patterns might help to introduce refactoring for 

all abstraction levels of the software architecture. Even the difference between re-

engineering and refactoring might be eliminated. In a further step pattern systems 

might help steer refactoring activities.  

• How can feature modeling and patterns be used in conjunction for architecture re-

covery and architecture construction? 

• In pattern-based systems, software metrics such as cyclomatic complexity lead to 

inappropriate results as these metrics do not take patterns into account. What is 

the right way to address this problem for metrics and software analysis tools?  

• This thesis focused on remoting middleware and SOA as examples. Similar 

analyses could be done for other types of middleware. And of course, similar in-

vestigations could also be done for other domains. 

• Are there further types of patterns for other abstraction layers? As an example 

look at patterns such as Reactor, Interceptor, or Observer. All these patterns look 

quite similar, providing registration as well as notification functionality. Are there 

common core patterns that are included in these patterns and can thus be ob-

tained from patterns such as Reactor, Interceptor, and Observer?    

• Can paradigms like OOP (Object-Oriented Programming) be expressed idiomati-

cally using patterns? In my opinion, the answer is yes, as for instance OOP de-

fines common solutions for recurring problems such as the concept of classes, in-

terfaces, and objects.  
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Appendix B  A System of Patterns 

“Life can only be understood backwards, but it must be lived forwards.” —Soren Kierke-

gaard. 

    Throughout this thesis the same software patterns appeared in different contexts. For 

example, the Broker pattern [14] introduces the core architectural principle for separating 

clients and remote objects which is one of the essential concepts of all remoting middle-

ware and SOA-based systems to introduce transparency. Hence, the Broker pattern is 

not just a pattern but also the guiding principle of these domains. Understanding the Bro-

ker pattern and all the other related software patterns enables software engineers to 

build efficient distributed applications, develop appropriate middleware platforms, or 

evolve these software systems systematically in new directions. The thesis focused on 

introducing only the core patterns necessary to describe the domains of Remoting Mid-

dleware and Service-Oriented Architecture without trying to come up with a complete 

pattern language. It was the goal to describe how patterns can help to understand, ana-

lyze, refactor, and evolve software architectures as well as how pattern mining in a given 

domain can be performed using existing platforms and program families. The patterns 

extracted can then be leveraged for understanding and analyzing software architecture 

and domains. 

In the next section, I will summarize the system of patterns that appeared in this thesis 

and will also refer to further patterns for distributed systems. 

The following table provides an overview of the pattern system used in the thesis. Pat-

terns for concurrency or synchronization are left out intentionally. This also holds for 

best-practice patterns. For the same reason not all relations between the patterns are 

listed. 
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Pattern Name Pattern Description Related Patterns 

Broker [14] Structures distributed systems and implements 

transparent communication. 

Proxy, Client-

Dispatcher-Server, 

Activator, Interceptor, 

Reflection, Layers, 

Context-Object, Broker 

Revisited, Object 

Group, Reactor, Proac-

tor 

Proxy [33] Introduces a surrogate object for an original object to hide 

the user of the original object from details such as com-

munication. 

Forwarder-Receiver 

Forwarder-

Receiver [14] 

Introduces intermediary components to shield communi-

cating peers from communication protocol details.  

Client-Dispatcher-

Server 

Client-Dispatcher-

Server [14] 

Introduces location transparency and separates commu-

nication establishment from communication. 

Acceptor-Connector 

Acceptor-

Connector [85] 

Decouples connection and initialization for cooperating 

services from processing itself. 

Client-Dispatcher-

Server 

Activator (see 

chapter 7) 

Realizes on-demand activation of service-execution con-

texts that host remote objects. 

Component-

Configurator, Lazy 

Acquisition, Evictor 

Interceptor [85] Used to add out-of-the-band functionality using predefined 

interception points. 

Reflection, Proxy, Ob-

server, Pipes and Fil-

ters 

Evictor [47] Defines how and when to release resources to optimize 

resource management. 

Activator, Leasing 
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Lazy Acquisition 

[47] 

Defines the deferring of resource acquisitions to the latest 

possible time. 

 

Reflection [14] Helps to dynamically change structure and behavior of a 

software system. Used to let clients reflect on remote 

objects and call them dynamically without using proxies. 

 

Observer [33] Implements a mechanism to send notifications to regis-

tered subscribers. 

 

Component Con-

figurator [85] 

Implements dynamic linking and unlinking of component 

implementations without requiring modifications or recom-

pilations. 

 

Layers [14] Helps to structure applications that can be decomposed 

into subtasks which reside on different levels of abstrac-

tion. 

 

Pipes and Filters 

[14] 

Provides a structure for processing data where each 

processing step is encapsulated in a filter and pipes are 

used to connect these filters. Often used to implement 

flexible pipelines for processing remote invocations. 

Layers 

Extension Interface 

[85] 

Allows components to provide different remote interfaces.  

Strategy [33] Used to implement families of strategies, e.g. different 

dispatch mechanisms in a Broker system. 

 

Context Object 

(see chapter 8) 

Support efficient sharing of information between different 

layers of a software system. 

Broker, Thread-Specific 

Storage 

Interpreter [33] Implements an interpreter such as a generator used to 

parse interface descriptions and generate proxies. 
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Messaging (Proto)  

(see 

http://www.stal.de) 

Defines how to implement message-based communica-

tion between peers. Might be used in proxy implementa-

tions to support asynchronous, non-blocking communica-

tion. 

Asynchronous Comple-

tion Token 

Broker Revisited 

(see chapter 6) 

Alternative implementation of broker. Requestor, Invoker, 

Marshaler 

Requestor [105] Handles processing of requests on client-side. Invoker 

Invoker [105] Invokes requests on server-side and dispatches them to 

servant 

Requestor 

Marshaler [105] Handles (de-)marshaling of data.  

Abstract Factory 

and Factory 

Method [33] 

Separates client from object creation such as hiding de-

tails of proxy instantiation in a client. 

 

Asynchronous 

Completion Token 

[85] 

Handle to uniquely correlate an asynchronous service 

request with its completion. For example, used to corre-

late request and response message in SOA systems. 

 

Coordinator [47] Helps coordinate tasks to guarantee consistency.  

Wrapper Facade 

[85] 

Hides higher layer from lower layer functions by introduc-

ing type-safe and coarse-grained interfaces. 

 

Explicit Interface 

[13] 

Introduces an explicit interface for communicating with 

clients. On of the principles of SOA systems.  

Bridge 

Lookup [47] Hides all details of finding resources such as remote ob-

jects. Used in Peer-to-Peer systems as well as in trading 

services.  
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Caching [47] Defines the implementation of caching to avoid premature 

release of resources. 

Pooling 

Bridge [33] Lets interfaces and implementation vary independently. 

Used in SOA applications. 

 

Thread-Specific 

Storage [85] 

Allows multiple threads to access local parts of global 

objects. 

 

Object Group (see 

http://www.stal.de) 

Replicates objects in a broker-based system to implement 

fault-tolerance. 

 

Pooling [47] Defines a strategy to recycle resources, e.g. remote ob-

jects. 

Caching 

Reactor [85] Implements demultiplexing and dispatching of service 

requests in event-driven systems.  Used in broker sys-

tems to handle request dispatching.  

Proactor 

Proactor [85] Event-Driven applications are enabled to efficiently demul-

tiplex and process service requests triggered by comple-

tion of asynchronous operations. 

Reactor 

Monitor Object [85] Synchronizes concurrent method execution to ensure that 

only one method runs at a time in an object. 

 

Half-Sync / Half-

Async [85] 

Decouples synchronous from asynchronous communica-

tion. 

 

Active Object [85] Decouples method execution from method invocation. 

Used to enhance concurrency. 

Active Object, Com-

mand Processor 

Command Proces-

sor [14] 

Separates the request for a service from its execution.  
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Blackboard [14] Useful for problems for which no deterministic solution 

strategies exist. Used in Multi-Agent-Systems. 

 

Leasing [47] Introduces time-based leases which control when re-

sources are being freed. Used to free remote objects that 

are not used anymore. 

Proxy, Active Object 

Figure 45: A System of Patterns for Distributed Systems. 
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