Seed Polytopes for Incremental Approximation

Oswin Aichholzer† Franz Aurenhammer‡ Simon Plantinga§ Günter Rote¶ Thomas Hackl¶ Bernhard Kornberger¶

Abstract

Approximating a given three-dimensional object in order to simplify its handling is a classical topic in computational geometry and related fields. A typical approach is based on incremental approximation algorithms, which start with a small and topologically correct polytope representation (the seed polytope) of a given sample point cloud or input mesh. In addition, a correspondence between the faces of the polytope and the respective regions of the object boundary is needed to guarantee correctness.

We construct such a polytope by first computing a simplified though still homotopy equivalent medial axis transform of the input object. Then, we inflate this medial axis to a polytope of small size. Since our approximation maintains topology, the simplified medial axis transform is also useful for skin surfaces and envelope surfaces.

1 Introduction

Object simplification and surface reconstruction are fundamental tasks in several areas of computer science, like geometric modeling, computer graphics, and computational geometry. We refrain from a general discussion here and refer the reader e.g. to [3, 8, 9, 11] and references therein.

In this note we deal with the problem of computing a simple but topologically correct polytope for a given input object, which is typically presented as a point cloud or surface mesh. As this polytope will serve as a starting point for incremental approximation algorithms, we additionally provide a correspondence between the faces of the polytope and the regions of the object surface. Possible incremental algorithms we have in mind use e.g. elliptical and hyperbolic patches or are based on interpolating subdivision surfaces.

In a previous related approach, point clouds in convex position are approximated by spherical patches, using an incremental algorithm [7]. Starting with a very simple structure (a tetrahedron), the convex polytope is incrementally refined until the associated surface built from spherical patches approximates the convex point cloud within a given tolerance bound. The approximating surface consists of a ‘bulgy’ polytope, where the triangular faces of the polytope are replaced by spherical patches.

The same approach works for other classes of approximating surfaces based on polytopes, such as interpolating subdivision surfaces. For a correct approximation, the underlying polytope needs to have the same topology as the input object. Furthermore, one has to be able to find which part of the object is approximated by a given part of the polytope, as this is the area where we have to test for epsilon-closeness.

1.1 A new approach

Our construction of a small (in general, nonconvex) initial polytope for a given, sufficiently dense sample point cloud is based on a certified simplification of the medial axis transform (MAT). The goal is to represent the object with as few elements as possible. To this end, we use a modification of our previous work [1, 2] where the input object is approximated by a set of balls. This set is then pruned based on an approximation of the minimal set covering problem, thereby carefully choosing the parameters of the original algorithm in order to preserve topology, see Section 2. With slight modifications, this approach can also be used for simplification of skin surfaces [9] and envelope surfaces [11]. The exact medial axis of the pruned set of balls is then computed [5].

In a second step we ‘inflate’ the simplified medial axis (which, as being defined by a union of balls, is a piecewise-linear object) by replacing it with a combinatorial 2-manifold and moving its vertices back to the input surface, see Section 3.

From experimental results for the medial axis simplification we expect that our approach leads to incremental approximations with significantly fewer patches compared to results achievable when starting directly with the original input set.
2 Medial axis extraction

Let $O$ be a smooth and boundary-connected object in 3D. We allow $O$ to have tunnels, but ‘holes’ (empty regions within the object, e.g. bubbles in a Swiss cheese, without connection to the exterior) are excluded. The medial axis of $O$ is the set of centers of all maximal inscribed balls. The local feature size $f(x)$ of a point $x$ on the boundary $\partial O$ of $O$ is the minimum distance from $x$ to any point on the medial axis of $O$. A finite point set $S \subset \partial O$ is an $r$-sample [3] of $\partial O$ if every point $x \in \partial O$ has at least one point of $S$ within distance $r \cdot f(x)$. We are interested in a simplified version of the medial axis of $O$ which, nevertheless, retains two important properties: inclusion in the object, and homotopy equivalence. For an example see Figure 1 which shows the discrete MAT of a cow model and its simplified version.

2.1 Ball generation

In a first step we follow well known paths [4] in that we compute the Voronoi diagram of a given sample $S$ of $\partial O$ and extract all inner polar balls. Each point $s \in S$ defines an inner polar ball $b_{c,\rho}$ whose center $c$ is a vertex of the Voronoi cell for $s$ farthest away from $s$ and inside $O$, and whose radius is $\rho = \delta(c, s)$ (the distance between $c$ and $s$). Let $B$ be the set of all inner polar balls. As has been shown in [4], the medial axis of the union, $U(B)$, of the balls in $B$ is homotopy equivalent to $O$ as long as $S$ satisfies the sampling condition, that is, $S$ constitutes an $r$-sample of $\partial O$ for sufficiently small $r$.

In certain applications we are given not only an unorganized point set $S$ but a triangular mesh representing $\partial O$ and having $S$ as its vertices. This form of input will allow the ball generation algorithm in [1] to work well even if $S$ does not satisfy any sampling condition. Guarantees on the topology are then, of course, lost.

2.2 Pruning

The sampling density of $S$ may cause the set, $B$, of balls to be quite large, so the medial axis of $U(B)$ is likely to contain many detailed and unwanted features. Therefore we do not directly compute the medial axis of $U(B)$ but perform a pruning of $B$ first. Several pruning criteria based on proximity and angles have been proposed, e.g., in [10, 12]. In the work [1] a method is described that is capable of discarding balls belonging to unstable parts of the medial axis without any geometric criteria. This method can be adapted to keep control over the topology of the medial axis [2]. Loosely speaking, we enlarge all the balls in $B$ and treat them together with $S$ as an instance of the well-known set covering problem, as is briefly described below.

2.2.1 Ball enlargement

By construction, each ball $b \in B$ contains 4 points of $S$ on its boundary and has no points of $S$ in its interior. From $B$ we now generate a set, $B'$, of co-centric but enlarged balls, each typically covering tens or even hundreds of points of $S$. Thereby, a requirement important for later purposes is that $U(B')$ and $U(B)$ are topologically equivalent. We use the power diagram $PD(B)$ of $B$ (see Figure 2) to control the proper enlargement of the ball radii. For each ball $b \in B$, its power cell $C(b)$ contains exactly those parts of $b$’s boundary which contribute to $\partial U(B)$, see e.g. [6]. So, if we choose maximal radii such that (1) $PD(B') = PD(B)$ holds, and (2) each $b' \in B'$ intersects the same facets, edges, and vertices of $C(b)$ as does its original $b$, then the topology of the union of balls does not change. Such radii exist and can be found in time linear in the size of $PD(B)$, by exploiting the well-known polytope lifting of $PD(B)$ in 4D.

2.2.2 Set covering

Now we want to keep an (ideally) minimal subset of the set $B'$ of enlarged balls, such that all points of $S$ are still covered by at least one ball in this subset. This is an instance of the NP-hard set covering problem. In [1] we use a combination of exact and heuristic methods in order to get an almost minimal subset $B_o \subset B'$.

Concerning the topology of the union $U(B_o)$, the set covering step only removes balls from the set $B'$ and thus it will never close tunnels that are present in $U(B')$. (Holes do not exist in $U(B')$ by construction.) However, this step might create holes and tun-
nels in $U(B_o)$, and may even make it break apart. We therefore apply a postprocessing where such events are detected and repaired. Again, we make use of a power diagram, $PD(B_o)$, in this case. Note that disconnect- edness of $U(B_o)$ can be checked from the dual graph of $PD(B_o)$ right away.

Define the external power graph, $G(B_o)$, of $B_o$ as the set of all edges and vertices of $PD(B_o)$ that are completely avoided by $U(B_o)$. (All objects are considered to be topologically closed.) Consult Figure 2, where $G(B_o)$ is drawn with bold lines. Each hole in $U(B_o)$ can be detected by recognizing that $G(B_o)$ contains a respective connected component that is bounded.

To deal with tunnels, two strategies can be applied. One is to avoid tunnels altogether, by a modification of the pruning strategy for the set $B'\prime$ of enlarged balls: Exploiting that the input point cloud $S$ is an $r$-sample, we (conceptually) shrink each ball $b \in B'\prime$ by $r \cdot f$, where $f = \max_{x \in S \cap b} f(x)$, and execute the set covering as if such balls were present. This may lead to a (moderate) increase of the size of the pruned set $B_o$. On the other hand, if a mesh on $S$ is present, then we can check for tunnels with its aid, because for each tunnel of $U(B_o)$ there exists at least one edge in $G(B_o)$ that intersects some triangle of the mesh. Starting from each such triangle, we trace $G(B_o)$ inside the mesh until we run out of edges or intersect the mesh again, in which case a tunnel has been detected. Note that most mesh triangles can be excluded from consideration; e.g. all those being covered by a single ball.

3 Construction of the polytope

The main use of a simplified polytope is to supply a good starting configuration for incremental surface approximation algorithms. To this end, we base the construction of this polytope on the pruned, piecewise-linear medial axis, $M(B_o)$, obtained in the previous section. The basic idea is to blow up $M(B_o)$ to a polytope, $P_M$, which uses only vertices of the original point cloud $S$. A main advantage of our construction is that the power cells of $B_o$ give a decomposition of the space into cells, which define for each facet of $P_M$ the neighborhood in which points from $S$ have to be checked for epsilon-closeness to the approximating surface. This is especially important for point clouds not in convex position, since points can be very close to a surface patch then, but lie on the ‘opposite’ side of the medial axis, so they have to be handled by a different part of the polytope.

Note that a main condition for the constructed polytope is that $M(B_o)$ lies inside it. Therefore no polytope facet intersects the medial axis and no bound on the distance of the original vertices to the facets of the new polytope exists.

To start with, we wrap $M(B_o)$ with a combinatorial 2-manifold mesh. This wrapping will result in a mesh that is topologically equivalent to the boundary of the original input object. As $M(B_o)$ is a piece-wise linear structure, it consist of vertices, segments, and facets with boundary-segments. For each of these features, we construct a polytope feature:

- For a vertex we construct a pyramid (Figure 3).
- For a segment we construct a tube (Figure 4).
- We double a facet and connect it using the fea-
tures of the boundary segments (Figure 5).

We obtain a combinatorial 2-manifold mesh with its vertices still coinciding with the vertices of \( M(B_o) \). The next step is to select a point of \( S \) for every vertex of the inflated medial axis \( P_M \) to be constructed. We build a cone of size \( \gamma \) which depends on the local feature size of the \( r \)-sampling \( S \). Each vertex of \( P_M \) is an apex of a cone pointing in the direction of the normal in this vertex. This cone gives the direction in which we move the vertex of the wrapped medial axis towards the object boundary. The cones are chosen in such a way that they do not intersect \( M(B_o) \). Moreover, the way we define the cone size (namely, depending on the local feature size) assures that each cone includes at least one point of \( S \). If more than one point of \( S \) is included, we choose an arbitrary one. This results in a polytope containing \( M(B_o) \) and with vertices chosen from the set \( S \). The facets of this polytope are similar to the supertriangles as defined in [7], which can be used as starting facets for any incremental approximation algorithm.

Figure 6 summarizes our polytope construction for a (two-dimensional) point sample.

4 Future work

For convex objects, the spherical patch algorithm described in [7] can be used together with our setting. For the more general case of non-convex inputs we plan to extend [7] to use a combination of e.g. elliptical and hyperbolic patches, based on the presented framework. Adapting the growing strategy, the first part of our algorithm can also be useful for the skin surface algorithm as well as envelope surfaces.

References


