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1. Introduction 
 

Psychologists try to understand human behaviour and its underlying mental 

processes. Many of them use the results found in sample-based studies to 

answer their research questions. With sample-based studies we refer to 

studies in which only a part of the population of interest to the researcher 

participates in the study. In many cases, the selection processes behind such 

studies involve some kind of randomization, and in those cases statistical 

techniques are necessary to assess to what extent the findings in the sample 

can be generalised to the population from which the sample is drawn. This 

generalisation process is called inference, and the statistical techniques used 

to accomplish it are called inferential techniques.  

 The most popular inferential technique in the behavioural sciences is 

null-hypothesis significance testing (NHST). In the second half of the 

twentieth century this technique has been estimated to have been used in a 

majority of the articles published in the behavioural sciences (Kline, 2004). 

This was not always the case: In the first half of the previous century only a 

minority of articles contained at least one significance test (Hubbard & 

Ryan, 2000). 

 The method of NHST can be described as follows. First a null 

hypothesis (H0), specifying a specific effect for the population is defined. 

The probability is calculated that if H0 were true an effect at least as big as 

the one found in the sample would be found in a randomly drawn sample of 

the same size. This calculated probability is called the p-value. The p-value 

is compared to a previously determined value, called the significance level 

(abbreviated as α). If the p-value is smaller than or equal to α, the sample 

finding is said to be significant, and it is said to be non-significant otherwise.  

 The number of articles questioning the usefulness of this technique, 

published in journals in different disciplines, has increased almost 

exponentially over the last decades (Anderson, Burnham & Thompson 
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(2000: In Kline (2004))). Of the total number of about 350 articles found 

since 1940 opposing the usefulness of NHST, only a quarter were published 

between 1940 and 1980, about a quarter in the 1980s, and almost half in the 

1990s.  

NHST evolved in the late 1920s (Kline, 2004), and already in 1938 

(and more extensively in 1942) Berkson attacked it as not being useful. He 

argued that one of the main problems of NHST is the focus on the null 

hypothesis being true or untrue, rather than focussing on alternative 

hypotheses. This argument is closely related to later criticism on the 

dichotomy of the technique.  

The criticisms on NHST focus on various aspects of the technique. 

A first and crucial problem of the technique is that it is dichotomous: The 

null hypothesis is rejected or not (e.g., Rosnow & Rosenthal, 1989). In the 

behavioural sciences, p-values are usually reported when inferential results 

are presented, and given the dichotomous nature of NHST, p-values below 

the usual significance level of .05 are generally interpreted differently than 

those above that value. However, there is no qualitative distinction between 

a significant and a non-significant finding, and therefore interpreting results 

as if this distinction is essential is, in general, undesirable. As Rosnow and 

Rosenthal put it: “God loves the .06 nearly as much as the .05” (p. 1277). 

Rosenthal and Gaito (1963) referred to this difference in researchers’ 

interpretation of p-values around .05 as the “cliff effect”. The evidence for 

the existence of such a cliff, however, has not been unequivocal. Whereas 

Rosenthal and Gaito (1963, 1964) found clear evidence for this effect, 

Beauchamp and May (1964) could not replicate these findings. Poitevineau 

and Lecoutre (2001) suggested that this so called .05 cliff can be 

demonstrated , but that this was mainly explained by a minority of 

participants who showed this “all or none” interpretation of p-values, 

whereas a majority showed a more graduated interpretation.  
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The distinction between significant and not significant is strict, given 

a certain α, but it should be taken into account that α is a value chosen by the 

researcher. Although generally α is taken to equal .05, because this seems a 

reasonable proportion for making the mistake of incorrectly rejecting the 

null-hypothesis, it can take any value between 0 and 1. This makes a rigid 

interpretation of an outcome based on its significance arbitrary, because the 

same result can lead to qualitatively different interpretations, depending on 

the chosen value of α. Historically, NHST was used in agricultural studies to 

decide whether certain manures were effective (Gigerenzer & Murray, 

1987). In situations like that, in which a simple choice needs to be made, 

dichotomous decision making can be functional. It is argued, however, that 

data bases in psychological science are substantively different, and therefore 

a more balanced interpretation is required. Meehl (1978) states that the focus 

on dichotomous decision making has contributed to a lack of progress in 

psychological science. According to him, theories in psychology “tend 

neither to be refuted nor corroborated, but instead merely fade away as 

people lose interest” (p. 806).  

A second problem is the fact that the null hypothesis is by definition 

always false (Meehl, 1967; Cohen, 1994). Two group means are always 

different to some decimal place (Tukey, 1991), and the same holds for many 

statistics: Correlations are never exactly 0, and the standard deviations of 

two groups are never exactly equal.  

A third argument against NHST is that the significance test does not 

tell us what we want to know (Cohen 1994). The significance test provides 

us with a test outcome (do or do not reject the null-hypothesis) usually 

supplemented with the p-value, that is, the probability of finding an outcome 

at least as extreme as the present one. A researcher, however, is not 

interested in this particular probability, but rather in the probability that the 

null-hypothesis (also referred to as H0) or the alternative hypothesis is true, 
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given the observed data. These probabilities are not given by NHST. This 

makes NHST an ineffective tool even if it is not used in a binary way. 

A fourth and closely related problem of NHST is that, because 

researchers do not realise that NHST and specifically the p-value does not 

give researchers the probability of the null hypothesis being true given the 

data, the p-value is often interpreted as if it were this probability (see e.g., 

Oakes, 1986). The error of confusing these probabilities, also referred to as 

the inverse probability error, “is not reserved for the great unwashed, but 

appears many times in statistical textbooks” (Cohen, 1994, p. 999). Cohen 

shows that confusing these two probabilities can lead to incorrect 

conclusions. He contends that the following way of reasoning is formally 

equivalent to the reasoning used in NHST: 

 

“If a person is an American, he is probably not a member of Congress 

This person is a member of Congress 

Then, he is probably not an American (Pollard & Richardson, 1987)” 

 

This is formally exactly the same as: 

 

“If H0 is true, then this result (statistical significance) would probably not occur. 

This result has occurred 

Then H0 is probably not true and therefore formally invalid” (Cohen, 1994, p. 998) 

   

Despite these arguments against NHST, some defend its usefulness 

(e.g., Abelson, 1997; Mulaik et al, 1997; Chow, 1998). Usually, this defence 

has the following pattern: A technique cannot be blamed for being misused, 

and, instead, the user who misused this technique is to blame. As Chow puts 

it: “That a tool may be misused speaks ill only of its users. It does not mean 

that the tool itself is unsatisfactory, particularly when nothing inherent in the 

tool invites its being misused” (p. 178). 
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 Both defenders and opponents of NHST seem to agree that the 

current practice in the behavioural sciences of inference, where NHST is 

used in most instances, needs adjustments. They differ, however, as to what 

changes they consider necessary to overcome the problems with NHST. The 

most extreme critics plead for a complete ban (e.g., Schmidt, 1996), whereas 

defenders argue in favour of a more careful use of the technique (e.g., Chow, 

1998). 

 

1.1 Proposals for Change in the Practice of Inference 

 In order to stop the earlier described misuse of NHST, several 

alternatives have been proposed during the last decades. Three suggestions 

are the most prominent: adding measures of effect size, using confidence 

intervals instead of or in addition to NHST (Cumming & Finch, 2001), and 

using Bayesian methods of inference (e.g., Pruzek, 1997). Here, I focus on 

the alternatives within classical statistics (i.e., the first two alternatives), 

because classical techniques are more frequently used by researchers in 

practice in the behavioural sciences than Bayesian techniques, and are 

probably easier to learn as well. This restriction, however, should not be 

interpreted as a statement against the usefulness of Bayesian alternatives.  

It is often proposed to add measures of effect size to improve 

inferential behaviour (Harlow, 1997). Whereas the focus in NHST is on 

whether the null hypothesis can be rejected (and, as a consequence, on the 

size of the p-value), some state that the emphasis should be on the data and 

on whether the data support the scientific hypothesis (e.g., Kirk, 1996). In 

order to check to what extent this hypothesis is supported by the data, Kirk 

claims, measures of effect magnitude are required, which include all 

measures expressing the effect size and measures of strength of association. 

In the following, I will refer to all these measures as effect size, because this 

term is more commonly used in this context. In his article, Kirk describes 40 

measures of effect size. These measures include standardised effect sizes, 
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but also simple differences of means, which is an effect magnitude measure 

in Kirks terminology. The effect size measures can be used as a means of 

quantifying predictions from a theoretical model. Such quantitative models 

can be seen as a “great advance over psychology’s traditional “more than” or 

“less than” predictions” (Velicer et al., 2008, p. 591). 

Confidence intervals (CIs) are also frequently proposed as an 

alternative for or an addition to NHST (e.g., Cohen, 1994; Cumming & 

Finch, 2001). Cumming and Finch present four main reasons for using CIs: 

First, CIs give point and interval information that is accessible and 

comprehensible, and therefore support substantive understanding and 

interpretation. Secondly, they argue, CIs give the same information and 

more, compared to a single significance test, since a CI gives direct 

information on the outcomes of significance tests for all thinkable null-

hypotheses, provided that the level of confidence and the significance level 

are matched. A third advantage of CIs is their usefulness for meta-analysis. 

Fourth, CIs give information on precision, and can therefore be used as a 

more useful alternative to power analysis, which is a frequently used 

technique in the social sciences to evaluate the strength of a conducted study, 

or to calculate the number of participants needed for a study. The choice to 

use CIs is closely related to that of adding measures of effect size, because 

CIs are built around point estimates of effect size. Whereas a significance 

test can be presented without a measure of effect size, a CI includes such a 

measure. Furthermore, a CI makes uncertainty explicit by means of its 

margins of error (Fidler, 2005). It is expected that because of this, it prevents 

people from making bold dichotomous decisions about the existence of an 

effect. 

The discussion on the problems with NHST also has led to formal 

consequences. In 1996 the American Psychological Association installed the 

Task Force on Statistical Inference (TFSI), to study the controversy over 

NHST, and make a statement about a possible ban on NHST. The Task 
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Force published its findings in 1999 in the American Psychologist 

(Wilkinson & TFSI, 1999). They proposed, among other things, that for 

primary outcomes effect sizes should be given. For cases in which the units 

of measurements are meaningful on a practical level, unstandardised 

measures of effect sizes (for example regression coefficients or means) are 

preferred over standardised measures such as r or d (Wilkinson & TFSI, 

1999). The Task Force also pleaded for the use of figures, if possible 

including graphical representation of interval estimates. Furthermore, they 

encouraged the use of CIs, because “it is hard to imagine a situation in which 

a dichotomous accept-reject decision is better than reporting an actual p-

value or, better still, a confidence interval” (Wilkinson & TFSI, 1999, p. 

599). The advice of the TFSI was only partly incorporated in the fifth edition 

of the APA Publication Manual. For instance, the Manual states that CIs are 

in general “the best reporting strategy” (p. 22), and that “it is almost always 

necessary to include some index of effect size or strength of the relationship 

in your Results section” (p. 25). So the above suggestions were partly 

adopted, thus changing the prescriptions compared to the fourth edition of 

the APA manual, where there was no explicit reference to CIs, and a weaker 

statement on the need for presenting effect size was given. Nevertheless, the 

prescriptions were less definite than the recommendations of the TFSI 

(Fidler, 2002). Specifically, within the TFSI there was consensus about the 

fact that researchers ought to change their often dichotomous and erroneous 

way of using statistics for inferential problems. In the fifth edition of the 

APA Publication Manual, however, this need for statistical reform is not 

stressed, and the debate and discussion over NHST seems to be ignored. 

Because the APA Publication Manual is used as a guide for at least a 

thousand journals in the behavioural sciences (APA, 2001), a statement 

about the need for statistical reform might have had serious impact. A 

possible consequence of omitting such a statement is that, whereas 

researchers may now more often add CIs and effect sizes to their results, CIs 
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and effect sizes may only be seen as extra required statistics, not deserving 

much attention in the interpretation of outcomes. Furthermore, the fifth 

edition of the APA Publication Manual can also be criticised for the fact 

that, despite the recommendations with respect to effect size, CIs and power, 

no examples are given on how to report these measures (Fidler, 2005).  

 In the heated discussions surrounding NHST, the focus so far has 

mostly been on pointing out the alleged lack of usefulness of the technique, 

but seldom it has been explicitly studied how researchers actually use NHST 

in their practice of doing research. Some books and articles about the use of 

NHST, however, have been published. Oakes (1986) showed that most 

researchers are not aware of the correct interpretation of a significance test. 

Lecoutre et al. (2003), as well as Haller & Krauss (2002), showed that even 

statisticians are not immune to misinterpreting NHST, especially when 

interpreting non-significant findings. Finch, Cumming & Thomason (2001) 

studied inference practice in published articles and found remarkably little 

change in NHST use in 150 articles from the Journal of Applied Psychology 

with publication dates ranging from 1940 to 1999. Finch, et al. (2004) 

studied the long-term effects of a strict policy on inference in the case of 

Memory & Cognition. Geoff Loftus, the editor of Memory & Cognition from 

1994 until 1997, requested that authors not use NHST, and use figures and 

error bars instead. Despite the fact that the proportion of figures and error 

bars in articles increased during his editorship, there was a clear decline of 

this proportion rapidly afterwards. Furthermore, the error bars were seldom 

interpreted, and NHST was still used in almost every article. 

  

1.2 The Present State of the Use of Inference in Published Articles 

As stated before, in 1999 the TFSI published its report, and the 

advice was incorporated in part in the fifth edition of the APA manual. 

Given the authority of this manual concerning how an article should be 

written, one might expect some influence of the new guidelines on the 
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reporting of results in published articles Some even expected changed 

guidelines to be “the beginning of a more enlightened approach to the 

interpretation of data” (Kirk, 1996, p. 757). Little was known, however, 

about the influence of these new guidelines on inference in articles.  

In Chapter 2 a study is described in which 286 articles, 123 

submitted before and 163 after the publication of the fifth edition of the 

APA, were checked for the way results were presented and interpreted in 

order to determine whether the revised recommendations of the fifth edition 

of the APA manual had resulted in a change in reporting practice. The study 

showed that if there were any changes in the reporting, these changes were 

relatively small.  

 

1.3 Inference in Practice 

Although in published articles inferential outcomes are presented 

without following recommendations, it may be the case that researchers 

analyse data sets in their own working environment in a more well-

considered way. For a well-considered analysis and interpretation of data it 

is necessary to interpret the size of the effect at hand, and also to show 

awareness of the uncertainty that is inextricably associated with every 

inferential statement. There also seems to be consensus regarding the idea 

that, in general, giving a graphical display of the results improves a global 

understanding of the data. 

At first glance, it might seem obvious that the researchers’ mistakes 

and undesirable interpretations of inferential data found in published articles, 

will be made in their working environment as well, and one could even 

argue that in published articles the interpretations will probably be better 

than the interpretations made by researchers sitting behind their desks, 

because they try to adjust to customs in published articles, but it is not 

necessarily that simple. One could also imagine a situation in which 

researchers in general analyse their data in a careful manner: Taking 
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uncertainty and effect size into account, making figures to get a better 

picture of the exact results, and being aware of the fact that a binary decision 

may lessen the nuance that is needed for a careful way of inference. 

Nevertheless, researchers want their data to be published. Possibly, 

researchers adjust the way they write their manuscripts to the way most 

published articles are written, whether they are aware or not of the 

discussions in statistics about the desirability of such behaviour. For those 

reasons, the possibility that researchers write a manuscript without following 

recommendations on a well-considered use of inferential techniques, based 

on proper analyses of their datasets cannot be excluded. Because, to our 

knowledge, little is known about the way people use inference in practice, it 

is important to study this task behaviour. 

 In Chapter 3, a study about the way inference is used in practice is 

presented. Thirty Ph.D. students in the Netherlands were observed during the 

analysis of several data sets. It was studied to what extent the observed task 

behaviour corresponded to the way inference “should” be done. Undesirable 

task behaviour abounded: Effect sizes were seldom taken into account, the 

uncertainty that is inextricably associated with inference was hardly 

acknowledged, checks for possible violations of assumptions were seldom 

made, and making figures when analysing data was for most subjects not a 

standard procedure. It seems that there is no large gap between the way 

researchers use inferential techniques in published articles and the use of 

inferential techniques as observed in practice. 

 

1.4 Reasons for Observed Inferential Behaviour 

From the study of both published articles and research practice, it 

seems that researchers have difficulties with a proper use of inferential 

techniques. Possibly, this is due to the complexity of the reasoning behind 

the technique. Previous literature has shown that people have problems with 

probabilistic tasks (e.g., Kahneman & Tversky, 1973; Gigerenzer, 2004). 
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Since inference itself is a probabilistic task, this might explain the fact that 

so many mistakes are made when doing inference. There might, however, be 

other explanations, such as insufficient education, pressure of colleagues or 

superiors, negligence, or pragmatism. 

 In Chapter 4, results from questionnaires with 30 Ph.D. students (the 

same group as used for the study presented in Chapter 3) are presented. 

These questionnaires were used to find out which of the above explanations 

seems to be most plausible. It was found that lack of knowledge and 

carelessness play a large role in explaining the behaviour. This, however, 

does not put all the blame on the researcher: The scientific community is 

apparently tolerating this behaviour and incorrectly assuming people do their 

work in a well-considered way. 

 

1.5 Interpretations of Inferential Outcomes 

CIs, as stated earlier, are frequently mentioned as an alternative for 

NHST. Apparently, it is expected that if researchers would use CIs instead of 

NHST, fewer mistakes would be made. But is this really true? Are the same 

data presented by means of CIs interpreted differently than when they are 

presented by means of NHST? Fidler (2005) showed that when data are 

presented by means of CIs the mistake of incorrectly concluding that there is 

probably no effect is lower than when the same data are presented by means 

of NHST. Furthermore, subjects presented with CIs, rather than NHST 

results, made more interpretations of the size of the effect, as opposed to 

mere difference statements. Fidler also showed, however, that CIs lead to 

misconceptions of their own: CIs were often seen as descriptive statistics 

indicating the range of the sample data instead of as being an inferential 

instrument.  

We expected that when analysing data, researchers would usually 

like to know the probability that there is an effect in the population (besides 

being interested in the effect size in the population, in case of an effect), and 
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in the probability that a replication study will give a significant effect. These 

two probabilities are respectively referred to as “certainty” and 

“replicability”, and both cannot be obtained without making assumptions 

about the unknown population. In Chapter 5, the outcomes of an experiment 

are presented in which university students and lecturers were asked to give 

intuitive estimates of both certainty and replicability based on fictitious 

results with only p-value and sample size given. Despite large individual 

differences and a degree of inconsistency, it was found that, for fixed sample 

sizes, both probability estimates increased with decreasing p-values. It was 

also found that, on average, for fixed p-values the probability estimates 

increased with increasing sample size. Bayesian reasoning based on 

uninformative prior approximations of these probabilities, however, showed 

that this increase is unjustified for both probabilities.  

 In Chapter 6, the results of an experiment are presented in which it 

was studied how the interpretation of results presented by means of CIs or by 

means of NHST were interpreted differently. More specifically, it was 

studied whether the certainty of researchers about the existence of an effect 

depends on whether the data are presented by means of a CI or by means of 

NHST. It was found that, in general, significant results were interpreted 

more conservatively when presented by CIs instead of p-values, which 

should not be considered a statement about the correctness of those 

interpretations. Furthermore, it was found that, in general, fewer 

interpretational errors were made when the results were presented by means 

of CIs instead of by means of NHST. 

 In Chapter 7, the most important findings of this thesis are 

summarized. In brief, as far as inference in research in psychology is 

concerned, both in published articles and in the researchers’ working 

environment, undesired task behaviour and interpretational mistakes abound. 

These results corroborate the necessity of a frequently demanded change in 

the practice of inference in psychology. Replacing NHST outcomes by CIs 
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does not seem a panacea for all problems if the knowledge of researchers on 

how to interpret a CI and how the use of CIs can attribute to a better 

understanding of the data is not improved. Such changes can probably only 

be obtained with united efforts of teachers, reviewers, and writers of 

handbooks and guidelines on inference, and is probably only realised over a 

long period of time. 



 



 

2. Probability as Certainty: Dichotomous 

Thinking and the Misuse of p-values1
 

 

Abstract 

Significance testing is widely used and often criticized. The Task Force on 

Statistical Inference (TFSI; Wilkinson & TFSI, 1999) addressed the use of 

significance testing and made recommendations that were incorporated in 

the fifth edition of the APA publication manual (APA, 2001). They 

emphasized the interpretation of significance testing and the importance of 

reporting confidence intervals and effect sizes. We examined whether 286 

Psychonomic Bulletin & Review articles submitted before and after the 

publication of the TFSI recommendations by APA complied with these 

recommendations. Interpretation errors when using significance testing were 

made frequently, and the new prescriptions were not yet followed on a large 

scale. Changing the practice of reporting statistics seems doomed to be a 

slow process. 

 

2.1 Introduction 

The statistical technique used most often in the behavioural sciences 

is also one of the most controversial: the so-called null hypothesis 

significance test (hereafter called significance testing). Although 

significance testing has its defenders (e.g., Mulaik, Raju & Harshman, 

1997), it has for decades been heavily criticized (e.g., Bakan, 1966; 

Batanero, 2000; Cohen, 1994; Cortina & Dunlap, 1997; Falk & Greenbaum, 

1995; Harlow, Mulaik & Steiger, 1997; Lecoutre, Poitevineau & Lecoutre, 

2003; Rozeboom, 1960; Schmidt, 1996; Vacha-Haase, 2001). Problems 

                                                 
1
 This Chapter has been published as Hoekstra, R., Finch, S., Kiers, H. A. L. & Johnson, A. 

(2006). Probability as certainty: Dichotomous thinking and the misuse of p-values. 

Psychonomic Bulletin & Review, 13, 1033–1037. 
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associated with significance testing include: an increased risk of the so-

called publication bias (e.g., Bakan), failing to take into account that there 

are a priori reasons for believing that the commonly tested null hypothesis 

of “no effect” is false (Bakan), and the crucial problem that the significance 

test “does not tell us what we want to know” (Cohen, p. 997).  

In this study, we focus on yet another problem. Namely, that 

significance testing encourages a binary way of interpreting results (Rosnow 

& Rosenthal, 1989) and even suggests the absence of uncertainty with 

regards to statistical inference. Many researchers seem to rely on the 

outcome of the significance test as a binary indicator of importance or even 

effect size, and few are capable of interpreting the p-value correctly (Oakes, 

1986). Researchers might thus erroneously interpret the significance of an 

outcome as indicating the importance of an effect. However, as we all once 

learned, the statistical significance of an effect (i.e., rejecting the null 

hypothesis) does not mean that the effect is important. Moreover, lack of 

statistical significance (i.e., failing to reject the null hypothesis) means only 

that no clear evidence for rejecting the null hypothesis is available, and does 

not imply that the null hypothesis represents the true state of the world. For 

these reasons, it has been argued that binary interpretations can compromise 

the correct interpretation of a given study (Rosnow & Rosenthal), and, 

according to some, even the progress of science in general (Schmidt,1996).  

Because significance testing implies categorisation of experimental 

outcomes, situations might arise in which it is difficult to resolve 

controversies about whether a particular effect exists or not. Rossi (1997) 

illustrated this with an example of a meta-analysis conducted on the 

phenomenon of spontaneous recovery of verbal learning. The meta-analysis 

of 39 studies included 47 experiments, of which 20 reported significant 

results and 27 did not. Based on the number of significant outcomes only, it 

is hard to judge whether spontaneous recovery exists or not. However, the 
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meta-analysis –including measures of effect size- showed a relatively large 

overall effect. 

When only the outcomes of significance tests or relative p-values 

(i.e., whether a p-value meets an arbitrary cut-off such as p < .05) are 

reported, the ratio scale of the exact p-value is reduced to only two 

categories, resulting in the loss of information. Moreover, giving only a 

relative p-value does not give information about the degree of uncertainty.  

The illusion of certainty created by the use of significance testing 

(Gigerenzer, 2004) may be overcome by adding measures of uncertainty to 

the analysis of experimental outcomes. Specifically, confidence intervals 

(hereafter referred to as CIs) explicitly convey the uncertainty of an estimate.  

It is an open question whether the on-going debate about the value 

of significance testing has led to changes in scientific practice (Finch, 

Cumming & Thomason, 2001). This debate did, however, lead to the 

formation of the Task Force on Statistical Inference (TFSI; Wilkinson & 

TFSI, 1999). The goals of the TFSI were to elucidate some of the 

controversial issues surrounding application of statistics in psychology, 

including significance testing and its alternatives. The TFSI’s 

recommendations were partly incorporated in the fifth edition of the APA 

publication manual (Finch, Thomason & Cumming, 2002). The TFSI 

suggestions explicitly state that dichotomous accept-reject decisions are 

undesirable, and that interval estimates, such as CIs, and effect size should 

be given for every principal outcome. As far as CIs are concerned, the 

guidelines state that “because confidence intervals combine information on 

location and precision, and can often be directly used to infer significance 

levels, they are, in general, the best reporting strategy” (p. 22), and are 

“therefore strongly recommended” (p. 22).  

Nevertheless, most researchers think of significance testing as the 

method for presenting their results. For example, in a study of 150 articles 

from the Journal of Applied Psychology Finch et al. (2001) found that 97% 
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of the articles contained at least one significance test. According to Masson 

and Loftus (2003), practicing scientists rely almost reflexively on the logic 

and methods associated with significance testing. Despite all the criticism, 

and despite the recommendations of the TFSI, significance testing seems to 

remain “the cornerstone of statistical analysis in social science research” 

(Tryon, 2001, p. 371).  

Although the focus of the significance testing debate has centred on 

the theoretical arguments for or against it, some research has focused on the 

interpretation of significance testing outcomes in practice (e.g., Lecoutre, 

Poitevineau & Lecoutre, 2003; Oakes, 1986; Rosenthal & Gaito, 1963; 

Weisburd, Lum & Yang, 2003). For example, Finch et al. (2001) focused on 

misconceptions about significance testing as revealed in published reports. 

In particular, they examined the way in which p-values were reported and 

the differences between how statistically significant and non-significant 

outcomes were reported with respect to the guidelines suggested by the TFSI 

(Wilkinson & TFSI, 1999). Very little influence of the suggestions of the 

TFSI was found, presumably because too little time had passed since the 

publication of the report.  

Studies like that of Finch et al. (2001) make clear that misuse and 

misinterpretation of significance testing has been a problem in practice, and 

not just in theory. Our purpose was to examine whether the problem has 

diminished since the publication of the recommendations of the TFSI 

(Wilkinson & TFSI, 1999) in the APA publication manual.  

We reviewed articles submitted both before and after publication of 

the fifth edition of the APA publication manual to determine whether (1) 

statistical significance was equated with certainty, (2) statistically non-

significant effects were reported as non-existent or negligible, (3) p-values 

were reported in the manner prescribed by the APA, (4) CIs were reported, 

and (5) effect sizes were reported. 
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2.2 Method 

2.2.1 Materials  

All 266 “brief reports” from Psychonomic Bulletin & Review 

(hereafter referred to as PB&R), Volumes 9, 10 and 11 (2002, 2003 & 2004), 

were included. In 259 of these 4-6 page articles, significance testing was one 

of the main techniques used to analyse the data. The seven articles without a 

significance test were excluded from our analyses. The years 2002, 2003 and 

2004 were chosen such that submission dates overlapped with the 

publication of the fifth edition of the APA publication manual in June, 2001. 

In all, 101 of the analysed articles were submitted before the publication of 

the APA manual, and 158 were submitted after its publication. We also 

examined 20 articles from 1994 and 1995 from PB&R to provide an earlier 

baseline. PB&R was chosen for its breadth and its relatively high impact 

factor (1.9 in 2004). Although all of the papers we examined came from 

PB&R, the journal’s quality and breadth is such that both the style and 

content of articles published there are likely to be representative of articles 

by researchers in a wide range of subdisciplines of psychology, and, thus, the 

articles studied here can be considered a sample from the population of 

psychology articles. Of the recent articles, 93 % (242) reported both 

statistically significant and statistically non-significant test results; 17 

articles reported statistically significant test results only. These findings are 

consistent with our view that significance testing is still prevalent in 

psychonomic science.  

Given that it is likely that more interpretation errors are made in less 

prominent journals than in prominent journals such as PB&R, the CIs in the 

Results and Discussion section can be considered as a conservative estimate 

of the proportion of interpretation errors in those less prominent journals. 
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2.2.2 Checklist  

A 12-item checklist was developed for recording ways of reporting 

significance testing. Items fell into five categories, described below. Items 

were scored “1” if at least one occurrence was found in the article and “0” 

otherwise. 

Reporting statistical significance as certainty. Concluding that a 

statistically significant test result implies with certainty that the effect is 

present in the population is incorrect because it ignores the possibility of a 

Type I error. Statements such as “we demonstrated that A influences B”, 

“we showed that A is larger than B” and “given this result, we know that 

there is an effect” were considered errors of this type, whereas statements 

such as “this suggests that there is an effect” and “there probably is an 

effect”, were not considered incorrect. Very general phrases such as “Group 

A scored higher than Group B” are ambiguous and could arguably be 

interpreted as referring to the sample. Thus, they were not counted as 

reporting statistical significance as certainty, whereas phrases such as “men 

score higher than women” were. 

Reporting that there is no effect or a negligibly small effect. It is a 

serious mistake to interpret a statistically non-significant effect as proof of 

the absence of an effect in the population. Phrases such as “there is no 

effect”, “there was no evidence for” (combined with an effect in the 

expected direction), “the non-existence of the effect”, “no effect was found”, 

“are equally affected”, “there was no main effect”, “A and B did not differ” 

or “the significance test reveals that there is no difference” were taken as 

evidence of this mistake. It is also incorrect to consider an effect negligibly 

small when this is based only on the outcome of a significance test. 

Therefore, we also coded whether a statistically non-significant effect was 

described as a negligibly small effect. We considered this the case when 

statements like “there is hardly an effect”, “the effect is negligible” or “the 
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almost absent effect” were used without relating this to a CI, a standardised 

effect size or an unstandardised effect size with a measure of variability. 

Reporting exact versus relative p-values. According to the APA 

publication manual, exact p-values should always be reported, except when 

appearing in large tables of correlations or complex tables of path 

coefficients. We coded use of relative p-values (defined as p smaller or 

larger than a fixed value, e.g., p < .05 or p > .10) and also use of exact p-

values for both statistically significant and statistically non-significant 

results. We also checked whether effects were reported as statistically 

significant or non-significant without mentioning a p-value. We did not 

require the term “statistically” to be used to record this item. 

Reporting confidence intervals. Reporting a point estimate or 

significance test result without presenting a CI runs counter to APA 

guidelines. We coded use of CIs including visual representations and 

numerical reports of an interval with an associated confidence level. We also 

coded whether some other visually represented measure of error was 

provided such as a standard error or standard deviation. 

Reporting effect size. Reporting p-values alone does not make it 

possible to draw conclusions about the magnitude of the effect in the 

population. For that purpose, an effect size based on the sample should be 

reported. We used a broad as well as a narrow criterion to check for the 

mentioning of effect sizes. The broad criteria included standardised and 

unstandardised effect sizes including sample means. The narrow criteria 

included only standardised effect sizes. 

 

2.2.3 Procedure  

All 259 articles were coded by the first author; 16 articles (6%) were 

cross-coded by the second author. In total, 192 binary items were cross-

coded. For 98% of those items, the coding was identical. Although the items 

differed in their complexity as far as scoring was concerned, the proportion 
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of agreement indicates that there was little disagreement between both 

authors. The four instances of disagreement were on the “accepting the null 

hypothesis” item, in which the first author apparently required stronger 

evidence. To be more conservative, we used his codes. 

 

2.2.4 Analysis 

Table 2.1 shows the results for all checked items. For illustration, we 

provide the percentage of papers in 1994-1995 using each reporting practice. 

In the third column, the percentage of papers published in 2002-2004 using 

each practice is given along with a 95% CI. The second, fourth and fifth 

columns represent descriptive statistics only, and therefore the 95% CIs are 

not given. All the CIs for proportions are calculated using the Wilson 

Estimate procedure (see Moore & McCabe, 2003).  

We also investigated the change in reporting practices from before 

and after the publication of the fifth edition of the APA publication manual. 

Columns 4 and 5 of Table 2.1 give the percentage of articles using each 

practice before and after June 2001. 

To make inferences about the change in reporting practice, we used 

linear logistic regression to predict occurrence of a given reporting practice 

from submission time (measured in years relative to June 2001). The results 

of a logistic regression are best interpreted in terms of the odds of an event 

occurring, that is, the probability of the event occurring over the probability 

of it not doing so. Specifically, we used linear logistic regression to estimate 

the relation between the submission time and the odds of the specific 

reporting practices being used. For simplicity, we report the weight for the 

odds, that is, the factor by which the odds change each year. For example, if 

the weight for the odds of reporting significance as certainty is 0.5, this 

means that the odds halve from one year to the next. If the weight is 1, it 

means that the odds do not change from year to year. If the weight is 2, the 

odds double over a year.  
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Table 2.1: Percentage of articles (with 95% CI between parentheses) using 

thirteen reporting practices (Table continues on page 34). 

Reporting practice 1994/1995 2002-2004 Before  

5th manual 

After 5th 

manual 

Annual change 

in Odds factor 

Number of articles 20 259 101 158  

Significance as 

certainty 

10 19 

 [14, 24]  

23 16 0.83 

[0.62, 1.09] 

 

No effect* 

 

41 60 

 [53, 66] 

60 60 1.00 

[0.88, 1.25] 

 

No or Negligible 

effect* 

41  63 

 [57, 69] 

67 61 0.88 

[0.70, 1.11] 

 

Statistically significant results 

with exact p-

values  

25 21 

[17, 27] 

24 20 1.02 

[0.78, 1.32] 

 

with relative p-

values 

80 84 

[79, 88] 

86 83 0.88 

[0.65, 1.18] 

 

with no p-value 25 20 

[15, 25] 

19 20 1.14 

[0.86, 1.49] 

 

Statistically non-significant results* 

with exact p-

values  

24 45 

[39, 52] 

46 45 0.94 

[0.75, 1.17] 

 

with relative p-

values 

41 32 

[26, 38] 

39 27 0.83 

[0.66, 1.06] 

 

with no p-value 82 68 

[62, 74] 

61 73 1.09 

[0.86, 1.37] 
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Reporting practice 1994/1995 2002-2004 Before  

5th manual 

After 5th 

manual 

Annual change 

in Odds factor 

Number of articles 20 259 101 158  

Confidence intervals 0 5 

[3, 9] 

5 6 ** 

 

 

Error bars 15 37 

[31, 43] 

31 41 1.17 

[0.93, 1.46] 

 

Measure of effect 

size 

100 99 

[97, 100] 

100 99 ** 

 

 

Standardised effect 

size 

0 1 

[0, 4] 

0 2 ** 

 

 

* Analyses excluded articles without statistically non-significant results (3 articles in 1994-5, 

and 17 articles in 2002-4). 

** Odds factors were not calculated for proportions close to 0 or 1 because in that case there 

are hardly any observations for one of the two categories of the binary variable. 

 

We refer to the weight for the odds estimated by linear logistic regression as 

the estimated annual change in odds factor. The proportions of papers using 

a practice before and after the publication of the APA publication manual 

(columns 4 and 5 in Table 2.1) also can be used for the interpretation of the 

odds. 

 

2.3 Results and Discussion 

Reporting Significance as Certainty. In total, 19% (CI: 14%, 24%) 

of the articles contained at least one phrase in which authors indicated their 

certainty of an effect in the population. The proportion of such statements 

dropped from 24% before to 16% after publication of the APA publication 

manual. The estimated annual change in odds factor was 0.83. This trend is 

in a “progressive” direction, but note that for the interpretation of the 
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estimated change in odds factors, CIs (see Table 2.1) should be taken into 

account, and it can be seen that these are generally rather wide. 

Reporting that There is no Effect or that the Effect is Negligibly 

Small. We found the serious mistake of accepting the null hypothesis and 

claiming no effect in 60% (CI: 53%, 66%) of the articles which reported 

statistically non-significant results. This percentage was found both before 

and after the publication of the fifth APA publication manual. 

There was a claim of no effect or a claim of a negligible effect 

without sufficient statistical evidence for the negligibility of the effect in 

63% (CI: 57%, 69%) of the articles. This percentage dropped from 67% 

(before the publication of the fifth APA publication manual) to 61% (after 

the publication of the fifth APA publication manual), giving an estimated 

annual change in odds factor of 0.88. 

Reporting Exact Versus Relative p-values. For this analysis, we 

excluded articles that contained only relative p-values in tables. This is 

consistent with APA recommendations, which state that when reporting 

exact p-values can be awkward, for example, in large tables, relative p-

values may be reported instead. Overall, 52% of the articles contained exact 

p-values, with only a 1% (CI: -11%, 13%) difference between articles 

submitted before and after June 2001. The estimated annual change in odds 

factor was 1.20, indicating a possible increase after June 2001. Use of 

relative p-values was also relatively stable, but slightly diminishing by 4% 

(CI: -13%, 0%), for submissions before (88%) and after (84%) the new APA 

publication manual. 

We also checked whether the reporting of exact and relative p-values 

and the reporting of a result without a p-value differed for statistically 

significant and statistically non-significant results. Articles in which no 

statistically non-significant results were reported were excluded from this 

analysis. 
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Clear differences were found between the way in which statistically 

significant and non-significant results were reported, as can be seen in Table 

2.1. Exact or no p-values were given more often for statistically non-

significant results than for statistically significant results, whereas the 

reverse held for relative p-values. 

Reporting Confidence Intervals. Only 5% of articles before the 

publication of the fifth APA publication manual reported CIs and 6% of 

articles after. Overall, we found a measure of uncertainty in 37% (CI: 31%, 

43%) of the articles, rising from 31% of pre-June 2001 submissions to 41% 

of post-June 2001 submissions (CI for the difference: 0%, 21%). The 

estimated annual change in odds factor was 1.17.  

Table 2.1 shows clearly that the reporting of CIs and measures of 

uncertainty in general is still limited. Although an increasing trend is visible 

for all measures, it can be safely concluded that CIs as well as measures of 

uncertainty in general are still not widely reported. 

Reporting Effect Size. An indication of standardised effect size, or 

unstandardised effect size, such as giving means, was found in all but two 

articles (99%, CI : 97%, 100%). Some measure of effect size was given 

almost universally. However, a standardised effect size was given in only 

three articles. This indicates that although effect size in the broad sense was 

reported almost universally, standardised effect size was almost never 

reported. 

Longer Term Trends. The scoring of 20 articles from 1994-1995 

from PB&R showed results comparable to those obtained with the pre-June 

2001 articles. Although, of course, differences can be seen between the 

1994-1995 articles and later articles in Table 2.1, these may be due to the 

relatively small sample size used for the 1994 and 1995 articles. It seems 

safe to conclude that there have not been radical changes in reporting 

practices in the past decade. This finding supports our general view that if 
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there are any long-term changes in the first place, those changes are not 

large. 

 

2.4 General Discussion 

A review of 266 PB&R articles published from 2002 to 2004 made 

clear that significance testing is still overwhelmingly used in psychological 

research, with 97% of the articles containing at least one significance test. 

Cases of misinterpretation and insufficient information abounded in the 

studied articles, with more than half the articles claiming a null-effect. 

Moreover, APA guidelines as published in 2001 were not followed 

consistently: Although some measure of effect size was found in a large 

majority of the articles, exact p-values were not consistently reported and 

CIs were found in only a small minority of the articles.  

At least one claim of certainty or importance on the basis of a 

statistically significant outcome was found in 19% of the articles. We 

suspect that this number underestimates the proportion of researchers who 

view statistical significance as indicating importance or who interpret a 

statistically significant effect as a proven population effect. Frequently used 

statements such as “the significance test showed that the placebo group 

scored higher than the treatment group” at least suggest that this conclusion 

will also hold in the population. Such ambiguous cases were not counted, so 

our estimate of reporting significance as certainty or importance is probably 

an underestimation. Both claiming certainty on the basis of a significant 

finding (Rosnow & Rosenthal, 1989) and accepting the null hypothesis 

suggest binary thinking on the part of the researcher. Our results, especially 

for statistically non-significant results, are consistent with the idea that 

significance testing encourages binary thinking. 

Despite the fact that APA guidelines prescribe the reporting of exact 

p-values, we found many instances of relative p-values or no p-values at all. 

The pattern of reporting p-values (exact, relative or not at all) varied 
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markedly according to whether statistical significance was achieved. Such a 

pattern is consistent with our view that significance testing is accompanied 

by binary thinking. “Successes” (rejecting the null hypothesis) are reported 

relative to the standard for success (rather than more precisely) and p-values 

associated with “failures” (failure to reject the null hypothesis) are not 

deemed interesting enough to be reported. 

Although highly recommended by the APA, CIs are far from being 

generally used as a standard way of presenting results. We did see an 

increase in the use of measures of uncertainty in general, but the frequencies 

were too small to warrant general conclusions. An explanation for the 

infrequent use of CIs could be that changes in the way researchers report 

their data are usually slow, so it may be premature to state that the APA 

publication manual will have no influence as far as the frequency of use of 

CIs is concerned.  

In the introduction we stated that binary thinking could impede the 

progress of science in general, that significance testing can be regarded as 

encouraging binary thinking, and that following APA guidelines should lead 

to a decrease of binary thinking. Our results show that the new guidelines are 

not yet followed on a large scale, although some small trends toward 

improvement can be discerned. Diminishing the occurrence of binary 

thinking in science —which we think essential— will likely be a difficult 

and time-consuming process.  



 

3. The Use of Well-Known Statistical 

Techniques 

 

Abstract 

In the literature on problems with inference, little attention has been given to 

the way researchers use inference when analysing data in their working 

environment. In the present study, researchers’ behaviour during the analysis 

and interpretation of fictitious data sets was observed. It was found that the 

data were often not visualised, that researchers hardly ever checked for 

possible violations of assumption, that NHST was used as the standard 

inferential technique, and that the interpretational mistakes found in articles 

are also found in practice.  

 

3.1 Introduction 

When a researcher in the behavioural sciences analyses a data set, he 

or she makes several statistical choices, some probably more consciously 

than others. Amongst these choices are the following: 1) Is visualisation of 

the data needed before they can be analysed? 2) Is it necessary to examine 

possible violations of assumptions? 3) Which statistical outcomes are needed 

for the interpretation of the data? 4) How can the inferential outcomes and 

the following conclusions be presented?. For all these choices, much has 

been written on which choices are preferable from a data analytic point of 

view in given situations. Little is known, however, on which choices are 

actually made by researchers for given data sets. The results of a study 

investigating these choices is described in the present Chapter. In Chapter 4, 

a study will be presented that investigated why these particular choices are 

made. 
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3.1.1 Visualisation of the Data 

Two reasons to visualise data are to get a first impression of the 

results (APA, 2001), and to present the data in a manner providing insight 

into the data in an efficient way (e.g., Loftus, 1993). Although this may seem 

obvious, it has been argued that the importance of visualising data is still 

often underestimated in practice (e.g., Loftus, 1993). And although in the 

past decades an increase in the use of graphs and charts in journals in the 

social sciences can be seen, usually the graph follows rather than precedes 

the analysis (Maltz, 2006). Loftus stressed the importance of visualisation as 

follows: “A picture is worth a thousand p values” (p. 250), stressing both the 

importance of visualising and the, according to him, often observed 

overestimation of the importance of p-values. Others (e.g., Morrison & 

Weaver, 1995) disagree with Loftus that graphical representations can 

replace NHST, and point out that making a “plot plus-error bar”, as Loftus 

suggested, is not always as straightforward as Loftus seems to suggest. They 

argue that especially in the case of mixed designs and factorial within-

subjects designs, there is no single value that appropriately represents the 

standard error, which is essential to Loftus’ plot plus-error bars. 

Nevertheless, there seems general agreement on the idea that making 

graphical plots of data is valuable. The statements regarding the alleged lack 

of visualising data in research practice in the mentioned articles, however, 

are without any reference, and therefore seem to be based on experience of 

the authors rather than on study outcomes. 

 

3.1.2 Examining Possible Violations of Assumptions  

Most statistical techniques require that one or more assumptions be 

met, or, in the case that it has been proven that a technique is robust against a 

violation of an assumption, that the assumption is not violated too extremely. 

Many articles have been written on the robustness of certain techniques with 
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respect to violations of assumptions (e.g., Bradley, 1980; Kohr & Games, 

1974; Wilcox & Keselman, 2003), and also many solutions to overcome 

violations have been proposed (e.g., Keselman et al., 2008; Algina, 

Keselman, & Penfield, 2005). Usually, it is not possible for a researcher to 

determine with certainty whether or not an assumption is met in their data, 

for at least two reasons: First, assumptions are usually about the population, 

and in sample-based studies this population is per definition not known. For 

example, it is usually not possible to determine the exact variance of the 

population in a sample-based study, and therefore it is also impossible to 

study whether two population variances are equal, which would be required 

for the assumption of homogeneity of variance to be satisfied. Secondly, 

because assumptions are most of the time defined in a very strict way (e.g., 

all groups have equal variances in the population, or the variable is exactly 

normally distributed in the population), in real-life studies the assumptions 

can never be expected to be satisfied exactly. Given these complications, 

researchers can usually only examine whether assumptions are not violated 

too much in their sample, and for deciding on what is too much, information 

about the robustness of the technique is against violation of that assumption 

is necessary. We do not know of a study investigating the awareness of 

researchers of the robustness of techniques.  

 

3.1.3 Selecting Outcomes 

After data have been analysed, conclusions need to be drawn based 

on the statistical outcomes. In published articles, researchers have to decide 

which statistical outcomes they are going to use for the presentation of their 

data. From previous research (e.g., Finch et al., 2001), we know that in 

published articles some form NHST is included, and that it is usually the p-

value that is interpreted. The same study by Finch also shows that 

confidence intervals (hereafter, referred to as CIs) are rarely reported, means 
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or effect sizes are most of the time reported but seldom connected to the 

other outcomes: The significance of an effect seems far more important than 

the observed mean or effect size.  

In the sequel, we will study which outcomes are used when 

analysing data for the first time. The outcomes as are reported and 

interpreted in a paper are not necessarily those that are interpreted during the 

first analysis of the data set. For this reason, this study might give more 

direct insight in what outcomes researchers are interested in, since they are 

not restricted by what they think is required for a manuscript. To our 

knowledge, it has not been studied so far to what extent p-values, CIs, and 

effect sizes are actually examined before a report on the study is written. 

 

3.1.4 Indicating Uncertainty when Presenting Conclusions  

As stated in Section 3.1.3, most studies report NHST outcomes. As 

mentioned in Chapter 1, almost since the introduction of NHST as a 

technique, its usefulness has been questioned. Whether due to the technique 

or to the user, many interpretational errors are made when using NHST in 

published articles (see Chapter 2, i.e., Hoekstra et al., 2007; Finch, 2001), as 

well as under experimental conditions (Tversky & Kahneman, 1971; Oakes, 

1986; Lecoutre, Poitevineau & Lecoutre, 2003).  

 Although many articles (e.g., Bakan, 1966; Batanero, 2000; Cohen, 

1994; Falk & Greenbaum, 1995; Lecoutre, Poitevineau & Lecoutre, 2003; 

Meehl, 1978: Vacha-Haase, 2001.) discuss misinterpretation of NHST 

outcomes, to our knowledge, no systematic observational study into possible 

explanations for this behaviour has been published. The following questions 

remain unanswered: Do researchers not know how to interpret NHST 

outcomes, or might there be another explanation of why often inadequate 

interpretations of data sets are observed?  
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3.1.5 How to Answer Research Questions 

In the process of statistically analysing data, various decisions are 

taken. It is known that in taking these decisions frequently interpretational 

errors are made, although in many cases this has not been directly observed. 

The present study examines how researchers analyse data in their own 

working environment. In Chapter 4, a study will be presented to examine 

why such interpretational errors are made. Are researchers just ignorant of 

misconceptions in their way of analysing data, or careless, or are they with 

reason pragmatic? And if the latter is the case: What are these reasons to 

explain their behaviour?  

In the present study, researchers were observed while analysing 

fictitious data sets. Specifically, we observed whether certain frequently 

made mistakes, such as failing to check for possible violations of 

assumptions, accepting H0, or ignoring effect sizes, were shown.  

 

3.2 General Method 

3.2.1 Participants 

For the studies described in this Chapter and in Chapter 4, 30 Ph.D. 

students, 13 men and 17 women, working at psychology departments 

throughout the Netherlands were used as participants. All of them had at 

least two years experience conducting research at the university level, and 

none of them was or had been working in a methodology or statistics 

department. Ph.D. students were selected because we thought that, in 

contrast to advanced researchers such as professors, they are actively 

involved in the collection and analysis of data. Moreover, they were likely to 

have had their statistical education relatively recently, assuring a relatively 

up-to-date knowledge of statistics. They were required to have at least once 

applied a t-test, a linear regression and an ANOVA, although not necessarily 

in their own research project. The participants were selected from 
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universities in Tilburg, Groningen and Amsterdam, three cities in different 

regions of the Netherlands. From every city, ten participants were selected, 

as follows. To reduce possible university biases, first a list with psychology 

Ph.D. students per city was made. Then, the Ph.D. students were selected 

from that list until we found ten who were willing to participate. In order to 

keep the sample as heterogeneous as possible in order to be able to draw 

more general conclusions, we selected Ph.D. students from social, 

developmental, clinical, experimental, and industrial and organisational 

psychology groups. 

 

3.2.2 Analysis 

All results are presented as percentages of the total number of 

participants or of the total number of tasks, depending on the specific 

research question. CIs are given, but should be interpreted cautiously, 

because the sample cannot be regarded completely random.  

The CIs for percentages were calculated by means of the plus four 

estimate (Agresti & Caffo, 2000). In cases that this method resulted in CIs 

with limits smaller than 0 or larger than 100, these were corrected to 0 and 

100 respectively. All CIs are 95% CIs.  

Given the relative recency of the participants’ statistical education, it 

was expected that their knowledge of statistics would be up-to-date, and for 

that reason it was expected that the frequency of misuse of statistics we 

found will probably be an underestimation of that for a random group of 

similar size of other researchers. Therefore, the lower bounds of the CIs can 

be considered a very conservative estimate of the frequency in the 

population of all Dutch researchers in psychology. 
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3.2.3 Tasks 

All but three participants performed the two tasks at their own 

workplace. In the remaining three cases, an unoccupied room on the 

participants’ department was used, in order to not disturb one or more 

roommates. All participants needed between 30 and 75 minutes to complete 

the task. 

 

3.3 Details of Method, and Results 

Participants were asked to analyse six data sets. Because every 

participant indicated that he or she used SPSS as a standard statistical 

package to analyse data, the data were offered in SPSS format. For every 

data set a short description of a research question was given, without giving 

a hypothesis. The participants were asked to analyse the data sets and 

interpret the results as they would analyse and interpret their own data sets. 

They were allowed to consult any statistical books or the internet, although 

only two used this opportunity. It was mentioned that they were to write 

down their conclusions, taking into account what these results told them 

about the population from which the samples were drawn. 

The short description of the research questions was written in such a 

way to suggest that, respectively, a t-test, linear regression and ANOVA 

were most suitable for analysing the data sets without explicitly naming the 

analysis technique. The results of a pilot of the task indicated that the 

descriptions were indeed sufficient to choose the desired analysis technique. 

The t-test, ANOVA and regression analysis were chosen because they are 

relatively simple, frequently used, and because it was expected that most 

participants would be familiar with those techniques. In Figure 3.1, an 

example of such an instruction is presented. In this case the participants were 

expected to use a t-test. This example has been translated from the Dutch. 



The Use of Well-Known Statistical Techniques 

  

 

44 

All six research question descriptions, also in translated form, can be found 

in the Appendix to this Chapter.  

 

A researcher is interested in the extent to which group A and group B 

differ in cognitive transcentivity. He has scores of 25 randomly selected 

participants from each of the two groups on a cognitive transcentivity test 

(with the range of possible scores from 0 to 25). Column 1 of the SPSS file 

gives the scores of the participants on the test, and column 2 the group 

membership (group A or B). 

Figure 3.1: An example of one of the research question descriptions. In this 

example, participants were supposed to answer this question by means of a 

t-test. 

 

Note that “transcentivity” is a fictional concept, and was used in 

order to prevent biased conclusions based on prior knowledge. Fictional 

concepts were only used for those tasks where a t-test was expected, and 

therefore this argument of preventing bias does not hold for conclusions for 

the other tasks.  

In almost all instances the expected technique was chosen (in the 

remaining instances, ANOVA was used to analyse the data sets that were 

supposed to be analysed by means of a t-test. However, ANOVA in this case 

is completely equivalent to an independent-samples t-test).  

The six constructed data sets differed with respect to the effect size, 

the significance of the outcomes, and to whether there was a strong violation 

of an assumption. Table 3.1, shows the different conditions, with four of the 

six data sets containing significant effects; for one of the two data sets for 

which a t-test was supposed to be used, the assumption of normality was 

clearly violated, for one of the two data sets for which ANOVA was 

supposed to be used, the assumption of heterogeneity was clearly violated, 
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and effect size was relatively large in three data sets and relatively small in 

the other data sets.  

 

Table 3.1: An overview of the properties of the six scenarios. 

Scenario 

Technique to be 

used Effect size p-value 

Violations of 

assumption 

1 t-test Medium .04 Normality 

2 t-test Very small .86 None 

3 Regression analysis Large .00 None 

4 Regression analysis Medium .01 None 

5 ANOVA Large .05 Homogeneity 

6 ANOVA Close to 0 .58 None 

 

To get more information on which choices were made by the 

participants during task performance, and why these choices were made, 

participants were asked to think aloud during task performance. This was 

recorded on cassette. During task performance, the selections made within 

the SPSS program were noted by the first author, making use of previously 

conducted task analyses. Furthermore, participants were asked to save the 

SPSS syntax files. For the analysis of the task performance, the information 

from the notes, the recordings and the syntax files were combined. 

In order to know how techniques are used, it is important to know 

which necessary part of the task (that is, drawing inferential conclusions on 

the basis of a data set) was neglected or not executed correctly. As stated 

before, in this study we focused on (1) whether the data are represented 

visually, (2) whether possible violations of assumptions are examined, (3) 

which outcomes are used for the interpretation of the results, and (4) how 

these outcomes are interpreted.  
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3.3.1 Visualisation of the Data  

3.3.1.1 Operational definitions. To study visualisation, we checked 

for each participant and for each task whether the participant made any kind 

of visual representation of the data. Any of the graphical representations 

available in the menu “Graphs” in SPSS were considered visualising data, 

thus including scatter plots and boxplots.  

 

3.3.1.2 Results. In total, each of the 30 participants analysed six data 

sets, adding up to a total of 180 analyses, 60 for each type of analysis. Only 

six of the participants actually visualised their data at least once for each of 

the six data sets they analysed before filling in the questionnaire, and only 

nine participants did this at least four times. In total, in 76 of the 180 

analyses (42%, CI= [35,50]), the participants visualised the data. For the t-

test, this was 33% (CI= [23,46]), for ANOVA 37% (CI= [26,49]) and for 

regression the data were most frequently visualised: 57% (CI= 44,68]). If 

participants visualised data, the plots or graphs the participants made were 

usually histograms or boxplots for t-test and ANOVA, whereas for 

regression this was mostly a scatterplot. The results show that, at least for t-

test and ANOVA data, visualising the data seems not to be part of 

researchers’ standard procedure for analysing their data.  

 

3.3.2 Examining Possible Violations of Assumptions 

For each of the three techniques, several assumptions can be 

distinguished, but for practical reasons we limited ourselves to the important 

assumptions of normality and of homogeneity of variance (sometimes 

referred to as the assumption of equal variances, hereafter referred as the 

assumption of homogeneity of variance) for all three techniques. The 

assumption of normality requires that the scores in the population in case of 

a t-test or ANOVA, and the population residuals in case of a regression 
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analysis be normally distributed. The assumption of homogeneity of 

variance requires equal population variances per group in case of a t-test or 

ANOVA, and equal population variances for every value of the independent 

variable for regression. The assumption of independent observations was not 

taken into account because our focus is on data analysis and not on data 

collection. Also, we chose to ignore the assumption of linearity for 

regression analysis, because this assumption does not need to be met for the 

other two techniques. This, however, should by no means be interpreted as 

an implicit statement about the importance of this assumption. 

 

3.3.2.1 Operational definitions. We counted occurrences of cases in 

which the participants checked for violations of the assumptions of 

normality and for assumptions of homogeneity of variance. We also counted 

occurrences of checking for irrelevant assumptions, such as equal group 

sizes for the t-test, or normality of all scores for one variable (instead of 

checking for normality per group) for all three techniques.  

A check for the assumption of normality was recorded if, for the t-

test and ANOVA a graphical representation of the different groups was 

requested, except in case this was only used to detect outliers. Merely 

observing the data, without making a visual representation of them, was also 

considered insufficient. For regression analysis, a check of the assumption of 

normality was recorded if a scatter plot or a residual plot was made, and was 

explicitly checked for a normal pattern or an absence of a normal pattern in 

such a plot. Deciding whether this was done explicitly was based on whether 

the participants made any reference to the normality when thinking aloud. A 

second option was to make a QQ- or PP-plot of the residuals. 

As far as the assumption of homogeneity of variance is concerned, 

for the t-test and ANOVA four ways of checking for this assumption were 

considered adequate ways of checking: The first was to make a graphical 



The Use of Well-Known Statistical Techniques 

  

 

48 

representation of the data in such a way that difference in variance between 

the groups was visible. This includes boxplots and scatter plots, provided 

that they are given per group. A second way was to make an explicit 

reference to the variance of the groups, and a third way was to conduct a test 

for equality of variance (e.g., Levene’s test). A final possibility was to 

compare standard deviations of the groups in the output, without or with 

making use of a rule of thumb to discriminate between violations and non-

violations. For regression analysis, a scatter plot or a residual plot was 

considered necessary to check the assumption of homogeneity of variance. 

Although the assumption of homogeneity of variance assumes equality of 

the population variations, the participants were not required to make an 

explicit reference to the population. 

 

3.3.2.2 Results. Violation of, or conformance with the assumptions 

of normality and homogeneity of variance was correctly checked 22 times 

and 57 times respectively (out of 180 cases for both assumptions). Table 3.3 

shows for each of the three techniques how frequently possible violation of 

the assumptions of normality and homogeneity of variance occurred, and 

whether the checking was done correctly given the earlier definitions. Note 

that the assumption of normality for regression was never checked correctly. 

In the few occasions normality was checked, it was, erroneously, the 

normality of the scores instead of the residuals that was checked.  

 The assumption of homogeneity of variance for ANOVA was 

checked relatively often. An explanation for that is the fact that a clear 

violation of this assumption can often be directly deduced from the standard 

deviations, whereas measures indicating normality are less common. 

Another explanation for the fact that the assumption of homogeneity of 

variance was more frequently checked for than the assumption of normality, 

is the observation that most participants seem familiar with a rule of thumb 
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Table 3.3: The percentages of the 60 possible cases in which violations of 

the assumption of normality, and the assumption of homogeneity of variance 

were checked at all, and were checked correctly for the t-test, ANOVA and 

regression. Between brackets are 95% CIs for the percentages. 

        Technique  

Assumption 

  

t-test 

 

ANOVA 

 

Regression 

Normality Checked 23% [14, 36] 30% [20, 43] 12% [6, 23] 

 Correctly checked 17% [9, 28] 20% [12, 32] 0% [0, 7] 

Homogeneity of 

variance 

Checked 33% [22, 46] 55% [42, 67] 7% [2, 17] 

 Correctly checked 33% [22, 46] 55% [42, 67] 7% [2, 17] 

 

to check whether the assumption of homogeneity of variance for ANOVA is 

violated (e.g., largest standard deviation is larger than twice the smallest 

standard deviation), whereas such rules of thumb for checking possible 

violations of the assumption of normality were not known. 

Apart from the assumptions of normality and homogeneity of 

variance, only the checking of the assumption of linearity for regression was 

observed in a few instances; no other known assumption seems to have been 

checked. 

 

3.3.3 Selecting Outcomes 

3.3.3.1 Operational definitions. As far as selection of analysis 

outcomes is concerned, our two main questions were: “Is effect size reported 

when interpreting results?” and “How do researchers deal with the 

consequences of sampling variations?”. In order to examine whether effect 

size, NHST or CIs were used for interpretation of the results, the following 

was required. Effect size was considered to be reported whenever there was 

some kind of reference to the means, the differences between the means, or 

the standardised differences between the means. NHST was considered to be 
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used whenever there was a reference to the p-value, or to the significance of 

the test. A CI was considered to be used whenever one was mentioned, even 

if it was not given any further interpretation.  

 

3.3.3.2 Results. Effect size according to our definition was found in 

only 12% (CI = [8,18]) of the conclusions. None of the 180 conclusions 

contained a CI, and 174 contained NHST results, again stressing the central 

position of this technique. Note that in the other six conclusions, the 

participants decided not to make an inferential statement at all because of 

violation of one of the assumptions. Thus effectively in all cases where 

inferential conclusions were found acceptable, these were based on NHST. 

In 30% (CI = [24%,37%]) of the conclusions only the significance of the 

results was mentioned, without either a p-value or a reference to effect size. 

 

3.3.4 Indicating Uncertainty when Presenting Conclusions 

For getting information on whether oversimplified interpretation of 

the results had taken place, we assessed whether the following two 

misinterpretations were made: accepting the H0, and accepting the alternative 

hypothesis. With the latter, we refer to the conclusion of being certain of the 

existence of a population effect, based on a significant finding. 

 

3.3.4.1 Operational definitions. Accepting the H0 was said to have 

occurred whenever the summary contained a phrase indicating the absence 

of an effect. For example, sentences like “There is no effect”, or “The groups 

do not differ as far as means are concerned” are considered occurrences of 

this misinterpretation. Occurrence of accepting the alternative hypothesis 

was said to have taken place when a statement was made about the 

population parameter without reflecting any doubt or uncertainty. “The 

groups differ”, “There is a real difference” or “It is proved that there is a 
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difference” were considered a misinterpretation of this kind, whereas “The 

groups probably differ”, or “The sample means differ” were not. Note that 

since participants were explicitly asked to make a statement about the 

population based on the sample results, a statement like “the groups differ” 

is either unwarranted or completely trivial, because, in real-life situations, all 

groups differ to some extent. 

 

3.3.4.2 Results. In 70% (CI = [57,80]) of the instances in which a 

non-significant effect was found, the H0 was accepted, according to our 

definition of this misinterpretation. In most of these cases, it was said that 

there was no effect. In 50% (CI = [38,62]) of the instances that a significant 

effect was found, a phrase indicating certainty about the existence of the 

effect in the population was used. It can therefore be concluded that 

occurrences of oversimplified interpretations of the data sets were found 

relatively frequently. 

 

3.4 Conclusions 

In the present study, it was found that often the data were not 

visualised, possible violations of assumptions were seldom checked, effect 

size was often not taken into consideration when drawing conclusions, CIs 

were never constructed to interpret the results, p-values were always used as 

the main outcome to base the conclusions on, and these conclusions often 

contained interpretation errors. So, despite the fact that the techniques had 

been used before and were said to be well-known, and despite the fact that 

the data sets were relatively small and unproblematic (i.e., no missing values 

and no data points with unrealistic values), the task behaviour was in general 

insufficient.  

 We think that these outcomes are representative for the way 

researchers analyse data in their working environment. Of course, they are 
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usually not being observed during analyses, but we expect that this would 

improve rather than worsen their performance.  

 

3.5 Appendix 

Research question descriptions. In this Appendix, the six research 

question descriptions are presented in translated form. Descriptions 1 and 2 

were supposed to be answered by means of a t-test, Descriptions 3 and 4 by 

means of regression analysis, and Descriptions 5 and 6 by means of 

ANOVA. 

 

1. A researcher is interested in the extent to which group A and group B 

differ in cognitive transcentivity. He has scores of 25 randomly selected 

participants from each of the two groups on a cognitive transcentivity test 

(with the range of possible scores from 0 to 25). In column 1 of the SPSS file 

the scores of the participants on the test are given, and in column 2 the group 

membership (group A or B) is given.  

 

2. A researcher is interested in the extent to which group C and group D 

differ in cognitive transcentivity. He has scores of 25 randomly selected 

participants from each of the two groups on a cognitive transcentivity test 

(with the range of possible scores from 0 to 25). In column 1 of the SPSS file 

the scores of the participants on the test are given , and in column 2 the 

group membership (group C or D) is given. 

 

3. A researcher is interested to what extent the weight of men can predict 

their self esteem. She expects a linear relationship between weight and self 

esteem. To study the relationship, she takes a random sample of 100 men, 

and administers a questionnaire to them to measure their self esteem (on a 

scale form 0 to 50), and the participants’ weight is measured. In column 1 of 
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the SPSS file the scores on the self esteem questionnaire are given. The 

second column shows the weights of the men, measured in kilograms. 

 

4. A researcher is interested to what extent the weight of women can predict 

their self esteem. She expects a linear relationship between weight and self 

esteem. To study the relationship, she takes a random sample of 100 women, 

and administers a questionnaire to them to measure their self esteem (on a 

scale form 0 to 50), and the participants’ weight is measured. In column 1 of 

the SPSS file the scores on the self esteem questionnaire are given. The 

second column shows the weights of the men, measured in kilograms. 

 

5. A researcher is interested to what extent young people of three 

nationalities differ with respect to the time in which they can run the 100 

meters. To study this, 20 persons between 20 and 30 years of age per 

nationality are randomly selected, and the times in which they run the 100 

meters is measured. In column 1 of the SPSS file their times are given in 

seconds. The numbers “1, “2”, and “3” in column 2 represent the three 

different nationalities. 

 

6. A researcher is interested to what extent young people of three other 

nationalities differ with respect to time in which they can run the 100 meters. 

To study this, 20 persons between 20 and 30 years of age per nationality are 

randomly selected, and the times in which they run the 100 meters is 

measured. In column 1 of the SPSS file their times are given in seconds. The 

numbers “1, “2”, and “3” in column 2 represent the three different 

nationalities. 



 



 

4. Explanations for the Use of Well-Known 

Statistical Techniques 

 

Abstract 

In their own working environments, researchers showed several undesirable 

ways of analysing and interpreting data, as described in Chapter 3. Data 

were seldom visualised, possible violations of assumptions were seldom 

checked for, and the interpretation of the results was often too unbalanced. 

These results are in line with the present state of inference found in articles. 

For the study presented in this Chapter, we investigated reasons for this 

unwanted behaviour. It was found that lack of knowledge and nonchalance 

seem to explain this behaviour, rather than rational reasons.  

 

4.1 Introduction 

In Chapter 3, we showed that researchers show a lot of undesirable 

task behaviour when analysing data in their own working environment. Little 

is known, however, about the reasons why this behaviour was shown. In 

fact, we expected that researchers might have rational reasons for their task 

behaviour, and that lack of knowledge is insufficient to explain this 

undesirable task behaviour. Various other explanations (as mentioned in the 

different sections) play a role. To study this, a questionnaire on reasons 

behind the observed behaviour was administered to the same participants as 

in Chapter 3. The results of this study are reported in the present chapter. 

 

4.2 Method 

Details on the selection of the participants used in the present study 

can be found in Chapter 3, section 3.2.1. Participants were asked to fill out a 

questionnaire, in which open questions were asked about the participants’ 

way of statistically analysing data sets and interpreting results in general. As 
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in Chapter 3, we focussed on visualisation of data, the checking for possible 

violations of assumptions, the selection of statistical outcomes, and 

acknowledgement of uncertainty in conclusions. The experimenter was 

present to answer any questions, and could stimulate the participants to 

answer more extensively in case that was necessary, or ask them to 

reformulate their answer when they seemed to have misread the question, 

given their initial answer. There was no time limit for filling out the 

questionnaire, but all participants took between 35 en 65 minutes to 

complete it. 

 

4.3 Visualisation of the Data 

We examined the following three explanations for possible lack of 

visualisation of data, as observed in the observation study: (1) The 

participant did not feel capable of visualising the data in the desired way, (2) 

There was lack of attention for the need of visualising data in education, or 

(3) It was not clear to the participant how to interpret the visualised data.  

 

4.3.1 Operational Definitions  

For studying possible lack of capability, we asked the participants 

whether in general they were always able to realise the visualisation of the 

data as they wanted. For studying possible lack of attention in education, we 

asked how much attention there had been in their education for the 

importance of visualisation, and for how data can be visualised. For the third 

explanation (not knowing how to interpret certain graphical representations 

of the data), we asked whether they always know how to interpret the 

graphical representations of the data they make. Prior to these questions, we 

asked them to indicate whether making some kind of visualisation is for 

them a standard procedure when analysing data, to be able to compare what 

they claim to do with what they showed to do in practice, as described in 
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Chapter 3, assuming that what they showed is representative for how they 

usually analyse their data.  

 

4.3.2 Results 

Twenty participants (67%, CI = [49,81]) said that for them, making 

some graphical representation is a standard procedure when analysing data, 

although 14 of them (47%, CI = [30,64]) did not do this for all six data sets. 

Fourteen (47%, CI = [30,64]) of the participants stated that it has never or 

almost never happened that they did not make some form of visualisation 

when analysing data, and in this case nine (30%, CI = [17,48]) of those 

participants did not make some form of visualisation for any of the six data 

sets.  

Lack of capability to make the desired graphical representations does 

not seem to play an important role: only eight participants (27%, CI = 

[14,45]) said that it has at least once occurred that they were not able to 

make a desired graphical representation. All of them added that those cases 

should be considered exceptions.  

Lack of attention to visualisation in education, however, can partly 

account for the absence of visualisation being a standard part of the analysis 

of data. Eighteen participants (60%, CI = [42,75]) said there was little or no 

attention to the need of visualising data during their education. Of course, 

this finding does not exclude the possibility that there was attention for the 

need of visualisation in their education, but that they forgot about this. 

Notably, 17 (57%, CI = [39,73]) of the participants said it had occurred that 

someone other than their data analysis instructors, mostly the supervisor 

(37%, CI = [22,55]), had encouraged them to make graphical representations 

for their data. Twenty-two participants (73%, CI = [55,86]) stated that they 

almost always or always know how to interpret visualisations they made; the 

remaining eight (27%, CI = [14,45]) asserted that there had been more than 
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one occasion in which they did not know how to interpret a specific 

visualisation. 

 

4.4 Examining Possible Violations of Assumptions 

We studied five explanations for the finding that assumptions were 

often not checked: (1) Unfamiliarity with the assumptions, (2) Unfamiliarity 

with how to check the assumptions, (3) Violation of the assumption not 

being regarded problematic, (4) Unfamiliarity with a remedy against an 

assumption violation, and (5) Influence of environment to ignore violations 

of specific assumptions. In the next section, these five explanations will be 

operationalised. 

 

4.4.1 Operational Definitions 

Unfamiliarity with the assumptions. In order to study familiarity 

with assumptions, the participants were asked for all three techniques to 

write down the assumptions they thought were necessary to check. We 

counted the assumptions that were mentioned, and compared these with our 

selection of assumptions. We selected the assumptions of normality and 

equality of variances because these are the most commonly described 

assumptions in statistical textbooks, and because these assumptions should 

be satisfied for any of the three selected techniques. The assumption of 

independent observations was not selected, because that is an assumption 

about the process of data collection, and not on the analysis of the data. 

 

Unfamiliarity with how to check the assumptions. For examining 

unfamiliarity with how to check for possible violations of both assumptions, 

we simply asked whether the participants knew a way to investigate whether 

there was a violation of each of the two assumptions (normality and 

homogeneity of variance) for the t-test, ANOVA and regression analysis. 
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Specifying how to visualise the data in such a way that a possible violation 

was visible was categorized as a correct way of checking for assumption 

violations, even when no further information was given. The same holds for 

rules of thumb or tests for the assumption at hand that are incorporated in 

SPSS, such as Levene’s test for testing equality of variances.  

 

Violation of the assumption not being regarded problematic. For 

techniques for which it has been shown that they are robust against certain 

assumption violations, it can be argued that it makes sense not to check for 

these assumptions, because the outcome of this checking process would not 

influence the interpretation of the data anyway. To study this explanation, 

we asked per assumption whether violation of this assumption was found 

important.  

 

Unfamiliarity with a remedy against an assumption violation. In 

order to study the hypothesis of unfamiliarity with a remedy against a 

possible violation of an assumption, the participants were asked to mention a 

remedy against a possible violation, if they knew any. One could imagine 

that a possible violation of assumptions is not checked because in case a 

violation is found, the participant does not know how to solve this problem. 

Of course, this type of reasoning is not necessary in the case that the 

researcher is aware of the robustness of the technique at hand against a 

violation of the assumption. Again, our definitions for correct remedies were 

transforming the data (it was not required to specify which transformation), 

and increasing the sample size. 

 

Influence of environment to ignore violations of specific 

assumptions. The fifth and last explanation is the possible influence of the 

environment to ignore violations of specific assumptions. It could be that, 
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although initially the participants were willing to check assumptions, their 

supervisor or a colleague told them not to do so, for example for pragmatic 

reasons. In order to study this hypothesis, the participants were asked 

whether it had ever occurred that someone told them it was not necessary to 

check for violations of any assumption. 

 

4.4.2 Results 

In Table 4.1, the results are presented for the first four explanations 

for lack of checking assumptions. Specifically, percentages of participants to 

whom each of the statements per combination of assumption and technique 

apply are given. For the fifth, this information was not available per 

assumption and therefore not given in Table 4.1. The results show that a 

majority of the participants were unfamiliar with the assumptions.  

For every assumption, a minority of participants mentioned one of 

the correct ways to check violation of the assumption. Note that all 

mentioned ways were considered correct, implying that in all other instances 

no way to check violation of the assumption was mentioned.  

The results show that for a majority of the participants the alleged 

robustness of an technique against assumption violations is not a reason not 

to check these assumptions in the first place. Frequently, the participants 

added that they had no idea whatsoever whether violation of an assumption 

was important or not.  

Only in a minority of instances one of the earlier described remedies 

for a violation of an assumption was mentioned. This implies that there 

seems little knowledge among the participants on how to overcome a 

violation of one of these assumptions. This interpretation is supported by the 

finding that most participants admitted to never having looked for a remedy 

against a violation of an assumption. 
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Table 4.1: Percentages of participants to whom each of the explanations 

apply per combination of assumption and technique. Between brackets are 

95% CIs for the proportions in percentages. 

     

Assumption 

  

t-test 

Technique 

ANOVA 

 

Regression 

 

Overall 

Normality Unfamiliarity with 

assumption 

 

87% 

 [70, 95] 

93%  

[77, 99] 

87%  

[70, 95] 

89% 

[80,94] 

 Unfamiliarity how 

to check 

assumption 

 

53%  

[36, 70] 

63%  

[45, 78] 

60%  

[42, 75] 

59% 

[49,68] 

 Violation not 

regarded 

problematic 

 

27% 

[14, 45] 

30%  

[17, 48] 

27%  

[14, 45] 

28% 

[20,38] 

 Unfamiliarity with 

remedy 

 

60%  

[42, 75] 

67%  

[49, 81] 

67%  

[49, 81] 

64% 

[54,74] 

Homogeneity 

of variance 

Unfamiliarity with 

assumption 

 

53%  

[36, 70] 

57%  

[.39, 73] 

67%  

[49, 81] 

59% 

[49,68] 

 Unfamiliarity how 

to check 

assumption 

 

73%  

[55, 86] 

60% 

[42,75] 

87%  

[70, 95] 

73% 

[63,81] 

 Violation not 

regarded 

problematic 

 

23%  

[12, 41] 

30%  

[17, 48] 

37%  

[22, 55] 

30% 

[22,40] 

 Unfamiliarity with 

remedy  

 

70%  

[52, 83] 

63%  

[45, 78] 

57%  

[.39, 73] 

63% 

[53,73] 
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 Finally, nine participants (30%, 95%CI = [17,48]) said that it had 

happened at least once that someone told them not to check possible 

violations of an assumption. This proportion is substantial, but too low to 

indicate that suggestions from others had a large influence on the frequent 

absence of the checking of these violations.  

 

4.5 Selecting Outcomes 

We looked for reasons why effect size measures are often not used, 

and why it was often found that NHST is almost always used when 

analysing data, as opposed to CIs. For checking why conclusions are often 

not accompanied by effect size measures, we distinguished two possible 

explanations: (1) lack of interest in effect size, and (2) influence of others 

not to report effect size. To study the reasons why most researchers use 

NHST instead of CIs to present outcomes, we distinguished three possible 

explanations: (1) NHST is used by default because an alternative is not 

known, (2) There has been more attention in education for NHST than for 

CIs, and (3) The belief that the use of CIs lowers the chances of getting an 

article published. 

 

4.5.1 Operational Definitions 

To study the possible lack of interest in effect size, we asked 

whether the participants were interested at all in effect size, and whether they 

usually presented some effect size outcomes in their own work. To study the 

possible influence of others, we asked whether others had ever discouraged 

them from reporting effect size measures. We also asked whether others had 

explicitly asked them to add some measure of effect size.  

For studying the first explanation for the preferred use of NHST, we 

asked how often the participants used NHST and CIs, and we asked whether 

the participants automatically use NHST when interpreting data analysis 
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results. For the second explanation, we asked the participants to estimate the 

ratio of the attention for NHST and CIs during their education. For the third 

explanation, we asked whether the participants thought using CIs influences 

the chance of getting an article published, and whether they had encountered 

such an influence in practice. 

 

4.5.2 Results 

Although Chapter 3 showed that effect size was hardly ever 

reported, 21 participants (70%, CI = [52, 83]) stated that they are always 

interested or very interested in the size of the effect. Apparently, however, 

for 14 of them (67%, CI = [45,83]) it was not important enough to report in 

their conclusions in the study reported in Chapter 3. Twenty participants 

(67%, CI = [49,81]) said they usually present some effect size measure in 

their own work.  

Two participants (7%, CI = [1,23]) said they had been discouraged 

by their supervisors from reporting effect size measures in an article. Eight 

participants (27%, CI = [14,45]) reported that they were at least once 

explicitly asked to add effect size measures to the presentation of outcomes. 

It can safely be concluded that giving effect size or means is not standard 

practice when drawing conclusions on the basis of data analyses. As far as 

there is influence of others on the reporting of effect size, it seems to be an 

encouraging rather than a discouraging influence. 

As far as possible explanations for the preference of NHST over CIs 

are concerned, the following was found. All but one participant said they had 

(almost) always used the significance test when analysing data. As might be 

expected, we found a large difference between the frequency of use of 

NHST and CIs in the present study as well. Eight (27%, CI = [14,45]) 

participants had at least once constructed a CI for their own research, while 

five participants had considered constructing one, but eventually abandoned 
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this idea. Five (17%, CI = [7,34])) participants said they always construct a 

CI when analysing data, despite the fact that none of them constructed a CI 

in the study presented in Chapter 3. Fourteen participants (47%, CI = 

[30,64]), however, said they knew that CIs can be used as an alternative for 

NHST. The other 16 (53%, CI = [36,70]) said that they were not aware of 

this, despite the fact that the use of CIs is strongly encouraged in the fifth 

edition of the APA manual (APA, 2001).  

Our results suggest an overall lack of knowledge of CIs, although 21 

participants (70%, CI = [52,83]) said the use of CIs was taught during their 

education (implying that for 30% this was not taught, or was forgotten). 

They estimated, however, that on average almost six times more time was 

dedicated to the explanation of NHST compared to the time spent on CIs. 

 Eight participants (27%, CI = [14,45]) mentioned that the supposed 

difficulty of getting an article published when using CIs is a reason to 

continue not using CIs. None of the participants, however, had ever actually 

heard of a situation in which a reviewer requested CIs to be removed from 

the manuscript. Moreover, three participants had been explicitly asked by the 

reviewers to add CIs to their manuscript. 

 

4.6 Indicating Uncertainty when Presenting Conclusions 

We studied two possible explanations for the fact that researchers 

frequently give oversimplified conclusions after analysing the data sets: (1) 

the unfamiliarity with a more careful way of interpreting results, and (2) the 

influence of the scientific environment.  

 

4.6.1 Operational Definitions 

For the first, we examined participants’ knowledge on the correct 

interpretation of NHST as well as CIs. In order to study whether or not this 

knowledge is present, participants were asked to define how they interpret a 
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significant effect, a non-significant effect, and a p-value. Definitions of a 

significant effect as it being probable that there is an effect in the population 

were considered correct, whereas definitions of a significant effect as proof 

that an effect exists were considered incorrect. Finding a non-significant 

effect, without further information, implies that one cannot give a statement 

about the existence of the effect, and therefore all definitions implying a 

non-significant effect being proof for the absence of an effect were 

considered incorrect. Note that these are in fact lenient judgements as to the 

correctness of the definitions of (non-)significance. The adequate 

interpretation of a p-value is that it is the probability that the found effect or 

a more extreme one would have been found if the H0 were true. Defining the 

p-value as the probability that the effect would have been found by chance 

was thus considered incorrect.  

For CIs, we asked the participants to define how, according to them, 

a 95% CI should be interpreted, and we asked them to interpret a 95% CI 

with specified margins. Both questions were considered to be answered 

correctly whenever the answers explicitly referred to the inferential character 

of the CI, for example by explicitly mentioning that it is an estimate for the 

population value. It was not required to report 95% in the answers. As far as 

the influence of scientific environment is concerned, we asked the 

participants whether it had ever occurred to them that someone else asked 

them to rephrase a carefully considered interpretation in such a way that a 

less carefully considered interpretation was made.  

 

4.6.2 Results  

Only 10% (CI = [3,27]) of the participants gave an adequate 

interpretation of a significant effect. Also 10% (CI = [3,27]) gave an 

adequate interpretation of a non-significant effect, and 3% (CI = [0,18]) gave 

an adequate interpretation of the p-value, while 7% (CI = [1,23]) gave an 
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almost correct definition, but without mentioning the necessary “or more 

extreme”-part. For CIs a comparable pattern can be seen: only 13% (CI = 

[5,30]) of the participants gave an adequate interpretation of a CI in general. 

Seventeen percent (CI = [7,34]) of the participants gave an adequate 

interpretation for a specific CI given fictitious study results. None of the 

participants gave an adequate definition for all outcomes mentioned above. 

These dramatic results suggest that the capability of researchers to interpret 

the results of the two most important inferential techniques in an adequate 

way is limited.  

As far as the influence of the scientific environment is concerned, 

none of the participants reported ever having been asked to rephrase a 

carefully considered interpretation into a less carefully considered 

interpretation. Again, however, this finding can be due to the fact that most 

participants were not aware of a careful interpretation (with a measure of 

uncertainty included) in the first place. 

 

4.7 General Discussion 

In this study, we sought for explanations for why three well-known 

techniques were used in the way as observed in the observation study 

described in Chapter 3. More specifically, we questioned the participants on 

four parts of the task of analysing data, namely visualising the data, checking 

for possible assumption violations, the selection of outcomes for drawing 

conclusions, and the carefulness of interpreting the results.  

The finding that most participants asserted that they were aware of 

the importance of visualising data, and even stated that they usually 

visualised data, contradicts the frequent absence of graphical representations 

of the data in the observation study in Chapter 3. Apparently, the researchers 

overestimated their own use of visualisation during task analysis, probably at 

least partly due to socially desirable answering behaviour. We suspect that 
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the researchers, in general, were not sufficiently aware of the importance of 

visualising data. This view is supported by the fact that a majority 

complained about the lack of attention for this matter in their education, and 

by the fact that also a majority had at least once been advised to add 

graphical representations of the data to their results, indicating that they had 

not done this before. This contradicts most researchers’ claim that 

visualising data is part of their standard way of analysing data. Because 

researchers were obviously aware that they were being observed during the 

observation study, we expect them to have performed better rather than 

worse than usual. For this reason, we think that their observed behaviour is 

probably a better indication of their use of visualisation in practice than their 

answers from the questionnaire on this issue.  

An important explanation for the observed lack of examining 

possible assumption violations seems to be the lack of knowledge about the 

assumptions, especially about the assumption of normality. Even when the 

assumptions were given, only a minority of the participants could mention a 

way to check the assumptions. Contrary to our expectations, the participants 

mentioned little influence of their environment not to check for assumption 

violations. Furthermore, we did not find evidence that lack of knowledge 

about a remedy against an assumption violation is an important explanation 

for the observed absence of checking for assumptions: Usually the 

researchers do not know the assumptions in the first place and therefore 

cannot be expected to know of a remedy. The same reasoning holds for the 

explanation of lack of knowledge about the robustness of a technique against 

assumption violations. Given the frequently observed lack of knowledge 

regarding the assumptions, it thus seems that if we consider checking for 

assumption violations essential for analysing data in order to prevent 

unjustified conclusions, the importance of this should be stressed more in 

education and in editorials. 
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The fact that researchers stated that they are usually interested in 

effect size, and usually report some form of effect size, contradicts the 

results in the observation study in Chapter 3, in which we found that effect 

size was seldom interpreted. It was also found that NHST seems to be used 

mainly because of its dominance in contemporary literature. The opposite 

seems to apply for the use of CIs: Most participants encountered CIs 

relatively rarely in their education as well as in most articles they read. 

Although not based on findings in studies described in this dissertation, the 

same holds probably for statistical packages. For example, in order to get 

CIs in SPSS, the statistical package that is very popular in the social 

sciences, for most techniques the user has to change the default settings in 

order to get these CIs, whereas p-values are always clearly given. In SPSS a 

CI is only automatically given in case of the t-test. In case of regression and 

ANOVA CIs can be obtained only with additional effort, although CIs are 

given when the “explore” option in SPSS is used. A second, and probably 

even more important reason, is the lack of knowledge of the participants of 

CIs, with 87% giving a definition that did not acknowledge the inferential 

nature of a CI. Our data did not support the explanation that NHST is 

reported because editors demand that manuscripts consist of results 

interpreted by means of NHST. This can, however, be explained by the fact 

that there was little reason for reviewers to do this, because in almost all 

submitted manuscripts NHST results are given anyway. The question why 

data analysis results are often interpreted in a too simplistic way when using 

an inferential technique, seems to be at least partly explained by researchers’ 

overwhelming lack of knowing how to interpret NHST outcomes properly, 

and even more how to interpret CIs.  

In summary, contrary to our expectations, the reasons behind the 

inadequate task behaviour as shown in the observation study often do not 

seem the consequence of well-considered reflections. It seems that lack of 
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knowledge (when checking assumptions and interpreting inferential results) 

and carelessness (when visualising data, checking assumptions, and carefully 

interpreting inferential results) explain this behaviour for the most part. This 

does not imply that we can blame all errors on the researcher: Apparently, 

the scientific community tolerates this behaviour. Researchers, working 

under high pressure and having little time seem to use statistics as 

pragmatically as is tolerated by their scientific environment. The many 

suggestions that statisticians have given in consultations and in articles, and 

even in the APA Manual, seem too non-committal, and the tolerance for an 

opportunistic use of statistics is too high. 



 



 

5. Interpreting Research Results on the 

Basis of p-value and Sample Size 

 

Abstract 

Researchers, especially in the behavioural sciences, usually report the p-

values associated with their test statistics. However, what they would really 

like to know, it could be argued, are the probability that an effect exists in 

the population and the probability that an attempt to replicate will give a 

similar result. In our study, we asked 51 university students and lecturers to 

estimate these probabilities after reading a short summary of experiment 

outcomes, with only p-value and sample size given. Although large 

individual differences were found, we also found for a large proportion of 

the university students and lecturers that their estimated probabilities 

increased with an increase of sample size and fixed p-value. Numerical 

Bayesian assessments of these probabilities, assuming a uniform prior for the 

difference in population means, showed this direction of estimates to be 

incorrect for both probabilities.  

 

5.1 Introduction 

For most studies in the behavioural sciences it is impossible to study 

the complete population, and therefore studies are based on samples. 

Statistics is used to draw inferences from the sample data to the population 

one is interested in. The most frequently used statistical method for this 

purpose is null hypothesis significance testing (NHST), despite all the 

criticism it has received, as has extensively been described in Chapter 1. In 

the present Chapter, it is studied how the NHST outcomes are typically 

interpreted. 

 NHST is designed to assess the strength of the evidence against a 

null hypothesis (H0). Typically, the null hypothesis is that there is no effect 
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in the population. The so-called p-value is used to assess the strength of 

evidence against H0. It is the probability of finding a test statistic with a 

value as extreme as or more extreme than the observed value, assuming that 

the null hypothesis is true. The smaller this p-value, the stronger the 

evidence against H0 (e.g., Moore & McCabe, 2003). Note, however, that this 

is not what has always been taught. In earlier introductory statistics books, 

inaccurate definitions could often be found (see, e.g., Gigerenzer, Krauss & 

Vitouch 2004, for a discussion). For example, p-values smaller than the 

adopted significance level have been defined as indicating an effect, and 

larger p-values were as indicating the absence of an effect. Although the p-

value may be accompanied by other statistics, such as effect size, this is 

often not the case in practice (Finch, Cumming & Thomason, 2001). 

Furthermore, it is typically the p-value, or whether or not the p-value is 

significant, that is used to come to a conclusion about the obtained results 

(Finch et al.), thus stressing the central position of the p-value in inferential 

statistics. 

Given this central position of the p-value in inferential statistics, one 

might expect that researchers agree on how to interpret the p-value. As is 

shown in Chapter 1, often errors are made in interpreting the outcomes of a 

significance test. The results suggest that researchers use NHST outcomes to 

answer questions that cannot be answered by those outcomes alone. P-

values, in particular, are given incorrect interpretations. 

 There seem to be two important probabilities that researchers would 

like to be able to estimate. Because the researcher is primarily interested in 

the population and not in the sample itself, a first crucial probability is the 

probability that an effect in the same direction or of similar magnitude is 

present in the population. This generalizability of the results seems a central 

concept in inference, but there is another concept that is often regarded 

important as well: The replicability of the study, defined here as the 
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probability that a replication study will show a significant effect in the same 

direction. Nearly half a century ago the crucialness of these two probabilities 

was mentioned by Lubin (1957), who wrote that “assuredly all editors 

employ [replicability and generalizability] in judging the soundness of an 

article” (p.519).  

We refer to the probability that an effect in the same direction or of 

similar magnitude is present in the population as the “certainty probability” 

(or, “certainty”, for short), because it refers to the certainty of the existence 

of an effect in the population. When the difference between two means is of 

interest, we define certainty as the probability that the difference in means in 

the population is in the expected (as defined in advance in the alternative 

hypothesis) direction.  

The second probability of interest, the probability that a replication 

study will show a significant effect in the same direction as the original 

study we call the “replicability probability” (or, “replicability”, for short). 

Here, a “replication study” is operationalised as a replication of the initial 

study using the same variables with the same sample size, with the sample 

drawn in the same way from the same population (Posavac, 2002). 

Critically, neither probability can, without further assumptions, be 

directly related to the p-value (see Appendix). However, it seems unlikely 

that significance testing could have achieved its central place in 

psychological research without an implicit connection between p-values and 

these probabilities. Indeed, p-values are often incorrectly interpreted as the 

complement for certainty, and as replicability (Kirk, 1996). Given the 

importance of both probabilities for researchers, and given the central role of 

p-values in inferential studies, researchers can reasonably be expected to 

have at least some intuitive estimate of both probabilities when interpreting 

research outcomes.  
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 Apart from p-values, things that may influence the conclusions 

drawn from experimental results include sample sizes, confidence intervals, 

and effect sizes. In practice (e.g., Finch, 2001; Hoekstra et al., 2006), 

however, confidence intervals and standardised effect sizes are rarely 

reported, leaving only sample size (n) as a statistic that may influence the 

interpretation of p-values.  

Even when n is known it is still not possible to compute the certainty 

and replicability probabilities, without further assumptions. However, under 

some simple assumptions about the distribution of the population effect size 

the nature of change of the probability estimates can be assessed, as 

described in the appendix. When n is fixed and the p-value decreases (and all 

else remains the same), the directions of change of both certainty and 

replicability are such that as p becomes smaller, both probabilities increase. 

Conversely, when the p-value is fixed and n increases, both probabilities are 

virtually independent of n.  

In the present study, our primary interest was how researchers 

estimate certainty and replicability in practice. As p-values are, in practice, 

an important way to communicate inferential outcomes, one might expect 

intuitive estimates of certainty and replicability based on them to be more or 

less similar across researchers. Furthermore, we were interested in whether 

the conclusions researchers draw from the comparison of statements with the 

same n, but different p-values, and vice versa, are in line with the outcomes 

of our assessments of the relations of certainty and replicability to n and p-

value.  

Some previous evidence that people may incorrectly formulate 

certainty probabilities comes from a study by Rosenthal and Gaito (1963), in 

which they asked psychologists to “rate their degree of belief or confidence 

in a variety of p levels”, assuming different values for n, on a five-level 

scale. This degree of belief can be interpreted as the degree of belief of the 
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existence of an effect in the expected direction in the population, or, in other 

words, the certainty probability. Rosenthal and Gaito found that the 

psychologists indicated having more confidence when the sample size 

increased, even though the p-value stayed the same. This result suggests that 

intuitive ideas about the role of n may be incorrect.  

With regard to the replicability probability, Tversky and Kahneman 

(1971) showed that people’s intuitions about random sampling may affect 

their judgments. They asked people to estimate the probability that a study 

with a given sample size and given z-value or t-value will replicate when the 

replication study is carried out with a smaller n. They found that subjects 

overestimated the replicability probability, when compared to outcomes 

calculated by means of Bayesian reasoning using a uniform prior. According 

to Tversky and Kahneman, the subjects showed this behaviour because 

people tend to overestimate the representativeness of samples. Because of 

the limited number of z-and t-values that were presented in Tversky and 

Kahneman’s study, it is hard to generalize their results to the way n and p-

value influence replicability.  

In the present study, we examine directly the certainty and 

replicability probability estimates people make when confronted with a 

range of sample sizes and p-values. These estimates are compared to 

mathematically derived relations and simulation study results to examine the 

correctness of the judgments. Furthermore, intersubject variability is 

examined in detail to determine the boundary condition for communicating 

certainty and replicability probabilities. 

 

5.2 Experiment 

We conducted an experiment in order to address whether 

researchers’ estimates of certainty and replicability differ as a function of n 

and p-value and whether these estimates are in line with our numerical 
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assessments of this. Groups of undergraduate students, Ph.D. students and 

psychology lecturers were asked to read short scenarios in which only n and 

p-values were given and to make judgments about how certain they were 

that the effect was present in the population (the certainty probability) or 

how certain they were that the effect would be significant with a new sample 

of the same size (the replicability probability).  

 

Method 

  Subjects. Fifty-one subjects, aged 19-60 years (mean = 31.0, SD = 

11.5; 29 women) took part in the study. The group consisted of three 

subgroups, with varying statistical data-analysis expertise: undergraduate 

students, Ph.D. students, and lecturers, all from the psychology department 

at the University of Groningen. The undergraduate students had all attended 

at least three introductory courses in statistics, the Ph.D. students had 

finished all courses in statistics obligatory for students in the psychology 

Bachelor and Master, and the lecturers could all be expected to have 

reasonable experience with statistics. The group of undergraduate students 

consisted of 17 subjects ranging in age from 19 to 24 years old (mean = 21.5, 

SD = 1.7; 16 women). The group of Ph.D. students consisted of 18 subjects 

ranging in age from 24 to 37 years old (mean = 27.7, SD = 3.5; 8 women)). 

The group of lecturers consisted of 16 subjects ranging in age from 30 to 60 

years old (mean = 45.8, SD = 9.3; 5 women). The undergraduate students 

each received € 7 for participating in the experiment.  

Stimuli and apparatus. The experiment was conducted on a PC 

running a program created with MEL 2.0 (Schneider, 1989). On each trial, a 

short description of a study was presented along with a given n and a p-

value. The n was either 10, 50 or 100 and the p-value was either .01, .03, .05, 

.08 or .10. The values of n and p were combined factorially, resulting in 15 

trial types. Each trial type was presented twice, once for the certainty 
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estimate task and once for the replicability estimate. The resulting 30 trials 

were presented in random order.  

Procedure. On each trial, subjects were asked to give estimates in 

percentages for either the certainty or replicability probability. It was 

stressed in the instructions that the exact percentages could not be calculated 

and that the most reasonable estimate on a scale of 0 to 100 should be given. 

Only integers could be entered. As soon as the subjects had entered the 

percentage and confirmed their answer by pressing the 'enter' key on the 

computer keyboard, the next question appeared. Subjects were prohibited 

from returning to earlier questions in order to decrease the risk that they 

would be influenced by previous answers. The task was self-paced and took 

20-30 min. After completing the computer task subjects completed a test of 

basic statistical knowledge which took about 10 minutes.  

Two subjects, a university teacher and an undergraduate student, 

failed to give estimates on all trials. Because an answer was needed in order 

to continue with the computer program, they filled in a 0 as estimate. Data 

from these subjects were not analysed. One Ph.D.-student failed to give 

estimates on all certainty trials, and therefore these certainty data were 

excluded as well. 

 

5.3 Results 

Probability estimates. Figure 5.1, displaying means of estimates for 

every combination of n and p-value, shows clear main effects for sample size 

as well as for p-value for both certainty and replicability estimates. This 

implies that subjects were on average more certain with larger n, and also 

expected on average a higher replicability probability when n was larger. On 

average larger certainty and replicability estimates are given with smaller p-

values as well. Furthermore, an n x p-value interaction can be seen for 

replicability: Whereas for certainty the lines seem to be more or less parallel, 
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the three lines differ substantially for replicability. This suggests that there 

seem to be clear differences between the way sample size was interpreted 

with decreasing p-value for replicability.  
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Figure 5.1: Certainty and replicability estimates as a function of n and p-

value. Error bars indicate 95% confidence intervals for the mean. 

 

Decreasing p-values seem to have a stronger effect for n=50 and 

n=100 than for n=10, indicating that the subjects seem to be cautious when 
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interpreting results form small sample sizes. The findings described here are 

supported by the F-tests for a repeated measures ANOVA model, with p< 

.0005 for all effects, except for the n x p-value interaction for certainty 

(p=.36). 

There seem to be discontinuities in the lines of estimates between p 

=.05 and p=.08 of Figure 5.1, which seems to reflect a discontinuity in the 

interpretation of p-value due to the conventional use of .05 as an acceptable 

value. Note, however, that this may be due to the fact that the difference in 

p-values (0.03) is larger than the other differences (all 0.02). On the other 

hand, it is noticeable that the difference in estimates for these two p-values is 

larger than, for example, the difference between p=.05 and p=.01 for both 

probability estimate types. This indicates that subjects may take also the 

significance (assuming the most common value of .05 as significance level) 

of the p-value into account.  

Differences in estimates across subjects. On average, higher 

certainty and replicability estimates were given for larger sample size, and 

for smaller p-values. This pattern did not, however, hold for every subject. 

Figure 5.2 shows the interquartile range for probability estimates as a 

function of p-value and n. The lengths of the lines between the three points 

represents the interquartile range (IQR: the range for the middle 50% of 

estimates) for each of the conditions. The middle point is the median of the 

condition. The range is an indication of the variation in estimates between 

subjects for the same condition. The IQRs are in general rather wide (51% 

on average for certainty, and 49% for replicability), showing that there was 

large variation as far as estimates are concerned between the subjects. 

In order to make inferences from these results, we constructed 95% 

confidence intervals (CIs) around these interquartile ranges by means of the 

bootstrap method (Efron & Tibshirani, 1993). The 30 resulting CIs had 

lower bounds for the IQR ranging from 15% to 44%. Because these are only 
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the lower bounds of the CIs, it can be safely concluded that the true values 

for the IQRs are in most cases larger than these lower bounds.  

 

0

10

20

30

40

50

60

70

80

90

100

p
=

.1
0

p
=

.0
8

p
=

.0
5

p
=

.0
3

p
=

.0
1

p
=

.1
0

p
=

.0
8

p
=

.0
5

p
=

.0
3

p
=

.0
1

p
=

.1
0

p
=

.0
8

p
=

.0
5

p
=

.0
3

p
=

.0
1

n=10 n=50 n=100

Certainty
C

e
rt

a
in

ty
 e

s
ti

m
a
te

s

  

0

10

20

30

40

50

60

70

80

90

100

p
=

.1
0

p
=

.0
8

p
=

.0
5

p
=

.0
3

p
=

.0
1

p
=

.1
0

p
=

.0
8

p
=

.0
5

p
=

.0
3

p
=

.0
1

p
=

.1
0

p
=

.0
8

p
=

.0
5

p
=

.0
3

p
=

.0
1

n=10 n=50 n=100

Replicability

R
e
p

li
c
a
b

il
it

y
 e

s
ti

m
a
te

s

  

Figure 5.2: Interquartile ranges for certainty and replicability probability 

estimates as a function of n and p-value. 

 

Patterns of estimates within subjects. To gain insight into within 

subject variability, we constructed triads of probability estimates with either 

the same p-value and varying n, or the same n and varying p-value (using the 

p-values .10, .05, and .01 to cover the complete range, and triads {.10, .08, 
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.05} and {.05, .03, .01} to inspect more detailed trends
2
). The triads were 

then classified as increasing, decreasing, flat, or inconsistent, taking a 5% 

margin into account (e.g., a triad with the values 30%, 50%, and 50% for n = 

10, 50, and 100, respectively, would be classified as increasing). 

Specifically, we defined increasing triads as triads in which estimates 

increase more than 5% from the first to the third estimate, with the 

restriction that the second estimate is not more than 5% lower than the first 

estimate and not more than 5% higher than the third estimate. Decreasing 

triads were defined similarly, that is, with the third estimate being more than 

5% lower than the first estimate, and the second estimate being not more 

than 5% higher than the first estimate and not more than 5% lower than the 

third estimate. Triads of estimates that all differed not more than 5% from 

each other were considered as flat. Triads were considered inconsistent when 

they were not increasing, decreasing, or flat. For example, a triad with 

estimates 83%, 85%, 84% is considered a flat triad, whereas a triad with 

estimates 83%, 90%, 84% is considered inconsistent. The margin of 5% was 

chosen in order to prevent small differences between two estimates having 

too much influence on the categorisation of triads. 

Table 5.1 gives the patterns for probability estimates for both 

probability types with increasing n and fixed p-value. It can be seen that a 

majority (95% CI for the percentage of increasing trends for certainty: 47% - 

60%, for replicability 60% - 72%) of those triads showed an increasing 

trend, with only a relatively small proportion of decreasing and flat triads. 

Inconsistent estimates were given in at least 12% (95% CI: 8%-17%) of the 

triads.  

 

                                                 
2 For a given n, we decided to limit attention to triads rather than sets of five p-values. A set 

of five estimates would have given a large increase of possible patterns, and an increase of 

arbitrary decisions how to categorize these trends. Furthermore, using triads keeps the trends 

for p-values given a fixed sample size comparable to the trends for sample size for a fixed p-

value. 
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Table 5.1: Percentages of patterns of probability estimates with increasing 

n, when p-value is fixed. 

 Trends:    

Probability: 

Monotonic 

increasing 

Monotonic 

decreasing 

Flat 

estimates 

Inconsistent 

estimates 

Certainty 54% 6% 19% 21% 

Replicability 66% 8% 14% 12% 

 

Table 5.2 gives the percentages of triads of each type for both 

certainty and replicability probability estimates as a function of decreasing 

p-value. A majority of triads showed an increasing trend (95% CI for the 

percentage of increasing trends for certainty: 46% - 63%, for replicability 

58% - 73%).  

 

Table 5.2: Percentages of patterns of probability estimates with decreasing 

p, when sample size is fixed. P-values of .01, .05 and .10 are compared. 

 Trends    

Probability 

Monotonic 

increasing 

Monotonic 

decreasing 

Flat 

estimates 

Inconsistent 

estimates 

Certainty 55% 7% 14% 24% 

Replicability 66% 6% 12% 16% 

 

The tables for triads of respectively the triads of p-values {.01, .03, 

.05} and {.05, .08, .10} (see Tables 5.3 and 5.4) show that, as might be 

expected, much more variation in the type of triads can be seen when the 

spread of the values of the triads is smaller. Although the proportion of 

monotonically increasing triads is still much larger than the proportion of 

monotonically decreasing triads, the results indicate that people seem to have 

difficulties to make clear distinctions between p-values that are close to one 

another. This can also be seen when considering the increase of inconsistent 
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estimates when compared to the proportion of inconsistent estimates in 

Table 5.2 (95% CIs for increase of inconsistent certainty estimates for p-

values {.10, .08, .05} compared to, respectively, p-values {.05, .03, .01} and 

p-values {.10, .08, .05} are 15% - 36% and 5% - 25%, and for replicability 

these are 9% - 28% for both comparisons). Note that this increase is found 

despite the 5%-margin we used.  

 

Table 5.3: Percentages of patterns of probability estimates with decreasing 

p, when sample size is fixed. P-values of .01, .03 and .05 are compared. 

 Trends    

Probability 

Monotonic 

increasing 

Monotonic 

decreasing 

Flat 

estimates 

Inconsistent 

estimates 

Certainty 22% 10% 25% 44% 

Replicability 33% 5% 37% 34% 

 

Table 5.4: Percentages of patterns of probability estimates with decreasing 

p, when sample size is fixed. P-values of .05, .08 and .10 are compared. 

 Trends    

Probability 

Monotonic 

increasing 

Monotonic 

decreasing 

Flat 

estimates 

Inconsistent 

estimates 

Certainty 35% 11% 22% 33% 

Replicability 26% 10% 30% 35% 

 

Most subjects’ estimates increased when p-values decreased, as can 

be seen in Table 5.2. Apparently, the way both probabilities depend on p-

values is intuitively clear to many researchers. Although this might not be a 

very surprising finding, this result shows that many researchers and students 

are capable of distinguishing estimates based on p-values correctly (at least 

as far as direction is concerned, given that estimates for smaller p-values 
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should result in smaller certainty and replicability estimates), and that the 

task in our study was not impossible to perform.  

The estimates for the effect of sample size were a little less 

straightforward, but still interpretable. The majority of subjects expected 

both certainty and replicability to increase with increasing n. This is in 

disagreement with the outcomes of our numerical assessments for both the 

certainty and the replicability probability. In both cases, we found that the 

estimates should be almost independent of n. (The biggest difference was 

3.2%, hence clearly below the 5% margin) In our study, however, only 19% 

(95% CI: 14% - 24%) of the certainty triads and 14% (95% CI: 10%-19%) 

were flat, and that within a margin of 5%.  

 

5.4 Discussion 

We asked psychology undergraduates, Ph.D. students and lecturers 

to estimate two probabilities on two questions highly relevant for 

interpreting research outcomes, given varying values for n and the p-value. 

The data were characterized by large differences between subjects, which 

suggests that interpretations of certainty and replicability will differ. The 

finding of high intersubject variability could also have been partly due to the 

difficulty of the task. This supposed difficulty was supported by the high 

proportion of subjects complaining afterwards about the difficulty of the 

task.  

Because a researcher’s interpretation of the outcome of a study 

should at least partly depend on the two probability estimates discussed here, 

our findings seem somewhat disturbing for scientific practice. It is possible 

that, in practice, researchers sometimes consider other factors, such as effect 

size and confidence intervals, than only the n and p-value, which were the 

only statistics given in our experiment. As stated in the introduction, 

however, we know from previous research that effect sizes (including 
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means) are given little consideration, and we therefore regard it unlikely that 

adding effect size would lead to radically different results. We chose not to 

present confidence intervals in our experiment because they are, 

unfortunately, seldom given in reporting practice. 

We found that, in general, the subjects’ estimates for the two 

probabilities increased with increasing n and fixed p. A possible explanation 

for this is that subjects use n as a measure of the reliability of the study, and 

take this into consideration when interpreting the p-value. In doing this, 

however, they ignore the fact that the p-value already takes the value of n 

into account.  

 

5.5 Appendix 

Numerical assessments were made to determine how certainty and 

replicability change when p-values decrease (while n is fixed), or when n 

increases (while p-values are fixed). Earlier studies on this topic, using other 

assumptions, are described at the end of this appendix. When the population 

standard deviation is known and only the data of one group are of concern, it 

can easily be proven that both certainty and replicability are independent of 

n (this proof is available upon request). For the more realistic situation that 

the population standard deviation is unknown and two groups are compared, 

we were not able to derive such relations mathematically, and therefore we 

resorted to numerical assessments of such probabilities for various 

combinations of n and p-values. In these numerical assessments, we 

considered the differences between two population means as a stochastic 

variable with a particular prior distribution. Furthermore, we only considered 

cases with equal sample sizes (n). We also restricted our studies to normally 

distributed scores in the two populations with the same standard deviation 
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(σ ), and to t-tests based on the t-statistic 
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= , where 1x  and 

2x  denote the sample means in samples from the two populations, and 1s and 

2s denote the associated standard deviations. 

 

5.5.1 Certainty  

For certainty, we were interested in the following probability: 

),|0(),( nppPnpc gg =>= µ , with µ  being the difference of population 

means, gp  the p-value associated with a pooled sample t-test of the 
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using Bayes' rule,  
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 In order to compute this probability for a given p-value, prior 

information about the distribution of µ  is necessary. Because in practice 

such a prior distribution is rarely available, we decided to use an 

‘uninformative’ prior. That is, in this study, we used symmetric uniform 

prior distributions for µ , with mean 0 and a range [-σ L, σ L] for a 

particular large value of L (in principle we would like this value to tend to 

infinity, but in practice we have to resort to real, not too large values). For 

such symmetric distributions, we have 
2

1
)0( =>µP . Therefore,  
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For every p-value and a given n, gt  denotes the t-value for which it 

holds that )( gg ttPp >= . Because every value of gp  is related to only one 

gt  value, it holds that )|()|( mttPmppP gg ===== µµ . The 

distribution for mt =µ|  is a noncentral t-distribution. In this distribution, 
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associated noncentrality parameter is 
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d
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2

2

1 =
+

= . The number of degrees of freedom (df) is 

22 −n , just as for the central t-distribution. We denote by ),,( δdftp gnct  

the density for gt in the noncentral t-distribution with df degrees of freedom 

and noncentrality parameter δ . Now we can deduce that 
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We now searched numerical approximations of ),( npc g  for various 

values of n and gp . Specifically, we approached the integral 
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im the value for 
*

m  for a given i, chosen 

sequentially in the interval [-L, L] with steps equal to 
100000

2L
c = . In our 

computations we varied L as 2, 5 or 10. This procedure was repeated for 

every combination of n and p-values, n being taking equal to 10, 50, or 100, 

and p-values being taken equal to .10, .08, .05, .03, .01. 

The resulting ),( npc g  values for L=10 are displayed in Figure 5.3. 

For other values of L, these figures showed comparable results, provided that 

L was not unreasonably small (defined as, L < 3). It can be seen that 

certainty is essentially independent from n (the biggest difference was 0.6%, 
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for n=10 and n=100 and p-value=.10, for L=5), and that certainty increases 

as p-value decreases. Surprisingly, the values of certainty calculated for the 

same p-value and different n are lower for larger ns, although these 

differences are negligibly small. 
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Figure 5.3: Certainty probability as a function of n and p-values, assuming a 

uniform prior with width 20σ , 

 

5.5.2 Replicability 

For a given n, we defined replicability as 
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Again, we assume µ to have a uniform prior distribution on the interval      

[-σ L, σ L], thus making )( mP =µ  constant, and defining the borders of 

the interval given by the prior distribution. Thus we get 
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We again have )|( mppP g == µ  )
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,22,(
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m
ntp gnct −= . This leaves 

the term )|05.( mpP new =< µ  to be calculated, which can be considered an 

expression of power, and can be rewritten as  
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which is the cumulative density for all t-values for which 05.<p , where 

05.t  is defined by 05.)( 05. => ttP . Combining these calculations for 

)|( mppP g == µ  and )|05.( mpP new =< µ , replicability can be 

approximated numerically for every value of m. In our simulation study for 

replicability, we chose again 
100000

2L
c = , and L = 2, 5 or 10. This 

procedure was repeated for every combination of n and p-values, n being 

taking equal to 10, 50, or 100, and p-values being taken equal to .10, .08, 

.05, .03, or .01. The results with L=10 are given in Figure 5.4. Again, the 

results were similar for values of L between 3 and 20. It can be seen that 

replicability, just as certainty, is nearly independent of n (the biggest 

difference was 3.2%, for n=10 and n=100 and p-value=.01, with L=10). 
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Figure 5.4: Replicability probability as a function of n and p-values, 

assuming a uniform prior with width 20σ . 

 

5.5.3 Results in the Literature 

We found several studies that dealt with the relation between n and 

p-value for certainty and replicability, but the studies were conducted in an, 

in our opinion, incomplete way. In the sequel, some of these studies will be 

described. 

Certainty. As far as certainty is concerned, Bakan (1966) stated that 

for the same p-value one should be more confident with a small n than with a 

large n. This finding is in conflict with our findings, and, surprisingly, also 

contrary to what Rosenthal & Gaito (1963) found, whose data Bakan based 

his findings on.  

Replicability. Greenwald et al. (1996) define replicability as power 

that a certain found t-value would result in a significant finding in an exact 

replication of this study, making use of Hays’ formula (1995) to approximate 

the power for a non-central t-test. They thus showed that replicability is 

almost independent of n. Posavac (2002) tried to improve their approach in a 

form that is more readily accessible to teachers of statistics, and showed 

again that replicability is almost independent of n. Killeen (2005) introduced 

the so called prep, defined as the probability that an effect of the same sign as 
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that found in the original experiment will be found. This definition is almost 

identical to our definition of replicability. He showed a direct relation 

between the classical p-value and this prep. This relation does not include n, 

once again implying that replicability is independent of n. Cumming and 

Maillardet (2006) stated that unless n is very small (less than 10), sample 

size has little effect on replicability. 

All the mentioned studies on replicability have in common the 

finding that sample size has little or no influence on replicability. This 

contradicts what we found in our calculations because it does seem to 

depend on n, even though only to a very small extent. The difference of our 

approach with theirs is that they all did not use a prior distribution explicitly, 

but used the sample outcomes, based on the p-value and n, as a point 

estimate for the population parameter. It can be argued that this amounts to 

using a uniform prior with all its weight focused on one point, and thus in 

these articles a different, and in our opinion less realistic, prior distribution 

was used. It can be argued, of course, that it would be even more realistic to 

base priors on the hypotheses that a researcher has for the study. Such priors 

need not necessarily follow a uniform distribution. However, given the fact 

that the simulations were not related to any “real” research question, such 

priors were impossible to use here. Nevertheless, we think it is fair to state 

that a uniform prior with a certain width is a more realistic prior distribution 

than a fixed point estimate.  



 

6. The Influence of Presentation on the 

Interpretation of Inferential Results 

 

Abstract 

CIs have frequently been presented as a useful addition to or alternative for 

NHST. In the fifth edition of the APA manual it is stated that CIs are usually 

“the best reporting strategy”. Fidler (2005) showed that the frequency of 

misinterpretations for results presented by means of CIs are lower than those 

for the same data presented by means of NHST outcomes. Little is known, 

however, about whether the subjective estimates that arguably play an 

implicit role in most interpretations of scientific results are different for the 

same results presented by means of CIs or NHST outcomes. In the present 

study, 71 participants were asked to interpret outcomes of fictitious studies. 

We found that for significant outcomes, participants tend to be more certain 

about the existence of a population effect in the expected direction and about 

replicability of their results when the results are presented by means of 

NHST than when presented by means of CIs, whereas such a difference 

could not be found for clearly non-significant findings. The result of Fidler 

of more misconceptions for NHST presented results was also confirmed. 

Apparently, a significant finding is more convincing for researchers than the 

same effect presented by means of a CI.  

 

6.1 Introduction 

As mentioned in Chapter 1, NHST has been heavily criticized for 

decades for not being a useful inferential technique. CIs should offer a 

solution for many problems associated with the use of NHST. In addition to 

combining information on location and precision, CIs convey information on 

effect size (Schmidt, 1996), and should thus reduce binary thinking 

(Wilkinson & Task Force on Statistical Inference, 1999). We define binary 
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thinking in the NHST context as an exaggerated focus on whether or not the 

result is significant, with little or no attention for the size of the effect. 

Furthermore, it has been argued that CIs make meta-analysis easier and less 

problematic (Cumming & Finch, 2001).  

The statistical relation between NHST and CIs can lead people to 

interpret CIs as if they were significance tests (Harris, 1997). When a CI is 

only used to check whether the null value lies within the interval, the 

procedure is no different from checking whether a research outcome reaches 

significance or not. Therefore, using CIs does not prelude binary 

judgements. As Abelson (1997), one of the members of the Task Force on 

Statistical Inference, put it: “Under the Law of the Diffusion of Idiocy, every 

foolish application of significance testing is sooner or later going to be 

translated into a corresponding foolish practice for confidence limits” (p. 

130). CIs are, however, completely different on a psychological level 

(Feynmann, 1967). On this psychological level, Schmidt and Hunter (1997) 

argued, a CI is easier to interpret, because it is a visual representation of 

effect size and measure of uncertainty, and thus both can be seen at a single 

glance. To interpret p-values combined with a standardised measure of effect 

size, on the other hand, both statistics need to be combined mentally, and, 

according to Schmidt and Hunter, this is harder to do.  

The question now is: Can the problems with NHST be overcome if 

CIs are used to replace NHST results? Although many authors have 

suggested the use of CIs as an alternative to NHST, strikingly few studies 

have investigated whether the interpretation of data would be different when 

p-values would be replaced by results in terms of CIs.  

Fidler (2005) is one of the few to have investigated whether fewer 

errors of interpretation are made when results are presented by means of CIs 

rather than by means of NHST. Specifically, she focussed on the mistake of 

accepting the null-hypothesis. This mistake is made when a non-significant 

effect is interpreted as proof for the absence of an effect in the population. 
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The same mistake is made when a CI including the null value is seen as 

proof for the absence of an effect. In this study, participants were given 

scenarios with inferential outcomes for non-significant results (presented by 

means of CIs or p-values), and were asked to indicate their belief of the 

existence of an effect on a scale with five possible answers. Two of those 

answers indicated different degrees of belief in the absence of an effect, and 

whenever one of these was selected, this was regarded as an occurrence of 

the mistake of accepting the null hypothesis.  

Fidler (2005) found, using a sample of students, that the proportion 

of occurrences of accepting the null-hypothesis was smaller when CIs were 

presented than when results were presented following the logic of NHST, 

with 39% (95%CI = [29, 50]) of the participants accepting the null 

hypothesis at least once out of two occasions in the NHST condition, and 

13% (95%CI = [5, 29]) in the CI condition. Although a small proportion of 

the participants who did not show this error in the NHST condition did show 

this error in the CI condition, the results seem to indicate that, in general, 

presenting results in the form of CIs decreases the proportion of occurrences 

of accepting the null hypothesis compared to the same results presented by 

means of p-values.  

In a follow-up study, Fidler (2005) showed that the interpretation of 

CIs is not without problems either. When asked to interpret a CI, many 

participants seemed to deem the CI a descriptive statistic, rather than an 

inferential statistic. Only 20% (95%CI = [11, 34]) of the participants made a 

statement that showed awareness of the inferential nature of CIs. That is, 

they recognized the fact that the main goal of using CIs is to draw 

conclusions about the population instead of the sample.  

Since Fidler (2005) used students as participants, it is unclear how 

researchers in psychology interpret NHST differently from CIs. In this 

Chapter, we will focus on two measures for measuring differences in 

interpretations: The degree of belief that an effect exists in the population 
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(hereafter referred to as certainty), and the degree of belief that a replication 

study will result in a significant effect (hereafter referred to as replicability). 

We selected certainty as a measure of interpretation because we think that 

usually it is certainty that a researcher is interested in when applying 

inferential statistics. When the complete population is not known (which is 

the only case in which inference is necessary), certainty cannot be 

quantified. In scientific practice, replication studies should be conducted to 

approximate certainty. Replicability can thus be considered an indirect 

measure of certainty.  

As far as certainty is concerned, it seems probable that people will 

be more aware of uncertainty in light of a significant effect when it is 

presented by means of a CI instead of a p-value, resulting in a lower estimate 

for certainty in the CI case. When an effect is not significant, people will 

likely be less certain of an effect when this effect is accompanied by a p-

value compared to when the same data are presented by means of a CI. We 

do not know of any study comparing this type of interpretation of CIs and 

NHST outcomes. 

For our study, we have the following hypotheses: (1) Results 

presented by means of CIs are interpreted differently than the same results 

presented by means of NHST. (2) The significance of effects interacts with 

this relationship between way of presenting outcomes and the interpretation 

of those outcomes, and (3) these differences can be explained by 

unfamiliarity with confidence intervals and misconceptions about NHST. 

Furthermore, we will study the relative subjective importance of different 

statistical outcomes. For the first hypothesis, we were interested in three sub-

questions: Do interpretational errors occur less frequently in CI presented 

results? Are certainty estimates lower for CI presented results compared to 

NHST presented results? And are replicability estimates lower for CI 

presented results compared to NHST presented results? 
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6.2 Method 

Participants 

  For this study, 71 Dutch speaking Ph.D. students working at 

different psychology departments were used as participants, 45 of them were 

women and 26 were men, all aged between 25 and 32. All had at least one 

year of experience in doing research, and none of them participated in one of 

the previous studies described in this thesis. The participants were selected 

from the University of Amsterdam, the Free University of Amsterdam, the 

University of Twente, the University of Groningen, the University of Leiden, 

the Erasmus University, Tilburg University, and Maastricht University. 

Prospective participants were first approached by e-mail, and called 

afterwards to ask whether they were willing to participate. If  

they were willing to participate, a file with a programme leading the 

participant through a series of judging tasks was sent, and they were asked to 

perform the tasks within two weeks.  

Of the 149 participants who were approached, 71 actually performed 

the tasks. The participation was voluntary. Among the participants five gift 

certificates with a value of 20 Euros were raffled. 

 

Tasks  

The tasks were offered by a programme in Delphi, and jointly took 

approximately half an hour. The tasks consisted of judging eight scenarios in 

random order. In these scenarios, statistical results of fictitious medical 

studies were presented. In all scenarios, the effects of a certain new medicine 

were compared to the effects of a placebo by means of difference scores. 

Four of the scenarios were presented by means of a CI (see left panel Figure 

6.1), and four were presented by means of effect size combined with 

significance test outcomes (see right panel Figure 6.1). 
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Figure 6.1: Screenshots of results as presented in the experiment. In the left 

panel the results are shown by means of a 95% CI, the right panel shows the 

results presented by means of NHST. “Toename” means increase, and 

“Standaardfout” means standard error in Dutch. Note that the effect 

presented in the right panel is the same effect as presented in the left panel, 

multiplied by four, to prevent participants from recognising results. 

 

In both cases, the effect size was presented in a figure, and sample size and 

standard error were given separately. The significance test outcomes were 

presented by means of a t-value with the degrees of freedom, and a p-value. 

The results in every CI presented scenario were identical to one of the NHST 

presented scenarios, except for a multiplication factor. This multiplication 

factor was introduced to prevent participants from recognizing previously 

seen results. 

Our second research question was about the influence of "degree of 

significance" (as operationalised by means of the p-value) on the way CI 

results and NHST are interpreted. To study this, we varied the degree of 
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significance of the results by presenting four non-significant and four 

significant scenarios, equally divided among both presentation conditions. 

The corresponding p-values were .02, .04, .06 and .13. 

For studying to what extent possible differences could be explained 

by unfamiliarity with confidence intervals (our third research question), two 

versions of the tasks were made. The versions were randomly assigned to the 

participants. In one version, an instruction about the interpretation of CIs and 

NHST was given, in the second this was not. In both versions, the tasks 

started with a short multiple choice test with four questions about the 

interpretation of CIs, and a similar test was given after completion of the 

tasks. In this way, effects of the instruction could be measured. 

 Finally, we were interested in the subjective importance of the 

different statistical outcomes used in this experiment. We expected people to 

attach great importance to p-values as opposed to CIs, despite the fact that 

CIs incorporate the same information and more than p-values. To study this 

relative importance, the participants were also asked to order standard error, 

t-value, sample size, confidence interval, p-value, and mean with respect to 

their subjective importance.  

 

Scoring 

For studying whether interpretational errors occur less frequently in 

CI presented results compared to NHST outcomes, the subjects were asked 

to select on the following five-point Likert scale the statement they regarded 

most true:  

(1) “There is strong support for the existence of an effect”,  

(2) “There is moderate support for the existence of an effect”,  

(3) “The results do not clearly suggest the existence or absence of an 

effect”,  

(4) “There is moderate support for the absence of an effect”, or  

(5) “There is strong support for the absence of an effect”. 
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The latter two were regarded as incorrect statements, because results 

as given in the scenarios can never be seen as proof for the absence of an 

effect. In this study, we counted the frequency of subjects selecting one of 

the latter two answers of the Likert scale, and regarded these as a measure 

for the frequency of the mistake of accepting the null hypothesis (H0). This 

way of searching for occurrences of the error of accepting the null 

hypothesis was similar to that used in the study by Fidler (2005). 

Furthermore, we asked the subjects to answer the following open question 

after every trial: “What do these results tell you about the situation in the 

population?”. The answers were checked for the occurrences of four types of 

task behaviour. Phrases like “there is no effect” or “the absence of an effect” 

were interpreted as the error of accepting the null hypothesis. The mistake of 

accepting the alternative hypothesis (Ha), without taking uncertainty into 

account was defined as interpreting a significant effect as proof for the 

existence of an effect (e.g., by stating that “there is an effect in the 

population”). Reference to effect size was coded whenever the sample mean 

was mentioned or interpreted. Reference to significance was coded whenever 

the terms “significant” or “non-significant” were mentioned.  

For studying whether certainty and replicability estimates differed 

for CI and NHST presented results, we asked the subjects to estimate both 

probabilities in percentages on a scale of 0 to 100. Only integers could be 

entered. For certainty estimates, the question was: “How large do you 

estimate the probability that there is an effect in the expected direction in the 

population based on these results?”. For replicability, we asked: “How large 

do you estimate the probability that you would find a significant effect if you 

would do the same study again?”. It was stressed in the introduction that 

exact answers could not be calculated.  
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6.3 Results 

We expected that for results presented as CIs we would find more 

occurrences of accepting H0 and accepting the alternative hypothesis Ha, 

more references to effect size and fewer references to significance, compared 

to results presented by NHST outcomes. The results (see Table 6.1) confirm 

these expectations.  

The two ways of measuring accepting H0 both indicate that 

accepting H0 occurs more frequently in the NHST conditions, but the size of 

the effect is different. Apparently, using a five point Likert scale is a more 

lenient method to show this effect. Given the lenient method, the results for 

the mean difference between the NHST and the CI conditions show that the 

effect is probably at least 10%, and therefore substantial. For accepting H0 

and Ha based on the open questions, such a clear difference cannot be seen 

(see column on the right in Table 6.1). Furthermore, there seem to be more  

Table 6.1: Occurrences of task behaviour for NHST and CI presented results 

in percentages. The percentages of the first four behaviour types were from 

the written conclusions, whereas the last were from the multiple choice 

question. Between square brackets 95% CIs are given.  

 NHST CI (NHST-CI) 

Accepting H0 (five-point scale question) 47 [39,55] 26 [20,38] 20 [10,32] 

Accepting H0 (open questions) 12 [7,18] 7 [3,12] 5 [-2,12] 

Accepting the Ha 6 [3,12] 2 [1,6] 4 [-1,9] 

Reference to effect size 39 [33,44] 54 [48,60] -15 [-7,-23] 

Reference to significance 59 [53,64] 34 [29,40] 25 [17,34] 

 

references to effect size and fewer to significance in the CI condition, which 

is supported by the bounds of the CIs around the mean differences between  

the two conditions. It should be noted here that the percentages of observed 

task behaviour are relatively small in all cases.  
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The mean certainty and replicability estimates made in the NHST 

and CIs conditions are shown in Figure 6.2. Estimates in the NHST 

conditions are on average higher than estimates for the same in the CI 

conditions. On average, the certainty estimates for the CI conditions are 9.1 

points lower than for NHST conditions (95% CI = [2.4, 15.8]).  
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Figure 6.2: Mean probability estimates for different p-values in NHST 

conditions and CI conditions for certainty (left panel) and replicability (right 

panel). The error bars indicate 95% CIs around the means. 

 

Replicability estimates for CI conditions were on average 6.1 points lower 

(95% CI = [0.2, 12.0]). This supports our expectation that CIs make people 

more aware of the uncertainty that is inextricably associated with every 

inferential interpretation. It is not just the presentation (CI or NHST) that 

seems to account for this difference. For certainty, and to a lesser extent for 

replicability, the degree of significance of the results also seems to influence 
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the relationship between presentation and the average estimates. Whereas for 

significant or almost significant results (p=.02, p=.04, p=.06) there are clear 

differences between average estimates for both presentation ways, for the 

clearly non-significant results (p=.13) differences virtually disappeared.  

The subjects were also asked to rank the statistical outcomes on 

importance for their interpretations. Given six statistics, each could get a 

rank number from 1 to 6. The average rank for the p-value was 2.8 (95%CI = 

[2.4, 3.2]), whereas the average rank for CIs was 3.7 (95% CI = [3.3, 4.1]). 

The mean difference of 0.9 in rank (95%CI = [0.7, 1.1]) confirms our 

expectation that CIs are in general considered less important than p-values, 

despite the fact that they are more informative. Means are considered 

relatively important as well, with mean rank 3.3 (95%CI = [2.9, 3.7]). The 

mean ranks of sample size, the t-value and standard error were respectively 

3.2, 4.1 and 4.1.  

Approximately half of the subjects received an instruction 

containing brief explanations of how to interpret NHST and CIs. It was 

expected that subjects who received an instruction would make fewer 

interpretational mistakes. This instruction, however, seemed to have had 

little or no effect. The subjects who received such an instruction did not refer 

more frequently to effect size, and did not make fewer interpretational 

mistakes than subjects who did not receive instructions (the percentage of 

mistakes was even slightly higher for the subjects with instruction than for 

those without).  

 

6.4 Discussion 

The presentation of inferential results seems to influence the 

interpretation of these results of researchers in psychology. It was found that 

mistakes were made more frequently when subjects were confronted with 

NHST outcomes compared to CIs (confirming what Fidler, 2005, found), 

and that in the CI condition more frequent references to effect size were 
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made. Furthermore, we found that researchers seem more certain of 

significant or marginally significant results when they are presented by 

means of NHST instead of CIs. We did not find such a clear difference for 

non-significant findings, and these effects were stronger for certainty than 

for replicability. 

 The results suggest that when the results are presented by means of 

CIs rather than by NHST, there is more attention for effect size, and the 

estimates for significant effects are more conservative. This seems to 

indicate that a good practice of inference is better warranted by CIs, but this 

might be premature. More conservative estimates are not necessarily better 

estimates. Only when assuming that researchers are, in general, too confident 

about significant effects, which is implicitly suggested in the discussion on 

the binary interpretation of NHST (e.g., Rosnow & Rosenthal, 1989), more 

conservative estimates might indicate a better research practice. The results 

also clearly show that even when data are presented by means of CIs, 

referring to effect size is far from standard, and interpretational mistakes are 

still made relatively frequently, although less often than when the data are 

presented by means of NHST outcomes. For that reason, replacing all NHST 

results by means of CIs does not seem an answer to all problems. 

Furthermore, as Fidler (2005) also found, CIs can be misinterpreted as well. 

Many conclusions contained phrases clearly expressing misunderstanding of 

the inferential nature of CIs (e.g., interpreting the CI as a descriptive 

statistic). 

We expected that some of those problems might be attributed to lack 

of understanding of CIs. For that reason, we expected that instructions 

explaining how to interpret both NHST and CI presented results would 

decrease the frequency of mistakes in the instruction condition compared to 

the condition in which no instructions were given, but these instructions did 

not show the expected effects. The absence of clear effects might be 

explained by the fact that, despite explicit statements to read the instruction 
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thoroughly, it is known that subjects are rather careless about reading 

instructions, and prefer to start the task as soon as possible. Another 

explanation could be the fact that if researchers do not know how to interpret 

CIs in the first place, reading a short instruction might not be enough to get a 

clear understanding of the concept of CIs.  

The fact that estimates of certainty and replicability for significant or 

almost significant results presented by CIs are lower than when these results 

are presented by NHST, might also be due to unfamiliarity with CIs (which 

would be a logical explanation for a lower estimate). If this would be the 

case, however, it would seem logical to find this also for non-significant 

findings, and this did not seem to be the case. Therefore, the results could 

suggest that CI presented results indeed make researchers more aware of 

uncertainty. 

The ranking of the different statistical outcomes confirms the 

expectation that the p-value is given more subjective importance than means 

and than CIs, despite the fact that the latter combines information of the first 

two outcomes. Although this result may not be surprising, it is notable that 

the average rank of CIs was below average (3.5), given six outcomes. It has 

to be studied to what extent this can be explained by a lack of popularity of 

CIs, or by researchers’ lack of experience with them. 

In summary, adding CIs to results, or even replacing NHST results 

by CIs, might improve the practice of inference, but it must certainly not be 

seen as a panacea for all interpretational pitfalls. It goes without saying that, 

no matter which inferential technique is used for the presentation of research 

outcomes, logical reasoning and awareness of the essentials of inference 

should always remain the main focus of every researcher. 



 



 

7. Conclusions 

 

The practice of inference in general and the use of NHST in 

particular has been criticized for decades. The criticisms focussed on the fact 

that NHST seems to encourage people to interpret the outcomes of their 

analyses in a dichotomous way (Rosnow & Rosenthal, 1989), on the fact that 

it does not tell what the researcher wants to know (Cohen 1994), and on the 

fact that a null hypothesis is always false (Meehl, 1967; Cohen, 1994). 

Despite the fact that many articles have pleaded for changes in the practice 

of research, relatively little is known about the practice of inference itself. In 

this thesis, the present state of the practice of inference in psychology in both 

published articles and in the working environment of researchers was 

studied.  

 

7.1 Summary of Findings 

Chapter 2 describes a study in which it was examined to what extent 

286 articles, submitted before and after the publication of the fifth edition of 

the APA manual, complied with the recommendations on inference this 

manual. Contrary to previous APA guidelines, the fifth edition stated that 

CIs are “in general the best reporting strategy”, because “they combine 

information on location and precision and can often be indirectly used to 

infer significance levels” (APA, 2001, p. 22). The findings in the study 

presented in Chapter 2 suggested that NHST is still used almost universally 

in psychological research, and CIs are seldom used. Despite changed 

guidelines, this pattern did not seem drastically different for articles 

submitted after the publication of the fifth APA manual compared to those 

before. The important mistake of accepting H0 was made in about half of the 

articles, whereas claims of accepting the alternative hypothesis were found 

in approximately one fifth of the articles. Effect size was usually reported, 
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but hardly ever interpreted. The results confirm the expectation that the 

reasoning in most articles is mainly of a binary nature. 

Chapter 3 reports a study in which the use of basic statistical 

techniques (i.e., t-test, ANOVA and regression), of 30 researchers in their 

own working environment was examined. They were asked to analyse 

fictitious data sets as they would analyse their own data sets. Afterwards, 

they had to write in a few sentences what they thought they could conclude 

about the population, based on these data. It was found that violations of 

assumptions were seldom checked for, and that visualising data, as is often 

taught in statistics classes, was far from a standard procedure for most 

subjects. Furthermore, again, NHST seemed the standard means for 

inferential conclusions, whereas CIs were hardly ever used. The fact that this 

was found in published articles as well as in the practice of statistical 

analysis suggests that it is not only the risk of not getting an article published 

that withholds researchers from using CIs. Not surprisingly, the main reason 

why people seem to use NHST is habit: CIs are hardly ever considered as an 

alternative, and only irregularly as an addition to NHST. Furthermore, again 

the conclusions of the researchers contained frequent occurrences of 

accepting H0, and, on a smaller scale, of interpreting significance as 

equivalent to the existence of a population effect, and effect size was seldom 

interpreted. 

In Chapter 4, a study is presented which explores why researchers 

use some well-known statistical techniques in a specific way. To study 

explanations for the observed use of these techniques, the same 30 subjects 

as in Chapter 3 were questioned about their task-related behaviour. In 

advance, we expected that rational explanations would at least partly account 

for these findings. It was our expectation that researchers would be aware of 

the problems, but that they were doing inference in a pragmatic way. 

However, we found that lack of knowledge of the used techniques and 
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nonchalance seemed to be key factors for explaining the observed behaviour. 

Visualising data is often skipped when analyzing data, seemingly for 

pragmatic but, from a statistical viewpoint, unwarranted reasons. It was 

striking that most researchers thought visualisation to be a crucial part in the 

process of analysing data, and even stated it was part of their own standard 

procedure when analysing data, despite the fact that they showed just the 

opposite only moments before. Apparently, researchers’ task performance 

was more “quick-and-dirty” than they were aware of. The subjects proved to 

have little knowledge about which assumptions need to be met for well-

known techniques. Even if these assumptions were given by the 

experimenter, they often did not know how to check for possible violations 

of these assumptions.  

Lack of attention to CIs during researchers’ education, resulting in 

missing the information that CIs are in fact an inferential means, seems 

partly responsible for the fact that CIs are hardly ever and NHST is almost 

always used for answering inferential questions. On the other hand, 

knowledge about how to interpret both NHST outcomes and CIs is 

alarmingly limited, although people seem much more aware of their lack of 

knowledge of CIs. Furthermore, although some researchers had the 

expectation that the use of CIs in their articles lowers their chances of getting 

the article published, none of them could mention one example in which this 

was the case. 

In Chapter 5, a study was described in which researchers were asked 

to estimate both the probability that there would be an effect in the 

population and the probability that an exact replication would result in a 

significant effect, given varying p-values and sample sizes. The estimates 

differed widely across subjects. Despite the widespread use of the p-value in 

psychological research and the relevance of these probabilities, apparently 

interpretations of the same data differ largely between researchers. This, 
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however, could also be explained by the alleged complexity of the task. 

Despite the fact that we think both probabilities should be important for 

researchers when interpreting data, many subjects complained about the 

difficulty of this task afterwards. In spite of the large variance, it was found 

that, in general, the subjects’ estimates for the two probabilities increased 

with fixed n and decreasing p. It was also found, however, that estimates for 

the two probabilities increased with increasing n and fixed p. Given certain 

assumptions, it can be proven that both probabilities are actually independent 

of n. This indicates that researchers seem to overlook the fact that sample 

size is already accounted for in statistical outcomes like p-values. 

Chapter 6 describes an experiment in which researchers’ 

interpretations of inferential results presented by means of CIs and NHST 

were compared. It was found that researchers made fewer mistakes when 

confronted with data presented by means of CIs instead of by means of 

NHST, and also made more references to effect size. Besides that, 

researchers seemed more certain of significant effects when presented by 

means of NHST than by means of CIs, whereas such a difference could not 

be found for non-significant effects. This suggests that CIs stimulate people 

to make more conservative estimates. Note that is not necessarily desirable 

behaviour, it only indicates that apparently both ways of presenting data lead 

to different interpretations. This outcome should not be regarded as an 

unconditional plea for the replacement of NHST by CIs in general. In both 

cases, awareness of the essentials of inference, which we showed is rather 

limited in general, seems more important than which inferential technique is 

used. 

All in all, many psychological researchers, if not most of them, seem 

not fully aware of the importance of a balanced way of inference. Many may 

see it as a necessary step in their analyses and articles, but not as a tool to 

gain insight into their data. Often, inference seems only used as a way to 
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distinguish interesting results from less interesting ones. Even more so, it 

seems that the goal of many studies is to make exactly that, often 

unjustifiable, distinction, instead of interpreting the effect size that can be 

expected in the population.  

  

7.2 Limitations of the Studies 

We argue that the present state of the practice of inference is 

worrying, thus supporting with evidence the numerous articles pleading for a 

change in this practice. However, some limitations of the studies may limit 

the scope of the conclusions. First, the tasks subjects were given in the 

studies described in this thesis were different from the task of analyzing their 

own data. Therefore, it might be argued that the results found in this thesis 

are not representative for the practice of doing research. Researchers have 

more interests in studying their own data thoroughly, than analyzing 

fictitious data for someone else. This does not, however, necessarily mean 

that the frequencies of erroneous task behaviour we found here, are 

overestimates of what happens in practice. Subjects were well aware that 

they were being observed or that their results would be analysed afterwards, 

and therefore it might be expected that subjects were even more attentive to 

possible problems and pitfalls than they would normally be. For this reason, 

we think there is little reason to believe that the estimates of undesired task 

behaviour based on these studies could be an overestimate of what happens 

in reality.  

 A second important limitation of our studies was the relatively small 

sample size in the sample-based studies (i.e., all studies except for the one 

described in Chapter 2), resulting in relatively low power. In these studies, 

the population we sampled from was that of researchers in psychology 

working at Dutch universities. For pragmatic reasons, we chose mainly 

experienced Ph.D. students as subjects. Because their number is limited, and 
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because we did not want subjects to take part in more than one study (with 

the exception of the strongly related studies described in Chapters 3 and 4), 

it was relatively hard to find larger numbers of subjects. For a closer study of 

the practice of inference, it would be interesting to broaden the focus of the 

population of interest to researchers outside the Netherlands, as well. 

Nonetheless, there do not seem obvious reasons why Dutch researchers 

should behave very differently from researchers in other countries with 

relatively high university standards, so whereas lack of power due to a 

limited number of potential subjects might be a problem, representativeness 

is probably not.  

 A final limitation may lie in the fact that subjects frequently 

complained about the complexity and monotony of the tasks, which might 

have had the undesired consequence of subjects rushing to finish the tasks 

described in this thesis, thus resulting in task behaviour that is clearly 

different from task behaviour that they would show when not being 

observed. These effects caused by the artificial setting cannot be excluded in 

individual cases. On the other hand, the tasks were designed to resemble 

research practice, so both complexity and monotony might well play a 

similar role in actual research practice. Moreover, we expect that the desire 

to perform well in a task in which one is observed will, in most cases, 

prevent this effect from having too much influence. This is also supported by 

the fact that most subjects took a substantial amount of time for performing 

the tasks, indicating that they performed the task seriously. 

 

7.3 Gravity of the Present State of Inference in Psychology 

 Our key recommendations for the present practice of inference in 

psychological research focus on the lack of attention for effect size, and on a 

binary and therefore too rigid interpretation of the results. As mentioned 

before, these recommendations are also given by the fifth edition of the APA 
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Manual. In our opinion, it would improve the scientific practice if people 

would follow them on a large scale, not because it is important in itself that 

APA regulations are followed, but because the recommendations are useful 

and usable. The APA Manual is regarded a standard for scientific 

publications in the behavioural sciences and thus it can be taken/assumed 

that these recommendation are known. To many researchers, however, the 

discussion on the alleged problematic practice of inference may not seem 

directly relevant for them. Probably, many of them are either not aware of 

this discussion and of changed guidelines in the first place, or do not 

consider this discussion important.  

 The importance of these matters greatly depends on the kind of 

research questions researchers want to study. As stated before, many authors 

seem to assume that researchers are actually interested in the size of a 

population effect, and not only in whether there is a population effect or not. 

This, however, is not necessarily the case. It might be that many researchers 

are mainly interested in whether a certain variable plays a role in a certain 

psychological process, in whether two variables are related, or in whether 

one group has a higher mean than another group. In most psychological 

journals, it is usually such research questions that are described, more than 

research questions concerning the size of an effect. Indeed, most null 

hypotheses in NHST in psychological research reflect “no effect”, whereas a 

nonzero lower bound for a positive effect (or a nonzero upper bound for a 

negative effect) might be more interesting as null hypothesis.  

As stated before, effect size is usually mentioned in articles, but is 

seldom interpreted. If a researcher only wants to verify whether there is an 

effect, the answer NHST provides might seem just as useful as the answer 

resulting from a CI, or a combination of NHST and effect size. The supposed 

advantages of CIs over NHST almost completely vanish when the size of an 

effect is not of interest to the researcher. Therefore, if the size of an effect is 
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generally not the main focus of what a researcher wants to know, it makes 

sense that the earlier mentioned criticisms on the usability of NHST do not 

have a large influence on the practice of inference in psychology. From this 

point of view, NHST is not as problematic as is often stated, and would even 

fit researchers’ wishes for answering their binary research questions, making 

NHST an appropriate technique in many instances.  

However, the situation is not as simple as this. If the questions 

psychologists are interested in are focussed on whether there is an effect in 

the first place, there are still reasons why using NHST as a means to answer 

their research question is not the optimal strategy, despite the fact that it 

seems to answer their questions well.  

First of all, as our results in Chapters 2, 4 and 6 show, many 

researchers make the mistake of accepting the H0, so apparently they are at 

least sometimes interested in stating that H0 is true or approximately true, 

that is, that the effect is negligible. By using NHST outcomes, however, it is 

relatively hard to make statements about an effect being small, negligible or 

even absent. CIs have as an important advantage over NHST outcomes that 

they allow for stronger conclusions about the viability of the null hypothesis 

than does NHST (Aberson, 2002).  

Secondly, whereas the author might not be interested in testing other 

H0s than the presented one, may be some readers are. A single CI makes it 

possible to test an infinite number of null hypotheses, whereas a NHST 

outcome gives information on only one H0. By showing inferential results by 

means of CIs, this option is available to the reader.  

A third and related reason why NHST outcomes are insufficient is 

that even if the author of an article is not interested in the size of an effect, 

the readers of the article might be. By presenting both information on 

whether there is an effect and on the size of an effect, readers who are 

interested in either of the two types of research questions can be satisfied 
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simultaneously. Note that just presenting a point estimate of the effect is not 

sufficient for this purpose: For an inferential interpretation of the data 

information on the degree of uncertainty in the estimate needs to be given as 

well. It seems needless to say that CIs seem more suited than NHST 

outcomes for providing the reader with just that.  

A fourth reason why even researchers only interested in the size of 

an effect should not only rely on NHST outcomes, is an argument that 

relates to meta-analysis. A key goal in research is to combine information 

found in different studies in order to give a more general answer to the 

research question at hand, as is often done in meta-analysis. Usually, 

individual studies are relatively small and the samples are relatively 

homogeneous, compared to a combined sample used in a meta-analysis. 

Therefore, combining studies broadens the scope of the conclusions. For 

such a meta-analysis, measures of effect size are essential. This implies that 

even if a researcher is only interested in whether there is an effect, it is still 

crucial to present effect sizes for the case that the results will be used for a 

meta-analysis. Note that our studies showed that effect sizes are usually 

given (thus making meta-analysis possible), but that inferential information 

on the effect sizes is not given. The advantage of giving CIs is that effect 

sizes and the inferential information on the effect sizes are given 

automatically, and directly interpretable.  

In the above, the assumption has been that researchers 

predominantly use NHST, because they are only interested in whether or not 

an effect exists, and not in its size. The situation might, however, also be the 

reverse: It could also be that researchers come up with dichotomous 

questions on whether or not an effect exists, because NHST is the default 

inferential approach. That is, in NHST a strict distinction is made between 

significant and non-significant results, and therefore researchers might 

erroneously think that those outcomes reflect the existence or the absence of 
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an effect respectively, and adjust their research questions to this binary 

outcome. Implicitly, the explanation of NHST’s popularity causing 

dichotomous questions means that researchers are actually interested in 

estimating sizes of effects as well, but adjust their research questions to what 

they think is required for the available or dominant inferential techniques. If 

this would be the case, it would be sufficient to focus more on the 

possibilities and advantages of alternative and less known techniques like 

CIs.  

In summary, whatever the reasons for the dominance of NHST, 

focusing on the importance of the use of alternative inferential techniques 

seems necessary. For some researchers this will show them that there are 

possibilities, notably using CIs, to answer the questions they actually want to 

get answered, and for others this is necessary to make their work more 

available to readers and future researchers who want to use their data, and to 

give them the opportunity to make inferential statements about sizeable, but 

also about negligibly small effects.  

 

7.4 Suggestions for Improving the Present State of Inference 

The results in this thesis indicate that in the practice of inference in 

psychology incomplete, carelessly worded, or even incorrect inferential 

conclusions abound, despite the duration and intensity of the debate on the 

usefulness of NHST. Apparently, this mainly statistical debate did not have a 

decisive influence on researchers’ behaviour. Despite the fact that the 

importance of this problem is now explicitly recognized by an influential 

organisation as the APA, large changes in the practice of inference cannot be 

noticed so far.  

Compared to some decades ago, some clear initiatives for change 

can be seen. The APA has changed its guidelines, the number of articles 

criticizing the state of the practice of inference has kept growing, meta-
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analysis seems to have achieved a more prominent place in psychological 

research, and in more recent textbooks the gravity of problems with NHST 

seems more often stressed than before. These changes, however, seem still 

too non-committal, and do not seem part of a coherent plan to change this 

practice radically. Our studies showed that erroneous inferential conclusions 

still abound in scientific literature as well as in researchers’ work 

environment when analyzing data. For a faster change, both explaining and 

maintaining guidelines and improved education seem necessary. A top-down 

approach could be organised by the APA, but on a much larger scale than by 

only changing the prescriptions for manuscripts. In the guidelines given in 

the fifth edition of the APA Publication Manual, a clear explanation of why 

this change is needed and, more importantly, how a researcher could 

implement these changes when presenting his or her data, is missing. 

Whereas, for instance, the proper lay-out of a reference list of a manuscript 

is extensively described, including many practical examples, there is no such 

thing for the practice of inference, which has, arguably, more relevance to 

the readers of the articles.  

On the other hand, as asserted in the previous paragraph, it should be 

made clear why research questions on the size of an effect, rather than on the 

mere existence of this effect, would improve researchers’ understanding of 

their topics. It would also be recommended that it be made clear for 

researchers who are interested to change their behaviour where they could go 

for advice. An idea would be to launch some kind of electronic consultation 

helpdesk for questions related to inference. This might sound time and 

money consuming at first sight, but if indeed, as for example Schmidt (1996) 

argues, the progress of sciences depends on this process, the costs are 

negligible compared to the total sum of research money and time in 

psychology. 
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Only changing guidelines themselves, and providing those with 

examples how to improve the inferential practice and giving people easy 

access to consultation on this matter is probably not enough. Editors of APA 

journals should be asked to cooperate in this process as well. Ideally, they 

should not only ask authors to submit manuscripts that satisfy the guidelines 

of the APA as far as inference is concerned, but they should also support 

them with suggestions on how to change their manuscripts in a proper way. 

If editors would do this on a large scale, one could expect this should at least 

have a little influence on the practice of inference. The case of Memory & 

Cognition (Finch et al., 2004), where Gregory Loftus tried to make such a 

change for the journal he was the editor of, showed that although some 

changes can be reached, this is a long and painstaking process. Moreover, 

editors and reviewers are usually researchers themselves, which means that it 

would probably also require them, and also the reviewers, to change their 

own inferential practice. 

The importance of a balanced way of interpreting results should also 

be stressed in classes and in textbooks, although it must be noted that this is 

partly happening already. Consultation in universities should be aimed at the 

importance of a balanced way of interpreting results as well. Given stricter 

demands for manuscripts, researchers will probably eventually adjust their 

behaviour. 

 

7.5 Predictions 

The present state of inference in psychology is problematic, and 

given the amount of erroneous behaviour it is important to change this state. 

This is, however, unrelated to the question whether research questions 

should focus on the existence of an effect, or on the size of an effect as well. 

Research questions only studying whether there is an effect can sometimes 

be interesting, but giving readers who are interested in the size of the effect 
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the opportunity to get their inferential questions answered seems a good 

reason to encourage researchers to include information on both in every 

manuscript they submit. This can be done more easily be means of CIs than 

by means of NHST outcomes. Whatever technique is used, however, a 

proper understanding of it is absolutely necessary, and our studies show that 

this is seldom the case. The supposed advantages of CIs only apply if they 

are used properly. If adding CIs to graphs, or even replacing NHST 

outcomes by CIs would only lead researchers to interpret CIs as if they were 

NHST outcomes, the net effect would be zero. It is, therefore, not only 

important that researchers realise the importance of adding CIs, but more 

that of interpreting the confidence limits with respect to the scale at hand. If 

not, there is large risk that in some decades many more CIs will be seen in 

articles, without any change in the interpretation of the results. It can be 

argued that techniques based on Bayesian computations of a posterior 

distributions are an even more useful alternative, since they offer 

considerably more flexibility than traditional techniques, and, the techniques 

force people to think rather than just apply ready-made procedures 

(Lecoutre, Lecoutre & Poitevineau, 2001). The latter could well be one of 

the main causes of the frequently observed undesired task behaviour as 

described in this thesis. Despite the alleged usefulness of Bayesian 

techniques, the efforts that are required for a researcher to capture the basic 

principles of Bayesian statistics are probably obstructing the techniques to be 

used on a much larger scale. 

 A revolutionary change in the practice of inference in 

psychological research is highly desirable, but, given earlier described 

limitations, probably not attainable in the near future. Until then, 

statisticians, methodologists and researchers in general who are convinced 

that binary thinking in psychological research is undesirable and effect size 

estimates are needed should probably try to attain changes on a much 
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smaller scale in their own environment, and hope that the forces of habit are 

not strong enough to counteract these efforts. 
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Samenvatting (Summary in Dutch) 

 

Psychologen proberen menselijk gedrag en de onderliggende mentale 

processen te begrijpen. Om algemene uitspraken te doen over menselijk 

gedrag wordt er uit praktische overwegingen meestal voor gekozen dit 

gedrag te bestuderen bij een beperkt aantal mensen (een steekproef), om 

vervolgens deze steekproefgegevens te generaliseren naar de populatie van 

mensen waarin de onderzoeker geïnteresseerd is. Dit generaliseren wordt 

“inferentie” genoemd. Voor dit inferentieproces zijn verschillende 

technieken beschikbaar, waarvan de significantietoets veruit de meest 

gebruikte is.  

Bij de significantietoets wordt de kans uitgerekend om minstens 

zo’n extreme steekproefeffect te vinden als er in de steekproef gevonden is, 

als de zogenaamde nulhypothese waar zou zijn. Deze nulhypothese 

veronderstelt een effect waarvan je als onderzoeker wilt aantonen dat het 

onwaarschijnlijk is dat dit het populatie-effect is. Vaak wordt er bij deze 

nulhypothese uitgegaan van een effect van nul. Van de bij de 

significantietoets berekende kans, de zogenaamde p-waarde, wordt 

vervolgens bekeken of die kleiner is dan een bepaalde van te voren bepaalde 

relatief kleine waarde. Als dit het geval is wordt het effect “significant” 

genoemd, en kan geconcludeerd worden dat er waarschijnlijk in de populatie 

een effect is dat ongelijk is aan nul. In de andere gevallen is het effect niet-

significant, en kan betrekkelijk weinig geconcludeerd worden. Ondanks het 

feit dat de significantietoets in de psychologie zeer wijdverbreid is staat deze 

toets al decennia lang onder behoorlijke kritiek. Sommigen stellen zelfs dat 

de vooruitgang in de psychologie wordt bedreigd door de manier waarop 

inferentiële conclusies worden getrokken. 

 Een ernstig probleem van de significantietoets is het feit dat de 

uitkomst van zo’n toets tot een zwart-wit-beslissing leidt: een hypothese 
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wordt al dan niet verworpen. Aangezien er in de werkelijkheid niet zo’n 

strikte scheiding te maken is, – er is in werkelijkheid geen fundamenteel 

verschil tussen een uitkomst met p-waarde .049 en een met .051 –, is een 

interpretatie die suggereert dat zo’n onderscheid van essentieel belang is 

onwenselijk. 

 Een tweede nadeel is het feit dat de aanname dat er in 

werkelijkheid helemaal geen effect zou zijn in de praktijk bijna altijd onjuist 

is. Mannen en vrouwen zullen bijvoorbeeld waarschijnlijk op iedere 

variabele wel enigszins verschillen (al is het maar in de zoveelste decimaal), 

en het lijkt lastig twee psychologisch interessante variabelen te verzinnen die 

geen enkele samenhang vertonen. Om deze reden lijkt het weinig zinvol de 

nulhypothese te testen; het lijkt zinniger de vraag te stellen hoe groot een 

bepaald populatie-effect is, in plaats van de vraag óf deze er is. 

 Een derde probleem is dat een significantietoets vaak geen 

antwoord geeft op de vraag die een onderzoeker graag beantwoord wil 

krijgen. De significantietoets geeft de kans om een effect te vinden dat 

minstens zo groot is als het gevonden effect, gegeven dat er in de populatie 

geen effect zou zijn. Een veel interessantere vraag is echter hoe groot de 

kans is dat er een effect is, gegeven de gevonden data. De significantietoets 

kan deze vraag echter niet direct beantwoorden. 

 Als gevolg van de vele kritiek is er de afgelopen decennia veel 

aandacht geweest voor alternatieven voor, of aanvullingen op de 

significantietoets. Twee belangrijke suggesties binnen de klassieke statistiek 

zijn het toevoegen van effectgrootte, en het gebruiken van 

betrouwbaarheidsintervallen. Het toevoegen van effectgrootte is van belang 

omdat het in de meeste gevallen informatiever is om te weten hoe groot een 

effect is dan of er een effect is. Een betrouwbaarheidsinterval heeft als 

voordeel dat het, in tegenstelling tot een significantietoets een directe 

koppeling maakt tussen de schatting van de grootte van het effect in de 

populatie en de mate van onzekerheid die hoort bij inferentie. Uiteindelijk 
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heeft de eerder beschreven discussie ook geleid tot aanpassingen van de 

voorschriften van de American Psychological Association (die als standaard 

wordt beschouwd voor vele tijdschriften binnen en ook buiten de 

psychologie) voor het gebruik van inferentie in artikelen: het gebruik van 

effectgrootte wordt noodzakelijk geacht en het opnemen van 

betrouwbaarheidsintervallen worden sterk aangeraden. 

 In wetenschappelijke artikelen is relatief veel aandacht besteed 

aan bovenstaande discussie. Er lijkt echter opvallend weinig bekend over de 

situatie in de praktijk. Is het inderdaad zo dat de significantietoets in de 

praktijk vaak tot slechte conclusies leidt? Kan het niet zo zijn dat 

onderzoekers zich voldoende bewust zijn van de het risico’s van onjuiste 

interpretaties van met significantietoets gepresenteerde resultaten dat de 

veronderstelde voorspelde misinterpretaties in de praktijk zelden 

plaatsvinden?  

 

 In dit proefschrift wordt geprobeerd meer zicht te krijgen op hoe 

inferentie in de praktijk plaatsvindt bij onderzoekers in de psychologie. 

Hiertoe worden vijf verschillende onderzoeken beschreven. In hoofdstuk 2 

wordt laat een onderzoek gepresenteerd waarin wordt onderzocht hoe 

steekproefresultaten worden gegeneraliseerd in gepubliceerde artikelen. De 

resultaten laten zien dat er zeer regelmatig interpretatiefouten in die artikelen 

voorkomen. Daarnaast wordt effectgrootte meestal wel gerapporteerd maar 

worden deze zelden betrokken bij de uiteindelijke conclusies, en worden 

betrouwbaarheidsintervallen meestal niet gegeven. 

 In hoofdstuk 3 wordt een onderzoek beschreven waarbij dertig 

promovendi in verschillende vakgebieden binnen de psychologie zijn 

geobserveerd tijdens het uitvoeren van verschillende relatief eenvoudige 

inferentiële taken. Onderzoekers lieten veel “ongewenst” taakgedrag zien: 1) 

effectgrootte werd zelden meegenomen in de analyses, 2) er werd nauwelijks 

rekening gehouden met de onzekerheid die onlosmakelijk verbonden is met 
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iedere inferentiële uitspraak, 3) er werd weinig nagegaan of er sprake leek te 

zijn van schending van de assumpties, 4) en het maken van figuren, – wat in 

de meeste statistiekboeken toch wordt voorgeschreven – , leek voor 

weinigen deel uit te maken van hun standaardprocedure bij de analyse en 

interpretatie van gegevens. De manier waarop onderzoekers in de praktijk 

omgaan met inferentiële technieken lijkt dus redelijk overeen te komen met 

de manier waarop inferentie in artikelen wordt gebruikt. 

 Voor het onderzoek dat beschreven wordt in hoofdstuk 4 werden 

dezelfde promovendi geïnterviewd over hun in hoofdstuk 3 beschreven 

taakgedrag. Er werd gevonden dat gebrek aan kennis en slordigheid een 

relatief grote rol spelen in het geobserveerde taakgedrag. Dit betekent 

overigens niet dat al deze fouten enkel aan de onderzoekers te wijten zijn. 

Blijkbaar wordt dergelijk ongewenst gedrag door de wetenschappelijke 

omgeving getolereerd. 

 In hoofdstuk 5 wordt een experiment gepresenteerd waarin 

studenten en universitaire medewerkers op basis van fictieve 

onderzoeksgegevens gevraagd werd (intuïtieve) inschattingen te geven van 

hun zekerheid over het bestaan van een populatie-effect en de 

repliceerbaarheid van het gevonden steekproefeffect. Hierbij werden enkel 

de p-waarde en de steekproefgrootte gegeven. Ondanks grote individuele 

verschillen en inconsistentie binnen personen werd gevonden dat voor vaste 

steekproefgroottes en kleiner wordende p-waardes zekerheid en 

repliceerbaarheid groter werden geschat. Daarnaast werd gevonden dat bij 

gelijke p-waardes en grotere steekproefgroottes de inschattingen voor 

zekerheid en replicatie ook groter werden. Simulatiestudies gebaseerd op 

Bayesiaanse rekenmethodes laten echter zien dat deze laatste stijgingen in de 

grootte van de inschattingen ongerechtvaardigd zijn. 

 In hoofdstuk 6 werd een ander experiment beschreven, waarbij 

bestudeerd werd in hoeverre onderzoekers zekerder of juist minder zeker 

zijn van resultaten die gepresenteerd zijn door middel van 
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betrouwbaarheidsintervallen vergeleken met dezelfde gegevens 

gepresenteerd door middel van significantietoetsing. Er werd gevonden dat 

zij in zijn algemeenheid significante resultaten voorzichtiger interpreteerden 

wanneer deze gepresenteerd werden door middel van 

betrouwbaarheidsintervallen in plaats van p-waardes. Daarnaast werden er 

minder interpretatiefouten gemaakt wanneer resultaten gepresenteerd werden 

door betrouwbaarheidsintervallen.  

 In hoofdstuk 7 worden de belangrijkste conclusies van het 

proefschrift beschreven. De verschillende onderzoeken in het proefschrift 

tonen veel ongewenst taakgedrag en interpretatiefouten aan, zowel in 

artikelen als op de werkvloer. Dit benadrukt de al vaak beschreven noodzaak 

voor een verandering in de praktijk van het gebruik van inferentiële 

methoden in de psychologie. Het eenvoudigweg vervangen van 

significantietoetsen door betrouwbaarheidsintervallen lijkt echter niet de 

oplossing voor alle eerder beschreven en in dit proefschrift ook 

geobserveerde problemen; de kennis van onderzoekers van de juiste 

interpretatie van betrouwbaarheidsintervallen en kennis over hoe het gebruik 

van betrouwbaarheidsintervallen kan bijdragen aan een betere interpretatie 

van data zal eerst moeten worden verbeterd. Een dergelijke verandering kan 

echter alleen bereikt wanneer docenten, reviewers, schrijvers van 

handboeken en opstellers van richtlijnen voor inferentie de handen 

ineenslaan. Zo’n verandering is waarschijnlijk niet op korte termijn te 

verwachten. 
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Het feit dat enkel mijn naam op de buitenkant van het proefschrift staat is 

geen uiting van misplaatste arrogantie, maar een van de vele tradities,                     

-sommige begrijpelijker dan andere-, die kennelijk onlosmakelijk met een 

promotie verbonden zijn. Waar het bij wetenschappelijke artikelen 

gebruikelijk is de namen van diegenen die een substantiële bijdrage hebben 

geleverd aan de totstandkoming daarvan tot medeauteur te benoemen, kan de 

ene naam op een proefschrift voor een buitenstaander suggereren dat hij of 

zij het tijdens de promotie allemaal alleen heeft moeten uitzoeken. Hiermee 

zouden echter zeker in mijn geval verschillende mensen ernstig tekort 

worden gedaan.  

 Als eerste wil ik Henk Kiers noemen, die als promotor en 

dagelijks begeleider zonder twijfel de grootste bijdrage aan dit proefschrift 

heeft geleverd. Zijn grote verstand van zaken op vele gebieden binnen en 

buiten de statistiek, zijn vaardigheid om alles, en dus ook zichzelf en eigen 

prestaties, van een afstand te kunnen en willen bekijken, en zijn bereidheid 

tot discussie of het geven van uitleg, zelfs wanneer iets al vele malen aan de 

orde is geweest, tonen een wetenschappelijke houding waar ik groot ontzag 

voor heb. In de vele gesprekken met hem was hij altijd open en geduldig, en 

wist hij zijn altijd genuanceerde kritiek op een constructieve en vriendelijke 

manier te verpakken.  

 Addie Johnson, mijn tweede promotor, is misschien wel meer dan 

ze zich realiseert van belangrijke invloed geweest op dit proefschrift. Door 

haar grote kennis van de praktijk van psychologisch onderzoek wist ze 

inhoudelijk maar ook qua opzet veel bij te dragen aan het 

promotieonderzoek, en heeft ze mij en waarschijnlijk ook Henk Kiers scherp 

gehouden in onze kritiek op het gebruik van statistiek in de psychologie. 

Daarnaast beschikt ze over een jaloersmakend schrijftalent, waardoor ze niet 
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alleen altijd de lastigste vragen leek te kunnen stellen over een aangeleverde 

tekst, maar ook in staat was passages volledig te ontdoen van alle ballast. Ik 

heb verschillende keren met grote bewondering toegekeken hoe zij live in 

no-time hele paragrafen die in mijn ogen al af waren wist te reduceren tot 

een korter, en veel scherper geformuleerd stuk.  

Sue Finch was a very inspiring and helpful person in the beginning 

of my project, and I very much regretted her going back to Australia. The 

fact that one of the few people in the world who was also studying this very 

topic happened to be my roommate was truly beneficial. I still find it 

amazing that these circumstances seemed to be purely a matter of 

coincidence. I especially appreciated her help on the article we worked on 

(Chapter 2), and the fruitful discussions about my research (leaving aside the 

many nice conversations on her lovely family, politics and bike helmets).  

Van mijn leerstoelgroep wil ik als eerste Ilse Stuive bedanken. 

Sûnder har hie myn promoasjetiid der oars útsjoen. Har freonlikheid, har 

faak oprjochte mar ûnterjochte beskiedenheid wienen in ferfrissend 

alternatyf foar in meastal folle saakliker wittenskiplike wrâld, en as sadanich 

wie se in hiel plesierige keamergenoate en letter buorfrou. Dêrnjonken wie 

se altiten ree mei te tinken en sinnige dingen te sizzen oer fragen dy’t ik oer 

myn promoasje of oer dielen fan myn proefskrift hie.  

Naast Ilse wil ik ook graag andere leden van mijn leerstoelgroep 

bedanken. Voor zowel Mark Huisman, Marieke Timmermans als Frans Siero 

gold dat hun deur letterlijk en figuurlijk altijd openstond, en dat de 

onderzoeksbijeenkomsten met hen erg leerzaam waren. Aan het feit dat ik in 

het begin vaak geen idee had waar het over ging en op het laatst meende de 

meeste bijeenkomsten redelijk te kunnen volgen blijkt voor mij, tenzij het 

niveau gedurende mijn aanwezigheid in de groep drastisch is gedaald, dat ik 

veel van hen heb geleerd over de talrijke manieren waarop je naar 

statistische problemen kunt kijken.  
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Verder wilde ik nog enkele collega’s noemen die een iets 

indirectere rol bij mijn promotie hebben gespeeld. Arnout Schuitema en 

Jorge Tendeiro als kamergenoten, Jacomijn Hofstra en Sarah de Rijcke als 

afdelingsgenoten, en Aad Oosterhof als goede vriend die ook collega werd 

hebben ieder op hun eigen manier gezorgd voor een aangenamer 

promotietraject.  

As lêste hat de fakreferint psychology fan de Universiteits-

biblioteek Hilda Schram en mem fan de skriuwer fan dit proefskrift folle 

holpen troch it oandragen fan nije literatuer en it kritysk neisjen fan skreaune 

teksten. Sterker noch: dizze lêste sinnen binne wierskynlik de ienigste dy’t 

se foar it printsjen fan dit proefskrift noch net ûnder eagen krigen hat. 

 

 

Rink Hoekstra 
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