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Chapter 5

Segment distances

In this chapter we apply pointwise mutual information (PMI) in order to automatically
acquire segment distances from the phonetic transcriptions. Information on the dis-
tances between the phones can help us estimate more precisely the distances between
two strings and consequently the distances between two language varieties. Instead of
using only same vs. different as a comparison between the phones, we can use inform-
ation on the phone distances together with Levenshtein algorithm in order to get better
distances and better alignments (Chapter 3). There are alternatives to our empirically de-
riving segment distances from dialect atlas samples. The distances between the phones
can also be calculated using a linguistically more informed approach by representing
each phone as a bundle of features where every feature is a certain phonetic property
(Heeringa, 2004). The distances can also be measured acoustically, which is less arbit-
rary than using feature representation of phones since it is based on physical measures
(Heeringa, 2004). However, both of these approaches have their disadvantages. The
former relies on a language-dependent feature system, while the letter requires acous-
tic data to be available. Since very often neither of the two is available, we propose
a technique to acquire the distances automatically. Similar research was presented in
Wieling et al. (2007) where the distances between the phones were automatically ac-
quired using pair hidden Markov models (PHMM). As reported in Wieling, Prokić, and
Nerbonne (2009), where both PMI and PHMM techniques were applied on the same
data set used in this thesis, they produce pairwise alignments of a very similar quality.
However, PMI is much faster, and the alignment errors made by this algorithm are a
priori predictable and much easier to comprehend than errors induced by PHMM al-
gorithm. Part of the work presented in this chapter was published in Wieling, Prokić,
and Nerbonne (2009).
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72 CHAPTER 5. SEGMENT DISTANCES

5.1 Pointwise mutual information
Pointwise mutual information (PMI) is a measure of association between two events x
and y. It measures the amount of information one event tells us about the other. It was
first introduced by Fano (1961). Given a pair of outcomes x and y, the pointwise mutual
information I is measured as:

I(x,y) = log2
P(x,y)

P(x)P(y)
(5.1)

The numerator P(x,y) tells us how often we have observed the two events together, while
the denominator tells us how often we would expect these two events to occur together
assuming that they each occurred independently. The ratio between these two shows
us if two events co-occur together more often than just by chance. Positive values of I
show that there is a genuine association between x and y. This measure was first used
in computational linguistics by Church and Hanks (1989) for calculating associations
between words.

In this research, PMI is used to automatically learn the distances between the phones
in aligned word transcriptions and also to improve the automatically generated align-
ments. Equation 5.1 is used to calculate PMI values for each pair of segments in align-
ments, and later these values are transformed into segment distances (see below). Ap-
plied to aligned transcriptions, P(x,y) represents the relative frequency of two segments
being aligned together and is calculated by dividing the number of times two phones
were aligned together by the total number of aligned segments in the data set. P(x) and
P(y) are relative frequencies of segments x and y—the number of times segments x and
y occur in the data set divided by the total number of segments.

The procedure of calculating the segment distances and improving the alignments is
iterative and consists of the following steps:

1. Align all word transcriptions using Levenshtein algorithm where only the vowel-
vowel consonant-consonant constraint is given. No detailed information on the
distances between the segments is provided in this step.

2. From the obtained alignments, for all pairs of segments calculate PMI values
I(x,y) using formula 5.1.

3. Transform PMI values into distances by substracting each value from 0 and nor-
malize the distances to insure that the smallest distance is 0.

dist(x,y) =
(0− I(x,y))−min

max−min
(5.2)

where min and max are the minimal and maximal values obtained after substract-
ing PMI values for all pairs of segments from 0, and I(x,y) is given in 5.1.
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4. For all pairs of segments that never align in the data, set the distance to an arbitrary
large value.1

5. Align all word transcriptions once more using Levenshtein algorithm, but based
on the segment distances generated in the previous step.

6. Repeat steps 2 and 3 until there are no changes in segment distances and align-
ments.

The final result are distances between each two segments as well as the alignments that
show improvement when compared to the alignments obtained by using the Levenshtein
algorithm with only the vowel-vowel consonant-consonant constraint (Levenshtein VV-
CC). To illustrate how the algorithm works, we will examine two pronunciations of
the word dnes /dnes/ ‘today’: [de"neskA] and ["njesk@]. In the first step we align these
two pronunciation using the simple Levenshtein algorithm. Using only the vowel-vowel
consonant-consonant constraint, there are two different alignments of these two strings
that have the same minimal cost:2

d e n "e s k A
- - nj "e s k @

d e n "e s k A
nj - - "e s k @

Figure 5.1: Two alignments produced by the Levenshtein VV-CC that have the same
cost of 4.

In the next step we use these alignments to calculate the PMI values for all pairs of
aligned segments.

Table 5.1: Values for the [n], [nj] and [d] segments calculated from the alignments pro-
duced by the Levenshtein VV-CC.

x y f (x) f (y) f (x,y) P(x) P(y) P(x,y) I(x,y) dist(x,y)

n nj 1250463 268725 135477 0.038178 0.008205 0.008273 4.723003 0.199076
d nj 1228146 268725 223 0.037497 0.008205 0.000013 -4.497805 0.601548

The total number of segment pairs in the data set was 16376419 and the total number of
segments 32752838. In Table 5.1 we present the frequencies ( f ) and relative frequencies
(P) for two pairs of sound correspondences: [n]-[nj] and [d]-[nj]. By multiplying relative
frequencies of two segments P(x) and P(y) we can see the probability of seeing two
segments aligned by chance.

1In our experiment it was set to 1000.
2The sign for primary stress is moved to the first vowel in stressed syllable in all examples presented in this

chapter.
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P(n)×P(nj) = 0.038178×0.008205 = 3.13×10−4

P(d)×P(nj) = 0.037497×0.008205 = 3.07×10−4

For the first pair, [n]-[nj] this value is 0.000313, and for the second 0.000307. If we com-
pare these values to the relative frequencies of each of the two segments being aligned
together in our data set P(x,y), we see that the segments [n]-[nj] were aligned 28 times
more than we would expect by chance, since P(n,nj) is 0.008273. For the pair [d]-
[nj] the situation is opposite: they align 22 times less than we would expect by chance
(P(d,nj) = 0.000013).

For all pairs of segments, we use information on the relative frequencies to obtain
pointwise mutual information (formula 5.1), which shows negative association for the
[d]-[nj] pair. PMI values are transformed into the distances using formula 5.2. We find
that the distance between [n]-[nj] is 0.199076 and between [d]-[nj] 0.601548.

In the next step we align two strings using Levenshtein algorithm based on the calcu-
lated distances between the segments and recalculate the distances between the segments
based on the new alignments. These steps are repeated until there are no more changes
in the distances between the segments. The final values for the segments [n]-[nj] and
[d]-[nj] can be seen in Table 5.2.

Table 5.2: Values for the [n], [nj] and [d] segments calculated from the alignments pro-
duced by the Levenshtein PMI.

x y f (x) f (y) f (x,y) P(x) P(y) P(x,y) I(x,y) dist(x,y)

n nj 1193681 261135 134527 0.037449 0.008192 0.008441 4.782038 0.196556
d nj 12281456 261135 0 0.038530 0.008192 0 0 1000

Based on the calculated distances, where the distance between [n]-[nj] is much smaller
than between [d]-[nj], the outcome of the Levenshtein algorithm is only one alignment
of the strings [den"eskA] and [nj"esk@] (Figure 5.2). The final distance between [n]-[nj]
was reduced to 0.196556, while the distance between [d]-[nj] was set to 1000, i.e. an
arbitrary large value, since in the improved alignments these two segments are never
aligned.

d 7 n "7 s k A
- - nj "e s k @

Figure 5.2: Alignment of the strings produced by Levenshtein PMI.
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The distances among vowels and consonants are all set to an arbitrary large value
since they never align in our alignment procedure. In the first step of the procedure we
use the Levenshtein algorithm with the constraint that the vowels and consonants cannot
align. Without this constraint, the Levenshtein algorithm produces several alignments
for many pairs of transcriptions. Since only one of them is correct, this means that in the
first step of our PMI procedure we would get a large number of erroneous alignments.
Segment distances induced from such a large number of erroneous alignments are them-
selves erroneous and they cannot improve the quality of the alignments if used within
the Levenshtein algorithm.

Using the PMI procedure we have managed to automatically infer the distances
between the segments, but also to improve the quality of the alignments as we shall
show in the next section. In Section 5.2 we present the results of evaluating pairwise
aligned strings obtained using the Levenshtein algorithm with and without the PMI pro-
cedure on the segment level. In the Section 5.3 we analyze the automatically acquired
distances between the tokens using multidimensional scaling in order to check if they
correspond well with our linguistic knowledge on the distances between the phones. We
also investigate the influence of the automatically acquired segment distances on the ag-
gregate analysis of dialect divisions and report on our findings in Section 5.4. A short
discussion on the merits of PMI in dialectometrical research is presented in Section 5.5.

5.2 Evaluation of the pairwise alignments
In this section we describe a method for quantitatively evaluating pairwise aligned strings
and report on the quality of the alignments obtained using the Levenshtein algorithm
with and without segment distances induced using PMI. The comparison of the two tech-
niques was done by comparing each of them, on the segment level, to the gold standard
pairwise alignment. We also report on the qualitative analyses of the alignments pro-
duced.

The gold standard alignment was generated from the gold standard multiple align-
ments described in Section 6. The gold standard multiple alignments were automatic-
ally generated using some heuristics and later manually corrected (for the details see
Chapter 6). They consist of all pronunciations for a single word aligned simultaneously,
instead of aligning it pair-by-pair which is done using pairwise-aligning algorithms like
Levenshtein. Using multiple aligned strings it was possible to manually go through the
whole data set, since this technique gives us 156 files with approximately 200 aligned
strings. In pairwise approach each of 156 files contains around 12090 pairwise align-
ments which would be very time consuming to correct manually. Since for 4 out of 156
words experts could not agree on what a correct alignment is, those 4 entries were re-
moved from the data set. An example is word v�v /v7v/ ‘in’. Some of the dialect variants
of this word contain only one segment [v] which could be aligned with two segments in
other transcriptions, but the experts could not agree which of the two is more likely to
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be the correct one (Figure 5.3). Since it was very difficult for humans to make a decision
which alignment is the correct one, this word, as well as three others that posed similar
problems to the human experts, was left out of the evaluation procedure.

v "7 v
v - -

v "7 v
- - v

Figure 5.3: Two possible alignments of the word ‘in’ on which experts could not agree.

All further analyses were done on 152 words for which the gold standard alignments
were available. Out of the manually corrected multiple string alignments we have ex-
tracted all pairwise alignments and used them as a gold standard to evaluate the results
of Levenshtein PMI.

d 7 n "7 s k A
- - nj "e s k @

d 7 n "7 s k A
nj - - "e s k @

Figure 5.4: The gold standard alignment on the left and the alignment produced by
Levenshtein VV-CC on the right.

The evaluation procedure consists of the following steps:

1. For each pair of aligned strings, take every pair of aligned segments and convert
the pair into a single token. For example, the first two aligned strings in Figure 5.4
would give the following tokens: d/-, 7/-, n/nj, "7/"e, s/s, k/k, A/@.

2. Concatenate all tokens obtained into a single string. Segments generated in Step 1
would give the following string for the first alignment: d/- 7/- n/nj "7/"e s/s k/k A/@.

3. Use the Levenshtein algorithm without any restrictions on segment distances and
align corresponding strings, i.e. transformed strings generated by Levenshtein
VV-CC and Levenshtein PMI against the gold standard alignments. Since there
are no restrictions on segment distances, two segments match only if their both
parts match. For example, the distance between two generated strings from Fig-
ure 5.5 would be 2:

d/- 7/- n/nj "7/"e s/s k/k A/@
d/nj 7/- n/- "7/"e s/s k/k A/@

1 1

Figure 5.5: Levenshtein distance between these two strings is 2.
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4. The distances for all alignments are automatically calculated using Levenshtein
algorithm and summed up giving the total distance between alignments produced
by two versions of Levenshtein algorithm and the gold standard.

5.2.1 Results
The quantitative results of the evaluation can be seen in Table 5.3. We report the error
rate at the segment level and the percentage of missaligned strings. The error rate in
second column represents the number of incorrectly-aligned segments divided by the
total number of aligned segments in the gold standard. In the third column we report
the percentage of the strings that are not aligned in the same way as found in the gold
standard alignments. In both cases Levenshtein PMI outperforms Levenshtein VV-CC
algorithm. On the segment level, error rate drops from 0.040 to 0.032, while at the word
alignment level error of 7.614 per cent in the basic algorithm improved to 6.263 per cent
when including the PMI-derived distance. The difference is statistically significant with
p <0.001 by the exact binomial test.

Table 5.3: Comparison of the alignments generated by Levenshtein VV-CC and Leven-
shtein PMI algorithms to the gold standard alignments.

Algorithm Error rate for segments Incorrect alignments(%)
Levenshtein VV-CC 0.040 7.614
Levenshtein PMI 0.032 6.263

The qualitative error analysis has shown that most of the errors arising using the
simple Levenshtein algorithm come from the constraint that vowels and consonants can-
not be aligned. Although this holds in most of the cases, there are, however, exceptions
where vowels should be aligned with consonants. An example of these types or error
can be seen in the alignments where metathesis is present. Metathesis is a change where
sounds switch their places within a word (for example [v7rx] vs. [vr7x]). Metathesis
of liquid consonants is an important historical change in Slavic languages and is present
in 18 words from our data set (11.84 per cent of the data). More on the metathesis in
Slavic languages can be found for example in Sussex and Cubberley (2006). Due to a
VV-CC constraint, this poses a problem for the Levenshtein algorithm. Instead of align-
ing a vowel with a consonant, additional gaps are introduced by Levenshtein algorithm
(Figure 5.6).

Since the PMI alignment procedure proceeds from the Levenshtein VV-CC algorithm,
a vowel can also not be aligned with a consonant. For that reason, this type of error is
also present in the alignments produced with Levenshtein PMI algorithm.

Another type of error detected in the alignments produced by Levenshtein VV-CC
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v "7 r x
v r "7 x

v "7 r - x
v - r "7 x

Figure 5.6: The gold standard alignment on the left and the erroneous alignment pro-
duced by Levenshtein on the right.

arises in cases when one vowel (consonant) has to be aligned with one of the two ad-
jacent vowels (consonants). Since the distance between all vowels on one hand, and
all consonant on the other is the same, the algorithm often yields erroneous alignments.
For Levenshtein VV-CC algorithm both alignments in Figure 5.7 are correct since the
distance between two strings is 3.

v "7 n - -
v "7 ï k @

1 1 1

v "7 - n -
v "7 ï k @

1 1 1

Figure 5.7: The alignments produced by Levenshtein VV-CC algorithm: the correct one
on the left and the erroneous one on the right.

Unlike Levenshtein VV-CC, Levenshtein PMI algorithm generates only the correct align-
ment since it ‘learns’ that the distance between [n] and [ï] is smaller than the distance
between [n] and [k]. Correction of these types of errors is where the PMI procedure
improves the performance of simple Levenshtein VV-CC algorithm and generates more
correct alignments.

5.3 Analysis of segment distances

Comparison of the alignments produced using the Levenshtein VV-CC and the Leven-
shtein PMI to the gold standard alignments has shown that the PMI procedure can im-
prove the quality of the obtained alignments. We were also interested in the nature of the
automatically obtained segment distances. In order to check whether they reflect any of
the ‘traditional’ phonetic features of language sounds, we have performed MDS analysis
(Chapter 3) of the phone distances calculated using PMI.

In Figure 5.8 we can see two-dimensional plot of all the sounds in the data set. The
first extracted dimension, plotted against the x-axis explains 11.69 per cent of the vari-
ation, and the second dimension, plotted against the y-axis, explains 4.06 per cent of
the variation. Along the x-axis there is a clear separation between vowels and conson-
ants. This was expected since in our PMI procedure vowels and consonants cannot be
aligned and the distances between them were set to an arbitrary large value. More inter-
esting is the variation along the y-axis. Along the y-axis we can see that the distances
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between vowels are much smaller, (in fact there is almost no variation), than the dis-
tances between the consonants. It means that in our data set vowel changes are much
more frequent than consonant changes, since the more often two tokens correspond the
smaller the PMI distance between them.

In order to analyze the distances more accurately, we performed MDS analyses sep-
arately for vowels and consonants. In Figure 5.9 we present the plot of all vowels in the
data set, with all the diacritics preserved. With all the consonants removed, it is possible
to analyze the relationship between the vowels in more depth. The first two extracted
dimensions explain 16.06 per cent of the variation, with the first one explaining 10.39
per cent. With a very few exceptions, along the x-axis there is a separation between
stressed and unstressed vowels. The distance between stressed vowels is larger than that
between the unstressed, meaning that unstressed vowels are more similar than stressed
vowels. In the upper right corner of the MDS plot we have a group of front vowels,
while in the opposite, low left, corner there is a cluster of back vowels. We note that the
separation between front and back vowels does not go along x- or y-axis, since first two
dimensions extracted by MDS do not correspond to any of the two most prominent op-
positions based on articulatory features of vowels—back/front or open/close opposition.
However, it is still possible to distinguish front/back vowels contrast. To check this we
have extracted all vowel correspondences from the aligned transcriptions. In Table 5.4
we present the 10 most frequent. We can see that among the most frequent correspond-
ences we indeed do have neutralization of the contrast of vowel height, [e]-[i], [A]-[@],
[o]-[u]. Since these correspondences occur more frequently than others, the distances
between these phones calculated using PMI are small and in MDS analysis they are not
separated by any of the first two dimensions. These findings conform with the traditional
Bulgarian phonology scholarship according to which the elimination of the contrast of
vowel height in unstressed vowels is the most common vowel reduction phenomenon in
Bulgarian (Wood and Pettersson, 1988; Barnes, 2006).

In Figure 5.10 a MDS plot of consonant distances is presented. The first two extrac-
ted dimensions explain only 6.68 per cent of the variation, the first dimension explains
3.53 per cent and the second 3.15 per cent of the variation. The main division goes along
the y-axis where in the upper part we have mostly plosives and sonorants and their palat-
alized counterparts. The distances between them are smaller than between the segments
in the lower part, mostly fricatives, indicating that palatalization of consonants is the
most frequent consonant variation in our data set. It can be seen in Table 5.5 where we
present the 30 most frequent consonant correspondences in the data set. Unlike vowels,
consonants show much less variation and in the 10 most frequent correspondences there
are no consonant changes. In the 30 most frequent correspondences extracted, the most
frequent consonant change is the insertion/deletion of [j], followed by the palatalization
of [n], [r] and [l].

The analyses of vowel and consonant distances obtained using Levenshtein PMI have
shown that these distances correspond to a certain extent to the vowel and consonant
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Table 5.4: Ten most frequent vowel correspondences in the data set. Note that there are
only three pairs of non-identical vowels: [e]-[i], [A]-[@] and [o]-[u].

Number of occurrences Vowel pair
592274 ["e]-["e]
497495 ["A]-["A]
371146 ["o]-["o]
287243 [e]-[i]
273473 [e]-[e]
257192 [A]-[@]
225142 [@]-[@]
214763 [o]-[u]
211673 [u]-[u]
204639 [i]-[i]

characteristics we know from phonetic and phonological theory. Unfortunately it was
not possible to obtain data that would contain acoustic distances between the segments
for Bulgarian and compare it directly to the automatically induced distances.

5.4 PMI and the aggregate analysis of dialects
In Section 5.2.1 we have shown that PMI can improve the quality of the alignments pro-
duced using Levenshtein VV-CC algorithm. In this section we examine if this improve-
ment will show in the analysis of dialect divisions at the aggregate level. We analyze
distances between the sites obtained using Levenshtein PMI with MDS and compare the
results to the divisions obtained using Levenshtein VV-CC.

All analysis for Levenshtein PMI and Levenshtein VV-CC were done on 152 words,
used also to evaluate the alignments on the segment level. We calculated Pearson’s
correlation coefficient between distance matrices obtained using these two versions of
Levenshtein algorithm and found that they correlate to a high extent, namely the coeffi-
cient is r = 0.98.

In Figure 5.11 we present MDS maps based on the Levenshtein VV-CC and the
Levenshtein PMI distance matrices next to each other. Although the two distance matrices
correspond highly, there are differences in two MDS maps in Figure 5.11, most notably
in the western part of the country. On the left map derived from Levenshtein VV-CC,
this part of the country forms a homogeneous area, with no distinct groups. The map
produced using Levenshtein PMI distances distinguishes the transitional zone at the bor-
der with Serbia as a separate group. At the same time, there is some distinction between
northwestern and southwestern areas, that cannot be detected on the other map.
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Table 5.5: Thirty most frequent consonant correspondences in the data set. Note that
there are 10 pairs of non-identical consonants.

Number of occurrences Vowel pair
626676 [r]-[r]
595761 [t]-[t]
524857 [d]-[d]
517440 [s]-[s]
503480 [n]-[n]
471794 [k]-[k]
423509 [v]-[v]
374155 [m]-[m]
326280 [l]-[l]
261019 [b]-[b]
237165 [g]-[g]
233534 [S]-[S]
222479 [p]-[p]
212851 [j]-[-]
202390 [Ù]-[Ù]
188601 [j]-[j]
150620 [z]-[z]
136781 [f]-[f]
134527 [n]-[nj]
133659 [r]-[rj]
127755 [Z]-[Z]
126525 [ţ]-[ţ]
114261 [d]-[dj]
102062 [l]-[lj]
93188 [v]-[vj]
79601 [v]-[-]
68514 [lj]-[lj]
65616 ["r

"
]-[r]

64385 [
>
tC]-[Ù]

61771 [S]-[C]
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Figure 5.8: MDS plot of all phones in the data set. The distances between the vowels and
the consonants are set to an arbitrary large value, which resulted in the clear separation
between them along the x-axis. Note much larger distances between the consonants than
between the vowels along the y-axis.



5.4. PMI AND THE AGGREGATE ANALYSIS OF DIALECTS 83

Figure 5.9: MDS plot of all vowels in the data set. Along the x-axis there is a separation
between the stressed and unstressed vowels.
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Figure 5.10: MDS plot of all consonants in the data set. In the upper part of the y-
axis we note small distances between the plosives and sonorants and their palatalized
counterparts.
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Figure 5.11: Left: MDS map of the distances produced using Levenshtein VV-CC.
Right: MDS map of the distances produced using Levenshtein PMI.

Figure 5.12: Left: Traditional borders projected on the MDS map of the distances pro-
duced using Levenshtein VV-CC. Right: Traditional borders projected on the MDS map
of the distances produced using Levenshtein PMI.

In the maps in Figure 5.12 we project Stoykov’s traditional dialect borders on two
MDS maps in order to compare both Levenshtein algorithms to the traditional scholar-
ship. We note that the divisions of the western part of the country visible on the Leven-
shtein PMI map correspond better with the traditional scholarship. On both maps there
is no sign of a Moesian area, which was expected considering the findings in Chapter 4
that there is no phonetic evidence that this area is a separate dialect zone.

We also examine PMI induced distances using MDS plots presented in Figure 5.13.
On both plots sites that belong to the transitional zone at the border with Serbia are
located in the low left corner. We note that, on the right plot made using Levenshtein
PMI produced distances, this area is more clearly separated from the rest of the western
varieties than on the left plot. The distance between northwestern and southwestern
varieties on the right-hand plot is also much bigger when compared to the corresponding
area on the plot to the left. However northwester and southwestern varieties do not form
two separate groups but rather a continuum.

Dots in the right upper corner on two plots represent sites from the southern part of
the country. We also note differences in the distances between the dots in this part of the
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two plots. In the left-hand plot produced using Levenshtein VV-CC, there is much bigger
separation of the dots representing Rupian and western varieties than on the right-hand
plot. In the right-hand plot there is no clear separation between Rupian and southwestern
varieties. We also note smaller separation between Balkan and northwestern varieties on
this plot, which conforms well with the findings reported in Chapter 4, where we have
found number of features in the data set that are shared between northwestern area and
the eastern varieties, including parts of the Rupian area.

Figure 5.13: Left: MDS plot of the distances produced using Levenshtein VV-CC. Right:
MDS plot of the distances produced using Levenshtein PMI.

We note that despite high correlation between two distance matrices there are differ-
ences in the MDS analyses performed on those two matrices. While distances obtained
using Levenshtein VV-CC show three main groups in the data, Levenshtein PMI dis-
tances additionally separate TZS from the neighboring western varieties more clearly.
At the same time, distances between northwestern and southwestern dialects are bigger,
although there is no clear distinction between the two. The distances produced using
Levenshtein PMI correspond to a higher extent to the traditional dialect divisions as de-
scribed in Chapter 2 and Chapter 4. Levenshtein PMI distances also correctly reflect the
fact that there are a number of features shared between northwestern and Balkan dia-
lects in the east. In future we would also like to check the effect of using PMI induced
distances on the clustering results.
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5.5 Discussion
Measured at the segment level, pointwise mutual information has shown to be success-
ful in improving the quality of the pairwise alignments obtained using Levenshtein al-
gorithm. The PMI algorithm automatically learns the distances between each two phones
in the data set. These automatically extracted distances are useful information for mak-
ing the transcription alignments more accurate. To some extent these distances reflect
the phonetic and phonological features of Bulgarian described in the traditional literat-
ure. Techniques that exploit the aligned segments extracted from the transcriptions, like
those described in Prokić (2007) and Prokić and Van de Cruys (2010) can benefit from
more accurate alignments.

At the aggregate level, distances between the sites calculated using Levenshtein VV-
CC and Levenshtein PMI show very high correspondences (r = 0.98). Despite the high
correlation, MDS maps produced using these two matrices show some slight differences
in the analysis of the western varieties, with the Levenshtein PMI-produced map corres-
ponding a bit better with the traditional divisions of this dialect zone.

The main limitation of the Levenshtein PMI is the constraint that vowels can align
only with vowels and consonant only with consonants. Due to that restriction we can-
not get information on the distances between vowels and consonants. The real merit of
PMI used in string aligning would be to use this procedure without VV-CC constraint,
in which case some previously described errors would be avoided and the distances
between vowels and consonants would also be retrieved. However, if at the beginning
of the PMI procedure no VV-CC constraint is given to the Levenshtein algorithm, the
starting alignments are erroneous and as a consequence the segment distances and align-
ments produced by the PMI algorithm are also erroneous. This problem still remains to
be solved.
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