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Chapter 7. Feature-extraction algorithm implementation in FPGA

7. Implementation of feature-extraction algorithm in FPGA

The feature-extraction algorithm was developed for processing of signals from the front-
end electronics of the PANDA EMC. The results discussed in Chapter 6 were obtained by an 
off-line  data  analysis,  where  the  feature-extraction  algorithm  written  in  C++  code  was 
applied to the digitized values of the analog preamplifier (shaper) signal-trace.

During the experiment, the on-line information on energy and time of the current event 
is  crucial  for  making decisions on storing or  discarding the event.  For this purpose the 
feature-extraction  algorithm  was  also  developed  in  VHDL (Very  high-speed  integrated 
circuits  Hardware  Description  Language)  code  suited  for  the  100  MHz  and  16-bit  
commercial  Sampling ADC (SADC).  This  VHDL code was implemented into the  Field 
Programmable  Gate  Array  (FPGA)  of  the  Xilinx  family  on  the  SIS3302 SADC.  The 
performance of this FPGA implementation of the feature-extraction algorithm was tested on 
a Xilinx Spartan Development Board. 

The chapter starts with a short introduction to the widely used FPGA circuit. Then the 
hardware of the Xilinx Spartan Development board will be briefly described and the block 
diagram of the signal processing implementation will be discussed. Thereafter the results of 
the on-line data processing, obtained with LED light pulser signals, will be presented. The 
results are compared with the results of the off-line (software) signal processing. Finally, the 
performance of  the on-line pulse amplitude detection and the determination of  the time 
resolution obtained with cosmic muons are shown.

7.1 Signal processing

Signal processing methods have been applied for a long time to transform or manipulate 
analog or digital signals. The Digital Signal Processing (DSP) integrated circuit is found in  
many  applications,  e.g.  in:  data  communications,  speech,  audio,  biomedical  signal 
processing, instrumentation and robotics [75].

Since 1970, the development of programmable digital signal processors has started to 
accelerate the digital signal processing. One of the members of the programmable family is 
the FPGA developed in the beginning of  1990 [76,  77].  The FPGA is a  semiconductor 
device that can be programmed. 

Xilinx and Altera have become worldwide the main manufactures  of FPGAs due to 
flexibility,  DSP  libraries,  and  simple  hardware  development  tools.  Xilinx  offers  two 
different families of FPGAs, the Spartan and the Virtex series FPGAs. The Virtex FPGA has 
a high speed [76] but also a high price due to the high density of the logic blocks (see next  
section) and the large memory compared to the Spartan FPGA.

The SIS3302 SADC contains five Spartan FPGAs. The Spartan FPGA belongs to the 5th 

generation of the Xilinx family.  The family consists of eight members offering densities 
ranging from 50 000 to five million system gates [78].
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Chapter 7. Feature-extraction algorithm implementation in FPGA

7.2 Xilinx Spartan-3A development board

In order to test the feature-extraction algorithm and its proper implementation in VHDL 
code,  we  first  used  the  Xilinx  Spartan-3A development  board  which  contains  a  Xilinx 
Spartan 3 XC3S700 AN FPGA [78]. Communication with this test board was enabled by its 
RS-232 serial port for data input/output. Figure 7.1 shows a photograph of this board.

The  Xilinx  Spartan-3A FPGA is  built  of  five  programmable  functional  elements: 
configurable  logic  blocks  (CLBs),  input/output  blocks  (IOBs),  block  random  access 
memories (RAMs), dedicated multipliers with two 18-bit complement (bitwise) operation 
and digital clock managers (DCMs). 

The FPGA is an array of CLBs, which provide the user with the complete control over 
the functionality of the FPGA. Using a combination of CLBs in the FPGA will allow the 
user to program a gate with varying inputs, outputs and logic. The CLB is composed of  
look-up table (LUT), multiplexer (MUX) and 175 shift registers [78]. 

LUTs are used to implement function generators in CLBs. Four independent inputs are 
provided to each of two function generators which are used to realize Boolean functions.

The  IOBs  represent  the  physical  pins  of  the  FPGA and  they  are  programmable  to 
configure the interconnections of CLBs. For the implementation of the feature-extraction 
algorithm we used 232 IOBs out of 333 available, thus there is still room for extensions and  
refinements. 

The Xilinx FPGA has an on-chip memory, called block RAM, up to 10 Mbits in 36 kbit 
blocks. 

Digital  clock  managers  (DCMs)  provide  advanced  clock  capabilities,  which  can 
eliminate  a  system  clock  skew.  This  feature  eliminates  a  clock-distribution  delay  and 
improves the system performance [78].

The multipliers are located adjacent to the block RAM, making it convenient to store 
inputs in the block memory. The multipliers in the Xilinx Spartan-3A FPGA family are fast 
and efficient enough to implement a signed or an unsigned multiplication, basically a shift-
add operation, with a precision up to 18 bits. 

The Xilinx Spartan-3A development board has four binary switches, which are marked 
in the lower right corner of Figure 7.1. The switches allow to select a 16-level setting-word 
and are used to set different modes (see Table 7.1) of operation of the feature-extraction 
algorithm. 

7.3 VHDL coding of the feature-extraction algorithm

The  feature-extraction  algorithm  is  implemented  in  an  FPGA by  coding  in  VHDL 
language. The algorithm was discussed in detail in Chapter 5. Figure 7.2 shows the block 
diagram  of  the  signal-processing  logic  for  the  feature-extraction  algorithm  which  is 
implemented in FPGA for LNP preamplifier signals. The MWDI functional block produces 
a trapezoidal shape from the LNP preamplifier pulse. The MWDII functional block is used 
to reduce the tail on the trailing edge of the MWDI pulse, thus it reduces the response time 
of the detector, which decreases the probability of signal pile-up at high rates. The Baseline 
functional block restores the correct baseline for precise energy determination. The output of 
the Baseline functional block is connected to three blocks, namely to CFT, MA and Energy 
readout functional blocks. The CFT functional block provides the time-stamp information. 
The MA functional block is used for smoothing and noise reduction leading to precise pulse 
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detection  at  lower  thresholds.  For  the  ASIC  (or  analog  shaper)  signal  the  MWDI and 
MWDII blocks are bypassed.

Figure 7.1:  Photograph of  the  XILINX Spartan  development  board  with XC3S700AN-
FG484 FPGA and basic functions indicated [78].

Switch Position and Modes

0                  Copy of input data stream (echo mode)

1                  MWD

2                   MWD + MA

3                   CFT (inverted and delayed triangle)

4                   Smoothed pulse

5                   Baseline level

6                   MWD baseline

7                    Zero-crossing

8                    Suppression of baseline 

9                    Event energy measurement

10 – 15          10 bytes of event data or multiplexed data 

Table 7.1: Event-data package format with the settings of binary switches.
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Figure  7.2:  Block  diagram  of  signal  processing  in  FPGA for  signals  from  the  LNP 
preamplifier. 

The VHDL code contains two parts, the feature-extraction algorithm and an input-output 
interface.  The  main  module  is  called  system  container  (see  Figure  7.3).  This  module 
contains  the  clock management,  I/O interfacing,  and generic  parameters.  For debugging 
purpose, multiple busses are exported to present intermediate results. This feature is likely to 
be eliminated in the final version as it uses a lot of routing resources. Selection of output  
modes is done by means of an output select register. 

Figure 7.3: Block diagram of the system container.

The  system container  also  contains  the  Feature-Extraction  module  which  is  used  to 
process  the  data.  The  block  diagram  of  the  Feature-Extraction  module  is  presented  in 
Figure 7.4. This module consists of MWD and Constant Fraction (CF) sub-modules. Details 
of these modules are described below.
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Figure 7.4: Block diagram of the Feature-Extraction logic. 

Mowing Window Deconvolution: This function is taking the amplitude difference at 
two sampling points which are M sampling intervals apart (A[n] – A[n-M]). M is the MWD 
differentiation filter length. The value of M can be set as an integer (2, 3, 4, 5, 6) power of 
two. The block diagram of the MWD function implemented in VHDL code is presented in 
Figure 7.5. The MWD logic consists of the Moving Sum and the Moving Difference blocks, 
which are briefly outlined in the following (see equation 5.8). The FPGA can perform binary 
operations  only  with  integer  numbers.  However,  the  normalization  constant  1/τ (see 
equation 5.8), expressed in units of the SADC sampling period T = 10 ns, is a real number 
less than one and typically has the value 1/ 2500 for the LNP preamplifier decay constant of 
25 µs. In order to make the FPGA implementation of the MWD filter algorithm possible, the 
sum term of equation 5.8 and the normalization constant are temporarily multiplied by the 
large value 224, and after the multiplication operation, the result is divided by 224.
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Figure 7.5: Block diagram of the MWD implementation in VHDL code. 

Moving Sum (MSUM)  also referred  to  as Moving average  (MA):  This  function is 
implemented as a moving sum over M samples, where M = 2n [79] and n is a natural number. 
A linear memory is needed to keep track of the current/last  M samples. All samples are 
added to the moving sum and sample  n-M is  subtracted from it.  Since the  size  of  this 
moving sum is a power of two, a moving average is simply created by removing the n least 
significant bits. Figure 7.6 shows the block diagram of the Moving-Average implementation 
and indicates the addition (+) and subtraction (-) modules. In addition, a pipeline module has 
been implemented. The pipelining will help to increase the clock cycle for the process and is 
implemented as a dual-port memory with an integrated addressing mechanism. The dual-
port  RAM  has  the  ability  to  simultaneously  read  and  write  different  memory  cells  at 
different addresses [79]. This mechanism provides simultaneous read/write operations and 
automatic read/write pointer updating on each action. The difference between the read- and 
write-pointer addresses determines the effective length of the buffer, which remains constant 
as the pointers are updated simultaneously.

Figure 7.6: Block diagram of the Moving-Average implementation. W is a window size and 
W×M represents the sum over M samples.
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Moving Difference (MDIFF): This function is used in the MWD block-diagram; see 
Figure 7.5 [79].  The block-diagram in Figure  7.7 shows the features  of  “delaying”  and 
“subtracting” the input data. This module does not require extra bits, because the input data 
is already signed integer.

Figure 7.7: Block diagram of the Moving-Difference implementation. 

Constant Fraction Timing: The CF Timing process will always have to deal with input 
signals on a non-zero baseline and therefore, requires a baseline-follower function resulting 
in “clamped data” (see Figure 7.8). Clamped data [79] can then be treated as “absolute” data 
values. The baseline calculation is, in principle, done only once but can be initialized on 
demand.  In  general,  the  baseline  is  estimated  continuously.  Only for  test  purposes,  we 
created a possibility to use a constant value, estimated once at the start of the DAQ. For 
practical  purposes,  the  CF-fraction  =  1/k (with  k the  attenuation  coefficient  defined  in 
Eq. 5.12) is again a power of 2; in this case it is equal to 4. The CF signal is constructed to 
create a signal with a related zero-crossing to determine an exact time stamp. The zero-
crossing function can also be used to detect an event. To be able to distinguish (positive-
only) events from other (noise) zero-crossings the sum of original data is calculated. When a 
zero-crossing coincides with a sufficient integral  value of an original baseline-subtracted 
pulse, an event is detected. In order to prevent false multiple-hits, an inhibition period is 
foreseen following each event. This is done by a ‘gate-generator’, which is constructed like 
a simple counter. The block diagram of the Event-detection implementation is presented in 
Figure 7.8. 

The implementation of the feature-extraction algorithm in the FPGA required a certain 
number of CLBs, LUTs, and flip-flop memories. Table 7.2 presents the usage of the FPGA 
resources. For the feature-extraction algorithm 14%, 12% and 11% of the available CLBs, 
LUTs and flip-flops, respectively, were used [79]. 
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Figure 7.8: Block diagram of the implementations of Baseline follower and Event detection. 
The Event detection function is implemented as a zero-crossing detection and determines 
whether a smoothed (i.e. integrated) signal crosses a given threshold. 

Table 7.2: The available and required FPGA resources for the feature-extraction algorithm 
and some of its modules for 1 channel of the SADC readout.

7.4 Results obtained with the FPGA implementation

Debug mode: The FPGA implementation of the feature-extraction algorithm is designed 
to be user-friendly: one can monitor the processed pulse at different stages. Different output-
modes  (Table  7.1)  can  be  selected  by  binary  switches  for  the  Xilinx  Spartan-3A 
development board (see Figure 7.1) or by output select registers for the SIS3302 SADC. The 
different debugging modes were tested with signals generated by the LED light pulser and 
the results are visualized in Figures 7.9, 7.10 and 7.11.

78

CLBs 15360 2166 219 130 47

LUTs 15360 1844 93 129 36

Flip-flop memories 15360 1686 158 111 33

Total 
Number

Feature-Extraction
 Algorithm 

Constant
 Fraction

Baseline Amplitude 
Detection



Chapter 7. Feature-extraction algorithm implementation in FPGA

Figure 7.9: Debugging mode: Echo (copy) of the input data.

Figure 7.10: Debugging mode: MWD signal traces derived from input data for different 
MWD filter length M.

Figure  7.11: Debugging  mode:  CFT signal  derived  from input  data  for  different  CFT 
fractions. 
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Xilinx  Spartan  Development  Board: The  implementation  of  the  feature-extraction 
algorithm was tested with signals from the LED light pulser. The test was performed semi-
off-line, since the waveform of the analog preamplifier pulse was digitized and stored on 
disk. The recorded pulses were written into the memory of the development board via the 
RS-232 connector; the data were processed by the FPGA and simultaneously analyzed in 
software. The pulse amplitudes obtained by the semi-online analysis [fpga] and the software 
processing [soft] are compared in Figure 7.12. The corresponding results for the relative 
energy resolution / and the time resolution trms are presented in Figure 7.13. Correlation 
coefficients of 99.9% are obtained for these two analyses. 

Figure 7.12:  Comparison of  pulse amplitudes obtained as  MWD amplitude m[soft]  and 
m[fpga] for the software analysis and the FPGA processing, respectively. According to the 
cosmic-ray calibration, the lower amplitude corresponds to 80 MeV and the higher one to 
390 MeV. The correlation coefficient is 99.9%.

Figure 7.13:  The correlation between energy resolution /[soft] and /[fpga] (left) and 
the time resolution  trms  [soft] and  trms  [fpga] (right) obtained for software analysis and 
FPGA processing, respectively. The correlation coefficient is 99.9%.

SIS3302  Sampling  ADC:  The  commercial  SIS3302  SADC  (see  Chapter  5),  as 
mentioned above, disposes of 5 FPGAs from the Xilinx Spartan family. After satisfactory 
tests with the Xilinx Spartan-3A development board, the feature-extraction VHDL code was 
ported to the SADC. The firmware was loaded into the memory of the FPGA and thus 
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enabled the SADC to process the data on-line. The implementation can handle any sampling 
rate up to 100 MHz. The interfacing was also changed from serial port to VME-bus. To 
verify  the  performance  of  the  SADC  implementation,  we  compare  the  on-line  pulse 
amplitude detection [on-line] with the software analysis [soft]. 

The  performance measurements  were carried out  with the  MWD filter  length  set  to 
M = 320 ns and the MA length set to L = 160 ns. These values were optimal for the Proto60 
data  analysis  (Chapter  6).  The  measurements  were  performed  in  two  different  modes: 
“store-traces”  mode  and  “feature-extraction”  mode.  The  measurements  were  done  for 
different light intensities. At each fixed light intensity the preamplifier signal was recorded 
in parallel by one SADC using default firmware for off-line processing and was analyzed 
on-line by another SADC with our feature-extraction firmware implemented in FPGA, see 
Figure 7.14 

Figure 7.14: Scheme of the experimental setup with LNP preamplifier for the comparison 
of the timing measurements for the on-line and the off-line pulse processing in the Sampling 
ADC.

The relative energy resolution /µ is calculated for different pulse amplitudes. The result 
is shown in Figure 7.15. The correlation coefficient is 99.9%. The slope obtained by linear 
regression  is  1.03(2).  In  the  case  of  the  FPGA implementation,  all  the  variables  and 
operations are integer numbers and functions, respectively, but floating-point variables and 
operations are used in the off-line analysis. Therefore, it can be expected that the slope is not  
exactly 1.

Figure 7.15: The comparison of the relative energy resolution  /[on-line]and/[soft] 
for the on-line and the off-line (software) pulse processing obtained for different LED light  
intensities. 
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In order to observe the linear correlation between amplitude measurements in two SADC 
channels, the signals from both preamplifiers were fed into separate SADC channels. Light 
from the LED light pulser with about the same intensity was injected into both LAAPDs and 
the light intensity was varied. The on-line measured pulse amplitude correlation is shown in 
Figure 7.16.

Figure 7.16: Top: The on-line detected pulse-amplitude correlation between two LAAPDs. 
Bottom: The difference of MWD amplitudes between two SADC channels. The difference is 
around zero, which confirms that both LAAPDs receive almost the same light intensity.

Time measurements were performed according to the scheme in Figure 7.14 and the 
results  of  the  on-line  pulse  processing  were  compared  with  the  results  of  the  off-line 
analysis. The input pulse amplitude was kept constant and the CF timing parameters delay = 
40 ns and fraction = 0.5 were chosen for both processes.  The pulse generator was used to 
trigger  both LED light  pulsers.  The pulse generator  triggered the first  LED light pulser 
promptly. The second LED light pulser was triggered with a delay, varied relative to the first 
pulse.  The signals from both preamplifiers  were split  by a resistive impedance-matched 
splitter.  The  split  signals  were  directed  to  two  SADCs  operated  in  “store-traces”  and 
“feature-extraction” modes.  The delay of the second pulse changes the time stamp of the 
coincidence time. The coincidence time was measured for different delays and the results 
are presented in Figure 7.17. We observe a linear correlation between the on-line and the 
off-line analysis with a slope of 0.99(1) and a correlation coefficient of 99.9%. 
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Figure 7.17: The comparison of the timing performance tmean [on-line] and tmean [soft] for 
the  on-line and off-line (software) pulse processing, respectively,  for constant  LED light 
intensity and variable relative signal delay. 

In order to study the linearity of the CF timing response, the time-stamp determination 
was compared with results obtained by a precision TDC in Figure 7.18. The experimental 
setup  in  this  case  was  the  same  as  described  in  Figure  7.14.  The  constant-fraction 
discriminator coupled with the TDC replaced the SADC with default firmware. 

Figure 7.18:  The correlation between the time differences T[tdc] and T[on-line] measured 
by TDC and SADC, respectively.

We  observe  a  linear  relation  with  slope  0.3.  Using  the  fit  equation  (T[on-
line] = 0.3 T[tdc]), we can calibrate the TDC relative to SADC channels. Subsequently, we 
can check the difference of  T[on-line] - 0.3 T[tdc], which is measured by the SADC and 
TDC. The time differences obtained for different time positions determined by the TDC are 
shown in Figure 7.19.  The time differences are closely spread around the zero line, which 
shows the precision of the on-line CFT method.

To evaluate the response of the CF timing obtained by the on-line pulse processing, the 
y-axis projection of the two-dimensional histogram in Figure 7.19 is shown in Figure 7.20 
with  the  time  axis  calibrated  in  ns.  The  distribution  can  be  described  by a  symmetric  
Gaussian function and after fitting we obtain a width  = 0.4 ns. 
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Figure 7.19:  Scatter plot of time differences (T[on-line]-0.3 T[tdc]) for each event as a 
function of the TDC time.

Figure 7.20: The y-axis projection of the scatter plot shown in Figure 7.19.

In addition to the LED pulser measurements, test results were obtained using signals 
from cosmic muons (see Chapter 6, setup with single crystal). The SADC was operated in a 
self-triggering mode. The incoming events were stored in memory and read out every 1 s to 
avoid  memory  overflow.  Figure  7.21  shows  the  distribution  of  the  detected  pulse 
amplitudes.  For  this  measurement  the  MWD  filter  length  was  set  to  M = 320  ns  (see 
Figure 6.35).  The  blue  curve  belongs  to  the  raw  spectrum  for  cosmic  muon  energy 
deposition in a single PWO crystal bar. Figure 7.22 shows the energy correlation between 
two SADC channels, where all events of the first channel, collected within a 1 s buffer, were 
combined with all events of the second channel, recorded within the same 1 s time window. 
In order to unambiguously determine events with two-channel correlations we inspect the 
differences of the time stamps. The differences dt of time stamps between two channels are 
shown in Figure 7.23 left. To select “coincidence” events, a time-cut of  |dt| < 10 ns was 
applied.  The  resulting  histogram  is  shown  in  the  lower  panel  of  Figure  7.23.  The 
corresponding energy-deposition histogram is shown in Figure 7.21 by the red curve.
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Figure 7.21: Spectrum of cosmic muon energy deposition. The data analysis is done on-line 
with our feature-extraction algorithm implemented in the FPGA of a commercial SADC. 
The blue curve indicates the raw spectrum of cosmic-muon energy deposition. The red curve 
shows the spectrum, when a coincidence is required between the signals from both end faces 
of  the PWO crystal.  The black arrow indicates  the most probable energy deposition by 
cosmic muons.

Figure 7.22: The on-line detected pulse-amplitude correlation for both SADC channels. 

Figure 7.23: Left: Differences  dt of time stamps between two channels for cosmic muon 
energy deposition. Right: Same as Figure 7.22, but showing the correlation between two 
channels after applying the time-cut |dt|<10 ns. 
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The time resolution is calculated using the time stamp difference between 2 LAAPDs 
(see Figure 7.24). For the estimation of the time resolution for 20 MeV energy depositions 
in the PWO crystal bar we have applied the condition, that the energy detected in the two 
channels differs by less than 10%. The calculated time resolution, obtained from the σ of the 
Gauss fit of the time stamp distribution divided by √2, is equal to 3.16(3) ns for the on-line 
analysis. This result is very well comparable with the off-line determined value 3.15(1) ns of 
the time resolution.

Figure 7.24: The  distributions of time-stamp differences  between two LAAPDs, optically 
coupled to a PWO crystal, for cosmic-muon energy depositions. The rms width of the peaks 
as well as the σ of the fits are included in the graphs for both analysis results. Left: Result  
from the off-line analysis. Right: Result from the on-line analysis. 

7.5 Conclusion

The implementation of the feature-extraction algorithm in VHDL code into the FPGA 
was successfully tested with the LED light pulser and with cosmic-muon energy depositions 
in a single PWO crystal bar. The obtained results concerning energy and time resolution 
were compared with the software (off-line) analysis using the same algorithm and the same 
parameters. Linear correlations were observed between results from both pulse-processing 
procedures with correlation coefficients of 99.9% in all studied cases. Applying this data-
acquisition  (DAQ) concept,  we proved an  important  element  of  the  trigger-less  readout 
concept in the case of measurements with cosmic muons. The trigger-less DAQ readout 
chain for the PANDA EMC will consist of a digitizer module, multiplexer and computer 
node (Chapter  5).  The detected signal  will  be processed in order  to extract  the relevant  
information. Here, we presented the first-time application of a DAQ based on a commercial 
SADC with our newly developed feature-extraction algorithm implemented in FPGA. We 
demonstrated  that  this  system  allows  reliable  measurements  based  on  on-line  signal 
processing and event-feature extraction. 
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