Improving quality attributes of software systems through software architecture patterns
Harrison, Neil Bruce

IMPORTANT NOTE: You are advised to consult the publisher's version (publisher's PDF) if you wish to cite from it. Please check the document version below.

Document Version
Publisher's PDF, also known as Version of record

Publication date:
2011

Link to publication in University of Groningen/UMCG research database

Citation for published version (APA):

Copyright
Other than for strictly personal use, it is not permitted to download or to forward/distribute the text or part of it without the consent of the author(s) and/or copyright holder(s), unless the work is under an open content license (like Creative Commons).

Take-down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately and investigate your claim.

Downloaded from the University of Groningen/UMCG research database (Pure): http://www.rug.nl/research/portal. For technical reasons the number of authors shown on this cover page is limited to 10 maximum.

Download date: 27-03-2020
7 Pattern-Driven Architectural Partitioning

This chapter consists of material from the following publication:


Abstract

One of the vexing challenges of software architecture is the problem of satisfying the functional specifications of the system to be created while at the same time meeting its non-functional needs. In this work we focus on the early stages of the software architecture process, when initial high-level system partitioning is being performed. Specifically, we study the problem of system partitioning with respect to both functional requirements and quality attributes. Architecture patterns are particularly well-suited to simultaneously addressing functional requirements and quality attributes. They support architects in considering both, understanding the impact of decisions on other attributes, and making tradeoffs among them. Existing architectural design methods accommodate pattern use, but do not exploit it in detail. We propose a pattern-based approach that leverages the benefits of patterns, and fits well with existing methods.

7.1 Introduction

During the process of designing the architecture of a system, the architect is faced with the challenge of proposing solutions that can be implemented within the constraints of the project, while satisfying a set of system requirements. A significant part of the early phases of the architecture process is making decisions about how the system should be broken into logical partitions, in order to facilitate understanding, implementation, and extension of the system. Partitioning the system can be particularly daunting because the architect needs to cope with both functional and non-functional requirements.

A key activity of software architecture is the decomposition or partitioning of the system into architectural elements [108]. This tends to be done logically according to the functions that the system is to provide (i.e., what the system should do) [28]. However, architects cannot focus exclusively on the functional requirements, but must consider the quality attributes as well. While the quality attributes are not implemented in single partitions, the decisions made about the partitioning of the system can affect the ease with which certain quality attributes can be satisfied. For
example, security can be made easier or more difficult to implement by the architectural partitioning selected – separation of the system into layers enables security to be implemented easily at a certain layer. On the other hand, layers of components often require high messaging overhead between individual layers, and thus hurt performance in many cases. An architect considering a layered architecture is thus confronted with making tradeoffs between improved security and degraded performance. This tradeoff decision must be made early in the architecture process; when the initial gross partitioning is being considered.

In this chapter we study how to perform a software system partitioning while trying to satisfy both functional requirements and quality attributes. We learned that architects consider both simultaneously, and use architecture patterns to help them do so. The application of patterns offers a reusable and proven way to partition a system with known consequences to the quality attributes. In order to generalize this outcome and provide a systematic, disciplined way of system partitioning, we propose a new approach, called Pattern-Driven Architectural Partitioning. This approach integrates well with common architectural design methods. Significantly, many such methods mention the use of architecture patterns, but they do not explore in depth how the patterns can be used, or the significant benefits that accompany their use.

The rest of the chapter is structured as follows: Section 7.2 describes the problems of system partitioning and balancing functional requirements and quality attributes. Section 7.3 presents an experiment of architectural partitioning that demonstrated the use of patterns. Section 7.4 proposes the pattern-driven architectural partitioning approach while section 7.5 places it in the context of existing architecting methods.

7.2 Theoretical Background

7.2.1 System Partitioning

Early in the architecture process, decisions are made about the general direction and partitioning of the system. These decisions are of necessity made with incomplete information about the system. Nevertheless, the decisions made at this early time can have significant long-term impact on the system. For example, decisions can affect the ease with which features are implemented and tested, and later features added. And as stated, they can impact the ability of the system to fulfill its quality attributes.

Practice has shown that implementations of quality attributes tend to cut across all partitions of a system. For example, in order to meet reliability requirements, each developer may need to follow a prescribed approach to error handling. This may include such rules as these:
• Check that a pointer or array index is valid before using it.
• Check that the arguments supplied to a function are valid.
• Check a function’s result to see if it failed, and handle any failure as gracefully as possible.
• Check that a message arriving on an external interface is properly formatted.
• Start a timer when sending a message that could lead to a hung resource if the destination does not respond [130].

In addition, the architect must consider at least the following:

1. how to partition the system into modules that can be readily implemented by the staff of the project
2. how to satisfy the functional requirements of the system through this partitioning
3. the influence of the partitioning and the system’s quality attributes on each other

These three considerations are not independent of each other, thus one must not neglect any of them during the course of designing the architecture. Thus a crucial part of software architecture is the balancing of functional requirements and quality attributes, and making appropriate tradeoffs among them.

### 7.2.2 Balancing Functional Requirements and Quality Attributes

While it is clear that architects must consider both functional requirements and quality attributes, how they do so is less clear. One might consider two general approaches:

The architect may consider the functional requirements, and partition the system accordingly. Then apply suitable changes to accommodate the quality attributes. This approach is proposed in the QASAR method [28].

The second approach is to consider both functional requirements and quality attributes simultaneously as the system is partitioned. This approach is either embraced or accommodated by most current architecture methods, as will be shown in the related work section. In our experience, this is the approach followed by most architects.

Functional requirements and quality attributes may be at odds with each other. In particular, architectural decisions that accommodate a functional requirement may conflict with a quality attribute, or vice versa. The architect must be aware of such side effects and make balancing decisions.

Using architecture patterns helps to alleviate this problem to a certain extent. Architecture patterns have visible partitioning which addresses functional...
requirements. In addition, they describe their impact on quality attributes. Therefore, as an architect uses an architecture pattern, he or she also gets knowledge of the non-functional impact on the system. Architecture patterns provide a convenient and powerful way to address both functional requirements and quality attributes of a system, as explained below.

### 7.2.3 Advantages of Using Architecture Patterns

There are at least four key benefits to using architecture patterns during architectural design:

First, Architecture patterns show singular power in linking functional and non-functional consequences of an architectural approach together. The solutions have been verified through extensive experience, which leads to understanding of their impact on non-functional aspects of systems. Patterns include context (preconditions for the use of the pattern), forces (considerations that may make the system especially difficult to design), and resulting context (important consequences of the solution). This additional information associated with a pattern is a powerful source of knowledge about a proposed architecture. For example, the Model-View-Controller pattern in [33] describes this benefit: “…multiple views [of the model] may be open at the same time, and views can be opened and closed dynamically.” This shows a positive impact on the quality attribute, usability. It also notes the following liability: “Controller and view are separate but closely-related components, which hinders their individual reuse.” This shows that the pattern can have a negative impact on the quality attribute, reusability. This pattern includes numerous other benefits and liabilities to various quality attributes. An architect can use this information found in architecture patterns to help make decisions about how to design the system.

Second, architecture patterns can also help architects identify when an architectural approach might introduce conflicting approaches to different quality attributes. For example, a system may have both performance and security requirements. The architect may wish to use the Pipes and Filters pattern to facilitate performance gains through parallel processing [33]. However, the Pipes and Filters pattern is weak in supporting security. This additional information may cause the architect to carefully consider the usage of this pattern before it becomes too late.

Third, patterns have rich relationships among them. These relationships may include the following: A pattern may influence the use of other patterns, a pattern may specialize the use of another, two or more patterns may be alternatives, etc. This helps when an architect is trying to reason about the consequences of a combination of patterns upon the quality attributes. It also helps the architect to find alternative patterns as solutions to the same problem.
Fourth, patterns can be used as part of the natural flow of architectural design. For example, architects may be reluctant to interrupt the creative flow of architecture to document architectural decisions made. The constraints of real-world industrial projects do not allow architects the luxury of fully exploring the problem space or documenting the different dimensions of the project’s architectural knowledge. However, patterns tend to emerge naturally during the course of architecture, and their use can be easily documented without disrupting the architectural design process. Architects can use them almost naturally within the context of almost any architecture process they use.

7.3 A Study of Architecture Pattern Usage
In order to observe how architects partition a system and tackle functional and quality aspects, we conducted a laboratory architectural exercise. The aim was not to perform a sophisticated empirical software engineering experiment but a simple, intuitive exercise in architecting. In this exercise, two teams of six members each were given a set of requirements for a web-based e-commerce system, and were asked to design a preliminary partitioning for the system. We observed each team in action, and noted what things they discussed, and the architectural decisions they made. The teams had about three hours in which to work, so they knew that they could only perform an initial partitioning.

The teams differed in experience level. One team consisted almost exclusively of highly experienced software architects; all had over ten years of software development experience, and most had over five years of software architecture experience. On the other hand, the second team had relatively inexperienced people. While all had development experience, few had any architecture experience. It was instructive to compare the processes of these teams with each other.

The requirements the teams received were about one page in length, and consisted of a short description of the system as well as a set of requirements. The requirements included both functional requirements and quality attributes. The requirements were not grouped as such; i.e., there was not a separate section for quality attributes. By doing so, we did not call attention to the quality attributes.

7.3.1 Results
We observed both groups, and noted how they considered the requirements. Both groups began by identifying reliability as the dominant quality attribute of the system. In addition, they identified security, performance, and scalability as other significant quality attributes. At this time, neither group made major decisions about approaches to reliability the other quality attributes, but rather discussed the requirements to gain clarification about what they meant.
The groups then turned their attention to the major functional aspects of the system, the communication architecture. They continued to frequently discuss all the quality attributes as they discussed the functional aspects of the system.

After some time, both groups began to converge on the same general architecture, following the Broker architecture pattern [33]. Neither group explicitly identified the Broker pattern and then sought to apply it to the problem. Rather, the overall shape of the Broker pattern emerged, and the team recognized it as the pattern. Both groups noted how the pattern satisfied the functional requirements as well as the reliability requirement, but that they would need such features as server duplication supported by the Broker pattern, to achieve high availability. At the same time, the Layers pattern emerged, and was briefly considered. The experienced team, with more extensive exposure to architecture patterns, noted that they intended to consider patterns more explicitly given more time.

7.3.2 Interpretation
Our hypothesis was that early in the architecture process, architects use architecture patterns to select an initial partitioning of the system to be built. Furthermore we believed that architects do not neglect the quality attributes, but they consider them in parallel to the functional aspects of the system. Their use of the patterns means that they get the attendant non-functional behavior “for free,” as a by-product of the pattern usage.

We observed that at least for certain quality attributes, architects consider them at the same time as they consider the functional requirements. In fact, they work them together, bouncing from one to the other rather quickly. This indicates that they fully appreciate the interaction between functional requirements and quality attributes – that an architectural solution must address both at the same time.

The architecting exercise showed that in order for architectural methods to be most effective, they must support the consideration and documentation of functional requirements and quality attributes more or less simultaneously. At the very least, they must allow it to happen. For example, many of the methods and tools for documenting architectural decisions allow simultaneous consideration and documentation of functional and non-functional decisions by allowing both types of decisions to be documented in the same way. The next section describes our own approach to tackle this issue.

7.4 Pattern-Driven Architectural Partitioning
As demonstrated by the experiment results, architecture patterns fit well into the initial stages of the architecture process, as architects analyze the system’s quality attributes and propose overall approaches to the system partitioning. For this
purpose we have defined an approach, called Pattern-Driven Architectural Partitioning, comprised of the following steps:

1. **Identify the most prominent architectural drivers of the system.** These include both functional requirements and non-functional quality attributes, and they are prioritized according to the stakeholders concerns.

2. **Select candidate architecture patterns that address the needs of the architectural drivers.** This is done by examining the context and the problem statements of the patterns to find possible matches, and the consequences to study the estimated impact of the patterns’ solution on the system functionality and quality attributes. Some concerns may be addressed by the same pattern, and conversely, some patterns may address the same concern. Each concern should be addressed by at least one pattern. Note that this is more of a qualitative matching rather than an architectural evaluation that follows in a later stage.

3. **Partition the system by applying a combination of the candidate patterns.** Patterns propose solutions, where architectural elements play specific roles and have specific relationships. In the combination of the patterns, some elements may need to play more than one role and some relationships may be combined. A single system partitioning must emerge by combining the patterns.

4. **Evaluate whether the partitioning (specified by the selected patterns) satisfies the architectural drivers.** This step may include the following activities:
   a. **Examine the forces of the pattern to understand any challenges posed by the solution, and determine whether they apply to the current system.**
   b. **Examine the consequences of the patterns to determine whether the architectural drivers are satisfied**
   c. **Examine the consequences of the patterns to determine whether they impose constraints on the system that may require additional patterns, or may render any patterns impractical for this system.** If additional patterns are needed, return to step 2 to select patterns. Additional patterns can be found in the related patterns sections of the pattern description.
   d. **Examine the interaction among the patterns selected to see whether the impact on the quality attributes are compatible.**
5. **Perform trade-off with respect to the different architectural drivers.** This entails compromising some drivers in favor of others, and consequently affecting the system partitioning. If no optimal trade-off can be found, return to step 2 to select alternative patterns or substitute some patterns for others. If some architectural drivers have not been addressed yet, also return to step 2 to select additional patterns, as needed.

6. **Perform trade-off with respect to the different architectural drivers.** This entails compromising some drivers in favor of others, and consequently affecting the system partitioning. If no optimal trade-off can be found, return to step 2 to select alternative patterns or substitute some patterns for others. If some architectural drivers have not been addressed yet, also return to step 2 to select additional patterns, as needed.

This process can be repeated as additional architectural drivers are identified, or if fundamental attributes of the system change. In subsequent iterations, it is normal to consider the impact of existing patterns on the newly identified drivers before adding new patterns; i.e., begin with step 2.

The results of this approach form a starting point for the architectural design. The next steps vary in different architecting methods, but they usually involve further
decomposition, documentation of other views, and eventually architectural evaluation and evolution studies.

7.4.1 Example

In order to illustrate how to use PDAP, consider the web-based purchasing system as described above. It displays items for sale and allows the user to select items to purchase. At checkout time, it accepts shipping and payment information from the user, and verifies the credit card information. Upon sale confirmation, it generates a credit card payment record, and a shipping order. The system has the following important quality attributes:

1. **Reliability**: the integrity of transactions must not be compromised. If the user aborts the transaction, or if there is an error that prevents the completion of the transaction, neither a bill nor a shipping order may be generated.

2. **Security**: the financial aspects of the transaction must be safe for the user, and the system must be safe from compromise by break-ins.

3. **Scalability**: as the business grows, the system must be able to easily expand to handle the increased traffic.

4. **Modifiability**: the business may expand to different types of products, or into different countries. Because the business growth is as yet unknown, the system must accommodate such modifications.

5. **Performance**: the system must be able to handle occasional traffic spikes; for example, in response to a special offering.

**Step 1**: We select reliability and security as the most prominent quality attributes to consider early. Of the functionality, we note that the requirement that the system provide web-based transactions is the key requirement. This gives us the most important architectural drivers of the system.

**Step 2**: In order to maintain transactional integrity across the web, we isolate transaction processing inside the server and put a gateway process in front of it. We see that this matches the Broker architecture pattern exactly.

Since we need strong security, we consider other patterns that could enhance security. We see that the Layers pattern supports many aspects of security, such as role-based access control.

We haven’t addressed reliability in detail yet, but believe that the Broker and Layers patterns will support reliability well, so we continue to step 3.

**Step 3**: We follow the Broker and Layers patterns to create tentative partitions. We see that one partition encapsulates the role of the Broker, and that the server software behind it is partitioned into separate layers.
Step 4: We examine the Broker pattern for its impact on other quality attributes. We see that the Broker pattern supports isolation of operations, and could easily support password-protected sessions. We see that this is compatible with the Layers architecture.

We examine the consequences of the Layers architecture, and note that one consequence is that it is not particularly good for high performance. This was not a key driver, but we consider it, and decide that high performance is not of key importance. If it were, we would evaluate whether or not to keep the Layers pattern.

We note that both Broker and Layers are compatible in their support of transactional integrity, which is a major component of reliability. However, nonstop processing (availability) is not addressed.

The Broker process could be ‘choke point’ during times of heavy load, hurting performance. If this is deemed an important risk, we must either modify the Broker pattern or select a different pattern. We look into performance tactics and see that duplication of the Broker process looks promising, so we select this variation, pending more detailed analysis.

Step 5: It appears that security is at least addressed, though it is not yet clear whether it is sufficiently strong. Reliability is not compromised, but nonstop processing is not addressed. We return to step 2, where we examine server duplication patterns such as Warm Standby or Hot Standby [130].

In later iterations, we consider capacity and modifiability. Before we add patterns, we consider the impact of current patterns on those drivers. We see the Broker naturally supports distribution of traffic to multiple servers, which gives strong support for scalability. This also supports reliability, in that the servers can be duplicated. However, we note that the Broker process becomes a single point of failure; a potential vulnerability in reliability. We will address that issue with other patterns, or as we consider tactics during more detailed design.
7.5 Related Work

Software system partitioning is only part of the whole architecting process. Numerous such processes have been proposed, and several are being actively used and studied. We highlight some of the best-known below, and describe how they support the architect in addressing both functional and non-functional aspects of systems. This will help us in setting the PDAP approach in the appropriate context.

The Attribute-Driven-Design (ADD) Method [15] consists of three major steps:

1. Choose the module to decompose.
2. Refine the module by choosing architectural drivers and a set of tactics that satisfies the architectural drivers. Verify and refine the use and quality scenarios.
3. Repeat the above steps for every module that needs further decomposition.

The quality scenarios may be either functional or non-functional; ADD does not make a distinction. However, since non-functional quality attributes span partitions, consideration of them would occur in the earliest iteration of the ADD process. The PDAP process would apply most naturally at that early iteration.

Several architecture methods center on various views of the system. The Siemens’ 4 Views method [73] has four views: conceptual, execution, module and code architecture. The Rational Unified Process 4 + 1 Views [90, 92] centers on four views to describe the architecture: logical view, process view, implementation view, and deployment view. The additional view is a use case view that relates to all the other views. Design strategies are proposed to address these issues, which may be architecture patterns. PDAP could help architects identify the impact of the use of those patterns.

Hofmeister, et al. have proposed in [72] a general model of software architecture design based on these three approaches, as well as two others used in industry. The general model consists of three activities: Architectural analysis identifies the architecturally significant requirements (ASRs) of the system; namely those requirements that influence its architecture [102]. The second activity is architectural synthesis, the creation of candidate architectural solutions to address the ASRs. Architectural evaluation, the third activity, validates the candidate solutions against the ASRs. These activities are performed iteratively, at multiple levels of granularity. In this general view, ASRs may include quality attributes as well as functional requirements. PDAP is highly compatible with this general model. The early steps of identification of quality attributes map to architectural analysis. Selecting patterns is architectural synthesis. Performing analysis of tradeoffs of quality attributes is architectural evaluation.
Bachmann, et al. [12] have proposed using a reasoning framework to assist in architectural design. Reasoning frameworks are to be created for individual quality attributes, such that relevant requirements can be applied to an architecture description. Proposed architecture transformations are thus generated that will satisfy some or all of the requirements. The framework modularizes quality attribute knowledge so that it can be used inside a general design method, and reduces the problems of scale in using quality attribute models in architectural design.

The partitioning proposed in PDAP can serve as a starting point for architectural refinement through quality attribute reasoning frameworks. In addition, patterns can assist the architect in this task by showing the impact of certain architectural decisions (those embodied in patterns) on multiple architectural drivers simultaneously. This can be of significant value, since the reasoning frameworks are independent, and managing interactions among them is done by the architect.

7.6 Conclusions
One of the key challenges of software architecture is recognizing and dealing with the side effects of architectural decisions. Decisions about system partitioning are usually made according to functionality, though they have major implications on quality attributes. Because patterns have a great deal of contextual material and rich interconnections, they are a powerful tool for these challenges. PDAP is a way for architects to exploit this information, and can thus add significant value to existing architectural methods.