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1 Introduction 

1.1 Improving the World through Software 

 

One of the most dramatic innovations in the history of the world is the stored 

program computer and the software that runs on it. Few innovations have had such 

a large impact in such a short time. In just a few decades, software has gone from 

small programs that performed specialized scientific calculations to extremely 

complex system that affect nearly every aspect of our lives. Indeed, software is 

pervasive; we find software not only in home and corporate computers, but in 

virtually every business, in cars, mobile phones, and even in simple home appliances 

such as toasters. 

Software improves our lives in many ways. These are only a few examples: 

- Software makes many tasks easy to perform. For example, one can purchase 

almost anything online, without the need to go to a store. 

- Software manages systems where a high degree of reliability is needed. For 

example, software ensures that financial transactions are correct – that your 

paycheck is deposited in your bank account, and not somebody else’s!  

- Software performs tasks quickly where speed is of the essence. Software that 

controls airplane flight responds quickly to atmospheric changes, helping to 

maintain level flight. 

A consequence of the increasing capabilities of software is that software programs 

have become extremely complex. Indeed, software systems are generally considered 

to be the most complex entities ever created by humans. This is not a new 

phenomenon; the challenges of increasingly complex software have long been 

recognized. In 1968, a NATO conference was convened to address this topic. The 

conference coined the term “software engineering” as an ideal approach to 

designing and developing highly complex software systems. Efforts to improve the 

state of software engineering continue to this day. 

A key way to deal with highly complex software applications is to organize the 

software in modules that can be understood and implemented partially 

independently of each other (see [106, 107].) The systematic organization of 

software gave rise to the discipline of software architecture [108, 121]. Software 

architecture has emerged as an important discipline in the creation of complex 

software systems. 
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1.2 Software Architecture 

In order to understand software architecture, let us begin with architecture of 

buildings. One can usually build shed with four walls, a door, and a roof with little 

more than plans kept in one’s head. However, this is impossible with more complex 

buildings. Even small homes require an overall architecture and plans that provide 

the overall layout of the house and guide the workers through its construction. 

This is also true of software: even moderately complex software applications require 

an overall plan that lays out the modular structure of the system and guides its 

implementation – they require a software architecture. Like buildings, software has 

an overall structure that governs its construction and evolution. But of course, 

software is more than structure: software runs. In fact, a complete picture of 

software must include not only its static structure but its runtime behavior. 

Nevertheless, the comparison of the architecture of buildings to the architecture of 

software is useful. Indeed, the three principles of architecture put forth by Vitruvius 

over 2000 years ago – firmness, utility, and beauty – are qualities that software 

should aspire to even today. 

As software systems became larger and more complex, the need for systematic 

large-scale organization of the structure and behavior became apparent; thus the 

discipline of software architecture was born [108, 121]. While there are several 

definitions of “software architecture”, one popular definition is as follows: 

The software architecture of a program or computing system is the 

structure or structures of the system, which comprise software 

elements, the externally visible properties of those elements, and the 

relationships among them [15]. 

The architecture of a system can have a significant impact on the characteristics of 

the system. The architecture of a building affects the building’s characteristics in 

important ways. The following are just two examples: 

- The usability of the building is affected by its layout. The placement of rooms 

and doors between them affect the traffic flow, and can make rooms more or 

less pleasant to be in. The placement of windows affect room’s ambiance [4]. 

- The architecture specifies structural elements that affect the reliability and 

strength of the building. Flying buttresses were incorporated into Gothic 

cathedrals in order to strengthen the walls as they ascended higher and 

higher. 

This is also true of software. The architecture of a software system affects the 

externally visible characteristics of the software. For example: 
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- The author was once involved in the test of a large system. The architecture 

of the system was designed so that four simultaneous transactions were 

allowed. Further architectural decisions resulted in database queries and 

updates that were very expensive. When this was combined with the 

overhead of handling simultaneous transactions, the result was interminably 

long transaction delays, and great user dissatisfaction. The architecture had a 

strong impact on performance, and through it, on usability.  

- Fault-tolerant applications require that the system recover from external 

error conditions; for example, an online banking system must correctly abort 

a partially completed money transfer if the communication link drops before 

the transfer is completed. The transfer may fail, but a partial transfer, such as 

money taken from one account, but not deposited to the other, must never 

happen! The software architecture likely specifies how (and where in the 

software) the faults are handled, which may make correct recovery easy or 

difficult. 

From these examples we see that architecture impacts systems in user-visible ways, 

in that it constrains and shapes the implementation. These “user-visible ways” are 

often the quality attributes of the system. Unfortunately, here is an essential 

dilemma of architecture. The architecture must be established early in the design of 

the system, and the architecture affects certain important characteristics of the 

system. However, one cannot fully validate whether the characteristics of the system 

meet the system’s quality attribute requirements until the entire system has been 

constructed – far too late to easily change the architecture if needed. This means 

that architecture is in some way a foray into the unknown. This is true whether the 

systems be buildings or software. Let us explore examples in buildings: 

- The builders of a Gothic cathedral could not know for sure if a cathedral 

would fall down until after the roof had been completed. Only then would 

the strength of the architecture be fully validated. One of the most famous 

examples concerns a ship; the Swedish warship Vasa. On its maiden voyage, 

in full view of many Swedish nobility, it tipped over and sank in the 

Stockholm harbor. It was fundamentally unstable. 

In software, the issue is the same. Clements, et al. state, “Modifiability, 

performance, security, availability, reliability – all of these are precast once the 

architecture is laid down. No amount of tuning or clever implementation tricks will 

wring any of these qualities out of a poorly architected system.” [38] Yet the 

system’s performance with respect to these characteristics cannot be validated until 

the after the system is implemented. For example: 
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- The performance of real-time-critical systems cannot be fully known until the 

entire system is complete. After all, any piece of the system might 

conceivably take too much real-time processing, degrading the entire 

system’s performance.  

- High reliability is a system-wide characteristic: the reliability of a software 

system is only as strong as its weakest link. Therefore one cannot validate the 

reliability of the system until all the links are in place; until all the code has 

been completed and put together. 

- An architectural design principle is that one should partition (e.g. in different 

modules) the system according to the expected changes, so as to localize the 

impact of future changes. The author worked on a system where this 

principle was ignored; as a result, any substantial enhancement caused nearly 

every significant module to change. It appeared that the original architects 

were unaware that their architecture would be difficult to enhance, as no 

architecture documentation even mentioned enhancability. Unfortunately, 

this did not become apparent until the product had been released and we 

were working on subsequent releases. 

Fortunately, we are not left wholly to our own devices. We can build on previous 

architects’ expertise. We can follow the architectural patterns as we create buildings 

or software. These architectural patterns are essential tools for every journeyman 

architect of software and buildings alike. We can use these patterns as well as other 

knowledge of previously constructed systems to evaluate architectures before 

systems are fully constructed. 

The most striking pattern in building architecture may be the flying buttress. This 

pattern allowed architects to create walls that were higher and thinner than before. 

One can see the effect of flying buttresses in the soaring naves and towering stained 

glass of the Gothic cathedrals of Europe. It may be the single architectural innovation 

that advanced the Romanesque architectural period to the Gothic period. 

But software is a new discipline, and does not have a history of hundreds of years 

from which to draw such patterns. Nevertheless, patterns of software architecture 

have begun to emerge. These patterns are guides to the high level structure and 

behavior of software systems: they show architects how it has been done before. 

Architects are increasingly standing on the shoulders of their predecessors – using 

established patterns of software architecture. 

The especially good news is that by following architecture patterns, one can design 

systems that will have the desired qualities, because the patterns impart those 

qualities. The flying buttresses gave strength to the walls, and the architects could 
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rely on them even before the walls were built. In software, patterns such as Broker 

provide a platform for highly reliable systems, and Pipes and Filters helps create a 

system that is really fast. Thus software architecture patterns hold great promise for 

designing the systems of the future. 

Of course, since software architecture is a recent development in an immature 

domain, the understanding of how software architecture patterns help architects 

design systems is still in its infancy. Yet it holds great promise: it can potentially help 

architects design systems better, and can even help detect architectural weak spots 

– before the architecture is fully cast in stone. These potential benefits form the core 

of the research behind this thesis. 

1.3 Key Concepts and Terms 

Before exploring the key problem and research questions, I must give some key 

definitions of terms related to software and software architecture that were used in 

this research. 

1.3.1 Architecture Patterns 

Patterns are solutions to recurring problems. A software pattern describes a problem 

and the context of the problem, and an associated generic solution to the problem. 

The best known software patterns describe solutions to object-oriented design 

problems [52], but patterns have been used in many aspects of software design, 

coding, and development.  Architecture patterns describe an abstract, high-level 

system structure and its associated behavior. [33]. Architecture patterns generally 

dictate a particular high-level, modular system decomposition. Numerous patterns 

have been written for software architecture, and can be used in various software 

architecture methods [15, 28, 81, 121]. 

An important advantage of patterns is that the consequences of using the 

architecture pattern are part of the pattern. The result of applying a pattern is 

usually documented as “consequences” or “resulting context” and is generally 

labeled as positive (“benefits”) or negative (“liabilities”). Many of the benefits and 

liabilities concern quality attributes; for example, a benefit of the Layers pattern 

states, “Standardized interfaces between layers usually confine the effect of code 

changes to the layer that is changed … This supports the portability of a system.” A 

liability of the same pattern states: “A layered architecture is usually less efficient 

than, say, a monolithic structure of a ‘sea of objects’.” [33] However, the information 

is incomplete; it does not cover all the well-known quality attributes. The 

architecture patterns almost always highlight only a few quality attributes, perhaps 

because pattern writers tend to favor conciseness over comprehensiveness. 
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 In addition, this information is currently inadequate. The impact of a pattern on a 

quality attribute is often given simply as a positive or negative impact [39, 62], but 

how that maps to a real system is not explained. In addition, architecture patterns 

are general solutions, thus their impact on quality attributes largely depends on how 

the pattern is used in the architectural design. Even detailed descriptions of the 

impact, such as given in the excerpt above, currently do not explain how impact on 

quality attributes may be mitigated, or how the architecture can be changed to 

achieve the quality attribute of interest. For example, the excerpt above does not 

give possible variations to the Layers pattern that could reduce the performance 

impact. 

1.3.2 Quality Attributes 

Quality attributes are characteristics that the system has, as opposed to what the 

system does [124], such as usability, maintainability, performance, and reliability. 

Quality attributes are not simply met or not met, but rather, satisfaction is along a 

scale, generally viewed within the specific context of a scenario: given a system state 

and specific input, the output is required to extend within specific limits [12, 15]. A 

particular challenge of quality attributes is that because they tend to be system-wide 

characteristics, system-wide approaches are needed to satisfy them; these 

approaches are defined at the system architecture level and not the component 

level.  

1.3.3 Tactics 

Tactics are measures taken to improve specific problems within quality attributes 

[15]. For example, a duplication scheme to improve the nonstop operation of the 

system (a subset of reliability) is a tactic. Unlike architecture patterns, tactics do not 

intend to shape the overall structure of the system. Tactics may be “design time,” or 

overall approaches to design and implementation, such as “hide information” to 

improve modifiability, or may be “runtime tactics,” which are features directed at a 

particular aspect of a quality attribute, such as “authenticate users” to improve 

security. In this thesis we concern ourselves only with runtime tactics. 

Because tactics present specific approaches to improving quality attributes, they are 

similar to the general concept of patterns. Indeed, some tactics have been written as 

patterns (see [126] and [61].) They are analogous to design patterns [52] in that that 

they directly support implementation of a feature within a system. On the other 

hand, architecture patterns are system-wide; they describe “major architectural 

abstractions” [116]. As such, design patterns and tactics are used in implementation, 

but within the framework of the architectural abstractions created by the 

architecture patterns. 
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1.3.4 Architecture Patterns and Tactics 

Tactics have structure and behavior, and as such, they can impact architecture 

patterns in various ways. In some cases, a tactic may be easily implemented using 

the same structures (and compatible behavior) as a particular architecture pattern. 

On the other hand, a tactic may require significant changes to structure and behavior 

of the pattern, or may require entirely new structures and behavior. In such a case, 

implementation of the tactic, as well as future maintenance of the system are 

considerably more difficult and error-prone.  

Because of the importance of quality attributes, it is critical that they be considered 

during early design; during system architectural design. Indeed, we find that 

architects often consider them simultaneously [63, 69]. However, if architects do not 

understand the relationship between the architecture patterns and the tactics being 

used , they risk making architectural decisions (either concerning which patterns to 

use or which tactics to use) that can make the software difficult to implement 

correctly and maintain. 

Of course, not all software development is greenfield; it is often necessary to 

enhance quality attributes of existing systems. In fact, this is probably much more 

common than designing a new system. This means that tactics must be added to the 

existing architecture patterns, regardless of how difficult it is. Knowledge of the 

interaction of patterns and tactics helps the system maintainer understand how to 

implement a given tactic in a given architecture. 

1.3.5 The Architectural Design Process 

The design of software architecture takes place early in the software development 

cycle, in order to provide a framework in which detailed software design and 

implementation may take place. A general model of the software architectural 

design process, proposed by Hofmeister, et al. [72] consists of the following 

activities: 

• Architectural Analysis, which articulates architecturally significant 

requirements based on the architectural concerns and context of the desired 

system 

• Architectural Synthesis, which produces candidate architectures that address 

the requirements from architectural analysis 

• Architectural Evaluation, which ensures that the architectural decisions are 

the right ones (i.e., evaluates and selects among candidate architectures.) 

These activities are performed iteratively, as architectural concerns, context, and 

requirements become increasingly clear. 
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In order to understand how to improve the satisfaction of quality attributes at time 

or architectural design, it is important to understand the architectural design process 

at a high level. The terms Architectural Analysis, Architecture Synthesis, and 

Architectural Evaluation will be used in the problem statement and throughout the 

thesis. 

1.4 Problem Statement 

During the process of software architectural design, architects select architecture 

patterns to be used. It is easy to see the structure of the patterns, but their impact 

on the all-important quality attributes is not apparent from observing the patterns. 

That means that one might select patterns that are incompatible with or even 

detrimental to the satisfaction of quality attributes. However, one cannot easily 

ascertain whether a quality attribute is sufficiently satisfied until the system is largely 

complete. By this time, architectural changes can cause significant disruption to the 

code already written. 

♦ ♦        ♦ 

Architects must select architecture patterns early, yet the impact of these 

decisions on the quality attributes is not fully understood until it is too late to 

easily change the architecture. 

Characteristics of architectural design that contribute to this include the following: 

• While the structure of the patterns is visible, their impact on quality 

attributes is not apparent from their structure. 

• Quality attributes are system-wide characteristics, and therefore their 

satisfaction cannot be fully ascertained until the system is largely complete. 

• A system typically has multiple important quality attributes, thus the 

interaction of patterns and quality attributes is complex. 

• Systems generally use multiple patterns in their architecture, which 

complicates the interaction of patterns with quality attributes even more. 

The consequence of this problem is that software may fail to meet its quality 

attribute requirements. The consequences can be serious: at the very least, users 

may experience inconvenience and frustration. Beyond inconvenience, software 

quality attribute failures may burden users and software providers with financial 

liabilities. Even injuries and deaths have been attributed to software quality attribute 

failures. 
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In this thesis, I present techniques that help architects select patterns that improve 

the software architecture with respect to satisfaction of the system’s quality 

attributes. In order to come to these techniques, it was necessary to investigate 

several research questions. 

1.5 Research Questions 

The driving motivation for this thesis is to improve the quality of software systems, 

especially with respect to their quality attributes. There is a relationship between a 

system’s quality attributes and the architecture patterns used in its design. 

Therefore, the main research question is: 

How can architects leverage patterns to create architectures that meet 

quality attribute requirements during the  phase of software architectural 

design? 

To begin with, let us examine the current state of the practice in software 

architecture. This gives us an idea of how architects leverage architecture patterns in 

the design of software architectures. We are particularly interested in how 

extensively architecture patterns are used, as this will give us an idea of the potential 

impact of architecture patterns. We also want to know whether different patterns 

are used in different application domains, as that may indicate patterns that are 

suited to particular domains (or the quality attributes that are prominent in those 

domains.) This brings us to this question: 

RQ-1: How common are architecture patterns in software architectures? In 

particular, which patterns are commonly found individually and in pairs in 

certain application domains? 

Understanding how commonly architecture patterns are used in software 

architectures gives us a foundation upon which we can delve further: depending on 

the frequency and other characteristics of their application, it is important to 

understand how their use impacts important quality attributes of systems. The 

application of a pattern constitutes a major architecture decision that achieves the 

satisfaction of a quality attribute or the lack thereof. 

Architectural decisions are important artifacts of architectural knowledge, as they 

help future developers understand the architectural structure and the reasons 

particular structures were originally used [see 81]. The next research question 

explores the types of decisions that are embodied in architecture patterns. 

RQ-2: What is the relationship between architecture patterns and 

architectural decisions, particularly those concerned with quality attributes? 
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An extremely important type of rationale of architectural decisions concerns quality 

attributes: architects make decisions to apply patterns mostly because of their 

consequences on the quality attributes. It stands to reason that certain patterns and 

quality attributes are compatible with each other, while others are less so.  

Architects should select patterns that are good fits for the important quality 

attributes of the system under design. However, tactics are often employed to 

improve quality attributes, and the tactics may well be selected independently of the 

patterns. This may lead to conflicts for which tradeoffs must be made. Therefore, in 

order to support architects in making complex tradeoff decisions, we need to 

explore the relationship between  patterns and tactics. To begin with, we expect that 

tactics themselves have impact on, and are impacted by the architecture patterns, 

and we wish to explore the nature of this mutual impact. The next question explores 

the types of impact they can have on each other. 

RQ-3: What model describes the interaction between patterns and the tactics 

one uses to implement quality attributes? 

With any model, it is important to understand how useful it is when applied to real-

life situations. Therefore, we ask a related sub-question: 

RQ-3a: What do we learn about patterns and satisfying quality attributes 

through the application of this model? 

This model provides a fundamental understanding of the interaction of individual 

patterns and tactics, and we see that the model provides insights about how 

individual patterns are related to the satisfaction of quality attributes. However, 

nearly all software systems used in industry incorporate multiple architecture 

patterns and implement multiple tactics. Therefore, we need further insight into the 

relationship of multiple tactics and multiple patterns in a system. This brings us to 

the next research question. 

 RQ-4: In a complex system requiring the use of multiple patterns and multiple 

tactics, what characteristics of the patterns, the tactics, and even the system 

itself influence where and how tactics are most effectively implemented? 

With an understanding of how patterns and tactics interact both individually and 

collectively, we are prepared to consider how patterns can be used to make the 

process of software architecting more effective.  I first explore the use of patterns in 

the architectural analysis and synthesis activities, followed by exploring patterns in 

the architecture evaluation activities. 
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RQ-5: How does one incorporate patterns into the architectural analysis and 

synthesis phases of architectural design in order to help the architect consider 

how the structure impacts the satisfaction of quality attributes? 

Patterns should also be useful in architectural evaluation activities. I consider 

whether patterns can be a useful tool in architecture reviews to uncover potential 

software implementation issues related to quality attributes. If so, patterns might be 

used as a way to augment architecture reviews.  

RQ-6: How can one gain insight into the impact of the architecture patterns 

used on quality attributes early in the development cycle – while the 

architecture can still be readily modified? 

1.5.1 Research Question Summary and Response 

At this point, let us revisit the main research question, which is, “How can architects 

leverage patterns to create architectures that meet quality attribute requirements, 

during the analysis, synthesis, and evaluation phases of software architecture?” We 

begin to answer this question by doing background research into the use of 

architecture patterns.  

From RQ-1 we learn that patterns are found in nearly all industrial systems, and that 

different application domains do have different patterns that are commonly used. 

Since they are ubiquitous, we then examined their use with respect to the 

formulation of architectures and particularly making architecture decisions.  

From RQ-2 we learn that architecture patterns embody critical architectural 

decisions, particularly concerning quality attributes. The fact that they embody 

decisions concerning quality attributes is significant, and leads us to consider that 

some patterns might be used because of their impact on quality attributes. If so, 

then patterns may have natural affinity for certain quality attributes, and vice versa. 

Research confirms this, and reveals that certain patterns are particularly good fits for 

some quality attributes, but are not good fits for other quality attributes. 

In RQ-3we explore what lies behind this relationship between the patterns and 

quality attributes. As quality attributes are implemented using tactics, we attempt to 

form a model of how quality attributes and tactics are related. The resulting model 

shows that tactics used to improve quality attributes are implemented within the 

structures of the architecture patterns, and therefore, some patterns are naturally a 

better or worse fit for particular tactics. Of course, since most systems employ 

multiple patterns and use multiple tactics, the model must extend to such system. 

Research question RQ-3a showed that application of the model of pattern and tactic 

interaction reveals that the compatibility of a pattern with a quality attribute can 



12 

 

have a very wide range, from highly compatible to highly incompatible. The 

interaction between patterns and individual tactics provides reasons behind the level 

of compatibility. Architects can use this information to guide them in making 

architectural decisions. 

The research of RQ-4 shows that in systems with multiple patterns, the natural 

compatibility of a pattern with a tactic, along with characteristics of the tactic itself 

and the quality requirements of the system under design combine to determine the 

optimal implementation place for a tactic. 

We then consider how to take advantage of this model in order to help architects 

pick the best patterns. The process resulting from RQ-5 shows that this information 

is input into the architectural design process. In the analysis and synthesis phases, 

one uses an iterative process to select patterns for use, based on their impact on the 

important quality attributes of the system being designed. 

The research of RQ-6 shows how in the evaluation phase, one can evaluate the 

architecture patterns in use to determine how readily the important quality 

attributes of the system will be fulfilled. One examines the natural fit of the patterns 

with the tactics associated with the quality attributes to help evaluate the 

appropriateness of the architectural design for the system being designed. This helps 

one make tradeoff decisions concerning which patterns and tactics to use. 

In summary, one can use an understanding of the interaction of patterns and tactics, 

along with the system’s requirements, during system architectural design to both 

create an effective architecture and evaluate architecture for support of quality 

attributes. This can help software architects understand the impact of their 

architecture patterns on the system’s quality attributes, and learn this early in the 

system development cycle. Thus they can create architectures that meet the quality 

attribute requirements, and reduce the errors and costs that arise from systems that 

fail to meet quality attribute requirements. 

1.6 Research Methods 

1.6.1 Introduction 

Because of the newness of the fields of computer science and software engineering, 

and the abstract nature of the fields, research methods are still somewhat ill-

defined. Efforts are being made to define research methods, motivated in part by 

the working group on computer science research methods as part of the ACM special 

interest group on computer science education (SIGCSE-CSRM) [123]. A framework of 

a research process has been defined which describes four key questions concerning 

research, and the iterative process that links these questions [74]. This framework is 

illustrated in figure 1.1.  
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Figure 1.1: Key Research Questions 

Glass, et al. described and classified the software engineering research methods 

found in published software engineering research studies [57]. These were further 

expanded and organized by Holz, et al. [74]. 

These research methods chiefly provide guidelines for researchers in formulating 

questions (box A in figure 1.1), collecting data (box B), analysis of the data (box C), 

and drawing conclusions based on that analysis (box D).  In order to make this 

general framework useful to software engineering researchers, Shaw [117] proposes 

a research classification framework. She classifies research accordingly: 

• Research Setting: This is a classification of research questions, based on what 

one wishes to learn; for example, the research setting “Feasibility” contains 

questions to learn whether solutions can be found; e.g., “Is it possible to 

accomplish X?” This addresses the general question stated in figure 1.1, 

“What do we want to achieve?” 

•  Research Results: Classification of the analysis of the data obtained through 

the research methods. This addresses the question, “What do we do with the 

data?” 

• Validation Techniques: This classifies how to establish the validity of the 

research results. This addresses the question, “Have we achieved our goal?” 

as well as the sub-issues of drawing conclusions and identifying limitations. 

Taken together, these works provide general classification guidelines for types of 

research questions to ask, how to collect and analyze data, and how to judge the 
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validity of the research conclusions. The following sections show how the research 

questions in this thesis fit within these classifications. 

1.6.2 Research Methods Used 

In their study of software engineering journal publications, Glass, et al. [57] found 

that much of the software engineering research is qualitative in nature. The main 

methods used were conceptual analysis and concept implementation. Holz, et al. 

provide more detailed descriptions of research methods, identifying 55 different 

research methods used in computer science and software engineering. In this 

research, the following four methods have been used: 

• Descriptive Research: this method of research involves collecting data and 

forming theories or models of the phenomenon under study; “theories or 

models are developed and described to provide the input for developing 

units of the theory, its laws of interaction, system states, and model 

boundaries.” [99]. 

In this research, descriptive research is used to increase understanding of the 

nature of architecture patterns, quality attributes and tactics, and how they 

relate to each other. Specifically, descriptive research is used in the following 

research questions: 

� RQ-2: What is the relationship between architecture patterns and 

architectural decisions, particularly those concerned with quality 

attributes? This research compares elements of architectural 

decisions with decisions associated with architecture patterns and 

showed that they correlate. It also identifies the natural fit of patterns 

and quality attributes by analysis of the patterns’ structure and 

behavior compared to the needs of the quality attributes. This 

research (and the answer to this question) is found in chapter 3.  

� RQ-3: What model describes the interaction between patterns and the 

tactics one uses to implement quality attributes? This research forms a 

model of this interaction, described in chapter 4. 

� RQ-4: In a complex system requiring the use of multiple patterns and 

multiple tactics, what characteristics of the patterns, the tactics, and 

even the system itself influence where and how tactics are most 

effectively implemented? This research extends the model formed as 

a result of RQ-3, and is found in chapter 6. 
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• Developmental Research: this method of research goes beyond descriptive 

research in order to propose solutions: “… generating knowledge for 

explaining or solving general problems” [99]. 

Developmental research is used in this research to develop methods of 

effectively using architecture patterns to assist in creating and evaluating 

architectures that satisfy quality attributes. This is addressed in the following 

research questions: 

� RQ-5: How does one incorporate patterns into the architectural 

analysis and synthesis phases of architectural design in order to help 

the architect consider how the structure impacts the satisfaction of 

quality attributes? This research developed a method for using 

architecture patterns in the process software architecture analysis 

and synthesis, which is described in chapter 7. 

� RQ-6: How can one gain insight into the impact of the architecture 

patterns used on quality attributes early in the development cycle – 

while the architecture can still be readily modified? This research 

developed a method for using architecture patterns in the software 

architecture evaluation process; see chapter 8. 

• Static Analysis: this research method is a special type of Historical Method, 

which involves collection of data from completed projects. The Static Analysis 

method performs analysis of the product as follows: “… analyze the structure 

of the product to determine characteristics about it. Software complexity and 

data flow research fit under this model” [136]. 

Static analysis is used in this research by analyzing the architectures of 

numerous legacy systems. This was done to increase understanding of the 

use of architecture patterns. It was used in the following research question: 

� RQ-1: How common are architecture patterns in software 

architectures? In particular, which patterns are commonly found 

individually and in pairs in certain application domains? This research 

analyzed architecture documentation of numerous systems, and is 

given in chapter 2. 

• Exploratory Survey: this method is a Field Study, which “involves 

experimental design but no experimental controls, [and] is carried out in the 

natural settings of the phenomenon of interest” [3]. An Exploratory Survey is 

such a study “in which there is no test of relationships between variables” 

[57]. 
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In this research, an exploratory survey was done to understand the 

effectiveness of a method of using architecture patterns in software 

architecture reviews. This is contained in the following research question: 

� RQ-6: How can one gain insight into the impact of the architecture 

patterns used on quality attributes early in the development cycle – 

while the architecture can still be readily modified? In addition to 

developing an architecture review method, this research employed an 

experimental study to evaluate its cost and effectiveness (see chapter 

8). 

• Laboratory Experiment: this method is an experiment in a controlled setting, 

involving manipulating an independent variable, with controls for intervening 

variables [3]. This was used in gathering information for the following 

research question: 

� RQ-3a: What do we learn about patterns and satisfying quality 

attributes through the application of this model? We created a 

controlled experiment in which we compared architectural activities 

between a group with pattern-tactic interaction information and a 

control group without it. 

1.6.3 Types of Research Questions: 

Shaw describes several types of research questions that may be addressed in 

software engineering research. In this thesis, two types of research questions are 

posed: 

• Generalization or Characterization: These questions aim to increase the 

understanding of the topic. They include questions about the meaning and 

characteristics of the topic (e.g., “what exactly do we mean by X?”, “What are 

the important characteristics of X?”) They can include questions about 

taxonomies associated with the topic (e.g., what are the varieties of X, and 

how are they related?”) They may also include questions about models that 

represent the topic (e.g., “What is a good formal or empirical model of X?”) 

Much of this work is devoted to increasing the breadth and depth of insight 

into software architecture and patterns; thus many of the research questions 

are of this type 

� RQ-1 aims to characterize the typical use of architecture patterns 

� RQ-2 aims to characterize how architecture patterns and decisions are 

related, particularly those concerned with quality attributes 
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� RQ-3 aims to create a general model of the interaction of patterns 

and tactics 

� RQ-3a aims to characterize the nature and impact of the application 

of the model from RQ-3. 

� RQ-4 aims to create a general model of this interaction when multiple 

patterns and tactics are involved. 

• Method or Means of Development: These questions explore ways to 

improve the practice of software development. They include questions about 

performing or automating software development tasks, and questions about 

improving existing ways of doing them. 

� RQ-5 searches for a method for architectural analysis and synthesis. 

� RQ-6 searches for a method for architectural evaluation. 

1.6.4 Research Result Types 

What types of results do the research questions have? Shaw identifies several types 

of results of research to answer the research questions. The types of results found in 

this research are as follows: 

• Answer or Judgment: This type is the result of a specific analysis, evaluation, 

or comparison. 

� The results of RQ-1 are answers about pattern usage based on 

analysis of architectures. 

� The result of RQ-2 is a judgment based on the comparison of patterns, 

to architecture decisions, and how they fit with quality attributes. 

� The result of RQ-3a is a judgment of what can be learned through use 

of the model of patterns and tactic. 

• Qualitative or Descriptive Model: This result is a structure or taxonomy for a 

problem area, such as architectural styles, frameworks, etc. It may also 

include well-grounded checklists, well-argued informal generalizations, or 

guidance for integrating other results.  

� The result of RQ-3 is a model that describes the relationship of 

patterns and tactics 

� The result of RQ-4 is an extension of that model. 
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• Procedure or Technique: These results show a new or better way to do some 

task, such as design, implementation, measurement, evaluation, selection 

from alternatives, etc. It may include operational techniques for 

implementation representation, or analysis. It does not include advice or 

guidelines (see qualitative or descriptive model, above.) The results of 

research questions RQ-5 and RQ-6 are of this type. 

� The result of RQ-5 is an architectural analysis and synthesis technique. 

� The result of RQ-6 is an architectural evaluation technique.  

1.6.5 Validation Techniques 

Research results require convincing evidence that the results are sound. There are 

various types of validation used in software engineering research to demonstrate the 

validity of the research results. Of the various types of validation described by Shaw, 

this research employs the following methods: 

• Evaluation, Descriptive Model: The result adequately describes the 

phenomena of interest. The research results concerning RQ-1 are validated 

through the study of 47 software architectures from industry. Research 

question RQ-4 is validated by describing the use of architecture patterns and 

analyzing their use and interaction with tactics, as well as with each other. 

• Evaluation, Qualitative Model: The result accounts for the phenomena of 

interest. Research question RQ-2 is validated by describing the use of 

patterns and comparing them to architectural decisions as well as their 

interaction with quality attributes. 

• Example, Slice of Life: Slice of Life examples show an example of how the 

research is valid using a real setting. Research question RQ-3’s results are 

validated by applying the proposed model against several architectures taken 

from industry. 

• Analysis, Empirical Model: Analysis of the data is accomplished through 

empirical validation. Results concerning research questions RQ-3a and RQ-6 

are validated through empirical validation. Validation of RQ-3’s results is 

accomplished through a controlled experiment of subjects performing 

architectural design. Results concerning research question RQ-6 is validated 

through analysis of data in an exploratory study [57] using nine real projects. 

• Example, Toy Example: An example shows an example of how the research is 

valid using a contrived example designed to mimic the real world. Results for 

research question RQ-5 gives an example of use of the architecture method 
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presented. The example describes a hypothetical system under design, and 

walks through each step of the architecture method, showing the use of 

architecture patterns in the steps. 

Table 1.1 summarizes the research question types, the research results, and 

validation types used in this thesis. 

Table 1.1: Research types Summary 

 

RQ Research 

Method Used 

Research 

Question Type 

Research 

Result 

Validation 

Technique 

Thesis 

Chapters 

RQ-1 Static Analysis Generalization 

or 

characterization 

Answer or 

judgment 

Evaluation, 

descriptive 

model 

2 

RQ-2 Descriptive 

Research 

Generalization 

or 

characterization 

Answer or 

judgment 

Evaluation, 

qualitative 

model 

3 

RQ-3 Descriptive 

Research 

Generalization 

or 

characterization 

Qualitative 

or 

descriptive 

model 

Example, 

slice of life 

4 

RQ-

3a 

Laboratory 

Experiment 

Generalization 

or 

characterization 

Answer or 

judgment 

Analysis, 

Empirical 

model 

5 

RQ-4 Descriptive 

Research 

Generalization 

or 

characterization 

Qualitative 

or 

descriptive 

model 

Analysis, 

Empirical 

model 

6 

RQ-5 Developmental 

Research 

Method or 

means of 

development 

Procedure 

or technique 

Example, 

toy example 

7 

RQ-6 Developmental 

Research 

Method or 

means of 

development 

Procedure 

or technique 

Analysis, 

empirical 

model 

8 
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1.7 Thesis Overview 

The main body of this thesis is based on publications in journals (chapters 3, 4, and 

8), a book chapter (chapter 6), and international conferences (chapters 2, 3, 6, and 

8). The material in the chapters is taken from the publications with only trivial 

changes, except that introductory material has been removed where it is already 

covered. A summary of each chapter follows: 

Analysis of Architecture Pattern Usage in Legacy System Architecture 

Documentation [62] Architecture patterns are an important tool in software 

architecture design. However, while many architecture patterns have been 

identified, there is little in-depth understanding of their actual use in 

software architectures. In addition, little is known of how architecture 

patterns interact with each other. In order to learn more about these topics, 

we studied the architecture documentation of 47 systems. We found that 

most systems used two or more architecture patterns, and that certain 

patterns were prominent in different application domains.  

 This chapter makes the case for utility of this research – architecture patterns 

are indeed pervasive in industrial software systems, therefore the study of 

architecture patterns can potentially have widespread benefit. In addition, 

the fact that different patterns were used in different application domains 

suggests that the patterns may be tied to the characteristics of the domain, 

such as the quality attributes that are important in a domain. 

 Chapter: 2, Research Questions: RQ-1 

Leveraging Patterns to Satisfy Quality Attributes and Document Architectural 

Decisions [64, 70]: All of software design involves making decisions and 

reifying those decisions in code. The decisions made during software 

architecting are particularly significant, because they have system-wide 

implications. In particular, they can impact the ability of the software to meet 

its quality attribute requirements. However, the impact may be first 

understood much later, when the architecture is difficult to change. In 

addition, architectural decisions are often not well documented, which leads 

to architectural erosion. 

We found that architecture patterns are a common solution to both these 

problems. They can help architects understand the impact of architectural 

decisions at the time the decisions are made, because many patterns contain 

information about the consequences of using the pattern.  At the same time, 

they are an important way to capture and recover knowledge of key 

architectural decisions. This research helps broaden the understanding of the 
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utility of architecture patterns. It also helps substantiate the relationship 

between the patterns and quality attributes. 

 Chapter: 3, Research Questions: RQ-2 

How do Architecture Patterns and Tactics Interact? A Model and Annotation [65]: 

In the previous chapters we showed that patterns interact with tactics used 

to implement quality attributes. In this chapter, we explore the nature of this 

interaction. We found that quality attributes are satisfied through the 

implementation of specific measures which are called tactics. Therefore, the 

impact of patterns on quality attributes is through the interaction of the 

patterns with the tactics. We defined a model of this interaction. We defined 

types of changes to patterns’ structure and behaviour that the 

implementation of a tactic may cause. These changes can have minor or 

major impact on the pattern, which indicates how readily the tactic can be 

implemented in the pattern. This information gets to the root of the question 

of why an architecture pattern may be more or less compatible with a given 

quality attribute. 

 Chapter: 4, Research Questions: RQ-3 

Applying a Pattern-Tactic Interaction Model in one Quality Attribute Domain [65, 

71]:  In this chapter, we apply the model of interaction of patterns and tactics 

to tactics commonly used to achieve fault-tolerant systems. This study 

showed that certain patterns are very supportive of fault tolerance tactics, 

while other patterns are generally incompatible with them. We explored the 

benefits of applying the model by performing an experiment in software 

architectural design. Two teams were asked to add designs for certain fault 

tolerance tactics. One team was given architectural pattern information, 

along with information about the interaction of the patterns with common 

fault tolerance tactics; the other was not. The team with the interaction 

information was better able to design the system for the tactics, and better 

able to understand the impact on the architecture. This supports the notion 

that the pattern-tactic interaction information is useful for architects. 

 Chapter: 5, Research Questions: RQ-3a 

The Interaction of Requirements, Tactics and Architecture Patterns [66]: Here we 

research the interaction of architecture patterns and tactics where there are 

multiple architecture patterns and/or multiple tactics in play. We found that 

some tactics require implementation in all components of the system, while 

others can be implemented just in certain parts of the system. The location of 

the implementation of these tactics is influenced by first requirements of the 
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domain, and second the compatibility of the patterns with the tactic. This 

gives more detail about how they interact in complex systems. 

 Chapter: 6, Research Questions: RQ-4 

Pattern-Driven Architectural Partitioning: Balancing functional and Non-functional 

Requirements [63]: This research lays out an architectural design process 

that incorporates architecture patterns into the process. It leverages patterns 

to help the architect make decisions about how to fulfill the quality attribute 

(non-functional) requirements of the system. The process is compatible with 

a well-known general architectural design process. The paper gives an 

example of how it can be used. 

 Chapter: 7, Research Questions: RQ-5 

Using Pattern-Based Architecture Reviews to Detect Quality Attribute Issues [67, 

68]: In this chapter we explored the use of architecture reviews based on the 

patterns used to find potential issues with satisfying quality attributes. This 

study indicates that such reviews can help identify potential problems well 

before the code is written. These problems are identified in time to make 

necessary architectural changes before the architecture is set in stone. 

Furthermore, the study showed that for small projects, the reviews require 

only small amounts of time and effort, making them feasible for projects that 

until now have not been able to take advantage of architecture reviews 

because of their high cost. 

 Chapter: 8, Research Questions: RQ-6 

The final chapter of the thesis summarizes the research by presenting the research 

questions and answers, and describing the key contributions of this work. As no 

scientific research is ever completely finished, this thesis concludes with open 

questions and suggestions for further investigation. I hope that these questions will 

stimulate additional research that furthers the progress of software architecture. 
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2 Analysis of Architecture Pattern Usage in Legacy 

System Architecture Documentation 
 

Published as: Harrison, N.,  and Avgeriou, P. 2008. Analysis of Architecture Pattern 

Usage in Legacy System Architecture Documentation. In Proceedings of the Seventh 

Working IEEE/IFIP Conference on Software Architecture (WICSA 2008) - Volume 00 

(February 18 - 21, 2008). WICSA. IEEE Computer Society, Washington, DC, 147-156. 

Abstract 

Architecture patterns are an important tool in architectural design. However, while 

many architecture patterns have been identified, there is little in-depth 

understanding of their actual use in software architectures. For instance, there is no 

overview of how many patterns are used per system or which patterns are the most 

common or most important for particular domains. In addition, little is known of how 

architecture patterns ay interact with each other. We studied architecture 

documentation of 47 systems to learn about their architecture patterns. Most 

systems had two or more architecture patterns, and certain patterns were prominent 

in different application domains. We identified several patterns that are commonly 

used together, and are beginning to learn how such combinations may impact 

system quality attributes. This information can be used to help designers select 

architecture patterns, can help people learn both architectures and patterns, and can 

be useful in architectural reviews.  

2.1 Introduction 

 

Architecture patterns are an established tool for designing and documenting 

software architectures. They are proven approaches to architectural design. 

Numerous architecture patterns have been identified, based on extensive 

experience with real systems. 

Because the impact of patterns on software architecture is so critical, it is important 

to understand better how patterns are used in practice, in real systems. There are 

several things it is important to learn: 

How many architecture patterns are usually applied in a system? Is there an optimal 

number of patterns and what are the effects on the architecture?  

Which architecture patterns are most commonly used, especially in certain 

application domains? This can help people understand which patterns to learn and 

analyze. Architects that have experience in certain domains usually know the most 
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appropriate patterns for that domain even if it is only implicitly. However it is 

important to make this knowledge explicit: to map the patterns to the domains they 

are most frequently used, and to reason about this mapping. 

How can patterns help us understand the impact of an architecture on the system’s 

quality attributes? The consequences of individual patterns are in general 

documented but combinations of patterns make the impact more complex; which 

pairs are important? 

Grady Booch has collected architecture documentation of many software systems 

[27]. This forms a rich library of diverse systems, representing many different 

domains. We analyzed the architecture documentation of each of the systems in the 

library to find the architecture patterns that were apparent from the documentation. 

We confirmed that patterns are a dominant part of software architectures. We 

learned which patterns were most common in different domains. We also observed 

combinations of patterns used, and have begun to study the significance of pattern 

combinations. 

This paper describes the results of this ongoing study. In the next section, we 

describe the gallery of architecture documentation and our method of analyzing it. 

Section 2.3 describes the results, and section 2.4 lists some limitations of the study. 

Section 2.5 describes several uses of the study. 

2.2 The Architecture Gallery 

The collection of software architectures is the product of work by Grady Booch in his 

efforts to create a handbook of software architecture [27].  He states, “The primary 

goal of the Handbook of Software Architecture is to fill this void in software 

engineering by codifying the architecture of a large collection of interesting 

software-intensive systems, presenting them in a manner that exposes their 

essential patterns and that permits comparisons across domains and architectural 

styles.” Part of this work has been to collect documentation of architecture of 

systems for the purpose of analysis. The architecture diagrams have been collected 

into a gallery of representative systems. 

The architecture gallery consists of architectural diagrams from 47 different 

software systems from a wide variety of applications. The diagrams were all box-

and-line diagrams, and each diagram had its own semantics for the boxes and lines. 

We mapped the diagrams to the 4+1 architecture views from Kruchten [90] as shown 

in Table 1. This view model was chosen because it is widely known, but there can be 

other mappings according to other view models, such as the ones described in [37]. 

Most diagrams included elements from several of the 4+1 views; however, in most 

cases, we were able to identify one view that was more prominent than the others. 
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The development and process views were the most commonly used views. We 

believe this is partly due to the nature of the documents from which they came – the 

audience was software professionals, not managers or customers. So they would 

tend to be more interested in views that support implementation. 

Table 2.1: Most Prominent of the 4+1 Architecture Views per system in the 

Architecture Diagrams 

View Frequency 

Logical 6 

Development 18 

Process 11 

Physical 8 

No View Dominant 4 

 

We classified the systems into seven application domains. (Some systems could fall 

into more than one domain; in that case, we chose the primary domain.) The 

application domains were as follows: 

1. Embedded Systems: These were systems built to run in special purpose 

machines, often on specialized hardware. Examples included a pacemaker 

and a fire alarm. We found 11 such systems. 

2. Dataflow and Production: These systems support assembly-line type 

operations, as well as processing and responding to streaming data. Examples 

include manufacturing support, automated cargo routing, process 

monitoring, and air traffic control. There were 10 systems in this domain. 

3. Information and Enterprise Systems: These were data processing 

applications. There were 9 systems. 

4. Web-based Systems: These were web applications and servers. There was 

some overlap between this category and the Information and Enterprise 

Systems, because some of them are web-based. The systems here were 

those where web interaction was the primary function. There were 5 such 

systems. 

5. CASE & Related Developer Tools: Tools designed to help software developers 

comprised this category. There were 4 such systems. 
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6. Games: There were 4 interactive game systems. 

7. Scientific Applications: These systems were marked by their diversity: they 

included a system for chemical calculations and a speech system. There were 

4 scientific applications. 

We studied the architectures in the following manner: 

1. We began by studying an architecture diagram, looking for architecture 

patterns that were used. The most obvious clue was the use of the name of 

an architecture pattern in the diagram. In 12 out of the 47 architectures, 

architecture patterns were explicitly named. 

2. We used the names of the boxes and the lines between them to understand 

their functions and their collaborations with other components. We looked 

for mappings to components and connectors found in the architecture 

patterns. 

3. Where possible, (in 37 out of 47 cases) we followed up on the references to 

additional documentation that were associated with each pattern diagram in 

[27] to confirm the patterns we found. In all cases, the documentation 

consisted of architectural descriptions from which the diagrams were taken. 

4. We consulted the architecture pattern literature [11, 33, 112, 119, and 121] 

to confirm the presence of patterns and to look for other patterns. 

5. Finally, we made another pass through all the architecture diagrams to 

confirm the patterns selected, and to resolve the patterns that were 

uncertain. If it was still unclear, we omitted the pattern from the final list. 

Note that we did not consider the domain classification as we identified the 

patterns; in fact we classified the systems into domains after we studied them. This 

was done in order to avoid bias that might creep in by assuming that systems in a 

certain domain should have certain patterns. In addition, we attempted to avoid bias 

by studying them in the order they are given on the website – alphabetical order. 

2.3 Findings  

Analysis of the data led to a number of insights about typical pattern usage. They are 

described in the following sub-sections. 

2.3.1. Pattern Density 

Patterns were very prevalent in the diagrams. Every system had at least one pattern. 

A total of 110 patterns were identified. The average number of patterns used per 
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system was 2.36, and the mode (most frequent) was 2 patterns. The distribution of 

pattern density was as follows: 

Table 2.2: Pattern Density per System 

Number of 

Patterns Found 

Number of Systems 

1 10 

2 22 

3 9 

4 4 

5 0 

6 1 

7 0 

8 1 

 

We note that over 85% of the systems used between one and three architecture 

patterns. 

2.3.2. Pattern Frequency 

Twenty different architecture patterns were identified. Their frequency is shown in 

Table 3. It is noted that not all architecture patterns have standardized names that 

are universally adopted. We used the names from the classification in [11], except 

for the patterns State Transition [121] and Half Sync, Half Async [112]. 

Table 2.3: Pattern Frequency 

Pattern Name Frequency 

Layers 18 

Shared Repository 13 

Pipes and Filters 10 

Client-Server 10 
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Broker 9 

Model-View-Controller 7 

Presentation-Abstraction-Control 7 

Explicit Invocation 4 

Plug-in 4 

Blackboard 4 

Microkernel 3 

Peer to Peer 3 

C2 3 

Publish-Subscriber 3 

State Transition 3 

Interpreter 2 

Half Sync, Half Async 2 

Active Repository 2 

Interceptor 2 

Remote Procedure Call 1 

Implicit Invocation 1 

 

The most popular patterns (higher frequencies in Table 2.3) did not come as a 

surprise, as they also receive the greater attention in the software architecture 

literature.  It is more interesting and useful to investigate the patterns in particular 

domains. 

2.3.3. Pattern Density by Domain 

We found that the domains showed very little difference in the median number of 

patterns per system: all were close to 2 patterns per domain. The table below shows 

which patterns were most prominent in the different domains. With the exception of 

the scientific domain (see note below), the table included patterns that appear twice 

or more in a domain. 
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Table 2.4: Prominent Patterns per Domain 

Domain # 

Sys  

Pattern Freq 

Embedded Systems 11 Pipes & Filters 4 

  Client-Server 3 

  Presentation Abstraction 

Control 

3 

  State Transition (note 1) 3 

  Explicit Invocation (note 2) 2 

  Shared Repository 2 

  Layers 2 

Dataflow and 

Production 

10 Layers 6 

  Shared Repository 3 

  Presentation Abstraction 

Control  

2 

  Broker 2 

  Plugin 2 

Information and 

Enterprise Systems 

9 Shared Repository 6 

  Layers 4 

  Model View Controller 4 

  Presentation Abstraction 

Control (note 3) 

2 

  Broker (note 4) 2 

Web-Based Systems 5 Broker (note 5) 2 

  Layers 2 
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  Pipes & Filters (note 6) 2 

  Explicit Invocation 2 

CASE & Related 

Developer Tools 

4 Layers 4 

  Broker 2 

Games 4 Model View Controller 2 

  Pipes & Filters 2 

  Blackboard 2 

Scientific 

Applications 

4 Pipes & Filters 1 

  Shared Repository 1 

  Client-Server 1 

  Presentation Abstraction 

Control 

1 

  Blackboard 1 

  Layers 1 

  Plugin 1 

 

Notes about the table are as follows: 

Embedded Systems: 

Embedded systems often have important realtime constraints. In addition, they 

usually have limited resources such as memory and external storage. This makes the 

Pipes and Filters pattern a good match: it is often efficient, and can be configured to 

use little intermediate storage. The systems are often state-based. It appears that 

some embedded systems are getting more powerful, and have some capabilities for 

human interfaces and storage, which accounts for the Client-Server, Shared 

Repository, and Layers patterns.  
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1. The State Transition pattern [121] is probably even more prevalent than 

indicated here. In particular, one of the systems was an ATM, which is likely 

state-driven. However, the pattern was not apparent in that system’s 

diagram. 

2. Explicit Invocation is useful where the components have tight coupling. The 

constraints of embedded systems tend to lead to tight coupling, so this 

pattern is appropriate here. 

Dataflow and Production 

Like embedded systems, dataflow and production systems often have some realtime 

concerns, but do not have the limitations of embedded systems, such as limited 

memory and hard realtime constraints. They can be more general purpose and more 

interactive; usability and extensibility may be significant attributes. Therefore, 

patterns related to data processing, such as Layers, Shared Repository, and 

Presentation Abstraction Control are prominent.  

Information and Enterprise Systems 

In these systems, data processing is central, hence the dominance of Shared 

Repository. Maintainability, extensibility, usability and security are important. This 

justifies again the use of Shared Repository as well as Layers. User interface needs 

are supported by Presentation Abstraction Control and Model View Controller. 

 

3. Presentation Abstraction Control and Model View Controller are alternate 

approaches to improve the modifiability of GUI-based systems; they were 

observed 6 times in these systems. 

4. The presence of Broker indicates that some of these systems are distributed. 

Web-Based Systems 

The web-based systems in this sample were generally limited to the server side. Key 

quality attributes would include performance, extensibility, security, and availability. 

The pattern distribution is quite flat, with Broker, Layers, Pipes and Filters, and 

Explicit Invocation all showing equal prominence. These are all well suited to web 

systems. This category is somewhat small, but several information systems and CASE 

tools are web based as well. 
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5. It is a bit surprising that Broker and Client-Server were not observed in most 

web-based systems. However, many web-based systems have thin clients, 

where the client is architecturally insignificant (e.g., the user’s web browser). 

6. This might be a bit surprising for web-based systems. However, many web-

based systems have significant performance needs; our sample included the 

Google search engine, for example.  

CASE and Related Developer Tools 

Our sample included only four such systems. Each of them used the Layers pattern, 

which supports maintainability, extensibility, security, and flexibility; all important to 

these tools. The Broker pattern probably indicates that two of the systems support 

distributed operation. Overall, these systems used few patterns; perhaps they are 

too specialized and diverse to incorporate very many patterns. 

Games 

The patterns in games systems show the different important aspects of gaming 

systems. User interface is very important, hence the Model View Controller pattern. 

Performance is also critical, so the Pipes and Filters pattern was used in some 

systems. It was particularly interesting to see that the game systems were developed 

in different years (1996, 2000, and two in 2004), Over time, the systems became 

more complex, and more patterns were observed. The last two used the Blackboard 

pattern, surely to support artificial intelligence. 

Scientific Applications 

The scientific applications were a very diverse group, and no patterns were 

prominent. With a larger sample of scientific systems, the domain might be divided 

into sub-domains, which might have some prominent patterns. We see evidence of 

artificial intelligence (Blackboard) as well as high-performance computing (Pipes and 

Filters.) 

2.3.4. Pattern Interactions 

One of the areas of research in architecture patterns is how the patterns interact 

with each other. In particular, architecture patterns have well-understood and often 

significant impacts on various quality attributes of a system. Because the quality 

attributes can be key characteristics of a system, it is important to understand how 

architectural decisions (including the use of patterns) impact them [63, 70]. While 

the impact of individual architecture patterns on quality attributes has been studied 

[15, 33, 38, 64, 103, 121], little is known about the combined impact of architecture 

patterns. The impact, though, of multiple patterns can also be significant. One 
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pattern may impact a quality attribute in a positive way, while another pattern may 

impact the same quality attribute in a different way. On the other hand, both 

patterns may impact the quality attribute in similar ways. If the impact is positive, 

this can be very good; if it is negative, the combined impact could spell disaster for 

the system. For example, the Layers pattern tends to have a negative impact on 

performance, as does Presentation Abstraction Control. If used together, the 

performance impact could be significant. 

Avgeriou and Zdun have cataloged 25 different architecture patterns [11]. In 

addition, there are certainly other architecture patterns as well [26, 42]. This gives 

hundreds of different possible pairs of architecture patterns to examine. Therefore, 

it makes sense to identify the pairs of patterns most commonly used together, and 

examine their interactions. The most frequent pairs of patterns are listed in Table 5. 

The majority of the systems we studied had two or fewer patterns: only 15 out of the 

47 had more than two patterns. This means examination of pairs of patterns will be 

fruitful, while it is lower priority to examine triplets of patterns or groups of even 

higher degree. In addition, even where more than two architecture patterns are 

used in a system, it will certainly be helpful to study the pairwise interactions of 

patterns. The most common pairs of architecture patterns we identified were as 

follows: 

Table 2.5: Frequency of Architecture Pattern Pairs 

Pattern Pair Frequency 

Layers – Broker 6 

Layers – Shared Repository 3 

Pipes & Filters – Blackboard 3 

Client Server – Presentation Abstraction 

Control 

3 

Layers – Presentation Abstraction Control 3 

Layers – Model View Controller 3 

Broker – Client-Server 2 

Shared Repository – Presentation 

Abstraction Control 

2 

Layers – Microkernel 2 
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Shared Repository – Model View Controller 2 

Client Server – Peer to Peer 2 

Shared Repository – Peer to Peer 2 

Shared Repository – C2 2 

Peer to Peer – C2 2 

Layers – Interpreter 2 

Layers – Client Server 2 

Pipes & Filters – Client Server 2 

Pipes & Filters – Shared Repository 2 

Client Server – Blackboard 2 

Broker – Shared Repository 2 

Broker – Half Sync/Half Async 2 

Shared Repository – Half Sync/Half Async 2 

Client Server – Half Sync/Half Async 2 

 

There were a large number of pattern pairs that appeared once; 67 in all. However, 

the vast majority of these pairs, 51, came from the systems with four or more 

patterns. These represent less than 15% of the systems we examined, so these 

pattern pairs are expected to be unusual. 

Many of the most common pairs seem to logically go together, in particular, the 

following pairs: 

1. The Layers – Broker connection is very common among distributed 

applications. A server is often implemented with Layers. The  Broker pattern 

coordinates communication from remote clients. The patterns also have a 

symbiotic relationship with respect to security: layered systems often have an 

outer authentication layer, while the Broker can provide some protection 

against intrusion attacks. Brokers may be implemented in layers [132], and 

layered applications are common in distributed communication (e.g., the 

ISO/OSI stack.) 
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2. The Broker and Client-Server patterns are a natural pair for distributed 

applications. The Client-Server pattern defines the relationship between 

providers of services and consumers of the services (clients.) Brokers 

coordinate the communication between them. Broker is also used to 

implement efficiency, availability, and security, which are common concerns 

in client-server systems. 

3. A Shared Repository is obviously designed to allow multiple access, but may 

need security and some access restrictions. Layers are often used to provide 

an interface to a Shared Repository, and can thus provide the necessary 

security and other screening of requests. 

4. Many interactive applications are designed as layered systems. Management 

of the user interface is often encapsulated in a separate component, 

becoming the outer layer. The user interaction can be managed using the 

Model View Controller pattern, with the bulk of the layered system becoming 

the Model, and the interface (outer layer) managed with the View and 

Controller. Alternatively, the layered system can present an abstract 

representation of the user interface functionality for use with the 

Presentation Abstraction Control pattern. Each of these alternate user 

interface patterns was paired with the Layers pattern three times. 

5. The Presentation Abstraction Control pattern was also paired with Client-

Server three times. Different clients may require different presentations of 

the functionality from the server. This can be accomplished by using the 

Presentation component, with the Abstraction and the Control residing with 

the server. 

Other common pairs of patterns have less apparent relationships, and further 

research is required to determine their relationships. Possibly the combination of 

patterns in some cases cannot be generalized, but specific variants of patterns were 

combined to satisfy individual system requirements. 

In the pairs described above, some of the symbiosis appears to be related to quality 

attributes, such as performance, usability, and security. It appears that in many 

cases, the patterns provide structure to implement some functionality, but one 

pattern may have particular impact on important quality attributes of the system. 

For example, the Client-Server pattern defines the basic structure, and the Broker 

pattern adds some functional capabilities, but is particularly strong in the quality 

attributes. It may be that some patterns are selected primarily for their functional 

capabilities, while others are selected in order to support quality attributes. (We 

have observed this once in a system design experiment, in which participants 
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selected the Layers pattern for functionality, and the Broker pattern for availability 

and security [69].) While research into the interaction among architecture patterns is 

in its infancy, this may be an indicator of how architecture patterns work together. 

Since the most common number of patterns in a system was two, it is instructive to 

look at the pairs of patterns that appeared as pairs in these systems. These are likely 

to be smaller, less complex systems than those with more than two patterns. Only a 

few were used more than once. They are listed below, with the frequency of 

appearance. 

Table 2.6: Pairs of Patterns in Systems with Two Architecture Patterns 

Pattern Pair Frequency 

Layers – Broker 4 

Layers – Model View Controller 2 

Client-Server – Presentation Abstraction 

Control 

2 

Layers – C2 1 

Pipes & Filters – Shared Repository 1 

Active Repository – Presentation 

Abstraction Control 

1 

Pipes & Filters – Blackboard 1 

Client-Server – Plugin 1 

Layers – Presentation Abstraction 

Control 

1 

Shared Repository – Presentation 

Abstraction Control 

1 

Broker – Plugin 1 

Layers – Plugin 1 

Layers – Microkernel 1 

Broker  – Client-Server   1 

Pipes & Filters – Interpreter 1 

Pipes & Filters – Shared Respoitory 1 

State Transition – Shared Repository 1 

State Transition – Layers 1 

 

We note that the Layers pattern is particularly prominent: 11 out of 23 pairs involve 

Layers. It is paired with 7 different patterns. While this is to be expected due to the 

frequency of the Layers pattern overall, it does underscore the compatibility of 
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Layers with other patterns for relatively simple systems (where only two architecture 

patterns are used,) as well as for all systems. 

On the other hand, the second most common pattern, Shared Repository, is paired 

with few patterns in two-pattern systems. It was most common in larger systems, 

such as information and enterprise systems. 

We compared the pattern interactions we discovered to the pattern interactions 

suggested in published literature. Not much has been published about pattern 

interactions, except for the work in [11], which describes a rich set of interactions. 

The relationships are varied, including use, is-a, variants, realizes, and alternatives. In 

a single architecture, only the “use” relationship is visible: all the others concern 

selection of a pattern (e.g., selecting between two alternate patterns.) From all the 

pattern pairs in Table 6, only three match the “use” relationships described in [11]. 

The reason we found many more pairs is likely because we were examining complete 

architectures which must create complete solutions. This introduces rich possibilities 

for multiple patterns to be used. Further research will be useful to determine which 

of the pattern pairs are most useful. 

2.4 Limitations 

There are several limitations in this study which should be taken under consideration. 

In some cases, further research is warranted. 

2.4.1. Pattern Identification 

We saw that identification of the patterns depends on several different factors. 

These factors can significantly increase or decrease the number of patterns 

identified in a system. These factors assume that the architecture documentation is 

being examined without the help of the original (or even current) architects – 

obviously, the ideal is that the architect personally explains the architecture and the 

patterns used. Without the benefit of communication with the architect, the 

following factors should be considered. 

Additional documentation beyond the architecture diagrams was helpful in 

identifying some patterns, but it did not add as much as one might expect. Part of 

the study illustrates this: Fifteen of the systems came from Fayad, et al. [48]. The 

diagrams were analyzed first, and then the book was consulted to verify the analysis. 

In the subsequent analysis, four systems had patterns added, two had questionable 

patterns removed, and nine stayed the same. 

Some of the diagrams were easier to understand than others, and where the 

diagrams were difficult to understand, it was difficult to discover the patterns. It was 

difficult to figure out what made some diagrams more difficult than others, but it 

appeared that the more abstract the diagram was, the harder it was to understand. 
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In order to increase visibility of the patterns in diagrams, architects might annotate 

the module with the patterns used, use the pattern name in the name of the 

module, or capture the patterns used with an architectural decision capture tool (see 

[80].) 

It stands to reason that the more experience an analyst has with the architecture 

patterns, the more likely he or she is to find patterns. We found this to be true: a 

novice and an expert studied the same patterns, and the novice found a subset of 

the patterns found by the expert. In addition, it is likely that familiarity with certain 

patterns by the analyst leads to their ready identification. This illustrates the proverb 

that if all you have is a hammer, everything looks like a nail. Less well-known 

patterns are likely to be found less often. They are also less likely to be used in the 

first place. For example, the C2 pattern was identified in two systems, and an author 

of the C2 pattern was involved in both systems [98, 104, 127]. Other people might 

not recognize or use it. 

An important consideration is how accurate is the pattern identification, and what 

are the consequences of wrong answers. It is impossible to judge completely without 

a detailed architecture review, including conversations with the architects. However, 

we were able to assess the accuracy of pattern identification based only on the 

diagram versus analysis of both the diagram and supporting documentation. We 

examined 15 systems that were described in Fayad, et al. [48] first based only on the 

diagrams, and then augmented by the documentation. We found that of the 

patterns identified, 60% were identified correctly, 27% were missed, and 13% were 

over-identified (identified, but not really present.) This gives us moderate confidence 

in pattern identification from the diagrams alone, and good confidence if additional 

documentation is used. 

The consequences of missing patterns would be that less information about the 

utility of patterns might be available. The consequences of over-identification might 

be that a pattern is used in a domain where it is not appropriate. We have 

attempted to minimize this possibility by focusing on patterns that are found 

frequently in domains, as described above. 

2.4.2. Pattern Density 

While the majority of the systems contained either one or two patterns, several 

contained more; as many as 8 patterns. Since patterns are vehicles of system 

comprehension, multiple patterns can aid in understanding all the important 

components of the system. However, too many patterns can actually hinder analysts 

from identifying the patterns and their functions. This happens when patterns begin 

to overlap – when system components fill functions in multiple patterns. 
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On the other hand, the absence of any identifiable patterns in an architecture can 

also hinder comprehension – one cannot relate it to any established approach to the 

architecture. Fortunately, all the systems contained patterns, though we have 

observed a subsystem that had no patterns, and it was difficult to comprehend. 

There may be a “sweet spot” for the number of architecture patterns in an 

architecture – the optimal number of patterns to aid design as well as 

comprehension. Our data indicate that most systems have between one and three 

patterns; since this is common practice it may be considered as a good design 

heuristic. However. it may be worthwhile to study whether this is the optimal 

number of patterns in a system; it may depend on factors such as system size and 

the problem domain. 

2.4.3. Sample Coverage 

How well does this sample represent the body of software in the world? The 

coverage is broad, but not very deep. In particular, the sample does not attempt to 

represent a profile of the world’s software, which is undoubtedly skewed in a few 

areas, such as (currently) web applications. In this case, we believe that breadth of 

study is more helpful than depth, since a wider body of knowledge is being created. 

2.4.4. Pattern Variations 

As patterns are used, they are often changed from the “pure” definition given in the 

pattern literature. It appeared that many of the patterns were used with variation. 

However, we found it difficult to identify whether a pattern was used in its “pure” 

form, or whether it was used with variation – such detail was not to be found in 

either the diagrams or the supporting documentation. Variations to patterns are 

often made to accommodate the quality requirements of the system, such as 

performance, security, reliability, etc. Some of the most common variations are 

published in the patterns; mainly in Buschmann, et al. [33]. However, the usage of 

pattern variants may well make the pattern’s use in the system more difficult to 

understand. By the same token, the variant use of patterns almost certainly made it 

harder for us to identify the patterns, and may have obscured some patterns 

altogether. But this makes sense: if a pattern’s use is changed so much that the 

pattern becomes difficult to recognize, then one can argue that the pattern is no 

longer being used at all. 

2.5 Practical Uses 

There are several potentially important uses for this information. It is a contribution 

to the idea of a software architecture handbook, used to guide architects and 

developers in proven practices of software development. Booch notes, “It is a sign of 

maturity for any given engineering discipline when we can name, study, and apply 

the patterns relevant to that domain.” Software maintenance consumes much of the 
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total cost of software development, and one of the most expensive activities in 

maintenance is understanding the software. 

Architecture patterns are a valuable tool in creating the system architecture. 

Numerous architecture methods  accommodate the use of patterns. In addition, 

architectural design methods that focus on architecture patterns are being 

developed [63]. This work can make these processes more effective by showing 

system designers which patterns are commonly used, particularly in certain domains. 

It can also point to common combinations of patterns.  

Architecture patterns are also emerging as an important tool in the software 

architecture review process. A prominent part of software architecture development 

is the architecture review [1, 38, 97].  

This study has educational applications as well. Software architecture, including 

architecture patterns, are beginning to be taught in graduate and undergraduate 

computer science and software engineering curricula [122]. This work can give 

guidance about which patterns are most commonly used, in which application 

domains, and which patterns work well together as pairs. 

2.6 Conclusions 

Architecture patterns are an important tool of software architects. This work 

confirms that nearly every system contains one or more of the known architecture 

patterns; in most cases two or more patterns. It begins to shed light on which 

architecture patterns are most commonly used. It also identifies commonly used 

pairs of architecture patterns. This information can be used to help architects design 

systems, students learn architecture methods, and reviewers identify quality 

attribute-related issues associated with architecture patterns. 
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3 Leveraging Patterns to Satisfy Quality Attributes 

and Document Architectural Decisions  
 

This chapter consists of material from the following publications: 

Harrison, N and Avgeriou, P. “Leveraging Architecture Patterns to Satisfy Quality 

Attributes”, First European Conference on Software Architecture (ECSA), Madrid, 

Sept 24-26, 2007, Springer LNCS. 

N. Harrison, P. Avgeriou, U. Zdun, Architecture Patterns as Mechanisms for Capturing 

Architectural Decisions, IEEE Software, 24(4) 2007. 

Abstract 

All of software design involves making decisions and reifying those decisions in code. 

The decisions made during software architecting are particularly significant, as they 

have system-wide implications, especially on quality attributes. However, the impact 

of the architectural decisions may be first understood much later; when the system 

architecture is difficult to change. This can result in difficulties in implementing 

measures to achieve quality attributes. In addition, architects often fail to document 

their decisions well. This leads to architectural erosion: decisions made during later 

development might conflict with the original architectural decisions and thus cause 

significant system disruptions.  

Architecture patterns address these challenges by capturing structural and 

behavioral information, and encouraging architects to reflect on decisions, in a way 

that does not interfere with the natural architectural design process.  They can also 

help architects understand the impact of the architectural decisions at the time these 

decisions are made, because patterns contain information about consequences and 

context of the pattern usage. They are easy to use and provide a rich set of 

information about rationale, consequences, and related decisions.  

3.1 Introduction 

Throughout the software design process, developers must make decisions and reify 

them in code. The decisions made during software architecting are particularly 

significant in that they have system-wide implications, especially on the quality 

attributes. Because of its wide ranging impact and enduring nature, software 

architecture must fulfill a unique dual role. On the one hand, it must “look forward” 

and lay the foundation for software yet to be designed. On the other hand, it must 

provide a “window to the past” into which future designers may look to understand 

the architecture and its rationale. Unfortunately, both these tasks are very difficult, 

making software architecture one of the very daunting jobs in software 

development.  
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On the “looking forward” side, we see that designing an architecture so that it 

achieves its quality attribute requirements is one of the most demanding tasks an 

architect faces [15]. One reason is that the architect needs a great deal of knowledge 

about the quality attributes and about approaches to implementing systems that 

satisfy them. Yet there are many quality attributes; the ISO 9126 standard lists six 

primary and 21 secondary quality attributes [76]. In addition, quality attributes often 

interact – changes to the system often have repercussions on quality attributes 

elsewhere. Broad knowledge about how to manage tradeoffs among arbitrary 

quality attributes does not yet exist [12]. Requirements may not be sufficiently 

specific and are often a moving target. Finally, the consequences of decisions made 

are often overlooked [15]. As a result, architectural rework is common. 

 On the “window to the past” side, we find that architects often fail to adequately 

document their decisions because they do not appreciate the benefits of 

documenting such decisions, they do not know how to document them, or they do 

not perceive when decisions are made. This lack of thorough documentation can 

significantly disrupt the system when decisions made later, during subsequent 

development iterations, conflict with the original architectural decisions. 

Fortunately, software architecture patterns can simultaneously address both 

these problems, resulting in an architecture that can better satisfy its quality 

attributes, and one where the rationale of design decisions is more transparent to 

future designers and architects. In order for them to be effective, though, 

information about their relation to documentation of decisions and their impact on 

quality attributes must be understood. This chapter explores these relationships and 

shows how architecture patterns can be leveraged to address these twin problems. 

The remainder of this chapter is organized as follows: Chapter 3.2 explores these 

two problems in more depth. Chapter 3.3 gives information about the impact of 

common architecture patterns on common quality attributes. Chapter 3.4 describes 

patterns as an approach to architecture documentation, and compares them to 

architectural decisions in general. Chapter 3.5 discusses practical uses, and chapter 

3.6 discusses limitations of the use of patterns. Related work is found in chapter 3.7. 

3.2 Problem Overview 

3.2.1 Challenges of Consequences of Architecture 

Most architectural decisions have multiple consequences, or as Jansen and Bosch 

put it, result in additional requirements to be satisfied by the architecture, which 

need to be addressed by additional decisions [81]. Some are intended, while others 

are side effects of the decision. 
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Some of the most significant consequences of decisions are those that impact the 

quality attributes of the system. Garlan calls them key requirements [55]. This 

impact may be the intent of the decision; for example, one may choose to use a role-

based access control model in order to satisfy a security quality attribute. Other 

impacts may be side effects of different decisions. For example, the architect may 

adopt a layered architecture approach, which decomposes the system into a 

hierarchy of partitions, each providing services to and consuming from its adjacent 

partitions. A side effect of a layered architecture is that security measures can be 

easily implemented. 

One of the key challenges in dealing with consequences is the vast amount of 

knowledge required to understand their impact on all the quality attributes. 

Bachmann, et al. note that the list of quality attributes in the ISO 9126 standard is 

incomplete, and that one must understand the impact on even the undocumented 

quality attributes [12]. Tyree and Ackerman note that traditional architecture 

methods do not focus on the rationale for an architectural decision and the options 

considered [129].  Kruchten notes that the reasoning behind a decision is tacit 

knowledge, essential for the solution, but not documented [93]. The result is that 

consequences of decisions may be overlooked.   

Overlooking issues is a significant problem in architecture. In a study of architecture 

evaluations, Bass, et al. [17] report that most risks discovered during an evaluation 

arise from the lack of an activity, not from incorrect performance of an activity. 

Categories of risks are dominated by oversight, including overlooking consequences 

of decisions. Many of the overlooked consequences are associated with quality 

attributes. Their top risk themes included availability, performance, security, and 

modifiability. 

 Missing the impact on quality attributes at architecture time has an additional 

liability. Because quality attributes are system-wide capabilities, they generally 

cannot be fully tested until system testing [34]. Consequences that are overlooked 

are often not found until this time, and are expensive to fix. 

3.2.2 Challenges in Capturing Decisions 

Most software architecture documentation describes the system’s structure from 

different views [91]. Ideally, this documentation also records decisions that 

architects made while designing the system. Recording only the decision does little 

good, however; for the documentation to be truly useful, architects must also 

capture the alternatives considered, their expected consequences, and the 

rationale—that is, the reasons for selecting a particular alternative. Our discussion of 

decision documentation here refers not just to the decision but rather to all of its 

aspects. Unfortunately, this wider definition is what architects most neglect when 
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documenting their decisions. 

Current research trends in software architecture focus on architectural decisions [91] 

as first-class entities and capture their explicit representation in the architectural 

documentation. Such documentation extends the typical views of a software 

system’s architecture—such as the interacting components and connectors—with 

explicit representations of the architectural decisions that convey the rationale 

underlying a particular design [81]. 

The ultimate goal of documenting architectural decisions is to alleviate a major 

problem in the field: architectural knowledge vaporization [29]. This knowledge 

vaporizes because architects fail to record their decisions, so significant information 

about a software system’s architecture is unavailable during the development and 

evolution cycles. These decisions can’t be explicitly derived from the architectural 

models. And, because they exist merely as tacit knowledge in the heads of architects 

or other stakeholders, they inevitably dissipate. As the well-known saying in 

software architecture goes, “If something is not written down, it does not exist.”  

Knowledge vaporization has consequences across the software industry, including 

expensive system evolution, lack of stakeholder communication, limited reusability 

of architectural assets, and poor traceability between the requirements, the 

architecture, and the implementation. 

If the recording of architectural decisions is to become standard practice, then 

documenting decisions must be easy and somewhat automatic. To this end, 

researchers are investigating conceptual models, methods, processes, and tools for 

documenting decisions [35, 82, and  93]. However, in practice, architects still fail to 

document their decisions for many reasons. The most significant include the 

following: 

• The substantial effort required to document and maintain architectural 

decisions seems greater than the perceived benefit.  

• Architects sometimes make decisions without realizing it or without 

reflecting explicitly upon them, so they don’t know what to document. 

• Rather than disrupt the creative flow of design, architects defer decision 

documentation until the architecture is essentially complete; at that point, 

they’ve often forgotten many decisions and the rationale behind them. 

• Architects don’t know how to document their decisions. 

Clearly, such difficulties make the process of documenting architectural decisions 

problematic, leading to loss of valuable architectural knowledge. 
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3.3 Architecture Patterns and Quality Attributes 

As described above, patterns are particularly strong at identifying the consequences 

of architectural decisions, since the consequences of using patterns are part of the 

pattern. The use of patterns in identifying and dealing with consequences is, 

however, currently significantly limited. The chief limitation is that patterns’ 

information on consequences is incomplete, not searchable or cross-referenced, and 

in general not as easy to use as it should be. Furthermore, it is difficult to learn about 

pattern interactions: how patterns may jointly impact quality attributes. These are 

the difficulties we focus on in this work. 

Another difficulty is that pattern consequences are most often qualitative, not 

quantitative. Some quantification of architecture patterns’ impact on quality 

attributes has been done using a graded scale [39, 121]. This is insufficient, since an 

architect needs to have rigorous analysis results of quality attributes to make 

informed decisions. Even qualitative information is problematic: consequences are of 

different strengths but no such comparative information is given. We begin to 

address this in this work. 

Another issue is that patterns contain proven, but general solutions. Architecture is 

concerned with specific, but tentative decisions. As such, the pattern use must be 

tailored to the specific system – the architect must evaluate the consequences of a 

pattern in the context of its proposed use. Several architecture patterns, particularly 

those in Buschmann, et al. [33], include common variants of the patterns that 

provide more specific solutions. However, the variants have not been extensively 

documented, and have little information on consequences. So the user is left to 

determine whether the consequences of a pattern still apply to a pattern variant 

under consideration.   

An important source of unforeseen consequences is the interaction of multiple 

decisions. Multiple patterns may have overlapping consequences, or patterns and 

decisions not based on patterns may have overlapping consequences. 

3.3.1 Analysis of the Impact of Patterns on QAs 

In order for patterns to become a truly powerful architecture tool, it must be 

possible to find which patterns impact certain quality attributes, compare and 

contrast their impacts, and discover their interactions. To this end, we are analyzing 

the impact of patterns on quality attributes, and organizing this analysis in a way that 

is accessible and informative. This work is a companion to quantifying the impact of 

patterns on quality attributes: it adds a qualitative dimension by examining the 

nature of how a pattern impacts a particular quality attribute; not just how much. 
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We began by selecting a standard definition of quality attributes to be used in the 

study. We used the ISO quality model [76], which contains functionality, reliability, 

usability, efficiency, maintainability, and portability. We initially confined ourselves 

to the primary attributes, with the exception of functionality, where we selected the 

security sub-attribute. We added a property, implementability, as a measure of the 

difficulty of implementing the pattern. 

 We then selected the best-known architecture patterns, those from Buschmann, et 

al. [33]. We used the consequences in the book for our analysis of consequences. 

While the book gives several variants of the patterns, we limited this analysis to the 

“pure” form of each pattern – the variants will be investigated in our future work. 

In the analysis of the consequences, we designated strengths as “strength” or “key 

strength,” and liabilities as either “liability” or “key liability,” based on the 

importance of the impact. If the impact on the quality attribute might be sufficient 

reason by itself to use or avoid the pattern, it was designated as “key.” This 

differentiation supports architectural reasoning: used in the context of a project’s 

architectural drivers, a key strength tends to enable fulfillment of an architectural 

driver, while key liability will severely hinder or perhaps prevent its fulfillment. We 

differentiated normal versus key impacts based on the severity described in the 

documentation. Where it was unclear, consequences were weighed against each 

other, and judgment was applied. Not every pattern had both key strengths and 

liabilities. 

Table 3.1: Patterns’ Impact on Usability, Security, Maintainability and Efficiency 

 

  Usability Security Maintainability Efficiency 

Layers Neutral Key 

Strength: 

Supports 

layers of 

access. 

Key Strength: 

Separate 

modification and 

testing of layers, 

and supports 

reusability 

Liability: 

Propagation of 

calls through 

layers can be 

inefficient 

Pipes and 

Filters 

Liability: 

Generally 

not 

interactive 

Liability: 

Each filter 

needs its 

own security  

Strength: Can 

modify or add 

filters separately 

 

Strength: If one 

can exploit 

parallel 

processing 

Liability: Time 

and space to 

copy data 
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Blackboard Neutral Liability: 

Independent 

agents may 

be  

vulnerable 

Key Strength: 

extendable            

Key Liability: 

Difficult to test 

Liability: Hard to 

support 

parallelism 

Model View 

Controller 

Key 

Strength: 

Synchroniz

ed views 

Neutral Liability: Coupling 

of views and 

controllers to 

model 

Liability: 

Inefficiency of 

data access in 

view 

Presentation 

Abstraction 

Control 

Strength: 

Semantic 

separation 

Neutral Key Strength: 

Separation of 

concerns 

Key Liability: High 

overhead among 

agents 

Microkernel Neutral Neutral Key  Strength: Very 

flexible, extensible 

Key Liability: High 

overhead 

Reflection Neutral Neutral Key Strength: No 

explicit 

modification of 

source code 

Liability: Meta-

object protocols 

often inefficient 

Broker Strength: 

Location 

Transparen

cy 

Strength: 

Supports 

access 

control 

Strength: 

Components easily 

changed 

Neutral: Some 

communication 

overhead 

 

3.3.2 Implications of the Analysis 

A few patterns have conflicting impacts on a quality attribute. The Blackboard 

pattern has both a positive and negative impact on maintainability, and efficiency is 

both a strength and a liability in the Pipes and Filters pattern. This shows the 

complex nature of quality attributes: the categories above should be broken down in 

more detail (see future work.) However, they also indicate that a pattern can have 

complex consequences. In these cases, the designer must consider multiple different 

impacts. 

Table 3.2: Patterns’ Impact on Reliability, Portability, and Implementability 

 

  Reliability Portability Implementability 

Layers Strength: Supports 

fault tolerance and 

graceful undo 

Strength: Can 

confine platform 

specifics in layers 

Liability: Can be difficult 

to get the layers right 

Pipes and Key Liability: Error Key Strength: Liability: Implementation 
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Filters handling is a 

problem 

Filters can be 

combined in 

custom ways 

of parallel processing can 

be very difficult 

Blackboard Neutral: Single 

point of failure, but 

can duplicate it 

Neutral Key Liability: Difficult to 

design effectively, high 

development effort 

Model View 

Controller 

Neutral Liability:  Coupling 

of components 

Liability: Complex 

structure 

Presentation 

Abstraction 

Control 

Neutral Strength: Easy 

distribution and 

porting 

Key Liability: Complexity; 

difficult to get atomic 

semantic concepts right 

Microkernel Strength: Supports 

duplication and 

fault tolerance 

Key Strength: Very 

easy to port to 

new hardware, 

OS, etc 

Key Liability: Very 

complex design and 

implementation 

Reflection Key Liability: 

Protocol 

robustness is key 

to safety 

Strength: If you 

can port the 

meta-object 

protocol 

Liability: Not well 

supported in some 

languages 

Broker Neutral: Single 

point of failure 

mitigated by 

duplication 

Key Strength: 

Hardware and OS 

details well 

hidden 

Strength: Can often base 

functionality on existing 

services. 

 

The context of the application affects the importance of the consequences. For 

example, the efficiency strength of Pipes and Filters to exploit parallel processing 

may not be achievable in some single thread systems. This also highlights how best 

to use the information: one uses the information as a starting point for more in-

depth analysis and design.  

3.4 Architecture Patterns and Documenting Decisions 

Architecture patterns are solutions to general architectural problems that 

developers have verified through multiple uses and then documented. They thus 

offer an effective way to capture some of the most significant design decisions and 

provide appropriate alternative solutions for various design challenges. Pattern 

documentation includes the pattern’s usage context, a recurring design problem 

solved by a recurring solution that resolves the general challenges of the problem, 

and the solution’s consequences.  

Patterns help mitigate the four primary documentation challenges as follows: 
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• Architecture patterns include general structural and behavioral information, 

making it easier and faster to document architectural decisions. 

• In applying architecture patterns, architects make decisions that encourage 

them to both reflect on those decisions and consider related issues. 

• Pattern selection is indispensible to the architecting process, so architects 

can record related decisions with little effort. Pattern usage thus fits within 

the natural flow of the architecture design process.  

• Patterns follow an easily understood form, which is highly compatible with 

proposed description templates for architectural decisions. 

As the following descriptions and comparisons show, architecture patterns and 

architectural decisions have much in common.  

3.4.1 Patterns: Coupling Structure and Consequences 

One of architectural patterns’ key benefits is that they capture the system’s 

general architectural structure—which is typically well known and easily 

recognized—and couple it with consequences that are often not as readily 

recognized. This is particularly useful when attempting to reconstruct architectural 

decisions: the system’s structure indicates the (explicit or implicit) architecture 

pattern. The pattern description, in turn, indicates consequences of the architectural 

decision (especially with respect to quality attributes). These consequences are, in 

effect, less apparent decisions derived from the primary decisions. Developers can 

use this valuable knowledge to evaluate an architecture, although they can more 

precisely measure a pattern’s actual impact on quality attributes through thorough 

analysis, such as quantitative performance analysis. The particular pattern variant 

used also indicates whether alternative variants or related patterns might be 

applied. 

3.4.2 Decisions: Capturing Key Information 

An architectural decision is a decision that affects the system architecture. Jan 

Bosch proposes that a decision consists of requirements and a solution, and that 

each design decision addresses some system requirements while leaving others 

unresolved [29].  

According to Bosch, design decisions might 

• add components to the architecture, 

• impose functionality on existing components, 

• add requirements on components’ expected behavior, or 
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• add constraints or rules on part or all of the software architecture. 

He goes on to state that an architectural decision can represent many solution 

structures, including an architectural style or pattern. 

A crucial consideration of design decision documentation is which information to 

collect. That is, what critical information about a decision should you convey to other 

architects and developers? Key information includes the issue being designed, the 

decision made, the alternatives considered, and the reasoning behind the decision. 

Anton Jansen and Jan Bosch characterize this information as a problem, motivation, 

cause, context, potential solutions, and decision [81]. Jeff Tyree and his colleagues 

describe this and other important information about decisions and give a sample 

template for recording them [129]. 

A second important consideration is to determine what kinds of information 

comprise architectural decisions. Philippe Kruchten [91] describes several types of 

design decisions:  

• Existence decisions relate to the behavior or structure in the system’s design 

or implementation.  

• Non-existence decisions describe behavior that is excluded from the system. 

• Property decisions state an enduring, overarching system trait or quality, 

which might include design guidelines or constraints.  

• Executive decisions are those driven by external forces, such as financial 

imperatives. 

Another consideration here is the important distinction between two knowledge 

types [95].  

• Application-generic knowledge is an architect’s implicit knowledge, gained 

through previous experiences in one or more domains (such as architectural 

patterns, tactics, or reference architectures). 

• Application-specific knowledge involves all the decisions made during a 

particular system’s architecting process, as well as the architectural solutions 

that implemented the decisions.  

These two knowledge types are related in that application-generic knowledge is used 

to make decisions for a single application, and thus constructs application-specific 

knowledge. 
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As we noted earlier, a key difficulty with architectural decisions is in getting 

people to record the critical information surrounding a decision, rather than just 

recording the decision itself. To this end, researchers are developing tools to make 

the recording process as easy and unobtrusive as possible [35, 82]. In addition to 

tools that explicitly document architectural decisions, model-driven software 

development researchers have developed tools for defining architectural 

metamodels with constraints and model-checking features. We can easily extend 

MDSD tools to metamodels for architectural decisions (for example, following the 

templates described in the next section) and use them to define and automatically 

check formalizable constraints that result from an architectural decision. This 

hypothesis, however, remains to be tested in practice; we’re not yet aware of any 

MDSD tools that can effectively record architectural decisions. 

3.4.3 The Pattern-Decision Relationship 

Architecture patterns and architectural decisions are complementary concepts. 

Using a pattern in system design is, in fact, selecting one of the alternative solutions 

and thus making the decisions associated with the pattern in the target system’s 

specific context. For example, an architect designing a user interface structure might 

consider two alternative patterns: Model-View-Controller and Presentation-

Abstraction-Control. The MVC pattern divides the application into components that 

contain the core functionality and data (the model); the views presented to the user; 

and the user-input controller. The PAC pattern creates a hierarchy of cooperating 

agents, each of which manages its own data display. The PAC pattern is very 

extensible but is less efficient than MVC. So, in deciding which pattern to use, the 

architect must consider the target system’s performance and extensibility needs. 

The major difference between architecture patterns and architectural decisions is 

in the scope of information each contains. Each architectural decision document 

describes an individual decision about the target system.  In contrast, patterns 

describe solutions that have proven successful in multiple applications. Thus, 

architectural decisions are specific, but tentative; patterns are proven, but general. 

When designing systems, architects consider patterns as alternative solutions. In 

relation to the two knowledge types described earlier, architectural decisions 

comprise application-specific knowledge, whereas architecture patterns comprise 

application-generic knowledge. 

Although patterns and decisions have different origins, we can investigate their 

relation by comparing how they’re documented. Architectural decisions include the 

issue to be decided, the alternative solutions, the decision made, and the reasons for 

the decision. Similarly, a pattern describes the issue (in a problem section) and the 

decision (in a solution section). Alternative solutions are motivated by forces 
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(different variants of the solution) and justified in a rationale section. Table 1 shows 

the typical sections in patterns documentation (Frank Buschmann and colleagues 

offer examples in their book [33]), architectural decision documentation [129], and 

their correspondence.  

Table 3.3: Pattern and architectural decision documentation 

Pattern section Decision section Comments 

Name  Patterns represent generic knowledge, so 

pattern names give the pattern a recognizable, 

reusable name to facilitate communication; as 

decisions are knowledge specific to the current 

situation, they’re not intended to serve as a 

“language” among the architects/developers.  

Problem Issue The pattern’s problem statement roughly 

corresponds to the issue raising a decision. In 

both cases, it expresses a stakeholder’s 

concern that must be addressed. 

Category Group Some pattern authors categorize their 

patterns in some scheme; correspondingly, 

decisions are grouped. The decision groups are 

usually rather clear because they’re rooted in 

a concrete decision process, whereas pattern 

categories are often rather abstract. 

 Status Status information, such as pending, decided, 

or approved, refers to concrete realization of a 

decision. As generic knowledge, a pattern 

doesn’t need such a section. 

Context Assumptions, 

constraints 

A pattern’s context and a decision’s 

assumptions and constraints both set the 

scene and characterize the situation in which 

the pattern can be and the decision is applied. 

Solution varies 

according to 

forces 

Positions A decision’s positions are the alternatives that 

have been considered to tackle the issue. This 

roughly corresponds to two parts of the 

pattern text: the forces describe various 

concerns that can lead to different solutions; 

the variants of the solution represent 

alternatives in solving the problem by 

balancing the concerns in a different way. 



53 

 

Solution Decision A pattern’s solution describes the generic 

solution to the recurring design problem 

covered by the pattern. This corresponds to 

the concrete decision that resolves the issue of 

a decision. 

Rationale Argument A pattern describes the generic rationale of 

applying the pattern’s solution in relation to 

the forces. Similarly, a decision’s argument 

section explains why the decision was made. 

Resulting 

context/conseq

uences 

Implications A pattern’s resulting context section describes 

the context that is created by applying the 

pattern. A pattern’s consequences section 

describes the consequences of its application. 

These sections correspond to a decision’s 

implications. 

Example, known 

uses 

 Known uses are the sources from which the 

pattern has been mined; examples show how 

to apply the pattern’s generic solution in a 

specific way. Because decisions are concrete 

knowledge, neither known uses (there’s only 

one) nor examples are needed. 

Related 

patterns 

Related 

decisions, 

requirements, 

artifacts, or 

principles 

A pattern’s solution often leads to a context in 

which other related patterns can be applied. 

This corresponds directly to the related 

decisions, requirements, artifacts, or principles 

of a decision. 

 Notes In decision templates, notes can be taken 

during the decision process as part of the 

communication between stakeholders. Even 

though a lot of communication usually occurs 

when patterns are written, notes aren’t 

explicitly recorded but informally captured in 

other sections of the pattern template or in 

the verbose text in the other pattern sections. 

 

As table 1 shows, patterns and architectural decisions also differ in their 

documentation format. Although they have many of the same sections, pattern 

descriptions focus on timeless, generic knowledge (and hence have a name, 

examples, and known uses), whereas decision templates focus on concrete 

knowledge relating to a specific situation (and hence contain elements such as status 
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and notes). 

Another interesting aspect is how the two facilitate solution selection. In the 

patterns realm, architects can derive alternative solutions in two ways. First, as table 

1 shows, an individual pattern can provide alternative solutions by resolving the 

forces in different ways using different variants. The Pipes and Filters pattern, for 

example, might appear in different variants such as purely sequential, forks/joins, 

feedback loops, and so on. Second, two or more patterns can be complementary in a 

specific decision topic. For example, when deciding on interacting components’ 

distributed communication, you might choose the Client-Server, Peer-to-Peer, or 

Publish-Subscribe pattern or combine two or all three. 

As table 1 shows, patterns can support traditional architectural documentation. 

The patterns provide application-general knowledge in the areas of assumptions, 

constraints, positions, implications, and related decisions. The architect might wish 

to augment this information with application-specific knowledge; in this case, the 

pattern serves as a reminder of issues to consider. In some cases, a pattern contains 

nearly all the desired decision documentation (albeit at a general level). In such 

cases, the architect must document little beyond the decision itself. So, using 

patterns in decision documentation can minimize the efforts necessary to document 

extra information, such as design considerations, consequences, and so on.  

When using pattern-oriented knowledge, it’s important to understand the 

consequences of applying the pattern on functional and (especially) nonfunctional 

system aspects. When you decide to use a pattern, you decide to accept its 

consequences. The Layers pattern, for example, partitions software in a way that 

often results in many function calls, which might decrease performance. In deciding 

to use this pattern, you must consider its performance impact. However, because 

the Layers pattern supports security levels in the application, you might use it if you 

want to adopt a particular security model and implementation. This brings up an 

important advantage of using patterns with respect to decision-making: A decision’s 

consequences are rarely fully understood or even anticipated. Because patterns are 

based on extensive prior experience, the consequences are generally well 

understood and described in the pattern documentation. Thus, pattern usage can 

help you understand the consequences beforehand and document them for future 

reference. 

3.5 Using Patterns: Practical Considerations 

Architectural design is an especially challenging decision-making process because 

it involves frequent trade-offs: A given structure often satisfies a few requirements 

at others’ expense. Furthermore, a decision’s consequences might introduce new 

requirements, so you might have to trade off a solution’s benefits with the additional 
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system burdens it entails. Trade-offs are particularly rich and complex among a 

system’s nonfunctional attributes. For example, deciding to implement a certain 

security approach might impact the system’s performance and usability. Because of 

the interaction complexities among performance, usability, and security, architects 

might be particularly unaware of their decisions’ consequences on such 

nonfunctional system aspects.  

The architecting process is highly intuitive. To develop an architecture, architects 

use their own past experiences, others’ experiences, and whatever application-

generic architectural knowledge is available. Using a proven and systematic 

approach to architecting is highly desirable—you get no style points for originality in 

software architecture! 

During architecting, architects periodically consider one or more of the key 

architectural drivers—that is, the most important system-affecting requirements. 

They consider alternative structural approaches, decide on one or more, and repeat 

the process. Ideally, they should record these decisions as they happen. However, as 

we noted earlier, they generally document the decisions later, if at all. 

Patterns play an important role in this decision-making process. For certain 

decision topics, architects might select one or more patterns or a single pattern’s 

variants as alternative approaches. When they select the pattern, its usage 

documents an architectural decision. This has several key benefits. First, the solution 

has been proven to work. Second, because the literature describes patterns in detail, 

documentation of pattern-associated decisions already exists. Third, many 

architecture patterns include documentation of their consequences and system 

impact, including on nonfunctional requirements. Thus, architects can easily learn 

which further trade-offs they must consider. 

As we now describe, there are several advantages and limitations to using 

patterns as a primary method of architectural documentation. 

3.5.1 Benefits of Patterns Use 

Perhaps the biggest challenge of architectural documentation is capturing the 

critical information surrounding the decision itself. Doing this takes time, effort, and 

attention; consequently, developers tend to avoid interrupting the design flow to 

document their work. However, postponing documentation increases the risk that 

they’ll forget critical issues or forgo documentation all together. This is precisely 

where patterns shine: Their use is easily noted (without interrupting design), and, at 

the very least, the additional information reminds architects about what issues to 

document later. The application-generic knowledge of rationale, forces, and 

consequences is an important first step. Patterns address the principal difficulties of 
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recording decisions as follows: 

• The substantial effort required to document and maintain architectural 

decisions seems greater than the perceived benefit. Because patterns include 

a description that matches architectural decisions’ required description, using 

the pattern is a starting point for documenting that decision. Even if 

developers expend no additional documentation effort, the pattern name 

itself refers to the generic pattern description and thus offers at least 

minimum documentation.  

• Architects sometimes make decisions without realizing it or without reflecting 

explicitly upon them, so they don’t know what to document. Applying 

patterns per se signifies that some of the most significant architectural 

decisions have been made. Furthermore, patterns explicitly state the system 

quality attributes’ consequences, and this helps architects recognize their 

decisions and implications. Patterns also contain references to related 

patterns, which help architects think about alternative solutions and 

eventually select one based on a rationale. 

• Rather than disrupt the creative flow of design, architects defer decision 

documentation until the architecture is essentially complete; at that point, 

they’ve often forgotten many decisions and the rationale behind them. 

Patterns fit well within several well-established architecture design methods. 

They also emerge naturally through the design process without disrupting the 

creative flow. Nonetheless, developers can easily document decisions related 

to the pattern’s usage afterwards by simply reusing the pattern description 

information. Finally, architecture patterns fit well into the tools that support 

architecting methods, and we expect such tools to become more mature and 

more widely used. 

• Architects don’t know how to document their decisions. Patterns contain 

much of their own documentation. They’re also compatible with emerging 

decision documentation formats and tools. Patterns also remind architects of 

issues to consider. 

3.6 Limitations of Patterns Use 

Architecture patterns don’t relieve the architect of all responsibility for 

documenting decisions. First, the architect must still document application-specific 

decisions. Second, not all decisions have appropriate patterns. While additional 

architecture patterns have been and will continue to be written [11], some 

architecture areas will never have patterns. So, architecture patterns will always 

have a limited solution space. 



57 

 

Similarly, you can’t capture some architectural decisions in terms of patterns 

because they depend on the project’s concrete scope and domain. Technology-

related decisions (such as deciding on a specific technology vendor) or organizational 

decisions (such as company guidelines or project team setup) are just two examples 

of project-dependent decisions that have severe consequences for the resulting 

architecture. A fourth limitation relates to the fact that architects often use multiple 

patterns together. If they don’t understand the various pattern interactions, they 

might select conflicting patterns. This problem is exacerbated by the fact that 

architects tend to use architecture patterns unsystematically. In chapter 7, we 

propose an approach to support pattern selection based on desired quality 

attributes, and systematic design decisions based on patterns. This problem can also 

be ameliorated by effective architectural reviews using patterns, as described in 

chapter 8. In addition, chapter 4 describes a systematic analysis of  relationships of 

patterns and quality attributes. It also includes annotations of architectural 

diagrams, which helps address issues with effective documentation. 

Finally, an important challenge with patterns is what to do if developers use the 

wrong pattern but don’t discover this until well into the implementation phase. As 

with any architectural decision, backing out is difficult. However, we might draw on 

the rich information that patterns contain to reduce such difficulty. To our 

knowledge, this area has yet to be researched at all. 

3.7 Related Work 

Several quality attribute centered software architecture methods take an intuitive 

approach, including the QASAR method [28] and the attribute driven design (ADD) 

method [15]. Use of architecture patterns is also intuitive, and fits well in these 

models. In addition, the architecture pattern quality attribute information formalizes 

architecture patterns and their consequences, relieving the architect of some of the 

burden of ferreting out the consequences of architectural decisions. 

Bachmann, et al. describe a knowledge framework designed to help architects make 

specific decisions about tradeoffs that impact individual quality attributes [12]. It 

focuses on individual quality attributes independently, while the pattern approach 

focuses more on interactions among patterns and quality attributes. It might be said 

that the knowledge framework favors depth, while the pattern-driven approach 

favors breadth. In this sense, it is likely that these two research efforts are 

complementary. 

In the general model of architecture [72], the information is useful in the 

Architectural Synthesis activity, but is most valuable in the Architectural Evaluation 

activity. Architecture evaluators can use it to help them detect risks of omission [17]. 
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4 How do Architecture Patterns and Tactics 

Interact? A Model and Annotation 
 

This chapter consists of material from the following publications: 

Harrison, N. B. and Avgeriou, P. 2010. How do architecture patterns and tactics 

interact? A model and annotation. J. Syst. Softw. 83, 10 (Oct. 2010), 1735-1758. 

Abstract 

Software architecture designers inevitably work with both architecture patterns and 

tactics. Architecture patterns describe the high level structure and behaviour of 

software systems as the solution to multiple system requirements, whereas tactics  

are design decisions that improve individual quality attribute concerns. Tactics that 

are implemented in existing architectures can have significant impact on the 

architecture patterns in the system. Similarly, tactics that are selected during initial 

architecture design significantly impact the architecture of the system to be 

designed: which patterns to use, and how they must be changed to accommodate 

the tactics. However, little is understood about how patterns and tactics interact. In 

this chapter, we develop a model for the interaction of patterns and tactics that 

enables software architects to annotate architecture diagrams with information 

about the tactics used and their impact on the overall structure. This model is based 

on our in-depth analysis of the types of interactions involved, and we show several 

examples of how the model can be used to annotate different kinds of architecture 

diagrams. We illustrate the model and annotation by showing examples taken from 

real systems, and describe how the annotation was used in architecture reviews. 

Tactics and patterns are known architectural concepts; this work provides more 

specific and in-depth understanding of how they interact. Its other key contribution is 

that it explores the larger problem of understanding the relation between strategic 

decisions and how they need to be tailored in light of more tactical decisions.  

4.1 Introduction 

The architecture of a software-intensive system is the foundation upon which the 

system is implemented to satisfy the system requirements (note that in this chapter, 

references to “architecture” refer to the architecture of software-intensive systems; 

see [75]). The requirements include both functional and non-functional 

requirements. The non-functional requirements, or quality attribute requirements, 

are extremely important, and can be even more important than the more visible 

functional requirements [14], and even drive software architecture design [103]. The 

architecture is designed by making a number of design decisions in order to 



59 

 

influence the requirements. Two types of important design decisions are the 

application of architecture patterns and tactics. 

An important class of design decisions are those that concern quality attributes; such 

decisions are often called tactics [15]. A tactic is a design decision that aims to 

improve one specific design concern of a quality attribute. For example, a design 

concern concerning the quality attribute “security” is how to prevent attacks on the 

system; an associated design decision (tactic) is to authenticate users. As with 

patterns, the structures and behavior of the tactics may also shape the architecture, 

but usually at a smaller scale; this is natural as tactics concern a single quality 

attribute while patterns address a number. Tactics usually become part of a pattern 

alongside other structures. 

Because tactics must be realized within architecture patterns, the relationship 

between the two needs special study. Architecture patterns and tactics have an 

influence on each other as their structure and behavior need to co-exist within the 

architecture. This is a common case of dependencies between design decisions: 

former decisions constrain subsequent decisions. We need to distinguish between 

two cases: 

• Brownfield development: in the case of evolving legacy systems the patterns 

are already in place and the architect may need to apply additional tactics to 

improve the quality attribute requirements. In this case, a tactic may require 

small or large changes to the patterns in order to fit in the architecture for its 

implementation.  

• Greenfield development: in the case of designing systems from scratch, an 

architect can first select patterns and then fit the tactics (top-down), or first 

select tactics and then see which patterns can incorporate them (bottom-up) 

or select both patterns and tactics iteratively (meet-in-the-middle). The 

second case is the most common as the architect usually starts making minor 

design choices by selecting tactics and other structures (e.g. for functional 

requirements and physical constraints of the system), then selects a pattern 

that can incorporate these choices and subsequently selects more tactics 

and other structures.  

In both cases we need information about how the pattern-related and tactic-related 

decisions influence one another. The information may be used to modify the 

pattern, or if one has not selected an initial pattern yet, it can be used to understand 

the tradeoffs of selecting one pattern versus another.   Specifically we need 

information about how much a pattern must be changed in order to implement 

certain tactics. Of course, this also reflects how easy or difficult it is to implement the 

tactics in the pattern.  
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In practice, for any given tactic, we may not know which parts of the pattern make it 

easy or difficult to implement that tactic. Furthermore, architects and developers 

often do not understand why a tactic is easy or difficult to implement in a given 

pattern. This makes it difficult to make informed choices about alternative tactics, 

and to assess the costs and benefits of tactics to achieve quality attributes. In short, 

their ability to effectively satisfy the critical quality attributes for a system is 

compromised. 

Therefore, without detailed knowledge of the architecture patterns used and how 

they interact with the quality attribute tactics, an architect can easily miss important 

interactions. Furthermore, without an understanding of the types of interactions, an 

architect will not even know what to look for. In addition, one will not easily 

understand how and why a pattern is modified in order to satisfy a quality attribute. 

In order to help architects and designers understand the intricate relations between 

a system’s architecture design decisions and its quality attributes, we describe a 

model of interaction between architecture patterns and tactics. This paper describes 

and categorizes these interactions, shows how they apply in architectural design, 

and provides a way to annotate architectural diagrams so that others can easily 

understand where these interactions take place.  

By applying this model, an architect can learn the nature of the changes to a 

software architecture that must be made in order to implement desired quality 

attributes. This can lead to: 

• Better ability to assess whether a particular architecture pattern is 

appropriate for the system being designed. 

• Better ability to estimate the development effort required – instead of 

guessing at how a quality attribute will be implemented, one can see the 

architectural components that must be changed or added to implement 

it. That means less guesswork and fewer surprises later in development. 

• Ability to evaluate alternative approaches to implementing quality 

attributes, namely evaluating alternate tactics that accomplish the same 

thing. You might have considered one, but may pick a different one 

because it is easier to implement in the architecture. 

• Reuse of this knowledge through the use of known patterns and tactics. 

• Better understanding of the architecture; namely why certain structures 

were put in place or how and why the architecture patterns used were 

modified. 

The structure of the rest of the paper is as follows: Section 4.2 presents a general 

model of the interaction of patterns and tactics. Section 4.3 explores how patterns 
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and tactics interact. Section 4.4 shows how to make the interaction of tactics and 

patterns visible in architecture documentation, through architecture diagram 

annotations. Section 4.5 contains several case studies where the annotation method 

has been used. Sections 4.6 describes related work. 

4.2 A Model of Patterns, Quality Attributes, and Tactics 

This model shows in general terms how patterns, quality attributes, and tactics are 

related to each other, and how they are related to the overall architecture. It 

provides the framework for discussion of the detailed ways that tactic 

implementations affect the patterns used. It also provides a foundation for the 

description of a method of annotating architecture diagrams in a way that shows the 

impact of implementing tactics on the architecture. 

The model is comprised of entities associated with a system’s architecture with 

respect to patterns and tactics; these may represent structures and behavior, as 

both patterns and tactics have structural and behavioral parts. We discuss each of 

the entities in the figure in turn. Let us begin with the architecture. An architecture 

consists of architecture pattern implementations in order to satisfy architectural 

concerns. (The architecture may also contain structures that are not part of any 

pattern implementation, though they do not concern this discussion.) 
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Figure 4.1:  Pattern, Quality Attribute, and Tactic Model 

An architectural concern is a requirement on the system to be built, such as a 

feature to be implemented [72, 75]. A special type of architectural concern is a 

quality attribute. Quality attributes are important architectural concerns, and can 

have profound impact on the overall structure of the architecture. However, quality 

attributes are often the difficult architectural concerns to satisfy. Whereas 

architectural partitions (see patterns below) often readily fit functional 

requirements, quality attributes are system wide, and are satisfied through 

measures that cut across such partitioning. Quality attribute scenarios are often 

used to specify requirements on quality attributes [15]. 
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Tactics are measures implemented to improve quality attributes. Tactics that do the 

same thing are grouped into categories, also called design concerns in ADD (see 

[134].) These design concerns are selected following the quality attribute scenarios.  

For example, security can be improved by resisting attacks, detecting attacks, and 

recovering from attacks. These are design concerns (or categories of tactics) for 

security. The tactics within each category are implementations of the category. 

Tactics for  the “resisting attacks” design concern include the following: Authenticate 

users, Authorize Users, Maintain Data Confidentiality, Maintain Integrity, Limit 

Exposure, and Limit Access. 

In some cases, tactics are alternate ways of implementing a design concern. For 

example, a design concern for availability (often called reliability) is “Fault 

Detection.” Two tactics for fault detection are “Ping/echo” and “Heartbeat (dead 

man timer)” [15]. We note that while the model applies to both design time and 

runtime tactics (see [15]), we have focused primarily on runtime tactics for 

simplicity. 

The implementation of tactics improves the level of its quality attribute. For 

example, the tactic “authentication” improves the level of the Security quality 

attribute. However, tactics may also have side effects on other quality attributes. 

These side effects are usually negative. 

The left side of the figure shows architecture patterns and their relations. An 

architecture pattern is a solution to an architectural problem, which is usually 

described as a set of architectural concerns or forces. The pattern satisfies multiple 

architectural concerns, but may also have side effects on other architectural 

concerns. A pattern may have different variants, and in fact, the variant used is often 

based on the tactics used [13].  

The solution of architecture patterns consists of components and connectors 

between them; together, these comprise the pattern participants. The pattern 

participants are interrelated; they depend on each other. The pattern participants 

have both a structure and a behavior. The pattern provides a generic solution as a 

collaboration among the pattern participants. The pattern implementation is a 

concrete realization of a pattern, including reification of all its components and 

connectors. 

The relationship between the pattern participants and the tactics is significant. The 

code used to implement tactics can reside entirely within the pattern participants, in 

which case the pattern remains the same. However, implementing tactics often 

requires changes to the pattern participants: in some cases, it is merely necessary to 

replicate a pattern participant. In other cases, the structure and behavior of a 
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participant must be significantly modified, or even new structures and behaviors 

added which are not part of the original pattern. We describe these changes in detail 

in later sections. 

For example, consider a simple e-commerce application, consisting of multiple web 

clients that access a central server. (For simplicity, we give only parts of its 

architecture.) Its Architecture contains Pattern Implementations of the following 

Architecture Patterns: Broker, Layers, and Repository. Each pattern consists of 

Pattern Participants, The following figure is a simplified but common diagram of such 

an architecture. It shows the pattern participants, but as is typical in architecture 

diagrams, it does not explicitly show tactics.  Comments in italics describe the 

pattern participants and discuss tactics. 

Clients Broker API Layer

Client, Broker, 

Processing Stack, 

and their connectors 

are participants of the 

Broker pattern

Business Logic Layer
Tactics:

Security tactics (e.g. 

authentication) are often found 

in the Layers Pattern

Performance tactics (e.g. load 

sharing) are often controlled by 

the Broker

Reliability tactics (e.g. 

replication) are often found in 

the Broker or the Database, 

depending on the context.

.

◄  Client

Server  ►

Forwards Requests,

Receives Results

Sends requests,

Receives results

OS Calls Layer

Database Layer

(Repository)

The Four layers and their 

connections are 

participants in the Layers 

Pattern. (Depictions of 

Layers often do not show 

the control and data flow 

that go down the layers, 

and then back up.)

The Database Layer is 

also the participant in 

the Repository Pattern

 

Figure 4.2: Pattern Participants in a Typical Diagram of an E-Commerce System 

(Simplified) 

The Architectural Concerns include the features, the hardware and software 

platforms to be supported, security requirements, reliability requirements, etc. Of 

these, security and reliability are Quality Attributes. 

A Design Concern used to satisfy part of the security Quality Attribute is “resist 

attacks” [15], and a Tactic to implement it is “authenticate users.” This tactic is often 

implemented by adding a Layers’ Pattern Participant; namely an authentication layer 

above all other layers. 
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4.3 Interaction of Patterns and Tactics 

As noted above, quality attributes are addressed through the implementation of 

tactics. The implementation of tactics is done within the architectural structure of 

the system, including the structures of the architecture patterns used. Because this 

interaction can be very important, we study it in depth in this section. In an 

expansion of the upper part of figure 1, we see that pattern participants consist of 

components and connectors, and that tactics impact each in various ways, which are 

described below. In the following figure, the boxes represent instances of 

components, connectors, pattern participants, or tactics. For simplicity, we have 

omitted other entities usually employed in Architecture Description Languages such 

as ports, roles, and bindings; they are out of the scope of this paper but an 

interesting subject of future study. 

 

 

Fig. 4.3: Interaction of Patterns and Tactics 

In this portion of the model, we see that quality attributes are improved through the 

implementation of runtime tactics. The tactics are implemented in the participants 

(generally the components and connectors) of the patterns used in the architecture 

of the system. Note that connectors should be considered first class entities [118]. 

 

We are particularly interested in the relationship between the tactics and the 

pattern participants. This is a key relationship, because the tactic being implemented 

may or may not be readily implemented, depending on what the pattern participants 

are, and how they depend on each other.  We explore this relationship in depth 

below. 

Patterns can impact individual tactics by making it easier or more difficult to 

implement them. 
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As described previously, quality attributes are satisfied through the implementation 

of tactics. Because tactics are implemented in the code, their implementation can be 

easier or more difficult depending on the structure and behavior of the system they 

are implemented in – its architecture. In fact, the structure and behavior of a tactic 

ranges from highly compatible with the structure and behavior of a pattern to 

almost completely incompatible with them. Naturally, the closer the structures 

match, the easier it is to implement the task in the pattern. 

The structure and behavior of a system are obviously intertwined, but are generally 

discussed and documented separately. Likewise, we will discuss the interaction of 

patterns’ and tactics’ structures, followed by a discussion of the interaction of their 

behaviors. We then describe the magnitude of the interactions, and end this section 

by showing an example of tactic data for a quality attribute and a few patterns. The 

example gives data chiefly about the impact of the tactics on the structure of the 

patterns. 

4.3.1 Interaction of Structure in Patterns and Tactics 

 

We have identified several types of changes that a pattern’s structure might undergo 

when a tactic is implemented, as shown in Table 1. The information may be used to 

modify the pattern, or if one has not selected an initial pattern yet, it might be used 

to understand the tradeoffs of selecting one pattern versus another. The types of 

structure change are listed in general order of amount of impact on the structure of 

the pattern; that is, the earlier types generally have less impact than the later types. 

However, the amount of impact depends on the pattern and the tactic. In particular, 

modification of a component has a large range of potential impact. Each 

pattern/tactic pair must be individually examined to determine the impact. 

Magnitude of impact will be discussed after the discussion of behavior.  

In addition to pattern components, the connectors between the components are 

affected. It is certainly the case that changes to the components may cause 

corresponding changes in the associated connectors’ ports, interfaces, etc. The table 

below shows changes to components, followed by a table showing the changes to 

the connectors. 

Table 4.1: Changes to Pattern Components 

Type of  structure 

change 

Description Impact 

Implemented In The tactic is implemented within a 

component of the pattern. The 

Only a single component 

must change, and in a 
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external interface of the 

component does not have to 

change. (This is a special case of 

the Modify type, described below.) 

minor fashion. This is the 

easiest type of change to 

implement. 

Replicates A component is duplicated. This is 

usually done to implement 

redundancy, for reliability, or to 

implement concurrency for 

performance.  (This is a degenerate 

form of the “Add, In the Pattern” 

type of change.) 

Small changes are often 

required in the duplicated 

component, as well as 

components that interface 

to it. These changes are 

still usually easy to 

implement. 

Add, In the 

Pattern 

A new instance of a component is 

added to the architecture. The 

component follows the structure of 

the architecture pattern, thus 

maintaining the integrity of the 

architecture pattern. 

The component must be 

written, of course, but the 

changes required by the 

interfacing components 

are easy and well defined. 

These changes are easy or 

moderately easy to 

implement. 

Add, Out of the 

Pattern 

A new component is added to the 

architecture which does not follow 

the structure of the pattern.  This 

causes the architecture of the 

system to deviate from the intent 

of the pattern 

In addition to adding the 

new component, other 

components must change, 

often in significant ways. 

This is not only difficult to 

implement, the changed 

structure can make future 

maintenance more 

difficult 

Modify A component’s structure changes 

(as opposed to adding new 

components in or out of the 

pattern.) 

Such changes generally 

mean that other 

components must also 

change. The changes can 

range from minor to very 

difficult. 

Delete A component is removed We have never observed 

it. One might consider the 

selection of a simpler 

variant of a pattern some 

sort of a delete; for 

example, using a variant 

of MVC that combines the 

model and view. 
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Table 4.2: Changes to Pattern Connectors 

Type of Change to a 

Component 

Corresponding Change to Connectors 

Implemented in No Change 

Replicates Connectors added between replicated 

components and other components. They may be 

within the structure of the pattern. 

Add, in the pattern New connectors added within the pattern 

structure 

Add, out of the pattern New connectors added outside the pattern 

structure 

Modify New or modified connectors needed, probably 

outside the pattern structure. 

 

We show examples of each of the changes below. Short descriptions of the patterns 

and tactics used here can be found at the end of this chapter. 

 

1. Implemented in: Implementing the Ping/Echo reliability tactic in a Broker 

architecture: The Ping/Echo tactic has two major components, the 

component issuing the ping and keeping the time, and the components 

responding to the ping messages with an echo. Since the Broker component 

already maintains communication to all the server components, the Broker 

becomes the component that issues the ping. The server components simply 

respond to it. This requires a small change to the messaging protocol (the 

connector), but the change can be lessened further. The work requests to the 

server components can double as the ping messages, and their responses can 

be the echo messages. In this case, only minor changes are required in the 

broker component, and the other components have few if any changes. 

2. Replicates: In a client-server architecture, improved performance is often 

needed, so the Introduce Concurrency tactic is used. It simply duplicates the 

server component. A connector between the servers may be added to allow 

the duplicated servers communicate and share load. This configuration is 

often used in web-based download servers that have local mirror sites. 
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3. Add, In the Pattern: Security of a layered system can be enhanced by adding 

the Authentication tactic as an additional layer on top of everything. The 

security layer is a new component and associated connector, but it is within 

the structure of the Layers architecture. Changes to the other parts of the 

system will likely be confined to the (former) top layer of the system. 

4. Add, Out of the Pattern: Consider a Pipes and Filters-based system that needs 

to add the Ping/Echo reliability tactic. Ping/echo requires a component to 

manage the pinging, and to know who doesn’t answer. However, Pipes and 

Filters has no possible candidate components, so one must be added. 

Furthermore, each filter must now respond – in good time – to the ping 

messages, requiring new connectors. This may mean that each filter must 

implement an interrupt handling mechanism. The new architecture looks 

quite a bit different from the pure Pipes and Filters architecture. 

5. Modify: Consider a Blackboard architecture. The reliability tactic Checkpoint 

and Rollback is to be implemented. Because the behavior of processing in a 

Blackboard system is somewhat emergent, it will be very difficult to define 

checkpoints to which one can roll back.  Defining such checkpoints is counter 

to the very idea of a Blackboard. An alternative might be to log all inputs in 

order, so one could presumably reconstruct the sequence of events, but this 

could be cumbersome, and require significant storage. In any case, the 

blackboard component must undergo significant changes, though no 

additional component is added. Changes to connectors would be minor or 

even unnecessary. 

4.3.2 Interaction of Behavior in Patterns and Tactics 

Within behavior, one can consider the actions of the software, and the state 

transitions of the software. We will focus on the actions because they are more 

general: every state transition is accomplished by an action. Within actions, we see 

two notable issues: 

1. Sequences of actions: Sequences of actions are often represented in message 

sequence diagrams, particularly for messages between different 

components. 

2. Timing of actions: Some actions must be completed within a certain time 

limit. Different actions are taken if the action does not finish within its 

allotted time. (In some cases, such as hard real time systems, the integrity of 

the system is compromised if actions do not complete on time.) 

We discuss each below. 
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4.3.2.1 Adding Action Sequences 

Most of the behavior of architecture patterns is characterized as action sequences. 

For many common patterns, these sequences can be found depicted in message 

sequence charts [33]. These charts depict the essential common sequences of 

actions in systems using these patterns. Tactics also have behavior, namely the 

sequence of actions that satisfy the quality attribute concern. The behavior of tactics 

can change the behavior of the pattern by adding or modifying action sequences of 

the tactic to those of the pattern. 

The following are examples: 

1. Adding the security tactic “authenticate users” adds a sequence of actions at 

the beginning of the action sequence that initiates an interactive user 

session. 

2. Adding the “ping/echo” reliability tactic adds a sequence of action that is 

controlled by a clock, independent of any other actions in the system. It also 

adds timing behavior: sending the pings is controlled by time, and the 

responses must come within a certain time or the tardy component is 

considered to be dead. 

 

Behavior changes are associated with structural changes. Let us revisit the types of 

structural changes, and note the types of behavior changes that are associated with 

them. They are as follows, given in general order of increasing impact: 

Table 4.3: Structure and Behavior Changes in Pattern Participants 

Type of  structure 

change 

Typical behavior change Impact 

Implemented In Actions are added within the 

sequence of the component. 

Timing changes are mainly 

limited to the component. 

This type of behavior 

change is easy to 

implement. Timing of the 

component is well defined. 

The timing of the 

component can be modeled 

or compared to the previous 

version, which can be used 

to assess the impact on 

realtime requirements. 

Replicates When a component is replicated, 

its sequence of actions is copied 

intact, most likely to different 

Changes in the actions are 

limited to the controlling 

components, and as such 
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hardware. Ideally, their behavior 

does not change at all. Whatever 

component that controls the 

replicated component requires 

actions added, normally within its 

sequence. 

are quite easy to 

implement. In unusual 

cases, the parallelism of 

replicated components can 

slightly improve timing, if it 

is properly exploited. 

Add, In the 

Pattern 

The new component added 

comes with its own 

behavior,which in most cases, 

must follow the constraints of 

the pattern. The new 

component’s actions are within 

the message sequence of the 

pattern. 

This action is moderate 

work, because new actions 

must be developed. Timing 

changes are mainly limited 

to the added component.  

Add, Out of the 

Pattern 

The component added will have 

its own behavior. The actions do 

not have to follow the pattern; in 

fact, they may be an action 

sequence that is independent of 

the sequences in the pattern. 

The new component does 

not have to work within the 

constraints of the pattern’s 

action sequences, which 

may make the addition of 

the component easier. But 

every point where the new 

component interacts with 

the existing components 

must somehow deal with 

asynchronous actions of the 

new component. This 

implies, for example, 

interrupt processing; likely 

significant work. 

Modify The change to the structure of a 

component implies changes or 

additions within the action 

sequence of the component that 

are more significant than those 

found in “Implemented in.” It is 

conceivable but unlikely that any 

actions are added independent 

of the component’s action 

sequence. (Note that the 

magnitude of modifications can 

vary widely; in some cases 

“Modify” is lower impact than 

“Add Out of the Pattern.) 

The magnitude of the work 

needed depends on the 

situation. Interfaces of the 

component may change, 

which means that the 

behavior of other 

components must change 

correspondingly.  
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Let us look at some examples: 

1. Implemented In: The Ping/Echo reliability tactic can be added within the 

structure of the Broker pattern. The behavior of the tactic is to periodically 

send ping messages to selected components, and they reply. The broker’s 

action sequence is to wait for requests from clients, and distribute the 

requests to appropriate servers. To implement Ping/Echo, the broker can use 

the clock to decide when to send ping messages, just as it sends client 

requests out. It must add behavior to keep track of responses. The servers 

must add behavior to respond to ping messages right away. 

2. Replicates: Consider the Hot Spare tactic implemented in the Broker pattern. 

A server is replicated, and the broker controls it. The servers have no changes 

in their actions. Sequences of actions are added to the broker as follows: 

broker sends requests to two servers. It must also manage them, perhaps 

using Ping/Echo to determine their health. These are all additions within the 

broker’s normal sequence of actions. 

3. Add, In the Pattern: consider the addition of the Authentication security 

tactic to the Layers pattern. An additional layer for authentication is added 

on top of all the other layers. It adds behavior to handle the authentication, 

which must come before other actions in the system. For example, requests 

for service must pass through the authentication layer to ensure that the 

requestor is authenticated, then the normal sequence of actions proceeds. 

4. Another example of addition within the pattern is adding the Encryption 

tactic to the Pipes and Filters pattern. This is interesting to consider because 

there are two obvious ways encryption might be added. In the first way, all 

the filters might operate within a secure environment, and encryption is 

applied to the final product. In this case, a filter containing the encryption 

actions is added to the end of the pipes and filters configuration. The 

behavior of the other filters is not affected. In the other case, the filters are 

distributed across an insecure network, and the results of one filter must be 

encrypted before the data is passed to another filter. In this case, each filter 

must add another filter for encryption after it. But like the first case, the 

added actions are within the sequence of actions – encryption must follow 

the actions of each filter. By the way, this implementation also requires that 

decryption be done in a filter before each filter – each filter becomes three! 

5. Add, Out of the Pattern: Consider adding the security tactic, Intrusion 

Detection to the Layers pattern. Intrusion Detection runs as an independent 
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process that monitors the open ports on a system for attempts to intrude. It 

is added as a component out of the pattern. Its actions are completely 

independent of the application. It makes it straightforward to implement. But 

what should it do when it detects intrusion attempts? Should it raise a 

warning immediately? If so, the Layers system must handle interrupts from it. 

Should it simply log the events? If so, the Layers system needs to have 

behavior added to occasionally check the log files and clean them out. In this 

case, the actions can be part of the Layers’ normal sequence of actions. 

6. Modify: Consider a Layers architecture in which the reliability tactic Passive 

Redundancy (warm spare) is implemented. Of course there is replication of 

the most of the system (all except the top layer, perhaps). Then behavior 

must be added to a certain layer to send updates to the warm spare. This 

requires more substantial action additions, because the system must 

determine what state information to send, and the spare system must be 

modified to replicate the active’s state through the state messages. Although 

it is likely that these additions are all within the existing action sequences, the 

changes are significant. 

4.3.2.2 Time Behavior 

It is important to consider not only actions but timing of actions. Obviously, the 

addition of any actions causes the timing of the system to change in some way. 

Because functionality is being added, in most cases, the timing change means that 

the overall processing can take longer. (Exceptions include adding parallel processing 

and other performance-related tactics.) The timing change is often not important. In 

many cases, changes in the timing of the system or component are small enough 

that the timing change can easily be ignored. However, if there are any critical timing 

constraints in any part of the system, the impact of implementing the tactic on the 

timing of the system must be examined. We discuss timing in detail in a later section. 

The timing changes caused by the implementation of a tactic may or may not be of 

concern, depending on the nature of the tactic and the timing constraints of the 

system. Timing can be a system-wide issue – just because a component’s action 

sequence is left unchanged by a tactic, one cannot automatically assume that the 

timing of that component is not compromised. If different components share the 

same processor, changes in the actions of one can impact the timing of the others. 

Tactics impact the timing of the system in two main ways. First, the tactic may add 

new timing constraints to the system. Second, the tactic may change the timing of 

the system in a meaningful way (i.e., change the timing enough that we care.) Each 

of these ways can be either explicit or implicit. We explain each in more detail 

below. 
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1. Adding new timing, explicit: In this case, the tactic contains specific timing 

requirements in its specification. The most obvious example is the Ping/Echo 

reliability tactic. In this tactic, a central control component sends out sanity 

pings, and requires that other components respond within a certain time. 

Note that although the timing itself is implemented in a central component, 

timing requirements extend to each of the components being monitored: 

each component must respond within a certain time. Therefore, the time 

behavior of all the responding components must be examined to ensure that 

the timing requirements of the echo message can be met, and that the time 

behavior of the component itself is not compromised by servicing the ping 

messages. 

2. Adding new timing, implicit: In this case, the tactic does not contain specific 

timing requirements. However, certain timing constraints can be inferred in 

the behavior of the tactic. For example, the Passive Redundancy (Warm 

Standby) reliability tactic has implicit constraints. In this tactic, a standby 

component receives regular state updates from the active. There is an 

implicit requirement that the warm standby be able to process each state 

update message before the next one comes. Otherwise, the state messages 

would either back up or would be discarded, or would force the active to wait 

until the standby catches up. The first two would cause loss of 

synchronization between the active and the standby, and the third would 

cause performance problems. Therefore, the standby must process state 

messages fast enough to keep up. 

3. Changing Existing Timing, Explicit: These are tactics that explicitly change the 

performance of the system. In general, they add no new behavior. All the 

performance tactics (processing speed) intend to change the timing of the 

system. For example, the tactic Add Concurrency improves the timing of the 

system. Naturally, there are no tactics that explicitly (i.e. purposely) degrade 

the timing of the system. 

4. Changing Existing Timing, Implicit: This case is where a tactic changes the 

timing of the system as a side effect; there is no intent to do so. In nearly all 

cases, the change is to cause processing to take longer, although in many 

cases, the timing change is too small to be of concern. Virtually all tactics 

introduce some change in timing., though most are small. An interesting 

example is the Voting reliability tactic. In this tactic, different components 

work on the same problem. Their results are compared, and a voting scheme 

is used in the cases where the results differ. The implicit timing change is that 



75 

 

all the voter components must complete their tasks before further progress 

can be made. Thus the performance is limited by the slowest voter. 

4.3.3 Magnitude of Impact 

The sections above describe the ways in which structure and behavior of the 

patterns are changed by the implementation of tactics. An important consideration 

is the size of the impact. The size of the impact – how much a pattern must change – 

is an indicator of the work required to implement the tactic, how error-prone the 

implementation might be, and how difficult it might be to see the pattern in the 

system at a later time. However, although one can get a general sense of the 

magnitude of the impact of types of changes, it can vary depending on the particular 

pattern and tactic. Therefore, it is necessary to examine each pattern-tactic 

combination. 

We defined a five-point scale to describe how difficult it is to implement a particular 

tactic in a given pattern. It is based on the impact on the structure and behavior of 

the pattern. The descriptions follow: 

1. Good Fit (+ +): The structure of the pattern is highly compatible with the 

structural needs of the tactic. Most or all of the changes required are the 

“Implemented in” type, and the behavior of the pattern and tactic are 

compatible. Any structure changes (“Modify”) required are very minor. For 

example, the Broker architecture strongly supports the Ping-Echo tactic because 

the broker component already communicates with other components, and is a 

natural controller for the ping messages. 

2. Minor Changes (+): The tactic can be implemented with few changes to the 

structure of the pattern, which are minor and more importantly, are consistent 

with the pattern.  Behavior changes are minor, and generally encapsulated 

within pattern participants (e.g., no new message sequences between 

participants added.) These types of changes are “Replicates” or “Add, in 

Pattern.” Structure changes (“Modify”) are minor. For example, the Layers 

pattern supports the active redundancy tactic by replicating the layers, and 

adding a small distribution layer on top. Although another layer is added, it is 

entirely consistent with the pattern. 

3. Neutral (~): The pattern and the tactic are basically orthogonal. The tactic is 

implemented independently of the pattern, and receives neither help nor 

hindrance from it. For example, consider implementing the reliability tactic 

“Ping/Echo” in the Model View Controller (MVC) pattern: there is no inherent 

conflict between them. But MVC has no natural place for handling them either, 

such as an exception handling layer one might implement in the Layers pattern. 

Therefore, MVC neither helps nor hinders the implementation of Ping/Echo. 
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4. Significant Changes (-): The changes needed are more significant. They may 

consist of “Implemented in,” “Replicates,” and “Add in Pattern” where behavior 

changes are substantial. More often, they include significant “Modify” or minor 

“Add out of Pattern” changes. For example, the Presentation Abstraction Control 

manages simultaneous user sessions. Implementing a Rollback tactic would likely 

require significant extra code to ensure that different interfaces are 

synchronized. 

5. Poor Fit (- -): Significant changes are required to the pattern in order to 

implement the tactic. These consist of significant “Modify” and/or “Add out of 

Pattern” changes. The structure of the pattern begins to be obscured. Adding the 

tactic requires the addition of behavior that is different from the original 

behavior of the pattern. For example, introducing Ping-Echo into a Pipes and 

Filters pattern requires a new central controlling component, along with the 

capability in each filter component to respond to the ping in a timely manner. 

While the above list gives an overview of the levels of magnitude of impact, a key 

determiner of magnitude is the number of pattern participants that must change. 

Clearly, as the number of participants that change increases, effort for 

implementation, maintenance, and understanding increase. And the opportunities 

for errors increase. 

Most changes involve the addition of a component (namely replication or adding in 

or outside the pattern; see above.) Typically, this requires adding a corresponding 

connector, and changing an existing component that communicates with the 

component. Thus we see that three changes becomes a natural “break point,” for 

impact. The same applies to the “Modify” change: a change to a component typically 

requires a corresponding change to its connector as well as the component it 

communicates with. “Implemented in” is a minor change to a single component. This 

gives the following table of magnitude for each type of change: 

 

Table 4.4: Impact magnitude as a function of number of participants impacted 

Change Type Number of 

Changes 

Impact 

range 

Comments 

Implemented in 1 ++ to +  Should impact only a single 

participant 

Replicates 3 or less ++ to +   

 More than 3 + to ~  

Add, In the 

Pattern 

3 or less ++ to +  

 More than 3 + to ~  
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Add, Out of the 

Pattern 

3 or less ~ to -  

 More than 3 - to --  

Modify 3 or less ++ to - The wider range indicates 

inherent variability of Modify 

 More than 3 ~ to --  

 

It is not uncommon for a tactic to involve more than one type of change; for 

example, Add In the Pattern (adding a new component and connector) and Modify 

(an existing component.) In such a case, one would consider the upper and lower 

ranges of both types of changes. In this example, Add in the Pattern (2 changes) has 

a range of ++ to +, and Modify (1 change) has a range of ++ to -. This gives a total 

range of ++ to -, but it is biased toward the positive end; the modification required is 

likely minor. 

A particular consideration is the case where a tactic aligns with a previous tactical 

decision. Within the meta-model, two tactics would affect the same pattern 

participants in the same way; they have overlapping impacts. Obviously, the effort to 

implement the tactic is much less than if it were implemented in the pattern without 

the previous tactic. We can model the difficulty of the second tactic by considering 

that it is implemented in the architecture as it now stands – including the previously 

implemented tactic. This could, for example, result in the impact on a pattern 

participant being “Implemented in” or “Add, in the Pattern”, rather than “Add, 

outside the pattern.” Case Study 1 shows such an example. This begs the question of 

whether the order of tactic implementation is significant; see section 7. 

It is important to note that the architecture of every system is different, and has 

different requirements and constraints, resulting in a unique structure. We see this 

reflected in the ranges given in the above table. Therefore, the impact of a tactic on 

an architecture could be different from our findings. As such, these findings should 

be taken as general guidelines. They are most useful as guides for comparisons of 

tactics and of patterns, and as helps for implementation. 

Note that while we consider impact on development effort, there is another 

dimension of impact; namely that a tactic may impact other quality attributes; e.g., 

tactical decisions taken to improve security often have a detrimental effect on 

performance. Such tradeoffs must also be taken into account, and are also part of 

the architectural tradeoff analysis one must do [15]. 

4.3.4 Impact Data Example: Reliability 

This example describes the impact of several common reliability tactics on one 

pattern, the Pipes and Filters pattern. Each paragraph begins with an assessment of 
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the magnitude of the impact, followed by a description of the structural and 

behavioral issues of implementing the tactic in a Pipes and Filters architecture.  

 

In order to be complete for reliability tactics, each common reliability tactic must be 

analyzed for each common architecture pattern. The analysis for one other pattern, 

Layers, is available in [65], but there are many other common architecture patterns. 

In addition, other quality attributes have their own sets of common tactics. 

Pipes and Filters 

Summary: The Pipes and Filters pattern is chiefly used for sequential actions such as 

processing data streams or incremental processing. Its hallmarks are performance 

and flexibility, but it is often also found in highly reliable systems. It has a few 

significant liabilities that must be overcome in such systems. 

1. Fault Detection 

a. Ping/Echo: - -: A central monitoring process must be added, which must 

communicate with each filter. Each filter must be modified to respond in a 

timely manner to the ping messages. This not only affects the structure of the 

pattern, but may conflict with realtime performance. (Add out of the Pattern, 

along with moderate changes to each filter component) 

b. Heartbeat: - -: Similar to ping/echo. It is a bit easier to add the heartbeat 

generating code to the filters, because they don’t have to respond to an 

interrupt. However, each filter must still send the heartbeat in response to a 

timer. (Add out of the Pattern, along with moderate changes to each filter 

component.) 

c. Exceptions: - -: The problem here is who should catch an exception when one is 

thrown. If the exception can be completely handled within a single filter 

component, then there is no problem. However, if the filter cannot fully handle 

the exception, who needs to know? Depending on the application, it may be the 

subsequent filter (simple modifications needed to the filters), or a central 

process might need to know (Add out of the Pattern, along with moderate 

changes to each filter component.) 

2. Recovery – Preparation and Repair 

a. Voting: + +: To implement voting, create different filters as the voting 

components. Create the receiving component (the voter) as a filter. To 

distribute the input to the different voting filters, use a pipe that has one input 

and multiple outputs (e.g., the Unix “tee” command.) (Add in the Pattern, but 
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the work besides using different algorithms in the different filters is very 

straightforward; almost trivial.) 

b. Active Redundancy: + +: Replicate filter components. Send the same stimuli to 

redundant filters. Use a pipe or a final filter to receive the results from the 

redundant filters. You can arrange it so you take the first one finished, which 

improves performance; a common goal in Pipes and Filters.  (Replicate, plus add 

a trivial pipe or filter to handle the results, as well as a distribution pipe, as 

noted in Voting. As in voting, the adds here are trivial.) 

c. Passive Redundancy: -: Replicate the filter you are backing up. Then modify the 

primary filter to send occasional updates to the backup filter. The backup filter 

must be modified to receive the updates, rather than the normal input data. A 

pipe or trivial filter is needed to handle the results, just as in Active Redundancy. 

This can be done within the pattern, but Active Redundancy is generally a 

superior tactic, and it fits so well, that this pattern is not recommended with 

Pipes and Filters. (Replicate, plus significant changes to the filters.) 

d.  Spare: +: Set up a device as the spare, with the ability to run as any of the 

different filters. Create a new filter that handles distribution of work. It must 

detect when a filter does not respond to sending work (e.g., did the data write 

fail), and then initialize the spare as that kind of filter. (Add in the pattern, but 

the new filter is not trivial.) 

3. Recovery – Reintroduction 

a. Shadow: +: In Pipes and Filters, Shadow is implemented similarly to Voting. In 

this case, the receiving component checks the results from the shadow against 

the results of the primary filter to see if they are correct. It may be necessary to 

communicate the state of the shadow filter back to the filter that distributes the 

work. Note that the shadow filter itself should need no changes. (Duplication 

with simple Add in the Pattern, plus possible small Modify to two filter 

components.) 

b. State Resynchronization: - -: The biggest problem with this tactic is filters should 

not have states except within processing of one piece of data. And in that case, 

it usually makes most sense to restart processing of that data from the 

beginning. If you must to implement this tactic, define states for each filter and 

create a mechanism to restore a filter to the proper state when it comes back 

up. That may require a monitoring process. (Major changes to components, plus 

possible Add out of the pattern.) 

c. Rollback: - -: Check pointing is easy to do. However, once the data passes to the 

next filter, it is extremely hard to undo it -- it is gone. If you must use it, use a 

monitoring process and a protocol of checkpoints to ensure the integrity of the 
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data at the end of each filter. (Add out of the pattern, plus major changes to 

components.) 

4. Prevention 

a. Removal from Service: -: Use a monitoring process to decide when to remove a 

filter from service. (Add out of the pattern.  Minor changes may be needed for 

reconfiguration.) 

b. Transaction: ~: Filters work naturally on streaming data, rather than transaction-

oriented data. However, the first filter in a sequence might package the data 

into transactions, and later filters could operate on transactions of data (A trivial 

example not directly related to reliability used by one of the authors in a college 

course is calculating bowling scores with a pipes and filters architecture. The 

first filter packages the raw data into “frames”, and the second filter sums the 

scores of each frame.) 

c. Process Monitor: -: Use a monitoring process to detect when a filter fails, and 

reconfigure the system. (Add out of the pattern.  Minor changes may be needed 

for reconfiguration.) 

4.4 Implementing Tactics in Patterns 

How does one use the model presented above in the implementation of a system?  

There are numerous processes for architectural design [72]. Regardless of the 

process, one must weigh architectural alternatives, including which patterns and 

tactics to use. When one is considering which patterns and/or tactics to use, one 

needs to know: 

1. Where in an architecture under consideration would a tactic be 

implemented? 

2. What is the magnitude of the impact of a given tactic on a given architecture? 

If a legacy system is under consideration, one also needs to know the 

implementation constraints when adding new tactics. For example, if the Passive 

Redundancy tactic is added in order to improve the reliability quality attribute, one 

needs to know the conditions and methods of data storage (including which 

repository architecture pattern is used – see [11]), and where it sits in the 

architecture (e.g., as a layer in the Layers pattern.). 

Existing architecture methods deal with making decisions about these questions (see 

related work section for details.) In order to help them do so, we show a method of 

annotating architecture diagrams with tactic information. It can be used, for 

example, to annotate the logical view of a 4+1 architecture (see [90].) This 



81 

 

annotation can be used to evaluate alternatives during initial architecture, and can 

be used to show tactic information of existing systems. 

4.4.1 Documenting Tactics in Architectures 

Because implementing a tactic in an architecture can significantly change the 

architecture patterns, it can be difficult to find the patterns in the architecture 

diagrams, making understanding of the system more difficult. This is particularly 

problematic in legacy systems, where implementing tactics is actually a form of 

“architecture drift” [111]. Therefore, it is important to be able to easily reflect tactics 

in architecture documents, including existing ones. 

Comprehensive architecture documentation presents multiple views of the 

architecture [75, 90]. A view is defined as a representation of a set of system 

elements and the relationships associated with them [37]. Clements, et al. describe 

several different generic types of views, or viewtypes, which highlight different 

characteristics of the architecture [37]. Kruchten also notes different views of the 

architecture [90].  An important view of the architecture is the components and 

connectors view. In spite of the fact that as Clements, et al. point out, no single view 

can fully represent an architecture, the components and connectors view is the only 

architecture documentation of many systems. Informal diagrams may consist of lines 

and boxes, where boxes usually represent some sort of components or sub-

components, and the lines between them represent some relationship between 

components. Other architecture documentation may consist of UML, or employ 

ADLs or other formalisms [5, 6, and 120]. However, the diagram styles vary widely; 

there is no standard that is universally used in architecture diagrams [62]. 

These points lead to three requirements on a tactic documentation method: 

1. In order to meet the needs of existing architectures, it should be possible to 

apply it to existing architecture diagrams. Furthermore, it should be clear 

what changes were made, and that the changes are associated with adding 

tactics. 

2. It should be adaptable to differing amounts of formality in the existing 

description. Therefore, it should be semantic-free, but ideally should allow 

for adding semantics as desired by the user. 

3. Any method of documenting tactics must be compatible with different 

architecture diagramming styles. 

4. It must be easy to add to the diagrams. If it is difficult, it will not be used. 
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We propose a method of annotating architecture diagrams with tactic 

implementation information. It is a clear way to document the addition of tactics to 

architecture documents that is also easy to use, allows the architectural components 

to remain visible, and can annotate many different styles of diagrams. It is based on 

the types of changes to architecture patterns as described earlier. 

 There is a great deal of variation in styles of architecture diagrams. In our studies of 

47 architecture diagrams [62], we found that while all used boxes and lines, the 

meanings of the boxes and lines differed. Few explicitly used standard notations 

such as RUP or UML. Therefore, a key advantage of this annotation is that the 

annotation is not tied to any one notation. Regardless of the architecture notation 

style used, people can continue to use it and add the annotation to show the tactics 

added and changes required. This is especially true because the annotation is 

basically independent of the diagram semantics. One can add annotations to boxes 

or lines as needed. And other methods besides the circles may be used. For example, 

UML components can be annotated through stereotypes or notes instead.  

The flexibility of annotation is shown in the examples and in the case studies, which 

show annotations of diagrams with differing semantics and syntax. 

4.4.1.1 Annotation Style 

The annotation method consists of two things: a list of tactics applied and circles 

showing the location and type of changes to the architecture for a tactic. The list of 

tactics consists of entries that associate an implemented tactic with the circle that 

show its implementation. Each entry in the tactic list consists of a unique identifier 

and the name of the tactic. The identifier consists an abbreviation of the quality 

attribute, followed by a number. The number uniquely identifies changes for that 

tactic. The name of the tactic is the name as shown in the examples above. Each 

entry in the tactic list also gives the magnitude, using the magnitude scale given 

earlier. An entry may also contain additional explanatory text, if desired (examples of 

such text can be seen in the case studies.) 

A sample of quality attribute types follows. Note that there is some disagreement 

among experts as to the taxonomy of quality attributes. Therefore, this is a sample 

list only, based on quality attributes given in [76]. 
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Table 4.5: Sample Quality Attribute Abbreviations 

R Reliability 

S Security 

U Usability 

PF Performance 

PO Portability 

M Maintainability 

CP Capacity 

CF Configurability 

E Extensibility 

 

This is an example of a tactic list. The names in parentheses are for the reader’s 

convenience; architects may or may not choose to include them. 

Table 4.6: Sample Tactic List 

ID Tactic 

S1 Authorization (security ++) 

S2 Encryption (security ++) 

R3 Ping/Echo (reliability --) 

PF4 Concurrency (performance ~) 

 

The types of changes to the pattern participants follow the types described earlier; 

namely, implemented in, replicated, added within the pattern, added outside the 

pattern, and modified. Each circle contains an abbreviation for the type of change. 

We use the following abbreviations: 

Table 4.7: Types of Change to Pattern Participants 

Abbreviation Type 

I Implemented in 

R Replicated 

AI Added, in the pattern 

AO Added, out of the pattern 

M Modified 
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The circle has the tactic id at the top, and the type of change below, as follows: 

 

Figure 4.4: Tactic Implementation Annotation Style 

Atypical circle looks like this: 

 

Figure 4.5: Sample Tactic Implementation Annotation 

This shows an addition to a component within the constraints of the pattern, for the 

tactic listed as S1. If the previous table is being used, S1 indicates the Authorization 

tactic for security. 

The circles are placed in the diagram on the pattern participant (e.g. component, 

connector, message) that is changed for that tactic. The circles should be placed on 

all the participants that change. (If placing a circle on a pattern participant detracts 

from the clarity of the diagram, i.e., obscures the writing in a box, it may be placed 

next to the participant.) Note that for a given tactic, the type of change may vary for 

different participants, so the change types may vary accordingly. (That is why each 

circle contains a change type.) Note that where tactics result in the addition of 

participants, the latter are added to the diagram (as one would normally do), and 

annotated with a circle. 

This example shows the addition of the security tactic Authorization and the 

reliability tactic Ping/Echo to the Pipes and Filters architecture. Figure 6 shows the 

pipes and filters architecture before the addition of the tactics. Authorization 

generally requires a single point of authorization, so a central authorization server is 

added to provide authorization [50].  When a filter receives work, it first contacts the 

authorization server to receive permission for the work.  We see that the 

authorization server and its connectors are added outside the pattern (abbreviation 

AO), while the filter components are modified (abbreviation M.) The resulting 

architecture diagram shows authorization added. 
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Figure 4.6: A Simple  Pipes and Filters Architecture 

 

 

Figure 4.7: Addition of Authorization Tactic to Pipes and Filters Architecture 

Note: in this diagram, the arrows on the connectors show possible direction of 

communication. The connectors to the authentication server show that the 

authentication server can respond to the filters. 

We now add the Ping/Echo Reliability tactic to this architecture. We can take 

advantage of the central authorization server to also manage the ping messages, and 

rename it the Central Control. 



86 

 

Central Controller

Filter 1 Filter 2 Filter 3

Tactics Added:

S1: Authorization

R2: Ping/Echo

S1

M

S1

M

S1

AO

S1

M

S1

AO

S1

AO

S1

AO
R2

M

R2

M
R2

M

R2

M

R2

M

R2

M

R2

M

 

Figure 4.8: Addition of Ping/Echo to Pipes and filters with Authorization 

Note that we reuse the connectors between the filters and the central controller. 

Ideally, one has both the “before” and “after” diagrams; that is, figures 6 and 8. 

However, the latest diagram should be sufficient to both identify the architectural 

structure and guide the implementation of the tactics. 

The above example shows an annotated structure diagram, with annotations added 

to components and connectors. In a similar manner, annotations may be added to 

behavior diagrams. The same change types are used as for structure diagrams. In 

behavior they have similar meanings, as described previously. 

Where an architecture has both structure and behavior diagrams, the same tactic 

identifiers should be used on both diagrams, so that one can easily recognize the 

impact of implementing a tactic on both the structure and behavior of the 

architecture. 

The following example shows a message sequence chart for Broker pattern, (from 

[33]) showing the addition of the Voting tactic, used to increase reliability [15]. 

In the figure below, we see that the Broker component modifies its “find servers” 

action to find multiple servers that will participate in the voting. It adds additional 

“call service” messages to go to the voting servers. When messages are received, the 

Broker adds behavior to wait until all voters have responded, and then select the 

proper response. We see that the behavior of the servers and the client do not 

change. 

For simplicity, the diagram shows only two servers. 
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Figure 4.9: Broker Message Sequence Diagram with Voting Added 

4.4.1.2 Examples 

The following examples were taken from real architecture diagrams from [27]. In 

each case, we added a tactic that would be a likely candidate for that application. 

These examples show how even with different architecture diagram styles, it is 

possible to annotate them with tactic information. We note that it is entirely 

possible that the tactics we chose are already implemented in the systems, but the 

architecture diagrams do not indicate it. 

Google: 

This example shows the Google architecture, as described in [30]. We see the Shared 

Repository pattern in the upper right corner for figure 10; it is shared by at least the 

Indexer and the Store Server. The Store server also serves as a Broker of sorts for it. 

We choose to improve performance by adding the performance tactic, Add 

Concurrency. To do so, we replicate the Repository component and modify the Store 

Server component to handle the duplication. The Indexer component may need to 

change in a small way to handle multiple Repository components. We see in this 

example that the main change happens in one pattern (Repository), and an 

associated change happens in another pattern (Broker.) 
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Figure 4.10: Google Architecture with “Add Concurrency” Tactic 

Ambulance: 

The following diagram is from an ambulance information system, from [125]. The 

upper rectangle labeled “Statistics” is a Shared Repository. We wish to improve 

reliability by duplicating the repository, using the Passive Redundancy (Warm Spare) 

pattern. (Note: this improves the availability of the system by allowing the system to 

continue to operate if one of the databases is to fail; reliability of data integrity is 

clearly already supported through the archive and recover components.) This 

diagram is problematic because it isn’t clear what the large rectangles mean. Most 

appear to designate association, such as the lower rectangle labeled “Operator 

Windows,” but the one we are concerned with, the Statistics rectangle, may in fact 

designate containment within a common database component. Furthermore, we 

were unable to obtain the book that contains this diagram, so further information is 
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unavailable. Even without this information, we understand that we must duplicate 

the data and manage the redundant databases. Clearly, the clients of the data 

should not have to know about the duplicated database, so that management must 

happen inside the Statistics rectangle. It appears that if it was not a containment 

relation before, it certainly is now. We explain the tactic structure in light of the 

uncertainty of the diagram; for illustration purposes, we have put it in the tactic list. 

The notation does not specify where it should go.  
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Note that the components to be replicated may in fact be a single component. 

The active and passive databases must be centrally managed. If there is an 

interface component there already, duplicate management is managed within it, 

as shown. Otherwise, that component must be added.

 

Figure 4.11: Ambulance with “Passive Redundancy” Tactic 

Speech Recognition 

The following example is of a speech recognition system, based on the Blackboard 

architecture pattern, from [115].  The blackboard pattern consists of a central data 

store, called the Blackboard component, a controlling component, and several 

knowledge sources that are specialized for solving a particular part of the overall 

task. 

We wish to add the reliability tactic Voting. The idea here is that speech recognition 

can be very difficult, and different algorithms may have different degrees of success 

at different times. To maximize the chances of accuracy, we implement two or more 

different algorithms and select the best result among them. (The best result might 

be obtained by taking the two outputs that are most similar, for example.) 
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The diagram shows several components within the Blackboard component called 

“levels.” It isn’t clear whether they form a Layered architecture within the 

Blackboard, but it doesn’t matter: we want to re-implement the Blackboard 

component as a whole. We put the tactic circle next to the Blackboard label to show 

this. 

A voting scheme requires a Voter component to make the selection among the 

results. This appears to be a natural task for the Blackboard Monitor component. We 

see all these changes reflected in the diagram below. 

 

Figure 4.12: Speech Recognition with “Voting” Tactic 

4.4.1.3 Uses for the Notation 

Clements, et al. [37] note that two major purposes of architecture documentation 

are for education and for communication among stakeholders. Our studies given 

below indicate that it can be useful as a communication tool to show where tactics 
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are to be implemented. It may also be useful in education (e.g. when new members 

join the team), as it shows quickly and graphically where changes to the architecture 

have been (or will be) made to implement tactics. In the future, we intend to study 

and potentially provide evidence about the educational benefits of the annotation. 

A potential limitation of the utility of the notation is the complexity of systems; both 

the number of patterns employed and the number of tactics used. Our studies of 

software architectures [62], show that most (31 out of 47) architectures use more 

than one pattern, but only 6 used more than 3 patterns. As shown in the examples 

and case studies, the notation is adequate for systems with 3 patterns. Of course, 

the number of tactics is more critical, and some systems can employ numerous 

tactics [105]. We see in the previous figures that some tactics affect only one or two 

components and connectors, while other tactics have much wider impact. If many 

tactics with wide impact are used, the resulting architecture diagram will be very 

cluttered, and likely unwieldy. In such a case, one may wish to show either only the 

latest tactics added, or only the tactic relationships that are particularly notable. This 

problem is solved if the notation is supported by a tool: a designer can select to 

show or hide tactics at will. 

A potential use is to facilitate identification of areas of compatibility or conflict 

among the tactics themselves. We have seen where authorization enabled 

ping/echo, and the close relationship of the tactics’ implementations is reflected in 

figure 8. 

This annotation is also potentially useful in software architecture reviews. Several 

researchers  have documented the worth of software architecture reviews, but have 

also noted their high cost [1, 17, 38, 97]. We are exploring low-cost architecture 

reviews, and have annotated architecture diagrams during some reviews as an aid in 

discussing changes to the architecture. While the results are preliminary, the use of 

this annotation during architecture reviews appears to be very beneficial. The next 

section presents three of these case studies. 

4.5 Case Studies 

We have validated the model and annotation further by annotating diagrams 

associated with architecture reviews. In some cases, the annotations were added 

after the review, and annotated architecture diagrams were given to the architects. 

In other cases, the architecture diagrams were annotated during the review, and the 

participants were able to easily see where to add the tactics. We describe three of 

the studies below. 
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4.5.1. Case Study 1 

Product Description 

We visited company  “A” and studied the architecture of its flagship product. 

(Proprietary concerns prevent giving the real name of the company or revealing 

details of the product and its architecture.) Company A produces systems that 

perform sequential processing of certain materials. The systems consist of modules 

that perform specialized processing; these modules may be combined in various 

ways to meet the customers’ needs. Each module consists of specialized hardware 

and controlling software. Although modules perform their tasks autonomously, they 

are coordinated by a central controlling module. 

The product has several important quality attributes, and particular challenges 

associated with them. The three key quality attributes are performance, 

modifiability, and reliability. All three are critical, and it would be difficult to say 

which is most important. 

Performance is a key attribute in that the system must process customers’ materials 

as fast as possible – speed of processing contributes directly to the advertised 

capacity of the system. 

In this case, modifiability means that the system may be configured in many ways 

depending on the customer’s needs. 

Reliability consists of processing the material correctly. This is very important in this 

product; errors cannot be tolerated. However, handling the material is inherently 

error-prone. Therefore, it is critical that the system have robust fault tolerance 

mechanisms. It is largely the responsibility of the software to implement fault 

tolerance. 

Architecture 

The physical nature of the task, coupled with the need to have flexibility in 

configuration and high speed processing, led the architects to a Pipes and Filters 

architecture. The filters consist of hardware components with their associated 

software. The components operate on physical materials (rather than data, as 

traditionally found in Pipes and Filters architectures), and pass it to the next filter in 

the chain. The pipes are simply physical transfer mechanisms carrying the materials 

from one to component to another. The following figure shows the basic 

architecture, without tactic information: 
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Figure 4.13: Company A Product Architecture (before application of tactics) 

Tactics Employed and their Impact on the Architecture 

The Pipes and Filters pattern is a good fit for performance and modifiability [62]. 

However, it is generally not a good fit for reliability [65]. We found that measures to 

improve reliability had significant impact on the architecture. 

The most significant reliability tactic employed was a form of transaction rollback to 

handle faults encountered during materials processing. This required the addition of 

a central managing component that communicates with each of the filter 

components. This is adding a component outside of the architecture, resulting in 

significant change to the architecture. New communication links must be added, and 

the filter components must add corresponding software. 

The second reliability tactic to be implemented is the Ping-Echo tactic. This tactic 

addresses the potential problem of handling a filter component that crashes or 

otherwise becomes unavailable. Fortunately, the central manager and the associated 

communication links added for transaction rollback can be used to implement this 

tactic. Therefore, implementation of Ping-Echo is accomplished by modifying existing 

components. But on the filter side, the modifications are potentially significant: Ping-

Echo requires that the ping-ed component respond in a timely manner. This requires 

that each filter implement a prioritized message handling and response scheme. This 

could perturb normal timely processing of materials, and must be implemented 

carefully. 

The following diagram shows the architecture, with annotation of the two tactics 

described above.  
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Figure 4.14: Company A: Product Architecture with Tactic Application shown by 

Annotations 

Notes on the Architecture 

There are two architectural considerations worthy of note. The first is that the 

central manager can provide other capabilities besides implementing the two tactics 

given here. The central manager can manage the startup and shutdown of the entire 

assembly line. It can also dynamically reconfigure an individual component, if 

necessary. It is likely that even without these two tactics, there would be a need for 

the central manager component, even though it significantly changes the Pipes and 

Filters pattern. 

Second, the failure of a single filter component has ramifications beyond itself. In 

particular, if a filter component encounters an error or fails completely, the filters 

that precede it must not continue sending material to it. This requires that the 

central manager notify controllers to stop processing material. Fortunately, the 

communication infrastructure is available as part of the transaction rollback tactic, 

so no components need be added. Details of the messages used for these purposes 

could be annotated in message sequence diagrams, if desired. 

Note that the order of implementing the tactics appears to be irrelevant. While the 

Ping/Echo tactic uses the infrastructure introduced by Transaction Rollback, if 

Ping/Echo is implemented first, Transaction Rollback can use the infrastructure 

introduced by Ping/Echo.  

A notable aspect of this architecture is that the tactics of Transaction Rollback and 

Ping/Echo were part of the initial design of the system; that is, the tactics shaped the 

architecture from the beginning. The tactic annotation helps illustrate the purpose of 

the main controller component, and can help show why this architecture deviates 

from the standard Pipes and Filters architecture. 
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4.5.2 Case Study 2 

Product Description 

This product is a web-based time tracking system for use by contractors to record 

time worked on various contracts. It allows a contractor to log in and specify the 

contract being worked on, and the system records the time spent. It allows the data 

to be summarized for the purposes of generating payments to contractors. 

Because the contractors work from various locations, the system must allow remote 

access. However, this opens up opportunities for errors, including human errors. A 

key feature of the system is its handling of erroneous situations. These situations 

may require the ability to manually correct or update the time data. 

The main quality attribute of the system is reliability. Performance (or capacity) is 

also worthy of note. The following aspects of quality attributes were considered: 

1. Reliability  (sub-area: availability): It is desirable that the system be available 

at all times. However, this does not appear to be a critical need: contractors 

simply call and report when the system is unavailable. 

2. Reliability (sub-area: fault tolerance): Faults in the data can be tolerated to a 

certain extent in that they can be manually corrected. However, this is an 

area of concern, because it opens many opportunities for error and even 

fraud. Here are some fault tolerance scenarios that should be handled 

gracefully: 

a. The worker punches in and neglects to punch out. 

b. The client computer goes down after the worker punches in. 

c. The link between the server and the client server goes down while the 

worker has punched in. 

d. The worker punches out without punching in. 

e. The worker punches in from two different computers at the same 

time. 

f. The server goes down. 

3. Reliability (accuracy): like fault tolerance, the ability to manually correct 

entries allows some inaccuracies to be tolerated, but they should be 

minimized. 

4. Performance (capacity): The system should support at least 50 simultaneous 

users, although this requirement is somewhat flexible. There may be a 
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concern with the performance of the software on the server side, but that is 

probably a later concern. 

5. Performance (response time):  Users should see reasonable response (exact 

response time figures were not given.) 

Architecture 

The architecture is dominated by the fact that the system is data-centric, and that it 

must allow remote use. This led to an architecture based on the Repository and 

Broker patterns. Remote systems employ a thin client that communicates to a 

central server. Processing of data on the server also led to Layers for part of the 

system. 

 

Figure 4.15 Time Manager Architecture (before annotation) 

This Diagram shows three prominent patterns. The client communication is handled 

by the component called “Common”, which is functioning as a Broker. A database 

(the Repository pattern) underlies the entire system. On the right, we see the main 

processing of the system contained in three layers. We note that the “Common” 

component communicates directly with the layers, thus changing or “breaking” the 

Layers pattern; this was done to improve response time. The change to the Layers 

pattern is not noted in the architecture diagram, and may be missed by future 

architects and developers. The next diagram will annotate that modification. 
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Tactics Employed and their Impact on the Architecture 

In order to improve the fault tolerance of the distributed system, the Heartbeat 

tactic was suggested. The thin client must send regular heartbeats to the server. 

Heartbeat can be implemented entirely within the Broker structures (consisting of 

the Broker and the thin clients) with no structural changes. In fact, heartbeat 

messages often piggyback on other messages; this can be done in this case as well. 

In order to prevent data from being corrupted, transaction rollback can be 

introduced. This tactic often comes as part of commercial databases, so it is 

implemented within the Repository pattern, with no structural changes needed. 

In order to improve performance, the Broker might bypass some of the layers. This 

involves adding communication links outside the Layers pattern. 

The following diagram shows the architecture, with the addition of the two tactics 

described above.  
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Figure 4.16: Time Manager Product Architecture with Tactic Annotations 

Notes on the Architecture 

The architects chose to use a different type of architecture diagram than in other 

example in this text. Yet we see that the same annotation method can be used on 

different types of diagrams. 
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The architecture shows the addition of a component used to bypass layers to 

improve performance. In this case, the common component could easily be used to 

implement another tactic, namely the Heartbeat tactic. However, the next case 

study shows where the addition of a component (again, bypassing layers to improve 

performance) causes difficulty when adding another tactic. 

4.5.3 Case Study 3 

Product Description 

This product is a system that supports a magazine subscription clearinghouse 

business. The system’s purpose is to collect, store, and track information about 

customers and their magazine subscriptions. 

Currently, customers mail orders for magazine subscriptions to the company. Clerks 

then enter the orders into the system. The clerks may work from home, so remote 

access is required. 

Future enhancements may include allowing web-based ordering. At this time it is not 

needed, because the targeted customers are prison inmates, who have limited web 

access. 

The following quality attributes are important to this system: 

1. Reliability (accuracy and fault tolerance): The consequences of inaccurate 

data are serious: Customers get angry because they don’t get the magazines 

they paid for. And it costs time and trouble to hunt down the error, even to 

the point of finding the original paper order and verifying it. 

2. Performance (capacity): The amount of data being handled is quite large for a 

system of this size. There are currently around 90 thousand customers, and 

roughly one million orders. There are around 1000 different magazine titles. 

However, because each magazine can come from multiple suppliers, the real 

number of magazines is three to four times that number. The system must 

handle not only this load, but larger amounts of data as the business 

expands. 

3. Extensibility: There are numerous important capabilities that will be needed 

in the future, so the system must be easily extended. 

4. Security (authorization): It is important to keep the system safe from 

unauthorized use. In particular, data entry employees may have different 

privileges. 
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5. Performance: The system has no hard or soft real time needs, but response 

time should be quick. 

Architecture 

The quality attributes played a significant role in the shaping of the architecture. The 

architects selected a commercial database that provided good reliability (such as 

transaction rollback.) It also supported the high capacity needed for now and the 

future. The architects used the Model View Controller (MVC) pattern, which 

supports extensibility. 

The controller part of the system was built using a layered framework (a commercial 

framework); however, it was found to have slow response time on occasion, so the 

architect took advantage of another commercial product to bypass layers. This is a 

common way of “breaking” the Layers pattern in order to improve performance. At 

this point in the architecture, security needs have not yet been considered. The 

following diagram shows the architecture up to this point. 

 

Figure 4.17 Subscription Management System Architecture (before annotation) 

In this diagram, we can see the Repository, as well as the Model, View, and 

Controller components. We note that the views are remote, comprising the client 

side of the Client-Server pattern. We also see the component that bypasses the 

layers. It is reasonably clear without additional annotation. 
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However, authorization had not yet been added. In a layered architecture, 

authorization can be easily added as an initial layer – adding a component within the 

pattern structure (minor impact.) In this case, though, there were two paths through 

the system from the views. Each required authentication. So a layer was added to 

the Controller layers (added within the pattern), and another component was added 

before the component that bypasses the layers. This new component is outside any 

of the patterns. Of particular concern is that two different components perform the 

same function, leading to the probability of duplicated code. 

Tactics Employed and their Impact on the Architecture 

The following diagram shows the complete architecture, after the authorization 

components were added. We have annotated the diagram with tactic information. 

The annotation highlights the components that have been added. 
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Figure 4.18: Subscription Management System Architecture with Tactic Annotations 

Notes on the Architecture 

This architecture illustrates the case where the addition of components outside the 

architecture patterns has a snowball effect –adding the layer bypass component 

caused an extra authorization component to be added, with duplicated code (Note 

that adding a single authorization component above both components was not 

feasible – it ended up defeating the performance gains that the direct access 

component provided.) This has the potential to adversely impact system 

maintenance. It is not clear whether it will have any impact on extensibility, an 

important quality attribute for this system. However, the close relationship between 

maintainability and extensibility makes this architecture a cause for concern. 
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The architecture diagram, together with the annotation, should encourage 

consideration of alternative architectures. The following three alternatives might be 

considered: 

1. Could the authorization be handled in the views component? This is unlikely, 

since that would mean that the authorization happens on a remote client, 

which itself is a security vulnerability. 

2. Could the authorization layer handle authorization for both the layers and 

the bypassing component? This appears to be a reasonable solution, but has 

one notable weakness. The authorization component would have to make 

the decision about whether to route requests through the layers or through 

the bypass. This would require the authorization component to have detailed 

application knowledge, which is well beyond its job. 

3. Could the bypass be removed altogether? This is a tradeoff decision between 

performance and maintainability. The architects decided that the benefits of 

improved performance outweighed the liabilities of increased maintenance 

difficulty. 

4.5.4 Lessons Learned 

These case studies show several benefits of annotating architecture diagrams with 

tactic information in this manner. We derived the participant observations through 

informal interviews with participants in two architecture reviews, where the 

architecture diagrams were annotated during the review. In addition, three 

architecture diagrams were annotated and emailed to the architects. In both cases, 

participants were asked whether they observed benefits, and if so, what. We noted 

the following benefits: 

1. The participants observed that it clearly shows which components must be 

modified, and gives a high-level idea of the nature of the changes that must 

be made or have already been made. 

2. The participants observed that it shows where tactics interact with each 

other. For example, the third case study shows the addition of tactics for 

both performance and security, where an additional authorization 

component was required because of the component added for performance. 

3. We observed that the annotation can be used both to show the addition of 

tactics to existing architectures and to show tactics in the original 

architecture. 
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4. We observed that the annotation is adaptable to various styles of 

component-and-connector architecture documentation. It can annotate both 

the components and the connectors with the same notation. We established 

this by annotating different documentation styles, as shown in the examples. 

5. We observed that the annotation is easy to add; we were able to annotate 

diagrams during the reviews. This is important, as it has been noted that 

effort required can hinder the amount of architecture documentation done 

[80]. 

6. We observed that the amount of documentation needed is potentially small. 

Where documentation of interaction of architecture patterns and tactics 

exists, it can be leveraged to minimize the amount of writing needed. 

Additional insights can be added to the tactic description list as needed to 

increase clarity. 

7. We observed that for simple architecture diagrams, the notation is small 

enough that the architecture itself is not obscured. In the diagrams above, 

the size of the boxes representing components were rather small, but the 

tactic circles could still be placed so that the architecture itself was clear. 

We also observed several limitations to the annotation. They include the following: 

1. The notation gives information about the location and general type of 

changes needed to implement tactics. However, it does not necessarily give 

specific information about the changes. Of course, there is a tradeoff 

between information given and both effort and clarity of architecture 

diagrams. This approach attempts to maximize clarity and reduce effort; 

however additional documentation might be desirable, especially for large 

projects. 

2. The notation is most effective when it can refer to detailed information about 

the interaction of patterns with tactics. Unfortunately, much of that 

information in not published. This paper shows some samples of such data, 

but remaining information must be written. 

3. The consideration of design-time tactics was out of the scope of our work. 

Investigation of applying the notation to design-time tactics is possible future 

work. 

4.6. Related Work 

Bass, et al. [15] have described many important tactics, and note that patterns and 

tactics interact. This paper explores this relationship in depth. 
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Many architecture pattern descriptions include some explanation or a pattern’s 

compatibility or incompatibility with certain quality attributes [33]. The interaction 

has been described across more patterns and quality attributes in [64], though at a 

very high level. The interaction is characterized in more detail in [62]. It has been 

explored in considerable detail for the well-known tactics of reliability interacting 

with one or two architecture patterns [65]. This paper describes the types of 

interactions and presents a method of documenting the interactions. 

Numerous methods of architecture design have been proposed; several important 

such methods have been generalized by Hofmeister, et al. [72]. The general model 

consists of three activities: Architectural analysis identifies the architecturally 

significant requirements (ASRs) of the system; namely those requirements that 

influence its architecture.  The second activity is architecture synthesis, the creation 

of candidate architecture solutions to address the ASRs. Architecture evaluation, the 

third activity validates the candidate solutions against the ASRs. Our model shows 

how quality attributes are architecturally significant, and provides support for 

determining tradeoffs during synthesis and evaluation. The model explicitly supports 

making such decisions in pattern-based architecture design (PDAP) [63], and in 

quality-attribute-based reasoning frameworks as proposed by Bachmann, et al. [12]. 

The annotation method is also compatible, and can be used in architecture synthesis 

and evaluation. 

Architecture reviews have been identified as an important way to improve the 

quality of the software architecture [26, 75, 97, 102]. We have found that annotating 

an architecture diagram can be a useful activity during an architecture review. 

In ATAM and ADD [15], the analysis of architectural tradeoffs is an important part of 

the architectural decision making process. In particular, one considers tradeoffs 

among tactics. Our analysis of the nature of impact of tactics on architecture 

patterns supplements tradeoff analysis: it helps architects understand and visualize 

where the impact of a tactic occurs, and how great this impact is likely to be. This 

information helps provide specific substance to be used in tradeoff analysis. 

Several of these architecture methods center on various views of the system. 

Clements, et al. [37] describe general viewtypes of module, component and 

connector, and allocation. The Siemens’ 4 Views method [72] has four views: 

conceptual, execution, module and code architecture. The Rational Unified Process 4 

+ 1 Views [90] centers on four views to describe the architecture: logical view, 

process view, implementation view, and deployment view. As shown, our annotation 

method is quite flexible, but is most naturally applied to Siemens’ code architecture 

view and to the RUP logical view. It fits well within Clements’ component and 

connector viewtype. 
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Numerous formal models and architecture description languages (ADLs) have been 

developed for expressing architecture [5, 6, 120]. They have different levels of 

support for modeling and representing patterns; however the most popular ADLS 

have components and connectors as central building blocks of architecture 

descriptions. As we have shown, our annotations can be applied to components and 

connectors in architecture diagrams. We have not proposed any extensions to text-

based ADLs that provide the annotation information; however the common focus on 

components and connectors makes it clear that such augmentations are easily made. 

Zdun [135] has proposed design space analysis as a method for the selection of 

architecture patterns and pattern variants. Quality attribute information is a key part 

of the design space information. Changes to the patterns to accommodate tactic 

implementation might result in what Zdun calls “pattern variants.” Thus Zdun’s work 

appears to be highly compatible with this work. 

The IEEE 1471 standard [75] describes a meta-model of software architecture that 

includes, among other things, multiple views of the architecture as well as the 

satisfaction of stakeholder concerns. Our work focuses on stakeholder concerns of 

quality attributes, and shows how views of the architecture (particularly component 

and connector-based views) can be annotated with such information. Thus it is 

compatible with this meta-model. 

An important area of research is the interaction of multiple tactics. Nearly every non-

trivial system implements multiple tactics, and they might not be independent of 

each other. We have seen in figure 8 how a tactic can be implemented to take 

advantage of a previously implemented tactic. Thus it appears that the order of 

implementing tactics is significant. The Architecture-Driven Design (ADD) method 

[15] acknowledges this. Bass, et al. build on this to show how patterns and tactics 

show rationale and design changes over time [16]. This work captures ordering of 

tactic implementation. One could also capture a history of architecture snapshots, 

showing the addition of snapshots over time. 

4.7 Conclusions 

It has long been known that architecture patterns and quality attributes are not 

independent, but have significant interaction with each other. We have found that 

this relationship is very rich, and involves the implementation of quality attributes 

through tactics. 

The interaction among patterns and (runtime) tactics falls into several general 

categories, based on the type of changes needed to the pattern in order to 

implement the tactic. The amount of work required to implement a tactic in an 

architecture that uses a pattern depends on the type of change, as well as the 
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volume of change needed. However, details of these interactions are different for 

each pattern/tactic pair, and must be investigated and documented. 

The interaction of tactics and patterns can easily be shown in architecture diagrams 

using a simple method of annotation. This annotation method is adaptable to many 

different types of architecture diagrams and documentation. We have shown its use 

in various types of structural and behavioral architecture diagrams. We have used it 

to annotate several real architecture diagrams, both during and after architecture 

reviews. It has shown itself to be useful for illustrating the changes required. 

4.8 Short Pattern Descriptions 

The following are short descriptions of some patterns and tactics used in this 

chapter: 

Table 4.7: Common Architecture Patterns (From [11]) 

Pattern Description 

Client-Server There are two kinds of components, clients and servers. The client 

requests information or services from a server. Clients are optimized 

for their application task, whereas servers are optimized for serving 

multiple clients. 

Broker The broker hides and mediates all communication between clients 

and servers in a system. 

Layers A  system is structured into layers so that each layer provides a set 

of services to the layer above and uses the services of the layer 

below. 

Pipes and 

Filters 

A complex task is divided into several sequential sub tasks, each of 

which is implemented by a separate independent component, a 

filter, which handles only this task. 

Blackboard A complex task is divided into smaller sub-tasks for which 

deterministic solutions are known. The Blackboard uses the results 

of its clients for heuristic computation and step-wise improvement 

of the solution. A control component monitors the blackboard and 

coordinates the clients. 
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Table 4.8: Common Tactics (from [15]) 

Tactic (associated 

QA) 

Description 

Ping-Echo 

(Reliability) 

One component issues a ping and expects to receive back an 

echo, within a predefined time, from the component under 

scrutiny. 

Introduce 

Concurrency 

(Performance) 

Process requests in parallel by creating additional threads to 

process different sets of activities. 

Authenticate Users 

(Security) 

Ensure that a user or remote computer is actually who it 

purports to be through passwords, etc. 

Checkpoint/Rollback 

(Reliability) 

If a system fails with a detectably inconsistent state, restore it 

using a previous checkpoint of a consistent state. 
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5 Applying a Pattern-Tactic Interaction Model in 

one Quality Attribute Domain 
 

This chapter consists of material from the following publications: 

N. Harrison, P. Avgeriou, Incorporating Fault Tolerance Techniques in Software 

Architecture Patterns’, International Workshop on Software Engineering for Resilient 

Systems (SERENE ’08), Newcastle upon Tyne (UK), 17-19 November, 2008, ACM Press 

Harrison, N., Avgeriou, P. and Zdun, U. “On the Impact of Fault Tolerance Tactics on 

Architecture Patterns”, International Workshop on Software Engineering for 

Resilient Systems (SERENE ’10), London (UK), 13-16 April, 2010, ACM Press 

Abstract 

One important way that an architecture impacts fault tolerance is by making it easy or hard to implement measures 

that improve fault tolerance. Many such measures are described as fault tolerance tactics. We studied how various 

fault tolerance tactics can be implemented in the best-known architecture patterns. This shows that certain patterns 

are better suited to implementing fault tolerance tactics than others, and that certain alternate tactics are better 

matches than others for a given pattern. System architects can use this data to help select architecture patterns and 

tactics for reliable systems. 

In order to understand more about how useful this information can be, we performed an informal study of teams 

designing fault tolerance tactics in an architecture. One group used information about the interaction of tactics and 

architecture patterns; the other did not. We observed that the group with the information produced better quality 

architectures, and were able to better estimate the difficulty of  implementing the tactics. We recommend that 

information about the interaction of tactics and architecture patterns be made available to architects, particularly 

those with less familiarity about fault tolerance tactics. 

5.1 Introduction 

An important way that an architecture affects the fault tolerance of a system is by 

making easy or hard to implement measures that improve fault tolerance. However, 

for any given measure to improve fault tolerance, we do not know which 

architectural structures make it easy or difficult to implement that measure. 

Furthermore, we do not understand why a fault tolerance measure is easy or difficult 

to implement in a given architectural structure. This makes it difficult to make 

informed choices about alternative measures, and to assess the costs and benefits of 

fault tolerance measures. In greenfield projects, it makes it difficult to select the best 

architectural structures that support the desired fault tolerance measures. In short, 

our ability to effectively incorporate fault tolerance measures is compromised. 

In order to gain this understanding, we studied fault tolerance measures and well-

known architectural structures. For each architectural structure (architecture 

pattern), we examined several fault tolerance measures (called tactics.) We 
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investigated how one would implement each fault tolerance tactic in each pattern. 

Specifically, we were concerned with the following questions: 

•  Given a certain pattern, what are the best fault tolerance tactics to use, based 

on ease of implementation? 

• Why is one tactic easier to implement in a pattern than another tactic? 

• How does one implement a tactic in a given pattern; what parts of the pattern 

must be modified? 

To validate this understanding, we performed a study based on the following 

research question: how can the knowledge of the interaction of fault tolerance 

tactics and architecture patterns help architects to make choices to optimally 

incorporate fault tolerant measures in the system architecture? This was an 

exploratory study that is similar to a case study 133, although less formal.  In it we 

compared how architects design with tactic-pattern interaction information against 

design without that information. 

From these studies we learned several things that are potentially useful for 

architects and developers. We found that certain architecture patterns were 

naturally a better fit for fault tolerance than others. We found that some of the 

tactics themselves are generally easier to implement in the well-known patterns 

than others; this can be especially useful when considering alternatives and cost-

benefit studies. 

In this chapter, we focus on fault tolerance as described by Avizienis, et al. [10], 

where fault tolerance consists of error detection (identifying the presence of an 

error), and recovery (transforming a system state that contains one or more errors 

and faults into a state without detected errors and without faults that can be 

activated again.) 

Section 7.2 describes background work. Sections 7.3 and 7.4 describe our study and 

its results. Section 7.5 describes uses of the results. Section 7.6 introduces the 

exploratory study to validate the study results and poses research questions. Section 

7.7 describes the design of the exploratory study. Sections 7.8 and 7.9 describe the 

results and their interpretation. Section 7.10 gives related work. 

5.2 Background Work 

Because it has long been understood that the architecture of a system has an impact 

on its fault tolerance, the interaction of architecture and fault tolerance has been an 

important topic of study.  Numerous architectural and process approaches for 

different aspects of fault tolerance, such as handling exceptions, have been 

proposed [49, 51, 53, 54, 78], or for fault handling [96]. General approaches to 

architecture and development of fault tolerant systems have also been proposed 
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[32]. A comprehensive list of works that address architecting fault tolerant systems 

can be found in [100]. 

Patterns are modified by the implementation of fault tolerance features. Laibinis and 

Troubitsyna discuss fault tolerance in a layered architecture [94]. De Lemos, Guerra 

and Rubira [44] show an architecture pattern, namely C2, that is changed to handle 

exceptions. This is a detailed example of the types of changes described in this work. 

Avizienis, et al. [10] note that dependability is achieved through fault prevention, 

fault tolerance, fault removal, and fault forecasting. Muccini, et al. [100] note that 

fault tolerance involves error handling, and fault handling. Our study covers common 

techniques of both. 

There has been considerable interest in techniques of error handling and fault 

handling. Techniques in addition to exception handling have been identified, and 

have been occasionally labeled as patterns at a lower level than architecture 

patterns [60]. They are analogous to Bass, et al.’s tactics. Specific fault tolerance 

actions have been defined for telecommunications systems [130] as well as for 

limited-memory systems [101]. 

5.3 The Study 

We began the study by identifying the patterns and tactics to examine.  

We selected the patterns from Buschmann, et al. [33], because they are among the 

best known architecture patterns – the ones people are most likely to use. We then 

added other patterns from our study of architectures, as described above. This 

added the Client-Server, Shared Repository, and State Transition patterns, giving 

eleven patterns in all. 

For tactics, we used the tactics as given in Bass, et al. [15]. These tactics are a limited 

set, but are well known techniques for improving fault tolerance. In addition, they 

are well defined as tactics. A short description of each tactic appears in section 7. We 

studied all the tactics given in this book (13). These cover many general approaches 

to implementing fault tolerance. 

We studied each fault tolerance tactic to determine how it is typically implemented 

in each architecture pattern. We did this by examining the structure and behavior of 

both the pattern and the tactic, and determining where the tactic would fit. We 

examined the question, if your system is using this particular architecture pattern, 

how would you implement this particular tactic? What components of the pattern 

would change, and how would they change? In this way, we attempted to 

characterize the nature of the interaction between the tactic and the pattern. We do 

note that our characterizations are based on analysis, heuristics and experience, 

which is of necessity somewhat subjective. In particular, difficulty of implementing a 
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given tactic in a given situation is partly determined by the individual designer’s 

experience and expertise.  

In chapter 4, we described the impact of changes introduced by tactic 

implementations on patterns. The types of changes are “Implemented in”, 

“Replicates”, “Add in the pattern”, “Add out of the pattern”, “Modify” and “Delete.” 

The magnitude of the impact can be expressed along a five-point scale, from very 

negative (“- -“) to very positive (“+  +”). 

It is important to note that the architecture of every system is different, and has 

different requirements and constraints, resulting in a unique structure. Therefore, 

the impact of a tactic on an architecture could be different from our findings. As 

such, these findings should be taken as general guidelines. They are most useful as 

guides for comparisons of tactics and of patterns, and as helps for implementation. 

5.4 Findings 

We looked for general trends of both patterns and tactics. 

5.4.1 Implementing Tactics 

We noted general noted general cases of the changes to patterns caused by 

implanting tactics, as well as some special cases worthy of note. 

We noted two special cases of changes. In the first, adding a component changed the 

pattern to a different pattern. In particular, most of the structural changes to the 

Client-Server pattern involve adding a controlling component, thus changing the 

structure into the Broker pattern. This is a straightforward change, because the two 

patterns are very closely related, and we marked it as a positive impact. 

Second, the implementation of a tactic within a pattern resulted in the addition of a 

pattern to the architecture. The most striking case of this was the Layers pattern. 

The addition of any of the recovery-preparation and repair tactics (voting, active 

redundancy, passive redundancy, or spare) were applied, an additional controlling 

component was placed in front of duplicate copies of the layered system. This could 

create a combination of the Layers pattern and the Broker pattern, with the layered 

system behind the Broker component. (We note that in our studies of architectures 

[62], the Layers and Broker patterns were frequently found together.) In nearly all 

the cases where an additional pattern was added in conjunction with the 

implementation of a tactic, it was the Broker pattern that was added. We also called 

this a positive impact. 

The fault tolerance tactics we studied were in four groups, as described in [15]: 

1. Fault Detection: Measures to detect faults, including incorrect actions and failure 

of components. 
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2. Recovery – Preparation and Repair: preparing for recovery actions; in particular 

redundancy strategies so that processing can continue in the face of a 

component failure. 

3. Recovery – Reintroduction: Tactics for repair of a component that has failed and 

is to be reintroduced. 

4. Prevention: Preventing faults from having wide impact by removing components 

from service or bundling actions together so they can be easily undone. 

 Within each group, the tactics can be considered alternatives to each other 

(although some tactics, notably Exceptions and Transactions, may be applied in 

addition to others in the same group.) Each of the alternatives within a group has a 

similar objective, with a different design for achieving it. Because the designs are 

different, they may have differing impacts on the patterns. One tactic might have a 

larger or smaller impact on the structure of a pattern. This information can be used 

to help decide which tactic to use. The following table summarizes the difficulty of 

implementing tactics; namely the count of the implementation difficulty levels of the 

tactic in each pattern: 

Table 5.1. Tactic Implementation Difficulty Summary 

Group, Tactic + + + ~ - - - 

Fault Detection      

    Ping/Echo 3 2 5 0 1 

    Heartbeat 2 3 5 0 1 

    Exceptions 3 0 7 0 1 

Recovery: Preparation      

    Voting 2 5 4 0 0 

    Active Redundancy 4 5 1 1 0 

    Passive Redundancy 2 5 2 2 0 

    Spare 1 2 5 2 1 

Recovery: Reintroduction      

    Shadow 1 5 2 3 0 

    Resynchronization 3 3 2 2 1 

    Rollback 5 1 2 1 2 

Prevention      

    Removal from Service 1 1 7 2 0 

    Transactions 5 2 3 0 1 
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    Process Monitor 1 2 6 2 0 

 

We observed the following from the data: The fault detection methods of ping/echo 

and heartbeat are very similar. In most cases exceptions are basically orthogonal to 

the architecture. Within Recovery: Preparation, we see that active redundancy is the 

easiest to implement. Sparing is the most difficult. Within Recovery: Reintroduction, 

resynchronization and rollback are both strong, although there are a few patterns 

where rollback is difficult to implement. The easiest Prevention tactic is transactions. 

This gives an idea of which tactics are easiest to implement in general. However, it 

should be stressed that tactics within a tactic group are not completely 

interchangeable: other factors (such as other patterns or requirements) will 

influence the selection of tactics as well. 

5.4.2 Suitability of Patterns for Fault Tolerance 

The previous section describes how individual tactics impact the patterns. We saw 

that for some patterns, the impacts of the fault tolerance tactics were mostly 

positive, while for some other patterns, the impacts were mostly negative. This 

would indicate that some architecture patterns are better choices for reliable 

systems than others, all other factors being equal. The following table shows for 

each pattern, how many tactics have the different levels of implementation 

difficulty. They are arranged in approximate order of ease of implementation, 

starting with the pattern that is generally the easiest to add fault tolerance tactics to. 

Table 5.2. Tactic Implementation Difficulty in Patterns, Summary 

Pattern + + + ~ - - - 

Broker 10 2 1 0 0 

State Transition 8 2 3 0 0 

Layers 3 7 3 0 0 

Client-Server 2 8 3 0 0 

Shared Repository 6 0 6 1 0 

Microkernel 4 2 7 0 0 

Model View Controller 0 2 9 2 0 

Presentation Abstraction 

Control 

0 2 9 2 0 

Blackboard 0 3 6 2 2 

Reflection 0 1 8 3 1 

Pipes and Filters 2 2 1 3 5 

 

We note the following from the data: In the Layers pattern, several tactics can be 

implemented by adding a new layer, which is consistent with the pattern. The Pipes 

and Filters pattern is somewhat bi-modal: tactics for fault detection are a poor fit, 
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but tactics involving redundancy fit well. The Broker is very strong because many 

tactics involve a monitor component, which is a natural fit for the broker 

component. Client-Server is a good fit because it changes easily into the Broker 

pattern. Blackboard is hurt when it comes to fault tolerance because the AI nature of 

its processing makes it difficult to define states or points for synchronization or 

rollback. Reflection is generally not a particularly good fit for fault tolerance because 

of its emphasis on runtime configurability. Microkernel, Model View Controller, and 

Presentation Abstraction Control are all largely independent of fault tolerance 

actions. Shared Repository assumes the use of commercial databases, which 

implement many fault tolerance tactics already. So it is very strong. State Transition 

is a good match because several tactics rely on state behavior. 

It is useful to consider how a group of tactics impacts a pattern. This gives more 

detail about what parts of fault tolerance are compatible or incompatible with 

various patterns. In the following table, we show the average difficulty for each 

group of tactics. 

Table 5.3. Tactic Group Implementation Difficulty in Patterns, Average Score 

 

Pattern 

Fault 

Detection 

Recovery: 

Preparation 

Recovery: 

Reintroduction 

Prevention 

Broker + + + + + + + 

State Transition ++ + + + + 

Layers + + + + 

Client-Server + + + + 

Shared 

Repository 

+ +  + + + 

Microkernel + + +  ~ ~ 

Model View 

Controller 

~ + ~ ~ 

Presentation Abs. 

Control 

~ + - ~ 

Blackboard ~ ~ - - 

Reflection ~ - - ~ 

Pipes and Filters - - + - - 

 

Because most tactics in a tactic group can be used alternatively, it is useful to look at 

the best fitting tactic for a pattern in each tactic group. In this table there is a more 

positive story: for most patterns there is some tactic in each tactic group that can be 

readily implemented.  

This information can be used to help when deciding which patterns to use. However, 

if the architecture is already established, it can simply give a rough idea of the 
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comparative amount of work needed to add fault tolerance actions and to maintain 

the system in the future. 

Table 5.4. Tactic Group Implementation Difficulty in Patterns, Best Case 

 

Pattern 

Fault 

Detection 

Recovery: 

Preparation 

Recovery: 

Reintroduction 

Prevention 

Broker + + + + + + + + 

State Transition ++ + + + + + + 

Layers + + + + + + + 

Client-Server + + + + + + 

Shared Repository + + + + + + + + 

Microkernel + + + + ~ + 

Model View 

Controller 

~ + + ~ 

Presentation Abs. 

Control 

~ + + + 

Blackboard + + + - 

Reflection ~ - ~ + 

Pipes and Filters - - + + + ~ 

5.4.3 Summary of Findings 

Architectures generally follow well established architecture patterns. We found that 

some of the patterns are well suited for implementation of these fault tolerance 

tactics; in other words, some patterns are good fits for reliable systems. However, 

nearly all the popular patterns accommodate all these fault tolerance tactics, with a 

greater or lesser degree of modification to the pattern needed. 

We found that one can identify the components in the architecture where the tactics 

can be implemented, and how much change is required. One can use this 

information to learn about the tactic’s implementation, to select among alternate 

tactics, and even sometimes select different or additional architecture patterns. It 

also appears that this information is potentially important in the understanding of 

the interaction of the implementations of multiple tactics. 

However, all potential uses depend on the availability of this information to the 

architects. While architects are generally experts (or at least should be), and should 

have much of this information in their heads, it is unlikely that have it all. We 

propose that it be collected and become part of a handbook for architects of reliable 

systems. 

5.5 Using the Data 

The data has several practical uses, particularly in the areas of architectural synthesis 

and evaluation, as described by Hofmeister, et al. [72]. We discuss each below. Of 

course, any architectural activity must consider not only how fault tolerance tactics 
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affect other quality attributes and how other tactics or architectural solutions affect 

fault tolerance, but all quality attributes important to the system as well. 

5.5.1 Architectural Synthesis 

Architectural synthesis is the process of designing the architecture. Although it is 

usually considered in the context of designing a new system, it can also be 

considered for enhancing an existing system. 

Let us begin with the case where a new system is truly a greenfield architecture. The 

architecture is still fluid, and the architect is weighing different options. In this case, 

the architect can examine different candidate architecture patterns to see which is 

the best fit for implementing the fault tolerance tactics that are required.  

The more common case is that the system is based on previous work, either a 

previous release of the same product, or similar projects. In this case, the 

architecture patterns are mostly fixed. In these systems, one can use the data in 

these ways: 

• The data gives guidance for implementing a tactic in a given pattern. It gives 

pointers to which components might be changed, and how. 

• It provides information about how readily different alternate tactics can be 

implemented in a pattern. This can help the developer make an informed 

decision about which tactic is a better fit for the patterns in the system. 

• It can help the developer gauge how much work will be required to 

implement a particular tactic. 

• It can help the developer understand the potential interactions of multiple 

tactics. Tactics which impact the same component of a pattern are likely to 

interact with each other, and deserve special attention. 

5.5.2 Architectural Evaluation 

This data can be used in architectural reviews to highlight areas of potential 

difficulty: areas where the patterns and the tactics do not match well. 

A less obvious aspect of architectural evaluation is understanding the system. It has 

been estimated that up to 80% of a cost of a system over its lifetime is in 

maintenance, and up to 50% of the maintenance effort goes to understanding the 

system. We established in earlier work that one can identify architecture patterns in 

legacy system documentation [62]. However, patterns are changed by the 

application of tactics, thus making it more difficult to identify the pattern and 

understand why it was changed. As reviewers and maintainers understand the 

tactics used, they can more readily identify the modified patterns in the system, and 

gain insight into their implementations. 
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5.6 A Study of the Use of Architecture Patterns and Tactics 

In the previous sections, we identified the interactions of several of the most 

common fault tolerance tactics with several of the most common architecture 

patterns. The question now is how useful this information can be to architects. In 

order to understand this, we performed an exploratory study that is similar to a case 

study [133], although less formal.  In this study we compared how architects design 

with tactic-pattern interaction information against design without that information. 

5.6.1 Fault Tolerance Tactics 

An important set of runtime tactics are those to improve the fault tolerance of the 

system. In particular, the system takes certain actions to detect faults and errors in 

the running system, prevent faults from impacting the integrity of the system, and 

recovering gracefully from faults if they do occur. Typical examples of fault tolerance 

runtime tactics include voting and rollback. Bass, et al. describe four categories of 

well-known fault tolerance tactics. Within a category, the tactics are often 

alternatives to each other. 

Table 5.5. Fault Tolerance Tactic Categories 

FT Tactic Category Description 

Fault Detection Measures to detect faults, including incorrect actions and 

failure of components. The tactics are Ping/Echo, 

Heartbeat, and Exceptions 

Recovery – Preparation 

and Repair 

Preparing for recovery actions; in particular redundancy 

strategies so that processing can continue in the face of a 

component failure. The tactics are Voting, Active 

Redundancy, Passive Redundancy, and Spare. 

Recovery – 

Reintroduction 

Tactics for repair of a component that has failed and is to 

be reintroduced. The tactics are Shadow, State 

Resynchronization, and Rollback. 

Prevention Preventing faults from having wide impact by removing 

components from service or bundling actions together so 

they can be easily undone. The tactics are Removal from 

Service, Transactions, and Process Monitor. 

 

Full descriptions of these tactics can be found in [15]. We worked with these tactics 

because they are well known, and are described and organized conveniently. There 

are other fault tolerance techniques similar to tactics, such as are found in [60] and 

[130]. Techniques for specific aspects of fault tolerance have been proposed, 
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including exception handling [51, 53, 54, 78]. A comprehensive list of works 

concerning architecting fault tolerant systems can be found in [100]. 

Tactics are implemented much like features: each tactic has a design, and is 

generally decomposed into components, connectors between the components, and 

required behavior. Thus it follows that the structure and behavior of a tactic impacts 

the structure and the behavior of the system. This is an important point at which 

fault tolerance (implemented via tactics) and the architecture meet. 

5.6.2 Software Architecture Patterns 

In the study described in this chapter, participants worked with a system that 

employed the Broker and Pipes and Filters patterns; short descriptions follow: 

• The Broker pattern structures distributed software systems with decoupled 

components that interact by remote service invocations. A broker 

component coordinates communication such as forwarding requests [33]. 

• The Pipes and Filters pattern structures systems that process a stream of 

data. Each processing step is encapsulated in a filter component. Data is 

passed through pipes between adjacent filters [33]. Filters do not know the 

identity of their upstream or downstream filters [121]. 

5.6.3 Patterns and Tactics 

The challenge to architects is to incorporate, in the system design, the tactics needed 

to achieve the desired levels of fault tolerance within the constraints of the 

architecture patterns. This involves making tradeoffs by selecting one or more of the 

following options: 

1. Alternate tactics to achieve the same fault tolerance goal may be selected to 

better fit in the architecture. 

2. In some cases, mainly early in architectural design, a different architecture 

pattern may be selected that better accommodates the desired tactics. 

3. Within an architecture that has multiple patterns, one will naturally attempt to 

implement the tactic where it best fits – where the components and connectors 

of the pattern(s) can support the tactic with minimal changes. This, however, is 

constrained by how the tactic will be used. For example, a redundancy tactic may 

replicate a component of a particular pattern; in this case the architect cannot 

choose which pattern to use to implement the tactic. 

4. Where no tradeoffs of patterns or tactics can be made, one must understand 

how the tactic will be implemented, even if it is not a good match. This helps one 

understand the implementation of the tactic. It can also help future developers 

understand why the architecture patterns will have been changed – to 

accommodate the tactics.  
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In order for an architect to make these tradeoffs, the architect uses information 

about how the desired tactics are implemented in the architecture patterns – the 

interaction of the tactics with the patterns. We designate this as “tactic-pattern 

interaction information.” For a given tactic and pattern, it gives an estimated degree 

of implementation difficulty (on a five-point scale as described in chapter 4), as well 

as a description of how the components and connectors of the pattern must change 

to implement the tactic.  

The tactic-pattern interaction information for the Broker and Pipes and Filters 

patterns, two patterns that figure prominently in this chapter, are attached in 

appendix A. 

5.6.4 Research Questions 

The research question is whether the knowledge of the interaction of fault tolerance 

tactics and architecture patterns help architects to make choices to optimally 

incorporate fault tolerant measures in the system architecture? More specifically, 

we questioned whether the tactic-pattern interaction information supports the 

architects in: 

1. choosing tactics that satisfy the fault tolerance requirements  

2. designing the tactics correctly within the patterns in the architecture? In other 

words are the necessary components and connectors added or modified, and are 

there any missing 

3. choosing tactic-pattern combinations that have the least impact on the 

architecture 

4. understanding the effort required to implement the tactics 

5.7 Study Design 

We wished to gain insight about these questions from practitioners in order to begin 

to move beyond abstract speculation and to set the stage for future empirical 

research on the topic. Therefore, we performed exploratory research as described by 

Kitchenham, et al. [88]. Our study venue limited the size and composition of the 

participants, so we performed an informal study that is similar to a case study as 

described by Wohlin, et al. [133]. We compared the effectiveness of architectural 

design using tactic-pattern interaction information against design without that 

information. 

The study compared two groups of participants. The participants were a group of 

attendees at the European Conference on Pattern Languages of Programming 

(EuroPLoP) who agreed to participate in the study. The ten participants were 

randomly divided into two teams, a control team and a study team. The participants 

did not know the purpose of the study or whether they were placed in the control or 
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the study group. A check of the participants’ experience revealed that the 

experience with software development, architecture, patterns, and fault tolerance 

were roughly equal in each group. Participants had considerable development 

experience, and were highly familiar with patterns. They had limited experience with 

architecture patterns, and had low experience with fault tolerant software. Table 5.6 

summarizes the experience of the participants. 

Table 5.6 Participant Demographics 

 Experience: 

Industry/ 

Academia 

(years) 

Architecture 

Experience 

FT    

Experience 

Study 

Team 

11 / 0 Strong Little 

10 / 0 Moderate None 

0 / 2 Some Little 

5 / 8 Moderate None 

1 / 4 Little Little 

Average 5.4 / 2.8 Moderate Little 

 

Control 

Team 

4 / 6 Some Little 

3 / 2 Some Little 

3 / 3 Little Little 

9 / 0  Strong None 

4 / 14 Strong Little 

Average 4.6 / 5.0 Moderate Little 

 

Each team was given a specification of a hypothetical system along with an initial 

architecture. The system represented control of an automated manufacturing 

assembly line, and involved managing numerous distributed robotic devices. Control 

moved sequentially through the robots (Pipes and Filters architecture pattern), while 

supplies were managed through an application of the Broker pattern. 

The teams were given four tasks to add specific fault tolerance measures to the 

system. They were asked to design the fault tolerance, and show the resulting 

architecture. The tasks were to be performed in order. The fault tolerance tasks 

involved the tactics from the following categories: 

1. Detection of a failed component (Tactic: Ping-Echo) 

2. Replacement of a failed component (Tactic: Spare) 

3. Recovery from erroneous actions (Tactic: Transaction-Rollback) 

4. Detection and replacement of a failing component (Tactics: Process Monitor and 

Passive Redundancy) 
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Other tactics might be used, such as Heartbeat instead of Ping-Echo. 

The teams were not told which tactics to use, or even which category of tactics to 

use. However, each team was given descriptions of all the fault tolerance tactics 

from [15]. They had to choose which tactic best satisfied the task, and fit best in the 

architecture. 

The study team was also given descriptions of the interactions of the tactics and 

common architecture patterns (taken from [65]). They could use this additional 

information to find the tactics that best fit the architecture 

Each team was asked to create an architecture diagram that showed the architecture 

that incorporated all the tactics they used. The diagram should show all the 

necessary components and connectors. 

After the exercise, we analyzed the resulting architectures for the appropriateness of 

the design. For a given task, we checked to see whether the fault tolerance 

requirement was satisfied, whether the tactics used were correctly designed, 

whether the teams had selected the best tactics, and whether they showed 

understanding of the impact of their decisions on the architecture, as measured by 

the accuracy of their effort estimates. For example, if the Ping-Echo tactic was 

selected in the first task, the architecture must show a controlling component 

(preferably in the existing Broker component), and a communication link to each 

component, including those in the Pipes and Filters part of the architecture.  

We analyzed the results and compared our analyses for agreement. 

5.8 Results 

We compared the results of the two teams. We begin by discussing the overall 

design data. For each task, we analyzed the tactics selected and how the tactics were 

inserted into the architecture. 

Task 1 (Recommended tactic: Ping-Echo or Heartbeat) 

The study team used both Heartbeat and Exceptions. There may be a bit of overlap 

between the two (see [15]), but they can be complementary. The Heartbeat was 

controlled by the existing monitor component. In addition, they replicated the 

monitor component as well as the Broker component, using Active Redundancy. 

They included the necessary connectors for the Heartbeat, as well as for transmitting 

the Exceptions. The use of active replication increases the likelihood of non-stop 

processing (availability), and is recommended. 

The control team used both Heartbeat and Ping-Echo, as well as Exceptions. This is 

redundant. They created a monitor component, but did not make it part of the 

existing Broker component. Their connections to each component were not explicit. 

They also used Voting, apparently to arbitrate between results from the Heartbeat 
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and the Ping-Echo. This is not a valid use of Voting, and in fact, wouldn’t even work, 

since Voting requires three or more voters. In addition, the design of the Voting 

tactic was not clear in the architecture. 

Task 2 (Recommended tactic: Spare) 

Both the study and control teams used Spare, and used the Broker component to 

manage it. This is a very good fit. 

Task 3 (Recommended tactic: Transaction Rollback) 

We note that implementing Transaction Rollbacks in a Pipes and Filters architecture 

is particularly difficult and troublesome. 

The study team used the Exceptions, which they already had from Task 1. They 

considered Transaction Rollback, but rejected it. 

The control team also used Exceptions, which they added at this time. However, they 

did not fully add the necessary connections to make it work; it wasn’t clear what 

component was responsible for handling the Exceptions. So although they used the 

same tactic as the study team, their solution was incomplete. 

Task 4 (Recommended tactics: Passive Redundancy and optionally Process Monitor) 

The study team used Passive Redundancy. Instead of using a Process Monitor to 

manage it, they connected it directly to the active component. In this scenario, the 

active component is capable of assessing its own health, so it could notify the 

redundant component. This is good and elegant. 

The control team used an unnamed form of redundancy. The biggest problem, 

though, was that the redundant component was not connected to anything. Since 

the connections are the key difficulties, their proposed architecture portends 

problems when they actually implement this feature. 

Table 5.7 summarizes the tactics used by each team for each task. It includes notes 

about connections. 

Table 5.7: Tactic Use Summary 

Task Suggested Tactics Study Team Control Team 

1 Ping-Echo or 

Heartbeat 

Heartbeat, Exceptions, 

and Active Redundancy 

(connections good) 

Heartbeat, Ping-Echo, 

Exceptions, and Voting 

(connections unclear) 

2 Spare Spare, good connection Spare, good connection 

3 Transaction Rollback Exceptions (already in 

use), considered 

Exceptions (connections 

and functionality missing) 
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Transaction Rollback 

4 Passive Redundancy, 

Process monitor 

(optional) 

Passive Redundancy 

(direct connection; 

process monitor not 

needed) 

Passive Redundancy 

(connections unknown) 

 

We follow this in the next sections with a discussion of the data in light of the four 

research questions posed. 

5.8.1 Satisfaction of FT Requirements 

The question is whether the tactics selected satisfy the fault tolerance requirements 

of each task. We can summarize the results as shown in Table 5.8. 

Table 5.8: Satisfaction of FT Requirements 

Task Study Team Control Team 

1 Yes Yes 

2 Yes Yes 

3 No, use of exceptions does 

not easily meet the need to 

roll back operations. 

No, use of exceptions does not easily meet 

the need to roll back operations. 

4 Yes Probably: however, lack of connection 

information made it unclear whether the 

requirements were completely fulfilled. 

 

Here we see that both teams were nearly identical in meeting the fault tolerance 

requirements introduced in each task. In each case except Task 3 they selected one 

or more tasks that fulfilled the requirements. In Task 4, the control team did not 

show how the passively redundant component would be triggered to take control, so 

there is possibly a deficiency in meeting the requirement. However, the main 

problem is in design correctness, dealt with in the next question. 

5.8.2 Design Correctness 

The question concerns whether the tactics are designed correctly within the context 

of the architecture patterns used and there are no missing components or 

connectors. Strength in this area indicates an understanding of how a tactic must be 

implemented in the patterns used in the system. The following table summarizes the 

correctness of each task by each team. 
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Table 5.9: Correctness of Tactic Design 

Task Study Team Control Team 

1 Correct Connectors for all tactics missing, and Voting design is wrong. 

2 Correct Correct 

3 Correct Missing connectors for Exceptions 

4 Correct Connection to redundant component entirely missing 

 

Here we see that the study team generally did better than the control team. Task 1 

was particularly problematic for the control team, and Task 4 had significant 

omissions.  

5.8.3 Optimal Tactic Selection 

Here we examine whether the tactics selected were the best choices, given the 

architecture patterns used. Strength here indicates an understanding of the impact 

of the tactics on the patterns, and tradeoffs of tactics. 

Table 5.10: Optimal Tactic Selection 

Task Study Team Control Team 

1 Heartbeat is appropriate; 

Exception is probably not 

needed  

Use of Heartbeat, Ping-Echo and 

Exceptions is unnecessary. Use of Voting is 

not called for. Solution far too complex. 

2 Yes Yes 

3 If Exceptions really met the 

requirement, it would be a good 

alternative to rollback 

If Exceptions really met the requirement, it 

would be a good alternative to rollback 

4 Yes, in fact superior to 

suggested solution. 

Missed needed connections; indicates lack 

of understanding of tactic’s 

implementation in the patterns. 

 

We see in table 5.10 that the study team was slightly better in Task 4, and 

significantly better in Task 1. 

 5.8.4 Understanding of Effort 

This question relates to the participants’ understanding of how the tactics are to be 

implemented in the patterns used in the architecture. For this we asked the two 

groups to estimate the difficulty of implementing the task, and compared it against 

evaluators’ consensus of the difficulty. The groups scored the difficulty on a scale of 

1 to 5, with 1 being the easiest. We then evaluated the difficulty of implementing the 
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tactics that each group selected for each task, and rate them on the same scale of 1 

to 5. A small difference between a team’s estimate and the evaluators’ estimate 

indicates a good understanding of what is required to implement the tactics in this 

architecture. The difficulty estimates for each team are shown in Table 5.11. 

Table 5.11: Difficulty Estimates, Study Team 

Task Evaluators’ Estimate Study Team’s Estimate Difference 

1 4 5 +1 

2 1 5 +4 

3 1 1 0 

4 1 2 +1 

Average Magnitude   1.5 

 

We see that except for Task 2, the control team’s estimates were close to the 

evaluators’ estimates, although they were consistently higher. 

Table 5.12 shows the difficulty estimates for the control team. 

Table 5.12: Difficulty Estimates, Control Team 

Task Evaluators’ Estimate Control Team’s Estimate Difference 

1 5 3 -2 

2 1 3 +2 

3 2 4 +2 

4 1 2 +1 

Average Magnitude   1.75 

 

The estimate of 5 for task 1 may actually be an understatement; the proposed 

solution here would be very difficult and troublesome to implement correctly. We 

see a somewhat larger average difference than for the study team. This indicates 

they understood the impact of implementing the tactics somewhat better than the 

control team. 

In all four questions, the study team did as well or better than the control team did. 

5.8.5 Limitations 

We note that there are several limitations that either threaten the validity of the 

study or limit its applicability. They are as follows: 

1. The sample size was too small to draw any statistically significant conclusions. 

There were two groups. An alternative would have been to have each person 

work individually; however, software architecture of non-trivial systems is 
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generally a team effort. Individual architecture work would have thus been less 

realistic. As a result, we chose group assignments, and state our conclusions as 

observations rather than statistically established trends. 

2. Analysis of the data was performed by ourselves, and not validated by 

independent researchers. Therefore, there may be inadvertent bias in favor of a 

positive result. 

3. The participants had limited experience with the design of fault-tolerant systems. 

In fact, we observed that the lack of fault tolerance experience behavior had 

some impact on designs (noted in section 5). We therefore limit our 

recommendations to those with limited experience in fault tolerance. 

5.9 Interpretation of Results 

In the designs, the first question is whether the tactics selected meet the needs of 

the fault tolerance added in the task. We see that for the most part, both groups 

selected tactics that would satisfy the task. The one exception was Task 3, where 

both groups used Exceptions rather than Transaction Rollback. This may be because 

the system did not have natural transactions, and therefore, Transaction Rollback did 

not seem like a good fit. We note that the study team did consider it and rejected it. 

The fact that both groups selected the same tactic supports the notion that it was an 

artifact of the problem presented. Overall, the success by both groups indicates that 

they understood how the tactics would implement fault tolerance. This was notable 

in that they had little fault tolerant design experience. 

The second question is how well the tactics selected met the architecture. Tactics 

used by both groups necessarily have the same impact on the architecture, so we 

need examine only the tactics uniquely selected by each team. The study team 

selected Active Redundancy for Task 1. This is an acceptable match for the 

architecture (and the group included it appropriately in the architecture).The control 

team selected Voting. Voting can be a good match for the Pipes and Filters 

architecture, but it was not used correctly. In addition, it was not even a good fit for 

the application under design. Its use demonstrated a lack of understanding of how it 

would be implemented in the architecture patterns present, and its impact on those 

patterns. It appears that the control team suffered from lack of knowledge of the 

tactic-pattern interaction that the study team was given. This supports the 

hypothesis that such knowledge helps architects come up with a correct design. 

A related question is how well the architectures accounted for the implementation 

of the tactics selected. In particular, how are components modified or duplicated, 

are additional components added, and are connectors between components either 

modified or added as needed? Architecture diagrams generally do not show changes 

in behavior within components or connectors, but readily show new and replicated 
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components, as well as new connectors. Incorrect or missing components and 

connectors in an architecture diagram are an indicator of trouble – implementation 

is likely to be more troublesome than anticipated. It may indicate that the architects 

did not consider or even understand the components and their interactions. 

In our study, the architecture produced by the study team consistently showed all 

the components and connectors needed to implement the tactics they selected. In 

contrast, the architecture produced by the control team was missing several 

connectors that were needed to implement their selected tactics. This is a significant 

omission, as the connections require changes to the all components involved in the 

connection. Such changes can involve timing (such as ping-echo responses) or 

synchronization (such as responses to exceptions), thus the changes may be 

significant. It appears that the tactic-pattern interaction information may have 

helped the study team consider the required connections more thoroughly. This 

tends to support the hypothesis that such knowledge helps architects come up with 

a correct design. 

One additional observation concerning the goodness of design concerns “false 

paths” – design alternatives that were considered but rejected. Jansen, et al. 

consider this an important part of architectural knowledge – it is part of the rationale 

for making architectural decisions [79]. In our study, we attempted to quantify the 

number of alternatives considered and rejected, however we slipped up and did not 

measure it consistently. We did observe, however, that the study team considered 

and rejected numerous alternatives (such as their consideration of transaction 

rollback in Task 3). This leaves an open question of whether tactic-pattern 

interaction information can help architects by helping them consider (and reject) 

many alternatives. This is probably best understood through studies that include 

interviews of the subjects, to learn how alternatives were considered. 

One additional observation was notable:  Both groups tended to over-engineer the 

solutions. They tended to use more tactics than was really necessary. (For example, 

the control group used both Ping-Echo and Heartbeat in the first task.) There are at 

least two possible motivations for this behavior. First, the experimental setting 

encouraged the participants to do the best job they could; therefore, when in doubt, 

they added more tactics. We saw evidence of this attitude in each group: the study 

team added redundancy to a component that wasn’t really needed in the first task. 

And the control team added the Voting tactic more or less gratuitously. We surmise 

that this motivation is significantly less in real project settings. 

The second possible reason is that virtually all the participants had little experience 

designing fault-tolerant software, and the tactics were somewhat new to them. 

Therefore, they had a tendency to use as many as they could. We have observed a 

similar phenomenon with respect to software design patterns before – when people 
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are first introduced to design patterns [52], they tend to overuse them, until they 

gain more experience with the patterns. Similarly, as people gain fault tolerance 

experience, they might avoid overuse of tactics. 

5.10 Related Work 

Various methods of architectural design (synthesis) have been proposed; some of 

the most prominent methods have been summarized by Hofmeister, et al. [72]. All 

these methods consider important quality attributes including fault tolerance. The 

Attribute-Driven Design method specifically focuses on using important quality 

attributes as drivers for the architecture [15]. The information of how fault tolerance 

tactics and architecture patterns interact can be used in any of these architecture 

design methods to help architects make informed decisions. This study begins to 

explore how this can be done. 

There are also several methods of architectural evaluation; such as ATAM [38]. Most 

architectural evaluation methods consider quality attributes, and the tactic-

architecture interaction information can also be useful to identify potential 

architectural issues. This study does not concern itself specifically with architectural 

evaluation, but may begin to establish the validity of such data. 

Architectures can be considered to be a set of design decisions [29]. Tactic-pattern 

interaction information can enhance the rationale information behind such 

decisions. 

Hanmer has written a collection of patterns for developing fault-tolerant software 

[60]. These are not architectural patterns, such as are described above, but are more 

like the tactics described here. Similarly, Utas describes various methods of achieving 

fault tolerance [130]. These are analogous to the fault tolerance tactics described 

here, and in fact, several are the same. The measures described in these works also 

have architectural implications. This work provides a model for understanding the 

impact of these measures on architecture patterns. 

In the past we described a taxonomy of nearly all of the well-known architecture 

patterns [11]. In it we show several patterns that can be used as alternatives to each 

other. This information, coupled with information about the impact of implementing 

various tactics in these patterns, can potentially provide architects with information 

about the benefits and liabilities of using alternate architecture patterns. This study 

can help establish its usefulness. 

5.11 Conclusions 

The study suggests that the design of tactics can impact the architectural design of a 

system, and perturb the architecture patterns used therein. It appears that 

understanding of how they interact is useful and important in architectural design. 
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We observed that architecture teams with this information appear to be somewhat 

better at designing fault tolerance measures in a system than those without the 

information. In particular, they can better select tactics that are compatible with the 

architecture. They also better understand the impact of the tactics in terms of the 

structure as well as the expected difficulty of implementation. Since this was a 

limited study of a small set of people who have architectural experience, but have 

limited fault tolerance experience, we recommend that further study be done with 

individuals with more fault tolerance experience. It may be particularly useful to 

study those who have fault tolerance experience, but less architecture experience, 

to determine how helpful this information is to neophyte architects. 

We had positive results with a small set of patterns and fault tolerance tactics. We 

propose that studies be undertaken with large sets of fault tolerance measures (for 

example, [60] and [130]), and patterns (for example, [33] and [15]). Ideally, this 

should become a library of architecture patterns and fault tolerance tactics, and how 

they interact. This could be a useful reference for architects of fault tolerant 

software. 
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6 The Interaction of Requirements, Tactics, and 

Architecture Patterns 
 

This chapter consists of material from the following publication: 

Harrison, N.,  and Avgeriou, P. 2010. Implementing Reliability: the Interaction of 

Requirements, Tactics, and Architecture Patterns. In Architecting Dependable 

Systems, Volume 7. LNCS 6420, Springer 2010, pp. 101-127. 

Abstract 

An important way that the reliability of a software system is enhanced is through the 

implementation of specific run-time measures called runtime tactics. Because 

reliability is a system-wide property, tactic implementations affect the software 

structure and behavior at the system, or architectural level. For a given architecture, 

different tactics may be a better or worse fit for the architecture, depending on the 

requirements and how the architecture patterns used must change to accommodate 

the tactic: different tactics may be a better or worse fit for the architecture. We 

found three important factors that influence the implementation of reliability tactics. 

One is the nature of the tactic, which indicates whether the tactic influences all 

components of the architecture or just a subset of them. The second is the interaction 

between architecture patterns and tactics: specific tactics and patterns are inherently 

compatible or incompatible. The third is the reliability requirements which influence 

which tactics to use and where they should be implemented. Together, these factors 

affect how, where, and the difficulty of implementing reliability tactics. This 

information can be used by architects and developers to help make decisions about 

which patterns and tactics to use, and can also assist these users in learning what 

modifications and additions to the patterns are needed. 

6.1   Introduction 

Software reliability has been defined in ISO 9126 as “The capability of the software 

product to maintain a specified level of performance when used under specified 

conditions.” [76]. This standard states three key components of reliability:  fault 

tolerance, recoverability, and maturity, including availability. Fault tolerance is, “The 

capability of the software product to maintain a specified level of performance in 

cases of software faults or of infringement of its specified interface.” Recoverability 

is, “The capability of the software product to re-establish a specified level of 

performance and recover the data directly affected in the case of a failure.” Maturity 

is “The capability of the software product to avoid failure as a result of faults in the 
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software.” Availability is “The capability of the software product to be in a state to 

perform a required function at a given point in time, under stated conditions of use” 

[76]. Software that is highly reliable must exhibit all these characteristics.  

Designing and implementing highly reliable software is very challenging. Besides the 

fact that  the software to make a system reliable is very exacting, it can affect much 

of the system, and require a significant amount of software: over half of the millions 

of lines of code written for the 5ESS® Switching System were devoted to  error 

handling. Fortunately, software designers have come up with numerous measures to 

improve software reliability, based on extensive experience. These measures are 

implemented in the software, and are designed to help make the software tolerant 

to faults. These faults include, but are not limited to hardware failures, errors in 

data, or bugs in the code itself. Many of these measures are well understood and 

have been documented. Utas [130] describes many such measures, as does Hanmer 

[60]; both are based on extensive experience in designing and developing carrier-

grade telecommunication systems. Hanmer and Utas refer to these as reliability 

patterns. Some similar measures have been described by Bass, et al. [15] and called 

“tactics.” For the sake of clarity and simplicity, we call all these measures tactics. The 

tactics identified by Bass, et al. [15] address the aforementioned components of 

reliability as follows: how to detect faults (addressing fault tolerance and maturity), 

how to prepare for recovering from faults (addressing availability and recoverability), 

how to recover after a fault (addressing recoverability), and how to prevent faults 

from causing failures (addressing fault tolerance and maturity). 

However, even with the knowledge of the reliability tactics, one must still design and 

implement them in the system being developed. The difficulty of doing so depends 

in part on the nature of the tactic to be implemented. The implementation of some 

tactics requires some code to be written in nearly every component of the system 

architecture, while other tactics may be implemented with only limited impact. It 

depends on the tactic. 

A given tactic also has different interactions with different architectural structures, 

particularly with architecture patterns. The information about their compatibility is 

highly useful, because it may help us avoid tactics (or patterns) that are incompatible 

with the patterns (or tactics) being used. Of course, the harder it is to implement a 

tactic, the more error-prone the implementation is likely to be. The compatibility 

information is so far limited to one-to-one relationships: the compatibility of a single 

tactic with a single architecture pattern. But nearly all commercial systems are 

complex: they contain multiple architecture patterns (see [64]), and use multiple 

reliability tactics (see [134]). 
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But this is not all: every system is different, and has different constraints. 

Constraints, such as functional, non-functional, and business requirements, earlier 

design decisions and physical limitations, also affect the structure and behavior of 

the system. In this chapter, we are particularly interested in requirements related to 

reliability: they are closely tied to the reliability tactics and the architecture patterns. 

This leads to the key question for this work: 

How do the nature of tactics, software architecture patterns, and requirements 

interact with each other to influence the achievement of reliability in a software 

architecture? 

We have tried to answer this question through a typical research cycle of grounded 

theory consisting of the following: we first looked at the tactics themselves, we then 

investigated the interaction between tactics and the pattern structures and finally 

we looked into an actual system design which included reliability requirements. We 

found three general ways that the nature of tactics influences the architecture. We 

found regular ways that multiple architecture patterns interact with tactics. And we 

found that requirements affect the tactics in two general ways. To fully understand 

the tactic impact, selection and implementation, one must consider all these factors. 

The main contribution of this work is that it provides information into how these 

factors influence the implementation of tactics, which is indicative of the effort 

needed as well as difficulty in implementation and future system maintenance. This 

information can be used to make architectural tradeoff decisions, as well as in 

development planning. This knowledge is important when one designs even 

moderately complex software architectures (two or more patterns) that must be 

reliable. 

In the following sections, we describe how tactics are implemented in complex 

systems. In section 6.2, we introduce an example used throughout the rest of the 

paper. Section 6.3 describes the three factors that influence how and where tactics 

are implemented. In section 6.4, we describe how the information can be used in a 

practical setting, and how it fits with typical software architecture processes. We 

provide a case study and other validation in section 6.5. Section 6.6 describes related 

work. 

6.2   Example: Airline Booking System 

Let us consider a system to book airline tickets, which will be used as a running 

example. The system has multiple simultaneous users, distributed geographically. 

Two of the most important requirements related to reliability are as follows:  
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1. Availability: the system must always be available for use; the consequences 

are potentially significant loss of revenue. After all, if a customer can’t access 

the reservation system, he or she will turn to a competitor. 

2. Data integrity: data must be correctly recorded, and must be accurately 

recovered as necessary. Transactions must be completed accurately. 

In the airline reservation system, we analyze different types of faults that the system 

may experience. These include: 

• Bugs in software, including infinite loops, deadlock, and livelock, can cause 

software components to hang. Such problems can make the system 

unavailable. 

• Hardware failures or software bugs can cause data integrity errors – it may be 

impossible to write data, or reads may produce corrupt data. This affects the 

correctness of the processing. 

• There are numerous ways and places that communication between the client 

component and the main processor may fail. If these fail at the wrong time 

during the completion of a transaction, the transaction may be incorrect; e.g., 

the main server completes the transaction, but the user client does not 

receive confirmation. The user thinks the transaction was not completed and 

tries again, ending up purchasing two tickets. 

In response to these modes of failure, we design tactics to deal with them. These 

include measures to detect and report faults, recover from them, or prevent the 

faults from disrupting the system. Some of these tactics are: 

• Ping-Echo: In order to detect failed or unresponsive components so they can 

be restarted, a component sends out a periodic ping request to other 

components which must be answered within a certain timeframe. 

• Raising Exceptions: Each component must detect certain types of error 

conditions and raise exceptions. (Handling the exceptions is of course also 

necessary, and other tactics are used to handle exceptions.) 

• Active or passive redundancy: In order to minimize single points of failure, 

components are duplicated, with various different methods to ensure 

synchronization between a failing component and its duplicate coming online 

to replace it. 

• Transactions and checkpoint/rollback: Create atomic transactions that are 

recorded atomically, and ways to undo them if necessary. 
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The airline booking system’s architecture is shown in the following diagram. 

 

 

Figure 6.1 Airline Booking System Architecture 

We can see the following patterns in the architecture: 

1. Client-Server: The application server and database server are the server side, with 

multiple clients. 

2. Layers: The application server exhibits a layered architecture. 

3. Presentation Abstraction Control (PAC): The clients use the PAC pattern. Each 

client has a presentation component, which interacts with an abstraction of the 

system, and controlled by the business logic in the server. 

4. Shared Repository: This pattern is quite speculative, as it is not clear whether 

accesses to the database are shared or not. For the purposes of this study, we err 

on the side of more complexity, and consider that the pattern is present. 

6.3   Factors that Influence Tactic Implementation 

There are three factors involved with the impact of tactics on a multi-pattern 

architecture. We summarize them as follows: 

1. Tactics have a natural tendency to fall into one of three categories of impact on 

the components of the system. These categories are based on how broadly the 

tactic impacts the system, i.e. whether the tactics impact all or some of the system 
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components. Most of the tactics affect only some of the components of the 

system. In this case, the key question becomes, “Which components are 

affected?” This is important, because implementation may be easy in some 

components (a good fit), and hard in others (high impact; a bad fit). Naturally, we 

want to implement a tactic in the easiest (low impact) way possible, but are there 

no guidelines for where it is easy or hard. Even if you know which components 

easily accommodate a tactic, that doesn’t mean that you can automatically pick 

the easy spot. As noted above, this is influenced chiefly by the reliability 

requirements.  

2. Previous decisions about the system become constraints to which the system must 

conform. Although all previous decisions may affect the selection and 

implementation of tactics, we are chiefly concerned in this work with decisions 

about software architecture patterns – mainly which architecture patterns to use. 

The documentation of many architecture patterns note whether there are 

particular problems with implementing certain reliability tactics.   This helps 

answer the question about guidelines for where a tactic’s implementation is easy 

or hard. In architectures with multiple patterns, you can then see where tactics fit 

well in the architecture. 

3. Reliability requirements: There are two aspects of reliability requirements that are 

important. First, a requirement specifies a certain property of reliability to be 

achieved, such as high availability. This helps direct the selection of particular 

tactics to be used. The second aspect is that a reliability requirement must indicate 

what part(s) of the application it applies to. For example, a requirement of high 

availability specifies that it concerns call processing (not system administration). 

This directs where a component is to be implemented, namely in the part of the 

architecture that does call processing. 

The next three subsections describe the factors in detail. 

6.3.1 The Nature of Tactics 

Section 2 has described how given tactic impacts a given pattern; additional detail is 

found in [65]. If a pattern is part of a multi-pattern architecture, the magnitude of 

the impact may change, but the nature of the impact of the tactic on the pattern 

does not change. For example, a common tactic for assessing the health of processes 

is “Ping-Echo.” The nature of the impact is that processes must receive ping 

messages and respond to them. A multi-pattern architecture generally has more 

processes than a  single-pattern architecture; thus more processes are impacted by 

the Ping-Echo tactic (all processes must receive and respond).  Therefore, the 

magnitude of the impact of the Ping-Echo tactic is larger (than in a single pattern 
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architecture), but the nature of the impact – the way that processes are modified – 

does not change. 

The impact of a tactic on the individual patterns sets up the possible range of impact 

of the tactic on the entire system. In other words, we look at the impact of the tactic 

on the individual patterns in the system; the aggregate impact of the tactic on the 

system is generally no worse (greater) than the greatest impact on an individual 

pattern, and the impact is generally no better (less) than the smallest impact on any 

individual pattern. 

Let us consider why. First, let us consider the best case: the tactic must be 

implemented somewhere in the system; the place with the least impact would be 

the pattern with the least impact; it can’t be less than that. Even if one were to 

implement part of the tactic in one pattern and part in a different pattern, the 

amount of implementation can’t go down; it’s essential complexity (see [31]). 

The worst case would be that the tactic must be implemented in all the patterns in 

the system. If the tactic is implemented in all patterns, it impacts each one, and the 

overall impact would approach the impact of the greatest impact on an individual 

pattern. This gives us a typical upper bound. For example, raising exceptions is 

typically required of all components of a system; therefore, it affects all the 

components of every pattern in the system. Therefore, each pattern feels the full 

impact of this tactic.  

Let us now take a higher level view than detailed impact on individual patterns. We 

examine the impact of a tactic on the components of an architecture as a whole. In 

particular, we are interested in whether or not a tactic impacts a component. We 

find that there are three general categories of interaction of a tactic with the 

architectural components of a system. With one exception (the second category), we 

do not consider the details of that interaction, or how that interaction is 

accomplished. The categories are as follows: 

1. A tactic impacts all of the components in the architecture. For example, a tactic 

for fault detection is Exception Raising. All components must implement Exception 

Raising in order to have a consistent model of handling faults. 

2. A tactic impacts all of the components in the architecture, and one of the 

functions required by the tactic is that there is a central coordinating component 

that controls the other components in some way. (This is the exception about 

details of interaction that is mentioned above). For example, in the Ping-Echo 

tactic, a central process periodically sends requests to processes requesting that 

they verify their health. 
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3. A tactic is implemented using just some of the components in the architecture, 

leaving the remainder of the components unaffected. Which specific components 

are used depends on where the tactic is to be implemented, which is determined 

by the specific reliability requirements. For example, systems where the 

correctness of certain calculations are critical may employ the Voting tactic. In 

voting, the calculation is performed by three or more different components, each 

developed independently of the others. In this case, only the component that 

performs the calculation and its calling component are affected; all other 

components have no other changes. 

We analyzed all the reliability tactics given in [15] and found that each tactic can be 

classified in one of the three above categories. We also analyzed several tactics from 

[130] and [60], and also found this to be true. Our evidence suggests that these 

categories are sufficient to classify all reliability tactics. Due to space limitations, we 

focus only on the tactics from [15]. 

A few words of explanation are in order. First, architectures are composed of 

connectors and components, as well as behavior. However we consider only 

components for simplicity. Also, based on previous experience [65], we expect that 

connectors work the same way as components. A thorough exploration of 

connectors and behavior is a subject of future work. 

Second, one might wonder why the second category (impact all components, with a 

central controller) is a separate category from the first, after all, it is a special case of 

the first. The controlling component has strong architectural implications – a 

controller must communicate with all other components. If an architecture already 

has such a controller, it is often easy to incorporate the tactic, and may even be 

trivial. For example, the Broker pattern has such a component. On the other hand, if 

the architecture has no such component, adding it is usually very disruptive to the 

architecture. Therefore, it is useful to consider this category separately from the 

first. 

In the airline reservation system, let us consider the tactic we identified. The tactics 

we identified fall into the following categories: 

1. Ping-Echo: This requires that each component must respond to the ping messages. 

In addition, one component must initiate the ping messages, and manage the 

responses. (Category 2: impacts all components, plus a central component). 

(Another possible option is to dispense with a central controller, and have a 

scheme where components are responsible for monitoring each other’s health.) It 

appears that the most natural central component is the application server, (see 

figure 6.2). Or because the application server may itself be composed of multiple 
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software components (not shown), it may a component within the application 

server.  

2. Exception Raising: Generally, Exception Raising should be done consistently across 

the application, which means that each component must raise exceptions as well 

as respond to other exceptions. (Category 1: There is no explicit central 

component, but all exceptions must be appropriately handled. This may hint at a 

central “handler of last resort”, but it really depends on the tactics chosen to 

handle the exceptions). There are two special considerations: first, who should the 

database component report exceptions to? Clearly, exceptions should be reported 

to the component that can correctly handle the fault; in this case, it is likely the 

application server component. Second, should the client presentation components 

also report exceptions to the application server? It is more likely that the 

exceptions be raised and handled locally. 

3. Active Redundancy: A single component can manage the redundant components. 

Some systems are entirely redundant, while others may have a few critical 

components that are redundant; perhaps the data store or communication 

infrastructure components. Which components must be duplicated depends on 

the system requirements (Category 3). The obvious candidates for redundancy are 

the application server and the database. In order to maintain availability, the 

application server should be replicated, and active redundancy appears to be a 

viable choice. Because information from the database is necessary to make a 

reservation, the database should also be available at all times, and should be 

replicated. 

4. Passive Redundancy: This impacts more than one component, because the passive 

component must receive state updates from the active. It is likely that the 

modifications can be confined to a few components though. (Category 3, impacts 

some components; who is duplicated depends on the requirements; same 

rationale as for Active Redundancy). Passive redundancy may be an alternative to 

active redundancy for the application server. Due to the fact that database actions 

are transactional in nature, passive redundancy may be a more natural choice for 

replicating the database than active redundancy. Note that regardless of the 

choice of redundancy type, one should try to design it so that it is invisible to other 

components; i.e., it should be entirely transparent to the clients. 

5. Transactions: Processing is bundled into transactions which can be undone all at 

once, if necessary. Transactions make checkpointing and rollback easier. It affects 

those components that deal with the details of the transactions. (Category 3: 

impacts some components. The requirements help shape which components deal 

with transactions). Any database actions are naturally transaction-oriented; this is 
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a good fit, and can be done entirely within the database component. However, a 

purchase is also a natural transaction, and the notion of transactions therefore 

must permeate the design of the application server, as well as the clients 

themselves. Here we see how the notion of a transaction is driven by the 

requirements, which in turn affects how and which components are affected. 

6. Checkpoint/Rollback: Likely to affect all components that deal with the 

data/transactions/state that must be checkpointed and rolled back. This impacts 

some or all of the components that are directly involved with the state of the data 

being processed. (Category 3, because not all components are directly involved in 

the state of the system). This is a natural fit with transactions, and the impact 

follows the same pattern: database transactions can be checkpointed and rolled 

back entirely within the database components; rolling back of user purchases 

affects all components. 

For each tactic, this information helps us understand the components needed for 

implementing it. Of course, this must be placed in the context of the architecture of 

the system, including the patterns used. 

6.3.2 The Impact on Multiple Patterns 

Because tactics are realized within the architecture, tactics have some effect on the 

architecture and the architecture patterns used. While the purpose of a tactic is to 

focus on a single design concern of reliability, the impact may be broad, affecting 

many or even all of the components of the architecture. 

We have studied the impact of implementing tactics on patterns and in the case 

where the pattern provides the structures needed by the tactics , we found that the 

impact can be minimal. On the other hand, the impact can be great if the pattern’s 

structures must be substantially modified, or if many different structures must be 

added. We described five levels of impact as follows: 

1. Good Fit (+ +): The structure of the pattern is highly compatible with the structural 

needs of the tactic. 

2. Minor Changes (+): The tactic can be implemented with few changes to the 

structure of the pattern, which are minor and more importantly, are consistent 

with the pattern.  Behavior changes are minor. 

3. Neutral (~): The pattern and the tactic are basically orthogonal. The tactic is 

implemented independently of the pattern, and receives neither help nor 

hindrance from it. 
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4. Significant Changes (-): The changes needed are more significant. They generally 

involve adding a few components that are not similar to the pattern, and/or 

moderately modifying the existing components. 

5. Poor Fit (- -): Significant changes are required to the pattern in order to implement 

the tactic. They consist of the addition of several components, major changes to 

existing structure and behavior, and/or more minor changes, but to many 

components. 

These levels describe the amount of impact on the architecture; full descriptions are 

given in [65]. One may also consider this to be a rough indicator of the difficulty of 

adding a given tactic, although we do not make any specifications of difficulty or 

expected effort. 

In [65] we analyzed how a given reliability tactic is implemented in a given 

architecture pattern. We see that the tactic can require the architect to modify 

components and connectors, and possibly even create additional components and 

connectors. However, industrial systems are quite complex, involving multiple 

architecture patterns. Therefore, we must consider implementing tactics in this 

larger context. 

In a study of the architectures of 47 industrial software projects, we found that 37 

used more than one architecture pattern [62]. Most had two, three, or four patterns. 

The most we saw in a single architecture was eight. Therefore, it is not sufficient to 

consider the impact of a tactic on a single pattern, but we must consider the 

potential impact on all the patterns in the architecture. 

There are several possibilities of how a tactic might interact with an architecture that 

contains multiple architecture patterns. A possibility on the one side is that the tactic 

interacts with all the patterns in the architecture. On the other extreme, the tactic 

might need to interact with only one of the architecture patterns. Clearly, the second 

possibility has a smaller impact on the architecture than the first. Therefore, for a 

given tactic and a given system, the challenge is to determine how many of the 

patterns are impacted, and in what way the tactic implementation affects them. 

The impact of tactics on multiple patterns is shaped by the category of tactic, as 

described previously. As the pattern category differentiates the tactics on their 

impact on components, and patterns embody components, we see how tactic 

categories relate to multiple pattern impacts. They are as follows: 

1. If the tactic impacts all components, then it must be implemented in all the 

patterns. The magnitude of impact will tend to be at or near the magnitude of the 

“worst” pattern in the system. For example, the tactic “raising exceptions” 
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requires that every component either raise exceptions or have a good reason not 

to. Thus this tactic affects every component of every architecture pattern. 

2. If the tactic impacts all components and requires a central controller, then the 

impact on the system will often be better than the impact of the “worst” pattern. 

The reason is that high impact on the “worst” pattern may well be because one 

needs to add a central component (and all the associated connectors). However, if 

there is another pattern in the architecture that has a central component, then 

the tactic will probably be able to take advantage of it and can be implemented in 

that pattern. In fact, the necessary connectors will also probably be in place. Thus 

the impact on the system may be near the impact on the pattern with the central 

component. This impact can be quite low. So, in this case it depends on which 

patterns are present in the system. For example, during an architecture review of 

a distributed time-tracking system, we found that the designers had neglected to 

sufficiently handle cases where a client loses connectivity with the server. A 

heartbeat was added which (in this case) required that each component 

periodically generate a heartbeat message, as well as a central component to 

handle the heartbeat messages and detect unresponsive components. The system 

included the Broker and Layers patterns, and the central component was a natural 

fit with the broker component of the Broker pattern. 

3. If the tactic impacts some of the components, one would certainly want to 

implement the tactic in the pattern with the smallest impact. However, depending 

on the requirements of the application, this may not always be possible. We 

discuss this in the next section. However, this gives a starting point for considering 

impact; a best case scenario. For example, in a space exploration simulation game, 

we explored the need to recover from erroneous input by using transactions and 

rollback. The system included both the Layers and Active Repository patterns. The 

designers could consider which of the patterns would be a best fit for these 

tactics, but the key consideration was the application itself – what exactly needed 

to be rolled back in the event of an error. In this application, the fact that games 

were dynamic indicated that transactions and rolling back were more 

appropriately implemented in the Layers pattern. 
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The following table summarizes the nature of the impacts: 

 Table 6.1: Impact Categories’ Impact on Multiple Patterns 

Tactic Impact 

Category 

Impact on Patterns’ 

Components 

Impact Tendency 

All components All components in all the 

patterns are affected 

Impact is that of the pattern 

with the greatest (“worst”) 

impact 

All components, 

plus central 

controller 

All components in all the 

patterns affected; 

placement of central 

controller is significant 

If a pattern supports a central 

controller, impact is less than 

the “worst” pattern 

Some components May be possible to 

implement in a single 

pattern 

Ideally, impact is that of the 

“best” pattern. Requirements 

play a major role here. 

 

This gives us a basic understanding how a given tactic will be implemented in the 

patterns of an architecture. It also gives us a basic idea of the magnitude of impact 

on the architecture caused by the tactic. However, this information is as yet 

insufficient to fully understand how a tactic will be implemented in the architecture. 

We need more information, specifically about the purpose of a given tactic in the 

system. We need to consult the requirements of the system; the other major factor. 

In the airline reservation system, let us consider the impact of the tactics we 

identified on the patterns in the system. Remember the four patterns identified 

were Client-Server (CS), Layers (L), Presentation Abstraction Control (PAC), and 

Shared Repository (SR). 

1. Ping-Echo: Impact: CS: +, L: +, PAC: ~, SR: ~. Since this tactic impacts all 

components, plus a central component, the overall impact should be neutral or 

better. Analysis: All components must be notified and respond. CS components 

have the necessary communication paths built in, and the Server component is a 

natural central component. Therefore this tactic is compatible with the patterns, 

but is not an ideal match (overall impact: +). 

2. Exceptions: Impact: CS: ~, L: ++, PAC: ~, SR: ++. Since this tactic impacts all 

components, the overall impact tends to be the most severe of the patterns; in 

this case neutral. 
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3. Active Redundancy: Impact: CS: +, L: +, PAC: +, SR: ++. We see that this tactic is 

compatible with all the patterns. Since it impacts some components, the overall 

compatibility is good, and if the tactic can be confined to the SR pattern, the 

overall compatibility could be very good. 

4. Passive Redundancy: Impact: CS: +, L: +, PAC: ~, SR: ++. The impact is similar to 

Active Redundancy, except for PAC, which is not as compatible. Does the fact that 

this tactic is not as good a fit with PAC as Active Redundancy push us toward 

Active Redundancy? Not necessarily. If the redundancy is implemented in 

components that do not interface with the PAC components, it doesn’t matter. 

5. Transactions: Impact: CS: ++, L: ++, PAC: +, SR: ++. This tactic is a good fit with all 

the patterns except PAC, where there are issues of keeping multiple presentations 

in synch. Since this tactic impacts some components depending on the 

requirements of the system, we may be able to implement it away from the PAC 

components. 

6. Checkpoint/Rollback: CS: ++, L: ++, PAC: -, SR: ++. This is very similar to 

Transactions except that keeping multiple transactions in synch is likely more 

involved because of rollbacks. The analysis is the same, though. 

6.3.3 The Role of System Reliability Requirements 

The above general descriptions of impact are a starting point for understanding how 

a tactic impacts a system’s architecture. In addition, the system’s reliability 

requirements that trigger the selection of the tactics play a major role in the impact 

of the tactics. Certain system requirements may cause a tactic to be implemented in 

certain components; that is, in certain architecture patterns. This can override any 

attempt to implement the tactic where it would be easiest to implement. Therefore, 

decisions about how (and where in the architecture) to implement tactics are driven 

not just by the architectural structure, but also by the system reliability 

requirements. This then demands that the detailed requirements be analyzed as part 

of the reliability architecting process.  

System reliability requirements shape the implementation and impact of reliability 

tactics in two important ways. The first way is that reliability requirements influence 

which design concerns are to be satisfied by tactics. In particular, different ways in 

which faults affect the system are identified and the actions taken in response are 

decided in order to meet the requirements. For example, consider a 

telecommunications system that must be highly available to process calls – 99.999% 

of the time. In order to meet this requirement, architects identify that components 

may fail due to hardware or software failures. In order to meet the availability 

requirement, all components must run nonstop; therefore, failed components must 
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be detected and restarted quickly.   The design concern is timely detection of failed 

components. A tactic that implements this design concern might be Heartbeat. 

The second way that requirements affect the impact of reliability tactics is that they 

often specify which part of the system a tactic applies to. For instance, in the 

example above, high availability applies to call processing only. Therefore, any 

components that are involved in call processing must implement their portion of the 

Heartbeat tactic. However, other components, such as those dealing with 

provisioning, system administration, or billing, will likely not be subject to the 

Heartbeat tactic. 

The process of architecting is highly iterative and quite intuitive. Therefore, one 

doesn’t necessarily determine all the reliability requirements first, etc. In fact, the 

requirements, architecture decisions, and tactical decisions are done in different 

orders, piecemeal, and basically together. So a decision to use a tactic, combined 

with a reliability requirement, might dictate the selection of a particular pattern that 

fits the tactic well. Or a tactic might be selected over a different alternative because 

it fits with a pattern that has already been selected. So the process is very fluid; we 

have found that consideration of architecture and the selection and design of 

reliability tactics often happen simultaneously [69]. 

Consideration of each of these factors helps complete the picture of how and where 

a tactic will be implemented in the architecture, as well as which tactics to use (if not 

already determined). The result is that the architecture is more complete: the 

architecture patterns are now modified to accommodate the implementation of the 

tactics. 

Let us consider the tactics in the airline reservation system that are category 3 – they 

impact some components based on the requirements of the system.  

1. Availability: in considering Active or Passive Redundancy to help achieve high 

availability, one must decide which critical components must be replicated. The 

critical functionality to be replicated is the business logic, which is found in the 

Layers pattern, so the overall impact is that of Redundancy on Layers. Since the 

impact of both redundancy tactics on the Layers patterns is positive, it helps us 

understand that from an architecture viewpoint, it doesn’t matter which 

redundancy tactic we select in this application. 

2. In order to achieve data integrity, we consider using Transactions and 

Checkpoint/Rollback: Both tactics are a very good fit for all the patterns except 

PAC. So the question becomes whether transactions and rolling back can be 

defined below the level of the user interface. This is very likely – user interaction 

can be designed so that actions are encapsulated in transactions, and rolling back 
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to previous states or data should be transparent to the user. This information 

guides us to design the user interaction along lines of transactions and gives us 

motivation for doing so. 

6.4  Use in the Architecture Design Process 

One of the major challenges in developing reliable systems is that decisions about 

implementing reliability must be made early; it is exceedingly difficult to retrofit 

reliability into an established architecture if it was not planned for. Yet the 

implications of architectural reliability decisions may not be understood, resulting in 

design and implementation difficulties later on. The information about how 

requirements, tactics and architecture patterns interact can help ameliorate these 

difficulties, or at least anticipate some of them. The information can be used during 

the architecture design process to consider tradeoffs in tactic selection, to refine and 

re-negotiate requirements, and to a lesser extent, in pattern selection or 

modification. The impact information is not intended to be used to generate specific 

effort estimates; it does not have sufficient detail or specificity. 

In this chapter, we do not propose a specific architecture design process for 

incorporating reliability tactics into an architecture. Instead, we describe how the 

information about how requirements, tactics and architecture patterns interact can 

fit in a general model of architectural design [72]. The main activities in the model 

are architectural analysis, architectural synthesis, and architectural evaluation. The 

output of architectural analysis is architecturally significant requirements, the output 

of architectural synthesis is candidate architectural solutions, while architectural 

evaluation assess the candidate solutions with respect to the requirements.  

The first activity, architectural analysis, is focused on understanding the 

architecturally significant requirements. This includes refining reliability 

requirements and identifying the associated design concerns. For example, if high 

availability of the system is a requirement, an associated design concern may be 

replication. A key question is which part of the system must run nonstop, as that will 

determine where the candidate tactics must be implemented. We might also ask 

whether the system may have momentary interruptions, which would allow a 

passively redundant solution rather than an active redundancy. The answers to these 

questions help clarify the requirements, and will be used (later) as tactics are 

selected and decisions made about where the tactics should be implemented. 

The architectural synthesis activity is typically where tactics and patterns are 

considered. The design concerns point us to certain tactics; for example the 

replication design concern leads us to consider Active Redundancy, Passive 

Redundancy, and Spare. The candidate tactics and requirements are major drivers 

for pattern selection. This implies a certain amount of iteration among architectural 
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analysis and synthesis, as the architecturally significant requirements and candidate 

patterns are iteratively refined. The information about the impact of tactics on 

multiple patterns can be used here to optimize the required effort from the 

combination of patterns and tactics. Candidate patterns and tactics are major pieces 

of candidate architecture solutions.  

The architectural evaluation activity is to determine whether the proposed 

architectural solutions fulfill the architecturally significant requirements. The 

additional information about tactics’ categories of interaction as well as the detailed 

reliability requirements can enhance the ability of architects to effectively evaluate 

candidate architectural solutions. 

The following figure shows the architecture design activities as described by 

Hofmeister, et al. It is annotated with the activities related to requirements, tactics 

and patterns, and their interactions. These are shown by the numerals attached to 

activities and data flows, and are described at the bottom of the figure. 

 

Figure 6.2: Architecture design activities from [72], with pattern and tactic activities 

The following are two examples of how the tactic and pattern information is used in 

the architectural synthesis and evaluation activities to improve the quality of the 

architecture. 

The activity was architectural synthesis, and the system performed automated 

sequential manipulation of paper. The key reliability requirements included that the 

papers had to be processed correctly, and that any machine malfunctions did not 

cause further problems (fault tolerance). Key tactics used included transactions, 

ping-echo, and exception raising. The main pattern was Pipes and Filters (P&F), 

which supported the sequential (and configurable) nature of the paper processing. 

Another prominent pattern was Model View Controller (MVC), which provided the 
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user interaction with the system. The main challenge was that the reliability tactics 

all were poor fits for the P&F pattern. However, they all were able to take advantage 

of the controller component of the MVC pattern, which communicated with each  of 

the components of the P&F pattern. 

Discussion: reliability tactics and architectural patterns are generally considered 

simultaneously, so one might ask which came first. Did the architects tentatively 

select the patterns first, and then used their components in designing the reliability 

tactics, or did they see the need for a controlling component for the tactics, and then 

added the MVC pattern on top of that component? It is almost certainly some of 

both: the highly iterative nature of architectural design means that many ideas are 

considered and tried as the architects work to create an architecture. Regardless, the 

information about how tactics and patterns fit together help shape the architecture. 

In the second example, the activity was an architectural evaluation, performed just 

as development was getting underway. The system was a distributed time tracking 

system. The key reliability requirements were data accuracy and availability, 

although availability was not critical – the consequences of downtime were not 

catastrophic. Key patterns were Client-Server and Layers (on the server); Broker was 

identified during the evaluation as a desirable extension to Client-Server. The review 

uncovered that the architects had not fully considered all the ramifications of faults, 

and as a result, the Heartbeat tactic was added. Impact on the three patterns 

showed that it was the best fit in the Broker pattern, which added to the motivation 

to adopt the Broker pattern. It should be noted that the reliability requirements 

indicated the need to know the health of the remote clients, which fit exactly with 

the Broker pattern. 

Discussion: In this case, the designers were somewhat inexperienced in reliability; 

more experienced designers may well have designed the system more 

comprehensively for fault tolerance. In such cases, the reviews serve to highlight 

potential issues with design or maintenance of the software. For example, a review 

of the paper processing system in the first example revealed the incompatibility 

between the P&F pattern and the reliability tactics as a potential trouble spot during 

future maintenance and enhancement. 

6.5   Validation and Case Study 

Validation of this work has three parts that correspond to the three factors discussed 

in section 3: the nature of tactics, the impact on multiple patterns and the role of 

requirements. We began by analyzing the reliability tactics to determine how many 

components in a given architecture they affect (some or all). This confirmed the 

three categories of tactics interaction with components, described above. The 

second part was to verify and refine the impact categories of tactics on multiple 
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patterns, by considering the tactics applied to common pairs of architecture 

patterns. The third part was a case study that considered a real architecture where 

we identified its architecture patterns, and analyzed how the reliability requirements 

influence the selection and implementation of tactics.  

6.5.1 Tactic Impact on Architectures 

We analyzed all the reliability tactics from Bass [15]. For each tactic, we analyzed 

how it should be implemented: what functionality is needed, and what components 

and connectors are needed to implement that functionality. We determined 

whether the tactic’s implementation must be in all components, or just some of the 

components. 

We began by identifying how (in general terms) the tactic should work, and what 

components and connectors are needed. This was done by studying the tactic 

descriptions [mainly in 15, 60, and 130]. We then considered how the tactic would 

be implemented in a system. Would the tactic require that all major components of 

a system take part in implementing the tactic, or could the tactic be implemented in 

a subset of a system’s components? In each case, we found that a tactic was clearly 

in one or the other category. 

For the tactics that required implementation in all components, we also examined 

the tactic to see whether a central controlling component was a part of the tactic. 

We found that these tactics could be categorized into either needing a central 

component or not. Ping-Echo requires a central controlling component. Raising 

Exceptions does not (note that handling the exceptions is separate from raising 

them, and would be done using whatever tactics are most appropriate for the type 

of exception). The tactic “Heartbeat” requires implementation in all components, 

and may or may not employ a central controlling component. Aguilera, et al. 

describe the use of a heartbeat with no central controller in [2]. 

For the tactics that impact some components, we considered which components 

would be affected. The ideal model is that the tactic should be implemented in the 

pattern where it is the best fit – where the impact is the lowest. However, we found 

that the components where a tactic should be implemented depended on what part 

of the system needed the associated reliability. For example, there are several 

replication tactics (Active Redundancy, Passive Redundancy, and Spare). In order to 

decide in which pattern to implement the redundancy, one must decide which part 

of the system needs to be replicated. This would be dictated by the requirements of 

the system, namely what critical functions must run nonstop. We found that in every 

case where a tactic is implemented in some components, we could not say 

definitively where the tactic should be implemented, because it would provide that 

reliability feature to a particular part of the system. Instead, the answer was always, 
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“It depends on the requirements to state which part of the system must have this 

reliability feature.” 

We found that each tactic fits into one of the three categories, as shown in the table 

below. (The categories, as described earlier are 1 – all components, 2 – all 

components with a central component, and 3 – some components).  

Table 6.2: Categories of Impact of Common Reliability Tactics 

 

Design Concern Tactic Impact 

Category 

Tactics for Fault 

Detection 

  

 Ping-Echo 2 

 Heartbeat 1 or 2 

 Exceptions 1 

Fault Recovery – 

Preparation 

  

 Voting 3 

 Active Redundancy 3 

 Passive Redundancy 3 

 Spare 3 

Recovery – 

Reintroduction 

  

 Shadow 3 

 State 

Resynchronization 

3 

 Checkpoint/Rollback 3 

Fault Prevention   

 Removal From 

Service 

3 

 Transactions 3 

 Process Monitor 3 

 

We see that most of these tactics impact some of the components. We also see that 

the tactics’ categories appear to be generally consistent within design concerns. We 

have not studied other reliability tactics  (from Utas [130], Hanmer [60], or other 

sources) enough to know whether these trends are consistent; this is noted as future 

work. 
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6.5.2 Impact of Tactics on Pairs of Patterns 

To begin to validate the information about how tactics impact multiple-pattern 

architectures, we considered the impact of each tactic on common pairs of patterns. 

Future work is warranted to extend this to pattern triplets and beyond; however, in 

our analysis of the airline booking system (the running example), we found that the 

relationship among pairs applied sequentially appears to be the same as analyzing 

multiple patterns together. In our earlier work we showed that virtually all significant 

systems contain multiple architecture patterns [62], and that the most common 

pairs of architecture patterns identified were the following: 

1. Broker – Layers 

2. Layers – Shared Repository 

3. Pipes and Filters – Blackboard 

4. Client-Server – Presentation Abstraction Control 

5. Layers – Presentation Abstraction Control 

6. Layers – Model View Controller 

We analyzed how each tactic would be implemented in a system consisting of each 

one of the aforementioned pairs of patterns. We determined whether the impact 

category (see Section 3.2) was valid and whether the nature and magnitude of the 

impact supported the descriptions given above. This analysis helped form and 

validate the categories and the nature of the impact of the tactics in each category. A 

summary of the impact is shown in table 3. In the following table, the type of impact 

of the tactic is given with the tactic name. In the boxes, the two impact ratings in 

parentheses are the ratings of the two patterns, respectively. The other rating is the 

composite rating. In many cases, the rating shows a range, or is given as “likely” or 

“close to.” These are cases where the requirements play a major role in where the 

tactic should be implemented, and this affects the impact on the architecture. 

We note that tactics that are category 3 (some components) normally have impact 

that ranges between the impacts of the two patterns; the impact depends on the 

reliability requirements. However, in cases where the impact of the two patterns is 

the same, there would be no difference so we do not see a range of impact. We see 

this in several of the tactics in the table below. 

In the table we see that the Broker-Layers pattern pair is most compatible with the 

tactics. In fact, only one tactic has worse than a positive impact. The Broker-Layers 

pair is also the most common pair we found. This is more that good fortune: 

architecture patterns are usually at least partly selected based on the tactics that are 
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selected (see [15]). We can surmise that one reason for selecting the Broker and 

Layers patterns is to accommodate one or more of these tactics. 

Table 6.3: Impact of Tactics on Pairs of Patterns 

       Patterns   

Tactics 

Layers – 

Broker 

Layers – 

Shd. Rep 

P&F – 

Blackboard 

C-S – 

PAC 

Layers – 

PAC 

Layers – 

MVC 

       

Ping-Echo 

(all, central) 

(+, ++) 

++ 

(+, ~) 

~ 

( --, ~) 

Likely - 

(+, ~) 

Close to 

+ 

(+, ~) 

~ or 

better 

(+, ~) 

~ 

Heartbeat 

(all, central 

or not) 

(+, ++) 

++ 

(+, ~) 

~ 

( --, ~) 

Likely - 

(+, ~) 

Close to 

+ 

(+, ~) 

~ or 

better 

(+, ~) 

~ 

Exceptions 

(all) 

(++, +) 

+ 

(++, ++) 

++ 

(--, --) 

-- 

(~, ~) 

~ 

(++, ~) 

~ 

(++, ~) 

~ 

       

Voting 

(some) 

(+, ++) 

+ or 

better 

(+, ~) 

Likely + 

(++, +) 

Likely ++ 

(+, +) 

+ 

(+, +) 

+ 

(+, +) 

+ 

Act. Red. 

(some) 

(+, ++) 

up to ++ 

(+, ++) 

likely ++ 

(++, +) 

+ to ++ 

(+, +) 

+ 

(+, +) 

+ 

(+, +) 

+ 

Pass. Red. 

(some) 

(+, ++) 

up to ++ 

(+, ++) 

likely ++ 

(-, ~) 

 Likely ~ 

(+, -) 

Likely ~ 

(+, -) 

Close to 

+ 

(+, -) 

Close to 

+ 

Spare 

(some) 

(~, ++) 

up to ++ 

(~, -) 

up to ~ 

(+, ~) 

Likely + 

(+, ~) 

~ to + 

(~, ~) 

~ 

(~. -) 

Likely ~ 

       

Shadow 

(some) 

(+, ++) 

+ or 

better 

(+, ~) 

likely + 

(+, -) 

- to + 

(+, +) 

+ 

(+, +) 

+ 

(+, -) 

Close to 

+ 

State Resync 

(s) 

(+, ++) 

+ 

(+, ++) 

+ to ++ 

(--, +) 

Close to -- 

(+, -) 

Close to 

+ 

(+, -) 

Close to 

+ 

(+, ~) 

Close to 

+ 

Checkpoint 

Rollback 

(some) 

(++, ++) 

++ 

(++, ++) 

++ 

(--, --) 

-- 

(++, -) 

Close to  

++ 

(++, -) 

Closer to 

++ 

(++, +) 

Close to 

++ 

       

Rmve from 

Service (s) 

(~, ~) 

~ 

(~, ~) 

~ 

(-, -) 

- 

(~, ~) 

~ 

(~, ~) 

~ 

(~, ~) 

~ 

Transactions 

(some) 

(++, ++) 

++ 

(~, ~) 

~ 

(-, --) 

Close to - 

(++, +) 

Close to 

+ 

(++, +) 

Close to 

++ 

(++, ~) 

Close to 

++ 

Process 

Monitor (s) 

(++, ++) 

++ 

(~, ~) 

~ 

( -, -) 

- 

(~, ~) 

~ 

(~, ~) 

~ 

(~, ~) 

~ 
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6.5.3 Case Study: Review of an Architecture 

We performed an architectural review of a system. As part of this review, we 

identified the patterns in the architecture, the tactics used to achieve high reliability, 

and how the tactics and patterns interacted. The data from this review should 

support or refute the following questions: 

1. Do the reliability tactics used impact multiple patterns? 

2. Do the tactics impact the patterns in the tree ways described? 

3. How do the failure modes impact where tactics are implemented? 

The system we reviewed is proprietary, so details that identify the company, exactly 

what the system processes, and the exact architecture cannot be given. A general 

description of the system is as follows: It provides customized sequential processing 

of certain types of physical materials. It is in effect, an automated assembly line, with 

sequential stages, performing actions on the materials. The system includes custom 

hardware modules, controlled by software within each module, as well as central 

control of the entire assembly line. 

 

Figure 6.3 Generalized architecture of assembly processing system 

The system has important reliability requirements. The most important are that the 

assembly must be done correctly – they must guarantee that no finished product has 

been assembled incorrectly. A closely related requirement is that no finished 

product may have any damaged parts. Another important requirement is that the 

system must have high throughput; however, this does not imply that high 

availability is required. 

Important failure modes, as well as the measures (tactics) adopted by the system to 

deal with them included the following: 
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1. A hardware module ceases to function because of a hardware or software 

malfunction. In order to detect this, the designers used a Ping-Echo, with a central 

controller. Corrective action included notification of upstream modules to suspend 

work, but allowed downstream modules to complete processing. This is roughly 

analogous to the tactic, “Fail to a Stable State”, described by Utas [130]. Repairing 

the unit was a manual operation, so an alert was issued to the user. 

2. Materials may be damaged by processing, or may arrive already damaged. In any 

case, a module may receive damaged materials. The modules have no way of 

automatically discarding damaged materials, so the corrective actions are the 

same as number 1. The difference is in detection: a module can detect damaged 

materials and use the “Raise Exceptions” tactic to inform the central controller. 

3. If the communication link between the central controller and a processing module 

fails, the module may not be able to respond to commands such as suspending 

processing, nor can it report faults such as damaged materials. In this case, it 

appears to the central control that the module is not responsive, so it treats it as 

number 1, above. 

4. The result of suspending processing can result in materials being not completed, 

or perhaps being completed incorrectly. The system must be designed so this does 

not happen. In order to prevent this problem, the processing of materials was 

divided into discrete units that could be completed independently; these units can 

be considered to be transactions of work. 

The architects used the following tactics to achieve their reliability goals: Ping-Echo, 

Raising Exceptions, Fail to a Stable State, and Transactions. The key feature of the 

architecture was a set of independent hardware modules, arranged in sequence to 

process the materials. Their operation was coordinated by a central coordinator, 

which included a user interface. The architecture used numerous patterns, notably 

Model-View-Controller (the View was the user interface, the central controller was 

the Controller, and the processing modules together were the Model), Pipes and 

Filters (the Filters were the processing modules), Layers (within each processing 

module), and State-Driven (the system taken together). 

Let us see how each tactic supports or refutes the earlier questions. 

1. Ping-Echo must be implemented in the processing modules, but requires a 

coordinator. It does impact multiple patterns: each filter in Pipes and Filters must 

implement it; within each, at the highest layer in the Layers pattern; the State-

Driven system must be aware of it, and the Controller in Model-View-Controller 

coordinates the pings. 
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2. Exceptions are raised by the Pipes and Filters, and the Layers within them. Any 

components involved with the system state would raise exceptions if there are 

any issues with state. Since the Filters are also the Model, they raise exceptions, 

but more to the point, the Controller must have some mechanism for catching the 

exceptions. So all patterns are affected. 

3. Fail to a Stable State was not listed in the main analysis of the tactics, but it clearly 

impacts the Model-View-Controller, the Filters, and the State-Driven patterns. 

4. Transactions impact the Filters and perhaps the Layers within them. Since the 

concern is the unfinished work within the Filters, it may be possible for the Filters 

to handle this tactic without involving other patterns – for example, the controller 

may simply have to issue a “resume” command, and the Filters complete the 

transactions in progress. 

The impact of the tactics used on the architecture is shown in the following table. 

This table shows the impact of the tactics on the individual patterns, and the overall 

impact, along with an explanation. 

Table 6.4: Impact of tactics on individual patterns and overall architecture 

 Pipes & Fiters Layers MVC State-

Driven 

Overall 

Ping-Echo - - (each Filter 

must respond, 

needs central 

cntl) 

+ (good 

fit) 

~ ~ (States 

and pings 

orthogonal) 

- - (each Filter 

responds; 

MVC provides 

control) 

Raise 

Exceptions 

- (each Filter 

must raise 

exceptions 

++  (also 

is natural 

fit for 

handling ) 

~ + (also good 

fit for 

handling) 

- (all 

components 

implement, 

including 

Filters 

Fail to 

Stable State 

+ (Filters can 

simply stop 

processing) 

++ 

(Layers 

can catch 

lower 

level 

errors) 

+ 

(States 

mainly 

in 

Model) 

++ (natural 

fit) 

+ (all 

components 

affected, 

including 

Model and 

Filters) 

Transactions ~ (Can help to 

divide work) 

++ (good 

fit) 

~ ++ (natural 

fit) 

++ 

(implemented 

in State:  in 

Model and 

Filters with 

few changes 

to them) 
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This shows us two characteristics of implementing tactics in the architecture. First, 

we see that some tactics might be implemented where there is a good fit with the 

patterns in the architecture. We see this with the following tactics: Transactions, and 

Fail to a Stable State. Of course, this depends on the types of failures and how they 

must be handled according to the requirements. 

The second characteristic is that some tactics require that all the components of the 

software implement the behavior of the tactic; this is the case with these tactics: 

Exceptions and Ping-Echo. The impact of this characteristic is particularly striking in 

the case of Ping-Echo: in order for the filters to implement it, they had to establish 

direct communication with a central component, as well as implement mechanisms 

to respond to the ping messages in a timely manner. This caused a significant 

deviation from the standard Ping-Echo pattern. 

This case study shows an example of each of the three types of impact of tactics 

described earlier. It shows how these tactics impact an architecture consisting of 

multiple tactics. 

6.6 Related Work 

The reliability tactics originally described by Bass, et al. [15] have been explored in 

more depth. Several of the tactics have been further specified, resulting in new sets 

of more specific tactics [113]. For example, the tactic called “Raising Exceptions” has 

been subdivided into tactics of “Error Codes” and “Exception Classes.” While we 

have not examined these newer tactics in depth, we expect that these tactics have 

the same characteristics as their “parent” tactics, and have the same architectural 

impact. For example, the two exception tactics cited above are alternate ways of 

implementing raising exceptions below the level of the architecture; the 

architectural constructs for both are the same.  

Tekinerdogan, et al. discuss using failure scenarios in software architecture reliability 

analysis as a way of identifying candidate tactics for improving the systems’ 

reliability [128]. This identifies what must be implemented; this work adds 

information about how such tactics can be incorporated into the architecture, and 

the impact on the architecture of doing so. 

Reliability is an important topic in software architecture evaluations; important 

issues identified during architecture reviews and evaluations are often associated 

with reliability (see [1 17, 38,  97]). A part of assessing the risk of reliability issues, 

one should consider the impact of impacting their fixes – the tactics. This work helps 

architects understand the impact, and can thus help architects make more informed 

decisions during reviews.  
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Significant work has been done to analyze and predict reliability of systems based on 

the software architecture [59]. Approaches include using reasoning frameworks to 

do so [19, 77]. On the other hand, this work focuses on the impact on the 

architecture of measures taken to improve reliability. These are compatible; both 

should be considered when analyzing an architecture for reliability. A general 

reasoning framework for designing architectures to achieve quality attribute 

requirements has been proposed by Bachmann, et al. [12]. In this model, the impact 

of tactics on the architecture can be one of the inputs to the reasoning framework. 

6.7 Conclusions 

Measures taken to improve reliability (reliability tactics) are implemented in the 

context of three factors that influence its impact on the architecture of the system: 

• The reliability requirements, which strongly influence which tactics are to be 

used, and what part of the system they apply to. 

• Characteristics of the tactics themselves, namely whether the tactic has a 

natural tendency to be applied to all components of the system, or just a 

selected part. 

• Constraints from other requirements and from design decisions. In particular, 

the architecture patterns used are important factors, because architecture 

patterns are commonly used, and the tactics impact them in regular and 

known ways. 

Taken together, these factors create a picture of the impact of tactics on non-trivial 

architectures; those that involve multiple architecture patterns. This is of practical 

application, as most industrial systems use multiple patterns in their architectures. 

Architects can leverage this information to understand the potential impact of tactics 

on an existing or proposed architecture. They can use this to help make tradeoffs 

concerning the architecture and reliability tactics being used. 

We have examined how reliability tactics would affect a real architecture, and found 

that the factors described above affect the impact of the tactics on the architecture 

as expected. We have also proposed how the investigation of the impact of tactics 

can be incorporated into typical software architecting processes. We recommend 

that this information be used during architecture of highly reliable software systems. 
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7 Pattern-Driven Architectural Partitioning 
 

This chapter consists of material from the following publication: 

Harrison, N. and Avgeriou, P. 2007. Pattern-Driven Architectural Partitioning: 

Balancing Functional and Non-functional Requirements. In Proceedings of the Second 

international Conference on Digital Telecommunications (July 01 - 05, 2007). ICDT. 

IEEE Computer Society, Washington, DC, 21.  

Abstract 

One of the vexing challenges of software architecture is the problem of satisfying the 

functional specifications of the system to be created while at the same time meeting 

its non-functional needs. In this work we focus on the early stages of the software 

architecture process, when initial high-level system partitioning is being performed. 

Specifically, we study the problem of system partitioning with respect to both 

functional requirements and quality attributes. Architecture patterns are particularly 

well-suited to simultaneously addressing functional requirements and quality 

attributes. They support architects in considering both, understanding the impact of 

decisions on other attributes, and making tradeoffs among them. Existing 

architectural design methods accommodate pattern use, but do not exploit it in 

detail. We propose a pattern-based approach that leverages the benefits of patterns, 

and fits well with existing methods. 

7.1 Introduction 

During the process of designing the architecture of a system, the architect is faced 

with the challenge of proposing solutions that can be implemented within the 

constraints of the project, while satisfying a set of system requirements. A significant 

part of the early phases of the architecture process is making decisions about how 

the system should be broken into logical partitions, in order to facilitate 

understanding, implementation, and extension of the system. Partitioning the 

system can be particularly daunting because the architect needs to cope with both 

functional and non-functional requirements.  

A key activity of software architecture is the decomposition or partitioning of the 

system into architectural elements [108]. This tends to be done logically according to 

the functions that the system is to provide (i.e., what the system should do) [28]. 

However, architects cannot focus exclusively on the functional requirements, but 

must consider the quality attributes as well. While the quality attributes are not 

implemented in single partitions, the decisions made about the partitioning of the 

system can affect the ease with which certain quality attributes can be satisfied. For 
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example, security can be made easier or more difficult to implement by the 

architectural partitioning selected – separation of the system into layers enables 

security to be implemented easily at a certain layer. On the other hand, layers of 

components often require high messaging overhead between individual layers, and 

thus hurt performance in many cases. An architect considering a layered architecture 

is thus confronted with making tradeoffs between improved security and degraded 

performance. This tradeoff decision must be made early in the architecture process; 

when the initial gross partitioning is being considered. 

In this chapter we study how to perform a software system partitioning while trying 

to satisfy both functional requirements and quality attributes. We learned that 

architects consider both simultaneously, and use architecture patterns to help them 

do so. The application of patterns offers a reusable and proven way to partition a 

system with known consequences to the quality attributes. In order to generalize 

this outcome and provide a systematic, disciplined way of system partitioning, we 

propose a new approach, called Pattern-Driven Architectural Partitioning. This 

approach integrates well with common architectural design methods. Significantly, 

many such methods mention the use of architecture patterns, but they do not 

explore in depth how the patterns can be used, or the significant benefits that 

accompany their use. 

The rest of the chapter is structured as follows: Section 7.2 describes the problems 

of system partitioning and balancing functional requirements and quality attributes.  

Section 7.3 presents an experiment of architectural partitioning that demonstrated 

the use of patterns. Section 7.4 proposes the pattern-driven architectural 

partitioning approach while section 7.5 places it in the context of existing 

architecting methods. 

7.2 Theoretical Background 

7.2.1 System Partitioning 

Early in the architecture process, decisions are made about the general direction and 

partitioning of the system. These decisions are of necessity made with incomplete 

information about the system. Nevertheless, the decisions made at this early time 

can have significant long-term impact on the system. For example, decisions can 

affect the ease with which features are implemented and tested, and later features 

added. And as stated, they can impact the ability of the system to fulfill its quality 

attributes. 

Practice has shown that implementations of quality attributes tend to cut across all 

partitions of a system. For example, in order to meet reliability requirements, each 

developer may need to follow a prescribed approach to error handling. This may 

include such rules as these: 
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• Check that a pointer or array index is valid before using it. 

• Check that the arguments supplied to a function are valid. 

• Check a function’s result to see if it failed, and handle any failure as gracefully 

as possible. 

• Check that a message arriving on an external interface is properly formatted. 

• Start a timer when sending a message that could lead to a hung resource if 

the destination does not respond [130]. 

In addition, the architect must consider at least the following: 

1. how to partition the system into modules that can be readily implemented by 

the staff of the project 

2. how to satisfy the functional requirements of the system through this 

partitioning 

3. the influence of the partitioning and the system’s quality attributes on each 

other 

These three considerations are not independent of each other, thus one must not 

neglect any of them during the course of designing the architecture. Thus a crucial 

part of software architecture is the balancing of functional requirements and quality 

attributes, and making appropriate tradeoffs among them.   

7.2.2 Balancing Functional Requirements and Quality Attributes  

While it is clear that architects must consider both functional requirements and 

quality attributes, how they do so is less clear. One might consider two general 

approaches: 

The architect may consider the functional requirements, and partition the system 

accordingly. Then apply suitable changes to accommodate the quality attributes. 

This approach is proposed in the QASAR method [28]. 

The second approach is to consider both functional requirements and quality 

attributes simultaneously as the system is partitioned. This approach is either 

embraced or accommodated by most current architecture methods, as will be 

shown in the related work section. In our experience, this is the approach followed 

by most architects. 

Functional requirements and quality attributes may be at odds with each other. In 

particular, architectural decisions that accommodate a functional requirement may 

conflict with a quality attribute, or vice versa. The architect must be aware of such 

side effects and make balancing decisions. 

Using architecture patterns helps to alleviate this problem to a certain extent. 

Architecture patterns have visible partitioning which addresses functional 
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requirements. In addition, they describe their impact on quality attributes. 

Therefore, as an architect uses an architecture pattern, he or she also gets 

knowledge of the non-functional impact on the system. Architecture patterns 

provide a convenient and powerful way to address both functional requirements and 

quality attributes of a system, as explained below. 

7.2.3 Advantages of Using Architecture Patterns 

There are at least four key benefits to using architecture patterns during 

architectural design: 

First, Architecture patterns show singular power in linking functional and non-

functional consequences of an architectural approach together. The solutions have 

been verified through extensive experience, which leads to understanding of their 

impact on non-functional aspects of systems. Patterns include context 

(preconditions for the use of the pattern), forces (considerations that may make the 

system especially difficult to design), and resulting context (important consequences 

of the solution). This additional information associated with a pattern is a powerful 

source of knowledge about a proposed architecture. For example, the Model-View-

Controller pattern in [33] describes this benefit: “… multiple views [of the model] 

may be open at the same time, and views can be opened and closed dynamically.” 

This shows a positive impact on the quality attribute, usability. It also notes the 

following liability: “Controller and view are separate but closely-related components, 

which hinders their individual reuse.” This shows that the pattern can have a 

negative impact on the quality attribute, reusability. This pattern includes numerous 

other benefits and liabilities to various quality attributes. An architect can use this 

information found in architecture patterns to help make decisions about how to 

design the system.  

Second, architecture patterns can also help architects identify when an  architectural 

approach might introduce conflicting approaches to different quality attributes. For 

example, a system may have both performance and security requirements. The 

architect may wish to use the Pipes and Filters pattern to facilitate performance 

gains through parallel processing [33]. However, the Pipes and Filters pattern is weak 

in supporting security. This additional information may cause the architect to 

carefully consider the usage of this pattern before it becomes too late. 

Third, patterns have rich relationships among them. These relationships may include 

the following: A pattern may influence the use of other patterns, a pattern may 

specialize the use of another, two or more patterns may be alternatives, etc. This 

helps when an architect is trying to reason about the consequences of a combination 

of patterns upon the quality attributes. It also helps the architect to find alternative 

patterns as solutions to the same problem. 
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Fourth, patterns can be used as part of the natural flow of architectural design. For 

example, architects may be reluctant to interrupt the creative flow of architecture to 

document architectural decisions made. The constraints of real-world industrial 

projects do not allow architects the luxury of fully exploring the problem space or 

documenting the different dimensions of the project’s architectural knowledge. 

However, patterns tend to emerge naturally during the course of architecture, and 

their use can be easily documented without disrupting the architectural design 

process. Architects can use them almost naturally within the context of almost any 

architecture process they use. 

7.3 A Study of Architecture Pattern Usage 

In order to observe how architects partition a system and tackle functional and 

quality aspects, we conducted a laboratory architectural exercise. The aim was not 

to perform a sophisticated empirical software engineering experiment but a simple, 

intuitive exercise in architecting. In this exercise, two teams of six members each 

were given a set of requirements for a web-based e-commerce system, and were 

asked to design a preliminary partitioning for the system. We observed each team in 

action, and noted what things they discussed, and the architectural decisions they 

made. The teams had about three hours in which to work, so they knew that they 

could only perform an initial partitioning.  

The teams differed in experience level. One team consisted almost exclusively of 

highly experienced software architects; all had over ten years of software 

development experience, and most had over five years of software architecture 

experience. On the other hand, the second team had relatively inexperienced 

people. While all had development experience, few had any architecture experience. 

It was instructive to compare the processes of these teams with each other. 

The requirements the teams received were about one page in length, and consisted 

of a short description of the system as well as a set of requirements. The 

requirements included both functional requirements and quality attributes. The 

requirements were not grouped as such; i.e., there was not a separate section for 

quality attributes. By doing so, we did not call attention to the quality attributes.  

7.3.1 Results 

We observed both groups, and noted how they considered the requirements. Both 

groups began by identifying reliability as the dominant quality attribute of the 

system. In addition, they identified security, performance, and scalability as other 

significant quality attributes. At this time, neither group made major decisions about 

approaches to reliability the other quality attributes, but rather discussed the 

requirements to gain clarification about what they meant. 



161 

 

The groups then turned their attention to the major functional aspects of the 

system, the communication architecture. They continued to frequently discuss all 

the quality attributes as they discussed the functional aspects of the system. 

After some time, both groups began to converge on the same general architecture, 

following the Broker architecture pattern [33]. Neither group explicitly identified the 

Broker pattern and then sought to apply it to the problem. Rather, the overall shape 

of the Broker pattern emerged, and the team recognized it as the pattern. Both 

groups noted how the pattern satisfied the functional requirements as well as the 

reliability requirement, but that they would need such features as server duplication 

supported by the Broker pattern, to achieve high availability. At the same time, the 

Layers pattern emerged, and was briefly considered. The experienced team, with 

more extensive exposure to architecture patterns, noted that they intended to 

consider patterns more explicitly given more time. 

7.3.2 Interpretation 

Our hypothesis was that early in the architecture process, architects use architecture 

patterns to select an initial partitioning of the system to be built. Furthermore we 

believed that architects do not neglect the quality attributes, but they consider them 

in parallel to the functional aspects of the system. Their use of the patterns means 

that they get the attendant non-functional behavior “for free,” as a by-product of 

the pattern usage. 

We observed that at least for certain quality attributes, architects consider them at 

the same time as they consider the functional requirements. In fact, they work them 

together, bouncing from one to the other rather quickly. This indicates that they fully 

appreciate the interaction between functional requirements and quality attributes – 

that an architectural solution must address both at the same time. 

The architecting exercise showed that in order for architectural methods to be most 

effective, they must support the consideration and documentation of functional 

requirements and quality attributes more or less simultaneously. At the very least, 

they must allow it to happen. For example, many of the methods and tools for 

documenting architectural decisions allow simultaneous consideration and 

documentation of functional and non-functional decisions by allowing both types of 

decisions to be documented in the same way. The next section describes our own 

approach to tackle this issue. 

7.4 Pattern-Driven Architectural Partitioning 

As demonstrated by the experiment results, architecture patterns fit well into the 

initial stages of the architecture process, as architects analyze the system’s quality 

attributes and propose overall approaches to the system partitioning. For this 
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purpose we have defined an approach, called Pattern-Driven Architectural 

Partitioning, comprised of the following steps: 

1. Identify the most prominent architectural drivers of the system. These include 

both functional requirements and non-functional quality attributes, and they 

are prioritized according to the stakeholders concerns. 

2. Select candidate architecture patterns that address the needs of the 

architectural drivers. This is done by examining the context and the problem 

statements of the patterns to find possible matches, and the consequences 

to study the estimated impact of the patterns’ solution on the system 

functionality and quality attributes. Some concerns may be addressed by the 

same pattern, and conversely, some patterns may address the same concern. 

Each concern should be addressed by at least one pattern. Note that this is 

more of a qualititive matching rather than an architetural evaluation that 

follows in a later stage. 

3. Partition the system by applying a combination of the candidate patterns. 

Patterns propose solutions, where architectural elements play specific roles 

and have specific relationships. In the combination of the patterns, some 

elements may need to play more than one role and some relationships may 

be combined. A single system partitioning must emerge by combining the 

patterns. 

4. Evaluate whether the partitioning (specified by the selected patterns) satisfies 

the architectural drivers. This step may include the following activities: 

a. Examine the forces of the pattern to understand any challenges posed by 

the solution, and determine whether they apply to the current system. 

b. Examine the consequences of the patterns to determine whether the 

architectural drivers are satisfied 

c.  Examine the consequences of the patterns to determine whether they 

impose constraints on the system that may require additional patterns, or 

may render any patterns impractical for this system. If additional patterns 

are needed, return to step 2 to select patterns. Additional patterns can be 

found in the related patterns sections of the pattern description. 

d. Examine the interaction among the patterns selected to see whether the 

impact on the quality attributes are compatible. 
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5. Perform trade-off with respect to the different architectural drivers. This 

entails compromising some drivers in favor of others, and consequently 

affecting the system partitioning. If no optimal trade-off can be found, return 

to step 2 to select alternative patterns or substitute some patterns for others. 

If some architectural drivers have not been addressed yet, also return to step 

2 to select additional patterns, as needed. 

6. Perform trade-off with respect to the different architectural drivers. This 

entails compromising some drivers in favor of others, and consequently 

affecting the system partitioning. If no optimal trade-off can be found, return 

to step 2 to select alternative patterns or substitute some patterns for others. 

If some architectural drivers have not been addressed yet, also return to step 

2 to select additional patterns, as needed. 

This process can be repeated as additional architectural drivers are identified, or if 

fundamental attributes of the system change. In subsequent iterations, it is normal 

to consider the impact of existing patterns on the newly identified drivers before 

adding new patterns; i.e., begin with step 2. 

Identify prominent 

Architectural drivers

Select  architecture 

patterns per driver

Stakeholders concerns

Architectural significant requirments

Prominent drivers

Apply patterns to partition system

Assess impact on drivers

Perform tradeoffs w.r.t. drivers

Candidate

Architecture Patterns

Impact on drivers

Architecture evaluation

(from architecture evaluation method)

Architectural documentation 

(from architecture design method)

Alternative or 

additional 

patterns 

needed?

System Partitioning

More patterns 

needed?

no

no

 

Figure 7.1: The Pattern-Driven Architecture Partitioning Process 

The results of this approach form a starting point for the architectural design. The 

next steps vary in different architecting methods, but they usually involve further 
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decomposition, documentation of other views, and eventually architectural 

evaluation and evolution studies. 

7.4.1 Example 

In order to illustrate how to use PDAP, consider the web-based purchasing system as 

described above. It displays items for sale and allows the user to select items to 

purchase. At checkout time, it accepts shipping and payment information from the 

user, and verifies the credit card information. Upon sale confirmation, it generates a 

credit card payment record, and a shipping order. The system has the following 

important quality attributes: 

1. Reliability: the integrity of transactions must not be compromised. If the user 

aborts the transaction, or if there is an error that prevents the completion of 

the transaction, neither a bill nor a shipping order may be generated. 

2. Security: the financial aspects of the transaction must be safe for the user, 

and the system must be safe from compromise by break-ins. 

3. Scalability: as the business grows, the system must be able to easily expand 

to handle the increased traffic. 

4. Modifiability: the business may expand to different types of products, or into 

different countries. Because the business growth is as yet unknown, the 

system must accommodate such modifications. 

5. Performance: the system must be able to handle occasional traffic spikes; for 

example, in response to a special offering. 

Step 1: We select reliability and security as the most prominent quality attributes to 

consider early. Of the functionality, we note that the requirement that the system 

provide web-based transactions is the key requirement. This gives us the most 

important architectural drivers of the system. 

Step 2: In order to maintain transactional integrity across the web, we isolate 

transaction processing inside the server and put a gateway process in front of it. We 

see that this matches the Broker architecture pattern exactly. 

Since we need strong security, we consider other patterns that could enhance 

security. We see that the Layers pattern supports many aspects of security, such as 

role-based access control.  

We haven’t addressed reliability in detail yet, but believe that the Broker and Layers 

patterns will support reliability well, so we continue to step 3. 

Step 3: We follow the Broker and Layers patterns to create tentative partitions. We 

see that one partition encapsulates the role of the Broker, and that the server 

software behind it is partitioned into separate layers. 



165 

 

 

Figure 7.2: The Broker and Layers Patterns 

Step 4: We examine the Broker pattern for its impact on other quality attributes. We 

see that the Broker pattern supports isolation of operations, and could easily 

support password-protected sessions. We see that this is compatible with the Layers 

architecture. 

We examine the consequences of the Layers architecture, and note that one 

consequence is that it is not particularly good for high performance. This was not a 

key driver, but we consider it, and decide that high performance is not of key 

importance. If it were, we would evaluate whether or not to keep the Layers pattern. 

We note that both Broker and Layers are compatible in their support of transactional 

integrity, which is a major component of reliability. However, nonstop processing 

(availability) is not addressed. 

The Broker process could be ‘choke point’ during times of heavy load, hurting 

performance. If this is deemed an important risk, we must either modify the Broker 

pattern or select a different pattern. We look into performance tactics and see that 

duplication of the Broker process looks promising, so we select this variation, 

pending more detailed analysis. 

Step 5: It appears that security is at least addressed, though it is not yet clear 

whether it is sufficiently strong.  Reliability is not compromised, but nonstop 

processing is not addressed. We return to step 2, where we examine server 

duplication patterns such as Warm Standby or Hot Standby [130]. 

In later iterations, we consider capacity and modifiability. Before we add patterns, 

we consider the impact of current patterns on those drivers. We see the Broker 

naturally supports distribution of traffic to multiple servers, which gives strong 

support for scalability. This also supports reliability, in that the servers can be 

duplicated. However, we note that the Broker process becomes a single point of 

failure; a potential vulnerability in reliability. We will address that issue with other 

patterns, or as we consider tactics during more detailed design. 
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7.5 Related Work 

Software system partitioning is only part of the whole architecting process. 

Numerous such processes have been proposed, and several are being actively used 

and studied. We highlight some of the best-known below, and describe how they 

support the architect in addressing both functional and non-functional aspects of 

systems. This will help us in setting the PDAP approach in the appropriate context. 

The Attribute-Driven-Design (ADD) Method [15] consists of three major steps: 

1. Choose the module to decompose. 

2. Refine the module by choosing architectural drivers and a set of tactics that 

satisfies the architectural drivers. Verify and refine the use and quality 

scenarios. 

3. Repeat the above steps for every module that needs further decomposition. 

The quality scenarios may be either functional or non-functional; ADD does not make 

a distinction. However, since non-functional quality attributes span partitions, 

consideration of them would occur in the earliest iteration of the ADD process. The 

PDAP process would apply most naturally at that early iteration. 

Several architecture methods center on various views of the system. The Siemens’ 4 

Views method [73] has four views: conceptual, execution, module and code 

architecture. The Rational Unified Process 4 + 1 Views [90, 92] centers on four views 

to describe the architecture: logical view, process view, implementation view, and 

deployment view. The additional view is a use case view that relates to all the other 

views. Design strategies are proposed to address these issues, which may be 

architecture patterns. PDAP could help architects identify the impact of the use of 

those patterns. 

Hofmeister, et al. have proposed in [72] a general model of software architecture 

design based on these three approaches, as well as two others used in industry. The 

general model consists of three activities: Architectural analysis identifies the 

architecturally significant requirements (ASRs) of the system; namely those 

requirements that influence its architecture [102]. The second activity is 

architectural synthesis, the creation of candidate architectural solutions to address 

the ASRs. Architectural evaluation, the third activity, validates the candidate 

solutions against the ASRs. These activities are performed iteratively, at multiple 

levels of granularity. In this general view, ASRs may include quality attributes as well 

as functional requirements. PDAP is highly compatible with this general model. The 

early steps of identification of quality attributes map to architectural analysis. 

Selecting patterns is architectural synthesis. Performing analysis of tradeoffs of 

quality attributes is architectural evaluation. 
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Bachmann, et al. [12] have proposed using a reasoning framework to assist in 

architectural design. Reasoning frameworks are to be created for individual quality 

attributes, such that relevant requirements can be applied to an architecture 

description. Proposed architecture transformations are thus generated that will 

satisfy some or all of the requirements. The framework modularizes quality attribute 

knowledge so that it can be used inside a general design method, and reduces the 

problems of scale in using quality attribute models in architectural design. 

The partitioning proposed in PDAP can serve as a starting point for architectural 

refinement through quality attribute reasoning frameworks. In addition, patterns 

can assist the architect in this task by showing the impact of certain architectural 

decisions (those embodied in patterns) on multiple architectural drivers 

simultaneously. This can be of significant value, since the reasoning frameworks are 

independent, and managing interactions among them is done by the architect. 

7.6 Conclusions 

One of the key challenges of software architecture is recognizing and dealing with 

the side effects of architectural decisions. Decisions about system partitioning are 

usually made according to functionality, though they have major implications on 

quality attributes. Because patterns have a great deal of contextual material and rich 

interconnections, they are a powerful tool for these challenges. PDAP is a way for 

architects to exploit this information, and can thus add significant value to existing 

architectural methods. 
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8 Using Pattern-Based Architecture Reviews to 

Detect Quality Attribute Issues 
 

This chapter consists of material from the following publications: 

Harrison, N. and Avgeriou, P. “Using Pattern-Based Architecture Reviews to Detect 

Quality Attribute Issues – an Exploratory Study”, accepted  to Transactions on 

Pattern Languages of Programming 

Harrison, N. and Avgeriou, P. “Pattern-Based Architecture Reviews”, accepted to IEEE 

Software 

Abstract 

Architecture reviews are effective for identifying potential problems in 

architectures, particularly concerning the quality attributes of the system, but 

are generally expensive. We propose that architecture reviews based on the 

architecture patterns and their interactions with quality attributes can be done 

with small effort. We performed an exploratory study to investigate how much 

time and effort is required to perform such a review, and how many related 

issues it uncovers. We performed nine architecture reviews on small systems, 

and recorded the time and effort spent, and the number of issues identified. On 

average, a pattern-based review took less than two person-days of effort and 

less than a day of calendar time. The median number of issues identified was 

three, one of which was major. We recommend that where extensive 

architecture reviews are too expensive, a pattern-based review can be done 

with small effort and time. 

8.1 Introduction 

A particular challenge of quality attributes is that because they tend to be system-

wide characteristics, system-wide approaches are needed to satisfy them; these 

approaches are defined at the system architecture level and not the component 

level. However, they cannot be fully tested until the software is undergoing system 

test. This creates a large gap between when approaches to satisfy quality attributes 

are designed and when they are completely validated. 

Because quality attributes are largely constrained by the systems’ software 

architecture (see [22]), the architecture is often reviewed to determine how well the 

system will meet its quality attribute requirements. Numerous architecture review 

methods have been developed, and general guidelines have been established [1, 
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102]. Several of the most prominent architecture review methods are classified and 

compared in [45], and further classifications are made in [8]. (Note that in this 

chapter a review is an independent examination of the architecture for the purpose 

of finding potential architectural issues; this is sometimes called an evaluation [38].) 

Architecture reviews have been shown to be effective tools in uncovering 

architectural issues [38, 97], many of which are related to quality attributes.  

Maranzano, et al. report that the most common design issues found are in 

performance engineering, error handling and recovery, reliability and availability, 

operations administration and maintenance, and system evolvability [97]. Bass, et al. 

report common risk themes in projects using the Architecture Tradeoff Analysis 

Method (ATAM) include availability, performance, security, modifiability, and 

security [17]. Architecture reviews are, of course, most useful when done early in the 

development cycle, before too much code has been written [1]. ATAM reviews are 

well-known, and are similar to other architecture reviews (such as those discussed 

by Maranzano, et al.) For this reason, we have compared pattern-based architecture 

reviews, described below, to ATAM reviews. 

Unfortunately, software architecture reviews have several important limitations. The 

most significant is that they require significant effort and time to complete. Abowd, 

et al. report that the average cost of an architecture review in AT&T was 70 staff 

days [1]. The SEI Software Architecture Analysis Method (SAAM) requires an average 

of 14 staff days [1]. Clements, et al. report that the approximate cost of an ATAM-

based architecture evaluation ranges from 32 to 70 person-days (split roughly evenly 

between the evaluation team and the stakeholders) [38]. 

Closely related to effort is time. Maranzano, et al. report that the review preparation 

time lasts between two and six weeks [97], and the review itself lasts from one to 

five days. Clements, et al. state that ATAM-based evaluations should result in about 

three actual project days being consumed by the process [38]. 

In spite of the proven benefits of architecture reviews, these limitations make 

projects less willing to use them. This is particularly true of small projects, where 

time is severely limited. Many small projects also follow the Agile development 

philosophy [21], in which documentation such as architecture documentation is 

eschewed. 

In response to this problem, we have developed a lightweight method for reviewing 

architectures called Pattern-Based Architecture Reviews (PBAR). It is a shift from a 

comprehensive architecture review to one that focuses on issues related to the 

satisfaction of the system’s important quality attributes. It uses the patterns found in 

the architecture to identify quality attribute issues. 
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8.1.1 Problem Statement 

The overall problem can be stated as follows: is PBAR a viable architecture review 

method for small projects? By viable, we mean that the costs are low enough that 

small projects might consider using it, and that its benefits outweigh the costs of the 

review. As stated above we compare the costs of PBAR with those of ATAM. 

It is important to learn this because if PBAR is a viable review method for lightweight 

software projects, it can help their developers find architectural issues related to 

quality attributes while the software is still in early development, and such issues are 

relatively easy to fix. 

8.1.2 Research Objectives 

Our research objectives are to empirically analyze the use of PBAR in small projects 

for the purpose of learning the following:  

1. How much effort does a PBAR review take compared to an ATAM-based 

evaluation? 

2. How much calendar time does a PBAR review require compared to an 

ATAM-based evaluation? 

3. How many major and minor architectural issues can a PBAR review 

uncover?  

This paper presents an empirical validation of PBAR with respect to these three 

questions. For the first question, we examined the effort in terms of person-days 

required to perform the review. For the second question, we looked at the duration 

of the review meetings. For the third question, we examined the number and type of 

issues found. We note that these research objectives are a part of the overall 

problem as stated above, and do not aim to quantify the effectiveness of PBAR as a 

whole. They are intended to give evidence that can be used to help reason about the 

effectiveness of such reviews. 

This empirical study was exploratory in nature (see [88]). The type of exploratory 

study was an observational study done in the field: we collected data on actual 

reviews done on live projects. We began 9 reviews and completed and analysed data 

from 7 reviews. Details of the type of empirical study, as well as the setup and 

execution of the study, are provided in this chapter. 

In the rest of this paper is as follows: Section 8.2 describes the PBAR process. It also 

describes related work. Section 8.3 presents the empirical study method used and 

explains how the study was planned and reviews set up. It then describes the 

execution of the reviews and the data collection. Section 8.4 gives a summary of the 

results, and section 8.5 gives our interpretation of the results. The final section gives 

conclusions. 



171 

 

8.2 The Pattern-Based Architecture Review (PBAR) Process 

The goal of Pattern-Based Architecture Reviews is to provide an inexpensive 

architecture review process that can be used where traditional architecture review 

methods would not because of their high cost. The premise is that time and effort 

can be reduced through focusing review on the most important quality attributes, 

keeping the number of reviewers to a minimum, limiting the advance preparation, 

and limiting the meetings to the review meeting itself. 
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Figure 8.1: The PBAR Architecture Review Process 

The structure of Pattern-Based Architecture Reviews (PBAR) is based on architecture 

review processes, namely the AT&T review process [97], which one of the authors 

used while an employee there, as well as ATAM [15]. It is simpler than these 

processes chiefly in that the up-front work is reduced, and that the focus is narrowed 

to the quality attributes and patterns used. While architecture patterns may be 

identified during ATAM and other reviews, PBAR’s pattern focus also comes from 

reviews of organizations, where patterns were used to identify organizational issues 

[43]. The key differences between PBAR and traditional architecture reviews are 

summarized in this table: 

Table 8.1: Key Focus Differences in Review Methods 

Traditional Architecture Review Pattern-Based Architecture Review 

Focus on all requirements Focus on key quality attribute 

requirements 

Discovery through analysis and other 

study methods for satisfaction of 

requirements 

Discovery through pattern identification 

and association with quality attributes 
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Extensive preparation by reviewers and 

stakeholders 

No preparation for stakeholders 

Documentation often prepared just for 

the review 

Only existing documentation used 

Architects and key stakeholders attend 

review 

Entire team encouraged to attend review 

 

We emphasize that this process came from our experience in conducting 

architecture reviews and our desire to make them simple and practical for small 

projects. Thus the process is heuristic rather than formal. Its audience is practitioners 

who need simple solutions, hence the description of the process is also simplified 

and oriented towards this audience. It is aimed at producing pragmatic results rather 

than rigorous verification and validation of an architecture. The flow of the reviews is 

as follows: 

Resources and Planning: At least one reviewer is needed. On the project side, all 

developers are encouraged to take part in the review; other stakeholders are not 

required. 

Preparation: A few days before the review, the reviewer studies any available 

documentation of the system architecture and the system requirements, especially 

the quality attribute requirements. The team should not be asked to produce any 

documentation especially for the review. 

The Review Meeting: The review is a face-to-face meeting. The architect and key 

developers must be present, but the entire development team is encouraged to 

participate. During the review, do the following: 

1. Review the major requirements of the system, and identify the most 

important quality attributes. 

a. If no requirements were provided, the team provides them during the 

review. The reviewer usually asks what the major capabilities of the 

system are. 

b. With the team, identify the most important quality attributes. 

c. Elicit more detail about the quality attributes by discussing scenarios of 

the functional requirements. For example, when walking through a 

purchase scenario in an e-commerce system one might ask, “What should 
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happen if the link to the customer drops just before a purchase is 

finalized?” 

2. Discuss the architecture of the system. If no architecture diagram was 

provided, ask (or help) the team to draw one. 

a. It is useful to draw the architecture on a white board, even if it was 

provided beforehand. 

3. Identify the architecture patterns used in the architecture. This can be done 

in various ways, such as the following: 

a. Look for pattern names in architecture documentation, module names, or 

annotations on modules. For example, a module named “Shared 

Database Layer” would indicate the presence of the Layers pattern as well 

as a member of the Repository family (Shared Repository, Active 

Repository, or Blackboard; for descriptions, see [11, 33].) 

b. Match structural decomposition (components and connectors) to the 

structures of the patterns. For example, data flow through sequential 

modules indicates the use of Pipes and Filters [33]. This method is a 

common way of identifying patterns, particularly where architects are 

unfamiliar with patterns. Note that it has been shown that architecture 

patterns can be found through architecture diagrams [62]. 

c. Identify the tactics used [15], and map them to potential patterns that 

may implement them. For example, the security tactics of Limit Exposure 

and Limit Access [15] suggest the use of the Layers [33] architecture 

pattern. 

4. Examine the architecture and quality attributes together to determine the 

effects of each pattern on the system’s quality attributes. 

a. Identify the tactics (to be) used to implement the quality attributes. It is 

useful to examine how the tactics might be implemented in the patterns, 

and how easy such implementations are. For example, see [65] for 

information on reliability tactics and patterns. 

b. Review the scenarios previously used, and discuss what tactics will be 

used to implement the quality attribute measures discussed, and where 

in the architecture they belong. This highlights both missing tactics and 

tactics that may not be fit well in the patterns used. 
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c. It is useful to annotate the architecture diagram on the white board with 

notes showing where the various tactics are (to be) implemented. 

5. Identify issues; including the following: 

a. Quality attributes not addressed or not adequately satisfied. If feasible, 

discuss possible solutions (e.g., certain tactics that might be used.) 

b. Patterns that are not used that might be useful 

c. Potential conflicts between patterns used and quality attributes. For 

example, a layered architecture is often incompatible with a high 

performance requirement. 

Follow-up: After the review, the reviewer may perform further analysis of the data. 

In any case, create a short summary report for the project. It is useful to meet with 

the entire team for a feedback session.  

8.2.4 Related Work 

Related work consists of surveys  and descriptions of architecture review methods, 

and empirical studies related to architectural review. We begin with surveys and 

descriptions of review methods. 

Numerous architecture review methods have been developed. Virtually all the well-

known methods are based on using scenarios to evaluate the architecture; these 

include Scenario-Based Architecture Analysis Method (SAAM) [86] and some 

variants, Architecture Tradeoff Analysis Method (ATAM) [87], Active Reviews for 

Intermediate Design (ARID) [36], Architecture-Level Modifiability Analysis (ALMA) 

[25], Architecture-Level Prediction of Software Maintenance (ALPSM) [23], and 

Scenario-Based Architecture Reeingineering (SBAR) [24]. Dobrica and Niemelä have 

surveyed these architecture analysis methods, and compared eight elements of 

them [45]. Ali-Babar, et al. performed a subsequent study, and included additional 

elements [8]. The following table shows five elements selected from these two 

studies where PBAR has significant differences from many other methods (the other 

elements have insignificant differences). These differences reflect tradeoffs made in 

order to accommodate the low cost needs and characteristics of small projects, such 

as minimal architectural documentation. This table shows how specific elements of 

architecture reviews are done in PBAR. It also shows how PBAR relates in these 

respects to specific architecture review methods. 
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Table 8.2: SA Review Method Classification Applied to PBAR 

Method 

Element 

PBAR’s Focus; Key Differences From Other Methods 

Method’s 

goals [8] 

Evaluate the ability of SA to achieve quality 

attributes. Focus only on QAs and not functional 

requirements (Similar to SBAR [24], but SBAR is for 

analysis of existing systems.) PBAR trades off 

comprehensive coverage (such as ATAM [87]), for 

lower cost, focusing on a high payoff area. 

Quality 

attributes 

[45] 

Multiple quality attributes (similar to SBAR [24] and 

ATAM [87].) This trades off depth in a single QA for 

breadth across many. Some methods focus on a 

single QA (e.g., ALMA [25] focuses on 

maintainability.) 

Architectural 

description 

[8] 

Uses whatever the project has; if none is available, 

use verbal descriptions and whiteboard sketches. All 

other methods require some architectural 

description; PBAR attempts to work with inferior or 

nonexistent documentation, because if extensive 

documentation is required, projects may not afford 

the review at all. 

Reusability of 

existing 

knowledge 

[45] 

Use existing (external) architecture pattern and tactic 

knowledge [15, 65]. Other methods use none, or 

focus on use and maintenance of internal experience 

repositories [87, 23]. PBAR uses general knowledge, 

which is inferior to internal experience repositories, 

but small projects usually have no such repositories. 

Resources 

Required [8] 

Very few resources required; see later section. All 

projects that specified resource requirements were 

much higher; see [87] for example. 

 

We note that we are not comparing PBAR to any existing method, but rather 

propose that PBAR provides a way for projects to get some of the quality attribute-

related benefits of reviews in cases where the costs of such reviews are prohibitive. 

PBAR can also be an inexpensive way to identify issues, prior to following up with a 

more rigorous review method. 

Bachmann, et al. [12] propose a method for designing software architectures to 

achieve quality attributes that is based on a reasoning framework. The reasoning 
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framework helps architects create an architecture that meets the needs of quality 

attribute scenarios, which may include the selection of patterns and tactics. PBAR is 

similar in that it focuses on quality attributes, as well as uses patterns and tactics. 

However, PBAR is a review approach rather than an architectural design method, 

and uses pattern and tactic documentation rather than a reasoning framework. 

Zhu, et al. describe an approach to extract scenario and tactic information from 

patterns, for the purpose of selecting and calibrating a quality attribute reasoning 

framework [137]. The reasoning framework is then used, as noted above, in 

architecture reviews. Our approach is somewhat the other way around: quality 

attribute scenarios are derived from user stories, and compared against the 

architecture patterns in use. 

An empirical analysis of architecture reviews was performed by Bass, et al., who 

extensively analysed data from 18 final reports of architecture reviews [17]. They 

categorize the most common risk themes identified. They also note that about twice 

as many risk themes are risks of “omission” rather than risks of “commission.” We 

did not classify the issues we found into their risk theme categories, nor did we 

identify risks of omission vs. commission; although we saw issues of both types. We 

note that all their reviews were of large projects, while ours were almost exclusively 

small projects. We do not know if this has an effect on the number and type issues 

identified. 

8.3   Case Study Design 

8.3.1 Study Type 

This study is exploratory in nature (see [88]), meaning that we set out to learn about 

the nature of the treatment (specifically the effort and calendar time required by 

PBAR, and number of issues it identifies), rather than to formulate a hypothesis to 

test the treatment against. We were also not attempting to compare PBAR to 

established architecture review methods. It is also exploratory because there have 

been no other empirical observations of pattern-based architectural reviews such as 

PBAR, and thus the underlying theory has not been established yet. This study 

should provide a basis for future formal studies testing hypotheses about the 

effectiveness of these reviews.  

The empirical method we used was an observational study, which is an in situ study 

of industrial practice [88]. Alavi and Carlson call it a field study, and state that it 

entails no manipulation of independent variables and is carried out in the natural 

settings of the phenomenon of interest [3].  In our studies, independent variables 

included project size, domain (in particular, which quality attributes were 

important), and background of participants.  
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Other methods of empirical studies might be considered for this study [74]; the 

following are three possible alternatives, along with reasons we didn’t use them. 

Controlled Method: “… provides for multiple instances of an observation in order to 

provide for statistical validity of the results.” [136] The difficulties of finding real 

world projects that allowed for controlling the variables of domain, personnel, etc., 

rendered this approach impossible.  

Laboratory Study: Similar to a controlled method; “… examination of computer-

organization problems within a research goal setting of acquiring knowledge that is 

separate and distinct from the normal operational goals of the organization under 

study” [131]. Kitchenham, et al. refer to these as formal experiments [88]. In 

comparing observational studies to formal studies, Kitchenham, et al. note that, 

“Observational studies give a better overview of the full range of benefits accruing 

from inspections [than do formal studies].”[88] As an architecture review is very 

similar to an inspection (quote refers to Fagan inspections, studied in [46]), we 

prefer an observational study to a formal study. 

Grounded Theory: Focuses on observations made in the real world: “… to develop a 

theory from data rather than gather data in order to test a theory of hypothesis. This 

means that qualitative methods are used to obtain data about a phenomenon and 

that a theory emerges from the data” [58]. Because we had specific research goals, 

we did not choose a grounded theory study. 

We report the details of the study and its results in the next sections, following the 

model given by Wohlin, et al. [133], which Jedlitschka and Ciolkowski note is for 

generic empirical research [83].  (As their proposal describes guidelines for reporting 

controlled experiments, it was not a good fit for this study.) The introduction and 

problem statement are given in section 1. The following section, case and subject 

selection, describes the projects selected. The next section, Experiment Operation 

describes how the reviews were done. Section 4 presents the data, and sections 5 

and 6 discuss its interpretation, including threats to validity and limitations of 

application. We finish with conclusions and future work. 

8.3.2 Case and Subject Selection 

We selected nine projects for the experiment. The projects were selected for their 

availability and ability to participate in the study. 

We classified the projects based on number of developers involved. Large projects 

had more than 30 developers, medium had 10 to 30, developers, and small were less 

than 10. The projects were as follows: 
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All the projects studied except one were medium or small, with 30 or fewer people 

on the project. Most of the projects had fewer than 10 people working on them. The 

reason we use number of people on the project as a size metric is twofold. First, 

most of the reviews were done before the code was complete, so the size in terms of 

implementation (e.g. lines of code) was not known. Second, a functionality metric 

such as function points, feature points, or even user stories could not be used 

because few if any of the projects used them. We did not observe any notable 

differences in the results of the review due to the sizes of the projects. 

The methodology the projects used was not specified, as the review is independent 

of the project methodology. 

Architecture reviews are generally done in the early phases of projects [1]. We 

performed most reviews during the development phase, although two were done in 

later phases. The reviews that were performed in later phases ended up serving as 

validity checks for issues identified (see interpretation of results.) The only difference 

we observed between early and late phases was that the projects in late phases did 

not make changes based on the issues found. One would expect this; indeed, 

architecture reviews are to be done as early as is practical. 

There were no constraints put on the application domains. Of course, the size of the 

project plays a significant role in the type of application; for example one would not 

expect life-critical systems to be done in the small teams such as we studied. Our 

domains were concentrated more in web-based applications, but the driver was size, 

rather than application domain. 

Five of the projects were student capstone projects, the rest were industry projects. 

Note that the capstone projects were all projects done for real external customers; 

none was a canned project for the students. In addition, nearly all the students who 

participated had part-time or full-time jobs in industry, and had several years of 

professional experience. Each team had at least one team member with over 3 years 

professional experience. The reviews were scheduled at the convenience of the 

project. 

The following table identifies each project studied. 
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Table 8.3: PBAR Projects Studied 

System Size Project Phase Project Description 

A Large Implementation Streaming data manipulation 

and analysis  

B Medium Architecture Computer-controlled process 

control (similar to an automated 

assembly line) 

C Small Post release Embedded GPS platform 

application 

D Small Early Implementation Web-based time tracking 

system 

E Small Early Implementation Distributed data entry and 

subscription management 

system 

F Small Early Implementation E-commerce inventory 

management system 

G Small Early Implementation Android™1 phone application 

H Small Early Implementation Web-based game platform 

I Small Architecture Web-based business process 

support system 

 

8.3.3 Experiment Operation 

We performed each review according to the process described in Section 2.3. The 

independent variable in the study was the review approach, namely PBAR, as 

compared to ATAM. We collected data for the following dependant variables: 

• Number and importance of issues uncovered, as well as which quality 

attributes were affected. 

• Time required for the review 

• Effort required for the review 

                                                        

1 Android is a trademark of Google Inc. Use of this trademark is subject to Google Permissions. 
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We also measured the following extraneous variables, in order to calibrate the 

results as necessary: 

• Project size, as measured by number of people on the project. 

• Phase in development 

• Quality attributes important to the project 

• Number of patterns identified 

In order to avoid “false positives;” identifying issues that weren’t really there, we did 

the following to verify the validity of the issues we found: 

• Asked the participants whether each issue was indeed a real problem. 

• Followed up at a later time to see whether the team acted on the issues. 

Lack of action does not mean that an issue is not real, but action does 

indicate that an issue is real. 

• Ascertained whether the issues had already been considered, and 

possibly corrective action taken.  

For each project, we filled out a summary report template that contained a 

description of the project and the data collected, and returned it to the project. A 

sample is found in appendix C. 

Two of the reviews were not completed. In project I, the review was not completed 

at all. In project A, the review itself was completed but feedback from the architects 

was not obtained. Both these reviews involved deviations from the process and thus 

provide possible insights into the process, as we will discuss later. 

8.4 Data Analysis 

Our research objectives stated in section 1.1 were to determine how much effort is 

required for a PBAR review, how much calendar time is required, and how many 

issues are typically found. As this is an exploratory study, we did not test a 

hypothesis, but rather gathered information so that hypotheses about the 

effectiveness of PBAR can be made. 

8.4.1 Effort Required 

The effort required depends on the number of reviewers and the number of 

stakeholders involved in the review. This is important not only for determining the 

effort required, but also when comparing the efforts of different types of reviews. 

In all our studies, a single reviewer was involved, so the reviewer effort can easily be 

calculated. The number of stakeholders participating varied, so we calculated the 

effort per person. Because there is no preparation required for stakeholders (unlike 

other review types), the total stakeholder effort was in the review meeting and the 
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follow-up session. So we were able to average the meeting time to come up with the 

per stakeholder effort. Table 8.4 shows the breakdown of effort for the reviewers, 

compared to various versions of the ATAM method. We note that Clements, et al. 

[38] do not precisely define the difference between ATAM-Medium and ATAM-

Small; it appears that ATAM-Small is a scaling down of the medium review. 

Table 8.4: Reviewer Effort in person-days, by Phase (review team size: 1) 

 PBAR  ATAM-

Medium  

ATAM-

Medium -- 

Checklists  

ATAM-Small  

Preparation 0.5 1 1 1 

Review 

Meeting(s) 

0.25 20 12 6 

Follow-up 0.75 15 12 8 

Total Effort < 2 36 25 15 

 

Using a second reviewer would be desirable, and we surmise that adding a second 

reviewer would not double the effort of a single reviewer. The reason is that much of 

the follow-up effort is devoted to writing a summary of recommendations; the effort 

for this task would not double with the doubling of the reviewers.  

Table 8.5 summarizes the effort of the stakeholders. The descriptions of ATAM split 

the stakeholders into project decision makers and other stakeholders. Project 

decision makers include architect, project manager, and in the case of the medium 

reviews, the customer. In these tables, the ATAM entries show only the effort of the 

project decision makers. 

Table 8.5: Stakeholder Effort in person-days, by Phase 

 PBAR (5 

stakeholders) 

ATAM-

Medium (3 

stakeholders) 

ATAM-

Medium --

Checklists (3 

stakeholders) 

ATAM-Small 

(2 

stakeholders) 

Preparation 0  3 1 3 

Review 

Meeting(s) 

1.25 12 9 6 

Follow-up < 1  3 3 2 

Total 2 18 13 11 

 

In PBAR, as many as all developers may attend, so the total effort will vary. We 

found that the effort required for each person averaged 2-2.5 hours for the review 

meeting and half an hour or less for the follow-up meeting, for a total of 3 hours per 
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person. The table above shows a team of 5; larger organizations will have a 

proportionally larger effort. 

8.4.2 Calendar Time Required 

In the following table, we see that PBAR requires somewhat less calendar time than 

ATAM-Small reviews. Clements, et al. do not summarize calendar time, but the time 

given below is based on times given for various parts of the review. 

Table 8.6: Calendar Time for Review Types, in days 

 PBAR ATAM-Small 

Calendar Time < 1 3 

 

Clements, et al. state that for ATAM reviews, the calendar time added to a project is 

minimal. Preparation and follow-up are done behind the scenes, and thus have no 

schedule impact. The review meetings usually consume about three days [38].  In 

PBAR reviews, preparation and follow-up were also done behind the scenes. The 

difference then is that PBAR review meetings consumed less than one day, while 

ATAM meetings generally last two or more days. Note that because the entire 

development team is encouraged to attend PBAR meetings, the schedule impact is 

equivalent to meeting length: a PBAR that consumes half a day causes half a day 

impact to the schedule. ATAM reviews appear not to require the entire time, so the 

calendar time is estimated; Bass, et al. do not give an exact figure. 

8.4.3 Number of Issues Identified 

The following table summarizes the issues found in the reviews (as noted above, 

reviews A and I were omitted because they were not completed): 

 



183 

 

Table 8.7: Issues Found in Reviews 

System Development 

Phase 

Patterns 

Identified 

Total Issues 

Identified 

Major 

Issues 

Major Issues 

Implemented 

B Architecture 6 4 1 0 

C Released, 

Legacy 

7 2 0 0 

D Early Impl. 4 7 1 1 

E Early Impl. 3 3 2 1 

F Early Impl. 3 3 1 1 

G Early Impl 2 3 1 1 

H Early Impl 3 5 0 0 

Median  3 3 1 1 

 

The number of patterns identified is consistent with patterns found in other systems 

(see [62].) Since patterns provide ready-made documentation, they are useful during 

the review. However, the number of patterns is not expected to be correlated with 

the number of issues identified; indeed, a simple inspection of the data indicates it is 

not. 

Issues were defined as potential problems with satisfying a quality attribute. Major 

issues were those issues that had the potential to compromise the satisfaction of a 

quality attribute, as agreed by the team. Examples of major and minor issues are: 

• Major issue: In the time tracking system (project D), if a user logs in, and 

the link between the user’s client (which tracks their work session) and 

the server goes down, and later comes up, an inaccurate time record may 

be generated. (Quality attribute: Reliability.) 

• Minor issue: In the e-commerce support system (project F), the system 

allowed file transfers, but the verification of the file transfer was left to 

the user to do manually. Automated transfer verification would be nicer, 

but users were billed for per message, so automated verification would 

cost them. Perhaps a future change would be to allow the verification to 

be free. (Quality Attribute: Usability.) 
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The table above also shows that all major issues except two were fixed. However, 

the major issue identified and not fixed in project B had already been discussed by 

the team, and they had decided that the benefits outweighed the liability of the 

issue. When that is taken into account, only one major issue was not fixed. This 

tends to support the notion that the issues detected by PBAR are valid issues. 

An important consideration in any review is whether important issues are missed by 

the review. We do not know of any information about how many issues are missed 

by any architecture review method; PBAR or published methods such as ATAM. 

However, one might consider comparing the issues found by each method on a 

review of the same architecture, to determine whether one method finds issues 

missed by the other. We have not done this yet. Such a comparison will be most 

effective if the nature of the issues found and missed is explored; it may show, for 

example, that PBAR is well-suited or ill-suited for identifying issues related to certain 

quality attributes.  

8.5   Interpretation of Results 

8.5.1 Effort Required 

It is striking to see the large difference in effort between PBAR and review methods 

such as ATAM. We describe the probable reasons that the effort for PBAR is so low, 

based on observations of these experiences. This validates the intent of PBAR given 

above. 

1. Much of the time difference is in the review meetings. PBAR has a narrow 

focus. Rather than trying to discover every potential issue, PBAR focuses on 

the aspects of the most important quality attributes of a project. This means 

that the review does not have to exercise a complete set of scenarios, but 

rather focus only on a rather limited set of scenarios associated with the 

most important quality attributes. 

2. Another reason for the differences in review meeting effort is that PBAR has 

a simple, single meeting format. ATAM has a two-phase evaluation activity, 

which accounts for one fourth to one half of the meeting effort. Some of the 

effort in the first phase might be considered preparation for the review; PBAR 

has few preparation activities for the stakeholders. 

3. Because the review has a narrow focus, fewer issues will be found. Thus, the 

follow-up work will be less. 

4. In our study PBAR employed only one reviewer; this reduces the overall 

effort. 
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5. The projects we reviewed with PBAR were small, so the architectures will 

surely be simpler than large projects. It should take considerably less time to 

go through a small architecture than a large one. 

Is the cost low enough that small projects are likely to use PBAR? Clearly, small 

projects are more likely to use a low-cost review method than a high cost one. Not 

only is the effort small, but the calendar time required for the review meeting is 

short; under a day. This is important, as many small projects have short release 

cycles (3-4 weeks [40]), and may have daily units of work [114]. We recommend that 

this validation be done. 

8.5.2 Time Required 

PBAR requires somewhat less calendar time than reviews such as ATAM, although 

the difference is not as striking as the difference in effort. The main reason for the 

difference is that the review meeting, being focused rather than comprehensive, is 

considerably shorter.  This begins to suggest that PBAR may present an opportunity 

for a project to make tradeoffs: a project where development schedule is critical may 

choose the focus of a PBAR-style review, where a project that needs comprehensive 

examination will wish a review similar to ATAM. We speculate that there may be 

approaches to reviews between PBAR and ATAM that may be more comprehensive 

than PBAR yet lighter weight than ATAM. 

8.5.3 Number and Types of Issues Identified 

We see that all the reviews found relevant issues, some of which were major. This 

indicates that PBAR is successful at finding issues. This begs the question of whether 

PBAR finds all the issues, or even a significant portion of important issues. Naturally, 

we cannot know if PBAR – or any architecture review method – detects all the issues. 

It is logical to assume that PBAR does not find all the issues that a comprehensive 

review does, but we have no data that quantifies the difference. In order to quantify 

the difference, one would need to compare PBAR with another method in a formal 

experiment. This may be an area of future research. 

We note that the projects studied had a wide range of important quality attributes. 

We also note that issues were found among nearly all the quality attributes that 

were identified. This shows some diversity among the projects, and indicates that 

PBAR is likely to be useful across several different domains.  

 

Bass, et al. [15] list several benefits that architecture reviews have beyond 

identification of errors. It is useful to see whether PBAR provides the same benefits. 

Based on our observations of the reviews, but not based on any rigorous study, we 

suggest that PBAR may have the benefits that Bass, et al. present: 
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1. Puts Stakeholders in the Same Room: Because PBAR employs a review 

meeting, it does this. In six of the nine reviews, all developers were present, 

but non-developer stakeholders were not present. Thus PBAR has some of 

this benefit. 

2. Forces an Articulation of Specific Quality Goals: During each of the reviews, 

the teams were asked to identify the most important quality attributes, and 

their acceptable levels. Goals not associated with quality attributes were not 

explored. 

3. Results in the Prioritization of Conflicting Goals: Teams were asked to identify 

the most important quality attribute goals, although it was informal. 

4. Forces a Clear Explication of the Architecture: Each team was required to 

explain their architecture; some teams without architecture documentation 

produced architecture diagrams during the review. In fact, people from two 

different projects mentioned this benefit in their feedback. One of these was 

a team of only four people and there was different architectural 

understanding even within such a small team. 

5. Improves the Quality of Architectural Documentation: Where no architectural 

documentation existed, teams produced architecture diagrams during the 

review. Improvements to existing architecture documentation were not 

assessed. 

6. Uncovers Opportunities for Cross-Project Reuse: We observed no evidence of 

this benefit. 

7. Results in Improved Architecture Practices: Bass, et al. explain that 

organizations that use architectural reviews as part of their development 

process have improved architectures over time. We observed some evidence 

of this benefit in that teams increased their knowledge and use of 

architecture patterns. At the beginning of the reviews, none of the 

participants had extensive knowledge of architecture patterns, and some 

were completely unfamiliar with them. In the review, as patterns came up, 

they were discussed, along with their advantages and disadvantages. 

Our experiences with the two reviews that were not completed gave us some 

insights into the process. In project A we were unable to meet with the team. 

Because the project had extensive architecture documentation, we performed the 

review offline, in the spirit of Johnson and Tjahjono [84]. While we found several 

issues including two we considered major, the project did not give us feedback about 

the nature of the issues. This indicates the value of a face-to-face meeting, although 
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one could certainly consider a distributed meeting [7]. In project I, we attempted to 

use a different reviewer, but the reviewer did not have architectural expertise, and 

the review fell flat. It seems obvious that the reviewer should be highly experienced 

with architecture; we found it to be true. 

We also considered types of issues identified, where types are based on applicability 

to different quality attributes. The data in table 8 show that reliability issues were 

prominent, and may indicate that PBAR reviews are well suited to find such issues. 

However, we note that the data are not conclusive. 

Table 8.8: Quality Attributes in the Systems 

Quality Attribute Number of 

Systems where 

Important 

Total Issues Found Number of major 

issues 

Performance 5 3 0 

Reliability, (inc. 

Fault Tolerance) 

7 12 1 

Usability 3 3 1 

Security 5 4 1 

Maintainability, 

Extensibility 

5 5 2 

Portability 3 0 0 

Configurability 1 0 0 

8.6. Limitations of the Study 

The validity of the study is limited by several factors. We note the following 

limitations: 

1. Kitchenham, et al. [88] note that evaluating one’s own work, as we have 

done here, can lead to positive bias. In this case, there could be bias to 

overstate the effectiveness of the reviews; e.g., find more issues than were 

really there. In order to avoid this bias, we draw no conclusions about the 

effectiveness of the reviews, and instead have focused on effort and issues. 

We validated the issues identified by asking participants during the review 

whether the issues were legitimate or not. 

2. Some of the participants were students of the reviewer, and may have felt 

pressure to conform. This would not affect the number of issues identified, 

but might have affected whether they fixed the issues. To counter this, the 

students were instructed that the review was for research purposes, and the 

results of the review, and their response to it, in no way affected their grade 

(i.e., there was no requirement at all to fix any of the issues that came up.) 
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3. The number and quality of issues found by a review depends not only on the 

review process, but on the quality of the architecture (including the 

experience of the architects involved as well as the quality and quantity of 

architectural documentation) and the maturity of the architecture. 

Therefore, we do not make claims about how many issues one might find in a 

typical PBAR. We also note the phase of the project (see table 7), although 

we did not have enough projects, particularly in phases other than early 

implementation, to make any distinctions based on project phase. 

4. The study does not identify important architectural issues that PBAR may 

miss. Therefore, we do not recommend that PBAR substitute for more 

extensive architecture review methods, but rather as a tool where expensive 

architecture methods are not practical. 

In addition, Falessi, et al. [47] describe lessons learned from applying empirical 

software engineering to software architecture, and note several challenges that may 

threaten the validity of such studies. We note the following challenges are 

particularly relevant to this study: 

1. Describing the Desired Return on Investment: In our case, this relates to cost 

versus the benefit of PBAR reviews as compared to ATAM-style reviews. 

While the costs of each can be quantified, the benefits are difficult to 

characterize. A major reason for this is that PBAR reviews have a narrow 

focus, which makes the benefit difficult to compare against ATAM. But a 

more basic issue is that benefit itself is difficult to measure; number of issues 

identified, for example, is at best a gross indicator of benefit. Therefore, we 

do not draw any conclusions about the benefit of the reviews. 

2. Describing Social Factors: In particular, the development team size can 

influence the architecture process, and the subsequent architecture. Of 

course, the results of an architecture review are dependent on the quality of 

the architecture reviewed. Nearly all of the projects studied had uniform 

(small) team sizes, so there was consistency across projects. We note that the 

larger projects we studied had similar results, but we do not claim similar 

results for larger teams. 

3. Evaluating the Software Architecture Without Analyzing the Resulting 

System: The fact that we did not evaluate the resulting systems weakens the 

validation of the issues identified: we did not verify that the issues were 

indeed important to have identified. One mitigation action we undertook was 

to determine whether the issues were resolved – a resolution of an issue 
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indicates that the development team felt it was important enough to rectify. 

This adds some credibility to the issues. 

4. Subjects: Falessi, et al. note that software architecture decision making 

requires a high level of experience. Inexperienced architects can be expected 

to make architectural errors, including errors of omission: not considering 

important issues such as quality attribute issues. Reviews of architectures 

produced by inexperienced architects would therefore logically be expected 

to find a greater number of issues. Many of these projects’ developers were 

students, although most students did have professional experience as well. In 

addition, every project studied did include at least one highly experienced 

person. Nonetheless, the number of issues identified could be somewhat 

high. We expect that this would have no impact on the time and effort 

required. 

5. Training: The particular issue with this study is that the effectiveness of a 

pattern-based review requires that the reviewer have significant knowledge 

of architecture patterns and their interactions with quality attributes. Our 

reviews all used the same reviewer, which ensured consistency across 

reviews, but exposes a significant weakness in that the technique may not 

have the same results with a reviewer who has a different background. We 

recognize this limitation in generalizing the results, and recommend this be 

addressed in future work. 

6. Complexity: Falessi, et al. note that software architecture is really useful only 

for large software systems, but empirical studies frequently use small of 

simple systems. This is true of this study. We note that complex systems may 

indeed have more issues than we saw in the small reviews, but the time and 

effort require may well increase. However, our focus was on small projects as 

the main target group for PBAR. 

8.7. Applications to Production-Focused Projects 

In spite of the demonstrated benefits of architecture reviews, many projects are 

unable or unwilling to use them. These projects tend to have the following 

characteristics: 

• Short schedules, possibly including repeated development episodes with 

very short cycles, such as 3 weeks 

• Tight deadlines, leaving little or no time for activities not focused on 

producing the product.  

• Neglected documentation, especially internal documentation such as 

architecture documents. 
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• Frequently changing technological and/or user requirements 

• Typically small teams 

This leads to a focus on producing working software, or “getting the product out the 

door.” All activities that do not directly and immediately contribute to this goal are 

lower priority. For lack of a better term, we will call this class of projects, 

“production-focused” projects. Many such projects follow practices found in Agile 

and Lean software development methodologies [20, 41,109], though not all do. 

Typical software architecture review practices as described in [45] examine quality 

attributes in architectures in depth. However, they have key incompatibilities with 

production-focused projects, including: 

• For production-focused projects, a review must not require much effort 

and calendar time. These typically small projects generally have no 

resources beyond those needed to just write the software. But 

published architecture review methods generally are expensive; for 

example, Clements, et al. report that the approximate cost of an ATAM-

based architecture evaluation for even a small project is 32 person-

days [38]. Abowd, et al. report that the average cost of an architecture 

review in AT&T was 70 staff days. 

• Production-focused projects have little architectural documentation, 

but many architecture review methods base much of their analysis on 

the architecture documentation [38]. One of the most frequently cited 

problems in conducting architecture reviews is the inadequacy of 

architecture documentation [85].  

• These projects must deal with changing requirements. However, 

architecture reviews methods delve into the requirements in 

considerable detail, requiring detailed requirements specification and 

corresponding stability of the requirements. They also require 

significant preparation time (Maranzano reports that preparation time 

lasts between two and six weeks [97].) Extensive preparation hinders a 

review from being held in response to changing requirements. 

These incompatibilities lead to projects choosing to not review their architecture, 

and forgoing the benefits of such reviews. However, we have found that a 

lightweight review process that addresses these incompatibilities allows projects to 

have some of the benefits of an architecture review. 

Pattern-Based Architecture Reviews (PBAR) leverage the patterns in the architecture 

and their relationships with quality attributes to create a review that is compatible 
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with production-focused projects. It addresses the key incompatibilities between 

these projects and traditional architecture reviews: 

• PBAR requires only a small amount of time and effort. This makes it 

more compatible with projects that are typically small and are focused 

on writing production code. 

• PBAR does not require architecture documentation. Instead, it finds the 

architecture patterns in use, and leverages the existing pattern 

documentation to make inferences about how quality attributes are to 

be implemented within the context of those patterns. 

• Production-focused projects accommodate changing requirements. 

PBAR has a short preparation time, a short review, and can return 

feedback to the project within one or two days. This allows it to be 

used on short notice in response to changing requirements. 

In addition to these characteristics, PBAR is also compatible with common practices 

in production-focused projects. Table8.9 shows typical practices of these projects, 

and shows how PBAR accommodates these practices versus traditional heavyweight 

reviews. These practices are also found in many Agile and Lean methodologies, and 

references to such are given so that the reader can get more information about the 

practices. Note that not all production-focused projects follow agile methodologies 

and conversely not all agile projects are production-focused. 

Table 8.9: Common Practices of Production-focused Projects and Architecture 

Review Practices 

Production-focused 

Practice 

PBAR Traditional Reviews 

Frequent Releases [20, 

41,109] 

Short review-feedback 

cycle fits well in small 

release windows. PBAR 

can also be scheduled 

between early releases. 

Long planning-review-

feedback time can cut 

across releases; would not 

be practical between 

releases. 

Accommodate changes to 

user needs [20,109] 

Focus on quality 

attributes, which are more 

stable than functional 

requirements. Allows 

features to change. 

Comprehensive 

architectural examination 

requires stability of 

requirements, including 

functional requirements. 

Lightweight architecture 

and requirements 

documentation [20,41] 

No special documentation 

required. Leverages 

knowledge in patterns 

about architecture-QA 

issues. 

Based on architecture 

documents; encourages 

extensive architecture 

documentation; may 

require some to be 

written for the review. 
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Walking Skeleton [41] Implementation of a 

walking skeleton is natural 

time to hold PBAR; PBAR 

can be scheduled in 

response to walking 

skeleton being 

implemented. 

Would be a natural time 

for a review, but the 

extensive planning 

required forces calendar-

based scheduling, not 

scheduling based on an 

event like implementation 

of the walking skeleton. 

 

Let us examine each practice: 

Frequent Releases: In order to increase flexibility, projects may have frequent 

internal or external releases. An architecture review should fit into this time: the 

planning should be short, and the review itself must be of short duration. The fact 

that PBAR requires no participant advance preparation allows PBAR to be flexibly 

scheduled, and its short duration is only a minor disruption to even a very short 

release cycle. 

Accommodate Changes to User Needs: Comprehensive architecture reviews are 

based on requirements specifications, generally written. But because requirements 

often change the utility of the review is reduced. PBAR focuses on quality attributes, 

which are likely to be more stable than functionality requirements. 

Lightweight documentation: Traditional reviews tend to be based on 

comprehensive architecture documentation, but it can simply be too much work for 

a project to produce it. PBAR is a lighter weight alternative in these cases. 

Walking Skeleton: A Walking Skeleton is an early end-to-end implementation of 

the architecture, often used like prototyping to help prove architectural concepts. 

The completion of a walking skeleton is an ideal time for an architecture review. 

Because of the small preparation time and effort needed, PBAR can be held as soon 

as a walking skeleton is implemented. On the other hand, a traditional review needs 

considerable planning and up-front work; thus it cannot be scheduled on a 

moment’s notice. 

8.7.1. Case Study 

Here we summarize the PBAR review of project G, as a production-focused project. 

This project was a student capstone project, and the students had no extra time for a 

lengthy review. The project was very small, with only 3 developers. The team 

followed no particular methodology, had few written requirements, and no written 

architecture documentation. An additional challenge was that the Android software 

development kit (SDK) was very new at the time, and was under constant change. 
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This affected how features were to be developed, and had some impact on what 

features could be implemented in the time given. 

We began the review by discussing the functional and quality attribute 

requirements. There were four important quality attributes; usability, security, 

reliability (fault tolerance), and extensibility. We walked through scenarios to help us 

understand the quality attributes. This was especially helpful for exploring fault 

tolerance. 

We then discussed the architecture, and the team drew the architecture on the 

board, using boxes and lines to represent components and connectors. A team 

member took notes, so at the end of the review they did have some architecture 

documentation. We identified two architecture patterns: Peer-to-Peer, and Shared 

Repository (see [11] for descriptions.) 

We identified three issues with the quality attributes, one of which was significant. 

We discussed ways to resolve the issues, and identified three measures they could 

implement to do so (Bass, et al. call these “Tactics” [15].) We annotated the 

architecture diagram with notes about where these tactics would be implemented, 

thus giving the team a “map” of how to implement them. This concluded the review, 

which took under 2 hours. 

The team noted these specific benefits to the review: 

• They now had some architecture documentation 

• They understood their architecture better 

• They understood the quality attribute requirements better 

• They had some issues with proposed solutions 

This experience demonstrated that PBAR was useful even when the architecture 

documentation is entirely nonexistent and the requirements are only sparsely 

documented.  

8.8. Considerations and Limitations for Production-Focused Projects 

Based on these experiences, we list some considerations for conducting PBAR 

reviews, especially in production-focused environments. 

First, the architecture reviewer must come from outside the project. This is the case 

with all types of reviews, and similar to the rationale for pair programming – a 

separate set of eyes can detect problems that project members are blind to. Note 

that having a team of two reviewers is better, if possible. 

When should a review be done? The principle is that the review should be done as 

early as possible, once enough of the architecture is in place to hold a meaningful 
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review. It is important to note that because of the lightweight nature of PBAR, it can 

be done very early, even before the architecture has solidified. However, if the 

quality attribute requirements are not yet solidified, the review will likely fail. As 

noted above, the low preparation time and overall cost of PBAR allows it to be held 

in response to changing requirements; significant changes to quality attribute 

requirements can trigger a review.  

What if the architects did not use patterns in their architecture? This was the case in 

most of the reviews we conducted. Because architecture patterns are almost always 

present [62], the review can proceed normally and patterns will be identified.  

PBAR is necessarily limited in its utility, including the following: 

The most important limitation is that PBAR will not find all the issues that a 

traditional architecture review will. Instead, a tradeoff was made; a review process 

that requires little time and effort and can work even with little architectural 

documentation can provide more benefit to an agile project than a heavyweight 

review process that is not used. PBAR finds incompatibilities between architecture 

patterns used and important quality attributes (e.g., performance vs. Layers, or fault 

tolerance vs. Pipes and Filters); it will not find obscure problems such as 

performance issues from complex interactions of components. 

The second important limitation is that the reviewers must be well versed in 

architecture, architecture patterns, quality attributes, and tactics. This is similar to 

traditional reviews: traditional reviewers need similar expertise, although 

architecture pattern knowledge is not as critical. The key challenge for many 

organizations will be finding reviewers with sufficient expertise. 

One limitation is that nearly all the projects that have used PBAR so far are very 

small, which may not have the demands of larger industrial projects. We expect that 

PBAR would continue to be successful, but have little experience so far. 

8.9. PBAR Conclusions 

The problem driving this work is to find out whether a pattern-based architecture 

review method is an effective tool for small projects. In this study, we learned that in 

reviews of small projects, architecture patterns can be identified and used to identify 

potential problems related to satisfying the projects’ important quality attributes. 

We learned that these issues may be significant enough that the projects fixed them. 

We stress that we did not determine that all the important issues were identified. 

Such reviews require little effort, about two person-days each for reviewers and 

stakeholders. The calendar time required for such reviews is less than a day. 
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Our findings suggest that these reviews can be beneficial for small projects early in 

the development cycle that are unable or unwilling to undergo a comprehensive 

architecture review. A review requires a very small amount of effort as well as 

calendar time, and can be expected to uncover about three issues, one of which is 

major. The reviews may be well suited for systems where reliability is important. We 

would not recommend them for projects late in the development cycle. We also do 

not recommend them for projects that have many highly critical quality attributes; 

comprehensive analysis of the architecture is likely required in such situations. The 

study does not draw any conclusions about the suitability of PBAR for large projects, 

although many such projects will have many critical quality attributes. We propose, 

though, that the interaction of patterns with quality attributes may be a fruitful area 

of study as part of a large comprehensive architecture review. 
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9. Thesis Conclusions 
 

This chapter presents the conclusions of this thesis. It begins with the answers to the 

questions presented at the beginning of the thesis. This is followed by a discussion of 

the chief contributions of this work to the field of software engineering. The chapter 

ends with a short discussion of future research directions and open questions. 

9.1 Research Questions and Answers 

In section 1, the research questions of this thesis were presented. Each of these 

questions is reiterated here, along with their answers. We begin with the specific 

research questions. The answers to these contribute to the answer to the overall 

research question, which is given afterwards. 

The first specific question is as follows: 

RQ-1: How common are architecture patterns in software architectures? In 

particular, which patterns are commonly found individually and in pairs in 

certain application domains? 

Most software systems use between 1 and 4 architecture patterns. The most 

commonly used architecture patterns are, in descending order of frequency, Layers, 

Shared Repository, Pipes and Filters, Client-Server, Broker, Model View Controller, 

and Presentation Abstraction Control.  

The most common pair of architecture patterns used together was Layers-Broker, 

followed by the following pairs: Layers-Shared Repository, Pipes and Filters-

Blackboard, Client Server-Presentation Abstraction Control, Layers-Presentation 

Abstraction Control, and Layers-Model View Controller. 

Among domains studied, the following patterns were the most common: 

Table 9.1: Patterns Found in Domains 

Domain Most Common Pattern 

Embedded Systems Pipes and Filters 

Dataflow and Production Layers 

Information and Enterprise Shared Repository 

Web-Based Systems Broker 

CASE and Related Tools Layers 

Games Model View Controller 

Scientific Applications Pipes and Filters 
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The second question concerned how patterns fit in the big picture of architectural 

decisions: 

RQ-2: What is the relationship between architecture patterns and 

architectural decisions, particularly those concerned with quality attributes? 

Architecture patterns embody major architectural decisions about which 

architectural structure and behavior to employ. In other words, key decisions about 

the high level structure (and to a lesser extent, the behavior) of the system are very 

often decisions to use particular architecture patterns. With respect to quality 

attributes, these decisions are made to put architectural structure and associated 

behavior in place that the architects believe will satisfy the quality attributes. 

Architects often base these decisions on characteristics of candidate architecture 

patterns. Because architecture patterns are well understood and documented, use 

of architecture patterns helps solve the difficult problem of documenting 

architectural decisions, the rationale behind them, and their consequences. 

A particularly important class of consequences is the impact of the pattern on quality 

attributes. The use of a particular pattern may have positive or negative impact on a 

given quality attribute, based on the characteristics of the pattern, thus certain 

patterns are good or bad fits for certain quality attributes. Among the most common 

patterns and quality attributes, the following patterns are particularly good fits for 

these quality attributes: 

• Usability: Model View Controller; also Presentation Abstraction Control and 

Broker 

• Security: Layers; also Broker 

• Maintainability: Layers; also Broker and Pipes and Filters 

• Efficiency: Pipes and Filters 

• Reliability: Layers 

• Portability: Pipes and Filters and Broker; also Layers and Presentation 

Abstraction Control 

• Implementability: Broker 

The next question explores the types of impact they can have on each other. 

RQ-3: What model describes the interaction between patterns and the tactics 

one uses to implement quality attributes? 

A brief summary of the model is as follows: An architecture pattern affects 

architectural concerns of a system architecture, among which are the quality 

attributes. The way this happens is that quality attributes are satisfied through the 

implementation of specific measures called tactics. The implementation of the 
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tactics must be done within the context of the architecture patterns. In particular, 

the tactic must be implemented within components and behavior of the pattern 

(designated as “pattern participants.”) 

Implementation of tactics within a pattern entails some changes to the pattern 

participants. The types of changes to components and connectors are as follows: 

• Implemented in: little or no change is required in order to implement the 

tactic. 

• Replicates: components and/or connectors are replicated, but their structure 

remains the same. 

• Add, in the pattern: new components and/or connectors are added, keeping 

the structure of the pattern the same (e.g., an additional layer is added in the 

Layers pattern.) 

• Add, out of the pattern: new components and/or connectors are added 

which change the shape of the pattern. 

• Modify: the structure of components and/or connectors must change. 

• Delete: a component and/or connector is removed (postulated; not 

observed.) 

It is possible to use a simple annotation scheme to show these changes on a typical 

component-and-connector architecture diagram. 

For a given quality attribute, there are certain tactics implemented to satisfy the 

quality attribute. A tactic’s impact on a pattern is characterized by the types of 

changes, as outlined above, and the overall expected difficulty of implementing a 

given tactic in a given pattern can be gauged; I used a five-level scale. 

The model leads to a sub-question: 

RQ-3a: What do we learn about patterns and satisfying quality attributes 

through the application of this model? 

A study of tactics associated with software reliability showed how the 

implementation of tactics in various architecture patterns fits in the various types of 

changes. The impact of the changes was assessed on the aforementioned five-level 

scale. A controlled experiment showed that this information can be useful in the 

assessment of work required to implement tactics. 

The next question concerns how this model extends to complex systems where 

multiple patterns and quality attributes are in play: 
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RQ-4: In a complex system requiring the use of multiple patterns and multiple 

tactics, what characteristics of the patterns, the tactics, and even the system 

itself influence where and how tactics are most effectively implemented? 

Three important factors influence the implementation of tactics. They are as follows: 

1. The nature of the tactic itself indicates whether the tactic influences all 

components of the architecture, or just a subset of them. 

2. Previous decisions about the system become constraints to which the system 

must conform. In particular, the selection of architecture patterns constrains 

how tactics are implemented, making it easier or harder to implement a 

tactic. 

3. The requirements of the system with respect to the quality attributes 

constrain where a tactic is to be implemented. These requirements may 

cause a tactic to be implemented in the structure of a pattern that is a good 

fit for it, or in one that is a poor fit for it. 

These factors combine to facilitate or hinder the accomplishment of desired quality 

attributes. 

These complex relationships have been explored for a set of the most common 

tactics associated with reliability. 

We now wish to find practical application for this understanding. In the next 

question, we consider how to use it to help form the architecture. 

RQ-5: How does one incorporate patterns into the architectural analysis and 

synthesis phases of architectural design in order to help the architect consider 

how the structure impacts the satisfaction of quality attributes? 

The use of patterns, or a pattern-driven approach to architecture is entirely 

compatible with common architectural analysis and synthesis methods. The key 

steps to using patterns are as follows: 

1. Identify the most prominent architectural drivers of the system. These 

include both functional requirements and quality attributes. 

2. Select candidate architecture patterns that address the needs of the 

architectural drivers. 

3. Partition the system by applying a combination of the candidate patterns. 
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4. Evaluate whether the partitioning satisfies the architectural drivers. This may 

include: 

a. Examine the forces of the pattern 

b. Examine the consequences of the pattern 

c. Examine the interaction among the patterns selected 

5. Perform tradeoffs with respect to the different architecture drivers. These 

tradeoffs include exploring candidate tactics, and considering their 

interaction with the candidate architecture patterns. 

We continue exploring the practical use of knowledge of the interaction of patterns 

and quality attributes in the following, where we concern ourselves with how we can 

learn whether the patterns selected are a good fit for the quality attributes, at the 

time the architecture is being formed. 

RQ-6: How can one gain insight into the impact of the architecture patterns 

used on quality attributes early in the development cycle – while the 

architecture can still be readily modified? 

One can use an architectural evaluation method that is based on traditional 

architectural evaluations, but is tailored to focus on the critical quality attributes and 

their interaction with architecture patterns. The evaluation process is designed to be 

very lightweight so that projects that cannot afford lengthy and expensive 

architecture reviews can obtain some of the important benefits of architecture 

reviews. 

The main part of a pattern-based architecture process is the review meeting. The 

main activities of the review meeting are as follows: 

1. Review the quality attribute requirements 

2. Present and discuss the architecture 

3. Identify the patterns in the architecture 

4. Examine the interactions between the patterns and quality attributes; 

consider tactics which are being used or considered, as well as tactics which 

might be important to use. 

5. Identify issues 

These activities may be performed iteratively. 
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We have used this review process and found that it can identify potentially 

significant architectural issues with respect to the systems’ quality attributes. We 

have found that the process requires little time and effort, and can be done for small 

projects. 

The answers to the above research sub-questions lead to the answer to the main 

research question. The main research question is as follows: 

How can architects leverage patterns to create architectures that meet quality 

attribute requirements, during analysis, synthesis, and evaluation? 

The interaction among architecture patterns and quality attributes is indeed rich. 

Thus, there are numerous ways in which an architect can take advantage of this 

interrelationship to create improved software architectures. I have identified the 

following ways: 

1. At the most basic level, an architect can examine the available architecture 

patterns to understand existing solutions to architectural problems. The 

architect can focus on the patterns that are most commonly used, especially 

in particular problem domains. As most systems employ more than one 

architecture pattern, this also includes being able to focus on the pairs of 

patterns most commonly used in a domain. 

2. A second use is that an architect can use patterns to help capture 

architectural decisions. That is, if an architect uses a pattern, documenting 

the use of the pattern leverages the existing pattern documentation; the 

architect does not need to rewrite it. The documentation of the 

consequences of the pattern is especially helpful, particularly as many of the 

consequences impact quality attributes. 

3. With the additional insight about architecture patterns’ impact on quality 

attributes, an architect can make well informed choices about the 

architecture of the system under design. In particular, the architect can 

understand the impact of an architecture pattern on the system’s quality 

attributes, and can use this understanding to make tradeoff decisions 

concerning the system’s architecture. 

4. The detailed information about the interaction of the patterns and tactics can 

help the architect outline how the quality attribute’s tactics are to be 

implemented. This includes the very common case where more than one 

architecture pattern is used; it can help the architect understand in which 

pattern(s) a tactic will be implemented, and its impact on those patterns. In 
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addition, the detailed interaction information helps the architect make more 

accurate estimates of the work needed to implement the system. 

5. Through a simple method of annotating architecture diagrams, architects can 

show where architectural changes are needed to implement quality 

attributes tactics. 

6. By following a simple process, the architect can explicitly use patterns during 

the design of the architecture, thus gaining the benefits listed here. In 

particular, an architect can seek out and select patterns that fit the needs of 

the system being designed. Common architectural design methods can easily 

be adapted to include the pattern-based approach to architectural design. 

7. Architects can learn about potential issues concerning the architecture of the 

system and the important quality attributes by employing a pattern-based 

architecture review process. 

Some of these pattern-based activities that an architect can do are based on others; 

some are required, while others are helpful. The most notable relationships are 

illustrated in the following diagram. 
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(1) Learn which 

patterns are common 
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document architectural 
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(6) Use patterns as 

part of the architectural 

design process

(7) Learn about 

potential quality 

attribute issues 

through pattern-based 

architecture reviews

(5) Show where 

architectural changes 

are needed for quality 

attributes

Legend:

Prerequisite

Helpful

(4) Understand how quality 

attribute tactics can be 

implemented in the 

framework of architecture 

patterns that are used

(3) Make informed 

decisions about 

patterns and tactics to 

be used

 

Figure 9.1: Pattern-Based Architecture Activities 

9.2 Contributions 

The answers to the questions presented in the previous section lead to several 

contributions that this thesis makes to the field of software engineering. In general, 

this thesis helps software architects design software architectures that better satisfy 

quality attributes. This is achieved through additional insight and through advanced 

architectural design and review techniques. 

Specific contributions are as follows: 

• Understanding of the use of Architecture Patterns in Practice: Chapter 2 

stated that virtually all software systems employ one or more architecture 
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patterns, and listed the most commonly used architecture patterns, based on 

study of 45 software architectures. 

• Understanding of the relationship between Architecture Patterns and 

Architectural Decisions: Chapter 3 describes the special role that architecture 

patterns play in architectural decisions. This highlights the importance of 

architecture patterns in software architecture. It also shows the common 

architecture patterns and their impact on common quality attributes, and the 

reasons for this impact. 

• A Model of How Architecture Patterns and Tactics Interact: Chapter 4 gives 

insight into how patterns and tactics interact, and models this interaction and 

gives architects an easy way to capture where tactics are implemented in the 

architecture, and show it in architecture diagrams. 

• A Method for Annotating Architecture Diagrams with Tactic Information: 

Chapter 5 shows how information about the interaction of patterns and 

tactics can be used in a practical setting to improve the ability of the software 

to meet quality attribute requirements. This becomes a reference for 

designers working on high reliability systems. 

• Categories of impact of tactics on complex architectures: The material in 

chapter 6 describes that tactics fall into three categories of impact on the 

components of a system. These categories help one understand how much of 

an impact the implementation of a tactic will have on the system components. 

This helps architects decide among alternate tactics, as well as understand 

which components in an architecture are likely to be affected. 

• PDAP: The Pattern-Directed Architecture Process described in chapter 7 gives 

architects a way to guide software architecture. It helps architects take 

advantage of the characteristics of different architecture patterns. It is a 

lightweight process, but can be easily incorporated into other more 

heavyweight software architecture processes. 

• PBAR: Pattern-Based Architecture Reviews described in chapter 8 gives the 

architect a way to use patterns and their interactions with quality attributes to 

evaluate architectures for potential difficulties in satisfying quality attributes. 

9.3 Limitations 

These contributions are necessarily limited in their application. For each of the 

contributions, I highlight the key limitations. 
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• Understanding of the use of Architecture Patterns in Practice: The state of 

software products continues to advance, particularly as new software 

applications, technologies and platforms are developed. Software 

architectures are evolving as software becomes ever more distributed. The 

architectures that were studied to learn the dominant architecture patterns 

may not reflect the common architectures of the future. In a few years, 

different architecture patterns may be the ones in vogue. 

• Understanding of the relationship between Architecture Patterns and 

Architectural Decisions: The key limitation of this contribution is that it 

depends on the architect – architects are constrained by their knowledge of 

the patterns. The best informed decisions rest upon the foundation of in-

depth knowledge of architecture patterns. 

• A Model of How Architecture Patterns and Tactics Interact: This model, like 

any other model, is an approximate representation of some real 

phenomenon. In other words, there may be real-world cases where the 

patterns and tactics interact in ways not captured in this model. The model 

should be taken as a guide, and not used blindly in every situation. 

• A Method for Annotating Architecture Diagrams with Tactic Information: 

This notation system, like all notations, has two significant constraints. First, 

one must learn the notation sufficiently well that the message imparted by 

the notations is clear at a glance. This takes experience, and is a limiter to 

those who wish to adopt it. Second, a notation like this needs wide exposure 

before it becomes widely used, and there is little mechanism for it to be 

shared with developers. Frankly, it stands a good chance of being used only 

rarely. 

• Categories of impact of tactics on complex architectures: The categories of 

impact are well defined, but a tactic may be used in ways that are different 

from what was envisioned when the tactic was defined or analyzed. The fluid 

nature of software development allows wide flexibility of use. This means that 

the impact depends in part on the particular architectural decisions made in 

the context of the domain. This means that information on the impact of 

tactics on multiple patterns must be taken as general guidelines only. 

• PDAP: The key limitation of PDAP is the amount of knowledge of patterns that 

the architect has. The less knowledge the architect has about patterns, the 

less PDAP can be used effectively. 
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• PBAR: The key limitations of PBAR are that it may have difficulty scaling, and 

that it is a high-level architecture evaluation approach, trading detailed 

analysis for low cost. Thus it is not appropriate in all situations. 

9.4 Open Research Questions and Future Work 

 As with any research, the answering of research questions leads to other open 

questions, and opportunities for future work. In particular, the following questions 

are fertile areas for further research: 

How well does the model apply to tactics other than those associated with 

reliability?  

Reliability tactics appear to have been researched more comprehensively than other 

tactics. There are some tactics associated with security, which can be readily studied. 

Studies of the model with tactics beyond those will require identification and 

characterization of the tactics themselves. 

How can the interaction of patterns and quality attributes be most likely to be of 

practical use? 

The key is that the pattern-tactic interaction information must be readily available to 

architects. To this end, each of the well-known architecture patterns must be 

analyzed, and a complete catalog of the patterns with their non-functional impacts 

must be created. This work will be most effective when it is complete and available 

in one place. Cross-referencing capabilities, e.g., searching the catalog by quality 

attribute would be extremely useful. 

Some patterns and reliability tactics fit particularly well together, and may indeed be 

commonly used. We would like to investigate architectures to see whether some 

combinations of patterns and reliability tactics are common. These may form a set of 

“reliable architecture patterns;” variants of architecture patterns especially for 

highly reliable systems. Such information would an essential part of such a catalog. 

How well does the PBAR process scale up to large industrial software projects?   

Additional studies with different reviewers should be done to strengthen the results 

and to give greater insights into the requirements of the qualifications of the 

reviewers. We recommend studying PBAR as part of a traditional architecture review 

in large projects. In other words, use the identification of the architecture patterns 

and their impact on quality attributes as one of the investigative tools within, for 

example ATAM. PBAR might complement such existing approaches. 

The model concerns only the so-called runtime tactics, yet there are also design 

time tactics. Do they fit into a model as well?  
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We find that the other tactics they describe, design time tactics, tend to cut across 

all design partitions, and are implemented implicitly in the code. Therefore, they are 

not as good a fit for the model as are the run time tactics, nor do they have as well-

defined effects on patterns. The model and the design time tactics should be studied 

in more detail to determine how the design time tactics can be represented in the 

model and annotation. Besides refinement of the model and annotation, it will lead 

to greater insights about the nature of design time tactics versus run time tactics. 

What other relationships among architecture patterns are there?  

One very interesting consequence of implementing the tactics is that since it involves 

changing the architecture, some changes may actually change the pattern 

composition of the architecture. An architecture pattern may be added. In certain 

cases, an existing pattern may even change to a different pattern. Obviously, the 

transformation of one pattern to another can happen only where patterns are 

similar. We have seen two examples of this type of transformation in architectures 

we have evaluated. We intend to study this further in order to understand its 

architectural implications. 

In addition, the following are topics for further research: 

Existing pattern variants should be studied both at a structural level and for their 

impact on quality attributes. In addition, undocumented pattern variants should be 

studied and common undocumented variants should be documented. 

We noted that the architecture diagrams represented different views of the systems, 

and most incorporated elements of more than one of the 4+1 views. It is possible 

that architecture patterns are more readily apparent in different views. We intend to 

study which views match certain patterns better in the sense that the patterns 

become more visible and explicit. Ideally one specialized view per pattern would 

solve this problem, but the combination of patterns can complicate things. 

Our studies have shown that architects consider the annotation of architecture 

diagrams with tactic implementation information useful. But longer term, how is it 

used? How useful is it for maintainers who are learning the system architecture? This 

is an area for long-term study. 

The interaction of tactics with each other should be studied. In particular, it appears 

that the really interesting interactions of tactics come between tactics from different 

quality attributes; for example tactics of fault tolerance and tactics of performance. 

Studies of reliability tactic interaction can provide specific information as input to 

such tradeoff analyses. 
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Each of the tactics introduces some additional behavior into the system. In this 

respect, one can consider a tactic to be a fault tolerance feature: behavior of the 

system with the goal of improving fault tolerance. 

We noted that timing of actions is particularly important for certain fault tolerance 

tactics; for example: 

• In Ping/Echo and Heartbeat, messages must be sent within a certain time 

period, or else the component is considered to be in failure. 

• With Active and Passive Redundancy, messages must be sent to the 

redundant components within a certain timeframe; otherwise 

synchronization can be lost. 

We did not study timing in detail, but it appears that timing may be an important 

issue with Pipes and Filters, where processing of data can be in large units. In 

addition, sequencing of actions is part of behavior. Both these aspects of behavior 

should be studied in more detail to understand how they affect the patterns. 

One very interesting consequence of implementing the tactics is that since it involves 

changing the architecture, some changes may actually change the pattern 

composition of the architecture. An architecture pattern may be added. In certain 

cases, an existing pattern may even change to a different pattern. Obviously, the 

transformation of one pattern to another can happen only where patterns are 

similar. We have seen two examples of this type of transformation in architectures 

we have evaluated. We intend to study this further in order to understand its 

architectural implications. 

The use of architecture patterns in conjunction with common architectural methods 

can be further explored. In particular, we are interested to explore the interaction of 

patterns with quality attribute reasoning frameworks. This should include analysis of 

the interaction of multiple quality attributes within each pattern, in order to 

understand how to focus on a single critical quality attribute. After the impact of 

patterns on quality attributes is cataloged, it might be used as some of the 

knowledge in the reasoning frameworks. 

Additional studies of PBAR should be done with different reviewers to strengthen 

the results and to give greater insights into the requirements of the qualifications of 

the reviewers. We recommend studying PBAR as part of a traditional architecture 

review in large projects. In other words, use the identification of the architecture 

patterns and their impact on quality attributes as one of the investigative tools 

within, for example ATAM. PBAR might complement such existing approaches. 
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Appendices 

Appendix A (from chapter 5) 

 

This material describes the details of the pattern and tactic data from the patterns 

and fault tolerance tactics studied. 

PATTERN AND TACTIC DATA 

For the architect and developer, the key information is the data itself. In this section 

we describe the fault tolerance tactics we studied. We follow it with the data for the 

Layers pattern.  

Descriptions of the Tactics 

1. Tactics for Fault Detection: 

a. Ping/Echo: A monitoring component issues a ping message to one or more 

components under scrutiny, and expects to receive an echo message back 

within a predetermined time. If a component does not respond within the time 

limit, the monitoring component considers that component to be in failure 

mode, and takes corrective actions. Implementation requires that a monitoring 

process be created or used, and that all components being watched must be 

modified to handle the echo messages. 

b. Heartbeat: A component emits a heartbeat message at regular intervals and a 

monitoring component listens for it. If no heartbeat message is received within a 

predetermined time, the originating component is assumed to have failed, and 

corrective actions are taken. This tactic requires a monitoring component, and 

all components must be modified to send heartbeats at the proper intervals. 

c. Exceptions: Raise and handle exceptions. Exceptions are usually handled in the 

components in which they occur.  Most modern programming languages include 

built-in support for exception handling. Implementation usually only requires 

minor, sub-architectural structural changes, such as the add of an exception 

handling block. 

2. Fault Recovery – Preparation and Repair 

a. Voting: Processes running on redundant processors each take equivalent input 

and compute a single out value that is sent to a voter. The voter component 

decides which of the results is correct using an algorithm such as majority rules.  

The strongest approach is to implement each voting component independently; 

otherwise you can only detect hardware faults, and not algorithm faults. (If the 
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voting components are running the same software, this tactic becomes very 

similar to Active Redundancy; see below.) To implement voting, create a voter 

component, and either replicate or write a new voting component. 

b. Active Redundancy: redundant components receive events in parallel, thus they 

are always in the same state. If one component fails, the other can immediately 

take over. This tactic that the processing component(s) to be replicated. It 

usually requires a central arbitrating component, although it is possible to make 

the redundant components perform the arbitrating without a central 

component. 

c. Passive Redundancy: One component is the active or primary component. It 

updates the state of one or more backup components. If the primary 

component fails, a backup component will be in approximately the same state, 

and will take over. This tactic requires that the primary component to be 

replicated to form the backup, and both are modified to implement the state 

update protocol between the primary and backup(s). A central arbitrating 

component may be needed. 

d. Spare: A standby spare can replace different components, and is booted for the 

particular component that failed. This is most common where multiple 

components sharing load; imagine a system with multiple identical servers to 

service requests. Such a configuration is often called “N + 1 sparing.” This 

requires the component of interest to be replicated, and changed to support the 

sparing. An important consideration is that all components must save state so 

the spare can replace any of them. A central arbitrating component may be 

needed. 

3. Recovery – Reintroduction of a Failed Component 

a. Shadow: When a component is restored, it runs in shadow mode behind an 

active component until its integrity is fully established. Implementation of this 

tactic requires a component to monitor the health of the “shadow” component. 

The shadow itself is probably replicated from another component. 

b. State Resynchronization: Before a component is returned to service, synchronize 

its state with the current operation. The state synchronizing messages must 

come from somewhere; it is probably easiest to have them come from an active 

component; then a controlling component isn’t needed. 

c. Checkpoint/Rollback: Record consistent states and have a path to roll back to 

them if necessary. Each component in question must define its consistent states 

and implement a way to record the checkpoints and roll back to them. A 

component can usually do this without the need for a central component. 
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However, note that the ease of implementation is based on how easy it is to 

define sane checkpoints – some systems have little notion of state. 

4. Fault Prevention 

a. Removal From Service: Remove a component from service to repair potential 

problems. For example, a component might be periodically restarted to prevent 

memory leaks from causing a failure. This can be implemented by modifying a 

component to restart itself, or by using a central monitoring component. If a 

central component is used, this tactic looks like a proactive process monitor; see 

below. 

b. Transactions: Bundle actions into sets that can be undone all at once. 

Transactions are highly compatible with checkpoints as described above. 

Components are modified for transactions. 

c. Process Monitor: When a fault is detected, a monitoring process manages the 

deletion of the process and its replacement. This is typically used together with 

the fault detection tactics of Ping/Echo or Heartbeat. Implementation requires a 

central monitoring component. The components being monitored may or may 

not need any changes. 

Pattern and Tactic Interaction Data 

We have organized the data by pattern. Within each, we give a short summary of the 

data for that pattern, followed by the descriptions of the tactics’ impact. 

The impact of each tactic is described as very positive, positive, neutral, negative, or 

very negative, as described earlier. They are abbreviated with the symbols + +, +, ~, -, 

- -, respectively. We show the Layers and Pipes and Filters patterns. 

Layers 

Summary: The Layers pattern is very common in all systems. It provides good 

support for many fault tolerance tactics, and should be considered for highly reliable 

systems. 

1. Fault Detection 

a. Ping/Echo: +: The monitor component is added. If all the layers are implemented 

in a single process, then only the top layer must respond to the ping. If each 

layer is a separate process, then one approach is to create a hierarchy: the 

monitor pings the top layer, and each layer pings the layer below it before 

responding with an echo. (Add in the Pattern, Minor modifications) 

b. Heartbeat: +:  Similar to ping/echo, except the top layer sends the heartbeat 

based on time, rather than an echo in response to a ping. (Add in the pattern, 

minor modifications) 
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c. Exceptions: + +: Exceptions can be handled or propagated through layers with 

few if any changes to structure. (Implemented in the components) 

2. Recovery – Preparation and Repair 

a. Voting: +: Voting requires that the main processing components be rewritten to 

implement additional voting components. A new component, the voter, is 

added, and can be added as the top layer above all the voting components. Thus 

the pattern gives moderate support to this tactic. (Add in the Pattern, minor 

modifications) 

b. Active Redundancy: +: To implement this tactic, replicate the layers without 

change. Add an additional layer above both layered systems to arbitrate and 

distribute messages to the redundant components. If it is a distributed system, 

this begins to look like a Broker. (Replicate, minor modifications, possibly add 

within the pattern) 

c. Passive Redundancy: +: Replicate the layers, and then modify one layer to send 

and receive state updates (keep it to a single layer). It is likely the top layer, but 

may be a different layer. If needed, a monitor component can be added as a 

layer above both. This tactic does not fit quite as well as Active Redundancy, but 

is still a positive fit with Layers. (Replicate, minor modifications, possibly add 

within the pattern) 

d. Spare: ~: One must replicate the layers, and modify some part of the replicated 

components to save their state. The spare must have a way to synchronize itself 

with the component that fails. A monitoring layer is probably needed.) In all this, 

the Layers pattern doesn’t help, but it doesn’t hurt, either. (Replicate, moderate 

modifications,  add in the pattern) 

3. Recovery – Reintroduction 

a. Shadow: +: The system will have been duplicated, following one of the 

redundancy tactics. An additional layer is added to assess the health of the 

system coming back into service. If there is a monitoring layer for fault detection 

or redundancy, it will be the same layer. (Minor modifications, Add in the 

Pattern is in conjunction with another tactic.) 

b. State Resynchronization: +: Layers provides some support for states – state 

information can be encapsulated in a single layer, which can help with 

resynchronization of a component returning to service. A monitoring layer may 

be needed, and a layer is modified to send state information to the other 

component. The layers will have been replicated in another tactic. (Minor 

modifications, Add in the Pattern is in conjunction with another tactic.) 
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c. Rollback: + +: Layers can provide checkpointing of data which can make it easier 

to recover the data or the state. A layer can hold a request to a lower layer that 

is pending. If the lower layer in unable to complete the transaction, the higher 

layer can readily undo the transaction. (Implemented in the components) 

4. Prevention 

a. Removal from Service: ~: A monitoring component is needed. If all the layers are 

implemented in a single process, then the monitor is added as the top layer 

(Add in the pattern, little or no modification needed.) However, if each layer is a 

separate process, either the monitor must control each layer, or each layer must 

control the layer under it (both are significant modifications.) So depending on 

the implementation of Layers, it is either positive or negative. 

b. Transaction: + +: Layering encourages the packaging of actions into transactions; 

usually done at the highest layers. One can create commands to the  

c. Process Monitor: ~: Implementation depends on how the layers are 

implemented. If they are all in a single process, then simply add the process 

monitor as a top layer (Add in the pattern, little or no modification needed.) 

However, if each layer is a separate process, then either the process monitor 

must monitor each layer individually, or each layer becomes the process 

monitor of the layer under it. Both these cases require significant modifications 

to components. So it is either positive or negative, depending on the 

implementation of the Layers. 

 

Pipes and Filters 

5. Fault Detection 

a. Ping/Echo: - -: A central monitoring process must be added, which must 

communicate with each filter. Each filter must be modified to respond in a 

timely manner to the ping messages. This not only affects the structure of the 

pattern, but may conflict with realtime performance. (Add out of the Pattern, 

along with moderate changes to each filter component) 

b. Heartbeat: - -: Similar to ping/echo. It is a bit easier to add the heartbeat 

generating code to the filters, because they don’t have to respond to an 

interrupt. However, each filter must still send the heartbeat in response to a 

timer. (Add out of the Pattern, along with moderate changes to each filter 

component.) 

c. Exceptions: - -: The problem here is who should catch an exception when one is 

thrown. If the exception can be completely handled within a single filter 
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component, then there is no problem. However, if the filter cannot fully handle 

the exception, who needs to know? Depending on the application, it may be the 

subsequent filter (simple modifications needed to the filters), or a central 

process might need to know (Add out of the Pattern, along with moderate 

changes to each filter component.) 

6. Recovery – Preparation and Repair 

a. Voting: + +: To implement voting, create different filters as the voting 

components. Create the receiving component (the voter) as a filter. To 

distribute the input to the different voting filters, use a pipe that has one input 

and multiple outputs (e.g., the Unix “tee” command.) (Add in the Pattern, but 

the work besides using different algorithms in the different filters is very 

straightforward; almost trivial.) 

b. Active Redundancy: + +: Replicate filter components. Send the same stimuli to 

redundant filters. Use a pipe or a final filter to receive the results from the 

redundant filters. You can arrange it so you take the first one finished, which 

improves performance; a common goal in Pipes and Filters.  (Replicate, plus add 

a trivial pipe or filter to handle the results, as well as a distribution pipe, as 

noted in Voting. As in voting, the adds here are trivial.) 

c. Passive Redundancy: -: Replicate the filter you are backing up. Then modify the 

primary filter to send occasional updates to the backup filter. The backup filter 

must be modified to receive the updates, rather than the normal input data. A 

pipe or trivial filter is needed to handle the results, just as in Active Redundancy. 

This can be done within the pattern, but Active Redundancy is generally a 

superior tactic, and it fits so well, that this pattern is not recommended with 

Pipes and Filters. (Replicate, plus significant changes to the filters.) 

d.  Spare: +: Set up a device as the spare, with the ability to run as any of the 

different filters. Create a new filter that handles distribution of work. It must 

detect when a filter does not respond to sending work (e.g., did the data write 

fail), and then initialize the spare as that kind of filter. (Add in the pattern, but 

the new filter is not trivial.) 

7. Recovery – Reintroduction 

a. Shadow: +: In Pipes and Filters, Shadow is implemented similarly to Voting. In 

this case, the receiving component checks the results from the shadow against 

the results of the primary filter to see if they are correct. It may be necessary to 

communicate the state of the shadow filter back to the filter that distributes the 

work. Note that the shadow filter itself should need no changes. (Duplication 

with simple Add in the Pattern, plus possible small Modify to two filter 

components.) 
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b. State Resynchronization: - -: The biggest problem with this tactic is filters should 

not have states except within processing of one piece of data. And in that case, 

it usually makes most sense to restart processing of that data from the 

beginning. If you must to implement this tactic, define states for each filter and 

create a mechanism to restore a filter to the proper state when it comes back 

up. That may require a monitoring process. (Major changes to components, plus 

possible Add out of the pattern.) 

c. Rollback: - -: Checkpointing is easy to do. However, once the data passes to the 

next filter, it is extremely hard to undo it -- it is gone. If you must use it, use a 

monitoring process and a protocol of checkpoints to ensure the integrity of the 

data at the end of each filter. (Add out of the pattern, plus major changes to 

components.) 

8. Prevention 

a. Removal from Service: -: Use a monitoring process to decide when to remove a 

filter from service. (Add out of the pattern.  Minor changes may be needed for 

reconfiguration.) 

b. Transaction: ~: The first filter might create the transactions. However, filters 

work more naturally on streaming data than on transaction-oriented data. 

c. Process Monitor: -: Use a monitoring process to detect when a filter fails, and 

reconfigure the system. (Add out of the pattern.  Minor changes may be needed 

for reconfiguration.) 

Broker 

1. Fault Detection 

a. Ping/Echo: + +: The Broker component can implement a ping/echo and can even 

have a message serve double duty as a request and as a ping message. This is 

both efficient and easy to implement. (Implemented in the Pattern) 

b. Heartbeat: +: As in ping/echo, the Broker is the monitor component. The other 

components must implement a heartbeat mechanism, with messages 

independent of the normal control messages. (Minor modifications to 

components needed.) 

2. Recovery – Preparation and Repair 

a. Voting: + +: The broker distributes work to multiple servers, acts as the arbiter 

among them. (Implemented in the pattern. Different voting components are 

implemented as server components.) 

b. Active Redundancy: + +: The broker component provides a natural mechanism 

for distributing the same messages to redundant servers, and management of 
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the swap to the redundant server. Servers might be replicated, or that might be 

done already. (Implemented in the Pattern.) 

c. Passive Redundancy: +: The Broker component manages updating the spare 

with the active’s state. Active Redundancy is such a good fit that it is 

recommended over this tactic. However, it is a good fit for duplicating the 

Broker component. (Minor modifications to the active and backup components.) 

d. Spare: + +: If the system has multiple servers with different responsibilities, then 

the broker component manages bringing in a spare for any of the failed servers. 

(Implemented in the pattern; a few minor modifications may be needed.) 

3. Recovery – Reintroduction 

a. Shadow: + +: The broker component is a natural place for monitoring servers 

that return to service. The broker can keep track of the health of the servers, 

and mark a server as a shadow until it returns to full operation. (Implemented in 

the pattern) 

b. State Resynchronization: + +: When a server comes back into service, the Broker 

component can send it state information to synchronize it. (Implemented in the 

pattern.) 

c. Rollback: + +: Broker-controlled systems tend to be transaction-oriented. The 

actual rollback happens within the server components, while the control of 

rollback may be within the server, or in the Broker, depending on the 

application. (Implemented in the pattern.) 

4. Prevention 

a. Removal from Service: + +: The broker component can act as an arbiter for the 

server, and remove it from service if it detects error conditions. (Implemented in 

the pattern.) 

b. Transaction: + +: Broker systems tend naturally to be transaction-oriented. The 

units of transaction would be defined in terms of work done on the server. 

(Implemented in the pattern.) 

c. Process Monitor: + +: It is natural for the broker component to detect if a server 

fails and restart it. (Implemented in the pattern.) 
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Appendix B, from Chapter 6 

 

This appendix contains detailed information about fault tolerance tactics and their 

impact in multi-pattern architectures. 

Tactics’ Impact on Architecture Components 

Here we examine all the reliability tactics from Bass, et al. [15]. For each, we 

examine whether it impacts some components, or whether it impacts all 

components. If it impacts all components, we determine whether it utilizes a central 

component. We determined that all tactics could be classified into these three 

categories. The three categories are (repeated from the main text): 

1. Impacts all components 

2. Impacts all components, plus a central component 

3. Impacts some components 

Analysis of the tactics follows: 

1. Tactics for Fault Detection: 

a. Ping-Echo: This requires that each component must respond to the ping 

messages. In addition, one component must initiate the ping messages, 

and manage the responses. (Category 2: impacts all components, plus a 

central component.) 

b. Heartbeat: Each component must emit a periodic heartbeat to a central 

component, which takes corrective action if a component fails to do so. 

(Category 2: impacts all components, plus a central component.) 

c. Exceptions: Generally, exception raising and handling should be done 

consistently across the application, which means that each component 

must raise exceptions as well as respond to other exceptions. (Category 1: 

There is no explicit central component, but all exceptions must be 

appropriately handled. This may hint at a central “handler of last resort”.) 

2. Fault Recovery – Preparation and Repair 

a. Voting: While the critical components are implemented multiple times (in 

different ways), only a few actually implement the voting process. In fact, 

it may be contained in a single component that gathers the votes and 

selects the winner. (Category 3, impacts some components. Which 

components must vote depends on the system requirements.) 

b. Active Redundancy: Similar to voting in that a single component can 

manage the redundant components. Some systems are entirely 

redundant, while others may have a few critical components that are 
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redundant; perhaps the data store or communication infrastructure 

components. Which components must be duplicated depends on the 

system requirements (Category 3.) 

c. Passive Redundancy: This impacts more than one component, because 

the passive component must receive state updates from the active. It is 

likely that the modifications can be confined to a few components, 

though. (Category 3, impacts some components; who is duplicated 

depends on the requirements; same rationale as for Active Redundancy.) 

d. Spare: Same as Passive redundancy in terms of impact. (Category 3, 

impacts some components; who is duplicated depends on the 

requirements; same rationale as for Active Redundancy.) 

3. Recovery – Reintroduction of a failed component 

a. Shadow: Impact depends on whether “shadow” mode is a visibly different 

way of running, or whether it is just that the shadow is running in the 

background, and must be verified to be running correctly. (The second is 

the more common interpretation of the tactic.) The second case is more 

desirable, and means changes are limited to one or a few components. 

(Category 3, impacts come components; who is shadowed depends on 

the requirements. Rational is similar to that of Active Redundancy.) 

b. State Resynchronization: This tactic is that when a failed component is 

brought back into service, its state must be synchronized with the rest of 

the system. It is typically used with active and passive redundancy. The 

components affected are the redundant components and any component 

that controls them. (Category 3, impacts some components; which 

components depends on the requirements.) 

c. Checkpoint/Rollback: Likely to affect all components that deal with the 

data/transactions/state that must be checkpointed and rolled back. This 

impacts some or all of the components that are directly involved with the 

state of the data being processed. (Category 3, because not all 

components are directly involved in the state of the system) 

4. Fault Prevention 

a. Removal from Service: This likely has some impact on all the components 

which can be removed from service, in that there must be a way to do so 

gracefully. In other words, when a component is removed from service, it 

must do something as it exits. Therefore, the component that is removed 

from service must change, and there must be a component that manages 

the removal. (This works out to be Category 3, impacts some 

components; one must analyze the requirements to determine which 

components.) 
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b. Transactions: Processing is bundled into transactions which can be 

undone all at once, if necessary. Transactions make checkpointing and 

rollback easier. Affects those components that deal with the details of the 

transactions. (Category 3: impacts some components. The requirements 

help shape which components deal with transactions.) 

c. Process Monitor: Similar to Removal from Service, above. It depends on 

how many processes are monitored. If it is all, this tactic resembles Ping-

Echo structurally. It is likely that the number of processes is limited to a 

few critical processes. In this case, it has a similar structure to Removal 

from Service. (Category 3, impacts some components; one must analyze 

the requirements to determine which components.) 

Analysis of Tactics with Pairs of Patterns 

In our studies of software architectures [62], we found that certain patterns were 

often found together in the same architectures. We identified six pairs of patterns 

that were particularly common. We examined how the reliability tactics from [15] 

would be likely to be implemented in these pattern pairs. We also considered how 

the effort to implant the tactic compared to the effort of implementing the tactic in 

each individual pattern. 

Broker-Layers (the most common pair we saw) 

1. Tactics for Fault Detection: 

a. Ping-Echo: (All components plus control) Layers: +,  Broker: ++. Therefore, 

overall score should be +, or better. Analysis: Each component must 

respond to the ping message to a central component. This is a good fit for 

both patterns, but is particularly good for Broker, because the broker 

component is a natural central component, and has connections to all 

components. In a system with both patterns, the broker component will 

be the central component, thus, the fit is very good; ++. 

b. Heartbeat: (All components plus control) Layers: +, Broker: ++. Analysis: 

The same rationale as for Ping-Echo results in a very good fit; ++. 

c. Exceptions: (All components) Layers: ++, Broker:  +. Therefore, overall 

score should be +. Analysis: all components must deal with exceptions. 

The hierarchy of layers in the Layers pattern is particularly good for 

handling exceptions, but not all components in the Broker pattern will be 

in the Layers, so the overall impact is +, not ++. 

2. Fault Recovery – Preparation and Repair 
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a. Voting: Voting (Some components) Layers: +, Broker: ++. Therefore, the 

overall score should be up to ++, depending on system requirements. 

Analysis: Consider Layers by itself: the layers structure fits well with 

voting, but you need another layer to handle the voting and select the 

winner. If you have Broker too, though, you already have a component 

that handles multiple independent components, and can easily 

implement the voting control. So the tactic inherits the better fit, from 

Broker. However, this depends on exactly what components must vote; if 

they are components of the Layer pattern, then the score will be just +. 

The decision about which components are voting components depends 

on the requirements: what processing must always be correct. 

b. Active Redundancy: (Some components) Layers: +, Broker:  ++. Therefore, 

the overall score should be up to ++, depending on requirements. 

Analysis: If the components that are to be duplicated are controlled by 

the broker component, then there is an excellent fit; otherwise, they will 

be managed by a Layer; a good fit. Requirements will dictate which 

component(s) should be duplicated. 

c. Passive Redundancy: (Some components) Layers: +, Broker:  ++. 

Therefore, the overall score should be up to ++, depending on 

requirements. Analysis: Same arguments as for active redundancy. 

d. Spare: (Some components) Layers: ~, Broker:  ++. Therefore, the overall 

score should be up to ++, depending on requirements. Analysis: Same 

arguments as for active redundancy 

3. Recovery – Reintroduction of a failed component 

a. Shadow: (Some components): Layers: +, Broker: ++. Therefore, the impact 

should be up to ++, depending on requirements. Analysis: Same 

arguments as for Active Redundancy. 

b. State Resynchronization: (Some components): Layers: +, Broker: ++. 

Therefore, impact should be up to ++. Analysis: Consider a layered 

architecture where state resynchronization is being added. See SERENE 

paper for details. Now consider the same system with Broker added. 

Would the Broker components pick up the state resynchronization work, 

or would it still have to be done within the layers? It depends: the 

business logic; i.e., the significant states probably resides in the layers, so 

the state resynchronization may be within the Layers, increasing the 

impact to +. So it is possible that the impact is +, although perhaps the 

Broker component may pick up the work. 
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c. Checkpoint/Rollback: (Some components): Layers: ++, Broker: ++. 

Therefore, the impact should be ++. Analysis: Checkpointing can easily be 

implemented in either Layers or Broker. 

4. Fault Prevention 

a. Removal from Service: (Some components) Layers: ~, Broker: ~, 

Therefore, impact should be ~. Analysis: The requirements dictate which 

components are to be removed from service. The impact will match the 

impact of the pattern where the component is removed from service, and 

the impact is about the same. 

b. Transactions: Layers: ++, Broker: ++. Therefore, the impact should be 

++.Analysis: Layers provides a natural way to package transactions. On 

the other hand, Broker is set up to naturally handle transactions. So the 

result is strong support of this tactic. 

c. Process Monitor: Similar to Removal from Service, above. 

Layers-Shared Repository (the second most common pair we saw) 

1. Tactics for Fault Detection: 

a. Ping-Echo: (All components plus control) Layers: +,  SR: ~. Therefore, 

overall score should be ~ or better. Analysis: A Shared Repository would 

usually reside at a low level in a layers hierarchy. So it inherits the 

behavior of the Layers pattern. So it might actually be +. On the other 

hand, if the SR is shared by any component outside the Layers hierarchy, 

then it’s probably necessary to ping the SR, whether or not the individual 

layers are pinged. So it is probably not quite a +, and back down to a ~. 

b. Heartbeat: (All components plus control) Layers: +, SR: ~. Same rationale 

as for Ping-Echo. 

c. Exceptions: (All components) Layers: ++, SR:  ++. Therefore, overall score 

should be ++. Analysis: the exception handling provided as part of 

commercial databases should fit very naturally into a layered hierarchy. 

This should be a very good fit. 

2. Fault Recovery – Preparation and Repair 

a. Voting: Voting (Some components) Layers: +, SR: ~. Therefore, the overall 

score should be +. Analysis: According to the scores, SR shouldn’t care 

about voting, but Layers can implement the voting control in an upper 

layer. As the SR is a low layer, implementation of Voting should happen in 
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layers above it, and it shouldn’t care. So we get the impact on Layers, 

which is +. 

b. Active Redundancy: (Some components) Layers: +, SR:  ++. Therefore, the 

overall score should be up to ++. Analysis: It depends on what you want 

to replicate. If it is the database, then most commercial databases do this 

for you. However, if it is a different part of the system, or more of the 

system, then you involve the Layers, and the impact is +, not ++. NOTE: 

This is an example of needing to analyze the application’s requirements. 

c. Passive Redundancy: (Some components) Layers: +, SR:  ++. Therefore, 

the overall score should be up to ++. Analysis: Same arguments as voting. 

d. Spare: (Some components) Layers: ~, SR:  -. Therefore, the overall score 

should be up to ~. Analysis: The analysis for Shared Repository says that 

to implement a Sparing scheme, one needs to add a layer above the 

database, thus creating a small Layers pattern. We have that already with 

this composition, so we can usually pick up the impact on Layers, rather 

than SR. This depends on the application, requirements of course, namely 

what part of the application needs to run nonstop. 

3. Recovery – Reintroduction of a failed component 

a. Shadow: (Some components): Layers: +, SR: ~: Therefore, the impact 

should be up to +. Analysis: similar to voting. 

b. State Resynchronization: (Some components): Layers: +, SR: ++. 

Therefore, impact should be up to ++. Analysis: It depends on the 

application’s requirements. If there are requirements only to keep the 

database in synch, then the impact matches that of the Shared Repository 

pattern. If more synchronization is needed, then the impact is that of 

Layers. 

c. Checkpoint/Rollback: (Some components): Layers: ++, SR: ++. Therefore, 

the impact should be ++. Analysis: For layers, see above. Data in a 

database is often checkpointed for recovery, which is a natural fit. 

4. Fault Prevention 

a. Removal from Service: (Some components) Layers: ~, SR: ~, Therefore, 

impact should be ~. Analysis: Nothing in either pattern either contributes 

to or hinders implementation of this tactic. 

b. Transactions: Similar to checkpoint/rollback, above. 
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c. Process Monitor: Similar to Removal from Service, above. 

Pipes and Filters-Blackboard (the third most common pair we saw) 

1. Tactics for Fault Detection: 

a. Ping-Echo: (All components plus control) P&F: --,  Blackboard: ~. 

Therefore, overall score should be - - or better. Analysis: Adding a 

Blackboard to a P&F architecture does not relieve all the P&F components 

from making significant changes. Could it be made easier if the 

Blackboard becomes the ping controller? Yes, but that is going outside 

the usual role of the Blackboard component.  

b. Heartbeat: (All components plus control) P&F: --, Blackboard: ~. Same 

rationale as for Ping-Echo 

c. Exceptions: (All components) P&F: --, Blackboard:  ~. Therefore, overall 

score should be --. Analysis: whatever needs to change with the P&F 

components must also change in the same manner with the addition of 

Blackboard. 

2. Fault Recovery – Preparation and Repair 

a. Voting: Voting (Some components) P&F: ++, Blackboard: +. Therefore, the 

overall score should be up to ++. Analysis: The logical way to do this 

seems to be to have the voting components be different filters, and the 

Blackboard be the deciding component. That is an extremely nice fit, and 

would require little work for either. Of course, that assumes you divide 

your application appropriately, but that should be doable. It depends on 

what must be voted upon, although it is likely that it involves calculations 

associated with the blackboard component. 

b. Active Redundancy: (Some components) P&F: ++, Blackboard:  +. 

Therefore, the overall score should be up to ++. Analysis: The situation is 

similar to voting, and the same arguments can be made. 

c. Passive Redundancy: (Some components) P&F: -, Blackboard:  ~. 

Therefore, the overall score should be up to ~. Analysis: The blackboard 

might be the arbitrator among redundant components, but the 

components still might have to change. The most appropriate approach is 

likely determined by the context of the application. 

d. Spare: (Some components) P&F: +, Blackboard:  ~. Therefore, the overall 

score should be up to +. Analysis: Same arguments as for voting. 
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3. Recovery – Reintroduction of a failed component 

a. Shadow: (Some components): P&F: +, Blackboard: -. Therefore, the 

impact should be up to +. Analysis: Actually, it is difficult to imagine this 

tactic within a P&F-Blackboard architecture. You would probably shadow 

Filters, and then the Blackboard would do some sort of arbitration. The 

Filters provide the plumbing already, so the architecture should be 

reasonably compatible with this tactic. Thus, the overall impact would be 

somewhat positive; +. 

b. State Resynchronization: (Some components): P&F: --, Blackboard: +. 

Therefore, impact should be up to +. Can you get away with only 

synchronizing the state in the Blackboard? If so, the impact is positive. 

Otherwise, we have to examine and keep the state of all components, 

including the P&F components. And that becomes a --. 

c. Checkpoint/Rollback: (Some components): P&F: --, Blackboard: --. 

Therefore, the impact should be --. Analysis: Neither pattern is well 

adapted for rolling back. Putting them together won’t help things. 

4. Fault Prevention 

a. Removal from Service: (Some components) P&F: -, Blackboard: -, 

Therefore, impact should be -. Analysis: Same issues as for the individual 

patterns; they haven’t gone away. 

b. Transactions: P&F: -, Blackboard: -- (Some components), therefore the 

impact should be between - and --. Analysis: It depends on where 

transactions are needed. If one has this architecture, transactions would 

be more likely to be handled by the Pipes and Filters part of the system, 

but it depends on the particular application. 

c. Process Monitor: Similar to Removal from Service, above. 

Client-Server -- PAC (the fourth most common pair we saw) 

1. Tactics for Fault Detection: 

a. Ping-Echo: (All components plus controller) CS: +, PAC: ~. Therefore, 

overall score should be ~ or better. Analysis: All components must be 

notified and respond. CS components have natural communication built 

in. The PAC display components can easily respond, but it’s not their 

primary job, so some response code must be added to them. This should 

not be difficult, so the overall score is probably +. 
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b. Heartbeat: (All components plus controller) CS: +, PAC: ~. Same rationale 

as for Ping-Echo 

c. Exceptions: (All components) CS: ~, PAC:  ~. Therefore, overall score 

should be ~. Analysis: It isn’t a natural fit for any components in either 

pattern to throw and catch exceptions. But it would not require horribly 

disruptive changes. Putting the two patterns together doesn’t change 

anything. 

2. Fault Recovery – Preparation and Repair 

a. Voting: Voting (Some components) CS: +, PAC: +. Therefore, the overall 

score should be +. Analysis: The client-server architecture provides a nice 

common point for collection and interpretation of different voters’ 

results. On the PAC side, the voting probably happens under the level of 

the abstraction, meaning few changes to this pattern. 

b. Active Redundancy: (Some components) CS: +, PAC:  +. Therefore, the 

overall score should be +. Analysis: Reasonable support in CS for active 

redundancy. Active redundancy will probably be implemented below the 

Abstraction component of the PAC pattern, resulting in only minor 

changes. The requirements will dictate where redundancy must be 

implemented, but either place is good. 

c. Passive Redundancy: (Some components) CS: +, PAC:  -. Therefore, the 

overall score should be up to +. Analysis: This tactic is by nature more 

involved than Active Redundancy, so one can expect it is more difficult to 

implement. However, it does not have a greater impact on the CS pattern. 

On the PAC side, the tactic should be able to be implemented below the 

Abstraction level, because the work goes over in the CS components. This 

is more difficult, but it is more likely to be implemented in the CS pattern 

than the PAC pattern. 

d. Spare: (Some components) CS: +, PAC:  ~. Therefore, the overall score 

should be +. Analysis: Same arguments as for voting. 

3. Recovery – Reintroduction of a failed component 

a. Shadow: (Some components): CS: +, PAC: +. Therefore, the impact should 

be +. Analysis: Shadowing is well supported by either pattern. 

b. State Resynchronization: (Some components): CS: +, PAC: -. Therefore, 

impact should be up to +. Analysis: The issue with PAC is that 

presentation agents must have their states resynchronized. The problem 
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doesn’t go away with the introduction of the CS pattern; the agents still 

need to handle the state resynchronization. But the key issue is where 

which state needs to be resynchronized. It may well be underneath the 

PAC – inside the abstraction. In that case, it will be quite positive. So it 

ultimately depends on the particular application. 

c. Checkpoint/Rollback: (Some components): CS: ++, PAC: -. Therefore, the 

impact should be  between - and ++. Analysis: CS has natural support, but 

synchronization of presentations in the PAC pattern is a bit problematic. 

The overall effort depends on whether the presentations must be 

resynchronized, which would depend on how often the interface must be 

updated – a requirements issue. 

4. Fault Prevention 

a. Removal from Service: (Some components) CS: ~, PAC: ~, Therefore, 

impact should be ~. Analysis: CS would be a good fit except it needs a 

controlling component; see Broker. PAC doesn’t really support this tactic, 

nor does it hinder it. So regardless of where this tactic is implemented , 

the effort is moderate ~. 

b. Transactions: CS: ++, PAC: + (Some components), therefore the impact 

should be between + and ++. Analysis: CS supports transactions, but they 

are generally created in the PAC components. This is likely to lean closer 

to the impact on PAC than on CS. 

c. Process Monitor: Similar to Removal from Service, above. 

Layers  -- PAC (the fifth most common pair we saw) 

1. Tactics for Fault Detection: 

a. Ping-Echo: (All components plus control) Layers: +, PAC: ~. Therefore, 

overall score should be ~ or better. Analysis: All components must be 

notified and respond. Layers provide some support for this type of 

communication, but what about the components for the interface? They 

must also respond to pings.  The PAC display components can respond, 

which will make the impact better, but it’s not their primary job. 

b. Heartbeat: (All components plus control) Layers: +, PAC: ~. Same rationale 

as for Ping-Echo 

c. Exceptions: (All components) Layers: ++, PAC:  ~. Therefore, overall score 

should be ~. Analysis: Layers’ hierarchical organization provides a natural 
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path for exception handling and reporting. But the PAC components, 

particularly the P and A are likely not in the Layers’ hierarchy. So there 

must be a way implemented for them to respond. This is therefore no 

better than the single pattern.) 

2. Fault Recovery – Preparation and Repair 

a. Voting: Voting (Some components) Layers: +, PAC: +. Therefore, the 

overall score should be +. Analysis: Layers provides a nice hierarchy for 

handling voting, and it probably happens all under the PAC components, 

not affecting them. 

b. Active Redundancy: (Some components) Layers: +, PAC:  +. Therefore, the 

overall score should be +. Analysis: Same rationale as for voting: the 

redundancy can be supported by Layers, and PAC can stay out of the 

picture. 

c. Passive Redundancy: (Some components) Layers: +, PAC:  -. Therefore, 

the overall score should be up to +. Analysis: Same as Active redundancy. 

d. Spare: (Some components) Layers: ~, PAC:  ~. Therefore, the overall score 

should be ~. Analysis: Same arguments as for voting, although it isn’t 

quite as easy in Layers as voting is. So the overall score is neutral. 

3. Recovery – Reintroduction of a failed component 

a. Shadow: (Some components): Layers: +, PAC: +. Therefore, the impact 

should be +. Analysis: Shadowing is well supported by Layers, and would 

be implemented in the abstraction component of PAC. 

b. State Resynchronization: (Some components): Layers: +, PAC: -. 

Therefore, impact should be up to +. Analysis: It really depends on what 

needs to be resynchronized. It is likely to be within the layers, making the 

impact closer to +, but it depends.on the application’s requirements. 

c. Checkpoint/Rollback: (Some components): Layers: ++, PAC: -. Therefore, 

the impact should be from – to ++. Analysis: Similar to the Broker-PAC 

combination discussed above. If the rollback does not need to be 

reflected in the user presentation, then the transaction is likely able to be 

implemented wholly within the Layers, which is a very good match. 

Otherwise, implementation becomes somewhat troublesome, as all 

presentations must be updated and synchronized. 

4. Fault Prevention 
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a. Removal from Service: (Some components) Layers: ~, PAC: ~, Therefore, 

impact should be ~. Analysis: Neither pattern gives any support for this 

tactic, but they don’t hinder the implementation, either. 

b. Transactions: Layers: ++, PAC: + (Some components), therefore the 

impact should be + to ++. Analysis: Layers basically already supports a 

transaction-based model. PAC is more removed, but some changes may 

be required to get the interface components (the presentatin component 

in PAC) to operate in a transaction mode. Overall, it is expected to be 

relatively easy. 

c. Process Monitor: Similar to Removal from Service, above. 

Layers  -- MVC (the sixth most common pair we saw) 

1. Tactics for Fault Detection: 

a. Ping-Echo: (All components plus control) Layers: +, MVC: ~. Therefore, 

overall score should be ~ or better. Analysis: All components must be 

notified and respond. Layers provide some support for this type of 

communication, but what about the components for the interface? They 

must also respond to pings.  The MVC display components can respond, 

but it’s not their primary job.  

b. Heartbeat: (All components plus control) Layers: +, MVC: ~. Same 

rationale as for Ping-Echo 

c. Exceptions: (All components) Layers: ++, MVC:  ~. Therefore, overall score 

should be ~. Analysis: Layers’ hierarchical organization provides a natural 

path for exception handling and reporting. But the MVC components, 

particularly the M and C are likely not in the Layers’ hierarchy. So there 

must be a way implemented for them to respond. Note that MVC is more 

tightly coupled than PAC, but shouldn’t affect the implementation of 

several tactics, such as this one. 

2. Fault Recovery – Preparation and Repair 

a. Voting: Voting (Some components) Layers: +, MVC: +. Therefore, the 

overall score should be +. Analysis: Layers provides a nice hierarchy for 

handling voting, and it probably happens all within the Model 

component, not affecting the others. 

b. Active Redundancy: (Some components) Layers: +, MVC:  +. Therefore, 

the overall score should be +. Analysis: Same rationale as for voting. 
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c. Passive Redundancy: (Some components) Layers: +, MVC:  -. Therefore, 

the overall score should be up to +. Analysis: Same as Active redundancy, 

except the MVC doesn’t have to worry about keeping the replicated 

component updated; Layers can do it. It is likely that the replicated 

components are in the Layers, rather than in the MVC pattern, which 

means that the impact is likely to be +. 

d. Spare: (Some components) Layers: ~, MVC:  -. Therefore, the overall score 

should be up to ~. Analysis: Same arguments as for voting, although it 

isn’t quite as easy in Layers as voting is. So the overall score is likely to be 

neutral. 

3. Recovery – Reintroduction of a failed component 

a. Shadow: (Some components): Layers: +, MVC: -. Therefore, the impact 

should be up to +. Analysis: Shadowing is well supported by Layers, and is 

likely to not involve the user interfact (M and C components). So the 

impact is more likely to be closer to + than ~.. 

b. State Resynchronization: (Some components): Layers: +, MVC: ~. 

Therefore, impact should be up to +. Analysis: If it can all happen in the 

Layers, the impact will be low. But some applications may be such that 

the Model, and the View have to be synchronized as well. It will depend 

on the application’s requirements. 

c. Checkpoint/Rollback: (Some components): Layers: ++, MVC: +. Therefore, 

the impact should be between + and ++. Analysis: Checkpointing and 

rollback can be implemented in the Model. Layers has very good support 

for checkpointing, but is it enough that the whole implementation 

becomes ++? It likely depends on what data or processing must be 

reliably checkpointed. 

4. Fault Prevention 

a. Removal from Service: (Some components) Layers: ~, MVC: ~, Therefore, 

impact should be ~. Analysis: Neither pattern gives any support for this 

tactic, but they don’t hinder the implementation, either. 

b. Transactions: Layers: ++, MVC: ~ (Some components), therefore the 

impact should be from ~ to ++. Analysis: Layers basically already supports 

a transaction-based model. MVC provides neither support nor distraction, 

but will have to be involved, so it isn’t just letting Layers handle it. 

c. Process Monitor: Similar to Removal from Service, above. 
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Appendix C, From Chapter 8 

 

The following is a report from an actual PBAR session 

System Description and Requirements 

A local company provides discount magazine subscriptions to its customers, and has 

found a rather lucrative niche market for their business. Inmates in prison have a lot 

of time on their hands, and appreciate magazines. So this business mainly targets 

prisoners. 

The main part of the business consists of receiving orders, and then placing the 

orders with the magazine companies. The service they provide is one-stop shopping 

for magazine subscriptions at a very good price. (I assume they get good volume 

prices from the magazines themselves.) 

At this time, all their orders are received on paper through the mail. This system 

allows employees to enter the customer information and the order information from 

the paper orders into a database, where it can be used later. 

There are several key requirements: 

1. Customers may have multiple addresses, and the addresses change often. It 

is important to keep former addresses around (at least one former address), 

because customers sometimes move, and their magazines don’t catch up to 

them. So they complain to this company. 

2. In the future, customers will be able to be entered directly from the customer 

website. 

3. In the future, orders might be taken via the web. 

4. One order may contain orders for several different magazines. 

5. Orders arrive with payments, which can be cash, check, or credit card. 

Payments may be of two or more types (e.g. two different checks). 

6. Customer complaints are common, and the company spends considerable 

time and money resolving them. Besides the forwarding address problem 

noted above, a common complaint is that an order is placed, and the 

subscription never starts. So tracking order information and status is 

desirable. (Note that the original vision of the system included support for 

handling customer problems, but that has been deferred to a later release.) 
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7. Data entry errors are a fact of life. In the future, the system should support a 

double-entry system, where two different employees enter the same 

information, and it is compared for accuracy. 

8. Data entry employees may work remotely. 

Key Quality Attribute Requirements 

1. Reliability (accuracy and fault tolerance): The consequences of inaccurate 

data are serious: Customers get angry because they don’t get the magazines 

they paid for. And it costs time and trouble to hunt down the error, even to 

the point of finding the original paper order and verifying it. This is a key 

quality attribute. 

2. Capacity: The amount of data being handled is quite large for a system of this 

size. There are currently around 90 thousand customers, and roughly one 

million orders. There are around 1000 different magazine titles. However, 

because each magazine can come from multiple suppliers, the real number of 

magazines is three to four times that number. The system must handle not 

only this load, but larger amounts of data as the business expands. This is a 

key quality attribute. 

3. Extensibility: There are numerous important capabilities that will be needed 

in the future, so the system must be easily extended. This is a key quality 

attribute. 

4. Security (authentication and authorization): It is important to keep the 

system safe from unauthorized use. In particular, data entry employees must 

be authenticated, and may have different privileges. This quality attribute is 

important. 

5. Performance: The system has no hard or soft real time needs, but operations 

on this large database should be quick. 

System Architecture 

This system is a student team project, and as such is rather small, and has work left 

to be done. The architecture relies heavily on existing software packages. These 

packages, and the way they are designed, play a major role in shaping the 

architecture. Prominent patterns include the following: 

1. Repository: The database is central to this application. 

2. MVC: MVC is really central to the human interface of the application. The 

framework they used for implementing the UI is based on MVC, and even 

identifies its components as such. However, see the note in Layers, below 
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3. Layers: The system is also highly layered. The Views, Controllers, and Model 

form (almost) the top three layers, which is really not a true use of the MVC 

pattern. Underneath that, there is another layer associated with the Model 

layer, and then the database. 

There is another layer that is sometimes present on top of (or in) some of the 

Views. It is called “widgets.” Its purpose is to go nearly directly to the 

database for certain actions (e.g., large queries) to improve performance. It 

bypasses intermediate layers. 

4. Broker: There is some possibility for a Broker to manage efficient and reliable 

access to the database. However, at this time, it is simply potential. 

Patterns and Quality Attributes 

In general, the patterns are compatible with the important quality attributes of the 

system. Of note: 

1. (Performance) The most notable liability of the Layers pattern is its 

performance. Indeed, this architecture uses the common “wormhole” 

variation of Layers to circumvent some layers in order to improve 

performance. However, this variant has some issues: 

a. It’s a bit harder to understand. 

b. It’s a bit more problematic for extensibility, in that as new capabilities are 

added, one must always consider whether or not to use the ‘wormhole” 

in the new features. This will almost certainly be an issue in this 

application. That said, the “wormhole” appears to be worth the tradeoff. 

c. In this case, it required a bit of data to be replicated. 

2. (Security) The Layers pattern is so compatible with authentication and 

authorization that they are normally a slam-dunk in a Layered architecture. 

Unfortunately, it isn’t quite so easy here. The “wormhole” causes security 

checks to be done in two different places. So it isn’t quite as clean as we 

might like. It doesn’t appear to be a big problem, and is likely not worth doing 

differently. 

3. (Extensibility) MVC will make it easy to add future web capabilities, such as 

adding customers or orders. This is a key strength of this architecture. 

4. (Capacity) The use of a commercial database package takes care of any 

capacity worries. In addition, one of the commercial layers can easily become 

a Broker, thus adding further support for capacity, if needed. No concerns. 
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5. (Reliability) The commercial database package also takes care of most 

reliability concerns. It provides the ability to group actions into transactions 

which can be committed as a unit. We discussed the possibility of race 

conditions that might allow a record to be lost and appear to the employee 

as if it had been entered. Upon further reflection, I suspect that the easiest 

way to deal with this (if it even it possible) is simply to implement the double-

entry system that will be put in place for catching erroneous data entry. That 

should take care of it. We also discussed running audits on the data to ensure 

that customer and order records are not missing anything. Given the 

importance of correct data, it still might be a good idea. 

Summary Notes 

1. There was no architecture documentation on the project, yet the review still 

worked. The architect was very knowledgeable. 

2. Overall assessment: Successful: Few issues were raised, but that was because 

the system appears to be well-designed. 

3. Statistical assessment: 

a. Time: 1 hour, 15 minutes 

b. Size: small (I didn’t get a size estimate. It’s bigger than the first one I did.) 

c. Team size: 4 people (students) 

d. Domain experience: 1 person – high, 3 people – moderate by this time 

e. Project phase: mid implementation, first release. 

f. Patterns found: 3 (Broker doesn’t count, because it is not present) 

g. Issues found: 3 

i. Reliability; in particular issues about potential loss of data in rare 

conditions. (Discussed during first part) 

ii. Extensibility, with respect to the Layers “wormhole” (discussed during 

the second part – strong pattern discussion) (Major Issue) 

iii. Security, with respect to the Layers “wormhole” (discussed during the 

second part) 

h. Pattern awareness: The team knew all the patterns we discussed. 
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Summary 
 

Some of the most important requirements of any system are those that concern its 

quality attributes, such as reliability, performance, security, and usability. Quality 

attributes tend to be system-wide characteristics. Because of this, they require 

system-wide design approaches; that is, measures to achieve these quality attributes 

have architectural implications. Conversely, architectural decisions can make it 

easier or harder to achieve the quality attributes. Thus early decisions impact the 

quality attributes. 

During the process of software architectural design, architects select architecture 

patterns to be used. The structure of the patterns is clear, but their impact on the 

all-important quality attributes is not apparent from observing the patterns. That 

means that one might select patterns that are incompatible with or even detrimental 

to the satisfaction of quality attribute requirements. However, one cannot easily 

ascertain whether a quality attribute is sufficiently satisfied until the system is largely 

complete. By this time, architectural changes can cause significant disruption to the 

code already written. In short, architects must select architecture patterns early, yet 

the impact of these decisions on the quality attributes are not fully understood until 

it is too late to easily change the architecture. 

The consequence of this problem is that software may fail to meet its quality 

attribute requirements. The consequences can be serious: at the very least, users 

may experience inconvenience and frustration. Beyond inconvenience, software 

quality attribute failures may burden users and software providers with financial 

liabilities.  

 

The goal of this research is to leverage patterns to create architectures that meet 

quality attribute requirements, during the analysis, synthesis, and evaluation phases 

of software architecture. This will help improve the ability of architects to design 

systems that meet their quality attributes requirements; helping them to make 

informed decisions at architectural design time about how well the software under 

design will satisfy the quality attributes. This can be done because architecture 

patterns impact quality attributes in regular ways, and we can understand the nature 

of these interactions. The knowledge of these interactions can be applied to the 

architectural design and evaluation processes. 

This work begins by exploring how extensively architecture patterns are used, as well 

as which patterns are most commonly used. It was determined that architecture 

patterns are very common, found in nearly all industrial systems. Most software 

systems use between 1 and 4 architecture patterns. The most commonly used architecture 

patterns are, in descending order of frequency, Layers, Shared Repository, Pipes and Filters, 

Client-Server, Broker, Model View Controller, and Presentation Abstraction Control. 

This leads us to the question of  how architecture patterns’ use impacts important 

quality attributes of systems. The application of a pattern constitutes a major 
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architecture decision that achieves the satisfaction of a quality attribute requirement 

or the lack thereof. 

Architectural decisions are important artifacts of architectural knowledge, as they 

help future developers understand the architectural structure and the reasons 

particular structures were originally used. Architecture patterns embody major 

architectural decisions about which architectural structures to employ. Because 

architecture patterns are well understood and documented, use of architecture 

patterns helps solve the difficult problem of documenting architectural decisions, 

the rationale behind them, and their consequences, particularly with respect to 

quality attributes. 

 

Different patterns have different impacts on quality attributes; thus certain patterns 

and quality attributes are compatible with each other, while others are less so. 

Among the most common quality attributes, usability is highly compatible with 

Model View Controller, security with Broker, maintainability and reliability with 

Layers, efficiency and portability with Pipes and Filters, and implementability with 

Broker. 

The nature of quality attributes influences their compatibility with architecture 

patterns. Quality attributes are achieved through the implementation of specific 

measures called runtime tactics. The tactics are implemented within the structure 

and behavior imposed by the architecture patterns, and may require some measure 

of change to the pattern. The types of significant changes to patterns include adding 

components that do not fit with the pattern, or changing the nature of connections 

among components of the pattern. The magnitude of change caused to a pattern by 

the implementation of a tactic can thus be evaluated. 

Because nearly all systems employ multiple patterns and are concerned with 

multiple quality attributes, the impact on the architecture of implementing a tactic is 

somewhat more involved. Further analysis of tactics reveals that some naturally 

impact all components in a system, while others can be implemented in just a few 

selected components. If the tactic can be implemented in just a few components, it 

might be implemented within the architecture pattern where it best fits. However, 

the decision of where it is implemented is strongly influenced by the system 

requirements; this takes precedence over goodness of fit with the patterns. 

The information about how tactics interact with patterns can be used during the 

processes of architectural evaluation and synthesis to help architects create 

architectures that more easily support the quality attributes. They can help 

architects select among alternative tactics for a particular quality attribute, and 

choose among different patterns to use. This can be done as part of normal 

architecting processes. 

This information is particularly useful during architectural evaluation activities. It can 

help reviewers of architectures identify potential problems in architectures where 

the current architecture may hinder the effective implementation of tactics for the 

desired quality attributes. It can also identify potential opportunities where 
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additional or alternate patterns or tactics may be employed. Numerous pattern-

based architecture reviews have been completed, and have demonstrated their 

utility. In nearly every case, significant architectural issues were uncovered, resulting 

in improvement to the architecture. 
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Samenvatting 
 

Een aantal van de belangrijkste vereisten van elk softwaresysteem zijn die 

kwaliteitseigenschappen betreffen, zoals betrouwbaarheid, prestaties, veiligheid, en 

bruikbaarheid. De kwaliteitseigenschappen neigen kenmerken in het hele systeem te 

hebben die vereisen benaderingen in het hele systeem of benaderingen op architectonisch 

ontwerp. De architectuur van een softwaresysteem kan het gemakkelijker of moeilijker 

maken om de vereiste niveaus van kwaliteitseigenschappen te bereiken.  

De architectuurpatronen van de software beschrijven softwarearchitectuur, en kunnen 

softwareontwerpers helpen om softwarearchitectuur tot stand te brengen. Sommige 

patronen beschrijven hun effect op kwaliteitseigenschappen, maar dergelijke informatie is 

onvolledig en over het algemeen oppervlakkig. Bovendien is er geen systematisch(e) 

begrip/wetenschap geweest van hoe de patronen de kwaliteitseigenschappen beïnvloeden. 

De sleutel van deze wetenschap ligt in het implementeren van software om de gewenste 

kwaliteitseigenschappen te bereiken. Deze specifieke maatregelen worden tactieken 

genoemd. Een studie van tactieken toont aan dat zij met diverse soorten veranderingen in 

bepaalde architectuurpatronen kunnen worden uitgevoerd, die variëren van geen 

veranderingseisen tot aan grote veranderingseisen. Dit toont aan/laat zien waarom 

bepaalde kwaliteitseigenschappen gemakkelijk of moeilijk te implementeren zijn in bepaalde 

patronen.  

Deze informatie kan architecten helpen om de beste architectuurpatronen en tactieken te 

selecteren en in hun softwareontwerpen te gebruiken. Zij kunnen patronen en tactieken 

vergelijken om te bepalen welke het meest waarschijnlijkst zijn om de 

kwaliteitseigenschappen te ondersteunen die belangrijk zijn voor de toepassing die wordt 

ontworpen. Bovendien kan de informatie tijdens architectuurevaluaties worden gebruikt om 

kwesties met kwaliteitsattributen te identificeren, alvorens de code wordt 

uitgevoerd/geïmplementeerd. Verscheidene architectuurevaluaties zijn uitgevoerd en 

succesvol geweest bij het ontdekken van belangrijke kwesties betreffende de software 

architectuur.  
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