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Chapter 4

Distance and medial axis transforms

The distance transform is a “powerful tool” in digital picture processing. The result of
this operation is called distance map. The reverse distance transform identifies the original
binary picture from a subset of object elements and the associated distance transform values.
Distance transforms are important preprocessing steps in complex picture analysis systems.
Operations such as skeletonization, merging and smoothing rely on accurate distance maps.
Methods need to be time efficient and the results need to be exact for analysis purposes. We
review groups of algorithms in the following as they have been developed, and we give precise
definitions for different types of distance skeletons.

4.1 Distance transform

The distance transform labels each object element with the distance between this
element and the nearest non-object element. For all elements p ∈ P , the algorithm
determines

t(p) = mink{d(p, qk) : P (qk) = 0 ∧ 0 ≤ k ≤ m} (4.1)

where d(p, qk) denotes a metric, and m is the total number of elements in the picture.
It follows that t(p) = 0, for all non-object elements. Obviously, the values for t(p)
depend on the chosen metric. Independent of the type of metric, for given sets
of object elements M and non-object elements B, the distance transform has the
following properties:

1. PROPOSITION. (i) t(p) represents the radius of the largest disk or ball centered at p

and contained in M .

(ii) If there is only one non-object element q ∈ B with t(p) = d(p, q) then there are two
cases:

(ii.1) an element p′ ∈ M exists such that the largest disk or ball centered at p′ contains
the disk or ball centered at p;
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(ii.2) elements p′ ∈ M and q′ ∈ B exist such that d(p, q) = d(p′, q′) and p is α-
adjacent to p′.

(iii) If there are two (or more) non-object elements q ∈ 〈P 〉 and q
′ ∈ B such that t(p) =

d(p, q) = d(p, q
′
) then the disk or ball centered at p is a maximal disk in M , and p is

symmetric.

In Case (ii.2), elements p and p′ are both centers of maximal discs and they are
adjacent to each other. Many algorithms extract distance skeletons for those cases
which are not 1D curves (see Figure 1.3).

The distance map is a 2D array (3D for volume pictures) of the same size as the
original picture which stores the results t(p), for all elements p. The following sec-
tions review four groups of algorithms for the calculation of the distance transform
in the digital space, based on different metrics.

4.1.1 Two pass algorithms

The first two pass algorithm (TPA) has been published in 1966; see (Rosenfeld and
Pfaltz 1966). The authors used the d4-metric. The basic algorithm works as follows:
Let p = (x, y) (x,y are integer coordinates) and T = t(x, y) be the picture which
results when f1 is applied to the picture P in forward raster sequence (from the top
left corner to the bottom right corner), followed by f2 in reverse raster sequence
(from the bottom right corner to the top left corner). Then

t(x, y) = f2(f1(x, y)) if P (x, y) = 1 (4.2)

t(x, y) = 0 if P (x, y) = 0 (4.3)

is the distance transform T = t(x, y) of P if

f1(x, y) = min{P (x− 1, y) + 1, P (x, y − 1) + 1} (4.4)

f2(x, y) = min{f1(x, y), f2(x + 1, y) + 1, f2(x, y + 1) + 1} (4.5)

TPA-algorithms are applicable in connection with different grid metrics, differ-
ent neighborhoods and higher dimensions. This leads to general definitions for f1

(result of the first pass) and f2 (result after second pass) in 2D:

f1(x, y) = min{S1} (4.6)

f2(x, y) = min{S2} (4.7)

where

S1 = {P (x− 1, y) + a, P (x, y − 1) + a, P (x− 1, y − 1) + b, P (x + 1, y − 1) + b} (4.8)
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and

S2 = {f1(x, y), f2(x+1, y)+a, f2(x, y+1)+a, f2(x−1, y−1)+ b, f2(x+1, y+1)+ b}
(4.9)

The increments a (isothetic step) and b (diagonal step) are different depending
on the chosen metric. In TPA algorithms they represent distances between adjacent
elements. For the d4-metric the values are: a = 1 and b = 2, for the d8-metric: a = 1
and b = 1. If we consider 3D pictures then a is defined as weight for steps between
2-adjacent voxels, b is defined as weight for steps between 1-adjacent voxels and
an additional weight c is required for 0 adjacent voxels. Chamfer distances have
been introduced (see Chapter 2) to approximate the Euclidean distance with the
aim to keep the simplicity of TPA-algorithms originally designed for grid metrics
d4 and d8. Weighted distance transforms for 3D pictures based on this concept have
been studied in (Borgefors 1984, Borgefors 1996, Ragnemalm 1993). In general, those
algorithms deliver approximations of Euclidean distances. The time complexity of
those algorithms is linear O(n), where n is the total number of pixels in the picture.

4.1.2 Vector propagation algorithms

A first vector propagation algorithm (VPA) has been published in 1980; see (Danielsson
1980). The basic approach remains the same as for TPA-algorithms. The distance is
calculated by minimizing the incremental distance from its neighbors. To each pixel
p = (x, y) we assign a vector (pair of integers in 2D, triple in 3D). The initial values
are:

f(x, y) = (0, 0) if P (x, y) = 0 (4.10)

f(x, y) = (d, d) if P (x, y) = 1 (4.11)

The value for d is the length of the diagonal of the picture. We use the following
definitions for determining the minimum of those vectors:

min{(u1, v1), (u2, v2)} = (u1, v1) if u2
1 + v2

1 < u2
2 + v2

2 (4.12)

min{(u1, v1), (u2, v2)} = (u2, v2) if u2
1 + v2

1 > u2
2 + v2

2 (4.13)

min{(u1, v1), (u2, v2)} = (u1, v1) if u2
1 + v2

1 = u2
2 + v2

2 ∧ u1 < u2 (4.14)

min{(u1, v1), (u2, v2)} = (u2, v2) if u2
1 + v2

1 = u2
2 + v2

2 ∧ u2 < u1 (4.15)

A pair of values (u, v) is calculated in a sequential algorithm, for each pixel. The
first set of scans (from the top, left, to the bottom, right) calculates the following:

f1(x, y) = min{f(x, y), f1(x, y − 1) + (0, 1)} (4.16)

f2(x, y) = min{f1(x, y), f2(x− 1, y) + (1, 0)} (4.17)

f3(x, y) = min{f2(x, y), f3(x + 1, y) + (0, 1)} (4.18)



34 4. Distance and medial axis transforms

The second set of scans (from the bottom, right, to the top, left) calculates the fol-
lowing:

f4(x, y) = min{f3(x, y), f4(x, y + 1) + (0, 1)} (4.19)

f5(x, y) = min{f4(x, y), f5(x− 1, y) + (1, 0)} (4.20)

f6(x, y) = min{f5(x, y), f6(x + 1, y) + (1, 0)} = (u, v) (4.21)

Value u should represent the difference of the x-coordinates between p and the
closest pixel q in the background, and v should represent the difference of the y-
coordinates between those pixels. However, this is not true in some cases. The
Euclidean distance for each pixel to the nearest non-object pixel is easy to compute:

de(x, y) =
√

u2 + v2 (4.22)

Figure 4.1 is a sketch to show that errors appear in some special cases. Pixel q =
(x− (a + 1), y), r = (x− c, y + (d + 1)), and s = (x, y + (a + 1)) are non-object, and
p = (x, y) is an object pixel. The algorithm would identify s as the closest non-object
pixel and de(p, s) = a + 1. Obviously, based on the triangle inequality, we have
de(p, r) = b < a + 1.

Figure 4.1: Error case for VPA-algorithm

Those errors happen if pairs of integers are compared for the minimum calcu-
lation which deliver the same values for the sum of squares, for example (3,4) and
(0,5). Additional tests for the determination of the minimum can avoid these prob-
lems. We can estimate an error in cases as illustrated by Figure 4.1, where we have:
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c = b/
√

2

d = b/
√

2− 1 (4.23)

a2 = c2 + d2 (4.24)

From the above equations it follows that

b ' a + 1/
√

2 < a + 1 (4.25)

That means, such an error is smaller than the grid constant, and with increasing
grid resolution they have almost no impact.

The time complexity of the algorithm is linear O(n), where n is the total number
of pixels in the picture. In (Mullikin 1992), the concept has been adopted for 3D
space.

4.1.3 Iterative distance transform algorithms

For completeness reasons, we briefly describe an iterative algorithm which uses the
grassfire model and weighted distances between adjacent elements [see for example
(Gagvani and Silver 1997)]. We assign ∞ to all object elements, and 0 to all non-
object elements. All object elements adjacent to a non-object element are border
elements. Let B be the set of those elements.

The initial pass assigns a minimum distance value tp, to each border voxel p ∈ B,
depending on the adjacency type (for example, 3 for 6-adjacency, 4 for 18-adjacency,
5 for 26-adjacency in 3D, see Section 2.5). The following path calculates, for each ad-
jacent element q, the minimum distance tq = min{tq, tp + c}where c is the weighted
distance for the adjacency type. The algorithm removes all elements p ∈ B from B

and adds all elements q to B after each iteration. The algorithm stops if no changes
of distance values occur.

The result is a distance map equivalent to a distance map obtained by two-path
algorithms (if the same metric has been used). The time complexity is O(n) (where
n is the number of elements in the picture) but the number of passes is in general
larger than 2 depending on the size of objects. Efficient implementations can reduce
the number of operations based on the fact that in each iteration only a small subset
of elements (only border elements) need to be considered.

4.1.4 Envelope algorithms

Envelope algorithms (EVA-algorithms) calculate Euclidean distance maps without
errors, for arbitrary dimensions. The approach starts with integer operations on
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elements for one dimension. Then it operates in the continues space by computing
the lower envelope of a family of parabolas, and it finishes by assigning squared
Euclidean distance values of the lower envelope to elements. Consider the squared
Euclidean distance between two points p = (x1, x2, ..., xn) and q = (y1, y2, ..., yn):

d2
e(p, q) = (x1 − y1)2 + (x2 − y2)2 + ... + (xn − yn)2 (4.26)

We review the algorithm for the 2D case, and we discuss generalizations for
other metrics or for arbitrary dimensions. Computations can be done independently
for each dimension. The algorithm starts with a 1D transform, and then it adds one
step for the next dimension and merges results.

The initial step is the calculation of the distance from each object pixel to the
nearest non-object pixel in the same row:

f1(x, y) = f1(x− 1, y) + 1 if P (x, y) = 1 (4.27)

f1(x, y) = 0 if P (x, y) = 0 (4.28)

f2(x, y) = min{f1(x, y), f2(x + 1, y) + 1} if f1(x, y) 6= 0 (4.29)

f2(x, y) = 0 if f1(x, y) = 0 (4.30)

f1 determines the distance between pixel p and the left nearest non-object pixel q,
and f2 replaces f1 if the distance to the right border is shorter. The result is a matrix
which stores integer values (f2(x, y))2 in each pixel (see Figure 4.2).

Figure 4.2: Left: result after row scans. Right: results after column scans

We can express f2(x, y) for a fixed y as follows:

f2(x, y) = min{|x− i| : P (i, y) = 0 ∧ i = 1, ..., n} (4.31)

The next step determines f3(x, y), column by column (x fixed, and then for all
y). Assuming that we have n columns and n rows, we have:
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f3(x, y) = min{(f2(x, j))2 + (y − j)2 : j = 1, ..., n} (4.32)

Efficient implementations for solving this minimization problem have been dis-
cussed in various papers (Saito and Toriwaki 1994, Hirata 1996, Meijster et al. 2000,
Toriwaki and Mori 2001, Bailey 2004). We give a geometric interpretation that illus-
trates the idea. For a fixed column (i.e., x constant, f2(x, j) = g(j)) and a fixed row
(i.e., y constant) the following equation

γy(j) = (g(y))2 + (y − j)2 : j = 1, ..., n (4.33)

represents one parabola. For 1 ≤ y ≤ n we consider a family of n parabolas (see
Figure 4.3), one parabola for each row. Note that the horizontal axis represents the
row number y, and the vertical axis represents γy(j), with a local minima at y = j

and γy(j) = (g(j)).

Figure 4.3: Family of parabolas for column [0,4,9,16,4,0] in Figure 4.2

The lower envelope of the family of parabolas corresponds to above minimum
calculation. Typically, those algorithms calculate the lower envelope of the family
of parabolas and then they assign the height of the lower envelope to the point with
coordinates (x, y). The computation of the lower envelope of the family of parabolas
is the main part of the algorithm.

The example in Figure 4.3 shows a family of six parabolas. The lower envelope
consists of two curve segments. The first segment starts at (1, 0) and it ends at the
intersection of the first and the last parabola. The second segment begins at the
intersection and ends at (6, 0).

The projections of the segments on the horizontal axis are called sections. In the
given simple example, the interval [1,6] is partitioned into two sections. Only two
of six parabolas contribute to the lower envelope of the family. To calculate f3(y)
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(x fixed) we need the start and end for each section, and the index of the associated
parabola.

This can be done in two more column scans: one scan from top to bottom that
identifies the parabola segments of the lower envelope together with its associated
sections, and a second scan that calculates the values for f3(y).

The determination of the lower envelope is done by a sequential process of com-
puting the lower envelope of the first k parabolas. We calculate the y-coordinates
of the intersection between two parabolas. Let ys be the abscissa of the intersection
and let y1 < y2. From the equation

(g(y1))2 + (ys − y1)2 = (g(y2))2 + (ys − y2)2 (4.34)

for the intersection ys = ys(γ1, γ2) of any two parabolas γ1 and γ2, we derive

ys = y2 +
(g(y2))2 − (g(y1))2 − (y2 − y1)2

2(y2 − y1)
(4.35)

or

ys =
(g(y2))2 − (g(y1))2 + y2

2 − y2
1

2(y2 − y1)
(4.36)

We give an informal description of the basic algorithm. The data structure to
store the information is a stack. Only parabolas which contribute to the lower enve-
lope stay in the stack, and all the others are eliminated from the stack. A straight-
forward algorithm is the following (see the sketch in Figure 4.4):

Figure 4.4: Left sketch: ys(γ2, γ3) > ys(γ1, γ2), right sketch: ys(γ2, γ3) < ys(γ1, γ2)

Each stack item stores a pair of real values (b, e) for the start and end of the
section of a parabola which contributes to the lower envelope.

(bt, et) belongs to the top parabola of the stack, and (bf , ef ) is the pair associated
with the following parabola in the sequential process. The first item stores the start
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and end of the section for the first parabola. It is initialized with (1, n), the lower en-
velope would consist of one segment if all the following parabolas have no common
intersections between (1, n).

Note that the parabolas are ordered according to their y-values in the picture.
For each sequential step, we evaluate the intersection for the top item of the stack
representing γt and the next following parabola γf . There are three cases:

1. ys(γt, γf ) > n: γf does not contribute to the lower envelope; do not change
the stack, take the subsequent parabola;

2. ys(γt, γf ) ≤ bt: remove γt from the stack; evaluate the intersection of the new
top item with γf (right case in the sketch in Figure 4.4), if the stack is empty,
add the item for γf to the stack

3. ys(γt, γf ) > bt: adjust γt with et = ys(γt, γf ), add the item for γf to the stack,
with bf = et, ef = n (left case in sketch in Figure 4.4).

The procedure continues until the last parabola has been evaluated with the top
item of the stack. At the end, only sections of the lower envelope are registered in
the stack, and they are used for calculating the values for f3(x, y) in an additional
scan.

Some authors reduced the number of computations by analyzing certain prop-
erties. For example, in (Bailey 2004) the author avoids a direct computation of the
lower envelope to save divisions in Equation (4.36). If (g(y2))2−(g(y1))2 ≤ (y2−y1)2

[see Equation (4.35)] then ys ≤ y2, and if (g(y2))2−(g(y1))2 > (y2−y1)2 then ys > y2.
These comparisons are sufficient to know whether the intersection is before or after
y2. The property is used for a direct computation of the squared Euclidean distance
map in two scans.

An optimal (in asymptotic time) algorithm is presented in (Meijster et al. 2000).
Properties are used to eliminate parabolas from a stack (where the parabolas for
the lower envelope are stored) in order to reduce the number of calculations for
intersections. The algorithm works in linear time. The same paper demonstrates
the generality of the algorithm with respect to different metrics. The minimization
problem for fixed x (note that y and j represent pixels or voxels (x, y) and (x, j),
respectively, in the picture) of Equation (4.32) can be expressed by the following:

f3(y) = min{d(y, j) : P (j) = 0 ∧ j = 1, ..., n} (4.37)

with

d(y, j) = (g(j))2 + (y − j)2 for d2
e (4.38)

d(y, j) = |y − j|+ g(j) for d4 (4.39)

d(y, j) = max(|y − j|, g(j)) for d8 (4.40)
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Equation (4.37) is equivalent to the general definition for distance transforms in Sec-
tion 4.1. It shows that the same method is applicable for grid metrics d4 and d8.
Computations for each dimension are done independently. The result of calculating
a minimum distance for one dimension is an integer value for each grid point which
will be used for the computation in the next dimension. The 2D distance transform
can be expressed as follows:

t(x, y) = min{(x− i)2 + (y − j)2 : i = 1, ..., n ∧ j = 1, ..., n} (4.41)

Because i does not depend on j, we have:

t(x, y) = min{min((x− i)2) + (y − j)2 : i = 1, ..., n ∧ j = 1, ..., n} (4.42)

The minimum calculation min((x− i)2) = g(j) in Equation (4.42) corresponds to the
row scans in the first part of the algorithm. We can rewrite the equation (for fixed x)
as follows:

t(x, y) = min{g(j) + (y − j)2 : j = 1, ..., n} (4.43)

Let p be at one of the 3D locations (x, y, k), k = 1, ..., n, associated with f3(x, y, k) =
h(k) [for fixed (x, y)], and let

t(x, y, z) = min{h(k) + (z − k)2 : k = 1, ..., n} (4.44)

This can be done for arbitrary dimensions. A generalization of this approach (from
binary pictures to real valued pictures) is discussed in (Felzenszwalb and Huttenlocher
2004). Values per element represent functions which can express special features
(e.g., edges). Those values may be computed in a preprocessing step. In fact, this
only adds one more independent dimension to the computations.

4.2 Reverse distance transform

The reverse distance transform considers a set of values associated with their coor-
dinates as a result of a distance transform. It recovers the original binary picture if a
minimum subset of elements associated with the distance transform value is given.

The reverse distance transform, for an element p and a given distance value
t(p) > 0, identifies a finite number of elements ql, 0 ≤ l < m, which have a dis-
tance to p smaller than t(p) as object elements. In other words, all pixels or voxels
closer than t(p) to p belong to the same connected component as p in the picture.

Now we consider a finite set of elements S = {pk, 0 ≤ k < m} and we define the
reverse distance transform [see for example (Coeurjolly n.d.)]:

tr(S) = {ql : ∃k, t(pk)− d(pk, ql) > 0} (4.45)
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An element ql belongs to tr(S) if there exists a pixel or voxel pk ∈ S such that
the distance between those pixels or voxels is smaller than t(pk). Equation (4.45) is
equivalent to the following [see (Saito and Toriwaki 1994)]:

tr(S) = {ql : max(t(pk)− d(pk, ql)) > 0} (4.46)

If we replace t(pk) = t(x, y), q = (i, j), and we consider the squared Euclidean
distance, then we derive:

tr(S) = {(i, j) : max(t(x, y)− (x− i)2 − (y − j)2) > 0} (4.47)

Note that t(x, y) is a given integer value, and value max(x − i)2 is (for a fixed row)
independent from j. We can calculate tr(S) in independent steps for each dimen-
sion, in a similar way as for the distance transform. The row scans (y fixed) compute
f1(x, y), and the algorithm stores all non-negative values in an array:

f1(x, y) = max{t(i, y)− (x− i)2 : i = 1, ..., n} (4.48)

The column scans (x fixed) compute f2(x, y), and the algorithm stores all non-nega-
tive values in an array. All resulting pixels or voxels, associated with positive values,
belong to the objects in the original picture before the distance transform

f2(x, y) = max{f1(x, j)− (y − j)2 : j = 1, ..., n} (4.49)

Figure 4.5: Calculation of the reverse distance transform.
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Figure 4.6: Family of parabolas for one column.

was carried out. Figure 4.5 shows an illustration of the algorithm for a simple 2D
example.

We note that we restore the original object, but we do not receive the values of
t(p) in elements p. An optimal implementation is based on the same ideas as we
have used for the distance transform. The geometric interpretation, that illustrates
the idea, can be given in the following way: for a fixed column (i.e., x is constant,
f1(x, y) = g(y)) and a fixed row, any of the equations

γy(j) = (g(y))2 − (y − j)2, j = 1, ..., n (4.50)

represents a single parabola with a local maxima at y = j.
Equation (4.50) defines thus a family of n parabolas. The upper envelope of this

family of parabolas represents the reverse distance transform at integer coordinates.
The algorithm calculates the upper envelope of those parabolas and then it deter-
mines the values for each element in an additional scan. The parabolas in Figure 4.6
correspond to the fourth column in Figure 4.5 after row scans.

In the sketch in Figure 4.6, the upper envelope consists of two segments with
intersection at ys. Parabolas γ1 and γ4 do not contribute to the upper envelope. We
use the first parabola in the upper envelope to compute the values γ2(1) = 3 and
γ2(2) = 4, and use the second parabola for the remaining values γ3(3) = 4 and
γ3(4) = 3.

Let y1 < y2. It is straightforward to compute ys as follows:

ys =
(g(y2))2 − (g(y1))2 + y2

1 − y2
2

2(y1 − y2)
(4.51)

The computation of the upper envelope can be done in a similar way as for the
lower envelope. The cost for the upper envelope extraction is O(n). The split of
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a multi-dimensional transform into a “product” of 1D transforms, each with linear
complexity, results into a total cost of O(nk), for k dimensions.

4.3 Medial axis extraction

In Chapter 3 we introduced the mathematic model for skeletons in a closed subset
of the Euclidean space. We defined the medial axis A as a set of center points of
maximal disks (or balls).

Exact definitions for the digital space are not consistent in the literature. Related
methods for determining connected arcs or curves are (normally) divided into two
processing steps. Elements of the medial axis are extracted from a given distance
map. Those sets are in general not connected. For this reason, a second step con-
nects the elements of the medial axis to create arcs or curves. Common informal
definitions for elements of A can be summarized as follows:

1. A is the smallest number of elements which is required to reconstruct the orig-
inal picture.

2. A is the set of local maxima of a given distance map.

3. A is the set of centers of maximal disks or balls which is equivalent to the set
of symmetric elements.

4. A is a 1D curve located at “the center” of objects in the picture.

Precise implementations of those definitions deliver different sets of skeletal pixels
or voxels. A broad variation of published topologic thinning algorithms generates
1D curves. The location cannot be always exactly at central positions because there
are cases where the center (defined in real coordinates) is actually located between
grid points.

We discuss topologic skeletons in the next chapter. The first informal definition
above does not deliver unique results. As we discussed already in Chapter 3, the
second and third definition are equivalent if Equation (3.1) is valid. In those cases
algorithms evaluate local neighborhoods for extracting skeletal elements. For exam-
ple, a precise definition of medial axis for the d4-metric is given in (Rosenfeld and
Pfaltz 1966). A picture T ∗ = t∗(x, y) is called medial axis picture of T if T is a result
of a distance transform and

t∗(x, y) = t(x, y) if t(x− 1, y), t(x + 1, y), t(x, y − 1), t(x, y + 1) < t(x, y) + 1

t∗(x, y) = 0 otherwise (4.52)
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All pixels with t∗(x, y) 6= 0 belong to the medial axis. The condition for identifying
points of the medial axis is equivalent to t(q) < t(p) + 1, for all q ∈ A4(p), which
corresponds to Equation (3.1). Local maxima coincide with centers of maximal disks
for the d4-metric.

The medial axis picture T ∗ is easy to compute in a third pass. (Rosenfeld and
Pfaltz 1966) proved that the original picture can be reconstructed from the coordi-
nates and values of pixels with t∗(x, y) 6= 0 in the distance skeleton picture. This
principle can be applied in 3D for weighted distance metrics. Then an element p

belongs to the medial axis if t(q) < t(p) + c, for all q ∈ A26(p), where c is the weight
for the corresponding adjacency type.

For the squared Euclidean distance or the Euclidean distance, the centers p ∈ M

of maximal disks (or balls) do not correspond to local maxima in the distance trans-
form picture of 〈P 〉 in general. Examining local maxima in a distance map does not
deliver exactly centers of maximal disks. The result of the squared Euclidean dis-
tance transform in digital space is, for each object pixel or voxel p, an integer value
t(p) which represents the radius r =

√
t(p) of the maximal disk (or ball) centered at

p. The reverse distance transform delivers all elements which are located on the disk
(or inside the ball), for given centers p and t(p). An algorithm for the extraction of
elements of the medial axis decides if a given disk (or ball) is included in a different
disk (or ball). If this is not the case then the given disk is maximal, and it belongs
to the set of medial axis elements. These inclusion tests can be costly and difficult
[see(Ge and Fitzpatrick 1996)]. Some authors [see, e.g., (Remy and Thiel 2005)] use
look-up tables to implement the tests.

Let all nonzero values in picture T (see Figure 4.5) represent the set A of skeletal
pixels. Set A is not the smallest set of pixels to recover the original picture. If the
4 in the fifth column would be 0, then the object is still reconstructible. Finding the
minimum number of skeletal pixels or voxels is important for picture compression,
but less interesting for the process of generating arcs and curves.

In (Toriwaki and Mori 2001, Coeurjolly and Montanvert 2005), an exact definition
is based on 2D elliptic paraboloids. The following equation is an expression for an
elliptic paraboloid, with center p = (x, y) and height t(x, y):

0 ≤ z < t(x, y)− (x− i)2 − (y − j)2 (4.53)

The intersection of the paraboloid and the plane z = 0 is a disk with radius
√

t(p).
In continuous space, maximal disks and maximal elliptic paraboloids (not entirely
contained in a different paraboloid) are equivalent.

Given is the distance map T = {t(p) : p ∈ M} for d2
e in an arbitrary dimension k,

for picture P and q ∈ M , ri ∈ M , and 1 ≤ i ≤ m.
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14. DEFINITION. A set A of elements of the medial axis of M is defined by:

A = {p : ∃q, [d2
e(p, q) < t(p) ∧max

i
{t(ri)− d2

e(ri, q)} = t(p)− d2
e(p, q)]} (4.54)

For two dimensions, elements (x, y) of a distance map T , with t(x, y) > 0, belong
to A if there exists an element (i, j) ∈ Z2 with the following properties:

1. (x− i)2 + (y − j)2 < t(x, y) and

2. max(u,v){t(u, v)− (u− i)2 − (v − j)2} = t(x, y)− (x− i)2 − (y − j)2

In (Coeurjolly and Montanvert 2005) the authors have proved that A is a sub-
set of the medial axis for the continuous case, and the original object can be re-
constructed from A. Geometrically, the maximum calculation represents the upper
envelope of a family of elliptic paraboloids in 2D, or a family of parabolas for each
dimension as described for the reverse distance transform. If there are points in
the upper envelope of elliptic paraboloids which coincide with points on the elliptic
paraboloid with height t(x, y) and center (x, y), then p = (x, y) belongs to A.

The first condition ensures that all elements (i, j) are located on the disk with
radius

√
t(x, y). This definition leads to a large number of elements in A which do

not contribute to the representation of shapes of objects (see, e.g., the sphere and its
set A in Figure 4.7).

Figure 4.7: The medial axis of a sphere.

We apply a second definition to identify elements of set A. Only those elements
(x, y) belong to A where local maxima of the upper envelope of the family of elliptic
paraboloids coincide with t(x, y).
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15. DEFINITION. Elements (x, y) of a distance map T with t(x, y) > 0 belong to A if there
exists an element (i, j) with the following properties:

1. (i, j) ∈ Z2, (x− i)2 + (y − j)2 < t(x, y) and

2. max(u,v){t(u, v)− (u− i)2 − (v − j)2} = t(x, y)

To extract elements of the medial axis for the discrete case we can use the same
algorithm. We compute the upper envelope of u parabolas (1 ≤ u ≤ n) for fixed
rows v one by one:

γu(i) = t(u, v)− (u− i)2, 1 ≤ i ≤ n (4.55)

For example, we consider the family of nine parabolas as shown in the sketch
of Figure 4.8 for v = 2. Parabola γ1(i) ≤ 0, for all i, is not associated with an
object element. Parabola γ2(i) is entirely included in parabola γ3(i) and it does not
contribute to the upper envelope of the family of parabolas. The value of parabola
γ3(3) = 4 is a local maxima in the upper envelope, and it is equal to the value
t(3, 2) in the distance map. Pixel p = (3, 2) is labeled. Note that the computation of
parabolas for non-object elements is unnecessary.

The next step computes the upper envelope for the family of parabolas for fixed
columns u as follows:

γv(j) = t(u, v)− (v − j)2, 1 ≤ j ≤ n (4.56)

We identify all pixels p, where t(p) corresponds to local maxima on the upper en-
velope and where the pixel has been marked during the row scan. For example,

Figure 4.8: Family of parabolas for row [0,1,4,4,2,1,1,1,0].
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γ2(2) = 4 (for u = 3) is a local maxima in the upper envelope, and it is equal to the
value at pixel p = (3, 2) which has a label. Element p = (3, 2) belongs to the set A.

We prove a proposition (derived in this thesis) to justify the selection of elements
of the medial axis.

2. PROPOSITION. Let maxu{t(u, v) − (u − i)2} = envr(i, v), for a fixed row v, and
maxv{envr(u, v) − (v − j)2} = envc(u, j), for a fixed column u. A pixel p = (u, v)
is an element of the medial axis in a 2D discrete space (i.e., p ∈ A) if envr(i, v) = t(u, v),
for 1 ≤ i ≤ n, and envc(u, j) = t(u, v), for 1 ≤ j ≤ n.

Proof. If envr(i, v) = t(u, v), for 1 ≤ i ≤ n ∧ envc(u, j) = t(u, v), 1 ≤ j ≤ n, then
u = i and v = j per definition. We consider (u, v) as center of an elliptic paraboloid
P with height t(u, v) and show that this paraboloid is maximal.

We assume that P is not maximal. Then there exists an elliptic paraboloid such
that P is entirely covered by another paraboloid. Then there exist two parabolas
γu(i) > t(u, v), for a fixed row v, and γv(j) > t(u, v), for a fixed column u. This is a
contradiction. ut

Figure 4.9: Left: Bold numbers are marked after row scan. Right: Elements of medial axis are
labeled with A.

We consider the example in Figure 4.2. In Figure 4.9 on the left, numbers are val-
ues of the upper envelops of parabolas, row by row, and candidates for the medial
axis are bold. The numbers on the right represent values of the upper envelopes of
parabolas column by column and the A’s represent elements of the medial axis.

We discuss some observations with respect to the second definition for a special
example. We consider a digitized disk.

In Figure 4.10, all disks have the same size. Both drawings on the left show the
squared Euclidean distance values. The drawings on the right show the result of
the reverse distance transform. The grid constant cB of disk B is half of the size of
the grid constant of A (i.e., cB = cA/2). The geometric center of disk A coincides
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Figure 4.10: Upper left: d2
e-distance transform of disk A. Upper right: reverse distance trans-

form of A. Lower right: d2
e-distance transform of disk B. Lower right: reverse distance

transform of B.

with the center of one 2-cell. This 2-cell and the four border elements with value
1 in the distance map and in the reverse distance map constitute the medial axis
according to the definition. The geometric center of disk B coincides with a 0-cell in
the frontier of four 2-cells. Only these four 2-cells constitute the medial axis of disk B

(no border elements are in the set of medial axis elements). For the same disk with a
different grid resolution, the results are different in terms of the numbers of elements
of the medial axis and the location of those elements. However, considering the real
location, the 2-cell of the medial axis of disk A in the center coincides with the union
of the four 2-cells of the medial axis of disk B. If we continue to increase the grid
resolution by reducing the size of the grid constant (i.e., cC = cB/2) then the medial
axis of disk C consists of the union of four 2-cells of half of the previous size. If the
grid constant goes to 0 then the medial axis of the disk converges towards one real
point, the geometric center of the disk in continuous space.
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If the number of object cells in one row or in one column is even then the medial
axis in continuous space is between adjacent 2-cells in the digital space.

The example shows as well that the reverse distance transform does not recover
the values of the distance map, because the values of the reverse distance map are
the ordinates of the upper envelope of families of parabolas for integer coordinates.
However, all cells (apart from border elements) which have equal values in the dis-
tance map and in the reverse distance map constitute the medial axis. They are suf-
ficient to recover the whole disks, because only reverse distance transform values
larger than 0 belong to the medial axis.

The medial axis of a digital sphere based on the second definition consists of
one element if the geometric center coincides with the center of one element. In all
other cases, the medial axis of a sphere is a connected component of elements closely
located to the geometric center.

Analogously to the discussions for the calculation of the distance transform and
the reverse distance transform, we can process dimensions, one by one, for the ex-
traction of the skeletal elements. The complexity of the algorithm is O(nk) for k

dimensions, analogously to the reverse distance transform.
(Hesselink et al. 2005) propose a new approach to calculate the medial axis trans-

form. They introduce the so called integer medial axis transform (IMA). They use
the concept of EVA-algorithms to compute the feature transform. The feature trans-
form assigns to each object element the closest non-object elements. An object ele-
ment belongs to the IMA if the distance between its first closest feature and the first
closest feature of its adjacent elements is larger than a given value (normally 1). The
authors compare some properties of IMA with properties of the medial axis trans-
form defined as sets of centers of maximal disks. Elements of the integer medial axis
are connected under certain conditions. More work needs to be done to understand
topological properties of IMA.

4.4 The eccentricity transform

As an alternative to distance transforms, the eccentricity1 transform of components
in 2D images based on its adjacency graphs has been discussed in (Kropatsch et al.
2006) with the goal to explore properties of this transform for shape simplification.
The eccentricity transform assigns to each object element p in a component B the
lengths of the longest shortest α-path to any object element q in B. For example, in
a digitized disk, elements with the maximum value of the d4-distance map coincide

1Eccentricity is defined in graph theory, identifying the radius and the center of a finite connected
graph.
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with central vertices of the adjacency graph where the d4 metric is used.

Figure 4.11: d4-distance map, local maxima labeled with A.

Figure 4.12: Eccentricity map, center vertices are labeled with C.

In Figure 4.11 local maxima labeled with A are identified as being skeletal ele-
ments [Equation (4.52)]. Figure 4.12 shows the same object as in Figure 4.11 where
each object pixel is considered to be a vertex of the adjacency graph; each object
element is labeled with its eccentricity value (based on d4-metric). Center vertices
are labeled with C. This example shows that the set of center vertices (based on
the eccentricity transform) and the set of local maxima of the d4-distance transform
differ in general. The location of the set of all center vertices does not identify the
elongated shape of this particular region.

4.5 Generation of curve-like structures

Above definitions for elements of the medial axis based on distance maps generate
sets of elements which are not connected. We consider, for example, two disjoint
maximal d2

E-disks or d2
E-balls D1 and D2, associated with radii r1 and r2, respec-
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tively, which are adjacent. The distance between the elements of medial axis A de-
pends on the sum of the radii r1 + r2. In our example (see Figure 4.9) a simple
condition could exclude all extracted elements which are border pixels (maximal
disks of one element, could be noise). The remaining elements of the medial axis
would be connected but the original object is not reconstructible anymore.

This simple example shows that the computation of medial axis elements is very
noise sensitive. In general, a postprocessing step is required to connect all elements
of the medial axis. In 2D, the computation of saddle points is useful to generate con-
nectivity (Niblack et al. 1992). The identification of such points in 3D is expensive.
Some authors [e.g., in (Toriwaki and Mori 2001)] use the Euclidean distance trans-
form image as input for a topologic thinning algorithm. Elements of the medial axis
are considered to be non-simple.

Strategies adapted from graph theory could be used to connect the elements of
the medial axis as well. Such strategies consider all elements of one object as a
strongly connected graph and use Euclidean distances between them as weights,
allowing to calculate the minimum spanning tree.

Squared Euclidean distances are used as attributes of vertices and edges in neigh-
borhood graphs and dual crack graphs in (Glantz and Kropatsch 2001). A contrac-
tion of edges in the crack graph is defined that leads to an extended skeleton graph,
and the contraction of the extended skeleton graph leads to an skeleton graph which
is a strongly connected graph.

Even semiautomatic approaches have been discussed in the literature. For exam-
ple, in (Gagvani and Silver 1997) endpoints for skeletal curves are selected manually
and a divide-and-conquer recursion generates elements between those endpoints.

The result in Figure 4.9 is not a simple 1D 8-curve because the object includes a
region with 3 columns of 4 pixels width. The intersection of the parabolas with pos-
itive values is on the edge of two pixels, but per definition all elements of a digital
1D curve are 2-cells. In other words, the resulting skeletal curve is not thin. This
problem appears always if the object includes elongated parts with even column or
row size. Heuristic approaches to solve this problem can be found in the literature.
Normally, they define an additional condition to delete pixels from one direction
from the set of skeletal pixels. The result is a union of simple arcs and curves which
are not at the center. The requests to ensuring unique reconstruction, or to obtain
thin curves are conflicting.
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4.6 Summary

This chapter is a discussion about mathematic models for skeletons, and of the ex-
traction of skeletal elements in binary pictures based on distance transforms. Dis-
tance transforms are linked to a specified metric. Euclidean distance transforms or
squared Euclidean transforms deliver rotation invariant results. Approximations of
the Euclidean metric are more time efficient but less accurate. EVA algorithms for
the squared Euclidean distance transform, the reverse distance transform and the
skeleton extraction are explained in detail. Main advantages in comparison to other
algorithms are

• the option to calculate exact Euclidean distance values,

• the multidimensional transform can be split into separate runs for each dimen-
sion,

• implementations can be done in linear time per dimension; altogether the com-
plexity is O(nk) if n is the number of elements for each dimension and k the
number of dimensions.

Skeleton definitions are not consistent with the medial axis definition for continuous
space. Extracted skeletal elements are not subsets of the points located on the medial
axis in continuous space in general (see Figure 4.10). The main disadvantage is that
medial axes are not connected in discrete space. Further postprocessing steps are
required to generate curve-like structures.




