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Chapter 8: Discussion

The field of genetics has seen tremendous progress over the last twenty years. While the 
first complete genome was only sequenced in 2003 (Collins et al., 2003), it is now common 
to analyse the genetic make-up of tens of thousands and even millions of individuals. The 
increased scale of analyses permits the identification of many small effects contributing to 
disease, but it also requires the development of new methodologies to understand these 
results. The aim of this thesis is to identify and prioritise disease-relevant genes using gene 
expression patterns while carefully considering the influence of methodological choices. 
Molecular traits, like gene expression and methylation, are highly influenced by genetic 
variation (chapters 2 and 6) and cell-type and tissue context (chapters 3 and 4). When the 
context is accounted for, the integration of gene expression with genome-wide association 
study (GWAS) statistics can pinpoint putatively causal genes (chapters 5, 6 and 7). These 
chapters indicate that gene expression is a highly informative molecular layer to interpret 
GWAS hits, but that it is important to consider context-specificity. Many of the observations 
reported in this thesis fit with the recently proposed omnigenic model. In this final chapter, 
I will first describe the omnigenic model, then put each of the chapters in context of that 
model and finally include a perspective on the future of core gene identification.

The omnigenic model

Large-scale genomic analyses were designed to identify genetic regions that could help 
to explain the biological mechanisms underlying common diseases. While it has been 
challenging to identify causal genes and pathways, the studies have provided insights into 
the genetic architecture of many molecular and complex traits. First, it has become clear 
that the heritability of complex traits is spread across thousands of genetic loci, most with 
small effects. Second, genetic variants are often located between genes, and it is not trivial to 
pinpoint the locally important gene. Third, there is increasing evidence that indirect effects 
from genetic variants play a role in the development of a disease. These observations have 
resulted in the idea that many genetic factors play a role in disease, but that they must 
somehow converge onto key processes that lead to disease (Boyle, Li and Pritchard, 2017a). 

The recently proposed omnigenic model formalises this idea (Boyle, Li and Pritchard, 2017a). 
The model postulates that all genes expressed within the relevant tissue are associated with 
the trait and contribute to heritability, but that only a subset of core genes influence the trait 
directly (Boyle, Li and Pritchard, 2017a; Liu, Li and Pritchard, 2019). The foundation of this 
model comes from the observation that thousands of variants contribute to the heritability 
of complex diseases, but that these GWAS hits do not seem to contain highly disease-specific 
information. Trait-associated variants are spread across the entire genome and do not 
cluster in or near disease-specific genes (Boyle, Li and Pritchard, 2017a; GWAS Catalog, no 
date). The SNPs are often located in regulatory and active regions, but among those loci, 
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there is limited enrichment for genes that are specifically active or expressed in a tissue that 
is relevant to the trait (Boyle, Li and Pritchard, 2017a). Finally, while functional annotation of 
GWAS hits often weakly pinpoints the molecular pathways involved in a trait of interest, large 
and broad functional categories explain more heritability than small and specific ones (Boyle, 
Li and Pritchard, 2017a). 

The omnigenic model builds on two widely used models in genetics: the polygenic model, 
which assumes that multiple genes (ranging from ‘a handful’ to all) contribute to the trait (Liu, 
Li and Pritchard, 2019), and the infinitesimal model, which shows that if each genetic variant 
contributes to a trait, the individual contribution of a variant becomes infinitesimally small 
(Fisher, 1918; Barton, Etheridge and Véber, 2017). The omnigenic model has been described 
as a specific case of these models (Boyle, Li and Pritchard, 2017b) that adds two points. 

First, the omnigenic model introduces a distinction between peripheral and core genes to 
account for the apparent lack of biologically informative signal among the thousands of 
GWAS variants (Boyle, Li and Pritchard, 2017a). The distinction between peripheral and core 
genes may not be binary, but core genes are characterised by having a large direct effect 
on the pathways leading to disease (Boyle, Li and Pritchard, 2017a; Liu, Li and Pritchard, 
2019), or more precisely: “We define a gene as a ‘‘core gene’’ if and only if the gene product 
(protein, or RNA for a noncoding gene) has a direct effect—i.e. one not mediated through 
regulation of another gene—on cellular and organismal processes leading to a change in 
the expected value of a particular phenotype.” (Liu, Li and Pritchard, 2019). As such, core 
genes should be easily interpretable. Peripheral genes, on the other hand, may not be clearly 
linked to the trait but do contribute to the total heritability through tissue- or cell type-
specific co-expression networks (Boyle, Li and Pritchard, 2017a). Assuming a high degree of 
connectedness, each peripheral gene will maximally be a few steps away from a core gene 
and, as a result, each peripheral gene will contribute to disease risk (Boyle, Li and Pritchard, 
2017a). In follow-up work, the authors expanded the category of peripheral genes to include 
‘master regulators’: genes that affect many others, for example transcription factors, without 
being core genes themselves (Liu, Li and Pritchard, 2019). 

Second, the omnigenic model describes how molecular mechanisms could lead to the 
apparent paradox of having variants that play a central role in disease contribute only 
a little to disease heritability (Liu, Li and Pritchard, 2019). Negative selection ensures 
that pathogenic mutations with large effects do not become common in the population, 
which leads to the distribution of heritability across many loci (O’Connor et al., 2019). Liu 
et al. propose that, practically, the omnigenic model can be described as local and distal 
genetic regulation of expression levels of core genes, assuming that the variances of these 
expression levels have a linear effect on the phenotype of interest (Liu, Li and Pritchard, 
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2019). Starting from the observation that around 70% of the heritability of gene expression 
is estimated to be explained by trans-eQTLs (Liu, Li and Pritchard, 2019), and that these 
trans effects are typically small, each (core) gene will be regulated by a few strong cis-eQTLs 
and many weak trans-eQTLs. As a result, this model explains why a complex trait with a few 
hundred core genes would be affected by many, if not all, expressed genes.

Limitations of the omnigenic model

Since it first came out, the omnigenic model has spurred much discussion about polygenicity, 
complex traits and whether the concepts of core and peripheral genes are useful (Cox, 2017; 
Faraone, 2017; Franke, 2017; Gershon and Alliey-Rodriguez, 2017; He, 2017; Liu, 2017; Wray 
et al., 2018). Broadly, the commentary on the model can be divided into questions about its 
novelty, accuracy and utility.

Given the widespread acceptance that a polygenic liability model underlies complex traits, 
and that the individual genetic effects on disease become infinitely small as more variants 
contribute, some scholars have wondered ‘What’s new?’ (Cox, 2017; Franke, 2017; Wray et 

al., 2018). While it may have been obvious to some, this perspective serves as a reminder 
that the paradox of having most disease heritability explained by variants that do not 
seem to directly influence the disease is, in fact, expected (Cox, 2017). While not technically 
novel, the authors note that the term polygenic may be interpreted in many ways, whereas 
omnigenic is narrowly defined (Boyle, Li and Pritchard, 2017b). Moreover, the distinction 
between core and peripheral genes in the omnigenic model is elegantly coupled with an 
explanation of how gene expression could reflect these differences (Boyle, Li and Pritchard, 
2017a). The research group that originated the model subsequently modelled the molecular 
consequences of genetic variants on disease to move the discussion out of the abstract (Liu, 
Li and Pritchard, 2019).

The next main critique of the omnigenic model lies in the distinction between core and 
peripheral genes, specifically that the model is an oversimplification of the biology of 
complex traits (Cox, 2017; Wray et al., 2018). The original authors acknowledge that not 
all diseases may have core genes (Boyle, Li and Pritchard, 2017a) and that some genes 
commonly thought of as central to disease biology do not fit their definition of core genes 
(Liu, Li and Pritchard, 2019). The more fundamental criticism, though, is that there is no 
reason to assume that a small set of core genes drives all or even most complex traits (Wray 
et al., 2018). Alternative explanations include a straightforward polygenic model without 
distinction between core and peripheral genes (Wray et al., 2018), a model where genes can 
be more or less ‘core’ (Franke, 2017), a model where not all disease-relevant effects feed into 
the core genes (He, 2017) and one where the interactions between genotype and phenotype 
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play a bigger role than currently accounted for (Faraone, 2017). Indeed, the omnigenic model 
is just that: a model to try to explain some of the surprising observations from GWAS.

The next question is whether thinking about complex trait biology in terms of this model 
is useful. The original authors point out that, at least for schizophrenia, results from whole 
exome sequencing (WES) studies identify rare variants with larger effects that play a direct 
role in disease and point directly to disease-relevant biology (Boyle, Li and Pritchard, 2017a). 
They therefore argued that larger-scale WES for many diseases will be essential to detect 
core genes. While the results for schizophrenia suggest this is a sensible strategy, it is still 
based on a fairly small sample size (Franke, 2017) and other phenotypes do not show the 
same dichotomy between GWAS and WES (Wray et al., 2018). Moreover, GWAS sample sizes 
are much more likely to increase in the short term, and GWAS enable identification of both 
common and, by now, fairly rare genetic variants (Wray et al., 2018). Indeed, it seems too 
soon to shift considerable efforts from GWAS to WES based on the omnigenic model (Wray et 

al., 2018). However, the model also more generally highlights the need to prioritise disease-
relevant genes from highly connected and context-specific gene regulatory networks (GRNs), 
and, as such, research into such GRNs is widely encouraged as a way forward (Franke, 2017; 
Gershon and Alliey-Rodriguez, 2017; Liu, 2017; Wray et al., 2018). 

In summary, while its strict distinction between core and peripheral genes may disregard 
some of the complexities of biology, the omnigenic model provides an intuitive explanation 
of why many GWAS loci do not inform disease biology yet do contribute to disease 
heritability, and thinking about the implications of that paradox can be used to guide 
research. 

This thesis in context of the omnigenic model

The recently initiated International Common Disease Alliance (ICDA) has described some 
of the main challenges for the field of genetics in the coming years (International Common 
Disease Alliance, 2019). While there are many avenues of development, the overarching 
challenge can be summarised as ‘going from genetic maps to molecular mechanisms to 
medicines’ (International Common Disease Alliance, 2019). Given the problems in moving 
from genetic variants to disease-related mechanisms outlined above, the omnigenic model 
may serve as a useful framework to detect the core genes and mechanisms involved in 
complex disease. Here, I would like to illustrate how each of the chapters in this thesis can 
be interpreted in light of the omnigenic model and how they may illuminate the links from 
genetic maps to mechanisms to medicine.

Chapter 2 describes that the genetic architecture of molecular QTLs is different from that 
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of complex traits. In contrast to complex traits, the per-SNP heritability of molecular traits 
is quite high (Figures 2.1C, D), specifically for local effects. However, the heritability of gene 
expression and methylation (average per locus 10% and 19%, respectively, Van Dongen et al., 
2016; Wright et al., 2014) is much lower than that of complex traits (average 59%, Polderman 
et al., 2015). These observations fit within the omnigenic model. GWAS SNPs can have a large 
influence locally on the expression or activity of one or a few genes: these are the cis-eQTLs 
and cis-meQTLs (Figure 8.1, second panel). The rest of the heritability of each gene is spread 
across many small trans effects. However, due to the low total heritability of molecular 
traits, SNPs that have a big effect locally do not necessarily end up contributing much to the 
disease. I believe that this reflects the large degree of molecular redundancy in multicellular 
organisms. From an evolutionary standpoint, it makes sense that molecular pathways are 
robust to fluctuations in some of the components. Because there is a highly connected 
network, the effect of each gene is buffered. The redundancy ensures that large variation 
in any one gene does not undermine the system as a whole. Core genes are fundamental 
and have large effects on disease. It has been observed that genes with less cis-based gene 
expression heritability have larger effects on disease (Yao et al., 2020), suggesting that core 
genes are influenced by fewer cis-eQTLs and more trans-eQTLs as compared to peripheral 
genes. The extensive buffering described in this chapter implies that all genes are regulated 
in a highly complex manner. As such, any one link between a SNP and a gene should be 
evaluated in light of the rest of the network. For example, cis-eQTLs are often ascertained 
to interpret GWAS hits and identify potentially interesting genes. However, it is conceivable 
that the downregulation of the cis-eQTL gene might result in a compensatory upregulation 
of another gene with a similar function, leading to a net balance in the biological pathway. 
For that reason, it is important to be aware that no gene works in isolation when interpreting 
causal variants.

Chapters 3 and 4 describe the best practices for and results of linking DNA methylation and 
gene expression to complex traits like aging, smoking and BMI. The goal of epigenome- and 
transcriptome-wide association studies (EWAS and TWAS) is to identify epigenetic marks or 
genes that are differentially active in individuals with a phenotype of interest (Figure 8.1, 
third panel). While there has been a recent increase in EWAS studies, the method is not 
as widely known and used as GWAS. DNA methylation of CpG sites is the most extensively 
studied epigenetic mark because it is easily testable on a micro-array. In contrast to genetic 
variation, which is largely stable from conception, epigenetic marks can be influenced by 
environmental factors. As a result, EWAS can provide insight into, for example, the link 
between lifestyle and gene regulation. The large majority of EWAS have focused on smoking 
behaviour, and more than 35,000 smoking-associated CpG sites have been identified to date 
(Li et al., 2019). However, unlike genetic variation, epigenetic variation is not (approximately) 
randomly distributed, so associations from EWAS are actually observational correlations 
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between two phenotypes, and these may suffer from ascertainment bias and reverse 
causation (Birney, Smith and Greally, 2016). Moreover, as noted in chapter 3, the levels of 
DNA methylation measured in a sample are influenced by the cell composition (Houseman 
et al., 2012) and genetic variation (Bonder et al., 2016) of that sample. In sum, EWAS have 
identified several thousand associations between DNA methylation and complex traits, but 
their interpretability is limited by small effect sizes and large confounders (Birney, Smith and 
Greally, 2016).

Compared to EWAS, TWAS have more successfully prioritised loci of interest (Gusev et al., 
2016; Mancuso et al., 2017). Initially, sample sizes to run TWAS were also limited to a few 
thousand individuals due to the cost of profiling expression levels. However, the success of 
cis-eQTL mapping led to the ability to predict gene expression levels fairly accurately based 
on genotypes alone. Using this technique, all GWAS cohorts instantly became potential 
TWAS cohorts because it was possible to perform a TWAS without the need for expression 
data (Gamazon et al., 2015; Gusev et al., 2016). TWAS using predicted gene expression data 
(P-TWAS) has two main advantages over the real-data (RD-TWAS) study design: they allow 
for much larger sample sizes and the associations are based on the genetically driven part 
of gene expression and the phenotype, which helps to address the concerns of reverse 
causation. In contrast to measured gene expression levels, predicted gene expression 
is not confounded by the disease status of the individual. P-TWAS have identified many 
gene–disease associations (TWAS hub, no date; Mancuso et al., 2017) and are being used to 
prioritise likely disease-causing genes. Finding such target genes is a crucial intermediate in 
understanding the development of disease (International Common Disease Alliance, 2019).

However, like any association study, TWAS is not a test of causality and there are multiple 
ways that TWAS can lead to false positives (Wainberg et al., 2019). Both P- and RD-TWAS often 
identify blocks of genes without a clear top hit. In RD-TWAS, this can arise from confounding 
and reverse causation, while in P-TWAS, the gene expression prediction is only as good as 
the eQTL data used as input. The correlation structure that exists in real or predicted gene 
expression (when two genes are influenced by one eQTL) can lead to false hits, as can using 
the wrong tissue (Wainberg et al., 2019). In chapter 6, we identified cis-eQTLs for the large 
majority of genes expressed in blood, but many other tissues are not as well-characterised. 
Lastly, almost all studies to date use only cis-eQTL information for prediction while most of 
the gene expression heritability stems from trans-eQTLs. In sum, there are examples of TWAS 
pinpointing disease genes that are not found using GWAS alone (Gusev et al., 2016; Mancuso 
et al., 2017), but it would be naïve to take TWAS prioritisations at face value. By one estimate, 
TWAS is, on average, better at prioritising known causal genes than other ranking methods, 
but not significantly better than picking the gene closest to the original GWAS hit (Wainberg 
et al., 2019). 
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The limited success of EWAS and TWAS in biologically relevant disease genes reminds 
me of what we previously observed for GWAS: large sample sizes directly result in more 
associations, but those associations only show limited functional enrichment for the traits 
of interest. In the context of the omnigenic model, these results seem counter-intuitive: 
one of the assumptions is that the total expression of core genes has a linear effect on the 
phenotype (Liu, Li and Pritchard, 2019), so associations between the phenotype and gene 
expression should in principle be able to identify such core genes (Gusev, 2017). For P-TWAS, 
I believe the likely explanation lies in the fact that only cis-eQTL information is used for gene 
expression prediction (Gusev, 2017). On average, local genetic regulation only explains 
a small part of the total gene expression. As a result, it is only possible to identify core 
genes using predicted TWAS if the genes (1) have high total heritability leading to accurate 
expression prediction based on genotypes, (2) are largely regulated by local effects and 
(3) are located within GWAS loci. More accurate genome-wide gene expression prediction 
based on both cis - and trans-eQTLs will address conditions (2) and (3). Although genome-
wide trans-eQTL detection is not yet feasible, the analysis is one of the plans of the eQTLGen 
consortium. However, I believe that even larger sample sizes are required to improve gene 
expression prediction to the point that TWAS can reliably identify core genes. Until then, fine-
mapping TWAS results may pinpoint the most likely genes (Mancuso et al., 2019). RD-TWAS, 
on the other hand, do not suffer from imputation problems and should directly reflect the 
gene expression of core genes. However, bulk gene expression patterns are decidedly driven 
by the composition of cell types in a sample. Correction for cell counts can help (chapters 3, 
4, 6), but results from EWAS and TWAS often still reflect cell-type effects. As a result, these 
analyses may be able to pinpoint the likely influential cell types, but the core genes within 
that cell type remain elusive. 

In contrast to the association studies described thus far, Mendelian Randomisation (MR) 
sets out to determine causal genes (Figure 8.1, fourth panel). MR leverages the random 
assignment of genetic variation from parents to offspring as a natural experiment to identify 
causal risk factors for diseases (Davies, Holmes and Davey Smith, 2018). For the assumptions 
of MR to hold, the genetic variant must be associated to the risk factor and–only through that 
risk factor–also to the disease of interest (Davies, Holmes and Davey Smith, 2018). In chapter 
5, we describe a new method, MR-link, which uses gene expression as the exposure to 
determine likely causal genes for the concentration of LDL cholesterol in blood. In chapters 
3 and 4, I observed that the prioritisation of causal genes is complicated by both genetic and 
environmental influences (like cell composition) on gene expression. The big advantage of 
finding disease-relevant genes by applying MR to expression levels using gene expression as 
the risk factor is the stronger claim of causality. 
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Figure 8.1 Comparison of local gene prioritisation and association strategies. In genome-wide association studies 

(GWAS), SNPs are associated to the disease of interest (first panel). Traditionally, the gene that is located closest to the 

associated SNP is prioritised (here Gene A). Cis expression quantitative trait locus (eQTL) mapping identifies associations 

between SNPs and the gene expression levels of nearby genes (second panel). If the eQTL SNP is also a GWAS SNP, 

the eQTL gene may be prioritised (here Gene B). Transcriptome-wide association studies (TWAS) link gene expression 

levels to disease (third panel). Gene expression levels may be measured directly or predicted based on cis-eQTLs. Genes 

associated to the disease are prioritised (here Gene B). Mendelian randomisation (MR) tests if genes are causal for a 

disease (fourth panel). The associations between SNP and disease and SNP and gene expression are used to test if the 

SNP affects the disease through its effect on the gene (here Gene B).

GWAS
SNPs are associated to a 
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SNP Gene BGene A
chr. 3
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Controls
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In recent years, there have been many developments in the field of MR, including methods 
that use summary statistics rather than individual-level data (e.g. summary-statistics based 
Mendelian Randomization, SMR (Zhu et al., 2016)), methods that combine measurements of 
different datasets (i.e. two-sample MR) and multi-locus and multi-phenotype MR (Smith and 
Hemani, 2014). Still, most strategies that use gene expression suffer from two problems: 
linkage disequilibrium between the SNPs, which are used as instrumental variables in MR, 
and pleiotropy, where one SNP affects multiple traits independently (Smith and Hemani, 
2014). In chapter 5, we address these issues by leveraging individual-level data on genetics 
and the phenotype of interest. Our method is able to identify a number of plausible causal 
genes for LDL cholesterol levels using blood- and liver-derived eQTLs. Interestingly, the 
causal genes do not overlap between these tissues, a difference that could originate from the 
power difference (the blood eQTLs come from a much larger dataset) or be indicative tissue-
specific mechanisms. 

The omnigenic model may be able to explain why these results diverge. While MR-link does 
not require signals to be genome-wide significant, the method uses summary statistics of 
associations between the genotype and the phenotype, here LDL-C, to run MR. As such, the 
method has most power to detect causal genes in GWAS loci. However, there is no reason 
to assume that core genes are located within these loci. Because it uses GWAS information, 
MR-link will thus only identify what I would call locally causal genes. Undoubtedly some of 
these prioritised genes, like SORT1 for LDL-C, can be classified as core genes. But others may 
simply be genes that are important in the local gene regulation context, without any link to 
the disease. Because GRNs differ between tissues, it is not surprising that the locally causal 
genes identified using gene expression in blood do not overlap with those from liver. It is 
conceivable that a complex trait would have multiple core genes, of which some are active 
in one tissue and others in another context. If that is the case, you would also expect to 
observe non-overlapping core genes prioritised depending on the tissue studied. The point, 
though, is that genes prioritised based on cis-eQTL information and GWAS loci alone are not 
necessarily those onto which multiple GWAS signals converge. Therefore, this method will 
not provide enough evidence to distinguish core genes from locally causal ones. Prioritising 
core genes with MR would require large-scale genome-wide trans-eQTLs in the right tissue 
in combination with a multi-locus genome-wide MR method. These requirements are 
currently not feasible, but even if they were, using gene expression as the risk factor in MR 
often implicates violation of the assumptions underpinning the method, leading to unstable 
predictions. However, finding locally causal genes is still worthwhile to understand gene 
regulation, and using cis-eQTLs from larger sample sizes (e.g. the results of chapter 6) will 
certainly improve the predictions made with MR-link. 



206

In chapter 6, we provide a resource of blood-derived local and distal eQTLs, as well as 
associations between polygenic scores and gene expression. As we tested all SNPs for cis-
eQTLs, we can draw some general conclusions about local genetic expression regulation: 
the expression of most genes is genetically regulated, often by a SNP that is within or near 
the gene, and the effect sizes of cis-eQTLs are relatively large (Figure 6.2). As such, knowing 
about cis-eQTLs helps in understanding the immediate molecular effect of genetic variants 
(International Common Disease Alliance, 2019), specifically if they are GWAS variants. 

However, we and others have recently noted a number of puzzling observations about 
cis-eQTLs, begging the question: How useful is knowledge of local gene regulation when 
interpreting disease associations? Gene expression is often considered an informative 
data layer to interpret how GWAS-identified variants and genes affect the complex trait. 
Therefore, the fact that we identify cis-eQTLs for almost every gene, is a hopeful sign that 
we might be able to provide useful annotation to many GWAS variants. Interestingly, cis-
eQTLs are mostly shared between tissues as diverse as brain and blood (Qi et al., 2018), 
while complex diseases typically manifest in one (set of) organs or tissues. If cis-eQTLs would 
tell us something about these diseases, I would expect that they manifest themselves in a 
more tissue-specific manner. None-the-less, cis-eQTLs could be general and still useful to 
pinpoint disease-relevant locally causal genes. Unfortunately, we observe that only 15.2% 
of top GWAS SNPs are in high LD (r2 > 0.8) with top cis-eQTL SNPs in blood (observations 
from a previous version of chapter 6). While this number seems quite low when compared 
to earlier work, where 52% of trait-associated variants co-localised with an eQTL in one or 
more tissues (GTEx Consortium et al., 2017), it is in line with the limited success of integrating 
cis-eQTLs and GWAS through co-localisation, MR and TWAS-like methods. For example, 
we observed no enrichment in overlap between the putative causal genes identified by 
prioritisation strategies based on cis-eQTLs identified in eQTLGen (in this case SMR (Zhu 
et al., 2016) and transcriptome-wide TWAS (Porcu, Rüeger, Lepik, Santoni, et al., 2019)) and 
DEPICT (Pers et al., 2015), a method that does not rely on cis-eQTL information. It has been 
noted more generally that integration of GWAS with cis-eQTLs leads to a limited number 
of successful results, to the point that gene prioritisation with top cis -eQTLs identifies the 
likely causal gene in 26% of cases and the wrong gene in 21% (Wang and Goldstein, 2020). In 
fact, it is much more reliable to assume that the closest gene is causal (Wang and Goldstein, 
2020). There are a couple of possible explanations why prioritisation with the currently 
known set of cis-eQTLs is not very informative for finding the locally causal (i.e. peripheral in 
the omnigenic model) genes. The 26% and 21% are based on the top cis-eQTL SNP, without 
formally testing co-localisation of GWAS and eQTL signal. Such co-localisation might be able 
to at least decrease the false positives if done correctly, but that is not always true for current 
analyses (Wang and Goldstein, 2020). Co-localisation of cis-eQTL and GWAS signals suffers 
from relatively small sample sizes in eQTL studies, small effect sizes in both GWAS and eQTL 
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studies, and a lack of context specificity. The performance of co-localisation methods also 
depends on their parameters, such as the assumption on the number of causal SNPs in 
the locus. For methods that assume one causal variant, there is better co-localisation when 
multiple conditional cis-eQTLs for one gene are each tested separately (Dobbyn et al., 2018). 
Cis-eQTLs that only occur in a specific context may also be more informative. For example, 
while many of the current cis-eQTLs are shared between tissues, some local regulation may 
only become apparent in a very specific cell type (van der Wijst, Brugge, et al., 2018), upon 
stimulation by cytokines (Li et al., 2016) or when another gene is expressed (Zhernakova et 

al., 2016). Genes with cis-eQTLs that were not shared between tissues in GTEx (i.e. tissue-
specific in this dataset) were more likely to have a large effect on disease (GTEx Consortium 
et al., 2017), indicating that the generic cis-eQTLs are indeed less informative than those 
present in a specific context. However, the question remains whether generic cis-eQTLs 
are truly un-informative for the prioritisation of causal genes. I believe that technical and 
methodological factors may improve these analyses to some degree, but that non-specific 
local gene regulation of non-essential genes is simply present as long as it does not harm the 
evolutionary success of the organism. 

Recent work (Yao et al., 2020) estimates that only 11% of disease heritability is mediated by 
cis genetics, indicating that cis-eQTLs do play some role in disease, but that the majority of 
biological mechanisms leading to disease are not mediated this way. It has also been shown 
that natural selection does not tolerate cis-eQTLs with large effects on disease and that, as 
a result, those cis-eQTLs have a lower cis expression heritability (O’Connor et al., 2019; Zeng 
et al., 2019; Yao et al., 2020). These observations can be interpreted as evidence that, while 
some (context-specific) cis-eQTLs may be useful to prioritise local causal genes, cis-eQTLs 
are of no use to find core genes. We observed that genes without cis-eQTLs are more likely 
to be intolerant to loss-of-function mutations (they have a high pLI score, Figure 2.2A). The 
reverse is also true: genes with a high pLI are depleted of cis-eQTLs across tissues (Wang and 
Goldstein, 2020). It seems that purifying selection does not allow the existence of a local gene 
regulatory effect that dramatically disrupts core gene expression. Similarly, researchers have 
recently come up with an enhancer-domain score (EDS) that indicates the enhancer-domain 
size per gene (Wang and Goldstein, 2020). High EDS genes were enriched among mouse 
and human developmental disease genes across multiple tissues (Wang and Goldstein, 
2020). As with pLI, genes with a high EDS are less likely to be a cis-eQTL gene (Wang and 
Goldstein, 2020). While the EDS shows much overlap with scores that measure conservation 
and natural selection (pLI, RVIS), there are also high-EDS genes with low conservation scores 
(Wang and Goldstein, 2020). This indicates that the lack of biological information from cis-
eQTLs to identify core genes is not only driven by natural selection, but also by redundancy 
in the enhancer-driven GRN (Wang and Goldstein, 2020). 
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In summary, while the scientific community often uses (our) cis-eQTLs to annotate and 
interpret GWAS associations, the lack of discriminative ability between locally causal and 
uninteresting peripheral genes warrants a much more cautious interpretation than currently 
applied. Moreover, cis-eQTLs are depleted in core genes that are highly conserved and highly 
regulated by enhancers (Wang and Goldstein, 2020), suggesting that they add little or even 
negative information for finding core genes. Context-specific cis-eQTLs may very well give 
rise to better prioritisation of local causal genes and possibly also core genes if they are 
located within GWAS loci, but many of the currently available cis-eQTLs are of limited use to 
understanding disease biology.

In contrast, trans-eQTLs are expected to cumulatively contribute more to core gene heritabil-
ity (Liu, Li and Pritchard, 2019). In chapter 6, we confined our analyses to a relatively small set 
of 10,317 genetic variants that were previously associated with complex traits. Even with that 
limitation, genes harbouring mutations that lead to Mendelian disease–a widely used crite-
rion to identify core genes–are enriched for trans-eQTLs from those SNPs (Vuckovic et al., 
2020). Trans-eQTLs, then, are instrumental for the more systematic identification of trait-rel-
evant genes. Trans-eQTL mapping at genome-wide scale will be required to better estimate 
the number of genetic variants affecting core genes, but the current resource already high-
lights disease mechanisms and pathways. Associations between gene expression and the 
combined genetic risk for a trait (eQTSs), are a formalisation of the observation that multiple 
trans-eQTLs converge onto trait-relevant genes. The clearest example is for systemic lupus 
erythematosus (SLE), where multiple independent SLE SNPs have trans-eQTLs on a small set 
of interferon-signalling genes. In fact, 18 out of 23 previously identified interferon-signalling 
genes are affected by at least one SLE SNP. The polygenic score (PGS) for SLE associates to 
those same genes, indicating that the genetic variants have a directionally consistent effect. 
We consider these interferon genes to be likely core genes because the overexpression of 
interferon-regulated genes, also called the interferon signature, is a well-known biomarker of 
patients with SLE (Bengtsson and Rönnblom, 2017). Identifying the downstream target genes 
of genetic variants, one of the ICDA’s aims, is not straightforward (International Common Dis-
ease Alliance, 2019). Still, based on SLE and the many other examples of biologically plausible 
mechanisms described in chapter 6, I believe that distal eQTLs are instrumental in prioritising 
trait-relevant genes that directly affect the phenotype.

However, trans-eQTLs and eQTSs are particularly sensitive to influences of cell composition 
within the sample. If a set of genes is specifically expressed in one (rare) cell type and there 
is a SNP that influences the total number of cells of that type, then bulk-like eQTL analyses 
will conclude that the SNP associates with the expression of that set of genes (Figure 8.2). 
Hundreds of SNPs are known to affect blood cell composition (Astle et al., 2016), so it follows 
that some of the distal eQTLs identified in chapter 6 are driven by cell count rather than 



209

1

2

3

4

5

6

7

8

Chapter 8: Discussion

actual genetic regulation of the gene expression within cells. There are many strategies to 
mitigate the effect that cell composition has on results: correcting for measured or imputed 
cell counts (chapters 3, 4 and 6), correcting for cell composition through principle compo-
nents or PEER factors (chapters 3 and 6), deconvoluting results to assign a cell type to each 
effect (Aguirre-Gamboa et al., 2019; Donovan et al., 2020) and replicating effects in single-cell 
or purified cell type datasets (chapter 6). Each of these methods has vulnerabilities, and even 
after applying several, some of the trans-eQTLs we observed in blood are likely to be driven 
by cell composition. Interestingly, a large number of trans-eQTLs do not completely depend 
on cell counts, but do have a significant interaction with one or more cell counts (Figure 6.S7). 
This indicates that these effects can be observed in multiple cell types, but they are more 
prevalent in one of them. We estimate that at least 25% of the trans-eQTLs identified in chap-
ter 6 are truly intracellular, i.e. not driven by cell composition. These observations may at 
first be discouraging: even in the largest study to date, only a small number of effects tell us 
about ‘real biology’ and it remains challenging to distinguish which ones they are. However, 
it also provides a good starting point to investigate the role of cell type composition and con-
text-dependency on distal genetic regulation (International Common Disease Alliance, 2019). 
Recent advances in (spatial) scRNA-seq have already identified previously unknown cell 
types, cell type specific eQTLs and a remarkable range of inter-individual and inter-cellular 
gene expression variation (van der Wijst, Brugge, et al., 2018). While it may never be possible 
to remove cell composition effects from bulk data, the integration with scRNA-seq will help to 
distinguish signal from noise while using distal eQTLs to identify core genes.
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Figure 8.2 Explanation of how a cell-type dependent trans-eQTL can arise. First panel: A trans-eQTL is observed 

between the genotype (x-axis) and the gene expression of gene X (y-axis). Second panel: The percentage of cell type Y in 

this tissue (y-axis) is also associated with the genotype. Third panel: When confining to the gene expression of gene X 

within cells Y, the association between the gene expression and the genotype is no longer present.
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Indeed, the distal effects identified in chapter 6 are completely in line with the omnigenic 
model: there are many weak signals that can only be detected in a large sample, and they 
are highly context-dependent. As such, the results of this chapter can be interpreted as 
experimental evidence of the model. The existence of eQTS, where the GWAS SNPs up- or 
downregulate a gene in a coordinated manner while individual effects are often weak, 
exemplify in particular how peripheral genes act together on a core gene. Moreover, the 
large majority of significant eQTS genes derive from PGSs of blood-related traits, like cell 
counts or auto-immune diseases. This indicates that we prioritise core genes mostly for 
traits where blood is the relevant tissue, as expected under the omnigenic model, where all 
genes expressed in a disease-related tissue have some effect on the disease (Boyle, Li and 
Pritchard, 2017a). We chose to use blood because it is informative for many (autoimmune) 
diseases and fairly easily accessible, yet with over 30,000 individuals we still lack power to 
detect all distal effects (Figure 6.2). Core gene identification for diseases mediated through 
other tissues (e.g. asthma, schizophrenia, or diabetes) will require similar or even larger scale 
analyses in other tissues. 

While the co-expression of genes in tissue- and cell-type specific GRNs complicates the 
reliable identification of cell-type-independent trans-eQTLs, it is also possible to use these 
GRNs to your advantage when prioritising disease-relevant genes. Much the same as P- 
TWAS, MR-link, and the trans-eQTLs and eQTSs from chapter 6, chapter 7 is an integration of 
GWAS summary statistics and gene expression data. However, here we specifically leveraged 
co-expression patterns between genes across many different tissues. Because peripheral 
genes are expected to (indirectly) affect the expression of a core gene, core genes will likely 
be co-expressed with many peripheral genes. By first identifying locally important GWAS 
genes and then adding such co-regulation information, we prioritised genes that are central 
in the network of GWAS genes for the model trait of inflammatory bowel disease (IBD) 
(Figure 7.1). Interestingly, there was an enrichment for Mendelian disease genes that lead 
to rare forms of gastritis when mutated. Deciding which genes are core is one of the main 
challenges of the omnigenic model, but there is a broad consensus that Mendelian disease 
genes fit the definition (Wray et al., 2018; Vuckovic et al., 2020). As such, the integration of 
GWAS with co-regulation data is a promising strategy to identify the genes that matter most 
for complex traits.

Future perspective

Up to this point, I have discussed what the omnigenic model entails, the main points of 
critique about the model and how the model fits with each of the chapters of this thesis. 
As is so often said: “All models are wrong, but some are useful” (Box, 1979) and, while the 
omnigenic model may not be entirely correct, it is useful to guide thinking about complex 
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disease genetics. However, I have also outlined that it is not straightforward to prioritise 
disease-relevant core genes. If this is such a challenging endeavour, the logical next question 
is whether it is useful for the future of complex genetics, or more broadly for medical 
science, to identify these core genes.

Motivation to identify core genes
First, I would argue that science is defined by trying to gain new knowledge using the 
scientific method, not by the perceived utility of such knowledge. Thus, gaining a better 
understanding of genetic regulation of gene expression, identification of genes that 
contribute to the development of a trait and determining the mechanisms through which 
they do so is valid scientific research in its own right. It should, in my opinion, not be 
necessary to justify curiosity about how things work and I think most scientists simply want 
to know more. Luckily, in the field of complex trait genetics, it is possible to nurture this pure 
curiosity while simultaneously contributing, indirectly, to the clinical care of patients.

The second and more immediate motivation to identify core genes is that they may be more 
likely than other genes to be relevant drug targets for the disease of interest. Pharmaceutical 
companies are spending increasingly large amounts of money on the development of 
new drugs (Cook et al., 2014). Briefly, drug discovery consists of a cycle of understanding 
mechanisms of disease, finding drug targets that play a role in these mechanisms, 
characterising a smaller set of promising leads, formulating them in a way that suits the 
human body and testing them in clinical trials (Swinney and Xia, 2014). Each of these steps 
is time consuming and expensive and there is a high rate of attrition when moving through 
the cycle as drugs fail to pass safety, efficacy and strategy standards (Cook et al., 2014). On 
top of that, a new drug must work better than anything that is currently on the market to 
have a successful uptake and approval by the drug agencies. Because the attrition rate is so 
high, new drugs must not only pay for their own investments, but also for that of the many 
targets that did not become successful. Clearly, this system cannot continue to exist as it 
does today, and pharmaceutical companies are looking for new ways forward. It has been 
shown that drug targets that are backed up with a genetic link to the disease are more likely 
to be successful at the stage of clinical trials (Cook et al., 2014). As a result, research into 
complex trait genetics, and specifically the prioritisation of disease-relevant genes from all 
GWAS summary statistics, is starting to be used to identify target drugs (Barrett, Dunham 
and Birney, 2015), as evidenced by the many pharmaceutical companies with departments or 
collaborations specifically geared towards such gene prioritisation. 

It is against this backdrop of increasingly expensive drug discovery and rapid advances in 
genetic discovery that the identification of core genes becomes clinically relevant. Because 
they play a direct role in disease, modulating their activity with drugs could be the key to 
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treating a host of diseases (Boyle, Li and Pritchard, 2017a; Faraone, 2017). The identification 
of core genes may prove useful in drug discovery in two ways: to find new drug targets and 
to repurpose drugs that are already on the market for different conditions (International 
Common Disease Alliance, 2019). The first strategy may provide entirely novel genes or 
could be employed to pinpoint which of the genes in a known network or pathway should be 
targeted. However, given that core genes are often intolerant to mutations and expression 
variation, they may not tolerate pharmacological intervention without collateral damage. 
Moreover, most core genes will likely not be easily druggable protein kinases. In this case, 
other modalities would need to be developed to adjust the core gene activity, which is yet 
another challenge (Plenge, 2018). The second strategy has the big advantage that existing 
drugs have already passed all tests for efficacy and toxicity, so if they prove effective for 
another disease, patients will quickly be able to use them. While there are undoubtedly 
numerous diseases where it will not be possible to successfully identify drug targets, the 
prospect of finding some by applying the same method to multiple diseases is exciting. 
With that goal in mind, the next challenges are to come up with strategies to identify and to 
(experimentally) prove them.

Strategies and prerequisites to prioritise core genes
Methods
The last years have seen the publication of a large amount of GWAS-based gene prioritisation 
methods, some of which have been used in this thesis: TWAS (Gusev et al., 2016; Mancuso et 

al., 2017), MAGMA (de Leeuw et al., 2015), DEPICT (Pers et al., 2015), (S)MR (Zhu et al., 2016; 
Porcu, Rüeger, Lepik, Consortium, et al., 2019; Richardson et al., 2019), coloc (Giambartolomei 
et al., 2014) and many more. These strategies all assume that the relevant genes must lie 
in or near the GWAS loci. While there are numerous examples of GWAS genes that can 
plausibly be linked to the biology of a trait, core genes are not, by definition, located in the 
GWAS loci. They are, however, at the centre of GRNs where they are (indirectly) connected 
to many of these loci, and that property can be used to identify them. In this thesis I 
describe two strategies that leverage the convergence of GWAS effects: eQTS mapping 
(chapter 6) and Downstreamer (chapter 7). Both methods integrate GWAS results with gene 
expression data, but while the first prioritises genes that are genetically controlled by many 
independent variants across the genome, the second highlights genes that are co-regulated 
with many GWAS genes. These proofs-of-concept have currently been applied in one tissue 
(eQTS mapping) or a small set of traits (Downstreamer), but they do identify genes that 
seem worthy of follow-up investigation. Wider application of these methods will be able to 
prioritise more disease-relevant genes and even if the concept of core genes turns out to 
be too simplistic, these methods showcase the broader utility and continued necessity for 
sharing data, well-powered GWAS and tissue- and cell-type-specific expression datasets.
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Open data
For methods like these to work, data sharing is essential. Due to the privacy-sensitive nature 
of genetic data, it is not common to share individual-level data. One of the exceptions is the 
United Kingdom Biobank (UKB, Bycroft et al., 2018), one of the largest biobanks with genetic 
data in the world, shares individual level data upon proof that the request is submitted 
by a bona fide researcher. All UKB participants have consented to the use of their data 
for scientific research and while the information leaflet provides strategies to keep data 
confidential (“This should prevent identifiable information from being used – inadvertently 
or deliberately – for any purpose other than to support the project.”, UK Biobank, 2010), 
they do not guarantee that participants will remain anonymous. Because of its easy access 
policy, UKB data has been lauded as an extremely useful resource that propelled genetics 
research forward. For example, one research group used the UKB genotypes to run GWAS on 
all phenotypes and made the results available on their lab website (UK Biobank — Neale lab, 
2018). 

For many studies, the consent form does not allow the sharing of individual-level data 
directly. One solution that has been used in many association studies is to share results as 
summary statistics. Summary statistics are association estimates across the entire cohort, 
at times they include an estimate of the confidence, like a confidence interval or standard 
error. Because these results do not report characteristics of individual participants, they 
can be shared and subsequently meta-analysed to attain large sample sizes without privacy 
concerns. While exchanging summary statistics is the quickest and most straightforward 
way to share data, there are some scientific and privacy considerations to keep in mind. 
For example, it is more difficult to accurately account for technical confounders (like batch 
effects and population stratification) and to harmonise data when using summary statistics 
as compared to individual-level data. From the participant privacy point of view, summary 
statistics may give a false sense of security: it has been shown that it is possible to identify 
participation in a cohort given only a fraction of an individual’s genetic data (Homer et 

al., 2008; Cai et al., 2015). However, these methods do not account for the mixture of 
contributors (Egeland et al., 2012), they have less power if the number of cases increases 
(Sankararaman et al., 2009) and they may require genetic correlations (Cai et al., 2015). 
Such ‘identity attacks’ are thus unlikely to happen in practice. Still, the increasing amount of 
(genetic) data sharing both within and outside the scientific domain and the advancement 
of machine learning methodologies may make it theoretically plausible that research 
participants can be re-identified from summary statistics. For that reason, I would argue that 
future studies should follow the lead of the UKB to request informed consent that allows for 
sharing (summary-level) data while safeguarding privacy.
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Fortunately, recent technological advances in cloud-based computing and data encoding 
(e.g. the HASE framework) (Roshchupkin et al., 2016) support large-scale privacy-aware 
collaborations with individual-level data. In federated analyses, each participating research 
group either retains access to only their own data or the data is scrambled in such a way 
that they cannot be reconstructed. These methods will prove useful for researchers that 
wish to make the most out of their individual-level data without sharing it publicly, with the 
additional benefit that the datasets will be harmonised better as compared to summary-
statistics-based meta-analyses. I believe that open science, which includes sharing individual- 
and summary-level data, code and results, is vital for the future of human genetics research. 

Large-scale and diverse GWAS
One of the types of studies that have already benefitted from extensive data sharing is 
GWAS. Sample sizes in over 1 million individuals are now increasingly common by combining 
specific trait-related cohorts with data from large biobanks like Lifelines, UKB, FinnGen and 
Biobank Japan. Even with these sample sizes, the results have not reached a plateau: these 
GWAS still detect many novel rare and small effect genetic variants (Evangelou et al., 2018; 
Lee et al., 2018; Nielsen et al., 2018; Timmers et al., 2019). The fact that so many variants 
contribute to a trait is key in the concept of the omnigenic model and, while it sounds 
paradoxical, identifying more genetic variants will also be key in identifying core gene. 
Both eQTS mapping and Downstreamer rely on the availability of summary statistics from 
well-powered GWAS to reliably prioritise genes, because they provide more accurate effect 
estimates. Similarly, we made all summary statistics from the eQTLGen Consortium publicly 
available to ensure that the eQTL results be accessed and used easily. 

In addition to their use for gene prioritisation, GWAS are also the starting point for the 
calculation of PGSs. While they are currently still mostly in the realm of scientific research, 
PGSs are slowly making their way into the clinic, where they exemplify the future of 
personalised medicine (Torkamani, Wineinger and Topol, 2018). PGSs can be used for patient 
stratification and prediction of drug response (International Common Disease Alliance, 2019). 
It has been shown that people with the highest PGS for a number of complex traits, like 
coronary artery disease and breast cancer, have a combined genetic risk that is comparable 
with that of known monogenic mutations (Khera et al., 2018). Individuals with higher PGSs 
also typically have an earlier onset of disease (Mars et al., 2020). These observations suggest 
that these individuals might benefit from (earlier) screening and intervention, to prevent 
the development or delay the onset of disease. Moreover, genetic information, and more 
specifically PGS, may be used to predict drug response. For example, individuals with bipolar 
disease and a low PGS for major depression were more likely to react well to treatment with 
lithium (Amare et al., 2020). Next to these clinical implementations, improved calculation of 
PGS will also allow for the study of how the genetic information that parents did not transmit 
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to their children may still affect them, through a fascinating mechanism called genetic 
nurture (Kong et al., 2018; Schnurr et al., 2020). In summary, increasing sample sizes in GWAS 
will be essential to prioritise disease-relevant genes and to calculate PGSs for clinical and 
research aims.

Currently, GWAS are still overwhelmingly based on individuals of European descent 
(Martin et al., 2019), which means that any follow-up work, like PGS calculation and gene 
prioritisation, will perpetuate that bias. While GWAS loci are regularly shared between 
populations, their effect sizes can differ quite substantially. For example, the correlation 
between type II diabetes-related variants in European and East-Asian populations is only 
0.55 (Spracklen et al., 2020). This heterogeneity could derive from actual differences in effect 
size or from differences in LD structure and minor allele frequency (Ishigaki et al., 2020). If a 
locus is replicated across populations, these LD patterns can be leveraged to narrow down 
the associated area and identify the causal variant(s) (Ishigaki et al., 2020). However, there 
is some evidence that the effect sizes truly differ, which leads to the intriguing question 
whether core genes are shared between populations. While I would hypothesise that core 
genes are universal, the moderate correlation between effect sizes could indicate otherwise. 
To investigate this question and to ensure that GWAS-driven advances in precision medicine 
do not widen the health disparities already present between populations, it is important to 
perform GWAS in large non-European cohorts.

Tissue- and cell-type-specific gene expression datasets
While GWAS clearly play a big role in discovering potentially disease-relevant genes and drug 
targets, other molecular data layers are required to zoom in to the tissue(s) and cell types 
involved. Many gene prioritisation strategies, including those presented in this thesis, use 
gene expression, because it is the most direct link between genetic variation and disease 
phenotypes. A number of current initiatives showcase how we can attain both the sample 
size and tissue-specificity that is required for gene prioritisation. The GTEx consortium 
provides a resource of gene expression in 54 tissues, with tens to hundreds of donors per 
tissue (Ardlie et al., 2015; Melé et al., 2015; Aguet et al., 2017, 2019). While the samples were 
procured post-mortem from a relatively small number of donors, the resource allows for 
comparisons between tissues, which has played an important role in understanding that 
cis-eQTLs are often shared between tissues (Qi et al., 2018), while trans-eQTLs are more 
tissue-specific. Other projects have specifically focused on one tissue, such as adipose tissue 
(METSIM, n = 770, Laakso et al., 2017; TwinsUK, n = 766, Glastonbury, Couto Alves, El-Sayed 
Moustafa, & Small, 2019), brain (PsychENCODE, n = 1,866, Wang et al., 2018; the forthcoming 
MetaBrain, n = 6,661) and liver (n = 588, Strunz et al., 2018). Blood is the most easily 
accessible and therefore most studied tissue, which is why it was possible to collect data 
from so many individuals for the meta-analysis in eQTLGen (n = 31,684). In order to identify 
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trans-eQTLs and eQTS, the distal effects most likely to prioritise core genes, we will need 
gene expression datasets of similar sample sizes in different tissues. Similarly, we will need 
tissue- and cell-type specific cis-eQTL to investigate the utility of generic and context-specific 
local regulation for understanding disease biology. Other methods, like Downstreamer, rely 
only on co-expression patterns, so it can leverage publicly available samples in databases 
like the European Genome-Phenome Archive (Deelen et al., 2019). Publicly available datasets 
require a lot of quality control, but because it is possible to extract genotypes from already 
existing RNA-seq profiles, it could be the quickest way to gain larger tissue-specific sample 
sizes. 

Having large tissue-specific datasets will be especially useful to answer the question whether 
core genes are tissue-specific, as posited by the omnigenic model, or whether they may 
sometimes be shared between tissues and organ systems. These observations may in 
turn have implications for the druggability of such genes. Celiac disease is a well-studied 
disease where (at least) two tissues are thought to be involved; the intestines play a role in 
the uptake of gluten and blood acts in the immune-activation of the disease (Lundin and 
Wijmenga, 2015). If it would be possible to prioritise core genes based on blood and gut gene 
expression, would we then observe two completely independent gene sets? Recent work 
on prioritising locally causal genes in celiac disease using blood gene expression identifies a 
number of promising immune-related genes (Graaf et al., 2020), and I would hypothesise that 
similar work on gut expression would highlight other genes. 

By now it is clear that blood gene expression is often dramatically influenced by its cell 
composition, which means that some caution is warranted in gene expression-based gene 
prioritisation. Other tissues are expected to suffer from the same mechanism. For that 
reason, studies that employ single-cell RNA-seq (scRNA-seq), the gene expression profiling 
of individuals cells, are becoming more influential. ScRNA-seq can be used to detect new 
cell types (MacArthur, 2019), to deconvolute eQTLs to the cell type they derive from (van der 
Wijst, de Vries, et al., 2018) and to investigate which genes are expressed where physically 
(Achim et al., 2015; Satija et al., 2015). In terms of gene prioritisation, scRNA-seq will help 
to identify and characterise core genes that act within cell types. Some genes may only be 
active in very rare or specific cell types, which you can only investigate using a hypothesis-
free method like whole genome scRNA-seq, as opposed to profiling an isolated pre-defined 
cell type. While the technological advances in this field, both laboratory- and algorithm-
based, follow each other up swiftly, the data from each cell is quite noisy (chapters 4 and 6). 
Given limited resources, a scRNA-seq experiment is always balanced between sequencing 
the individual cells deeply for good coverage or sequencing more individuals in the study. 
It has recently been shown that, once a basic coverage per cell has been achieved, adding 
more individuals provides the biggest gain in statistical power to identify eQTLs (Mandric 
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et al., 2019). Even with that balance in place, scRNA-seq remains an expensive technique. 
To achieve the sample sizes where the signal-to-noise ratio improves, multiple groups have 
therefore decided to work together within the Human Cell Atlas and sc-eQTLGen consortia 
(Rozenblatt-Rosen et al., 2017; van der Wijst et al., 2020). These collaborations are exemplary 
for successful genomic science today: the input data is shared to attain a large sample size, 
the analyses are validated between all research groups and the results are made publicly 
available. 

Downstreamer and eQTS mapping are just two of the undoubtedly many potential ways to 
identify core genes from GWAS without requiring that those genes lie within GWAS loci. For 
example, there may be a way to leverage the observation that core genes have a higher total 
gene expression heritability as compared to the other (peripheral) genes associated to a 
disease. Maybe gene networks based on other molecular data layers, like methylation, could 
point to highly connected genes central to the disease. In general, open science, large GWAS 
including rarer diseases, and accessible (single cell) expression datasets are all fundamental 
ingredients if the aim is to identify disease relevant drug targets. 

Strategies to prove core genes
Once you have obtained a set of interesting genes, the next step is to prove that they are 
core genes. That challenge encompasses two questions: How do you prove that a given 
prioritisation strategy is successful in identification of core genes? How can you say, with 
some degree of certainty, that a gene is core to the biology of a disease? 

Proving the efficacy of gene prioritisation is usually tackled by simulation or by comparing 
the highlighted gene set to some kind of benchmark. Simulations can be extremely useful, 
but they always suffer from the fact that the simulator includes their assumptions about 
the data in their simulation. As is apparent from the debate following the introduction of 
the omnigenic model, people make different assumptions about the biological ‘truth’ that 
underlies observations from association studies. 

On the other hand, we lack a benchmark dataset - a set of true causal genes (whether based 
on GWAS loci or omnigenic insights) that can be used to see how a strategy measures up. 
Mendelian disease genes are generally considered core genes (Boyle, Li and Pritchard, 
2017a; Wray et al., 2018). These genes harbour mutations that lead to rare monogenic 
conditions, so by definition they have a large and direct effect on disease. Of course, even 
this seemingly straightforward group of genes is more complex than meets the eye. Many 
apparently healthy individuals harbour mutations in these genes without enduring the 
consequences we typically associate with them (Lek et al., 2016), and the heterogeneity 
between individuals with the same mutation is extremely large (i.e. reduced penetrance). 
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None-the-less, Mendelian disease genes play a fundamental role in human biology, which 
is why we and others have used them as a benchmark (Freund et al., 2018; Barbeira et al., 
2020; Wang and Goldstein, 2020). Other potential benchmark genes include known drug 
targets (Picart-Armada et al., 2019), those with experimental evidence of their involvement 
in disease, genes whose molecular mechanisms are described in literature and genes with 
high rare variant burdens identified in exome-wide association studies (Barbeira et al., 2020). 
While it is possible to individually go through literature, GWAS hits, drug databases and the 
OMIM and DDG2P gene lists (Boyadjiev and Jabs, 2000; Wright et al., 2015; Fauman, 2020), it 
is apparent that there is a need for a community-wide gold standard for testing purposes: if 
you can validate these known genes, the novel prioritisations you find also get more weight 
(International Common Disease Alliance, 2020). 

In my thesis, I have observed that different methods aiming to achieve the same goal 
often come up with widely different results, specifically when using cis-eQTLs for gene 
prioritisation. I would therefore expect that, even when using a community-built gold 
standard as benchmark, local (but also to some extent core) gene prioritisation strategies 
will not show full overlap of genes. If true, such observations are of course disappointing. 
However, it showcases the importance of approaching one question in multiple ways 
(Munafò and Davey Smith, 2018; Barbeira et al., 2020) and also, maybe even more 
importantly as a researcher, that there will always be reasons for variation that we do not 
understand (Blastland, 2020).

The second challenge in proving core genes lies in their biological validation. No matter how 
many simulations, triangulations, or data layers you use to prioritise a gene, no strategy 
will be able to replace laboratory experiments to show, in vitro or in vitro, if the prioritised 
gene indeed affects the (disease) mechanism as predicted. Much of the work presented in 
this thesis is hypothesis-free and, if we observe interesting patterns in the data, it results 
in hypothesis-generation that still awaits experimental validation. One of the most exciting 
recent developments in genomics is CRISPR-based techniques that can very specifically 
introduce single-nucleotide edits (i.e. base editors) or knock down the expression of a gene 
(Jinek et al., 2012; Cong et al., 2013; Larson et al., 2013). For the example of IBD described 
in chapter 7, there is substantial circumstantial evidence that TNFAIP3 is a core gene, but 
experimental evidence could strengthen this claim. Ideally, CRISPR would be used to knock 
down expression of these genes in a Caco-2 intestinal epithelial cell line, followed by an 
assessment of the effects on the transcriptome, proteome and cell morphology. 
Another interesting follow-up could be to culture induced pluripotent cell from individuals 
with naturally very high and very low polygenic risk for IBD. You could develop a gut-on-a-
chip (Moerkens et al., 2019) from these cell lines and compare levels of the inflammatory 
marker CRP and the expression levels of TNFAIP3 in all cell types between the two mini-guts. 
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These are just examples, but because experimental work is often time- and resource-
intensive, they illustrate how important it is to have a testable hypothesis before carefully 
designing and performing these experiments. While I believe that experimental validation 
carries more weight in proving whether a gene is causal, it would not be surprising if the 
knock-down of any one gene, core or peripheral, has measurable repercussions on the 
transcriptome or proteome. Indeed, it is not trivial, even in vitro, to determine whether a 
gene has consequences that make it unequivocally core, and we will likely never be able to 
definitively prove the existence of core genes for any trait. Yet, if a gene is prioritised, ideally 
by multiple methods, experimentally validated and used as a successful drug target, we will 
have met the goal of going from maps to mechanisms to medicine.



220

Take home messages

I would like to conclude the discussion of this thesis with a number of take-home messages 
that I hope may provide useful to others. 

1. One method is rarely sufficient to prioritise locally causal genes, let alone core genes.
2. Cell composition likely influences most bulk gene expression studies, but certainly those 
that investigate gene expression in blood.
3. We need to continue to collaborate on large-scale (non-European) GWAS and tissue-
specific datasets if we wish to use gene expression for identification of core genes.
4. Local gene regulation may only be trait-relevant if it is context-specific.
5. When used in the right context, Mendelian Randomisation can prioritise local causal 
genes.
6. While the omnigenic model probably simplifies the complexity of biology, it is a useful 
guideline to think beyond GWAS loci for gene prioritisation.
7. Core genes or their immediate neighbours will likely be useful as drug targets.
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