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Chapter 1: Introduction

Role of genetics in complex traits

Let me start with a cliché but nonetheless true statement: everyone is unique. People 
differ with respect to their lifestyle, personality, beliefs, looks, and health. The observable 
characteristics of an individual, known as their phenotype, arise from a combination of 
environmental and genetic factors (or genotype). Genetic information is stored in DNA, 
and, while humans share 99.9% of their DNA, the variation in the remaining parts influences 
everything from height to disease risk.

Indeed, many thousands of diseases and disorders are (partially) determined by genetic 
factors (Buniello A, et al. 2019). On one end of the spectrum are monogenic or Mendelian 
conditions: these are defined as being caused by mutations in a single gene. In the most 
extreme case of highly penetrant autosomal dominant mutations, if a child is born with 
such a mutation, they will have a high chance of developing the disease. On the other end 
are complex diseases, where a combination of environmental factors and up to thousands 
of genetic risk alleles together increase the risk of developing the disease, without being 
deterministic. For example, someone may have a high genetic risk for coronary artery 
disease, yet will never develop any heart problems. While there are many types of genetic 
variation, including copy-number variation, insertions, deletions and translocations, single 
nucleotide polymorphisms (SNPs) are the most widely studied class and make up the 
majority of known genetic variation. 

In the last two decades, the costs to perform SNP genotyping experiments have decreased 
dramatically. As a result, it is now possible to compare groups of individuals with and without 
a complex disease and find out if any commonly occurring SNPs are more prevalent in one 
of the groups. Testing for association between disease status and the genotype of many 
genetic variants simultaneously is called a genome-wide association study (GWAS). The 
earliest successful GWAS included genotypes of 96 individuals with age-related macular 
degeneration and 50 healthy control subjects. The researchers investigated whether any 
of the ~116,000 tested SNPs were more often present in the case group as compared to 
controls (Klein et al., 2005). Since that early study, the number of tested SNPs and sample 
sizes have gone up substantially: recent GWASs include over a million individuals, while 
studying millions of SNPs simultaneously. Such large-scale studies can identify genome-wide 
hits for hundreds of independent SNPs (Evangelou et al., 2018; Lee et al., 2018; Nielsen et 

al., 2018; Timmers et al., 2019). Aside from diseases, other complex traits, such as height, 
dietary preferences and educational attainment, are now regularly being investigated in large 
biobanks like UK Biobank and Lifelines (Stolk et al., 2008; Bycroft et al., 2018). 

A number of factors influence the success of a GWAS: the study sample size, the genetic 
architecture of the trait (i.e. the allele frequency and effect size distribution of causal 
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alleles), which SNPs are being tested, the phenotypic heterogeneity of the trait, and how 
many of the trait-associated SNPs are present in the study population (Visscher et al., 2017). 
A successful GWAS identifies multiple significantly associated SNPs and provides an unbiased 
estimate of their effect sizes. GWAS are hypothesis-free: you test all available SNPs for 
association with a disease, without selecting loci of interest based on prior information. 

The combined effect of all genetic factors on the variability in the phenotype is called 
heritability. Heritability can be estimated in a number of ways, for example by looking at 
phenotypic similarities between monozygotic twins (i.e. with the exact same DNA) who were 
raised apart. As a result, we now have a pretty good estimate of the heritability for many 
complex traits. SNP heritability is the proportion of genetic heritability of a trait that can be 
explained by the information contained in the genotyped and imputed SNPs. SNP heritability 
estimates are typically lower than full heritability because genotyping platforms interrogate 
only a million SNPs directly and therefore do not capture all existing SNPs. On top of 
that, other classes of genetic variation are not taken into account when calculating SNP 
heritability. SNP heritability estimates also depend heavily on the method of calculation (Hou 
et al., 2019). For a number of years, GWAS would only identify a handful of SNPs per trait, and 
their combined effect did not add up to the estimated heritability (Maher, 2008; Manolio et 

al., 2009). This problem of ‘missing heritability’ was partly resolved first by simulation (Yang 
et al., 2010) and later by using real data (Wainschtein et al., 2019) on height, a widely used 
model complex trait. Height is highly polygenic and traditional heritability estimates are very 
accurate because height can be quantified precisely and cheaply. These studies show that 
by combining information from all SNPs, and not just the statistically significant ones, the 
majority of estimated heritability can be explained.

Because complex traits are influenced by many genetic factors, individual SNPs or genetic 
loci generally play a small role in the development in these traits. However, if you sum up 
the number of risk alleles from all associated SNPs, you can calculate a polygenic score (PGS) 
for each individual who has been genotyped. A PGS reflects the genetic ‘risk’ of developing 
a disease or trait: they are the best predictor of a phenotype based on only genetic 
information. As more trait-associated SNPs are identified, and their effect sizes estimated 
more accurately, a PGS becomes better at predicting a phenotype. If you can successfully 
predict a phenotype based on genotype, you can use PGSs to identify individuals with an 
increased risk as compared to the general population. Patient stratification into high and low 
risk groups based on their PGS is gaining traction, and these approaches will likely be used to 
improve clinical care in the near future (Khera et al., 2018).

In summary, GWAS have been tremendously useful for obtaining unbiased SNP estimates, 
gaining information on the genetic architecture and heritability of a trait, and predicting 
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Chapter 1: Introduction

phenotypes from genotype through PGS. However, there is one big caveat in these 
estimates: most GWAS are performed on individuals of European descent (Martin et al., 
2019). Genetic loci segregate differently across populations, which means that SNPs may 
have different allele frequencies and different effect sizes in non-European populations. As 
a result, many trait-associated SNPs that are more prevalent in non-European individuals 
remain unidentified (Wojcik et al., 2019). Moreover, the efficiency of phenotype prediction 
and the subsequent successful clinical implementation of PGS depend heavily on the 
population used to identify the trait-associated SNPs, emphasizing the need for more 
diversity in GWAS populations (Duncan et al., 2019; Martin et al., 2019).

Nevertheless, GWAS have identified thousands of disease-linked genetic variants (Buniello 
A, et al. 2019). These variants have provided some insight into the development of diseases, 
but two problems hamper better understanding of the molecular mechanisms leading to the 
phenotype. 

First, genetic variants do not operate in a vacuum. Recombination (where chromosomes 
of a pair break in the same place, cross-over and recombine with the other chromosome) 
causes parts of the DNA to segregate independently. Conversely, genetic variants within 
the same block of DNA will be linked and therefore contain overlapping information. 
If two variants always segregate together in a given population, they are said to be in 
complete linkage disequilibrium (LD). In GWAS, association signals are often attributed 
to a genetic locus that contains multiple genetic variants. One of those SNPs will be most 
significantly associated to the trait under investigation, but prioritising a single causal variant 
per locus is not straightforward because of LD patterns. On top of that, there might be 
multiple independent causal variants per locus. Knowing the causal variant(s) would allow 
investigation into the precise mutation that contributes to disease. Statistical fine-mapping 
strategies have had some success in identifying causal variants for several common diseases 
(Maller et al., 2012; Farh et al., 2015; Westra et al., 2018). Recently, it has also become feasible 
to introduce single-base edits into the genome in vitro using a combination of components 
of the bacterial CRISPR system (Rees and Liu, 2018). Using this technique, it is possible 
to confirm a putative causal variant by experimentally validating its effect on expression. 
Prioritisation using a statistical framework followed by an experimental read-out of the effect 
of the SNP in cells will likely result in a reliable characterization of the causal variant(s) in a 
locus. 

While these methods may prioritise genetic variants and loci, they do not necessarily point 
to the causal gene. The large majority of GWAS SNPs are located in non-coding regions of 
the genome, meaning outside gene bodies or in the intronic regions of genes (Edwards et 

al., 2013). In addition, the associated locus often contains multiple genes. The inability to 
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link GWAS SNPs to causal genes directly is the second reason that it is challenging to obtain 
a molecular understanding of a phenotype from association statistics. In this dissertation, I 
use gene expression information to prioritise likely causal genes in order to take a step in the 
direction of molecular insights into disease.

Linking genetic information to gene expression

Gene expression, or gene activity, is a measure of how often a gene is being transcribed 
from DNA to RNA within a cell or tissue. RNA levels can be measured using a microarray 
chip or using RNA-sequencing (RNA-seq). While the microarray chip is less expensive, 
allowing for gene expression profiles from more samples, it requires a priori knowledge on 
the transcripts you expect in the sample. Nowadays, the RNA-sequencing approach is more 
commonly used as it provides information on the number of each RNA transcript as well as 
on the sequence of these transcripts. 

RNA transcripts are translated into proteins, the building blocks of a cell. The unidirectional 
informational flow from DNA to RNA to protein is often referred to as the central dogma 
(Strachan and Read, 2011). Because a liver cell needs to function differently from a lung 
cell, they will have activated different transcriptional programs that control the level of 
RNA expression and the subsequent translation to proteins (Ardlie et al., 2015). These 
transcriptional programs are broadly similar between the liver cells of all individuals. As 
such, it is possible to find differentially expressed genes by comparing the average gene 
expression levels of healthy individuals with those of patients (Costa et al., 2013). Because 
these genes are specifically up- or downregulated in patients, they may give clues to the 
aetiology of the disease.

Common genetic variants, such as those identified in GWAS, can also affect gene expression 
levels (Cheung and Spielman, 2002). If a genetic variant affects the level of expression, the 
combination of the SNP and the gene it influences is called an expression quantitative trait 
locus (eQTL). Following the ‘central dogma’ sequence, such up- or downregulation of gene 
expression may lead to altered protein levels (Liu and Aebersold, 2016) and ultimately 
influence the onset of a disease. Many individuals who carry risk alleles for common disease 
do not go on to develop that disease, but we can still observe effects on gene expression in 
these people. As such, investigating the influence of genetic variation on gene expression 
levels in healthy individuals can help to understand the biological mechanisms at play in 
disease.

QTL mapping was initially introduced in plant and animal research to identify genetic loci that 
influence quantitative traits of economic importance for breeding programs (Young, 1996; 
Jansen and Nap, 2001; Haley, 2002). The advent of both genotyping and expression profiling 
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technologies launched investigations into the link between genetic variation and expression 
levels in humans in the context of disease (Cheung et al., 2003; Dixon et al., 2007; Emilsson 
et al., 2008). eQTL mapping is very similar to GWAS in procedure. You test for association 
between genotypes and phenotypes, while assuming that the expression levels of a certain 
gene reflect a phenotype of interest. As a consequence, a genome-wide association study 
can be conducted for each gene. A significant eQTL can be visualized as a box plot showing 
the expression level of a gene across individuals with homozygous reference, heterozygous 
and homozygous alternative genotypes, respectively (Figure 1.1, lower panels).

A SNP that influences the gene expression level of a nearby gene is called a cis-eQTL (Figure 
1.1, left panel). Cis-eQTL SNPs are thought to often directly influence gene expression. For 
example, the genotype at the cis-eQTL SNP location could influence the binding affinity of the 
RNA polymerase protein complex and thereby impact the expression of the gene. Indeed, cis-
eQTL SNPs are often located within the gene body or promotor region of the gene (Chapter 
6). It has recently also become possible to observe indirect, or trans, effects, where the SNP 
is located far away from the gene, and the SNP and gene can even be located on different 
chromosomes (H.-J. Westra et al., 2013, Figure 1.1, right panel). A typical scenario for how a 
trans-eQTL could arise is that the SNP locally affects the expression of a transcription factor 
(TF) and as a result all the genes regulated by the TF protein are up- or downregulated (i.e. 
they have higher or lower gene expression). 
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Figure 1.1 Cis- and trans- expression quantitative trait loci (eQTLs). An eQTL is the combination of a single nucleotide 

polymorphism (SNP) and the gene whose expression it influences. Cis-eQTLs are characterised by the small distance 

between the SNP and the gene, indicating they are part of one regulatory unit with a direct effect (top left). The effect 

of the SNP genotype on the gene expression is usually large in cis-eQTLs (bottom left). In trans-eQTLs, the SNP has an 

indirect effect on the gene and may therefore be located on a different part of the genome (top right). As a result, the 

effect size of trans-eQTLs are usually much smaller (bottom right).
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Understanding gene regulation is useful on its own, but it becomes more relevant when it 
also has implications for the development of (complex) diseases. Cis-eQTLs describe gene 
expression regulation locally, while trans-eQTLs represent the indirect and more downstream 
effects of variations in SNP genotype. Such downstream regulation is likely to be more 
informative for disease, because trans-eQTLs often converge onto a smaller set of genes that 
are at the core of a disease (Chapter 6, Vuckovic et al., 2020). However, trans-eQTL effects 
have such small effect sizes that large sample sizes are required to detect them (Westra et 

al., 2013). In order to use knowledge of gene expression regulation to find the trait-relevant 
genes, it is thus important to assess a suitably large number of individuals. 

However, it also important to look at the right tissue. Gene expression differs substantially 
between tissues and cell types, in line with their various functions (Hsiao et al., 2002). 
This difference in expression levels does not necessarily imply that the genetic regulation 
driven by common genetic variation must also vary across tissues: a gene can be expressed 
at different levels in different tissues yet always be downregulated in the presence of 
a particular SNP. The genotype-tissue expression (GTEx) consortium compares gene 
expression across 49 tissues from a few hundred individuals to investigate to what extent 
gene regulation is shared across tissues (Aguet et al., 2017). We now know that cis-eQTLs are 
often shared between tissues and their effect sizes are highly correlated (Aguet et al., 2017; 
Qi et al., 2018), but there are examples of cis-eQTLs having opposing effects between blood 
cell types (van der Wijst et al., 2018). Trans-eQTLs, on the other hand, are estimated to be less 
shared (Chapter 6, Aguet et al., 2017), which could be explained by tissue-specific enhancer 
or TF activity. However, the small amount of overlap in trans-eQTLs could also be a result of 
the currently limited power to detect these effects in non-blood tissues. 

The aim of this thesis is to identify and prioritise complex trait genes using gene expression 
data. A number of methodological considerations regarding context-specificity arise when 
using gene expression data for this purpose. Therefore, the first chapters are dedicated 
to methodologies in gene-expression-based gene discovery. The subsequent large-scale 
gene discovery studies use those methodological insights to account for tissue and cell-type 
specificity and zoom in on core genes for complex traits.

In Chapter 2, we compare the effect of genetic variants on molecular traits, like gene 
expression and DNA methylation, with the impact on complex diseases. While some SNPs 
have large effects on local gene expression and methylation, this often does not translate to 
large effects on disease. In this chapter, we show that distal effects have smaller effects, and 
we hypothesise that they are closer to disease on a scale of trait-complexity.
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Chapter 3 is a comparison of the effect of methodological choices when associating gene 
expression or DNA methylation to phenotypes. By testing one change from the basic 
analysis settings at a time, this chapter gives recommendations for the normalisation, 
covariate correction, and statistical tests that give the most robust results in epigenome- and 
transcriptome-wide association studies (EWAS and TWAS, respectively).

Chapter 4 describes the prioritisation of age-related genes in blood. We observe that an 
uncorrected association analysis between age and gene expression gives rise to associations 
that are driven by cell composition in blood rather than intracellular aging mechanisms, 
because cell proportions in blood are known to vary with age as well. Correcting for cell 
proportions allows for detection of genes that more likely play a role in aging.

In Chapter 5, we develop a new method, MR-link, to assign putative local causal genes 
for complex traits. Mendelian Randomisation (MR) is a statistical technique to move 
from correlation to causation. The technique can prioritise genes when applied to gene 
expression, but it suffers from confounding by LD patterns and pleiotropy. MR-link addresses 
these issues and is able to retrieve known causal genes for low-density lipoprotein levels.

Chapter 6 is the largest study thus far linking genetic variation to gene expression levels 
in blood. We collected data from 31,684 individuals to identify cis-eQTLs, trans-eQTLs, and 
associations between PGSs and expression. We show that nearly all genes (88%) are locally 
regulated and that distal regulation by trait-associated SNPs is very prevalent. Although these 
trans-eQTLs are smaller and indirect, SNPs related to one trait often converge on a set of 
genes that is relevant for that trait. In line with that, we find that combined genetic risk (PGS) 
significantly associates to the expression levels of driver genes. Most results pertain to blood-
related traits like autoimmune diseases or cell counts. However, replication in other tissues, 
purified cell types, and single-cell RNA-seq indicates that a large fraction of these trans-eQTLs 
is not driven by blood cell composition. 

In Chapter 7 we take a different approach to finding the most relevant genes to a trait: we 
integrate summary statistics from GWAS with gene co-expression patterns across many 
different tissues. We hypothesise that genes that are co-regulated with many GWAS genes 
should play a central role in the development of the disease or trait. We use height and 
inflammatory bowel disease as two model traits to show that these co-regulated genes are 
enriched for trait-related Mendelian disease genes and are thus likely to be core genes.

Finally, Chapter 8, describes the recently proposed omnigenic model. In it, I put each chapter 
of this thesis in the context of this model and discuss the implications for future research 
into core gene identification for complex traits.
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Glossary & abbreviations

Central dogma  The process where genetic information flows unidirectionally   
   from DNA to RNA to protein
Complex disease  Condition that is caused by the interplay between many genetic  
   variants and environmental factors
DNA    Deoxyribonucleic acid
eQTL   Expression quantitative trait locus
EWAS   Epigenome-wide association study
Genetic architecture Frequency and effect sizes of trait-associated variants
Genotype  The genetic makeup of an individual
GWAS   Genome-wide association study
LD   Linkage disequilibrium
Mb   Megabases
Monogenic condition Condition that is caused by a mutation in one gene
PGS   Polygenic score
Phenotype  Observable characteristics of an individual
pQTL   Protein quantitative trait locus
Recombination  Exchange of genetic material across chromosomes
RNA   Ribonucleic acid
RNA-seq   RNA sequencing
SNP   Single nucleotide polymorphism
TF   Transcription factor
TWAS   Transcriptome-wide association study
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