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Chapter 1

Introduction

1.1 Introduction

During the last centuries, science has been progressing primarily through the application of
two distinct methodologies: experiment and theory. The development of computers has given
rise to a third methodology called computational science. The intent is to solve numerically
mathematical models governing the problem under consideration. Generally, a numerical sim-
ulation contains a wealth of information. In case of a direct numerical simulation of a turbulent
flow, for instance, variables such as the velocity and pressure are computed at up to 109 points
in space and at up to 105− 106 moments of time; these numbers are readily increasing over
the years, following the growth of the available computer power. The data resulting from such
large simulations have led to new insights and understanding. Increasingly, parallel computing
is being seen as the only cost-effective method for the solution of computationally large prob-
lems. Nowadays large scale applications in science and engineering rely on parallel computers,
often comprising thousands of processors. Development of parallel software has traditionally
been thought of as time and effort intensive. In the past years, however, libraries of parallel
software for scientific computing, in particularly for solving large systems of linear equations,
have been set up. This development is expected to make a tremendous impact on scientific
computing in a variety of areas ranging from scientific problems to engineering applications.
In view of that, this thesis focuses on parallel numerical software for Computational Fluid Dy-
namics with emphasis on the numerical solution of the Poisson equation for the pressure in a
number of cases: turbulent flow, one-and two-phase free-surface flow.

1.2 Computational Fluid Dynamics

Fluid Dynamics is the study of the motion of fluids and the effect of forces on the motion of the
fluid (liquid or gas). It is very common nowadays to study the flow problem mathematically
and solve it numerically. A modern branch of Fluid Mechanics called Computational Fluid
Dynamics (CFD) has become very popular in solving the flow problems numerically using



2 Chapter 1. Introduction

computers.
The French physicist Claude Louis Marie Henri Navier, gave the basic equations governing

the motion of a fluid in 1823 and later in 1845 the Irish Mathematician George Gabriel Stokes
gave the derivation of these equations.

The time dependent Navier-Stokes equations for an incompressible fluid are given by

∂U
∂ t

+(U ·∇)U =−∇P+ν∇
2U +F (1.1)

∇ ·U = 0 (1.2)

where U is the velocity vector with components u, v, w and P is the pressure; ν is the coefficient
of kinematic viscosity; F denotes the external forces. ∇ is the gradient operator, ∇2 is the
Laplace operator. Equation (1.1) is known as the momentum equation. It states that the total
momentum of any part of the fluid remains constant. Equation (1.2) is known as the continuity
equation. It states that the total mass of any part of the fluid body is conserved. We see that
evolution of the momentum is governed by a non-linear term (U ·∇)U (the convective term) and
the linear terms ∇P (pressure gradient), ∇2U and external forces F . The continuity equation
can be seen as a constraint, since it does not contain a time derivative.

1.2.1 Poisson Equation for Pressure
A time accurate solution of incompressible Navier-Stokes equations can for instance be com-
puted with the help of fractional-step method [33]. To explain this method, the equations are
written in symbolic form as

∂U
∂ t

= A(U)−∇P (1.3)

and
∇ ·U = 0

with A(U) =−(U ·∇)U +ν∇2U +F
With the help of the Forward-Euler method, for example Equation (1.3) can be approximated
by

Un+1−Un

δ t
= A(Un)−∇P

This equation can be split into
U∗ =Un +A(Un)δ t

Un+1 =U∗− (∇P)δ t (1.4)

where U∗ is an intermediate velocity. Now the pressure gradient in Equation (1.4) can be
calculated, such that the equation of continuity is satisfied at time-level n+1:

∇ ·Un+1 = 0
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Taking the divergence of both sides of Equation (1.4) yields

∇ ·Un+1 = ∇ ·U∗−∇
2Pδ t

The left hand side vanishes if the pressure satisfies the Poisson problem

∇
2P =

∇ ·U∗

δ t
(1.5)

In order to solve this Poisson pressure problem, numerically the PDE (1.5) is to be discretized
in space. There are many ways to discretize PDEs. The most common used approaches are
the Finite Difference Method (FDM), the Finite Element Method (FEM) and the Finite Volume
Method (FVM). With the help of these methods, Equation (1.5) can be converted into a linear
system, say AP = b. The solution of this system can be substituted into the described approxi-
mation of Equation (1.4) and thus the velocity Un+1 can be calculated such that it satisfies both
the momentum and continuity equations.

Remark:

Here, the time level of P is not defined precisely, it may be anything like Pn+1 or Pn+ 1
2 etc.

1.3 Parallel Computing
Computing a scientific problem on parallel computers is done through proper channels. First
of all a computational scientist converts the given scientific problem into a numerical problem,
secondly a computer scientist has to create an algorithm which can run on parallel computers,
thirdly an application expert solves it. Two types of parallel computers exist [15]: Common
parallel computers and Supercomputers. A desktop with more than one processor, Symmetric
Multiprocessors (SMP) and Clusters of Workstations (COW) are all examples of common par-
allel computers [15]. Common parallel computers are capable of doing small computations.
Supercomputers have the ability to do large computations but require high costs and greater
computing time. There are three main architectures of supercomputers, Massively Parallel
Processors (MPP), Parallel Vector Processors (PVP) and Distributed Shared Memory (DSM).

1.3.1 Parallel Algorithms
In order to solve a given problem on parallel computers, we need to have an algorithm (method)
that is compatible with parallel computers. On the basis of execution, generally parallel algo-
rithms are divided into numerical and non-numerical algorithms [15]. When a given problem
is solved on parallel computers, the method which is commonly used is partitioning. In parti-
tioning, a given problem is divided into small problems and all the small problems are solved
independently at the same time. Of course, the solution of all the small problems is to be
combined to form the original one.
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1.3.2 Parallel Programming
There has been much research in the past decades on parallel programming which shows its
importance. For parallel computing, we need to have support from the software [45], for that
we need to address issues like parallel programming models, languages etc. etc.

An abstract connection between hardware and software is the model of parallel program-
ming. Some of the commonly used models for parallel programming are shared variables and
message passing. In a shared variable model, different tasks exchange the data in a common
address space. Whereas in case of message passing, data is exchanged through sending and re-
ceiving messages by different tasks, for this purpose Message Passing Interface (MPI) is often
being used [1].

1.3.3 Portable Extensible Toolkit for Scientific Computations (PETSc)
The main aim of our research is to find scalable, parallel Poisson solvers both for symmetric and
mildly non-symmetric matrices which run efficiently on parallel machines. For this purpose we
have used PETSc, which is a library of software specially designed to write a code in parallel.
PETSc is a suite of data structures and routines that provides the building blocks for solving
linear systems in a parallel environment. For example a parallel vector and matrix creation and
assembly routines. PETSc can also be combined with external software packages, for example,
Trilinos and Hypre.

1.4 Outline
This thesis is designed to find scalable, parallel Poisson solvers for Computational Fluid Dy-
namics (CFD) problems. In Chapter 2 some important, already existing methods and precon-
ditioners to solve large sparse linear systems are described. Section 2.1 describes the basic
iterative methods to solve linear systems and their convergence. In order to solve very large
sparse linear systems, iterative techniques are used which one way or another use projection
methods. In these methods the solution is approximated from a subspace as explained in Sec-
tion 2.2. Section 2.3 deals with the Krylov subspace methods, which are very popular for
solving large sparse linear systems. In these methods approximate solutions are extracted from
a Krylov subspace.

In the next Sections 2.4-2.7 methods related to Krylov subspace are explained. The Con-
jugate Gradient (CG) method is the most prominent and efficient method to solve sparse Sym-
metric Positive Definite (SPD) linear systems. To solve large non-symmetric linear systems,
restarted versions of Generalized Minimal Residual (GMRES(m)) and Bi-Conjugate Gradient
Stabilized (BCGS) turned out to be the most efficient and scalable methods in our experiments.
GMRES is based on Arnoldi’s method. It builds an orthogonal basis of the Krylov subspace
and minimizes the residual in the end. Since the CG method is not suitable for non-symmetric
linear systems a variant called Bi-Conjugate Gradient (BiCG) is also given. This method not
only solves the linear system Ax = b but also a dual linear system Atx∗ = b∗, where At is the
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transpose of the matrix A. Next come the multigrid methods which were originally designed to
solve large linear systems evolved after the discretization of elliptic PDEs; these are described
in Section 2.8.

Preconditioning simply means transforming the given linear system into an equivalent linear
system which is easier to solve than the original one. It is explained in Section 2.9. Iterative
methods have lack of robustness relative to direct methods. Both efficiency and robustness of an
iterative technique can be improved by preconditioning the given linear system. For example by
using AMG as preconditioner with a Krylov subspace method, the convergence rate becomes
very fast. Also in Section 2.10 some important preconditioning techniques are described. In
Section 2.11 a short summary of Chapter 2 is written. Most of the contents of this chapter are
found in [46].

In Chapter 3 a symmetric Poisson problem with Neumann boundary conditions on a cuboid
has been solved on parallel computers by using different Krylov subspace methods and precon-
ditioners available in PETSc. Some external software packages can be embedded with PETSc.
So preconditioners other than available in PETSc like BoomerAMG (from HYPRE) and ML
(from Trilinos) have also been used. In Section 3.2 a symmetric Poisson problem in three di-
mensions on a cuboid with Neumann boundary conditions has been solved. With the help of
a seven-point finite difference discretization, the problem can be converted into a sparse linear
system. Details can be found in Section 3.3.

Section 3.4 focuses on the method that turned out to be the most efficient to solve the
symmetric Poisson problem. In order to use a Krylov subspace method efficiently on parallel
machines it is necessary to implement it in such a way that high computing speeds are achiev-
able in a parallel environment. The efficiency of a Krylov subspace method can be increased
by preconditioning the linear system. This is explained in Section 3.5. The scalability of a
preconditioned iterative method and the issue of relative speedup are discussed in Section 3.6.
Furthermore in Section 3.6 experimental results are discussed along with the conclusions.

A smaller problem of size up to 10 Million grid points has been solved on the Millipede
cluster at RUG, Groningen; a maximum of 384 processors has been used. In order to check
the robustness of the methods and preconditioners used, bigger problems of size up to 1000
Million have been solved on Huygens at SARA Computing Center in Amsterdam using a max-
imum of 2560 processors (which is the upper limit of processors to be used by SARA users).
Furthermore the same sized (1000 Million) problem has been solved on JUGENE at Julich
Supercomputing Center (JSC), Julich in Germany. JUGENE is one of the largest European
supercomputer. There we have successfully tested our code on upto 8192 processors.

In Chapter 4 non-symmetric Poisson problems that originated from the simulations of one-
and two-phase free surface flow problems have been solved. In Section 4.2 details about the
flow problems are given. We have used solvers like GMRES(m), BCGS, BCG and CGS along
with preconditioners like Block Jacobi, BoomerAMG and ML to solve these problems. A very
brief introduction of GMRES with analysis of its scalability is given in Section 4.3. Initially
we solved problems each of size about 12 Million grid points on Millipede. After that we have
solved some cases with bigger sized grids of around 95 Million each. The bigger problems have
been solved on Huygens. Results are discussed in Section 4.4. In Section 4.5 some important
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conclusions have been drawn.
In Chapter 5 we have focused on turbulent channel flow. Direct Numerical Simulations

(DNS) of incompressible Navier-Stokes equations have been performed for a series of Reynolds
numbers using 1024 processors.

Section 5.1 gives an introduction to the problem studied in this chapter. The incompressible
Navier-Stokes equations have been discretized in such a way that convective and diffusive
operators preserve their symmetries. This spatial discretization is unconditionally stable and
conserves the energy in the absence of viscous dissipation. It is outlined in Section 5.2. Section
5.3 gives the results and discussion related to DNS of turbulent channel flow. In Section 5.4
the parallel performance of the Poisson solver in this case has been discussed. In Chapter 6 a
summarizing discussion and conclusions of the work done in this thesis are presented.
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Chapter 2

Iterative Methods For Sparse Linear
System

2.1 Basic Iterative Methods
For a given real valued n×n matrix A and a real n-vector b, we want to determine x ∈ Rn such
that

Ax = b. (2.1)

Here A is called the coefficient matrix of the linear system (2.1), b is the right hand side
and x is the vector of unknowns. Iterative Methods are used in order to solve large linear
systems. Starting with a given approximate solution, these methods modify the components
of approximation a number of times in a certain order until convergence is reached. The basic
iterative methods make use of relatively simple modifications in order to improve an iterate,
like annihilation of some component(s) of the residual vector b−Ax. To illustrate this, we start
with the decomposition of matrix A,

A = D−E−F,

where D is the diagonal matrix of A, whereas −E and −F are strictly upper and strictly lower
parts of A respectively. Thus, the system of linear equations can be written as

Dx = b+(E +F)x. (2.2)

A brief introduction of three basic iterative methods is given below.

2.1.1 Jacobi Iterative Method
In Jacobi’s method the right hand side in Equation (2.2) is evaluated with the help of the kth

iterate xk. If all entries of the diagonal D are nonzero, the next iterate can be determined such
that the components of the residual vector are minimized. That is

xk+1 = D−1(E +F)xk +D−1b.
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2.1.2 Gauss Seidel Method
In Jacobi’s method the approximate solution is updated after all components are determined.
In the Gauss-Seidel method the approximate solution is updated immediately after the new
component is determined, i.e.,

(Exk+1−Dxk+1 +Fxk)+b = 0,

hence the vector form of Gauss Seidel iteration is

xk+1 = (D−E)−1Fxk +(D−E)−1b.

By interchanging the roles of the triangular matrices E and F a backward Gauss Seidel iteration
can also be defined as

(D−F)xk+1 = Exk +b. (2.3)

Jacobi and Gauss Seidel can both be written in the generic form

Mxk+1 = Nxk +b = (M−A)xk +b, (2.4)

where A = M−N is a splitting of A.
For M = D Equation (2.3) becomes the Jacobi method and for M = D−E the forward Gauss-
Seidel method.

2.1.3 Successive Over-Relaxation Method (SOR) Method
SOR is a variant of Gauss Seidel method for solving a system of linear equations, with a faster
convergence. An iterative method of the form in Equation (2.4) can be defined for any splitting
of the form A = M−N with M non singular. Overrelaxation is based on the splitting

ωA = ω(D−E−F),

ωA = (D−ωE)− (ωF +(1−ω)D)

and the corresponding SOR method is given by recursion

(D−ωE)xk+1 = [ωF +(1−ω)D]xk +ωb,

where the scalar ω is the relaxation factor. In general, the best choice of ω depends upon the
properties of the coefficient matrix A.

2.1.4 Convergence of Basic Iterative Methods
All basic iterative methods mentioned above are of the form

xk+1 = Gxk + f , (2.5)

where G is a certain iteration matrix. Next we will address the question under what conditions
does the iteration converge, and if it does, how fast does it converge.
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General Convergence If the above iteration converges, the limit satisfies

x = Gx+ f . (2.6)

The solution x∗ of the Equation (2.6) exists if the matrix I−G is non-singular. By subtracting
Equation (2.5) from Equation (2.6) we obtain

xk+1− x∗ = G(xk− x∗) = ..............= Gk+1(x0− x∗),

where x0 is the initial guess of the solution of Ax = b. Thus we see that xk− x∗ converges
to zero if the spectral radius ρ(G) of the iteration matrix G is less than unity. In practice it
is expensive to compute the spectral radius. Therefore instead of finding ρ(G) explicitly we
search for conditions which guarantee the convergence of the iteration. One such condition is
obtained by using the relation ρ(G)≤ ‖G‖ for any matrix norm.

In order to see how fast the sequence given by Equation (2.5) converges, we define the error
at the kth step by the error equation ek = xk− x∗. Then we have

ek = Gke0.

In Jordan canonical form G can be written as G = XJX−1. For the largest eigenvalue λ of G,
we get

ek = λ
kX(J/λ )kX−1e0.

Notice that all blocks of the power of matrix (J/λ )−→ 0 as k−→∞ except the block related to
the eigenvalue λ . Let this Jordan block be of size p. Furthermore it can be written in the form

Jλ = λ I +E,

where E is nilpotent of index p that is E p = 0. Then, for k ≥ p [46, p. 115]

Jk
λ
= (λ I +E)k = λ

k(I +λ
−1E)k = λ

k(
p−1

∑
i=0

λ
−i
(

k
i

)
E i).

For large values of k, the sum is dominated by the last term. Hence,

Jk
λ
≈ λ

k−p+1
(

k
p−1

)
E p−1.

Consequently the norm of ek = Gke0 can be approximated by

‖ek‖≈C|λ k−p+1|
(

k
p−1

)
,

where C is a constant.
The convergence factor of a sequence is defined by

ρ = lim
k→∞

(max
x0∈ℜn

‖ek‖
‖e0‖

)1/k.
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The convergence rate is given by τ =− lnρ . In general we have

ρ = lim
k→∞

(max
x0∈ℜn

‖Gke0‖
‖e0‖

)1/k = lim
k→∞

(‖Gk‖)1/k = ρ(G).

Thus the global asymptotic convergence factor is equal to the spectral radius of the iteration
matrix G. One can also analyze the convergence behavior of the the system Ax = b on the basis
of diagonal dominance of matrix A. A regular splitting of the matrix A = M−N is defined such
that M is non-singular and M−1 and N are nonnegative. The iteration associated with it is

xk+1 = M−1Nxk +M−1b. (2.7)

The answer to the question, under which conditions on A,M and N the above iteration converges
is given by a well known theorem in [46, p.118], which states that

Theorem
Let M,N be a regular splitting of a matrix A. Then ρ(M−1N)< 1 if A is non-singular and A−1

is non-negative.
In particular this theorem shows that the iteration defined in Equation (2.7) converges if

M,N is a regular splitting and A is an M-Matrix [46, p. 30]. In this way it is possible to
show that if A is strictly diagonally dominant then the associated Jacobi and Gauss-Seidel
iterations converge for any xo. If A is symmetric positive definite, then SOR will converge for
any relaxation parameter ω in the open interval (0,2) and for any initial guess, xo.

2.2 Projection Methods
Often iterative techniques are used, which one way or the other are based on a projection
method, i.e., the approximate solution is extracted from a subspace. Consider a large sparse
linear system Ax = b, where A is a matrix of order n×n and x and b are column vectors each of
order n. Let the approximate solution vector of this linear system be extracted from a subspace
K ⊂ ℜn of dimension m also known as search subspace. In order to extract a solution from
K we need m constraints. Typically we impose that the residual vector b−Ax is orthogonal to
m vectors which are linearly independent and form a basis of K. This leads to form another
subspace L of dimension m known as subspace of constraints.

Let x∗ ∈ K be the approximate solution of the system Ax = b. Then for a general projection
method the new residual b−Ax∗ is orthogonal to L. That is we have to find x∗ ∈ K such that
b−Ax∗⊥L for an affine subspace x0 +K of ℜn, where x0 is an initial approximation to the
solution. The above condition can be written as: find x∗ ∈ x0 +K such that b−Ax∗⊥L.

2.2.1 The Method of Steepest Descent
Consider a linear system of equations given by Equation. (2.1), where A is an n×n Symmetric
Positive Definite (SPD) matrix (i.e., AT = A and ∀x 6= 0 we have xT Ax > 0).
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Now, define the function f (x) by,

f (x) =
1
2

xT Ax− xT b+ c,

where c is a constant.
It can be seen easily that if A is SPD, f (x) is minimized by the solution of Equation. (2.1).

Indeed, since A is positive definite the level surface defined by f (x) has the shape of a paraboloid
bowl. Hence Ax = b can be solved by finding an x that minimizes f (x).

In the method of Steepest Descent, we start with an arbitrary point x0 and slide down to
the bottom of the paraboloid in a series of steps x0,x1, ........., . such that we approach the exact
solution, x. While taking a step, we select the direction in which f is decreasing most quickly.
This is the direction opposite to ∇ f , that is −∇ f = b−Ax.

Define the error ei := xi− x and the residual ri := b−Axi. The residual can be written in
the form ri =−Aei and one can think of the residual as being the error transfered by A into the
same direction as b. More importantly one can write ri = −∇ f (xi), so one should also think
of the residual as the direction of Steepest Descent. So whenever we read “residual′′ think of
“direction of steepest descent”.

Thus we can describe the method of Steepest Descent by defining a search direction

ri = b−Axi.

In this direction the minimum is located in

xi+1 = xi +αiri with αi =
rT

i ri

rT
i Ari

.

By multiplying both sides of the last equation with −A and adding b, we get

ri+1 = ri−αiAri.

Thus, in algorithmic form the Steepest Descent method [46, p. 143] becomes

Algorithm 2.1: Steepest Descent Method

Compute r = b−Ax and p = Ar1

Until convergence,do2

α ←− (r,r)/(p,r)3

x←− x+αr4

r←− r−α p5

Compute p := Ar6

enddo7
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2.3 Krylov Subspace Methods
A general projection method for solving a linear system

Ax = b,

extracts an approximate solution xm from an affine subspace x0 +Km of dimension m by im-
posing the Petrov-Galerkin condition

b−Axm ⊥ Lm,

where Lm is another subspace of dimension m and xo is an initial guess to the solution. A
Krylov subspace method is a method for which the subspace Km is the Krylov subspace

Km(A,r0) = span{r0,Ar0,A2r0, ........,Am−1r0},

where r0 = b−Ax0.
Viewed from the angle of approximation theory, it is clear that the approximations obtained
from a Krylov subspace method are of the form

A−1b ≈ xm = x0 +qm−1(A)r0,

in which qm−1(A) is a certain polynomial in A of degree m−1. If we choose x0 = 0, then we
have

A−1b ≈ qm−1(A)r0.

In other words, A−1b is approximated by qm−1(A)b. The choice of Lm has an important effect
on the iterative technique. Two broad choices give rise to the best known techniques. The first
is Lm = Km and the second is Lm = AKm. Some related methods are given below.

2.4 Generalized Minimal Residual (GMRES) Method

2.4.1 Description of GMRES
The GMRES method is based on the well known Arnoldi procedure [46, p. 160]. The Modified
Gram-Schmidt (MGS) version of the Arnoldi algorithm is used in order to build an orthogonal
basis of the Krylov subspace. The GMRES method is an iterative method that approximates the
solution of Ax = b by the vector in Krylov subspace Km with minimal residual. In GMRES we
take K = Km and L = AKm. Such a technique minimizes the residual norm over all vectors in
the affine subspace x0 +Km. Here the matrix A is assumed to be invertible and b is normalized.

The vectors r0,Ar0,A2r0, .....,Am−1r0 that span the mth Krylov subspace Km are almost lin-
early dependent.Therefore an Arnoldi iteration is used to find the orthonormal vectors v0,v1, ...,vm
which form a basis for Km. Then the vector xm ∈Km can be written as xm =Vmym with ym ∈ℜm

and Vm is an n-by-m matrix formed by v0,v1, ...,vm.
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Any vector x in x0 +Km can be written as

x = x0 +Vmy, (2.8)

where y is an m-vector. Now we define

J(x) := ‖b−Ax‖2 = ‖b−A(x0 +Vmy)‖2

and have to find a y that minimizes J(x), with the help of

AVm =Vm+1H̄m.

Here H̄m is a (m+1)×m Hessenberg matrix, whose entries hi j are defined as in Arnoldi’s [46,
p. 160] algorithm. Thus we can write

b−Ax = b−A(x0 +Vmy) = r0−AVmy = βv1−Vm+1H̄my,

where we introduce v1 =
r0

‖r0‖2
and β := ‖r0‖2. So,

b−Ax =Vm+1βe1−Vm+1H̄my =Vm+1(βe1− H̄my).

Since the column vectors of Vm+1 are orthonormal, we have

J(y) = ‖b−A(x0 +Vmy)‖2 = ‖βe1− H̄my‖2. (2.9)

The GMRES approximates a unique vector of x0 +Km that minimizes Equation (2.9) and by
Equations (2.8) and (2.9) this approximation is obtained simply as

xm = x0 +Vmym,

where ym minimizes the function

J(y) = ‖βe1− H̄my‖2.

This leads to the following algorithm [46, p. 172]:
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Algorithm 2.2: GMRES

Compute r0 = b−Ax0 β := ‖r0‖2 v1 := r0/β1

For j = 1,2, .....,m, do2

Compute ω j := Av j3

For i = 1,2, ....., j, do4

hi j := (ω j,vi)5

ω j := (ω j−hi jvi)6

enddo7

h j+1, j = ‖ω j‖2. If h j+1, j = 0. Set m := j and go to 118

v j+1 = ω j/h j+1, j9

enddo10

Define the (m+1)×m Hessenberg matrix Hm = {hi j}1≤i≤m+1, 1≤ j≤m11

Compute ym, the minimizer of ‖βe1− H̄my‖2 and xm = x0 +Vmym12

2.4.2 Convergence of GMRES
We know that at every mth step GMRES minimizes the norm of residual given by

rm = Axm−b.

If the initial guess is zero, that is x0 = 0, then the initial residual becomes

r0 = b−Ax0 = b.

This implies that
rm = Axm− r0.

So for each iteration we have to solve the least square problem

‖rm‖= min
xm∈Km

‖Axm− r0‖.

Furthermore xm can be represented with respect to the basis vectors that span Km:

xm =
m

∑
i=1

ciAi−1ro,

where c ∈Cm. Consequently

‖rm‖= min
c∈Cm
‖

m

∑
i=1

ciAiro− ro‖= min
c∈Cm
‖(

m

∑
i=1

ciAi− I)ro‖= min
qm∈Qm,qm(0)=1

‖ qm(A)r0 ‖,

where Qm is a set of polynomials of degree less than or equal to m. If A is diagonalizable then
A can be written in the form A = XΛX−1, where the entries of the diagonal matrix Λ are the
eigenvalues of A. Then,

qm(A) = qm(XΛX−1) = Xqm(Λ)X−1.
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Hence

‖ rm ‖= min
qm∈Qm,qm(0)=1

‖ Xqm(Λ)X−1r0 ‖≤ min
qm∈Qm,qm(0)=1

‖ X ‖‖ qm(Λ) ‖‖ X−1 ‖‖ r0 ‖,

‖ rm ‖
‖ r0 ‖

≤ min
qm∈Qm,qm(0)=1

K2(X) ‖ qm(Λ) ‖≤ min
qm∈Qm,qm(0)=1

K2(X) max
λ∈σ(A)

|qm(Λ)|,

where K2(X) is the condition number of X , that is K2(X) =‖ X ‖‖ X−1 ‖ .
So in conclusion, the relative residual norm ‖rm‖

‖r0‖ can be bounded by the evaluation of the
polynomial qm(λ ) over the spectrum of A and the condition number of X .

2.4.3 Restarted Version of GMRES
In practice it is important to note that as m (dimension of search subspace K, increases, the
computational costs for orthogonalization and storage requirements increase. So in order to
avoid that these costs become excessive, GMRES is usually restarted after every m iteration
steps and we refer to this algorithm as GMRES(m). The original, non restarted version of
GMRES is known as the full GMRES algorithm. We don’t have any simple rule to determine
a suitable value of m. Sometimes by varying m a little the rate of convergence can change
drastically. The restarted version of GMRES [46, p. 179] is given below.

Algorithm 2.3: Restarted Version of GMRES

Compute ro = b−Axo,β = ‖ro‖2, and v1 = ro/β1

Generate the Arnoldi basis and the matrix H̄m using the Arnoldi algorithm starting2

with v1 as is done in full GMRES
Compute ym, which minimizes ‖βe1− H̄my‖2, and xm = xo +Vmym3

If satisfied then stop, else set xo := xm and go to 14

One drawback of GMRES(m) is that it need not converge when the matrix A is not positive
definite. Full GMRES gives the guarantee of its convergence in maximum n steps, the size of
matrix A. But for large sparse systems, when n is very large, full GMRES becomes impractical.
It requires far too many iterations to converge. Therefore in practice it is often combined with
a so-called preconditioner; see Section 2.9.

2.5 The Conjugate Gradient Method

2.5.1 Description of CG
The Conjugate Gradient (CG) Method is a prominent iterative method for solving sparse sym-
metric positive definite systems of linear equations. It is the realization of an orthogonal pro-
jection technique on the Krylov subspace Km(r0,A), where r0 is the initial residual.
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It is a particular case of Arnoldi’s method in which the matrix A is taken to be symmetric. If
A is symmetric then the Hessenberg matrix Hm becomes tridiagonal and symmetric, represented
by Tm. That is the coefficients of Tm become

hi j = 0 , 1≤ i < j−1

h j, j+1 = h j+1, j, j = 1,2, .......,m.

The CG method can be derived on the basis of the symmetric Lanczos method [46, p.
194]. The Lanczos algorithm guarantees that the vectors vi, i = 1, ....., are orthonormal. If A is
symmetric then for a given initial value x0 the iterates are given by

xm = x0 +Vmym, ym = T−1
m (βe1),

where β is the norm of initial residual vector ro. The residual vector of the approximate solution
xm is given by

b−Axm =−βm+1eT
mymvm+1. (2.10)

In order to derive the CG method from Lanczos, we will factorize Tm as follows Tm = LmUm,
where Lm is a unit lower bidiagonal matrix and Um is an upper bidiagonal matrix. Thus the
approximate solution becomes

xm = x0 +VmU−1
m L−1

m (βe1) = x0 +Pmzm,

where Pm =VmU−1
m and zm = L−1

m βe1. Finally we can write

xm = xm−1 +ξm pm. (2.11)

For details see the Direct Incomplete Orthogonalization Method (DIOM) [46, p. 168].
Equation (2.10) shows that the residual vector is in the direction of vm+1. Consequently, the

residual vectors are orthogonal to each other and the vectors pi are A-orthogonal or conjugate,
for details see [46, p. 198].
With the help of the orthogonality and conjugacy conditions, we can write CG as

x j+1 = x j +α j p j. (2.12)

For standard notations the indexing of p will start from zero instead of one. This also gives an
explanation of the Equations (2.11) and (2.12).
The residual vector is given by

r j+1 = r j−α jAp j, (2.13)

where p j is a search direction. Orthogonality of the r j’s gives

(r j−α jAp j,r j) = 0,

⇒ α j =
(r j,r j)

(Ap j,r j)
.
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Also, the next search direction p j+1 is a linear combination of r j+1 and p j. Therefore,

p j+1 = r j+1 +β j p j. (2.14)

Hence (Ap j,r j) = (Ap j, p j−β j−1 p j−1) = (Ap j, p j) because Ap j is orthogonal to p j−1. There-
fore

α j =
(r j,r j)

(Ap j, p j)
.

In addition, writing p j+1 as in Equation (2.14)) is orthogonal to Ap j gives

β j =−
(r j+1,Ap j)

(p j,Ap j)
.

Now Equation (2.13) yields

Ap j =−
1

α j
(r j+1− r j)

and, therefore

β j =−
1

α j

(r j+1,(r j+1− r j))

(Ap j, p j)
=

(r j+1,r j+1)

(r j,r j)
.

Thus, we can describe the CG algorithm [46, p. 200] as follows

Algorithm 2.4: CG

Compute ro := b−Axo, po := ro1

For j := 0,1, ......... until convergence, do2

α j := (r j,r j)/(Ap j, p j)3

x j+1 := x j +α j p j4

r j+1 := r j−α jAp j5

β j := (r j+1,r j+1)/(r j,r j)6

p j+1 := r j+1 +β j p j7

enddo8

2.5.2 Convergence Analysis of CG

We analyze the convergence behavior of CG by exploiting optimality properties, if such prop-
erties exist. Chebyshev polynomials play an important role in the analysis of CG. These poly-
nomials are useful in theory as well as in practice when studying the convergence behavior of
CG.
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Real Chebyshev Polynomials

The Chebyshev polynomial of the first kind of degree κ is defined by

Tκ(t)=cos[κ cos−1(t)], -1≤ t ≤ 1

notice that T0(t) = 1, T1(t) = t.
It can also be written for |t| ≥ 1,

Tκ(t) =
1
2
[(t +

√
t2−1)κ +(t +

√
t2−1)−κ ]. (2.15)

Let Pκ denote the set of all polynomials of degree κ . We have a very important result [46, p.
209] from the approximation theory.

Theorem

Let [α,β ] be a non empty interval in R and let γ be any real scalar outside the interval [α,β ].
Then the minimum

min
p∈Pκ ,p(γ)=1

max
t∈[α,β ]

|p(t)|

is reached by the polynomial

T̂κ(t) =
Tκ(1+2

t−β

β −α
)

Tκ(1+2
γ−β

β −α
)

,

where Tκ(t) is given by Equation (2.15). Let ‖x‖A denote the A-orthogonal norm of x defined
by

‖x‖A = (Ax,x)1/2

From the CG algorithm we can write the following lemma [46, p. 214].

Lemma

Let xm be the approximate solution obtained from the mth step of CG algorithm and let dm =
x∗− xm, where x∗ is the exact solution. Then xm can be written in the form

xm = x0 +qm(A)r0,

where qm is a polynomial of degree m−1 such that

‖I−Aqm(A)d0‖A = min
q∈Pm−1

‖(I−Aq(A)d0)‖A.

Also by using the above lemma we can prove the following theorem [46, p. 214]:
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Theorem

Let xm be the approximate solution obtained at the mth step of CG algorithm and x∗ be the exact
solution. Define

η =
λmin

λmax−λmin
.

Then

‖x∗− xm‖A ≤
‖x∗− x0‖A

Tm(1+2η)
, (2.16)

in which Tm is the Chebyshev polynomial of degree m of the first kind
Now by using Equation (2.15) Chebyshev polynomials

Tm(t) =
1
2
[(t +

√
t2−1)m +(t +

√
t2−1)−m],

≥ 1
2
[(t +

√
t2−1)m],

we get

Tm(1+2η)≥ 1
2
[((1+2η)+

√
(1+2η)2−1)]m =

1
2
[(1+2η)+2

√
η(1+η)]m.

Furthermore
(1+2η)+2

√
η(1+η) = (

√
η +

√
η +1)2,

=
(
√

λmin +
√

λmax)
2

λmax−λmin
,

=

√
λmin +

√
λmax√

λmax−
√

λmin
,

=

√
κ +1√
κ−1

,

in which κ is the spectral condition number κ = λmax/λmin.
Equation (2.16) now yields

‖x∗− xm‖A ≤ 2[
√

κ−1√
κ +1

]m‖x∗− x0‖A.

2.6 Conjugate Residual (CR) Method
The Conjugate Residual (CR) method is very similar to the CG method in construction and
also in convergence properties. The only difference is that in CR the matrix A is assumed to be
Hermitian. Therefore the CR method can also be used for linear systems which are not positive
definite but symmetric. Also, in the CR method the residuals are A-orthogonal or conjugate to
each other. That is why the name of the method is Conjugate Residual. In addition to that, the
vectors Ap,is, i = 1,2, ........, are also conjugate to each other. An algorithm for the CR method
similar to that of CG is outlined below [46, p. 203]
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Algorithm 2.5: CR

Compute ro := b−Axo, po := ro1

For j := 0,1, ......... until convergence, do2

α j := (r j,Ar j)/(Ap j,Ap j)3

x j+1 := x j +α j p j4

r j+1 := r j−α jAp j5

β j := (r j+1,Ar j+1)/(r j,Ar j)6

p j+1 := r j+1 +β j p j7

Compute Ap j+1 = Ar j+1 +β jAp j8

enddo9

2.7 Bi-conjugate Gradient Stabilized (BiCGSTAB) Method

2.7.1 The Bi-conjugate Gradient Algorithm (BCG)
The CG method is not suitable for non-symmetric systems. Therefore, the Bi-Conjugate Gradi-
ent (BCG) method has been developed. It solves not only Ax = b but also a dual linear system
AT x∗ = b∗, with AT the transpose of A. BCG substitutes the orthogonal sequence of residuals
by two mutually orthogonal sequences. It is a projection process onto

Km = span{v1,Av1, .........,Am−1v1}
and orthogonal to

Lm = span{ω1,AT
ω1, .........,(AT )m−1

ω1}.
Here v1 = ro/‖ro‖ and ω1 can be taken arbitrarily, provided (v1,ω1) 6= 0. Proceeding in the
same way as in case of the derivation of CG, Tm is decomposed as

Tm = LmUm.

The solution is then written as

xm = xo +VmT−1
m (βe1) = xo +VmU−1

m L−1
m (βe1) = xo +PmL−1

m (βe1),

where
Pm =VmU−1

m .

As in the CG algorithm, the vectors r j and r∗j have the same directions as v j+1 and ω j+1
respectively. So they form a bi-orthogonal sequence. Similarly we have

P∗m =WmL−1
m .

Thus also the BCG algorithm [46, p. 235] can be written on the basis of the Lanczos algorithm.

The vectors produced by BCG satisfy the following orthogonality conditions.

(r j,r∗i ) = 0 for i 6= j,

(Ap j, p∗i ) = 0 for i 6= j.
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Algorithm 2.6: BCG

Compute ro := b−Axo Choose r∗o such that (ro,r∗o) 6= 01

Set po := ro, p∗o := r∗o2

For j = 0,1, ........., until convergence,do3

α j := (r j,r∗j )/(Ap j, p∗j)4

x j+1 := x j +α j p j5

r j+1 := r j−α jAp j6

r∗j+1 := r∗j −α jAT p∗j7

β j = (r j+1,r∗j+1)/(r j,r∗j )8

p j+1 := r j+1 +β j p j9

p∗j+1 := r∗j+1 +β j p∗j10

enddo11

2.7.2 Conjugate Gradient Squared (CGS) Method

In order to avoid AT in BCG and to get a better convergence almost at the same computational
costs Conjugate Gradient Squared (CGS) was developed by Sonneveld in 1984. In BCG, the
residual vector at step j is given by

r j = φ j(A)ro,

where φ j is a polynomial of degree j such that φ j(0) = 1. Similarly the conjugate direction
polynomial π j(t) is given by

p j = π j(A)ro,

where π j is a polynomial of degree j. Similarly r∗j = φ j(AT )r∗o, p∗j = π j(AT )r∗o.
In BCG, α j is given by

α j =
(φ j(A)ro,φ j(AT )r∗o)
(Aπ j(A)ro,π j(AT )r∗o)

=
(φ 2

j (A)ro,r∗o)

(Aπ2
j (A)ro,r∗o)

.

This gives the idea to seek an algorithm in which the norm of residuals r
′
j of the sequence of

iterates are given by

r
′
j = φ

2
j (A)ro. (2.17)

Normally the CGS method works quite efficiently, but since the polynomials are squared the
rounding errors can become large as compare to BCG. In order to overcome this, consider
BiCGSTAB, which is based on CGS. Instead of using Equation (2.17) to find the residual
vector in CGS, here r

′
j is expressed as

r
′
j = ψ j(A)φ j(A)ro,
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where φ j(t) is the residual polynomial defined in CGS. ψ j(t) is a new polynomial defined in
such a way that it stabilizes or smooths the convergence behavior of the original algorithm

ψ j+1(t) = (1−ω jt)ψ j(t),

where ω j is a scalar which can be determined. We ignore the scalar coefficient first and start
with a relation for the residual polynomial ψ j+1φ j+1, which is obtained as

ψ j+1φ j+1 = (1−ω jt)ψ j(t)φ j+1 = (1−ω jt)(ψ jφ j−α jtψ jπ j),

where φ j+1 = φ j−α jtπ j. It can be updated only if the recurrence relation is available for the
product ψ jπ j. Therefore the product is written as

ψ jπ j = ψ j(φ j +β j−1π j−1) = ψ jφ j +β j−1(1−ω j−1t)ψ j−1π j−1.

Thus the vectors
r j = ψ j(A)φ j(A)ro,

p j = ψ j(A)π j(A)ro,

can be updated by a double recurrence, provided the scalars α j and β j are computable. This
recurrence gives us

r j+1 = (I−ω jA)(r j−α jAp j), (2.18)

p j+1 = r j+1 +β j(I−ω jA)p j.

The values of α j and β j are given by β j =
µ j+1
µ j
× α j

ω j
and α j =

µ j
(Ap j,r∗j )

where µ j = (r j,r∗j ), see
[46, p. 244] for details. Next, the parameter ω j is defined in such a way that the 2-norm of the
vector (I−ω jA)ψ j(A)φ j+1(A)ro is minimized. By Equation (2.18) r j+1 = (I−ω jA)s j where
s j ≡ r j−α jAp j. The optimal value of ω j is given by

ω j =
(As j,s j)

(As j,As j)
.

Finally x j is updated to x j+1 by the formula

x j+1 = x j +α j p j +ω js j.

Putting all these relations together, the algorithm BiCGSTAB [46, p. 246] becomes
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Algorithm 2.7: BiCGSTAB
Input: BCGS=BiCGSTAB is used in PETSc

Compute ro := b−Axo,r∗o arbitrary1

po := ro2

For j = 0,1, .....,until convergence, do3

α j := (r j,r∗o)/(Ap j,r∗o)4

s j := r j−α jAp j5

ω j := (As j,s j)/(As j,As j)6

x j+1 := x j +α j p j +ω js j7

r j+1 := s j−ω jAs j8

β j := (r j+1,r∗o)
(r j,r∗o)

× α j
ω j9

p j+1 := r j+1 +β j(p j−ω jAp j)10

enddo11

2.8 Multigrid Methods

2.8.1 General description
The convergence of preconditioned Krylov subspace methods becomes slow for large sparse
linear systems. It is due to the large problem size and the greater number of operations per step.
Whereas multigrid methods, which were originally designed to solve the large sparse systems
evolved after the discretization of elliptic PDE’s, have proven very efficient. However, they are
not as robust as Krylov subspace methods.
Basically there are two types of multigrid approaches.

• Geometric Multigrid

• Algebraic Multigrid(AMG)

In the geometric multigrid approach, the geometry of the problem is used in order to define
various MG components, where as in AMG the information available in the linear system
of equations is being used in order to build coarse-grids, restrictions and interpolations. The
outline of the method can be described by taking the linear system

Ax = b,

which is formed e.g. after the discretization of a general Poisson problem. Let ai j be the entries
of the SPD matrix A of size n∗n. For convenience we take the indices as the grid points so that
xi denotes the value of x at point i, and the grids are denoted by ω i.

The central idea in any AMG is that we have to eliminate the ′′smooth error′′, by coarse-
grid correction, because many relaxation schemes possess a ′′smoothing property′′, where os-
cillatory modes of error are eliminated efficiently but smooth modes of error are damped very
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slowly. A smooth function can be represented by a linear interpolation from the coarse-grid,
because on the coarse-grid a ′′smooth error′′ appears relatively higher in frequency and relax-
ation is more effective on this mode if done on a coarse grid. This can be done by solving the
residual equation

Ae = r

on the coarse-grid, then interpolating the error back to the fine-grid and using the error to
correct the fine grid approximation by x+e→ x. We can write a procedure similar to that given
in [29].

1. ω1 ⊃ ω2 ⊃ ...........ωk are grid subsets.

• Cm,m = 1,2, .........,k−1, are coarse points,

• Fm,m = 1,2, .........,k−1, are fine points.

2. A1,A2, ........,Ak are grid operators.

3. The transfer operators

• Pm,m = 1,2, ......,k−1 Interpolation,

• Rm,m = 1,2, ......,k−1 Restriction.

4. Sm,m = 1,2, ......,k−1 Smoothers.

In order to setup AMG:

1. For m = 1.

2. Partition ωm into disjoint sets Cm and Fm.

• Set ωm+1 =Cm.

• Define interpolation Pm.

3. Define Rm

4. Set Am+1 = RmAmPm where Rm = (Pm)T .

5. Setup Sm, if necessary.

6. If ωm+1 is small enough, set k = m+1 and stop. Otherwise, set m = m+1 and go to step
2.

After setting up the above parameters, the AMG algorithm for a V (η1,η2)-cycle is shown.
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Algorithm 2.8: AMG

MultiGridSolve (Am,Rm,Pm,Sm,xm,bm)1

If m = k, solve Akxk = bk with a direct solver2

Otherwise3

Apply Sm the smoother η1 times to Amxm = bm4

Perform :5

Set rm = bm−Amxm6

Set rm+1 = Rmrm7

Apply MultigridSolve (Am+1,Rm+1,Pm+1,Sm+1,em+1,rm+1)⇒ Am+1em+1 = rm+18

Do interpolation em = Pmem+19

Correct solution by xm← xm + em10

Apply smoother Sm,η2 times to Amxm = bm11

2.8.2 Coarse-grid selection based on strong connections
The effectiveness of multi-grid methods depends on the ability to design coarse-grid correc-
tions to dampen components of the error that remain after relaxation with the help of the basic
iterative method. Consider a basic iterative method with the following error recurrence relation

ek+1 =
(
I−Q−1A

)
ek

If for instance the Jacobi iteration is applied, Q is the diagonal D of A. Here, the components
that are not rapidly reduced by the iteration can not be identified with the help of Fourier modes,
because the problem does not provide geometric information. The error components that are
slow to converge satisfy (

I−Q−1A
)

e≈ e ⇒ Q−1Ae≈ 0

These components of the error are collectively called the algebraically smooth error. This
means that the size of ek+1 is not significant smaller than the size of ek. Here, the size is
measured in the A-norm. Consequently, in case the Jacobi iteration is applied, the smooth error
satisfies

(D−1Ae,Ae) � (e,Ae)

see e.g. [13] for details. Stated otherwise, ||r||D−1 � ||e||A, where the residual vector is defined
by r = Ae. Hence, loosely speaking,

Ae≈ 0 (2.19)

i.e., the algebraically smooth error has relatively small residuals. It may be noted that the
analysis here is for (weighted) Jacobi; a similar, though more complicated analysis, can be
performed for other relaxation schemes too. So in conclusion, the smooth error is characterized
by eigenmodes associated with small eigenvalues of A. Hence, if D can be used to scale the
eigenvalues of A, we obtain

(Ae,e)� (De,e) (2.20)
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Now, if A has zero row sum, we have

(Ae,e) = ∑
i

ei

(
aiiei +∑

j 6=i
ai je j

)
= ∑

i
ei

(
∑
j 6=i

(−ai j)(ei− e j)

)
The latter sum can be split into two parts, i < j and i > j. The role of i and j can be swapped
in the part i > j. Thus, for a symmetric matrix A, we get

(Ae,e) = ∑
i, j:

∑
i< j

(−ai j)ei(ei− e j)+∑
i, j:

∑
i> j

(−ai j)ei(ei− e j)

= ∑
i, j:

∑
i< j

(−ai j)ei(ei− e j)−∑
i, j:

∑
i< j

(−a ji)e j(ei− e j)

Hence,

(Ae,e) = ∑
i, j:

∑
i< j

(−ai j)(ei− e j)
2 (2.20)
� ∑

i
aiie2

i (2.21)

It is to be stressed that the derivation of Eq. (2.21) assumes that A is a M-matrix. Eq. (2.21)
shows that if ai j is (relatively) large, it must be true that ei≈ e j. In other words, the smooth error
varies slowly in the direction of “large” matrix coefficients. This observation can be formulated
more precisely with the help of the concept of strong connections [56, 40].

A given i is said to be strongly connected to j if

−ai j ≥ θ max
k 6=i

(−aik) (2.22)

for some suitable choice of 0 < θ ≤ 1. In conclusion, the smooth error varies slowly in the
direction of strong connections [40]. Given a threshold 0 < θ ≤ 1, the set of strong connections
of a variable xi (i.e., the variables upon whose values the value of xi depends strongly) is defined
as

Si = { j :−ai j ≥ θ max
k 6=i

(−aik)} (2.23)

The set of points that are strongly influenced by i is denoted by ST
i , as j ∈ ST

i implies that i∈ S j.
Once strong connections are determined coarse-grid points (C-points) can be selected. The

remaining points become fine-grid points (F-points), i.e., C∩F = /0. In classical AMG, C-
points are chosen in such a way that all strongly connected neighbors of any F-point are avail-
able for interpolation (either direct or indirect by a path of length two). Thus the first criterion
for choosing the C-points becomes:

• (C1) For each fine-grid point i ∈ F , each point j ∈ Si should either be in C (a coarse-grid
neighbor) or should be strongly connected to at least one coarse-grid neighbor of i.

This criterion tends to create large coarse grids. Therefore, the following condition is added

• (C2) The set of coarse-grid points, C, should be a maximal subset with the property that
no two C-points are strongly connected to each other.
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Ruge-Stüben coarsening

Satisfying both criteria is sometimes impossible. Therefore, typical coarsening schemes en-
force the first condition, using the second rule as a guide. The classical coarsening scheme
(also called Ruge Stüben or RS coarsening) consists of two phases. In the first phase each
point i is assigned a value µi, where µi is the value of the number of points strongly influenced
by i. The point with the maximum value of µi is taken as the first C-point and all the points
which are strongly influenced by C-point i are taken as F-points. This process is repeated in
the same way so that all the points become C-points or F-points. After the first phase, there are
some F-points with a common C-point which have a strong F−F connection between them. In
order to make condition C1 satisfied some of these F−F points are taken as C-points to create
RS coarsening.

Now, Eq. (2.19), which states that the smooth error has relatively small residuals, can be
rewritten as

aiiei ≈− ∑
j∈Ci

ai je j− ∑
k∈Fi

aikek (2.24)

where the first sum in the right-hand side represents the contributions to ei that can be expressed
in terms of coarse grid variables, whereas the second sum consists of fine-grid contributions.
Were the second term not present, the expression above could be used straightforwardly to
express F-point values of the error in terms of C-points, i.e., this would provide an interpolation
rule. The aim therefore is find weights wi

k j so that

ek ≈ ∑
j∈Ci

wi
k je j +wi

kiei f or k ∈ Fi

Now, if k ∈ Fi and i are weakly connected, the smooth-error relation ek ≈ ei is used. The
remaining k ∈ Fi have strong connections to i; hence these values can be interpolated with the
help of coarse-grid neighbors. Since the strength of the connection is proportional to ai j, the
following interpolation rule is often applied:

ek =
∑ j∈Ci ak je j

∑ j∈Ci ak j
(2.25)

Notice that if e is constant for all j ∈Ci it takes the same value at k. Now, Eq. (2.25) is used
for k ∈ Fi having a strong connection to i; for the remaining k ∈ Fi, ek = ei is used. This defines
the interpolation operator, P. We must also choose a restriction operator R and a coarse-level
operator Ac (for defining the coarse-level correction equation). Assuming that A is a symmetric,
positive-definite matrix, it is natural to define these operators by R = PT and AC = RAP, see
[56] for instance.

Coarsening by Aggregation

Here a different definition of strength is used. One selects ai j as the coefficients of the matrix
satisfying the condition

| ai j |> θ

√
| aiia j j |.
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An aggregate is defined as a pivot element i and all its neighboring points j, which satisfy
above inequality. The procedure consists of two phases, in the first phase a pivot(root) element
is picked which is not adjacent to any other existing aggregate. Repeat the same procedure so
that all unaggregated points are adjacent to an aggregate.

There are still some unaggregated points left, which can be either integrated with existing
aggregates or some new aggregates can be formed. Complexities grow for large number of
aggregates and also convergence rate decreases for irregular and enlarged aggregates. For more
details see [56, 40].

2.8.3 Convergence

The quality of an AMG can be measured by two components: the convergence factor and the
complexity. The convergence factor measures how fast the method is going to converge, that is
how many iterations are needed to reach the required convergence. The complexity measures
the number of operations per iteration and the usage of memory. The complexity depends
upon two factors [56]: the operator complexity and the average stencil-size. The operator
complexity is defined as the quotient of the sum of the number of non-zeros of the operators
Am,m = 1,2, .....,k at all levels, divided by the number of non-zeros of the original matrix.
Small complexity leads to a small cycle time [56]. The average stencil size is defined as the
number of nonzero coefficients per row of Am. We need a large setup time for large stencil size,
even if we have a small complexity. The average stencil size also affects the cost of parallel
communications, because large stencils imply more exchange of data. Convergence rate and
complexity are interconnected with each other. Convergence can be improved by increasing
complexity and vice versa. If we use AMG as preconditioner for a Krylov method (like CG or
BiCGSTAB etc. etc.), degradation in convergence can be overcome by low complexity.

2.9 Preconditioning
Iterative solvers lack robustness relative to direct solvers. Both efficiency and robustness of
iterative techniques can be improved by using preconditioning. Preconditioning is simply a
means of transforming the original linear system into an equivalent system having the same
solution, but that is likely easier to solve with an iterative solver.

A preconditioner is a non singular matrix M with the property that it is inexpensive to solve
the linear system Mx = b compared to Ax = b. Once a preconditioning matrix M is available,
it can be applied to the system Ax = b in three different ways.
From the left, leading to the preconditioned system

M−1Ax = M−1b. (2.26)

From the right
AM−1u = b, (2.27)



2.9 Preconditioning 29

where x≡M−1u.
And if M is available in factor form like M = MLMR, where ML and MR are typically triangular
matrices, then the preconditioned system reads

M−1
L AM−1

R u = M−1
L b, x = M−1

R u. (2.28)

Basically, the idea is that the systems given by Equations (2.26)-(2.28) are easier to solve
than Ax = b with an iterative solver. That is, the condition number is to be improved by the
preconditioner, i.e., the condition number of M−1A should be smaller than that of A.

2.9.1 Preconditioned Conjugate Gradient Method
In case of the CG method we consider the preconditioned system given by Equation (2.28). If
A is SPD we take M also SPD. In order to preserve the symmetry of A we assume that M is
available in the form of incomplete Cholesky factorization, i.e.,

M = LLT

then Equation (2.28) preserves the symmetry:

L−1AL−T u = L−1b, x = L−T u.

But, it is not necessary to split the preconditioner in this manner in order to preserve symmetry.
It can be seen that the left preconditioned matrix M−1A is self-adjoint for the M-inner product:

(x,y)M = (Mx,y) = (x,My).

Because
(M−1Ax,y)M = (Ax,y) = (x,Ay) = (x,M(M−1A)y) = (x,M−1Ay)M.

By replacing the Euclidean inner product with the M-inner product, we can rewrite the CG
algorithm [46, p. 276] as follows (ignoring initial steps):

Algorithm 2.9: PCG

α j := (z j,z j)M/(M−1Ap j, p j)M,1

x j+1 := x j +α j p j,2

r j+1 := r j−α jAp j and z j+1 := M−1r j+1,3

β j := (z j+1,z j+1)M/(z j,z j)M,4

p j+1 := z j+1 +β j p j.5
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Here r j = b−Ax j denotes the original residual and z j = M−1r j is the residual of the pre-
conditioned system. But (z j,z j)M = (r j,z j) and (M−1Ap j, p j)M = (Ap j, p j), so the M-inner
products do not have to be computed explicitly. In this way the left-preconditioned CG algo-
rithm with the M-inner product and the right-preconditioned CG algorithm with the M−1-inner
product can be calculated and they are mathematically equivalent.

2.9.2 Preconditioned Generalized Minimal Residual
For GMRES, the same three types of preconditions (left, right and split) as for CG, will be
discussed.

Left-Preconditioned GMRES

The left-preconditioned GMRES algorithm can be written by just applying the GMRES algo-
rithm to the system

M−1Ax = M−1b.

Here, the Arnoldi method constructs an orthogonal basis of the left-preconditioned Krylov
subspace

span{ro,M−1Aro, .....,(M−1A)m−1ro}.
It uses a modified Gram-Smidth (MGS) process, where the vector to be orthogonalized is ob-
tained from the previous vector in the process. Also, all the residuals (and their norms) com-
puted by the algorithm correspond to the preconditioned residuals, zm = M−1(b−Axm). The
unpreconditioned original residuals rm = b−Axm can only be computed explicitly, i.e., by mul-
tiplying the preconditioned residuals by M. This can cause difficulties if the stopping criterion
is formulated in terms of the original residuals.

Right-Preconditioned GMRES

In the right-preconditioned version one solves

AM−1u = b, u = Mx. (2.29)

It can be shown that there is no need to find the value of u explicitly. The reason is that if the
initial residual b−Axo = b−AM−1uo is computed, all other vectors of the Krylov subspace
can be obtained without u. For example, ro = b−Axo is identical to b−AM−1uo. In the end
the approximate solution to Equation (2.29) is given by

um = uo +
m

∑
i=1

viηi,

with uo = Mxo. This yields xm by multiplying it with M−1

xm = xo +M−1[
m

∑
i=1

viηi].
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So, we need only one preconditioned operation in the end. Notice that in case of the left-
preconditioned version we need it in the beginning. Here, the Arnoldi loop builds an orthogonal
basis for the right-preconditioned Krylov subspace

span{ro,AM−1ro, .....,(AM−1)m−1ro}.

The essential difference with the left-preconditioned version is that here the residual norm
corresponds to the initial system, i.e., b−Axm, because the algorithm obtains the residual b−
Axm = b−AM−1um implicitly.

Split Preconditioning

The GMRES split-preconditioned system is written as

L−1AU−1u = L−1b, x =U−1u,

where M = LU . Now, at the start of the algorithm L−1 has to operate on the initial residual and
by U−1 on the linear combination Vmym in order to get the approximate solution and the norm
of the residual L−1(b−Axm).

The difference between left-, right- and split-preconditioning is that different versions of
the residuals are available in each of the three cases. This can affect the stopping criterion in
particularly if M is ill conditioned. The degree of symmetry, and hence the performance, can
also be affected by the way in which the preconditioner is applied.

2.10 Preconditioning Techniques
In this section some preconditioning techniques are discussed.

2.10.1 Jacobi, SOR and SSOR Preconditioners
Consider the linear system

Ax = b,

then a fixed point iteration is given by the formula

xk+1 = M−1Nxk +M−1b,

where M and N split A like
A = M−N.

The linear system Ax = b can be written as

xk+1 = Gxk + f , (2.30)
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where f = M−1b and
G = M−1N = M−1(M−A) = I−M−1A. (2.31)

For Jacobi and Gauss-Seidel, G is respectively given by the formulas

GJA(A) = I−D−1A,

and
GGS(A) = I− (D−A)−1A,

where A = D−E−F is already defined (see Section 2.1).
From Equation (2.30) it is tempting to solve

(I−G)x = f ,

then Equation (2.31) gives
M−1Ax = M−1b. (2.32)

The above system is a preconditioned version of the system Ax = b (original) with the split-
ting A = M−N and Equation (2.30) is a fixed point iteration of the preconditioned system.
Similarly, a Krylov subspace method can be used to solve Equation (2.32), leading to a precon-
ditioned version of some Krylov subspace method, e.g., GMRES method. Also preconditioners
for SOR and SSOR are defined respectively by

MSOR =
1
ω
(D−ωE),

MSSOR = (D−ωE)D−1(D−ωF),

where ω is a constant used to scale the equations in the preconditioned system evenly.

2.10.2 Incomplete LU Factorization Preconditioners
In SSOR and SGS, the preconditioned matrix M can be written as M = LU , where L and U
have the same nonzero pattern as the lower and upper triangular parts of A, respectively. During
the incomplete factorization of A certain fill elements, nonzero elements in the factorization in
positions where the original matrix had a zero, are being ignored.

Consider a general sparse matrix A whose elements are ai j, i, j = 1, ...,n. A general ILU
factorization process computes a sparse lower triangular matrix L and a sparse upper triangular
matrix U such that the residual matrix R = LU−A satisfies certain constraints, like having zero
elements in some locations. If a given matrix is an M-matrix this gives the guarantee of having
an incomplete LU factorization (see Section 2.10.3). First, an ILU preconditioner is described
and then the simplest form of ILU preconditioners i.e., ILU(0) factorization.

M−matrix As stated [46, p. 28] a matrix A = ai, j is said to be an M−matrix if it satisfies
the following properties

1. ai,i > 0 for i=1,2,....,n.
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2. ai, j ≤ 0 for i6= j, i, j = 1,....,n.

3. A is singular.

4. A−1 ≥ 0.

ILU Factorization

In order to write a general algorithm for building an ILU factorization, Gaussian elimination is
used along with dropping some elements from the preconditioned non-diagonal positions. Also
a known result from Ky Fan [46, p. 302] is used, i.e.,

Theorem

Let A be an n× n M-matrix and let A1 be the matrix obtained from the first step of Gaussian
elimination. Then A1, is an M−matrix.

With the help of this theorem it can be shown that the (n−1)×(n−1) matrix obtained from
A by removing its first row and first column is an M-matrix. After dropping elements from the
position where i 6= j in A1, one can write Ã1 as

Ã1 = A1 +R,

with R having elements such that rii = 0,ri j ≥ 0. Thus,

A1 ≤ Ã1

and the off-diagonal elements of Ã1 are non-positive. Furthermore, we have the following
theorem [46, p. 31]

Theorem

Let A,B be two matrices that satisfy

1. A≤ B

2. bi j ≤ 0 for all i 6= j.

Then, if A is an M−matrix, so is the matrix B.
As a result, Ã1 is also an M-matrix. By repeating the same process again on Ã(2 : n,2 : n),

it can be proven that Ã2 is also an M-matrix and so on.
Since A1 is nonsingular, it is trivial (by standard Gaussian elimination) that A= L1A1, where

L1 = [
A∗,1
a11

,e2,e3, ...,en]. By continuation of this argument the incomplete factorization of A is
obtained:
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Theorem

Let A be an M−matrix and P a given zero pattern. The above procedure does not breakdown
and produces an incomplete factorization

A = LU−R,

which is a regular splitting of A.

Zero Fill-in ILU (ILU(0))

An ILU factorization with no fill-in is denoted by ILU(0). In order to understand ILU(0)
factorization, consider a matrix A formed after the five point difference discretization of an
elliptic PDE. Let L be a lower triangular matrix with the same structure as that of the lower part
of A and U be of the same structure as that of the upper part of A. The resulting product of L
and U has some extra diagonals compared to A. The entries in these extra diagonals are known
as fill-in elements. If they are ignored, then it would be possible to have L and U so that their
product is equal to A in other diagonals.

Generally, an ILU(0) factorization can be defined as to find two matrices L (unit lower
triangular) and U (upper triangular) so that the elements of A− LU are zero in the location
NZ(A), where NZ(A) denotes the location of the nonzero elements of A.
Thus the ILU(0) algorithm [46, p. 307]reads as

Algorithm 2.10: ILU(0)

For i = 2, ...,n,Do1

For k = 1, ..., i−1 and for (i,k) ∈ NZ(A),Do2

Compute aik = aik/akk3

For j = k+1, ...,n and for (i, j) ∈ NZ(A),Do4

Compute aik := ai j−aikak j5

enddo6

enddo7

enddo8

In some cases it is possible to write an ILU(0) factorization like

M = (D−E)D−1(D−F),

where −E and −F are strict lower and strict upper triangular parts of A respectively and D
is a diagonal matrix different from the diagonal of A. It is important to note that the ILU(0)
factorization of the above form and the one derived from the above algorithm are equivalent
if the product of the strict lower part and strict upper part of A consists only of the diagonal
elements and fill-in elements.
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2.10.3 Block Preconditioners
To illustrate a block preconditioner, we consider a block tridiagonal matrix. We can generalize
the idea for other sparse matrices. Consider a block tridiagonal matrix A

A =


D1 E1
F2 D2 E2

. . . . . . . . .
Fm−1 Dm−1 Em−1

Fm Dm


Many of the block preconditioners can be written in the tridiagonal form, like A. Also A can be
written as

A = L+D+U,

where D is a block diagonal matrix consisting of all the diagonal blocks Di of A, L is strictly
lower triangular block matrix consisting of all the sub-diagonal blocks Fi of A, and U is strictly
upper triangular block matrix consisting of all the super-diagonal blocks Ei of A.
Let us define the block ILU preconditioner by M, i.e.,

M = (L+4)4−1 (4+U),

where L and U are already defined and 4 is a block diagonal matrix, and its block diagonals
are defined by the equation

4i = Di−Fiσi−1Ei,

where σ j is the sparse approximate inverse of4 j. To illustrate this let4 be a tridiagonal matrix
of dimension l, i.e.,

4=


α1 β2
−β2 α2 −β3

. . . . . . . . .
−βl−1 αl−1 −βl

−βl αl

 .

The Cholesky factorization of4 is given by

4= LDLT ,

where
D = diag{δ j}

and

L =


1
−γ2 1

. . . . . .
−γl−1 1

−γl 1

 ,
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where δ and γ are abbreviations for the respective matrix entries.
The inverse of4 is given by L−T D−1L−1. The coefficients ui j of the inverse of LT (which is a
unit upper triangular matrix) are given by

ui j = γi+1γi+2...γ j−1γ j for 1≤ i < j < l.

Also the jth column c j of the inverse of LT is given by

c j = e j + γ jc j−1 for j ≥ 2.

If we take c1 = e1 then

4−1 = L−T D−1L−1 =
l

∑
j=1

1
δ j

c jcT
j .

2.10.4 Block Jacobi Preconditioner
For a linear system

Ax = b,

the point-wise Jacobi method reads

xk+1 = D−1(E +F)xk +D−1b,

where A = D−E−F.
For the block Jacobi method we partition the linear system Ax = b in such a way

A =


A11 A12 . . . A1m
A21 A22 . . . A2m

...
...

...
Am1 Am2 . . . Amm

, x =


η1
η2
...

ηm

 and b =


β1
β2
...

βm


that A, x and b are compatible to each other. Similar to the component-wise case, we split
A = D -E -F, where

D =


A11

A22
. . .

Amm

, E =−


0

A21 0
...

... . . .
Am1 Am2 . . . 0

, F =−


0 A12 . . . A1m

0 . . . A2m
. . . ...

0

 .

Similar to point Jacobi, block Jacobi is defined as

Aiiη
i
(k+1) = ((E +F)xk)i +βi, i = 1,2, ......,m

and it gives the similar equation as before

xk+1 = D−1(E +F)xk +D−1b,

where D, E and F are block matrices now.
In general we can write the block Jacobi method as

xk+1 = Gxk + f ,
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where G = I−D−1A for Jacobi method. After splitting A = M−N, where M and N are the
diagonal and non-diagonal parts of matrix A respectively, we obtain

xk+1 = M−1Nxk +M−1b.

Comparing the last equation with
xk+1 = Gxk + f ,

we get
G = M−1N = I−M−1A, f = M−1b.

Also xk+1 =Gxk+ f can be visualized as (I−G)x= f . But for the block Jacobi method G= I−
M−1A, so M−1AX = M−1b, which is the preconditioned system of Ax = b with preconditioner
the matrix M.

2.10.5 MG as Preconditioner
A multigrid method (as described in Section 2.8) can also be used as a preconditioner. Here, we
apply the preconditioning from the right. The preconditioned system is solved with a Krylov
subspace method. Each preconditioning step implies the solution of a linear system, where
the coefficient matrix M is an approximation to the matrix A. In order to find the approximate
inverse of M we used one multigrid cycle (say v-cycle) [3]. Thus we obtain an approximation
K−1 of the inverse of the preconditioner M. The convergence behavior of the Krylov subspace
method becomes thus related to the spectral radius of the matrix AK−1. For one MG cycle the
iteration matrix T (of the preconditioned phase) is equal to the iteration matrix of the multigrid
procedure [3]. That is,

T = (I−K−1M) K−1M = I−T

When only two levels are used for the multigrid, it is possible to write T explicitly:

T = Sν2(I−PC−1RM)Sν1 (2.33)

Where S denotes the smoother on the fine grid and ν1 and ν2 are the number of pre- and post-
relaxations. R, P and C are the restriction, prolongation and coarse-grid operators, respectively.
If more than two levels are used, the multigrid iteration matrix can be constructed recursively
with the help of Eq. (2.33); see [3] for more details. The whole multigrid cycle is being used
as part of the each iteration of a Krylov subspace method.

2.11 Summary
In this chapter we have described some important iterative methods (e.g. basic iterative meth-
ods, Krylov subspace methods etc.) and preconditioners (block Jacobi, multigrid etc.) to solve
large sparse linear systems. Almost all these methods in combination with different precondi-
tioners have been used in this thesis to solve symmetric and nonsymmetric Poisson problems
that arise in various flow simulations. In Chapters 3-5 we will present our experiments.





Chapter 3

Scalable, Parallel Poisson Solvers for
Symmetric CFD Problems

3.1 Introduction
In computational fluid dynamics (CFD) many important examples like direct numerical simu-
lation (DNS) and large-eddy simulation (LES) of transitional and turbulent flows require lots of
computing power [25], which leads to the use of parallel computers. In case of incompressible
flow often a Poisson equation for the pressure has to be solved at each time step. Therefore, we
need a scalable and efficient algorithm for solving the Poisson problem on a parallel computer.

Existing parallel systems vary from loosely coupled, cheap parallel clusters to very big
systems (supercomputers) coupled tightly with many thousands of processors. The perfor-
mance/cost ratio is good for loosely coupled parallel systems in general, but the maximum
performance is relatively poor, when compared with the performance of the supercomputers.
The poor performance on ordinary parallel systems is due to low bandwidth. So in order to
increase the efficiency one has to minimize the size and the number of messages exchanged
for the loosely coupled machines. Next to architecture of the computer, the size of the prob-
lem and the number of processors are important. Therefore the algorithm that works well for
high performance computers may not behave well on ordinary clusters [25] and the other way
around.

To compute an incompressible flow numerically, we often have to solve the linear set of
equations Ax = b, where A is a sparse matrix, containing the coefficients of the discretization of
Poisson problem, x is the vector of unknowns and b is the right hand side vector. It is becoming
common to solve very large linear systems with millions or even billions of equations, in the
applications of science and engineering. Even though direct methods are efficient and robust,
they are becoming of less interest for large 3D problems. Therefore iterative methods and
preconditioners are often applied to solve these very large sparse linear systems of equations.
This requires less memory and low computational cost relative to direct solvers. It is very
important to apply preconditioners to improve the rate of convergence of the iterative method.

There are lots of choices regarding solvers and preconditioners in different solver packages,
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like PETSc [8], Hypre [4], Trilinos [30] and many more. But to choose a particular solver and
preconditioner for a particular linear system from these packages is not an easy job for many
reasons. There are different parameters for a particular preconditioner, which are different for
different problems to get the optimal results.

The big range of these preconditioners makes it difficult to investigate them in a particu-
lar framework. A particular preconditioner for different implementations behaves differently,
which limits its usefulness. Many of the preconditioners have a variety of parameters which
tune these preconditioners. For a particular preconditioner an optimal set of parameters varies
significantly even for two different implementations of the same problem. So for a particular
problem one has to be very careful while choosing different parameters for a particular precon-
ditioner.

3.2 Symmetric Poisson Problem
On a cuboid in three dimensions the Poisson problem reads

−∆p = f (x,y,z) where (x,y,z) ∈ D≡ (0, lx)× (0, ly)× (0, lz)

with Neumann boundary conditions

∂ p/∂x = ∂ p/∂y = ∂ p/∂ z = 0

where lx, ly and lz are dimensions of the cuboid in x, y and z directions respectively. For
a unique solution of the above problem the right hand side of the Poisson problem needs to
satisfy the compatibility condition

∫
D f = 0.

The solution of the system is approximated after vertex-centered discretization of the do-
main (cuboid) uniformly with mesh sizes h1 =

lx
mx−1 , h2 =

ly
my−1 and h3 =

lz
mz−1 , where mx, my

and mz are the number of grid points in x, y and z directions of the cuboid. Here we take mx,
my and mz such that h = h1 = h2 = h3. We get a mesh function p(i, j,k) which approximates
the exact solution at p(ih, jh,kh) for each 1≤ i≤ mx, 1≤ j ≤ my and 1≤ k ≤ mz.
Remark! Note that the exact solution of Poisson equation and the approximation are denoted
by p.

After replacing the differential operator by a seven-point finite difference approximation at
each interior point, we get the linear system of equations.

6p(i, j,k)− p(i, j,k+1)− p(i, j,k−1)− p(i, j+1,k)
−p(i, j−1,k)− p(i+1, j,k)− p(i−1, j,k) = h2 f (i, j,k)

where 2 ≤ i ≤ mx− 1, 2 ≤ j ≤ my− 1, 2 ≤ k ≤ mz− 1 and discrete conditions on the
boundary of the cuboid with f (i, j,k)≈ f (ih1, jh2,kh3).

Thus we get an (mx∗my∗mz)× (mx∗my∗mz) linear system

Ap = b
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where A is symmetric, positive-semidefinite. In case the unknowns are ordered row-wise, the
matrix A has non-zero diagonals only if the off-set is {−mx ∗my,−mx,−1,0,1,mx,mx ∗my},
where zero is considered to be the off-set of the main diagonal.

The matrix A is singular because of the Neumann boundary conditions. In order to avoid
the singularity, we prescribe the level of the solution in such a way that the system becomes
non-singular. To solve this system numerically, we have written a code using PETSc, which
is a library of software routines, specially designed to solve large sparse systems in a parallel
environment.

3.3 PETSc
In order to solve large sparse systems (linear or non-linear) derived after the discretization of
partial differential equations on high performance computers, PETSc can be used. PETSc is a
suite of data structures and routines that provides the building blocks for solving linear systems,
specially in a parallel environment. Two types of solvers are available in PETSc to solve sparse
linear systems,

• Krylov Subspace Methods

• Multigrid Methods

The solvers and preconditioners available in PETSc to solve symmetric (s) and non-symmetric
(ns) linear (non-linear) systems are shown in Table 3.1. Here it may be noted that solvers spe-
cific for non-symmetric linear problems, can also be used for the symmetric case. Some solvers
from the non-symmetric case like BICG, BCGS have been used in this thesis to solve the sym-
metric problem.

We have used different Krylov subspace methods like CG, BICG, CGS etc. Results of the
solvers used with Block Jacobi as preconditioner and ILU(0) factorization on each block are
shown in Figure 3.1, see Section 3.6.2. The CG method appears the most efficient out of CG,
BCGS, BICG, MINRES, and SYMMLQ. Therefore we will use the CG method as the basic
solver for symmetric problems in most of our computations to come.

In order to solve our system fast, we have used parallel computers. PETSc uses MPI for
message passing amongst processors. The PETSc infrastructure is very useful for building
large scale applications. Vectors, matrices, solvers and preconditioners, are the building blocks
of PETSc to write a code for solving a linear (non-linear) system of equations. Since we are
interested in solving large sparse linear systems on parallel computers, we do not need all
features of PETSc.

A parallel vector can be created in PETSc by calling the routine

VecCreateMPI(comm,m,M,x)

This command creates a vector x that is distributed over all processors in the communicator, m
is the number of components stored on each processor and M is the global size of the vector. In
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Table 3.1. PETSc Solvers and Preconditioners

Solvers Type Preconditioners Type
KSPRICHARDSON s PCJACOBI s and ns
KSPCHEBYCHEVE s PCSOR s and ns

KSPCG s PCLU s and ns
KSPCGNE s PCSHELL s and ns

KSPGMRES ns PCBJSCOBI s and ns
KSPFGMRES ns PCMG s and ns
KSPLGMRES ns PCEISENSTAT s and ns
KSPTCQMR ns PCILU s and ns
KSPBCGS ns PCICC s and ns

KSPBCGSL ns PCASM s and ns
KSPCGS ns PCKSP s and ns

KSPTFQMR ns PCCOMPOSITE s and ns
KSPCR s PCSPAI s and ns

KSPBICG ns PCCHOLESKY s and ns
KSPMINRES s PCSAMG s and ns

KSPSYMMLQ s PCPBJACOBI s and ns
– – PCNN s and ns
– – PCMAT s and ns
– – PCHYPRE s and ns
– – PCFIELDSPLIT s and ns
– – PCTFS s and ns
– – PCML s and ns
– – PCPROMETHEUS s and ns

order to define the entries of large sparse matrices, PETSc uses CSR (AIJ) format. In parallel a
matrix can be created by calling

MatCreateMPIAIJ(comm,m,n,M,N,d−nz,d−nnz,o−nz,o−nnz,A)

where the argument m is the number of local rows, M, N are global rows and columns respec-
tively. While partitioning a matrix in PETSc, all columns are taken as local and n is the number
corresponding to the local part of the parallel vector. If m, n are given then M, N are automat-
ically decided by PETSc or PETSC-DECIDE. Furthermore d−nz and d−nnz are the number
of non-zeros per row and the number of non-zeros of all the rows in the diagonal portion of a
sub-matrix respectively. Similarly we can define o−nz and o−nnz for off-diagonal entries of
the sub-matrix.

The general layout of PETSc routines to solve a linear system can be written as follows.

• call PetscInitialize( f ile, ...)
Initializes PETSc database files and MPI.
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• call MPICommRank(comm,rank, ...)
Assigns rank to each processor in the communicator.

• call MatCreate(..,mat, ...)
Creates a matrix context.

• call MatSetSizes(A,sizes, ...)
Sets local and global number of rows and columns.

• call MatSetType(A,ai j, ...)
Sets the format aij(CSR) of a matrix A.

• call VecCreate(v)
Creates a vector object v.

• call VecSetSize(v,m, ..)
Sets the size m of a vector v.

• call VecSetType(v,mpi, ...)
Builds a vector v e.g. mpi vector.

• call VecDuplicate(v,vnew, ...)
Creates vnew vector of the size of v.

• call MatSetValues(A,values, ...)
Add or insert values in matrix A.

• call VecSetValues(v,values, ...)
Add or insert values in vector v.

• call KSPCreate(ksp, ...)
Creates a ksp(solver) context.

• call KSPSetOperators(...,A,P, ...)
Associate matrix A with the linear system Ax=b and matrix P with preconditioner.

• call KSPSetType(...,CG, ...)
Sets the type of solver e.g., CG.

• call KSPSetConvergenceTest(ksp,convergence, .....)
Sets the functions to test the convergence of the method.

• call Teleconferences(ksp,rtol, .....)
Sets different tolerances like rtol (relative convergence tolerance), atol (absolute size of
residual norm) etc.
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• call KSPSolve(ksp,b,x, ..)
Solves the linear system Ax=b iteratively.

• call MatDestroy(A, ...)
Destroy matrix object A.

• call VecDestroy(v, ...)
Destroy vector object v.

• call KSPDestroy(ksp, ...)
Destroy ksp context.

• call PetscFinalize(...)
Finishes PETSc calls.

Some libraries of software can be combined with PETSc like Hypre and Trilinos. Thus, solvers
and preconditioners from Hypre and Trilinos can be used too.

Remark!

The relative convergence tolerance is defined as the relative decrease in the residual norm with
respect to the initial residual norm (norm of residual at the first iteration).

3.3.1 Hypre
High Performance Preconditioner Hypre is a library of software that can be used in combination
with PETSc to solve large sparse linear systems on massively parallel computers. It is our
experience, to be described below, that many of the preconditioners available in Hypre are
scalable and show good scalability when used in combination with iterative methods based on
Krylov Subspace like CG and GMRES for symmetric and non-symmetric systems respectively.

3.3.2 Trilinos
Trilinos [37] is a suite of packages which consist of parallel, numerical solvers and libraries
to solve large sparse linear and non-linear systems. It provides a particular framework for
implementing parallel numerical solvers. New packages can be added in Trilinos. Basically it
is written in C++ but an interface for Fortran and C users is available.

The Trilinos project facilitates to design, develop and integrate running mathematical soft-
ware libraries. Each package in Trilinos is self-contained and is an independent software unit.
There are many algorithms available in Trilinos. For instance Basic Linear Algebra Libraries
like Epetra, Tpetra etc.; preconditioners like AztecOO, ML etc.; and solvers for linear and non-
linear eigenvalue problems. For details see [37]. In Section 3.5 we select and investigate one
of these solvers.
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3.4 Iterative Methods on Parallel Computers

Here we consider the discrete Poisson problem

Ax = b

where A is a sparse symmetric positive definite (SPD) matrix. The Conjugate Gradient (CG) al-
gorithm [27, 31] has been proved to be a fast and memory efficient methods for such problems.
In the CG method the quadratic function

f (x) =
1
2

xT Ax− xT b

is minimized in the Krylov subspace, see Chapter 2. At any mth step of iteration the CG method
minimizes the quadratic function f (x) along the search directions dm, and all these search
directions are conjugate to each other, that is dt

i Ad j = 0 for all i 6= j and f (x) is minimized
in the whole m-dimensional Krylov subspace. In order to use the CG method efficiently, it is
necessary to implement it in such a way that high computing speeds are achievable in a parallel
environment. Basically, the CG method makes use of the following basic operations.

• Vector updates,

• Dot products,

• Matrix-Vector products.

We will discuss these operations in some details below. Here it may be expressed that many
other iterative methods apply these basic operations too.

3.4.1 Vector Updates

In order to update a vector x we need the following operation

x = x+a∗ y

where x and y are two vectors of the same dimension and a is a scalar.
For shared memory computers the above segment of the code can be converted into a par-

allel version with the help of the compiler. But for distributed memory computers we have to
define some criterion to distribute the vectors on different processors. Of course this is to be
done in such a way that the vector x is distributed in the same way as the vector y. Conse-
quently the vectors can be updated on each processor independently and there is no need of any
communication amongst processors.
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3.4.2 Dot Product
The dot product is an example of a reduction operation which maps two vectors, say x and y,
onto a single floating-point variable. For distributed memory computers the vectors x and y
are to be distributed identically across all processors. Each processor can then compute a part
of the inner product. The hardware and software of parallel computers is especially designed
to perform the global reduction operation i.e., the dot product from the parts available at each
processor.

3.4.3 Matrix-Vector Product
It is relatively easy to perform matrix-vector multiplication on high performance computers.
For sparse matrices the issue of matrix-vector product is associated with the format of the ma-
trix. Well-known formats are Compressed Sparse Row (CSR) format and Compressed Sparse
Column (CSC) e.g. We have two approaches which are common both for sparse and dense
matrices. First is the inner product form and second is the vector update form. In order to com-
pute the product Ax with the help of the inner product approach, an element (Ax)i is obtained
by taking the inner product of the ith row of A and the vector x. Whereas in the vector update
approach Ax is computed as a linear combination of the column vectors of A, i.e., ∑

n
i=1 xiA∗,i.

The precise form of the product depends on the format of the matrix A. Below we will consider
the CSR format.

The CSR Format

For Compressed Sparse Row (CSR) format, the data in a sparse matrix is written in three arrays.
The first is a real array say A(1 : nz) which stores all the non-zero elements of matrix A row-
wise. Second an integer array CA(1 : nz) stores the column positions of all the elements of the
array A(1 : nz), and third is a pointer array IA(1 : n+1), which is defined such that the ith entry
of the array IA points to the beginning of the ith row of the arrays A and CA. In this format
each component of the product Ax can be calculated in parallel as a dot product of the ith row
of matrix A and with vector x. A simple algorithm for the dot product in CSR format is as
follows.

Algorithm! CSR Format

• DO i=1,n

• t1 = ia(i)

• t2 = ia(i+1) - 1

• b(i) = dotproduct(a(t1 : t2), x(ca(t1 : t2)))

• ENDDO
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The dot product in the 4th line of the algorithm is of vectors with components (a(t1), a(t1+1),......,
a(t2)) and (x(ca(t1)), x(ca(t1+1)),......, x(ca(t2))).

The outer loop of the algorithm can be exploited for any platform of parallel computers.
For distributed memory computers, the outer loop is divided into a number of steps and is then
distributed to each processor. Usually a certain number of rows of the matrix A are assigned to
each processor together with the associated components of the vector. In order to perform the
matrix-vector product, communication amongst the processors is needed to get the components
of the vector x, which are not in the given processor. Before performing the dot product, the
vector (ca(t1:t2)) is first gathered into a vector of contiguous elements, and the standard dot
product operation is being done there.

3.5 Preconditioning
Both efficiency and robustness of iterative solvers can be improved by using preconditioners.
Preconditioning is simply a means of transforming the original linear system into an equivalent
linear system having the same solution, but is likely easier to solve with an iterative solver;
see Chapter 2 of this thesis. After choosing a good preconditioner, the condition number of
the system reduces and consequently the number of iterations required to converge reduces
[26, 50].

There is a long list of preconditioners available in PETSc; see Table 3.1 in Section 3.3. Here
we have used some of them in combination with the CG method. Table 3.3 shows the results
of the CG method in combination with some different preconditioners. Not all preconditioners
given in Table 3.1 have been used, because some are not implemented in parallel, some are
suggested in PETSc literature not to be used due to ill condition, some are built only for direct
solvers, some were crashing in our simulations, some are not compatible for AIJ(CSR) format
and some are very similar to those which we have used. In our further computations only
selective preconditioners like Block Jacobi with ILU(0) factorization on each block (blocks
are divided into rows and is automatically done by PETSc), BoomerAMG (from Hypre) and
ML (from Trilinos) will be used, which are both efficient and scalable on parallel machines.
BoomerAMG and ML are both algebraic multigrid methods.

Multigrid preconditioners are based on relaxation schemes such as Gauss-Seidel or Jacobi
methods. These methods can damp high frequency errors very efficiently but for low frequency
errors one has to transfer the problem to a coarser grid. By doing this the low frequency errors
become high frequency errors that can be damped easily. If this process is repeated a number
of times, one obtains a small problem in the end, which can be solved easily. A more detailed
description can be found in Chapter 2.

3.5.1 Multigrid as Preconditioner in PETSc

Multigrid methods can be used both as solvers and as preconditioners in PETSc. For using
multigrid as preconditioner, the user is supposed to provide a coarse grid solver, smoother,
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interpolation and restriction operators, and also a code to calculate the residuals. All these
parameters are combined in one package in PETSc. A variety of parameters affect the behavior
of multigrid, e.g., the command “call MGSetType( )” indicates which form of cycle (V or W,
e.g. ) is to be set. Some “External Packages” like High Performance Preconditioners (Hypre)
are also supported in PETSc.

3.5.2 BoomerAMG

BoomerAMG can be used both as solver and preconditioner. In our problem we are using it as
preconditioner. Parallel implementation of BoomerAMG mainly depends upon two factors.

• Coarsening in parallel,

• Relaxation schemes.

There are many options available in Hypre for coarsening and relaxation schemes in parallel.
Coarsening schemes are:

• The Clearly-Luby-Jones-Plassman (CLJP) coarsening [56],

• Classical Ruge Stueben (RS) coarsening [56],

• Falgout [10] coarsening, which is the combination of the two coarsenings mentioned
above.

Relaxation schemes are:

• Hybrid Gauss-Seidel/Jacobi relaxation scheme,

• Weighted Jacobi relaxation,

• Sequential Gauss-Seidel relaxation,

• Symmetric-SOR/Jacobi relaxation,

• HMIS and PMIS [18], RS0 and RS3 [29].

BoomerAMG is built on the classical AMG method. We have used Falgout coarsening and
the Gaussian Elimination method at the coarse level in our experiments, which is the default
setting of BoomerAMG. The documentation of Hypre advises to use a symmetric smoother if
BoomerAMG is used as a preconditioner for CG. Here Symmetric-SOR/Jacobi has been used
for both relax-down and -up.
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3.5.3 ML
ML[2] is a multigrid preconditioner package from Trilinos. It was initially constructed to solve
large sparse systems, specially arising from elliptic PDEs. It is also based on three different
parallel multigrid techniques:

1. Smoothed aggregates

2. FAS Nonlinear Multigrid

3. A special AMG for Maxwell’s equation

Several choices are available for coarsening schemes and grid transfer operators. Instead of
using the default ML preconditioner, we can apply other ML preconditioners too. E.g., by
changing the parameters inside ML’s aggregation scheme (by default it is smoothed aggrega-
tion) it is possible to create a new multigrid method without going into the details of all aspects.

We have taken Multi-Level (ML) as preconditioner in combination with solvers available
in PETSc. Almost all packages in Trilinos depend on each other, but ML can be used as an
independent stand-alone package. It can also be combined with other Trilinos packages e.g.,
AztecOO (Linear Iterative Methods) and IFPACK (Algebraic Preconditioners). While using
ML as preconditioner, there exist different options for coarsening, smoothing and solving at
different levels [2]. E.g., ML applies Krylov subspace methods on coarse grid levels and Jacobi,
Gauss-Seidel etc. as smoothers. Smoother options are Chebyshev, Gauss-Seidel, Symmetric
Gauss-Seidel and Jacobi. Coarsening schemes are Uncoupled, MIS, Uncoupled-MIS and ILU.
By default we have used Symmetric Gauss-Seidel and Uncoupled respectively.

3.6 Results and Discussion
In this section, we will discuss the results obtained in our numerical experiments. Our goal
is to find a scalable Poisson solver for symmetric linear system of equations, which runs ef-
ficiently in a parallel environment. The numerical results shown in the following figures are
concerned with different solvers and preconditioners used from PETSc (including Hypre and
Trilinos). All measurements taken here are for a symmetric Poisson problem on a cuboid with
Neumann boundary conditions on different grid sizes ranging from 107 to 2×109. The compu-
tations have been performed on different clusters of computers like Millipede at the University
of Groningen, Huygens at SARA Computing Center in Amsterdam and JUGENE at JSC in
Juelich.

3.6.1 Scalability
There are two aspects influencing scalability, being

• The algorithmic scalability, which is a measure how well the various steps in an algorithm
can be split up in separated parts and executed in parallel on the cluster, and
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• The node scalability, which in general will be different for different problem size. This
scalability limit arises from the ratio between execution time on the nodes and communi-
cation time between the nodes. The ideal situation will be that the execution time is large
relative to the communication time.

To examine how well an algorithm scales one compares the execution time for the sequential
algorithm on 1 processor T1 against the execution time on p processors Tp. This leads to the
classical definition of speedup:

Sp =
T1

Tp
(3.1)

which requires both T1 and Tp to be measured in a reproducible way. However, this is difficult.
There are roughly two ways to calculate T1 on a shared memory machine. One way would be
to just run the program on a single CPU, ignoring the other CPUs on the system. However.
since there are other users on the cluster, their programs give dynamic load on the memory
system, hence giving unpredictable and unreproducible results. The other way is to reserve all
CPUs on a node, but only using one of them. This gives the single processor private access
to memory system, therefore giving it super fast memory-timings. This will skew the timing
results in favor of T1, and therefore the measurements are not comparable anymore.

So in conclusion, it is very difficult to measure T1 and Tp in a comparable and reproducible
way. Therefore, rather than looking at the classical speedup definition, we consider intra node
scalability instead. That is, we take one node as a reference point, and define the relative
speedup as:

Sn
p =

T n
1

T n
p

(3.2)

where T n
1 and T n

p stand for the time on 1 and p nodes respectively and p is a multiple of the
number of processors per node. That is, in case of Huygens p is a multiple of 32. In future,
speedup will mean the intra node speedup.

Another important term is the efficiency, E, which is the ratio of the speedup and the number
of processors used to solve the problem.

E =
Sp

p
=

T1

pTp

The efficiency of a system varies from 0 till 1. It is actually the time spent to perform useful
work. An algorithm is said to be scalable if by increasing the problem size with respect to the
number of processors, the efficiency is kept constant [44].

Let W be the useful work, i.e., the number of floating points operations needed to solve
the problem. The value of W depends upon the size of the problem and the algorithm that is
applied. Let T1 be the execution time to solve a problem on a single processor and let T be the
time to perform a floating point operation, then [49]

T1 = TW
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where W is the useful work done in time T1. Similar to T1, let the parallel execution time to
solve a given problem on p processors be Tp. Then the total additional parallel work V is the
sum of all overheads done by all the processors in parallel and is defined [49] as

V = pTp−T1

A parallel system is scalable if V = O(W ) and not scalable otherwise [49].

3.6.2 Results on Millipede
The Millipede cluster is a heterogeneous cluster consisting of 4 types of nodes. We have per-
formed our calculations on nodes, consisting of 12, 2.6 GHz AMD Opteron cores, 24 GB of
memory, and 320 GB of local disk space. In Figure 3.1 different Krylov methods given in
PETSc have been used in order to solve a symmetric Poisson problem with Neumann boundary
conditions over a grid of size 1000*100*100. Here we used Block Jacobi as preconditioner and
each block used ILU(0) factorization and fixed relative tolerance rtol=1e-7. From Figure 3.1,
we can see that by increasing the number of processors, the time to solve (does not include pc
setup time) the given problem is decreasing. The CG turns out to be the most efficient of the
considered Krylov subspace methods.

Figure 3.2 and Figure 3.3 show the relative speedup (least square fit) defined in Equation
3.2 (starting with 12 processors = 1 node) and the classical speedup as defined by Equation
3.1 (starting with single processor) of a symmetric Poisson problem of size 10 million grid
points. From the graph we see that the relative speedup of the problem is higher than the
classical speedup. The reason of difference in the speedup is that relative speedup (node speed),
respective speedup values are multiplied by the number of processors in one node (in this case
by 12), whereas in classical speedup it is not multiplied by anything because it starts with a
single processor.

Table 3.2. Symmetric Poisson problem of size 107 grid points solved using CG method and
two preconditioners

Number of Processors BoomerAMG Block Jacobi
solve time no. of its solve time no. of its

12 192 5 708 1013
24 117 5 708 1019
36 135 5 266 1035
48 85 5 213 1036
60 79 5 184 1038
72 43 7 162 1040
84 59 7 133 1045
96 45 6 121 1045
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Figure 3.1. Various Krylov subspace solvers in PETSc for a 3D symmetric Poisson problem of
size 107 grid points. Here a Block Jacobi preconditioner with an ILU(0) factorization in each
block is applied.
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Figure 3.2. Relative speedup of CG using BoomerAMG as preconditioner. A Poisson general
problem in 3D for a grid size 107 is solved on the Millipede cluster at RUG using different
numbers of processors.
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Figure 3.3. Speedup of CG using BoomerAMG as preconditioner. A 3D symmetric Poisson
problem is solved on the Millipede cluster at RUG using different number of processors. The
grid consists of 107 points.
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Figure 3.4. Solution time of the CG method with BoomerAMG as preconditioner keeping the
problem size per processor constant (2.5×105) on Millipede.
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Figure 3.5. Relative Speedup graph of CG method using Block Jacobi with ILU (0) factoriza-
tion in each block as preconditioner. A 3D symmetric Poisson problem on a grid consisting of
107 points is solved on the Millipede cluster using different number of processors.

In Figure 3.4, the problem size per processor has been kept constant at 2.5×105. We were
expecting a horizontal line in Figure 3.4, but as the number of processors is increasing there is
a bit increase in the timings to solve the problem. The scaling is not ideal in the range from
50 to 400 processors, approximately a factor of 2 is lost. The reason is that the intra node
communication increases the time to solve the problem and the number of iterations increases
when the problem size becomes larger.

Figure 3.2 and Figure 3.5 show the relative speedup of a symmetric Poisson problem of
size 10 million grid points. In both figures the problem is solved using CG as basic solver.
In Figure 3.5, Block Jacobi with ILU(0) factorization on each block is used as preconditioner
whereas in Figure 3.2 BoomerAMG is used. From these figures we see that BoomerAMG
yields a relative speedup of about 50 percent where as for Block Jacobi it is roughly 80 percent.
Also we see from Figure 3.2 strong scalability till 48 processors and then there is a decline in
the speedup whereas in Figure 3.5 the speedup is almost constant till 96 processors. Hence it
has been concluded that the combination of CG and Block Jacobi is more scalable than CG
with BoomerAMG. However, the data presented in Table 3.2 shows that the time required to
solve the linear system is much less with BoomerAMG. This implies that Block Jacobi is less
efficient.
Note that in both cases of Table 3.2 the same relative tolerance has been used (fixed to 1e-07).
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3.6.3 Results on Huygens

All results shown in this section are computed on Huygens at the SARA computing center in
Amsterdam. Huygens is a cluster of computers with 108 nodes, each node with 16 dual core
processors. Each processor is an IBM Power6, with a speed of 4.7 GHz. Out of 108 nodes, 90
nodes each have a shared memory of 128 GB and 18 nodes are with 256 GB shared memory
each. We have used 128 GB memory nodes each in most of our experiments and MPI for
message passing amongst the nodes.

In order to find an efficient preconditioner, a symmetric Poisson problem of size 107 grid
points has been solved on Huygens using the CG method as a basic solver with different pre-
coditioners. Results are shown in Table 3.3. As can be seen, there is a large difference in solve
times between Block Jacobi and AMG (BoomerAMG, ML) preconditioners. It is due to the
fact that Block Jacobi preconditioners have slow convergence [48, 14], so they take too much
time to converge the solution of large sparse systems. In contrast, multigrid preconditioners are
very efficient [29].

Table 3.3. PETSc solvers and preconditioners used to solve the Poisson problem of size 10
million at SARA

Processors Solver Preconditioners Solve(t) Iters.
32 CG Jacobi 122 2724
32 CG B.Jacobi(ilu) 54 1022
32 CG B.Jacobi(sor) 55 1135
32 CG B.Jacobi(eisenstat) 70 1135
32 CG ASM 75 1499
32 CG BoomerAMG 5 6
32 CG ML 5.6 31

In Table 3.4, data regarding solve (slv) time, pc setup (ps) time, wall clock (w) time, number
of iterations (its) against the number of processors used to solve the Poisson general problem
is given. In our experience on the Millipede cluster at RUG, the CG method has been the most
scalable and efficient one. So we have used here CG with different preconditioners like block
Jacobi, BoomerAMG and ML. We have kept in all cases in Table 3.4 the problem size constant.
The solve time is also shown in Figure 3.6. From Table 3.4 we see that ML and BoomerAMG
as preconditioners with CG are about eight times faster than Block Jacobi as preconditioner
with CG.

Furthermore, if we compare BoomerAMG and ML used as preconditioners with CG, the
combination CG and ML appears a bit more efficient than CG and BoomerAMG for small
number of processors (256-1024). But for 2048 processors ML behaves much worse. The
reason is a too small problem size (108) for a large (2048) number of processors. For details
see Table 3.5, which shows the solve time of a symmetric Poisson problem of size 109 grid
points, solved using CG as a basic solver with ML as preconditioner; now the scaling is better.
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From Table 3.5 we see that the combination of CG and ML behaves nicely till 2048 proces-
sors, which was not the case in Table 3.4. The relative speedup graphs corresponding to Tables
3.4 and 3.5 are shown in Figures 3.7 and 3.14 respectively. From Figure 3.7 we see that Block
Jacobi scales very well, almost ideally. Whereas the AMG preconditioners (BoomerAMG and
ML) scale nice up to 512 processors, but beyond 512 processors their performance is poor.
Again the reason is the small problem size for the large number of processors. As can be seen
in Figure (3.14) we have strong scalability till 1024 processors for problem size 109 . Hence we
can extrapolate that the scalability of the CG method with ML can be increased beyond 1024
processors for problems bigger than size 109.

Table 3.4. Symmetric Poisson problem solved by CG method with different preconditioners
used, problem size 108

Procs. Block Jacobi BoomerAMG ML
slv(t) ps(t) w(t) its slv(t) ps(t) w(t) its slv(t) ps(t) w(t) its

256 167 0.184 169 2333 13 90 110 6 11 3.7 16.57 42
512 76 0.114 77 2164 6 70 79 5 6.0 2.5 10.87 32

1024 37 0.097 39 2191 5.9 101 109 6 5.9 2.6 17.36 29
2048 22 0.111 24 2515 3.9 81 86 7 10.2 5 26.21 32

Table 3.5. Symmetric Poisson problem solved by CG method with ML as preconditioner used,
problem size 109

Procs. slv(t) ps(t) w(t) its
256 120 37 170.2 45
512 66 18 92.5 47
1024 35 13 57.1 45
2048 29 23 59.8 43

Table 3.6. Symmetric Poisson problem solved by CR method with different preconditioners
used, problem size 108.

Procs. Block Jacobi BoomerAMG
slv(t) ps(t) pa(t) Its slv(t) ps(t) pa(t) Its

256 156 0.22 31 2098 11.5 92 11.1 6
512 77 0.18 15 2104 5.5 71 5.5 6

1024 37 0.15 6.6 2130 5.4 104 5.3 6
2048 22 0.14 3.7 2460 3.6 81 3.5 7
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Figure 3.6. Symmetric Poisson problem solved at SARA using CG method with three different
preconditioners and problem size 108 = 1000×1000×100.
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Figure 3.7. Relative speedup of CG with different preconditioners at SARA with problem size
108.
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Figure 3.8. Symmetric Poisson problem solved by CG using Block Jacobi and BoomerAMG
as preconditioners at the SARA cluster, keeping the problem size per node (32 processors)
constant at 1.25×107.
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Figure 3.9. Comparison of different preconditioners used with the CR method to solve a sym-
metric Poisson problem at SARA with problem size 108.
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Figure 3.10. Relative speedup of CR with different preconditioners used to solve a symmetric
Poisson problem at the SARA cluster with problem size 108.
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Figure 3.11. Keeping the problem size per node (32 processors) constant 1.25× 107, a sym-
metric Poisson problem is solved at the SARA cluster using the CR method with different
preconditioners.
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Figure 3.12. Comparison of CG and CR with Block Jacobi as preconditioner to solve a sym-
metric Poisson problem at the SARA cluster with problem size 108.
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Figure 3.13. comparison of CG and CR with BoomerAMG as preconditioner to solve a sym-
metric Poisson problem at the SARA cluster with problem size 108.
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Figure 3.8 shows a comparison of the preconditioners Block Jacobi and BoomerAMG,
keeping the problem size per processor constant. The slope of the data fitted line for each
preconditioner tells us, how equally the problem is divided on each processor. The line passing
through the data points of CG with BoomerAMG as preconditioner is almost horizontal (8.83
s→ 11.98 s), which illustrates the efficiency of the BoomerAMG as preconditioner. Whereas
in case of block Jacobi as preconditioner the line fitting the data is quite a sloppy one. The
inclination of this line is due to the fact that the number of iterations increases rapidly in case of
Block Jacobi as preconditioner compared to the number of iterations in case of BoomerAMG.

We have also used the Conjugate residual (CR) method instead of CG. The same precon-
ditioners, Block Jacobi and BoomerAMG, have been used. Data about the solution time, the
number of iterations and processors used is assembled in Table 3.6. See also Figure 3.9. It
is obvious to see from the graph that BoomerAMG as preconditioner is almost nine times as
efficient as when Block Jacobi is used as preconditioner with the CR method. But in terms of
scalability it is obvious from Figure 3.10 that the relative speedup of the CR method with Block
Jacobi as preconditioner is much higher (close to ideal) than with BoomerAMG as precondi-
tioner. This shows the strong scalability of CR when used with Block Jacobi as preconditioner.
Note that the BoomerAMG as preconditioner again scales well up to 512 processors (problem
size 108).

By keeping the problem size per processor constant it is again clear from Figure 3.11 that
BoomerAMG and ML as preconditioner with CR are more efficient than Block Jacobi as pre-
conditioner with CR.

Figure 3.12 and Figure 3.13 give the comparison of two different solvers CG and CR both
using respectively Block Jacobi and BoomerAMG as preconditioners. From these figures we
see that the differences in CG and CR are small.
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Figure 3.14. Relative speedup of CG using ML as PC, keeping the problem size fixed at 109

grid points on Huygens.
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Figure 3.15. Symmetric Poisson problem solved using CG with ML as preconditioner, keeping
the problem size per processor constant 106 grid points per processor. Here two cases are
considered. In one case the number of iterations is fixed, whereas in the other case the residual
is required to be smaller than a fixed tolerance.

Figure 3.14 shows the relative speedup of CG with ML as preconditioner in order to solve
the symmetric Poisson problem with 109 grid points. It scales well till 1024 processors but after
that there is poor scalability. In order to investigate the poor scalability we kept the problem
size per processor constant at 1 million grid points per processor. Figure 3.15 displays the
solve time as a function of the number of processors. Ideally, the solve time is independent of
the number of processors. In case the number of iterations is fixed, we see that the solve time
increases from 25 to 35.8 seconds if the number of processors increases from 256 to 2024. This
increase can be explained by the fact that the number of intra node communications increases
when the number of nodes increases. If the residual is required to be smaller than a fixed
tolerance, the solve time increases from 25 to 39.7 seconds when the number of processors is
increased from 256 to 1024. The additional increase (35.8 to 39.7 in case of 2048 processors)
is a direct consequence of the fact that the number of iterations increases if the problem size
gets larger. It may be noted that this additional increase is rather small.

3.6.4 Results at JSC

We have also run our code on JUGENE at Juelich Supercomputing Center (JSC), in Juelich
in Germany, where we can use many more cores. JUGENE is one of the largest European
supercomputers and consists of 72 racks -73728 nodes -294912 cores. Each node consists of
4 cores (4 processors and 2GB memory), each processor is a Power PC 450, 850 MHz. The
submitted jobs at JUGENE are subdivided into small sizes of 32, 64, 128, 256 nodes and bigger
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jobs into 512, 1024, 2048,.......,16384 nodes. So if we submit an MPI job on 1 node it will run
on 32 nodes and similarly job submitted on 33 nodes will run on 64 nodes and so on.

We have solved the symmetric Poisson problem of size 109 grid points and used up to 8192
processors. The results at JUGENE are shown in Figure 3.16 and Figure 3.17. Figure 3.16
shows the relative speedup of CG and Block Jacobi with ILU(0) factorization on each block as
preconditioner. Figure 3.16 illustrates the strong scalability of the preconditioned CG method
up to 8192 processors.

Figure 3.17 shows the relative speedup of the CG method and Block Jacobi with ILU (0)
factorization on each block as preconditioner used to solve a symmetric Poisson problem of size
109 on Huygens and JUGENE. On Huygens we used (256-1024) processors and on JUGENE
(2048-8192) processors. The relative speedup in both cases is close to the ideal speedup, which
shows the strong scalability of CG with Block Jacobi as precoditioner. It also shows the consis-
tency of the scalability lines on two different machines with a different number of processors.
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Figure 3.16. Relative speedup of CG using Block Jacobi as preconditioner with a problem size
of 109 grid points solved on JUGENE at JSC.

Timing results of Figure 3.17 are shown in Figure 3.18. The first three bars from the left in
Figure 3.18 correspond to the solve time on Huygens for (256-1024) processors and the next
three bars on JUGENE for (2048-8192). From Figure 3.18 we see that the time to solve the
problem on Huygens is roughly a factor of 4 smaller compare to the solve time on JUGENE,
see e.g. the results for processors 1024 and 4096. The difference in timings is due to the fact
of intra node communications. Since there are 32 processors in each node on Huygens and 4
processors in each node of JUGENE, more nodes are used on Jugene compared to Huygens
and hence more intra node communications.
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Figure 3.17. Relative speedup of CG using Block Jacobi as preconditioner with a problem size
of 109 grid points solved on Huygens (256-1024) processors and on JUGENE (2048-8192)
processors.
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Figure 3.18. Solve time of CG using Block Jacobi as preconditioner with a problem size of 109

grid points solved on Huygens (256-1024) processors and on JUGENE (2048-8192) processors.
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3.7 Conclusions
To investigate which preconditioned solver is most efficient and scalable, we have performed
many experiments by choosing different combinations of solvers and preconditioners available
in PETSc, Hypre and Trilinos. It has been observed that CG with ML as preconditioner is the
best choice regarding efficiency and scaling for very large problems up to at least 1000 millions
and also for a large number of processors. For small sized problems with a large number of
processors CG with Block Jacobi scales almost ideally, but it is not as efficient as the combina-
tion of CG and ML. It is also concluded that the speedup of an AMG (BoomerAMG and ML)
as preconditioner with CG can be increased for large number of processors by increasing the
problem size. Keeping the problem size per processor constant, BoomerAMG and ML as pre-
conditioners with CR behave very nicely as the number of processors is increased. However,
Block Jacobi as preconditioner does not do that because the number of iterations is increas-
ing. BoomerAMG and ML as preconditioners are about ten times faster than Block Jacobi as
preconditioner when used with CG or CR methods to solve symmetric Poisson problems.





Chapter 4

Scalable, Parallel Poisson Solvers for
Non-Symmetric CFD Problems

4.1 Introduction
In order to study an incompressible flow, we generally have to solve the Poisson pressure
problem. After finite difference discretization of the Poisson problem, it can be written as a
sparse linear system of equations

Ap = b (4.1)

where A is a coefficient matrix of size n×n, p is approximate solution vector of size n and b is
the right hand side vector of the same size as that of p. The symmetry of the problem depends
upon the boundary conditions. In a free surface flow simulation, for instance, the matrix A
becomes non-symmetric. In that case Equation (4.1) is solved with the help of solvers and
preconditioners for non-symmetric systems that are available in PETSc.

We have solved three different cases of non-symmetric Poisson problem. These problems
were evolved after the simulation of different flow problems. Details are given in Section 4.2.

4.2 ’Maritime’ Poisson Problems
The Poisson problems to be studied in this chapter stem from CFD simulations in maritime
engineering. In particular, they have been generated by the COMFLOW simulation method,
which has been developed to study the hydrodynamic impact of (extreme) water waves on
offshore platforms and coastal constructions. A global description of the simulation method
can be found in e.g. [36]; more details are presented in the PhD theses of Kleefsman [35] and
Wemmenhove [55].

An important feature of maritime applications is the presence of a free water surface. Here,
interface (boundary) conditions take care of continuity of the stresses across the surface. These
interface conditions are responsible for a (limited) non-symmetric contribution to the Poisson
matrix. This ‘irregularity’ holds for a one-phase flow formulation (only water) as well as for
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a two-phase flow formulation (water and compressible air). Additionally in two-phase flow,
near the free surface the coefficients in the Poisson matrix will vary largely, because of the
large density difference between water and air. Thus, the Poisson matrices to be studied in the
present chapter deviate from the ‘standard’ Poisson matrices discussed in the previous chapter.
Below we will briefly sketch their particular features.

4.2.1 General flow formulation
The examples to follow consider incompressible one-phase flow and compressible two-phase
flow, featuring a free water surface. The flow is described by the Navier-Stokes equations
(conservation of mass and momentum), completed by a thermodynamic equation of state. The
main variables are the velocity u, the pressure p and the density ρ . To understand what the
corresponding Poisson problem looks like, a short-hand notation suffices, where only the most
important terms have been made visible:

mass
1
ρ

Dρ

Dt
+∇ ·u = 0, (4.2)

momentum
∂u
∂ t

+
1
ρ

∇ p = R. (4.3)

The right-hand side R contains all other contributions to the momentum equation: convection,
diffusion and the gravitational body force. Furthermore, a thermodynamic equation of state
relates the density to the pressure: ρ = ρ(p).

These equations are completed with boundary conditions. In maritime applications these
will generally be in- and outflow conditions, where waves may enter and leave the computa-
tional domain. In the examples studied in this thesis, however, simpler boundary conditions are
used that correspond with solid walls all around the domain. Also at the water-air interface,
so-called free-surface conditions may be required; we will come back to these below.

By combining the time derivative of (4.2) and the divergence of (4.3), a ‘compressible’
Poisson equation can be formed

∇ ·
(

1
ρ

∇ p
)
=

∂

∂ t

(
1
ρ

Dρ

Dt

)
+∇ ·R. (4.4)

This is the equation that will be studied in this chapter.

One-phase flow For one-phase flow, the Lagrangian derivative of the density in Eq. (4.4)
vanishes, and we end up with a traditional Poisson equation. It only has to be solved in the
liquid region of the domain; in the void region one simply sets p = 0 (a cell-labeling system
computationally distinguishes the separate regions). At the free surface, a boundary condition
expresses continuity of the normal stress. This ends up as a Dirichlet condition, where p is
prescribed, say p = pfs where pfs is a given value (related to the air pressure and possible
influence of surface tension). As the pressure points (= cell centers) are not necessarily lying at



4.2 ’Maritime’ Poisson Problems 69

the free liquid surface, this condition is interpolated between adjacent cell centers; see Fig. 4.1.
Referring to the notation in this figure, the boundary condition for the pressure pS in the surface
cell becomes

pS +(η−1) pF = η p f s where η = h/d. (4.5)

fs
p

p
F

p
west

p
east

S

F

p
S

dh

S S

FF

Figure 4.1. Pressure interpolation at the free liquid surface. The indices ·S and ·F refer to the
cell labels: S = surface cell, F = fluid cell.

The intersection of the free liquid surface and the line connecting the centers of the S-
cell and the F-cell will usually lie inside the S-cell. In that case, 2/3 < η < 2 and the discrete
condition (4.5) is diagonally dominant. However, the intersection may also lie inside the F-cell;
usually above the F-cell center, hence d > 0 - recall that the S-cell does contain liquid. Then
η > 2 and (4.5) would no longer be diagonally dominant; in principle the off-diagonal term
could even become infinite. To alleviate iterative problems caused by non-diagonal dominance,
Eq. (4.5) is substituted in the neighboring Poisson stencil in the F-cell. In this way, effectively
the PS is eliminated from the iterative solution process. Let the neighboring equation in the
F-cell be given by

CN(pF − pS)+CE(pF − peast)+CS(pF − psouth)+CW (pF − pwest) = RHS, (4.6)

where all coefficients C{N,E,S,W} ≥ 0 (some obvious ‘compass notation’ has been used). Then
after substitution of (4.5) this equation changes into

η CN pF +CE(pF − peast)+CS(pF − psouth)+CW (pF − pwest) = RHS+η CN p f s. (4.7)

It is clear that for any η > 0 this equation is (strongly) diagonally dominant, which in general
makes its iterative solution easier. However, through the elimination one of the neighboring
points in the stencil has disappeared (in this example the northern neighbor). It will turn out
below that the strength-threshold strategy in the studied AMG methods (BoomerAMG and
ML) cannot always handle this situation efficiently (see Section 2.8).
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A similar ‘one-sided’ situation occurs in cells adjacent to solid walls, where effectively a
Neumann-type boundary condition is applied. In Eq. (4.6) the coefficient in the direction of the
solid wall is put to zero and the corresponding unknown ‘disappears’ from the stencil.

Of course, Eq. (4.5) will remain part of the Poisson system to be solved, where it could
interfere with equations in other neighboring F-cells. For instance, when the cell to the west
(or the east) of the S-cell would be an F-cell, then its Poisson equation does contain pS. This
can happen when the surface cuts more or less diagonally through the grid. Thus, near the free
surface the discrete Poisson system need not be perfectly symmetric, and the traditional SOR
theory does not fully hold anymore. To deal with this situation, a special SOR-type iterative
procedure has been developed by Botta and Ellenbroek [9], which thus far has been the ‘Poisson
engine’ of the one-phase COMFLOW simulations.

Two-phase flow For compressible two-phase flow, through the equation of state, the density
is a function of the pressure. One recognizes that the Poisson-type equation (4.4) now obtains
the character of a wave equation. Thus, numerically the second-order time derivative has to
be treated implicitly. Therefore, the density is written as a function of p after which it gives a
contribution to the diagonal of the Poisson operator in the left-hand side. Thus, in each grid
cell a discrete Poisson-type equation is formed, which does contain all of its neighbors, unlike
in the one-phase case where the free surface is interfering. The only case where a neighbor is
‘missing’ is next to solid walls.

A small complication is that interface cells (S-cells) are only partially filled with compress-
ible air, and the density value in the cell center is not always representative enough for the
density in the air part. Therefore, the value for the density in surface cells is computed with in-
formation from neighboring cells. This induces contributions from neighboring pressure values
in the Poisson stencil. The latter show up outside the diagonal of the Poisson matrix, destroy-
ing its (up to then perfect) symmetry; for details we refer to [55]. Another complication is the
non-homogeneity of the Poisson coefficients in (4.4), as the densities of water and air differ a
factor of 1000. The special SOR solver from [9], useful for one-phase flow, is not effective
anymore. Therefore, for two-phase flow problems in COMFLOW currently the more general
and robust BiCGStab method is used. Because it is more expensive than the SOR-type solver
for one-phase flow, we want to improve upon that. This is a major reason to test these Poisson
problems with the parallel solvers studied in this thesis.

4.2.2 Selected flow cases
Case 1 The first test case concerns a so-called dambreak problem, where an amount of water
is suddenly released to flow over an object. It is representative of a large wave flowing over the
deck of a ship, and intended to study the forces exerted on constructions or equipment on deck.
This flow case is accompanied by experiments carried out at the Maritime Research Institute
MARIN; for more information we refer to [35]. The flow is described with a one-phase flow
model. A snapshot of the flow is given in Fig. 4.2. The Poisson matrix corresponding to
this snapshot has been used as a test case; note that only in the water region a ‘real’ Poisson
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equation is present. Information about the used computational grid is gathered in Table 4.1. In
the vertical direction, the grid is compressed towards the bottom of the domain (smallest cells
near the bottom); in the horizontal directions the smallest cells are near the object.

Figure 4.2. Snapshot of a dambreak simulation.

Cases 2 and 3 The second and third test case concern wave impact against a floating object,
in maritime language called a semi-submersible (see Fig. 4.3). Also here MARIN experiments
are available; details can be found in [55]. When waves overturn during impact, regions of
entrapped air can influence the forces exerted on the object. For those situations a two-phase
flow model might be more appropriate. Thus, this flow case has been described with a one-
phase model (Case 2) and with a two-phase model (Case 3). The Poisson matrices for these
two flow cases show similarities (in the water region they are the same) but also differences.
The equations in the surface cells are of a different nature (in one-phase flow there is not always
a ‘full’ Poisson stencil), and the two-phase model also involves a Poisson equation in the air
region. Again, information about the computational grid can be found in Table 4.1. For these
flow cases, the grid is compressed towards the free surface (which makes a marked difference
with Case 1).

Case 1 Case 2 & 3
domain grid size domain grid size

# cells length min max # cells length min max
x 364 2.0m 0.0006m 0.0261m 379 327.9m 0.080m 4.083m
y 184 1.0m 0.0020m 0.0123m 254 200.0m 0.184m 2.227m
z 184 1.0m 0.0006m 0.0210m 129 130.0m 0.341m 3.133m

Table 4.1. Characteristics of the grids (≈ 12M cells) used in the free-surface flow cases. In
Case 1 the vertical stretching is towards the bottom, in Cases 2 and 3 towards the free surface.
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Figure 4.3. Snapshot of a semi-submersible in waves.

4.3 Method for Non-Symmetric Linear Systems
In most of our experiments GMRES and BCGS have shown some nice results of all solvers
used. A brief introduction of GMRES is given in this section. The GMRES method is based
on the Krylov subspace [47],

Km(A,r0) = span{r0,Ar0,A2r0, .....,Am−1r0}

where r0 = b−Ax0 is the initial residual, and x0 is the initial approximate solution of Ax = b.
Since the vectors r0,Ar0,A2r0, .....,Am−1r0 are almost linearly dependent, a new set of orthonor-
mal basis v1,v2, ..........,vm is formed for Km with the help of Arnoldi’s procedure. So that for
any xm ∈ Km

xm = x0 +Vmym,

where Vm is an n (size of matrix A) by m matrix formed by v1,v2, ..........,vm and ym ∈ Rm. With
the help of Arnoldi’s algorithm [46], it can be written as

AVm =Vm+1H̄m,

where H̄m is Hessenberg matrix of order (m+1)∗m, whose entries are defined in the Arnoldi’s
algorithm see Chapter 2 for details. Because of the orthogonality we have

‖b−Ax‖= ‖βe1−Vm+1H̄my‖

where e1 = (1,0,0, ......,0) and β = ‖r0‖= ‖b−Ax0‖. So

xm = x0 +Vmym,

where ym minimizes the function

J(y) = ‖βe1− H̄my‖2.

A more detailed description of the GMRES(m) method can be found in Chapter 2.
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4.3.1 Scalability of GMRES
In this chapter the scalability of GMRES, in combination with a suitable preconditioner, will
be analyzed. The scalability of GMRES(m) is mainly affected by the inner product operations.
For shared memory computers the inner product can be implemented in a suitable manner [23].
But for distributed memory systems, even if the inner product is performed efficiently, we can
not get rid of the global communication of the inner products. This reduces the efficiency
and ultimately the scalability of GMRES on parallel systems [16, 17, 19]. In the literature,
many approaches have been suggested [16, 17, 19, 39, 7, 20]. For example one way is that the
local inner products in one processor are assembled as a single message and then accumulated
collectively.

Furthermore, Arnoldi’s method uses the MGS procedure to create an orthonormal basis for
the Krylov subspace method. The MGS procedure requires lots of vector-vector operations
(inner products) which can create difficulties to implement them on a parallel machine. To
avoid this a remedy is given in [7]. Therefor the Krylov subspace Newton basis is formed first
and then orthogonalized with the help of QR factorization of the matrix whose columns are
forming the Newton basis. This procedure replaces the vector-vector operations in MGS by
QR factorization of the matrix. Another aspect is highlighted [17] that if the problem size is
increased with respect to the increase in the number of processors, the local computational time
is not affected, whereas the global communication time increases. The latter dominates even if
the problem is increasing linearly with respect to the increase in the number of processors. For
a large number of processors the performance of GMRES(m) decreases because of the global
communication in the inner products (for instance shown in Table 4.8) [21].

4.4 Experimental Results and Discussion
We have performed our experiments on the Millipede cluster at RUG, Groningen, and on Huy-
gens at the SARA computing center in Amsterdam. Details about nodes and their architecture
are given in Chapter 3. In this section, we will discuss the results obtained in our experiments
on Millipede and on Huygens. It has already been stated that our goal is to solve the Poisson
problem with a non-symmetric matrix and to find a scalable solver which runs efficiently on
parallel computers.

There are many options for solvers and preconditioners available in PETSc to solve non-
symmetric Poisson problems. But we have restricted ourselves to well known solvers like
GMRES(m), the restarted version of GMRES and Bi-conjugate Gradient Stabilized (BCGS).
As preconditioners we used BoomerAMG from HYPRE, ML from Trilinos and Block Jacobi
with ILU(0) factorization on each block. The (parallel) performance of these solvers and pre-
conditioners are discussed in the following sections.

In Table 4.2 an overview of the convergence behavior of GMRES(m) with different pre-
conditioners used to solve a non-symmetric Poisson problem for the three different cases as
described in Section 4.2 is given. Symbols used in the following tables are T.Res. which stands
for true residual, whereas +, × and C stand for converging, not used and crashed respectively.
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We will discuss these calculations in the sequel.

Table 4.2. An overview of the convergence behavior of GMRES(m) with different precondi-
tioners used to solve non-symmetric Poisson problems.

Size Case 1 Case 2 Case 3(a) Case 3(b)
12 M T. Res T. Res T. Res. T. Res.

B.Jacobi + + + +
BoomerAMG + + + +

ML + + + +
95 M T. Res T. Res T. Res. T. Res.

B.Jacobi + × × ×
BoomerAMG + × + ×

ML + × + ×

4.4.1 Results on Millipede
Initially we solved a small non-symmetric problem (case 1) of size about 2× 106 grid points
using different solvers and Block Jacobi as preconditioner, the results are shown in Table 4.3.
From the results in Table 4.3, the restarted version of Generalized Minimal Residual (GMRES(m))
method with m = 30 and Bi-Conjugate Gradient Stabilized (BCGS or BiCGStab) appeared
more efficient than the other solvers used. Therefore in future for the large sized problems we
have used GMRES(m) and BCGS in most of our calculations with preconditioners, like Block
Jacobi, BoomerAMG and ML.

Table 4.3. Solve time (sec.) using different solvers and Block Jacobi preconditioner

Processors GMRES(30) BCGS BICG CGS
2 18 12 28 17
4 10 6 12 12
6 6 4 9 9

The non-symmetric Poisson problems has also been described on a larger grid of size about
12 Million. Below we will discuss three different cases. These problems have been solved using
GMRES(30) as a basic solver with three different preconditioners: Block Jacobi, BoomerAMG
and ML. Here, and in the sequel, Block Jacobi means Block Jacobi with ILU(0) factorization
on each block.

Non-symmetric case 1

In this case we have a non-symmetric Poisson problem (Case 1 of Section 4.2) of size about 12
Million grid points. This problem is solved using GMRES(m) with different preconditioners
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like Block Jacobi, BoomerAMG and ML. The results are shown in Table 4.4. From the results
we see that the combination GMRES-BoomerAMG appears the most efficient.

In order to get some good performance of BoomerAMG as preconditioner with Krylov
subspace methods, it is necessary to adjust some important parameters, which effect the coars-
ening as well as interpolation. One such important parameter is the strength− threshold θ . In
an AMG the accuracy and complexity of the algorithm which is directly affected by coarse-grid
is controlled by the parameter, θ . See Section 2.8.2 of this thesis for details. The value of θ

can be set by

−pc−Hypre−BoomerAMG−Strength−Threshold value .

For two dimensional problems with low complexities it is recommended to use θ = 0.25,
whereas for three dimensional problems θ = 0.50 is recommended. Furthermore the value of
strength− threshold greatly depends upon the problem under consideration. So there might be
better choices of θ than the two suggested above. E.g. in our problem non-symmetric case 1
it gives good results for 0.41 ≤ θ ≤ 0.65. For this case, within this range of θ there are only
small differences amongst results for different values of θ , e.g. number of iterations, solve time
etc. Results shown in Table 4.4 for GMRES-BoomerAMG correspond to θ = 0.50.

Furthermore in Table 4.4 we see GMRES-ML is crashing for 12 processors. It is due to the
fact that after submitting 12 tasks per node, each task does not get enough memory required to
run. But if we submit 10 tasks per node then it solves the problem. Here each task relatively
gets more memory compare to when 12 tasks are submitted per node. Also we see lots of
iterations for ML (an AMG preconditioner) which is not expected. Actually GMRES-ML is
not really using ML as preconditioner here. It is using only one level which is similar to using
GMRES-Block Jacobi. So it is not fair to compare GMRES-ML with other combinations used
in this case.
Note! In the following tables slv.(t), wl.(t) and its. are showing the solve time, wall clock time
and the number of iterations required to solve the system respectively.

Table 4.4. Non-symmetric case 1 Poisson problem of size 12× 106 grid points solved using
GMRES(m) method and with three different preconditioners.

Processors Block Jacobi BoomerAMG ML
slv.(t) wl.(t) its. slv.(t) wl.(t) its. slv.(t) wl.(t) its.

12 521.2 562 404 60.6 115.5 20 +1800 +1800 C
24 231 242 401 49.1 94.6 22 348.6 365.4 587
36 224.7 236 435 24 60 23 264.4 255.3 593
48 176.8 187 455 24.3 61.7 26 197.2 220.2 672
60 139 150 459 32.4 67 21 148.6 157.1 627
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Non-symmetric case 2

Another non-symmetric problem (case 2 of Section 4.2) of size 12 Million grid points is solved.
In this case we have used the same combinations of solvers and preconditioners as in case 1.
Results are shown in Table 4.5. From the table it appears that GMRES-BoomerAMG is the
most efficient combination of all used in this case. In the nonsymmetric case 2 we tested
GMRES-BoomerAMG for different values of θ . It gives some nice results for 0<θ ≤ 0.22. In
Table 4.5 we have included the results for optimal value of θ , which is 0.21 in this case. Below
we will discuss more for the choice of θ .

In case 2 GMRES-ML was initially not constant in number of iterations. Also convergence
with respect to true residual was not good even when it was using 6 levels. To see nice behavior
of GMRES-ML with respect to number of iterations as well as the convergence we have reduced
the levels to 3. The results are shown in Table 4.5. Furthermore GMRES-Block Jacobi is not
regular in timings. This is because of the irregularity in the number of iterations. But with
respect to time/iteration it seems good.

Table 4.5. Non-symmetric case 2 Poisson problem of size 12× 106 grid points solved using
GMRES(m) method and with three different preconditioners

Procs. Block Jacobi BoomerAMG ML
slv.(t) wl.(t) its. slv.(t) wl.(t) its. slv.(t) wl.(t) its.

12 904.4 933.8 1107 153.6 306.6 25 163.5 245.3 102
24 423.2 453.3 1047 68.3 174.8 21 77.5 91.4 99
36 178.1 205.7 666 49.6 141 22 122.8 450.7 99
48 208 216.5 1032 40.6 137.8 22 40.9 52.1 103
60 117.8 126.4 726 39.1 127 26 +1800 +1800 C

Non-symmetric case 3(a)

In case 3(a) a non-symmetric problem (case 3(a) in Section 4.2) of size about 12 Million is
solved using GMRES(m) in combination with three different preconditioners. The results are
shown in Table 4.6. From the data shown in Table 4.6 it appears that the combinations GMRES-
BoomerAMG and GMRES-ML are regular in data. This means that the problem is distributed
evenly as we increased the number of processors and hence the solve time decreased evenly.
Also the number of iterations is almost constant in each case. Whereas GMRES-Block Jacobi is
irregular in number of iterations and ultimately this irregularity can be seen in solve time also,
but the time/iteration is good. This means that the scalability of solve time/iteration is nice.
GMRES-BoomerAMG and GMRES-ML are about 5 times faster than GMRES-Block Jacobi.
GMRES-BoomerAMG appears the most efficient. In this case for GMRES-BoomerAMG we
get nice results for 0.1≤ θ ≤ 0.6; the optimal result is for θ = 0.3 which is shown in Table 4.6.
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Table 4.6. Non-symmetric case 3(a) Poisson problem of size 12×106 grid points solved using
GMRES(m) method and with three different preconditioners

Processors Block Jacobi BoomerAMG ML
slv.(t) wl.(t) its. slv.(t) wl.(t) its. slv.(t) wl.(t) its.

12 808.1 819.9 972 34.4 106.2 7 44.2 66.4 25
24 475.7 485.9 1010 17.9 54.6 7 20.8 35.9 26
36 179.8 189 660 12.2 37.5 7 14.2 27 26
48 206.3 215.4 1011 10.1 31.7 7 11.3 22.7 28
60 118.2 127 717 8.1 26.8 7 8.8 20.2 26

Non-symmetric case 3(b)

This case is the same as case 3(a) but in this case while constructing the matrix, counting of
the number of grid points is started in the order ijk instead of kji. We know cases 3(a) and 3(b)
are arising from two-phase wave simulation. So if we cut (divide) the whole domain of the
fluid into horizontal slices, there are chances that a large part of the grid points on the surface
(difficult points) fall into a single processor. This may cause unevenness in the solution part
relative to other processors. So in order to minimize the effect of the grid points on the surface,
we sliced the whole domain vertically (case 3(b)). Then the free-surface points are more or
less evenly distributed over the nodes. Results for this case are shown in Table 4.7. In this
case the results are almost the same as that of case 3(a). Apparently, the anticipated possible
effects are only small, another distribution of the grid points over the nodes hardly influences
the convergence.

Table 4.7. Non-symmetric case 3(b) Poisson problem of size 12×106 grid points solved using
GMRES(m) method and with three different preconditioners

Processors Block Jacobi BoomerAMG ML
slv.(t) wl.(t) its. slv.(t) wl.(t) its. slv.(t) wl.(t) its.

12 1034.3 1063 972 34.4 123.5 7 54.2 77.6 25
24 477.8 488.1 1010 17.9 85.8 7 20.2 35.2 26
36 181.6 190.8 660 12.3 69.1 7 14.1 26.9 26
48 205.9 240.9 1011 10 66.7 7 11.2 22.9 28
60 118.1 126.6 717 8 27 7 8.7 20.3 26

Discussion

The convergence of a particular iterative method with algebraic multigrid as preconditioner
largely depends upon the coarsening strategies. ML chooses the maximum number of levels
automatically. We can change the values of some parameters in ML, yet we can not set the
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Figure 4.4. Relative number of points in the fluid that are not strongly connected to other points
as function of the threshold parameter θ .

number of levels larger than the prescribed maximum. But the number of levels less than the
maximum can be set. The automatic selection of the number of levels sometimes leads to
irregularities (convergence, number of iterations etc.) of ML behavior for different kinds of
problems like in case 1. By default BoomerAMG applies the classical RS coarsening scheme
that was described in Section 2.8.2. In that scheme the coarsening is controlled by a threshold
parameter θ . The value of θ greatly influences the interpolation and coarse-grid selection and
ultimately the convergence. The choice of the coarse grid and interpolation operator were mo-
tivated by the observation that the algebraically smooth error varies slowest in the direction of
strong dependence. The underlying reasoning makes use of the fact that the coefficient matrix
belongs to the class of M-matrices. In Section 2.8.2, the symmetry of the matrix A was explic-
itly used to show that the smooth error varies slowest in the direction of strong dependence.
Thus, it is no surprise that choosing the threshold parameter θ in the nonsymmetric cases is
difficult. In the present cases the threshold parameter is determined by trial-and-error. The dif-
ficulty in the case 1 and 2 is that apart from the free surface, the coefficient matrix is symmetric
and weakly diagonally dominant; hence the classical RS coarsening scheme is well-founded
there. Yet, the conditions at the free surface break the symmetry. The symmetric equations
in the interior of the domain and the nonsymmetric free surface condition are to be combined
into an optimal, global value of θ . This is particularly difficult if the grid size in the direction
normal to the free surface is (much) smaller than the grid size in the other directions. Indeed in
that case the near-surface discretization of the Poisson equation for the pressure yields precisely
one large off-diagonal coefficient, corresponding to the second directive in the direction normal
to the surface. Consequently, the cardinality of the set of strongly connected points becomes
zero at such points, unless, of course, θ is taken so small that the points in the direction parallel
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to the surface become connected. Figure 4.4 displays the fraction of points in fluid for which
the set Si of strong connections (see Sec. 2.8.2. for its precise definition) is empty (in case 1
and case 2). As can be seen in Fig. 4.4, for a given fraction of points in fluid with |Si| = 0 the
corresponding value of θ in case 1 is roughly twice as large as in case 2. This heuristically
illustrates that the ranges of θ yielding good results in case 1 and case 2 differ by about a factor
2: 0.4≤ θ ≤ 0.6 in case 1 and 0 < θ ≤ 0.22 in case 2.

As was explained above, points that are not strongly connected to any other points can occur
near the free surface only if the grid size in the normal direction is much smaller than in the
parallel directions. In case 1 this happens only if the free surface hits the bottom of the domain,
see Fig. 4.2, since the grid is compressed towards the bottom. In case 2, the points that are not
strongly connected to other points are found solely near the floating object, see Fig. 4.3. Again
because the grid is compressed in the direction normal to the object.

Case 3 is also governed by a nonsymmetric coefficient matrix; yet the amount of nonsym-
metry is less severe compared to the cases 1 and 2. Actually, the non-symmetry in case 3 is
very mild: it results only from the interpolation of the density in cells that are partially filled
with air and partially filled with water. In case 3 the difference of the densities of air and wa-
ter seems to constitute the main issue when determining optimal choices for θ . Chartier et al
[5] have studied the optimization of the strength threshold parameter for immersed interface
problems (elliptic pde’s with variable and discontinuous coefficients) in series of papers by
trial-and-error. In case 3 we found good results for 0.1≤ θ ≤ 0.6, that is for the common range
of threshold parameters.

An AMG algorithm can be altered dramatically by changing the value of θ [40]. In all
the three cases discussed above we have found different ranges of θ yielding good results. To
understand more about the optimal value of θ , we conducted statistical analysis of the active
data points (In an AMG active data points are the coarse-grid points j, which have strong
connections with a fine grid point i, at a particular level, see Section 2.8.2 for details) in a
matrix for each case. A graph of the percentage of active data points at optimal values of θ

in each case is shown in Figure 4.5. From the figure we see that (loosely speaking) at optimal
value of θ in each case, the percentage of active data points is almost halved (bisected).

4.4.2 Results on Huygens

All results shown in this section have been computed on Huygens at the SARA Computing
Center in Amsterdam. Details about this computer can be found in Chapter 3. On Huygens we
have solved two cases 1 and 3(a). But here the problem size has been increased to about 95
Million in each case. Below we have details about the results of these cases.

Nonsymmetric case 1

Here we will focus on a non-symmetric Poisson problem of size around 95 Million grid points,
which resulted from a simulation of the dam-break case (see Section 4.2 for details).
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Figure 4.5. Comparison of active data percentage against threshold value in cases 1, 2, and
3 for problem size 12 Million in each case. The problems are solved using GMRES with
BoomerAMG as preconditioner.
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Before going into the details, an important issue is to be mentioned. For the symmetric
case in Chapter 3, we could solve Poisson problems up to a size of 1000 Million grid points,
without facing any kind of memory deficiency (memory allocated for a particular task is less
than required) problem even when we submitted 64 tasks per node. Remember that one node
has 128 GB of memory. But in case of the non-symmetric Poisson problem which is just of
size about 95 Million grid points, we had memory deficiency problems while loading (reading)
the matrix from a binary file by submitting only 32 tasks per node. This problem of loading
the matrix was solved when we used a minimum of 25 nodes with a maximum of 16 tasks per
node. Consequently, we had to use 25×16 = 400 processors. While using 16 tasks per node,
each task is allocated with a memory of 8 GB, whereas if we submit 32 tasks per node each
task gets 4 GB only. Apparently it is not enough for the reading process.

Another way of overcoming this memory deficiency problem is to solve the given problem
on high memory nodes (256 GB per node), where we can submit 32 tasks per node which
also allocate 8 GB per task. But there are only 18 high memory nodes at SARA. It may be
emphasized that in our experiments we have seen that the high amount of memory is required
while reading the matrix from a binary file only, but not for solving the problem.

The above mentioned problem (nonsymmetric case 1, 95 Million) has been solved using
two different solvers GMRES(m) and BCGS. Each solver is combined with the precondition-
ers Block Jacobi and BoomerAMG. The relative speedup of the combinations of the above
mentioned solvers and preconditioners is shown in the Figures 4.6-4.9. Also data about solve
time and the number of iterations is shown in Tables 4.8-4.9 respectively. We will discuss these
figures and tables one by one.

Figure 4.6 shows the relative speedup of GMRES(m) as a basic solver with BoomerAMG
as preconditioner used to solve a non-symmetric Poisson problem of size about 95 Million grid
points. The relative speedup of GMRES(m)-BoomerAMG is close to the ideal speedup. In
fact, it is even somewhat better. We have superlinear speedup, which might be due to the cache
effect. Because in parallel computing not only the number of processors but also the cache
memory is accumulated. A part of core data may fit in the cache. Because cache memory
is very fast, consequently it increases the speedup more than ideal. Secondly, the solve time
calculated for the smallest number of processors (in our case 400 processors) might not be
accurate or it is too slow relative to the large number of processors. This results in superlinear
increase in the speedup. Note that here we have used 50 nodes in total with 32 processors each
but with 16 tasks per node.

The above mentioned problem has also been solved using GMRES(m) with Block Jacobi as
preconditioner; see Figure 4.7. The speedup results in this figure are very irregular. This is due
to irregularity in the number of iterations; see Table 4.9. So, for this problem the scalability of
GMRES(m) with Block Jacobi is difficult to predict. However, perfect scaling is seen when the
number of iterations is considered, then we see a very scalable, parallel behavior of the solution
method. For the speedup/iteration see Figure 4.7.

So we conclude that GMRES(m) with Block Jacobi as preconditioner is scalable on parallel
systems, but numerically less efficient relative to a preconditioned GMRES(m) with Boomer-
AMG for such large problems; see Table 4.8.
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Figure 4.6. A non-symmetric Poisson problem is solved using GMRES(m) with BoomerAMG
as preconditioner and rtol 1e-7 for a problem size of about 95 Million grid points.
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Figure 4.7. A non-symmetric Poisson problem is solved using GMRES(m) with Block Jacobi
as preconditioner and rtol 1e-7 for a problem size of about 95 Million grid points.
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Table 4.8. Comparison of solve time for different solvers and preconditioners used to solve a
non-symmetric problem of size about 95 Million.

Processors GMRES BCGS
Solve(t)-bamg Solve(t)-bjacobi Solve(t)-bamg Solve(t)-bjacobi

400 13.3 144 15.5 22.8
480 10.7 107 11.1 22.6
560 8.4 134 9.5 17.8
640 8.2 71 10.4 17.0
720 7.0 89 7.6 12.8
800 5.9 84 7.0 13.1

Table 4.9. Number of iterations for different solvers and preconditioners used to solve a non-
symmetric Poisson problem of size 95 Million grid points.

Processors GMRES BCGS
Its.(bamg) Its.(bjacobi) Its.(bamg) Its.(bjacobi)

400 19 2880 12 465
480 19 2536 11 542
560 19 3682 11 484
640 18 2220 12 533
720 18 3100 11 460
800 18 3243 11 524

In Figure 4.8, the relative speedup for case 1 is shown using BCGS (instead of GMRES)
with BoomerAMG as preconditioner. Here also the relative speedup is close to ideal (for the
same number of processors as in Figure 4.6). In Figure 4.9, the relative speedup graph of BCGS
with Block Jacobi as preconditioner is given. Here we observe a relative speedup, which is
somewhat less than ideal (about 80%). Furthermore, the speedup results are a bit irregular
again, it is due to the irregularity in the number of iterations. The corresponding number of
iterations can be seen in Table 4.9.

Table 4.8 shows a comparison of the solve time for the different solvers and precondition-
ers used. From this table we observe that GMRES(m) with BoomerAMG as preconditioner
is the most efficient of all the combinations used so far. Comparison of the number of iter-
ations required to converge the solution for different solvers and preconditioners is shown in
Table 4.9. The table illustrates the efficiency of the BoomerAMG preconditioner. Furthermore,
with BoomerAMG the number of iterations is almost independent of the number of proces-
sors used, whereas in case Block Jacobi is used the number of iterations varies irregularly with
respect to the increase in the number of processors (see Table 4.9).

Comparison of the solve time, for GMRES(m) and BCGS with BoomerAMG as precondi-
tioner are shown in Figure 4.10. As it is seen, the solve time of GMRES(m) with BoomerAMG
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Figure 4.8. A non-symmetric Poisson is solved using BCGS with BoomerAMG as precondi-
tioner and rtol 1e-7, the problem size is about 95 Million grid points.
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Figure 4.9. A non-symmetric Poisson problem is solved using BCGS with Block Jacobi as
preconditioner and rtol 1e-7, the problem size is about 95 Million grid points.
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as preconditioner is less than that of BCGS with BoomerAMG as preconditioner, although the
differences are not large. Another comparison is shown in Figure 4.11. Here we used Block
Jacobi as preconditioner instead of BoomerAMG. From Figure 4.11 we observe that BCGS
with Block Jacobi as preconditioner is much more efficient than GMRES(m) with Block Jacobi
as preconditioner. This is due to the large differences in the number of iterations required to
converge the preconditioned method, see Table 4.9.
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Figure 4.10. Comparison of GMRES(m) and BCGS using BoomerAMG as preconditioner and
rtol 1e-7 to solve a non-symmetric Poisson problem of size about 95 Million grid points.

Nonsymmetric case 3(a)

Like in the first nonsymmetric case, for case 3(a) again (95 Million) we faced a memory de-
ficiency problem to load the matrix from a binary file. In this case the problem of loading is
solved when we used a minimum of 10 nodes with a maximum of 10 tasks per node. Conse-
quently, we had to use minimum 10×10 = 100 processors. Here each task is allocated with a
memory of 12.8 GB. Here also we used different combinations of solvers and preconditioners
for 100 processors initially. But only the results of the better ones are shown below.

Table 4.10 shows a comparison of solve time and number of iterations required to solve
the problem. Here we used GMRES(m) in combination with different preconditioners. From
Table 4.10 we see that the combination GMRES-BoomerAMG is a bit more efficient than
GMRES-ML.

Figures 4.12 and 4.13 correspond to Table 4.10 and are showing the relative speedup of
GMRES-ML and GMRES-BoomerAMG, respectively. From Figure 4.12 we see a very nice
speedup line almost ideal until 150 processors and then a little bend until 250 processors.
This shows the scalability of GMRES-ML to solve such big problems. Whereas for GMRES-
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Figure 4.11. Comparison of GMRES(m) and BCGS using Block Jacobi as preconditioner and
rtol 1e-7 to solve a non-symmetric Poisson problem of size about 95 Million grid points.
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Figure 4.12. A non-symmetric Poisson problem is solved using GMRES(m) with ML as pre-
conditioner and rtol 1e-5 for problem size about 95 Million grid points.
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Table 4.10. Comparison of solve time and number of iterations for GMRES(m) with different
preconditioners used to solve case 3(a) nonsymmetric problem of size 95 Million.

Procs. GMRES-ML GMRES-BoomerAMG
slv.(t) wl.(t) its. slv.(t) wl.(t) its.

100 44.9 81.8 113 46.4 271.8 7
150 30.1 63 114 25.7 187.2 6
200 23.8 52.8 121 19.9 180 6
250 19.7 49.4 124 19.6 152.2 7
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Figure 4.13. A non-symmetric Poisson problem is solved using GMRES(m) with BoomerAMG
as preconditioner and rtol 1e-5 for a problem size of about 95 Million grid points.

BoomerAMG in Figure 4.13 the speedup line is a bit higher than ideal. This is due to the fact
of different number of iterations, e.g., 7,6,6,7, see Table 4.10. But the speedup/iteration lines
for both the combinations (GMRES-BoomerAMG and GMRES-ML) are almost the same; see
Figures 4.12-4.13.

4.5 Conclusions

In order to solve large sparse linear problems with millions of unknowns, it has become very
important to find a scalable, parallel solver which runs efficiently on parallel systems. Non-
symmetric Poisson problems each of size around 12 Million grid points, which were simulated
in three different cases described in Section 4.2 have been solved using the GMRES(m) method
on parallel computers, using three different preconditioners: Block Jacobi, BoomerAMG and
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ML. In general it is seen that the combination GMRES-Block Jacobi is converging in all the
cases. But it converges very slowly compared to GMRES-BoomerAMG and GMRES-ML.
Furthermore the efficiency of GMRES-BoomerAMG is a bit higher than GMRES-ML in al-
most all the cases for small (12 Million) sized problems. So in general we recommend to
use GMRES-BoomerAMG. But if wall clock time is taken into account (this affects the cost
required to solve a job on a parallel system) then we will prefer GMRES-ML.

Bigger problems each of size around 95 Million grid points for case 1 and case 3(a) de-
scribed in Section 4.2 have also been solved on Huygens at the SARA computing center in
Amsterdam. There we have used the same code that we used on Millipede. We tested our prob-
lems for different combinations of GMRES(m) and BCGS with three different preconditioners
mentioned above. It is found again that in one-phase dam-break case GMRES-BoomerAMG
is the most efficient and scalable combination of all solvers and preconditioners used. Further-
more in case 3(a) (95 Million) the efficiency of GMRES-BoomerAMG is comparable with that
of GMRES-ML. In general we conclude that the combination GMRES-BoomerAMG is most
efficient of GMRES-ML and GMRES-Block Jacobi.

Furthermore for bigger problems (95 Million), GMRES-Block Jacobi is not regular (solve
time) which is due to the irregularity in the number of iterations. This shows that GMRES-
Block Jacobi is numerically inefficient for such large problems. GMRES(m) with Boomer-
AMG as preconditioner is roughly 10 times more efficient than when Block Jacobi is used as
preconditioner. We have also concluded that BoomerAMG when used as preconditioners with
GMRES(m) or BCGS is very consistent in number of iterations required to solve the problem
as the number of processors is increased.

We are interested in solving more complex problems linear (non-linear) in future. In the
next chapter we will solve the Navier Stokes equations using preconditioned krylov methods
for Poisson problem.



Chapter 5

Turbulent Channel Flow1

5.1 Introduction

Turbulent flows near walls have been the focus of intense study since their first description by
Ludwig Prandtl over 100 years ago. They exist whenever there is turbulent flow over a sur-
face, and are of crucial importance in many applications areas. Direct numerical simulation
(DNS) of the incompressible Navier-Stokes equations provides the complete temporal and spa-
tial information required to study near-wall turbulence. The enormous computational resources
required limit DNS to relatively low Reynolds numbers. Turbulent Poisseuille flow in a plane
channel is a well-known problem, suitable for DNS with periodic boundary conditions in the
streamwise and spanwise directions. This flow forms a prototype for near-wall turbulence. Kim
et al. [34] first carried out a DNS for turbulent channel flow at a Reynolds number Reτ = 180
based on friction velocity and channel half-width. Moser et al. [42] extended the Reynolds
number range to Reτ = 590. Hu et al. [32] performed channel flow DNS up to Reτ = 1440; Del
Álamo and Jimenez [22] reached Reτ = 1900. Turbulent Poisseuille flow in a plane channel
has also been studied experimentally. Niederschulte et al. [43] and Wei & Willmarth [54], for
example, have measured velocities in a turbulent channel at Reτ ≈ 1000. In the present contri-
bution, DNS calculations have been performed for a series of Reynolds numbers. For that up to
1024 processors are used. The Poisson solver for the pressure is taken from the PETSc toolkit,
and the Message Passing Interface (MPI) standard is applied to transform the other part of the
computer program into a parallel Fortran-code

The simulation program is based on the incompressible Navier-Stokes equations. The dis-
cretization of these equations is outlined in Section 5.2. Here, the convective and diffusive
operators are discretized in such a manner that their symmetries are preserved. The resulting
spatial discretization inherits all symmetry-related conservation and stability properties from
the continuous formulation. In particularly, a symmetry-preserving discretization is uncondi-
tionally stable, and conserves the energy in the absence of viscous dissipation. Results of direct
numerical simulations of turbulent channel flow are presented and discussed in Section 5.3.

1Joint work with MSc-student Leo van Kampenhout



90 Chapter 5. Turbulent channel flow

Section 5.4 focuses on the (parallel) performance of the Poisson solver in this application.

5.2 Symmetry-preserving discretization2

5.2.1 Symmetry and conservation
The Navier-Stokes equations provide an appropriate model for fluid flow. In the absence of
compressibility (∇ ·u = 0), the equations are

∂tu+(u ·∇)u+∇p = ν∇
2u (5.1)

where u denotes the instantaneous fluid velocity field, p stands for the pressure, and ν is the vis-
cosity. In the absence of external sources (such as body or boundary forces), the rate of change
of the total energy is neither influenced by convective transport nor by pressure differences; it
is solely determined by viscous dissipation. This basic property can readily be deduced from
the symmetries of the differential operators in (5.1). To that end, we consider the evolution of
the energy.

In terms of the usual scalar product (u,v) =
∫

V u · vdx, the energy of a fluid with velocity u
and occupying a region V is given by ||u||2 = (u,u). Differentiating (u,u) with respect to time
and rewriting ∂tu with the help of (5.1) gives

d
dt
||u||2 = −((u ·∇)u,u) − (u,(u ·∇)u) − (∇p,u) − (u,∇p)

+ ν
(
∇

2u,u
)
+ ν

(
u,∇2u

)
. (5.2)

Here, the convective contributions cancel, because the trilinear form satisfies

((u ·∇)v,w) =−(v,(u ·∇)w) , (5.3)

or, stated otherwise, because the convective operator (u ·∇) is skew symmetric:

(u ·∇)+(u ·∇)∗ = 0. (5.4)

The proof of (5.3) uses the product rule for differentiation,

∇ · ( f u) = f ∇ ·u+∇ f ·u, (5.5)

which holds for any (differentiable) scalar f and vector field u. Taking f = v ·w, ∇ ·u = 0 and
applying Gauß’s Divergence Theorem gives∫

∂V
(v ·w)(u ·n)ds =

∫
V

∇ · ((v ·w)u)dV =
∫

V
∇(v ·w) ·udV

=
∫

V
(u ·∇)v ·wdV +

∫
V
(u ·∇)w · vdV,

2This section is based on Ref. [52]
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which shows that (5.3) holds if the boundary term vanishes, e.g., if the normal velocity u · n
vanishes at the boundary ∂V , or if v ·w vanishes, or if periodic boundary conditions apply.
Likewise, by setting f = p in (5.5) and applying Gauß’s Divergence Theorem again, we obtain
that (∇p,u) = 0 if u ·n = 0 at the boundary. Therefore, the pressure terms in Eq. (5.2) vanish
(in the absence of in-/outflow boundaries). Thus after some algebra, the energy equation (5.2)
reduces to

d
dt

1
2 |u|

2 =−ν |∇u|2 (5.6)

When the Navier-Stokes equations are discretized in space, the discrete energy also evolves
according to Eq. (5.6) with u replaced by the discrete velocity, and ∇ by its discrete approxi-
mation, provided the underlying symmetries are preserved. Thus a symmetry-preserving dis-
cretization of the incompressible Navier-Stokes equations conserves the discrete energy exactly
in case ν = 0, and decreases the discrete energy for ν > 0 (in the absence of external sources).

5.2.2 1D example
To illustrate the basic idea we consider the linear convection equation (in one spatial dimension)

∂tu+∂xu = 0. (5.7)

The spatial discretization problem reads: given three values of u, say ui−1 = u(xi−1), ui = u(xi)
and ui+1 = u(xi+1) with xi−1 < xi < xi+1, find an approximation of ∂xu in xi. Traditionally, the
approximation is constructed to minimize the local truncation error, which results in

∂xu(xi)≈
riui+1− (ri− r−1

i )ui− r−1
i ui−1

xi+1− xi−1
, (5.8)

where ri = (xi− xi−1)/(xi+1− xi). In a finite-volume fashion, the semi-discrete system given
by Eqs. (5.7)-(5.8) becomes

Ω
duh

dt
+Cuh = 0, (5.9)

where the semi-discrete velocities ui constitute the vector uh, the diagonal matrix Ω is built
of the control ‘volumes’ 1

2(xi+1− xi−1) in the denominator of (5.8), and tridiagonal matrix C
contains the weights in the numerator (the ri’s and r−1

i ’s), i.e., C represents the finite-volume
discretization of the convective fluxes. The discrete energy ||uh||2 = uh ·Ωuh of any solution of
the dynamical system (5.9) is conserved if and only if the right hand-side of

d
dt
||uh||2 =

d
dt

(uh ·Ωuh)
(5.9)
= −uh · (C+C∗)uh

vanishes. This conservation property holds (for any uh) if and only if the coefficient matrix C is
skew symmetric. However, we see immediately that (5.8) leads to a coefficient matrix C with
nonzero diagonal entries for nonuniform grids (ri 6= 1). Hence, if the local truncation error is
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minimized, the skew symmetry of the convective operator is lost on nonuniform grids. This
forms our main motivation to consider the skew-symmetric discretization

∂xu(xi)≈
ui+1−ui−1

xi+1− xi−1
, (5.10)

instead of (5.8). On uniform grids (ri = 1) we obtain the usual second-order discretization (5.8),
but on nonuniform grids (5.8) and (5.10) differ.

The symmetry-preserving discretization (5.10) may be derived by means of the coordinate
transformation x = x(ξ ), which maps the nonuniform grid in x onto a uniform grid in ξ . Prior
to discretization, we rewrite the (partial) derivative of u with respect to x as a quotient of deriva-
tives with respect to ξ

∂u
∂x

=
∂u
∂ξ

dξ

dx
=

∂u
∂ξ

/
dx
dξ

.

The two ξ -derivatives in the right-hand side are discretized on the ξ -grid, which has a uniform
spacing denoted by h. Neglecting second-order terms in

∂u
∂ξ

(ξi) =
ui+1−ui−1

2h
+O(h2),

and
dx
dξ

(ξi) =
xi+1− xi−1

2h
+O(h2),

gives the approximation (5.10). This derivation illustrates that the skew-symmetric discretiza-
tion (5.10) is formally second order accurate on nonuniform grids if the accuracy is measured
in terms of the spacing of an underlying uniform mesh. See also [38, 51].

5.2.3 Navier-Stokes equations
The example given above illustrates the importance of the skew symmetry of the discrete con-
vective operator. With this example in mind, Verstappen & Veldman [53] have developed a
symmetry-preserving discretization method for the incompressible Navier-Stokes equations.
In matrix-vector notation, the finite-volume discretization reads

Ω
duh

dt
+C(uh)uh +Duh−M∗ph = 0 Muh = 0, (5.11)

where ph denotes the discrete pressure, Ω is a (positive-definite) diagonal matrix representing
the sizes of the control volumes and M is the coefficient matrix of the discretization of the
integral form of the law of conservation of mass. The matrices C(uh) and D represent the
discrete convective and diffusive fluxes, respectively.

If the convective coefficient matrix C(uh) is skew symmetric like the convective operator
(u ·∇),

C (uh)+C (uh)
∗ = 0, (5.12)
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compare (5.3) with (5.12), the evolution of the energy of any solution of (5.11) is governed by

d
dt
(uh ·Ωuh)

(5.11)
= −uh · (C (uh)+C (uh)

∗)uh−uh · (D+D∗)uh

(5.12)
= −uh · (D+D∗)uh.

Here, the right-hand side is negative for any uh (not in the null space of D+D∗) if the matrix
D+D∗ is positive definite, like the continuous, diffusive operator −ν∆. Note that the discrete
pressure does not contribute to the evolution of the discrete energy since (M∗ph) · uh = ph ·
Muh = 0.

In conclusion, the rate of change of the discrete energy uh ·Ωuh is not influenced by the
convective term in Eq. (5.11) if and only if the discrete convective operator satisfies (5.12).
Then, the energy decreases in time if the diffusive operator D is positive definite, and the
matrix C (uh)+D is regular, because all eigenvalues lie in the stable half-plane, i.e., a solution
of (5.11) can be obtained on any grid. Finally it may be remarked that both stability and
conservation properties have a long standing in the analysis of discretization methods for the
(incompressible) Navier-Stokes equations; see [41, 24], for example.

5.2.4 Convective discretization
In this section, the symmetry-preserving discretization of the convective term in the Navier-
Stokes equations is worked out in detail on staggered, nonuniform grids (in two spatial dimen-
sions to limit the length of the presentation). To start, we recall the transport theorem: for any
function f , we have

d
dt

∫
Ω

f dV =
∫

Ω

∂ f
∂ t

dV +
∫

∂Ω

f u ·ndS, (5.13)

where Ω is an arbitrary part of the fluid (at time t). The unit vector n denotes the outward
normal on the surface ∂Ω of Ω. The function f can have several meanings depending on
what is transported. Taking f equal to the mass density gives the law of conservation of mass.
For an incompressible fluid, it states that the net mass flux through the faces of any grid cell
[xi−1,xi]× [y j−1,y j] is zero,

ui, j + vi, j−ui−1, j− vi, j−1 = 0, (5.14)

where the mass fluxes through the faces are defined by

ui, j =
∫ y j

y j−1

u(xi,y, t)dy and vi, j =
∫ xi

xi−1

v(x,y j, t)dx. (5.15)

The transport of momentum of a region Ω in an incompressible fluid is obtained if f in
Eq. (5.13) is replaced by the momentum. As mass and momentum are transported at equal
velocity, we will use (5.15) for the transport velocity. Thus, the momentum flux through a
surface S is approximated by ∫

S
uu ·ndS≈ uS

∫
S

u ·ndS,
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where uS denotes a characteristic value of u at the surface S. At this stage, the integral in
the right-hand side (that is the mass flux through S) is not approximated. The control volume
Ωi+1/2, j for the component ui, j of the discrete velocity is defined as in the Marker-and-Cell
method [28]), that is Ωi+1/2, j = [xi−1/2,xi+1/2]× [y j−1,y j]; see Figure 5.1.

Figure 5.1. The control volume Ωi+1/2, j for the discrete, horizontal velocity ui, j.

The transport of momentum through the faces of the control volume Ωi+1/2, j becomes
approximately

|Ωi+1/2, j|
dui, j

dt
+ ui+1/2, jui+1/2, j +ui, j+1/2vi+1/2, j

− ui−1/2, jui−1/2, j−ui, j−1/2vi+1/2, j−1. (5.16)

The first term in (5.16) represents the discretization of the volume integral in the right-hand
side of (5.13); the other terms form the approximation of the surface integral in (5.13) with
f = u. The non-integer indices in (5.16) refer to the faces of the control cell for ui, j. For
example, ui−1/2, j stands for a characteristic u-velocity at the interface of Ωi−1/2, j and Ωi+1/2, j
and vi+1/2, j denotes the (exact) mass flux through the common boundary of the control volumes
for ui, j and ui, j+1, etc.

The velocity at a control face is approximated by the average of the velocity at both sides
of it:

ui+1/2, j =
1
2(ui+1, j +ui, j) and ui, j+1/2 =

1
2(ui, j+1 +ui, j). (5.17)
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In addition to the set of equations for the u-component of the velocity u = (u,v), there is an
analogous set for the v-component. We conceive the combination (5.16)-(5.17) as an expres-
sion for the velocities, where the mass fluxes form the coefficients. In matrix-vector notation,
Eqs. (5.16)-(5.17), together with an analogous set for the v-component, read

Ω
duh

dt
+C(ū)uh, (5.18)

where the coefficient matrix C(ū) depends on the mass fluxes through the control faces. Note
that we make liberal use of its name: so far C was viewed as a function of uh, whereas C is a
function of exact mass fluxes here.

In case D = 0, the spatial discretization (5.11) conserves the energy uh ·Ωuh if and only if
the convective coefficient matrix C (ū) is skew symmetric. The matrix C (ū)− diag(C (ū)) is
skew symmetric if and only if the weights in the interpolation of u (and v) to the control faces
are constant, as in Eq. (5.17). Therefore we use (5.17) also on nonuniform grids. To make C (ū)
skew symmetric, the interpolation rule for u and v is determined by the requirement that the
diagonal of C (ū) has to be zero. By substituting the interpolation (5.17) into (5.16) we obtain
the diagonal coefficient

1
2

(
ui+1/2, j + vi+1/2, j−ui−1/2, j− vi+1/2, j−1

)
.

This expression is zero if the mass is conserved in the grid cells and the mass fluxes in (5.16)
are interpolated to the control faces with weights one half:

ui+1/2, j =
1
2(ui+1, j +ui, j) and vi+1/2, j =

1
2(vi+1, j + vi, j). (5.19)

5.2.5 The discrete divergence and gradient
Obviously, the mass flux ū needs to be expressed in terms of the discrete velocity vector uh
to close the discretization. The coefficient matrix becomes a function of the discrete velocity
then: C(uh) = C(ū(uh)). The matrix C(uh) is skew symmetric for any relation between ū and
uh. We take ui, j = (y j− y j−1)ui, j and vi, j = (xi− xi−1)vi, j. Substituting these approximations
into Eq. (5.14) yields the discrete continuity constraint, which confines the discrete velocity to
Muh = 0. The discrete gradient matrix, describing the integration of the pressure gradient over
the control volumes Ω, is given by M∗. Consequently, the pressure term in Eq. (5.11) does not
contribute to the evolution of the discrete energy.

5.2.6 Diffusive discretization
The diffusive operator is viewed as the product of a divergence and gradient. The divergence
is discretized and the discrete gradient becomes the transpose of the discrete divergence (mul-
tiplied by a diagonal scaling). Unfortunately, we can not re-use the approximation MΩ

−1M∗,
since, due to staggering of the grid, the control volumes for u and v differ from the grid cells
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on which coefficient matrix M is based. Therefore, we have to introduce the matrices Mu and
Mv. They stand for the discrete integration of the divergence over the control volumes for u
and v, respectively. Thus, the discrete diffusive operator in (5.11) becomes symmetric, positive
definite:

D = ν diag
(
MuΩ

−1
u M∗u,MvΩ

−1
v M∗v

)
. (5.20)

5.2.7 Fourth-order discretization
To turn Eq. (5.16) into a higher-order approximation, we write down the transport of momentum
of a region Ω

(3)
i+1/2, j = [xi−3/2,xi+3/2]× [y j−2,y j+1]. Here, it may be noted that we can not blow

up the ‘original’ volumes Ωi+1/2, j by a factor of two (in all directions) since our grid is not
collocated. On a staggered grid, three times larger volumes are the smallest ones possible for
which the same discretization rule can be applied as for the ‘original’ volumes. This yields

|Ω(3)
i+1/2, j|

dui, j

dt
+ ¯̄ui+3/2, jui+3/2, j + ¯̄vi+1/2, j+1ui, j+3/2

− ¯̄ui−3/2, jui−3/2, j− ¯̄vi+1/2, j−2ui, j−3/2, (5.21)

where the mass fluxes

¯̄ui, j =
∫ y j+1

y j−2

u(xi,y, t)dy and ¯̄vi, j =
∫ xi+1

xi−2

v(x,y j, t)dy (5.22)

satisfy
¯̄ui+1, j + ¯̄vi, j+1− ¯̄ui−2, j− ¯̄vi, j−2 = 0. (5.23)

The velocities at the control faces of the large volumes are interpolated to the control faces in a
way similar to that given by Eq. (5.17):

ui+3/2, j =
1
2(ui+3, j +ui, j) and ui, j+3/2 =

1
2(ui, j+3 +ui, j). (5.24)

We can recapitulate the equations above (together with the analogous set for the v-component)
by

Ω3
duh

dt
+C3( ¯̄u)uh, (5.25)

where the diagonal matrix Ω3 represents the sizes of the large control volumes and C3 consists
of flux contributions ( ¯̄u and ¯̄v) through the faces of these volumes.

On a uniform grid the local truncation errors in Eqs. (5.18) and (5.25) are of the order 2+d,
where d = 2 in two spatial dimensions and d = 3 in 3D. The leading term in the discretization
error may be removed through a Richardson extrapolation (just like in [6]). This leads to the
fourth-order approximation(

32+d
Ω1−Ω3

) duh

dt
+
(

32+dC1(ū)−C3( ¯̄u)
)

uh.
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where the lower index 1 refers to discretization on the original control volumes; the index 3
stands for discretization on the three times larges volumes. The fourth-order approximation of
the law of conservation of mass becomes

(32+dM1−M3)uh = 0, (5.26)

where M3uh = 0 represents the discretization of (5.23) in matrix-vector notation.
Except for the diagonal, the linear combination 32+dC1(ū)−C3( ¯̄u) is skew-symmetric. In

order to maintain this property on nonuniform grids, the weights 32+d and −1 are to be used
on nonuniform grids too. The ū’s and ¯̄u’s are to be interpolated to the control faces in such
a manner that the diagonal of the resulting convective matrix 32+dC1(ū)−C3( ¯̄u) vanishes for
all discrete velocities satisfying (5.26). To achieve this, we may interpolate ūi+1/2, j in the
following manner

ūi+1/2, j =
1
2α(ūi+1, j + ūi, j)+

1
2(1−α)(ūi+2, j + ūi−1, j), (5.27)

where α is a constant, and interpolate v̄i+1/2, j, ¯̄ui+1/2, j and ¯̄vi+1/2, j likewise. As in Morinishi et
al. [41] we take α = 9/8 because all interpolations are fourth-order accurate then (on a uniform
grid).

Finally, it may be noted that a fourth-order, positive-definite discretization of diffusion can
be constructed in the same vein, see [53] for details. In conclusion, the fourth-order discretiza-
tion of the incompressible Navier-Stokes equations results again into an expression of the form
given by Eq. (5.11) with Ω = 32+dΩ1−Ω3, M = 32+dM1−M3, C = 32+dC1−C3, where the
interpolation of the transport velocity is defined by Eq. (5.27). More details can be found in
Ref. [53].

5.2.8 Time integration method
Introducing the time step δ t and denoting the velocity and pressure at time t = nδ t by un

h and
pn

h, respectively, we may integrate Eq. (5.11) over one step in time by means of the midpoint
rule which leads to

Ω
un+1

h −un
h

δ t
+C(u

n+1
2

h )u
n+1

2
h +Du

n+1
2

h −M∗p
n+1

2
h = 0, Mun+1

h = 0,

where the mid-step velocity is given by u
n+1

2
h = 1

2

(
un+1

h +un
h

)
. Taking the inner product with

the mid-step velocity gives

un+1
h ·Ωun+1

h −un
h ·Ωun

h =−δ t u
n+1

2
h · (D+D∗)u

n+1
2

h ≤ 0.

Hence, the energy is conserved in the absence of diffusion. Note that this (in)equality also
holds if the convective coefficient matrix is evaluated at the old time level n, that is becomes
C
(
un

h

)
. The favorable conservation and stability properties can only be achieved if the time

integration is done implicitly.
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Since the computational costs of implicit methods for direct numerical simulation of turbu-
lence are generally higher than those of explicit methods we have applied the following explicit
method

Ω
u

n+β+1
2

h −u
n+β−1

2
h

δ t
+C(un+β

h )un+β

h +Dun+β

h −M∗pn+β

h = 0. (5.28)

where the off-step velocities are given by

u
n+β+1

2
h = (β + 1

2)u
n+1
h − (β − 1

2)u
n
h and un+β

h = (1+β )un
h−βun−1

h . (5.29)

The incompressibility constraint is treated implicitly (as before). Substituting the linear inter-
/extrapolations for the off-step velocities into Eq. (5.28) yields a family of explicit one-leg
methods (so-called because it uses just one evaluation of the flux per time-step) parameterized
by β . For β = 1/2 we obtain a one-leg method that can be seen as the twin of Adams-Bashforth.
According to Adams-Bashforth we ought to approximate the right-hand side of ∂tu = f (u) by
3
2 f (un)− 1

2 f (un−1). The one-leg method uses the approximation of f (3
2un− 1

2un−1). These
methods are identical if f is linear; hence they have the same region of linear stability. Differ-
ences occur for nonlinear right-hand sides f . Taking β = 0 yields the leapfrog method, which
is unstable in the presence of diffusion. For the simulations to come we have carried out a
number of test calculations which showed that the one-leg method with β = 0.05 allows for
a time step that is about two times larger than that of the second-order method of Adams and
Bashforth, whereas the accuracy is as good. Therefore, we take β = 0.05.

5.2.9 Discrete Poisson equation for the pressure
Here the fractional step method is applied to solve the pressure from Eqs. (5.28)–(5.29) and
the incompressibility constraint Mun+1

h = 0. In the first step the pressure gradient and incom-
pressibility constraint are not taken into account. This yields an intermediate velocity ũh that is
given by Eqs. (5.28-(5.29) without the pressure term, i.e.,

(β + 1
2)ũh = 2βun

h− (β − 1
2)βun−1

h (5.30)

+ δ tΩ−1 (C((1+β )un
h−βun−1)((1+β )un

h−βun−1)+D((1+β )un
h−βun−1)

)
Next, the pressure gradient is added (as in Eq. (5.28))

(β + 1
2)u

n+1
h = (β + 1

2)ũh +δ tΩ−1M∗pn+β

h (5.31)

and the discrete incompressibility constraint Mun+1
h = 0 is enforced. To that end, the matrix

operator M is applied to the equation above. Then the left-hand side has to vanish; hence the
vector pn+β

h is to be computed such that

MΩ
−1M∗pn+β

h =−
(β + 1

2)

δ t
Mũh. (5.32)
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In this way the computation of one step in time is divided into three sub-steps. First the inter-
mediate velocity ũh is determined from Eq. (5.31). Secondly, the right-hand side of Eq. (5.32)
is calculated and the pressure pn+β

h is solved from the discrete Poisson problem given by
Eq. (5.32). Finally, the pressure gradient is added to the velocity field as in Eq. (5.31).

It may be emphasized here that the boundary conditions that hold for uh are applied to ũh
too. In this way the boundary conditions are incorporated in the coefficient matrix MΩ−1M∗.
This matrix is symmetric by construction. It is singular since the level of the pressure is not
defined, i.e., the kernel is spanned by the constant vector. In case the second-order discretization
is applied the coefficient matrix becomes

M1Ω
−1
1 M∗1.

This matrix is positive-semidefinite. All diagonal entries are positive; all off-diagonal entries
are negative; all row sums are equal to zero. In three spatial dimensions the second-order
operator may be defined with the help of the well-known seven-point discrete stencil. The
fourth-order discretization yields(

32+dM1−M3

) (
32+d

Ω1−Ω3

)−1(
32+dM1−M3

)∗
.

This coefficient matrix has both positive and negative off-diagonal entries. Again, all row sums
are zero. Furthermore the use of the three times larger volumes Ω3 leads to a relatively broad
stencil. In one spatial dimension, the fourth-order discretization yields a banded matrix, say A,
with ai, j = 0 if j < i−3 or j > i+3, i.e., the left and right half bandwidth is three.

5.3 DNS of turbulent channel flow
With the help of the Huygens supercomputer, direct numerical simulations of channel flow
have been performed where the Poisson equation (5.32) for the pressure is solved using the
PETSc toolkit. The (parallel) performance of the Poisson solver is discussed in Section 5.4.
This section focuses on the DNS-results. The fourth-order symmetry-preserving discretization
method (see previous section for details) has been used to compute approximate solutions of
the incompressible Navier-Stokes equations. As is common in turbulent channel flow, the gov-
erning equations are nondimensionalized with the viscosity ν , the friction velocity u∗ (which
is defined as the square root of the wall shear stress, νδyu at the wall y = 0), and the channel
halfwidth δ . The resulting dimensionless parameter becomes

Reτ =
u∗δ
ν

The calculated velocity profiles will be compared with previous channel flow computations and
measurements. In particular, we will use the following datasets for comparison:

• DNS results for Reτ = 180, 395, 590 channel flow by Moser, Kim and Mansour (referred
to as MKM hereafter) from their 1999 paper [42];
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• DNS results for Reτ = 934 channel flow by Del Álamo and Jiménez from their 2003
article [22];

• Experimental data for Reτ = 960 by Niederschulte, Adrian and Hanratty [43];

• Experimental data for Reτ = 1017 by Wei and Willmarth [54].

We note that the DNS datasets have been obtained by using a spectral method.
The dimensions of the channel are taken as in MKM. That is, normalized with respect to

the channel halfwidth δ the streamwise length is 2πδ and the spanwise length becomes πδ .
The bulk velocity is kept constant at U = 1. To achieve this, a pressure difference is imposed
in the streamwise direction. This difference is computed at each time step such that the bulk
velocity becomes U = 1. As usual, the flow is assumed to be periodic in both the streamwise
and spanwise direction, and no-slip conditions are enforced at the walls of the channel. The
initial flow field used to start the simulations consisted of a parabolic base flow, with sinusoidal
velocity perturbation added. This initial profile was integrated sufficiently far in time until
the flow became fully developed. This was monitored by analyzing the running means from
successive time intervals. After the flow had reached this point, the statistics of the flow were
collected. The resulting mean and root mean square velocity profiles were averaged over time
and the periodic spatial directions.

The grid is chosen uniform in the streamwise (x) and spanwise (z) directions and stretched
in the wall-normal (y) direction, according to

y j =
sinh(γ j/N j)

2sinh(γ/2)
(5.33)

where j = 0,1, ..,N j. In case Reτ = 180 direct numerical simulations can be done relatively
cheap, i.e., using a 1283-mesh. Therefore in this particular case the stretching parameter γ can
be determined by trial-and-error. In this way we have found that γ = 6 yields good results
compared to the DNS by MKM. See Fig. 5.3. In wall units the first grid point from the wall
is then located at y+1 ≈ 0.6. The grids for the direct numerical simulations at Reτ = 395, 590,
1000 and 1400 are taken such that the grid point nearest to the wall is also located at y+1 ≈ 0.6,
where the stretching parameter is kept constant, i.e., γ = 6. Thus the number of grid points in
the direct normal to the wall is determined. The number of points in the other two directions are
also determined such that the resolutions are kept the same in wall units for all the calculations.
Figure 5.2 shows that the near-wall velocity profiles collapse indeed if they scaled with the
help of the wall shear stress (for y+ ≤ 7). Five direct simulations have been performed with
the 4th order symmetry preserving discretization. Table 5.1 shows which parameters have
been considered. Here the Reynolds number ReL based on the bulk velocity forms the input.
The Reynolds number based on the fiction velocity, Reτ , is calculated from the results of the
simulations. It goes without saying that ReL is taken such that the calculated Reynolds number
Reτ is close the nominal value given for each simulation.
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Figure 5.2. Mean velocity profiles for different Reynolds numbers.
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ReL Reτ Reτ Grid size
Nom. Act. nx×ny×nz N ∆ymin ∆t y+1

5,600 180 172 128×128×128 2.1×106 2.3×10−3 1.0×10−3 0.6
14,000 395 393 200×200×200 8.0×106 1.5×10−3 7.0×10−4 0.60
21,500 590 571 400×300×400 4.8×107 1.2×10−3 5.0×10−4 0.58
40,000 1000 1008 700×500×700 2.5×108 6.0×10−4 2.5×10−4 0.61
56,000 1400 1399 900×700×900 5.7×108 4.3×10−4 1.8×10−4 0.60

Table 5.1. Parameters for each DNS simulation. N represents the total number of mesh points,
N = nx×ny×nz.

5.3.1 Velocity profiles

In this section, results of the simulations at Reynolds numbers Reτ = 180, 395, 590 and 1,000
are presented. We have also performed a direct numerical simulation at Reτ = 1400; yet,
the time span of that simulation (200,000 time steps) was not sufficient for providing fully
converged statistical data. Hopefully that simulation can be continued in the near future. Here,
mean velocity profiles and root-mean-square velocities are shown for the Reynolds numbers
Reτ = 180, 395, 590 and 1,000. Fig. 5.3 displays the DNS-results at Reτ = 180. As can be
seen the present results are in good agreement with the DNS by MKM. Velocity profiles for
the second Reynolds number, Reτ = 395, are shown in figure 5.4. Again the mean velocity
profiles are in good agreement with MKM. The root mean square velocity profiles are also in
good agreement, albeit that the maximum of the streamwise rms fluctuations u′+ is somewhat
lower than in Ref. [42] The largest Reynolds number considered by MKM is Reτ = 590. Our
calculated Reynolds number Reτ turned out to be slightly lower: Reτ = 571, i.e., about 3%
lower. Nevertheless, both the mean velocity and rms fluctuation profiles show good agreement.
At Reτ = 1000 the results can be compared to a DNS by Del Álamo and Jiménez [22], two sets
of measurements by Niederschulte et al. [43] and Wei & Willmarth [54]. It may be remarked
here that the actual Reynolds numbers differ somewhat. The largest difference, between the
DNS by Del Álamo and Jiménez (Reτ = 934) and the measurement by Wei and Willmarth
(Reτ = 1017) is about 9%. Therefore minor differences, in particularly near the center of the
channel, may occur. The comparison is shown in Fig. 5.6. Here the triangles represent the
Wei & Willmarth data; the other symbols depict the measurements of Niederschulte et al. The
continuous line corresponds to our DNS; the dashed line represents the DNS of Del Álamo and
Jiménez. The available sources of reference yield different root-mean-square velocity profiles.
The variation in the Reynolds numbers is too small to explain the main differences. The root
mean square profiles of the DNS performed by Del Álamo and Jiménez [22] agree well with the
measured data of Wei and Willmarth near the wall and match very well with the measurements
of Niederschulte et al. [43] further away from the wall. It may be observed that the results of
the experiment by Niederschulte et al. does not collapse with the common rms-profiles in the
near-wall region. The DNS by Del Álamo and Jiménez was believed to be more accurate than
the experiments, and the DNS data became the standard for validating turbulence models. We
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Figure 5.3. Reτ = 180, mean ux velocity and rms profiles. Dashed lines show corresponding
DNS data by MKM. The upper, middle and lower profiles in the RMS chart represent u′+, the
streamwise rms fluctuations; w′+, the spanwise fluctuations; and v′+ the wall-normal fluctua-
tions, respectively.
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Figure 5.4. Reτ = 395, mean u velocity and rms profiles. Dashed lines show corresponding
DNS data by MKM.
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Figure 5.5. Reτ = 590, mean ux velocity and rms profiles. Dashed lines show corresponding
DNS data by MKM.
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Figure 5.6. Reτ = 1000, mean ux velocity and rms profiles (spanwise omitted). Shown as
reference are: experimental data from Niederschulte Reτ = 960 (3), experimental data from
Wei & Willmarth Reτ = 1017 (4) and DNS profiles from Del Álamo & Jiménez at Reτ = 934
as the dashed lines.
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mimicked the DNS by Del Álamo and Jiménez as much as possible; yet we found that the rms
velocities agreed with Wei and Willmarth everywhere in the channel, see Fig. 5.6(b). Actually,
this is the first DNS that confirms the WW-data away from the wall. Fig. 5.6(a) displays the
mean velocity profiles. As can be seen our DNS agrees very well with the WW-data, except for
the mean velocity in the center of the channel, which is about 5% lower. Likely this difference is
due to the fact that our statistical data has not fully converged near the channel-center. Note that
the largest temporal and spatial scales occur in the center. The mean velocity has be computed
by averaging over the two halves of the channel, the span- and streamwise directions, and
time. The convergence in time seems to be fine: the mean velocity profile does not change
significantly if it is based on the first half of the time series only, or on the second half. Also,
basing it on one quarter of the time series has only a little effect on the mean velocity profile;
depending on the quarter that is taken the centerline velocity increases by 2% at most. The
spatial averages, however, are not fully converged. The mean spanwise velocity, for instance,
is the order of 0.01, i.e., much larger than the discretization error. This indicates that large
spanwise structures in the flow are not captured well. It may be stressed that the DNS by Del
Álamo and Jiménez also yields mean spanwise velocities of the order of 0.01. Actually, we took
the size of the computational box as in Ref. [22]. Since this box is too small to represent the
largest structures in the channel flow, the history of the flow evolution is still of some relevance.
Since the initial conditions are well-defined in our DNS, the resulting dataset (in combination
with the WW-data) may still be valuable as a validation resource against which novel course-
grained models for turbulent flow can be evaluated. Including the large structures in a DNS
of turbulent channel flow at Reτ = 1000 constitutes a very challenging problem. Doubling the
box size in the span- and streamwise directions requires at least four times more CPU-time.
The present DNS took already 200,000 PNU-hours at Huygens. So, in conclusion, turbulent
near-wall flow remains a very challenging problem for parallel computing.

5.4 Poisson solver

The solution of the Poisson problem (5.32) for the pressure takes by far most of the computing
time. Figure 5.7 shows a comparison of the computing times for the various parts in a direct
numerical simulation of a turbulent channel flow at Reτ = 590. Here, ‘Integration’ stands
for the time integration of the convective and diffusive terms according to Eq. (5.31). ‘Grad
p’ represents Eq. (5.31). ‘Means’ stands for the computation of mean velocities during the
simulation; ‘Other’ represents all other post processing that is done during the simulation. The
timings are averaged over 10,000 time steps. As can be seen, the solution of the Poisson
problem for the pressure takes takes about 90% of the total computing time. Hence, this part of
the computational algorithm is to be done efficiently in order to reduce the overall computing
time. The Poisson matrix is symmetric positive definite if the second-order discretization is
applied. In that case the main difference between the present Poisson matrix and the matrices
considered in Chapter 3 is that the grid is nonuniform here. We have redone some of the tests
that have been reported in Chapter 3 for the grid that was used to simulate a turbulent channel
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Figure 5.7. Relative amount of time spent in various stages of the program. Average over
10.000 time steps in fully developed flow, Reτ = 590.

flow at Reτ = 590. This grid is stretched in the direction normal to the wall and uniform in
the other two directions. The following iterative methods (all taken from the PETSc toolkit)
are compared: Conjugate gradients (CG), Conjugate gradients squared (CGS), Generalized
minimal residual (GMRES), Flexible GMRES (FGMRES), Minimum residual (MINRES) and
Biconjugate gradient squared stabilized (BiCGStab). Here the restart value for the GMRES-like
solvers is set equal to 30. The iterative methods have been combined with three preconditioners
(also from the PETSc toolkit): Block Jacobi with ILU(0) in each block, BoomerAMG (from the
HYPRE numerical library, but called from PETSc) and ML (from the Trilinos Project; called
from PETSc). The timings for the considered Krylov solvers in combination with ML are
given in Fig. 5.8(a). As can be seen, the differences are not very large. FGMRES is the fastest
of all. We have also found comparable results when the iterative methods are combined with
Block Jacobi or BoomerAMG: in all cases the differences are relatively small with FGMRES
having a nose ahead. This may partially be explained by the fact that FGMRES is a later
addition to the PETSc toolkit and seems to be coded in a more efficient way, i.e., on average
FGMRES reaches somewhat higher flop/s rates than the other iterative methods. Additionally,
the flexible version of GMRES converges slightly faster than GMRES. Again, it is to be stressed
here that the differences are small. Also in case the fourth-order discretization is considered,
FGMRES turns out to be slightly faster than the other methods. The main difference between
the fourth- and second-order discretization is that BoomerAMG (with default settings) does
not perform well if the fourth-order discretization is applied; see Fig. 5.8(b). ML (with default
settings) has no problem with the fourth-order discretization: the combination FGMRES-ML
takes about 11 seconds (on average) to solve the second-order system, whereas it requires
about 15 seconds to solve the fourth-order system. Given the larger bandwidth of the fourth-
order discretization and the fact that it has both negative and positive off-diagonal entries, the
increase of the computing time (from 11 to 15 seconds) is moderate. Therefore the combination
FGMRES-ML has been used to solve discrete Poisson problem for the pressure that arises in
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Figure 5.8. (a) Simulation time (s) using different Krylov solvers. Total solve time for 10
time steps in fully developed flow, Reτ = 595, 2nd order discretization, ML preconditioning,
tol = 10−5.
(b) Simulation time (s) using different preconditioners, 4th order discretization, FGMRES with
tol = 10−5.
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Figure 5.9. Speedup on Huygens, number of cores: 512–2,048. The red line indicates ideal
speedup. Data taken from fully developed turbulent flow, Reτ = 1400.

the direct numerical simulations of turbulent channel flow.

5.4.1 Scalability

The results shown in the previous section have been obtained on Huygens using 256 processors.
All numerical methods scaled very well up to and including 256 processors. So, the parallel
performance does not affect the results shown before significantly. Now we will turn to the issue
of scalability, where we focus on the combination FGMRES-ML. The largest direct numerical
simulation of a turbulent channel flow Reτ = 1400 was done using a grid consisting of 900×
700×900 points. Consequently, the required amount of memory is so large that the simulation
can not be performed on a single processor. Therefore the speedup is to be measured with
respect to the minimum number of processors that provide a sufficient amount of memory.
Here, we restrict ourselves to powers of two. Then at least 512 processors are required. Fig. 5.9
displays the resulting speedup. The speedup graph shows a plateau. Hence, the optimal number
of processors can be determined unambiguously. In this case, 1024 processors are chosen since
the relative speedup to 512 is still very good. Adding more processors does not improve the
situation any further, because shorter compute times are nullified by longer communication
times. The same procedure can be applied to the other channel flow simulations too. Table 5.2
shows the resulting optimal number of processors as function of the Reynolds number Reτ .
Here, we have considered powers of two only and call a power of two optimal if the next power
reduces the wall clock time by less than a factor 3/2. Besides, Table 5.2 gives an indication of
the total number of CPU-hours spent on the direct numerical simulations.
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Reτ Number of Number of CPU hours spent
gridpoints processors (approx.)

180 2.1×106 64 < 1,000
395 8.0×106 128 < 10,000
590 4.8×107 256 35,000

1000 2.5×108 512 200,000
1400 5.7×108 1024 500,000

Table 5.2. List of simulations performed, indicating how many processors have been used and
how many processor hours (CPU hours).

Figure 5.10. Average number of iterations of the FGMRES Krylov solver, with and without
pressure extrapolation. Taken from fully developed DNS Reτ = 1000.

5.4.2 Initial pressure
When using an iterative method for the pressure-equation (5.32), it is very helpful to have a
good initial approximation to the solution. An obvious choice is to take the pressure at the
previous time level pn+β−1 as an initial guess for pn+β . However, during a typical simulation,
one has access to multiple ‘old’ time levels; hence we can also take more historic information
into account. In the present simulation we have used the following extrapolation for pn+β

p0 = 3pn+β−1−3pn+β−2 + pn+β−3. (5.34)

The idea behind this extrapolation is that, in general, Krylov solvers have difficulties eliminat-
ing the low frequent part of the initial error. An extrapolation based on old pressures reduces
this part of the initial error. Therefore, a Krylov solver is expected to require less iterations
when started in this way. This is indeed the case, see Fig. 5.10. The results shown in Fig. 5.10
are for three-point extrapolation shown above. Using more than three ’old’ pressure levels does
not result into fewer iterations. using only two old pressures leads to more iterations. Hence,
the above three-point extrapolation is optimal in this sense. Here, it may be noted that three-
point extrapolation does not increase the computing times significantly, yet it requires some
additional memory, since multiple ‘old’ pressures are to be stored.





Chapter 6

Discussion and Conclusions

In computational fluid dynamics (CFD), parallel computing is an effective method for solving
computationally large problems which are arising in various areas, such as turbulent flows,
free surface flows or two-phase flows. The Poisson equation for the pressure constitutes the
main computational challenge in an incompressible flow simulation that treats the convective
and diffusive terms explicitly in time. Therefore, the parallel solution of the linear system that
results from the discretization of the Poisson equation need to be efficient in order to solve
large-scale problems numerically.

In Chapter 3 we have solved symmetric Poisson problems on a unit cube with Neumann
boundary conditions. Problems of size up to 1000 Million grid points have been solved with
the help of PETSc (Portable Extensible Toolkit for Scientific computation), which is a suite of
data structures and routines that provide the building blocks for solving our linear systems of
equations in a parallel environment. PETSc is open source and built upon the MPI standard. It
has interfaces to Hypre and Trilinos, e.g. Apart from the Poisson solver, the code is homemade
and written in MPI Fortran. Mildly non-symmetric Poisson problems - that originated from
the simulation of one phase dam-break case, one-phase wave case and two-phase wave case -
were considered in Chapter 4. Finally, parallel Poisson solvers have also been applied for the
numerical simulation of a turbulent channel flow (Chapter 5).

6.1 Scalability
Simulation methods for incompressible flows often use an explicit time-integration method for
the convective and diffusive terms. The pressure is to be treated implicitly in time, since the
simulation becomes unstable otherwise. Consequently, a Poisson equation for the pressure is
to be solved for each step in time. The solution method for the corresponding set of linear
equations is then the most difficult part to parallelize. To illustrate the underlying problem,
we consider a window that is opened suddenly. The resulting change in pressure is instanta-
neously observable everywhere in the room. In a parallel approach the room is partitioned. If
the sub-domains are to be computed in parallel, the communication between them is to be kept
relatively small, implying that pressure disturbances can travel only at a limited speed between
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the sub-domains. Consequently, gaining optimal parallel performance leads generically to a
decrease of numerical efficiency. To study this tradeoff problem we have used various precon-
ditioned Krylov methods. In the present study we have considered three preconditioners Block
Jacobi (with an ILU decomposition in each block), BoomerAMG (from Hypre) and ML (from
Trilinos). The Block Jacobi preconditioner can be parallelized straightforwardly. The blocks
are then coupled by the Krylov solver. This approach scales very well for all the Poisson prob-
lems that we have considered if the problem size is kept constant (strong scaling). We have
observed its strong scalability for a Poisson problem with 109 unknowns on Huygens (up to
about 2500 processors) as well as on Jugene (up to about 8000 processors). The more sophis-
ticated AMG preconditioners lack the simple explicit parallelism of Block Jacobi. In general,
we have seen that their strong scaling is somewhat less good than that of Block Jacobi. For a
109-problem ML scales up to about 1000 Huygens-processors, whereas Block Jacobi scales up
to about 2500 processors. The numerical efficiency of the AMG preconditioners, however, is
so much better that they are the method of choice. This is best illustrated by our weak scaling
experiments. At Huygens, for instance, we have performed scaling measurements where we
kept the problem size per node (32 processors) constant at 1.25× 107. In this experiment we
have compared Block Jacobi, BoomerAMG and ML for a Poisson problem on a unit cube with
Neumann conditions at the boundary. Here, the size of the Poisson matrix increases if the num-
ber of processors increases. The weak scaling of the Block Jacobi preconditioner is very poor
in this case, since the number of iterations increases linearly with the number of processors.
The AMG preconditions, on the other hand, kept the number of iterations constant, i.e., the
number of iterations is independent of the problem size. Therefore, the weak scaling of AMG
is much better than that of Block Jacobi.

6.2 Symmetric Poisson Problem

In Chapter 3 a symmetric Poisson problem on a unit cube with Neumann boundary conditions
has been solved on three different kinds of machines. Smaller problems up to size of 10 Million
grid points have been solved on the Millipede cluster at RUG. Millipede is a heterogeneous
cluster consisting of four different parts with different number of nodes and capacity. In our
calculations we have used 32 nodes each consisting of 12, 2.6 GHz AMD Opteron cores, 24
GB of memory and 320 GB of local disc space. Bigger problems of size up to 1000 Million
grid points have been solved both on Huygens at SARA and on Jugene at Jülich in Germany.
Huygens is an IBM P-series 575 cluster of computers consisting of 108 nodes. Each node is
16 dual core processors of 128 GB or 256 GB. Each processor is an IBM Power6, 4.7 GHz, 64
bit. In our experiments at Huygens we have used a maximum of 80 nodes (80*32=2560 cores)
which is the upper limit of users at SARA. Furthermore, Jugene is a supercomputer at the Julich
Supercomputing Center (JSC) in Julich, Germany. It consists of 72 racks, 73728 nodes-294912
cores. Each node consists of 4 cores (4 cores and 2 GB memory). At JSC we have used a
maximum of 8192 cores (processors) for a problem of size 1000 Million grid points.

It has been observed that for symmetric Poisson problems CG with ML as preconditioner
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is the best choice regarding efficiency and scaling for very large problems up to size 1000
Million and also for a large number of processors. For small sized problems with a large
number of processors the strong scaling of CG with Block Jacobi is almost ideal, but it is not as
efficient as the combinations CG-BoomerAMG and CG-ML in terms of wall-clock time. It is
also concluded that the speedup of an AMG (BoomerAMG and ML) preconditioner with CG
can be increased for large number of processors by increasing the problem size. Keeping the
problem size per processor constant, BoomerAMG and ML as preconditioners with CR behave
very nicely as the number of processors is increased. However, Block Jacobi as preconditioner
does not do that because the number of iterations is increasing. BoomerAMG and ML as
preconditioners are about ten times faster than Block Jacobi as preconditioner when used with
CG or CR methods to solve symmetric Poisson problems.

6.3 Non-symmetric Poisson problems

In Chapter 4 we have focused on solving mildly non-symmetric Poisson problems. These
problems have evolved from three different kinds of flow problems: one-phase dambreak case
(case 1), one-phase wave case (case 2) and two-phase wave case (case 3(a) and 3(b)). Initially
three small problems each of size 12 Million grid points were solved on Millipede. Cases 1 and
3(a) mentioned above have also been solved on Huygens but there each problem having size 95
Million grid points. On both the clusters Millipede and Huygens we mostly used GMRES with
three different preconditioners: Block Jacobi, BoomerAMG and ML. With respect to scalability
our findings are similar to those of the symmetric problems. The effectiveness of the AMG
preconditioners BoomerAMG and ML is less good here. Yet, BoomerAMG is still about 10
times faster than Block Jacobi. The AMG preconditioners automatically construct a sequence
of increasingly coarser grids and corresponding restriction and prolongation operators, which
should enable an efficient relaxation of all scales of the error. The classical RS coarsening
scheme is based on the observation that the algebraically smooth error varies slowly in the
direction of large matrix coefficients. Since the smooth error can not be reduced efficiently
by the relaxation scheme, it is transfered to a coarser grid. The selection of the coarser grid
uses the concept of strength of connections, which is measured with the help of a threshold
parameter θ . The methodology is well understood for M-matrices, see Section 2.8.2, e.g. For
more general matrices, however, it is not fully understood how the strength of connections
is to be applied for coarse grid selection. Often the classical AMG coarsening strategy are
applied outside the regime for which they were intended. In the cases that we have studied
the non-symmetry resulted from the interface only; hence the matrices were only mildly non-
symmetric. Mostly, we could optimize the threshold parameter by trial-and-error. With that
minor adaption BoomerAMG turned out to be an efficient black-box solver for our mildly
non-symmetric Poisson problems. ML, however, was less robust. In case 1, for example, we
were not able to force ML to use more than one single grid. Therefore, BoomerAMG is the
method of choice in this case. Finally it may be remarked that AMG coarsening strategies for
non-M-matrices form an active area of research, see for instance [11, 12].
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Many other approaches for generalizing the coarsening of the grid have been proposed too.
Therefore, we expect that more generally applicable AMG preconditioners will be incorporated
into software libraries like PETSc in the near future.

6.4 Turbulent channel flow simulations
In Chapter 5, direct numerical simulations of turbulent channel flows are considered for a series
of Reynolds numbers up to Reτ ≈ 1400. For that up to 1024 processors are used. The Poisson
solver for the pressure is again taken from the PETSc toolkit, and the Message Passing Interface
(MPI) standard is applied to transform the remaining parts of the computer program into a
parallel Fortran-code. It may be noted that the Poisson solver takes about 90% of the computing
time. The computations are performed at Huygens. In this application the ML preconditioner
turns out to be slightly more efficient than BoomerAMG. Therefore, ML is used (with its default
settings, i.e. as a black-box solver). Remarkably, both the parallel and numerical efficiency of
ML are more than sufficient to perform direct numerical simulations at grids consisting of 109

points (using 1024 processors).
The direct numerical simulations have been performed with the help of a fourth-order

symmetry-preserving discretization. At Reynolds number up to and including Reτ = 590, our
results agree very well with the available reference data. At Reτ = 1000, however, the available
sources of reference yield different results. The root mean square fluctuating velocity profiles
of the DNS by Del Álamo and Jiménez [22] agree well with the measured data of Wei and
Willmarth [54] near the wall and matched very well with the measured results of Niederschulte
et al. [43] further away from the wall. The DNS by Del Álamo and Jimenez was believed to
be more accurate than the experiments, and the DNS data became the standard for validating
turbulence models. We mimicked the DNS by Del Álamo and Jiménez as much as possible;
yet we found that the rms velocities agreed with Wei and Willmarth everywhere in the channel.
Likely the difference between the DNS’s is due to an insufficient size of the domain in the
spanwise direction. Both DNS’s use the same domain size and yield mean spanwise velocities
of the order of 0.01, which indicates that large spanwise structures in the flow are not captured
well. As a result the statistics are not fully converged. That is, the history of the flow evolution
is still of some relevance. Including the large structures in a DNS of turbulent channel flow
at Reτ = 1000 constitutes a very challenging problem. So, in conclusion, turbulent near-wall
flow remains a very challenging problem for numerical simulations, even when carried out in
parallel.
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Summary

During the last centuries, science has been progressing primarily through the application of two
distinct methodologies: experiment and theory. The development of computers has given rise
to a third methodology called computational science. The intent is to solve numerically mathe-
matical models governing the problem under consideration. The data resulting from such large
simulations have led to new insights and understanding. Increasingly, parallel computing is be-
ing seen as the only cost-effective method for the solution of computationally large problems.
Nowadays large scale applications in science and engineering rely on parallel computers, often
comprising thousands of processors. Development of parallel software has traditionally been
thought of as time and effort intensive. In the past years, however, libraries of parallel software
for scientific computing, in particularly for solving large systems of linear equations, have been
set up. This development is expected to make a tremendous impact on scientific computing in
a variety of areas ranging from scientific problems to engineering applications. In view of that,
this thesis focuses on parallel numerical software for Computational Fluid Dynamics with em-
phasis to the numerical solution of the Poisson equation for the pressure in a number of cases:
turbulent flow, one-and two-phase free-surface flow.

Most of the computational resources needed to compute incompressible flow are used to
solve the Poisson equation for the pressure. Therefore we have considered the parallel per-
formance of the most efficient and scalable iterative methods for linear systems in PETSc
(Portable, Extensible Toolkit for Scientific Computation). Particularly, the Krylov subspace
methods, which are very popular for solving large sparse linear systems are used, e.g., Conju-
gate Gradient (CG) method and restarted versions of Generalized Minimal Residual (GMRES(m))
method, in combination with different preconditioners: Block Jacobi (with an ILU decomposi-
tion in each block), and the Algebraic MultiGrid (AMG) methods BoomerAMG (from Hypre)
and ML (from Trilinos).

A symmetric Poisson problem on a unit cube with Neumann boundary conditions has been
solved on three different kinds of machines. Smaller problems up to size of 10 Million grid
points have been solved on the Millipede cluster at RUG. Millipede is a heterogeneous cluster
consisting of four different parts with different number of nodes and capacity. In our calcula-
tions we have used 32 nodes each consisting of 12, 2.6 GHz AMD Opteron cores, 24 GB of
memory and 320 GB of local disc space. Bigger problems of size up to 1000 Million grid points
have been solved both on Huygens at SARA and on Jugene in Julich at Germany. Huygens is
an IBM P-series 575 cluster of computers consisting of 108 nodes. Each node is 16 dual core
processors of 128 GB or 256 GB. Each processor is an IBM Power6, 4.7 GHz, 64 bit. In our
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experiments at Huygens we have used a maximum of 2560 cores (80 nodes) which is the upper
limit of users at SARA. Furthermore, Jugene is a supercomputer at the Julich Supercomputing
Center (JSC) in Julich, Germany. At JSC we have used a maximum of 8192 cores (processors)
for a problem of size 1000 Million grid points.

We also have focused on solving mildly non-symmetric Poisson problems. These problems
have evolved from three different kinds of flow problems: one-phase dambreak case (case 1),
one-phase wave case (case 2) and two-phase wave case (case 3(a) and 3(b)). Initially three
small problems each is of size 12 Million grid points were solved on Millipede. The cases
1 and 3(a) have also been solved on Huygens, where each problem having size 95 Million
grid points. On both the clusters Millipede and Huygens we mostly used GMRES with three
different preconditioners: Block Jacobi, BoomerAMG and ML. With respect to scalability
our findings are similar to those of the symmetric problems. The effectiveness of the AMG
preconditioners BoomerAMG and ML is less good here. Yet, BoomerAMG is still about 10
times faster than Block Jacobi.

Direct numerical simulations (DNS) of turbulent channel flows are considered for a series
of Reynolds numbers up to Reτ ≈ 1400. For that up to 1024 processors are used. The Poisson
solver for the pressure is again taken from the PETSc toolkit, and the Message Passing Interface
(MPI) standard is applied to transform the remaining parts of the computer program into a
parallel Fortran-code. It may be noted that the Poisson solver takes about 90% of the computing
time. The computations are performed at Huygens. In this application the ML preconditioner
turns out to be slightly more efficient than BoomerAMG. Therefore, ML is used (with its default
settings, i.e. as a black-box solver). Remarkably, both the parallel and numerical efficiency of
ML are more than sufficient to perform direct numerical simulations at grids consisting of 109

points (using 1024 processors).



Samenvatting

In de afgelopen eeuwen heeft de wetenschap voortuitgang geboekt door toepassing van twee
methodieken: experiment en theorie. De ontwikkeling van computers gaf aanleiding tot een
derde methodiek, die veelal wordt aangeduid door de Engelse term Computational Science.
Hierbij worden wiskundige modellen van het beschouwde probleem numeriek opgelost. De
gegevens die voortkomen uit grote numerieke simulaties hebben geleid tot nieuwe inzichten en
begrip. Parallelle rekenmethoden worden meer en meer gezien als de enigste rendabele tech-
niek voor grootschalige numerieke berekeningen. Tegenwoordig zijn grootschalige toepassin-
gen in wetenschap en techniek afhankelijk van parallelle computers, die vaak bestaan uit duizen-
den processoren. De ontwikkeling van parallelle software werd gewoonlijk gezien als iets dat
veel tijd en inspanning vergt. Echter in de afgelopen jaren is parallelle software voor weten-
schappelijke berekeningen ondergebracht in bibliotheken, met name voor het oplossen van
grote stelsels lineaire vergelijkingen. Deze ontwikkeling zal naar verwachting een krachtige
invloed hebben op numerieke simulaties in een breed scala van gebieden reikende van weten-
schap tot technologie. Met het oog hierop is dit proefschrift gericht op parallelle sofware voor
numerieke stromingsleer, waarbij de nadruk ligt op het numeriek oplossen van de Poisson-
vergelijking voor de druk in een aantal gevallen: turbulente stroming, een- en tweefasenstro-
mingen met een vrij oppervlak.

Het grootste deel van de rekencapaciteit nodig voor het berekenen van niet-samendrukbare
turbulente stromingen wordt aangewend voor het oplossen van de Poissonvergelijking voor de
druk. Daarom beschouwen we de parallelle prestaties van zeer efficiente, schaalbare iteratieve
methoden voor lineaire stelsels binnen PETSc (Portable, Extensible Toolkit for Scientific Com-
putation). In het bijzonder worden de zeer in trek zijnde Krylov Methoden gebruikt, met name
de geconjugeerde gradientmethode (CG) en herstartte versies van de gegeneraliseerde minimale
residumethode (GMRES(m)), in combinatie met verschillende preconditioneeringstechnieken:
Blok Jacobi (met een ILU-ontbinding in ieder blok), en de Algebraı̈sche MultiGridmethoden
BoomerAMG (uit Hypre) en ML (uit Trilinos).

Een symmetrisch Poissonprobleem op een eenheidskubus met Neumann randvoorwaarden
is opgelost op drie verschillende computers. Kleinere problemen (d.w.z. met een maximale
omvang van 10 miljoen roosterpunten) zijn berekend op het Millipede cluster van de RUG.
Millipede is een hetrogeen cluster bestaande uit vier verschillende delen met afwijkende aan-
tallen nodes en capaciteit. In onze berekeningen hebben we 32 nodes gebruikt die ieder zijn
opgebouwd uit 12 2,6 GHz AMD Opteron processoren, 24 GB geheugen en 320 GB lokale
schijfruimte. Grotere problemen (tot en met 1000 miljoen roosterpunten) zijn opgelost op
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zowel Huygens (SARA) als Jugene (Julich). Huygens is een IBM P-serie 575 cluster met 108
nodes. Iedere node bestaat uit 16 dual core processoren met 128 GB of 256 GB. Iedere proces-
sor is een 64 bit 4.7 GHz IBM Power6. In onze experimenten op Huygens hebben we maximaal
2560 processoren (80 nodes) gebruikt. Dit is het grootste aantal processoren dat gebruikers op
Huygens kunnen gebruiken. Jugene is een supercomputer van het Julich Supercomputing Cente
(JSC) in Julich, Duitsland. Op het JSC hebben we maximaal 8192 processoren gebruikt voor
een probleem met 1000 miljoen roosterpunten.

We hebben ons ook gericht op het oplossen van lichtelijk asymmetrische Poissonproble-
men. Deze problemen kwamen voort uit drie verschillende soorten stromingsberekeningen:
een eenfase damdoorbraak (geval 1), een eenfase golf (geval 2) en een tweefase golf (geval
3a en 3b). Om te beginnen zijn drie kleine problemen (ieder 12 miljoen roosterpunten groot)
opgelost op met Millipede-cluster. De gevallen 1 en 3a zijn ook berekend op Huygens, waarbij
ieder probleem 95 miljoen roosterpunten bevatte. Op zowel Millipede als Huygens hebben we
veelal GMRES gebruikt met een van de volgende preconditioners: Blok Jacobi, BoomerAMG
en ML. Met betrekking tot de schaalbaarheid hebben we resultaten gevonden die vergelijkbaar
zijn met die van de symmetrische problemen. De effectiviteit van de AMG preconditioners
BoomerAMG en ML is minder in het niet symmetrische geval. Echter, BoomerAMG is dan
nog steeds ongeveer 10 keer sneller dan Blok Jacobi.

Directe numerieke simulaties (DNS) van turbulente kanaalstromingen zijn beschouwd voor
een reeks van Reynolds getallen tot Reτ ≈ 1400. Daarvoor zijn tot 1024 processoren gebruikt.
Het Poissonprobleem voor de druk is wederom opgelost m.b.v. PETSc, en de Message Passing
Interface (MPI) standaard is toegepast om de overige delen van het computerprogramma om te
zetten in een parallelle Fortran-code. Hierbij kan nog worden opgemerkt dat de berekening van
het Poissonprobleen ongeveer 90% van het totale rekenwerk vergt. De berekeningen zijn uit-
gevoerd op Huygens. De ML preconditioneering blijkt in deze toepassing net iets doelmatiger
te zijn dan BoomerAMG. Daarom is ML gebruikt (met standaard instellingen, d.w.z. als black-
box methode). Zowel de parallelle als numerieke doelmatigheid van ML zijn opmerkelijk
genoeg meer dan voldoende om directe numerieke simulaties uit te voeren op rekenroosters
bestaande uit 109 punten (gebruikmakende van 1024 processoren).
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