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CHAPTER 7 

A NEURAL NElWORK APPLICATION 

As is mentioned in cbapter 1, neural networks are endowed witb certain spe
cial features wbicb make tbem an interesting subject for researcb on early 
waming. In chapter 3, several successful applications of neural networks in 
this field bave been described. This cbapter will present tbe results of tbe 
application of a neural network model to tbe classification of Dutcb non-life 
insurance companies. The package used for tbis application is Brainmaker 
Professional version 3.1 (®California Scientific Software). Brainmaker is a 
neural network simulation software package for PC whicb uses back-propaga
tion to train the network. The data sets used in tbe development of the 
neural network are the same as tbe ones used in tbe ordered logit model as 
described in cbapter 6. 

In the next section, tbe six network designs that were used will be 
described. Section 7.2 will present tbe results of tbe training and testing 
rounds for tbe different designs. In section 7.3, tbe performance of tbe neural 
network model will be compared to tbat of the ordered logit model. The rea
der is referred to chapter 4 for a general description of neural network tecb
nology. 

7.1 NETWORK DESIGN 

Befare a neural network can be developed, cboices bave to be made about 
the network design. The input and output must be specified, as weil as tbe 
number of hidden layers and the number of neurons in each layer. Otber 
items tbat have to be specified are the activation function , the learning rate, 
tbe tolerance rate, and the training and testing sets . In total, six network 
designs bave been tested. In tbe following subsections tbe cboices made sbaU 
be described. This section will conclude witb a schematic overview of the dif
ferent designs in table 7.1. 
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7.1.1 The input 

For the first four designs, the input consists of the six significant financial 
ratios, at the 5% level, of the ordered logit model as described in the prece
ding chapter. There are two important reasons to start with these six var
iables. First, the neural network literature does not provide us with an effi
cient procedure to determine the "best" subset of variables for a certain appli
cation. Ideally, the neural network should be run on each possible set of var
iables to determine the perfect subset. The stepwise logistic regression meth
odology can be considered a shortcut for this very time-consuming procedure. 
According to Brockett et al. [1994, p. 412], the stepwise logistic regres sion 
procedure is a computationally efficient approximation to the results that 
could have been obtained with the "all subsets" methodology for neural net
works. Second, the performance of the neural network model can be better 
compared to the performance of the ordered logit model when both models 
use the same input variables. 

For the latter two designs, the two size variables (market share of pre
miums and market share of claims) have been added to the list of input var
iables. These variables have not been included in the ordered logit model 
because of a multi-collinearity problem, although they were significant at the 
10% level. Since neural networks might be less sensitive to multi-collinearity, 
including these variables in the model seems a logical choice. This choice may 
convey some problems with practical applications at the ISB. In particular, if 
the ISB want to apply the early warning test of the neural network to a com
pany before information on total market volume is available, not all necessary 
information is available. When the size variables are included in the final sys
tem, and the neural network is run before the financial statements of all com
panies have been received by the ISB, a practical solution may be to approx
imate the denominator (total premium/claims amount of all Dutch non-life 
insurers) by last year's tot al market volumes. This approximation should have 
only a very minor effect on the values of the size variables as tot al market 
volume usually changes slowly, and as the size of the nominator is much smal
ler than the denominator and, thus, the effect of a slightly different value of 
the denominator will be smal\. 

Since a neuron cannot handle values outside the range of its activation 
function, which is -1 to +1 in this study (see section 7.1.5), the program nor
malizes the input data to this range. Normally, the absolute minimum and 
maximum of the data are used for normalization. In such case, the neural 
network will focus on the entire range of values. This procedure was also fol-
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lowed with the ordered logit model. That is, the orde red logit model focused 
on the entire range of values. The first, second, and sixth design use the abso
lute minimum and maximum for normalization. 

Sometimes using the absolute minimum and maximum causes problems, 
especially if the data contains extreme values (outliers) far removed from the 
values for the other observations [Lawrence, 1994, pp. 207-209]. If the neural 
network uses the absolute minima and maxima that include the extreme data, 
it will have difficulty distinguishing facts and values that are quite close. The 
neural network will understand extreme cases better, and it will not perform 
as weB in the typical scenario. By adjusting the minimum and maximum val
ues specified to the program, this bias can be reduced. In the third, fourth, 
and fifth design the minima and maxima are adjusted so that about 95 per 
cent of the data will be within the new min/max range. The outliers outside 
the min/max range are set to -lor + 1. 

7.1.2 The output 

For the output layer two options are available. One can choose between ODe 
output neuron with a value equal to 1, 2, or 3 on the one hand, or th ree out
put neurons with one dummy for low risk, one for medium risk, and one for 
high risk. A problem with the first option is that it is not clear where the cut
off points should beo For which values of the output neuron should we classify 
a company as, for instance, high risk? If this value exceeds 1.5, or maybe 1.4 
or ... , etc. Furthermore, this setup assumes that the output variabIe is contin
uous. However, although the underlying output variabie may indeed be con
tinuous, the observed variabIe is discrete. 

The second option, th ree dummy output variables, will be used here. A 
disadvantage of this option is that the natural ranking in the variables cannot 
be taken into account. However, this option has the advantage that, under the 
assumption of equal casts of misclassification, there is a clear criterion for the 
choice of the predicted class for a company. The output of tbe neural net
work consists of three scores between 0 and 1: one score for low risk, one for 
medium risk, and one for high risk. An obvious choice is to predict the com
pany to be in the class with the highest score. 

The values of the output neurons can be interpreted as "pseudoproba
bilities;" pseudo, since the values usually do not add up to one. The output 
values can, however, be normalized sa that they do add up to one by dividing 
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each score by the sum of the three scores. In th is way, a comparison of the 
outcomes of the neural network model and the ordered logit model is easier. 
Note that the output of the ordered logit model consists of three probabilities 
(which add up to one): a probability that the risk exposure of a company is 
low, a probability that it is medium, and a probability that it is high . 

Furthermore, after normalization average scores can be ca\culated1 

which will range between 1 and 3. Thus, outcomes equal to those from the 
option with one output neuron with a value of 1, 2, or 3 can be obtained. So, 
the option used here is more flexible than the option of one output neuron. 

Finally, the use of different output units for different classes facilitates 
the analysis of the effect of each input variabIe on each possible outcome. 
This aspect will be elaborated on in section 7.3.2. 

7.1.3 The hidden layer 

Two important questions regarding the network architecture are: "how many 
hidden layers should we use?" and "how many neurons do we need in each 
hidden layer?" The first question is easy to answer. Most problems can be sol
ved with a single hidden layer. It is proven by several authors (see for in
stance Homik el al. [1989]) that practically all vector functions can be approx
imated by a one-hidden-Iayer network with enougb bidden neurons. Furtber
more, if one designs a network witb more tban one bidden layer, it will take 
considerably longer to train it. Therefore, in this study all six designs use one 
bidden layer. 

A network witb too many bidden neurons or too few training facts will 
tend to memorize the training set and pro duce poor results during testing. 
However, if you bave too few bidden neurons, the network cannot leam 
enough of tbe training facts. Unfortunately, tbere is no exact formula to de
termine the ideal number of bidden neurons needed for a given application . 
For most, though not all applications tbe number of bidden neurons lies 
somewhere between tbe number of input neurons and tbe number of output 
neurons. 

The solution used in tbis study is to train several networks with varying 
numbers of hidden neurons and select tbe one tbat tests and predicts best. In 

1 This average score equals 1'normalized score for low risk + 2'normalized score 
for medium risk + 3'normalized score for high risk. 
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the second and third design the number of hidden neurons is set to equal six. 
In the other designs, we begin with a small number of hidden neurons and 
add neurons during the training process if the network is not leaming. This is 
called the constructive approach to optimizing the hidden layer size [Klima
sauskas, 1993, p. 69]. Brainmaker, the neural network simulation program 
used in this study, can continue training after adding neurons without ruining 
the weight values created thus far, and it allows to specify the minimum im
provement required in the root mean square (RMS) error over a certain 
number of runs. If th is minimum improvement is not realised, a neuron is 
automatically added to the hidden layer. In the first design we start with four 
hidden neurons and add a neuron in case the RMS error does not decrease 
over 100 training runs. In the fourth, fifth, and sixth design we start with five 
hidden neurons and add a neuron if the RMS error does not decrease over 
500 training runs. 

7.1.4 Training, testing, and predicting 

Lawrence [1994, p. 199] found that in training a network using two to ten 
times more facts than neurons is frequently successful. According to 
Klimasauskas [1993, p. 67], there should be at least five training facts for each 
weighe, whereas Weigend el al. [1990, p. 196] even state th at the number of 

2 The RMS error is defined as: 

N p 

/(L L (TARGE1ft- OU1;Y) 
RMSerror = __ i =_l--'J'-·=_l _______ _ 

pN 

where TARGETj ; is the target value of output unit j for training fact i (which is 
either 0 or 1 for the current application), OUTj ; is the predicted value of output 
unit j for training fact i (which lies between 0 and 1), N is the number of training 
facts, and p is the number of output units (three in th is study). The RMS error is 
zero for a perfectly trained network and moves towards one for less well-trained 
networks. The RMS error places a higher weight on large errors than on small 
errors. 

3 The number of weights in a one-hidden layer network equals the sum of the 
number of input neurons times the number of hidden neurons and the number of 
hidden neurons times the number of output neurons. 
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weights should be less than a tenth of the amount of training facts. This con
straint can be quite restrictive. 

One method to deal witb tbis problem is to use an oversized network 
but to stop training before the network has memorized the training set at the 
expense of better generalization [Weigend et al., 1990, pp. 196-197]. Early 
training will allow the network to fit the significant features of the data. It is 
only at later times that the network will try to fit the noise. A solution to the 
problem of overfitting is to stop training just before the network begins to fit 
the sampling noise. 

The problem is to determine when the network has extracted all the 
useful information and it starts to extract noise. The available data set is 
therefore divided into three. The 1992 data set, with 195 companies, is divi
ded into two sets: a training set used for determining the values of the 
weights, and a testing set used for deciding when to stop training. The perfor
mance on the testing set is monitored. As long as this performance improves, 
training continues. When it ce as es to im prove , training is halted. Eighty per 
cent (156 companies) of the 1992 data set is used for training, the remaining 
twenty per cent (39 companies) is used for testing. Since the performance of 
the network may be influenced by the composition of the training and the 
testing set, ten random 80-20 partitions have been generated. So, for each 
design ten networks will be trained, which leads to a tot al of sixty networks. 

To estimate the · expected performance of the network in the future, a 
prediction set is used which contains the 1993 data set of 193 companies. This 
data set is strictly set apart and is neither used in training nor to determine 
the termination of the training process. The optimal network for this applic
ation is selected from the sixty networks and will be the network with the best 
performance on the 1993 prediction set. 

7.1.5 The activation function 

The most common activation function for the input neurons is a linear func
tion ranging from 0 to 1. However, if values in the mid-range of the inputs 
are less important tban extreme values, or if tbe input data present a large 
number of one cJass and a very small number of another, scaling to -1 and + 1 
may belp tbe network train better. Scaling inputs to -1 and + 1 gives tbem 
twice tbe dynamic range, wbicb makes it possible for tbe network to detect 
smaller changes in the input data [CSS, 1993, pp. 8-24]. Since in tbis study tbe 
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number of observations in tbe class of low-risk companies is mucb larger tban 

the number of obseIVations in the other two classes, the activation function 
for tbe input neurons is set to a Iinear function witb a minimum and maxi
mum value of -1 and +1. 

For tbe bidden and output neurons it is common to take a sigmoid (S
sbaped) activation function (see chapter 4) . In a comparison of the error sur
faces of several activation functions , Kempka [1994, p. 48] found sigmoid acti
vation functions to be tbe most desirabie in neural networks tbat need to pre
dict accurately. Since accurate prediction is an important quality in early war
ning systems, a sigmoid activation function has been applied in tbis study. 
Thus, we are left witb the choice for the minimum and maximum values. 
With alogistic activation function, tbe limits of the output of the neuron are 
o and 1. With a hyperbolic tangent function , the limits are -1 and 1. Accor
ding to Klimasauskas [1993, p. 65], if the problem involves learning about 
ave rage behavior, logistic activation functions work best, but if the problem 
involves learning about deviations from the ave rage, hyperbolic tangent works 
are better. Since early warning is an example of problems in which the objec
tive is to learn to pick out exceptional situations, the hyperbolic tangent func
tion is used in this study. 

7.1.6 Learning rate 

When the data are evenly distributed over the possible classes, a learning rate 
of about 0.8 will usually be a good choice. However, in this study the data are 
unevenly distributed. There are far more low-risk companies than medium
and high-risk companies. With a high learning rate, the network will tend to 
1earn that all companies have a low-risk exposure. A technique th at works 
well for many unevenly distributed data sets is to set the learning ra te to a 
very low value (0.25, or even 0.1) [CSS, 1993, pp. 8-27]. The network will th en 
train very slowly, because the steps towards the answer are very smalI, and the 
advantage here will be that it does not move too quickly in the direction of 
the majority solution. In order to be able to find the patterns for the minority 
data, low learning rates are used in th is study. In the first network design the 
Iearning rate is set at 0.25, and in the other designs it is determined at 0.2. 



144 Chapter 7 

7.1.7 Training and testing toleranee rates 

With back-propagation the weights of a neural network are altered as a re ac
tion to an error signa\. It can be specified how far from the reaJ value the 
network may get before it will be marked as an error. That is, there is some 
tolerance of error that is acceptable. Brainmaker can specify the error tole
rance in terrns of a percentage of the output range. If the difference between 
the training pattern and the output is within the tolerance range, it will be 
considered correct, and no internal changes wiJ) be made to the network. A 
tolerance of 0 would mean that the neural network must present an answer 
that exactly matches the training pattern in all cases. This is probably a futile 
effort. A tolerance of 0.1 means that the output value must be within 10 per 
cent of the range of the output considered correct. Different tolerances can 
be specified for training and testing. 

For this application, the output consists of three scores between 0 to 1, 
one for each possible class. So, in case of a high-risk company, the target out
put will be 0 for the low- and medium-risk output neurons and 1 for the high
risk output neuron. The output from the network wiJ) differ from this target 
output. The aim is to train the network in such a way that this difference is as 
low as possible. Thus, the output of the neural network approximates that of 
the ordered logit model in which, for a specific company, each possible class 
has a certain probability. The target probability will be 1 for the real class and 
o for the other two classes, while the probability according to the orde red 
logit model will be different. The parameters of the ordered logit model are 
estimated in such a way that this difference is minimized. 

In the ordered logit model, the predicted risk exposure of a company is 
the risk exposure with the highest probability given the relevant financial 
ratios of this company. Likewise, in the neural network the predicted risk 
exposure can be defined as the risk exposure with the highest of the three 
scores . The error we should like to minimize is the number of misclassifi
cations given this classification criterion. However, such an error criterion 
cannot be directly implemented in Brainmaker. 

If we use an error tolerance of 0.5, th is would mean that the output of 
the neural network is only considered correct wh en the output score of the 
actual risk class is 0.5 or more, and when the other two output scores are less 
than 0.5. A tolerance value of 0.5 seems to be areasonabIe choice. From the 
outcomes of the ordered logit model it appeared that for almost all com
panies the highest of the three probabilities exceeded 0.5 (and that, by defini
tion, the other two probabilities were less than 0.5). Therefore, because of the 
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equivalence in the outputs of the ordered logit model and the neural network, 
both the training and the testing toleranees of the network have been set at 
0.5 for all network designs. 

In contrast to the ordered logit model, however, the three output scores 
of the neural network do not have to sum up to one. Therefore, in extreme 
cases the highest of the three output scores might be as low as 0.1 ; or even 
with a score of 0.9 there may be another output neuron with an even higher 
score. This problem can lead to a suboptimal neural network: the optimal 
network based on a 0.5 error toleranee criterion may not be the optimal net
work for minimizing the number of miscJassifications when the predicted cJass 
has the highest score. This problem seems inevitable given the package used. 

Table 7.1 OVERVIEW OF THE NETWORK DESIGNS 

numberof initial 

design 1 input learn number of add min-
rate hidden hidden2 max3 

neurons neurons 

1 6 0.25 4 100 absolute 

2 6 0.20 6 - absolute 

3 6 0.20 6 - adjusted 

4 6 0.20 5 500 adjusted 

5 8 0.20 5 500 adjusted 

6 8 0.20 5 500 absolute 

1. in th is tabie , only the design parameters which differ between the different designs 
are given. The common design parameters can be found in the main text 

2. add a neuron to the hidden layer if the RMS error does not decrease over the 
specified number of training runs (see section 7.1 .3) 

3. this column indicates whether the normalization of the input variables is based on 
their absolute minimum and maximum or on adjusted values (see section 7.1.1) 

7.2 TRAINING AND TESTING RESULTS 

For each design (1 , .. . , 6) and data set partition (a, ... , j), the network is 
trained over 10,000 runs. The training process is stopped before run 10,000 if 
the network has perfectly learned either the training or the testing set (i. e. if 
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the network made no errors on the data set) . In the situation with na errors 
on the training set, the network has converged. This happened on ce (network 
Se, run 8542). The second situation - na errors on the testing set - did not 
occur. 

After the training had stopped, the development over the runs of the 
ave rage error and the RMS error on the training set and the number of 
errors on the testing set we re analyzed. If a network still showed improve
ment over the last runs, training would be continued for another 5,000 runs. 
If a network performed very poorlyon the testing set, and if this performance 
did not show any improvement over the runs, the weights of the network were 
randomized again, and the network was retrained with these new starting val
ues. The minimum amount of errors on the testing set for each of the sixty 
networks created are presented in table 7.2. 

Table 7.2 MINIMUM NUMBER OF ERRORS ON THE TESTING SET (n - 39), 
TOLERANCE - 0.5 

random partition 

design 
a b c d e f g h i i 

1 7 6 7 6 5 6 9 6 7 7 

2 8 8 8 9 7 7 10 8 10 8 

3 9 7 6 8 8 6 6 6 10 9 

4 8 7 6 5 7 5 5 4 7 8 

5 5 7 5 5 5 7 6 5 10 7 

6 6 5 5 6 6 7 7 6 8 8 

sum 

66 

83 

75 

62 

62 

64 

For each of the sixty design/partition setups, the networks from the runs with 
the minimum number of errors on the testing set were selected. The choice of 
the best network is dear if only one run shows the minimum number of 
errors. For most of the sixty setups, however, several of the 10,000 or 15,000 
runs gave the minimum number of errors on the testing set. For instance, in 
case of 4h (design 4, random partition h), for several of the 10,000 runs the 
number of errors on the testing set was 4 (i.e. the minimum). The choice of 
the best network for 4h was, therefore, not that obvious. In such a situation, 
the output for the testing set from the runs with the minimum number of 
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errors was analyzed. For eacb setup witb more tban one run witb tbe 
minimum number of errors, the following run was selected (by hand): 

1. tbe run witb tbe smallest number of misclassified companies wben 
the predicted risk exposure of a company is the risk exposure with the 
higbest of tbe three output scores; and if th is did not generate an 
obvious best run, the selection was continued by choosing 

2. the run with the smallest differences for the misclassified companies 
between the output score for the actual risk exposure and the output 
score for the predicted risk exposure. 

Table 7.3 MINIMUM NUMBER OF ERRORS FOR THE BEST NETWORKS, TESTING 
SET (n - 39), PREDICTED CLASS BASED ON THE HIGHEST SCORE 

random partition 

design sum 

a b c d e f g h i i 

1 6 5 5 6 4 5 6 4 4 6 51 

2 6 4 4 7 5 5 5 4 8 6 54 

3 5 7 5 5 5 4 6 6 5 3 51 

4 5 4 4 3 6 4 4 4 5 5 44 

5 3 5 4 3 4 5 6 4 6 5 45 

6 4 4 4 5 3 6 5 5 4 5 45 

At this stage, no distinction was made between tbe different types of error. 
That is, the misclassification of a low-risk company as medium-risk was 
equally important as the misclassification of a bigb-risk company as medium 
risk. Table 7.3 shows the results for the best networks. For each best network 
it indicates the number of errors when the risk exposure of a company is pre
dicted to be the risk exposure with the highest of the tbree output scores. 
Table 7.4 presents the number of hidden neurons for the best networks. 

According to table 7.3, design 4 has the lowest ave rage number of mis
classifications on the testing set. Design 5 and 6 are a close second. Design 2 
has the highest average number of misclassifications. However, no one design 
clearly dominates the others over all random partitions. 

Table 7.4 shows tbat tbe number of hidden neurons strongly differs 
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between the networks. The minimum number of bidden neurons is 5, tbe 
maximum is 43. 

Table 7.4 NUMBER OF HIDDEN NEURONS FOR THE BEST NETWORKS 

random partition 

design 

a b c d e f 9 h i i 

1 26 14 9 18 33 22 5 18 43 5 

2 6 6 6 6 6 6 6 6 6 6 

3 6 6 6 6 6 6 6 6 6 6 

4 9 12 6 5 14 6 12 14 14 10 

5 9 9 6 6 12 8 7 12 10 13 

6 12 6 11 8 10 11 9 5 11 5 

7.3 PREDICfION RESULTS 

Tbe final cboice from the sixty networks, which were trained on the 1992 data 
set, is based on the performance of these networks on the 1993 prediction set. 
Tbis prediction set contains the data of 193 companies. By using th is data set, 
tbe stability of the performance of the networks can be tested. Tbe network 
with tbe best performance on the prediction set will be selected. Subsequent
ly, tbis network can be compared with tbe ordered logit model and can be 
considered for inclusion in a fin al early warning system. Tbe percentages of 
companies in the 1993 prediction set correctly classified by the different net
works are presented in table 7.5. 

Design 3, 4 (except partition c), and 6 show a very bad performance on tbe 
1993 prediction set. With design 3 and 4 (excluding partition c), tbe majority 
of companies is classified as bigb-risk, and with design 6, tbe majority of 
companies is classified as either high-risk or medium-risk. In tbese designs 
very few companies are classified as low-risk, and since tbe majority (147 out 
of 193) of tbe companies is actually low-risk, tbe scores are very low. How 
this bias towards medium- and high-risk companies is caused is not clear. 
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Various networks from tbe otber designs bave a bias towards low-risk com
panies. However, tbis does not lead to extremely low scores since tbe group 
of low-risk companies is by far the largest. 

Table 7.5 PERCENTAGE OF CORRECTLY CLASSIFIED COMPANIES FROM THE 
1993 PREDICTION SET, n -193 

random partition 

design 
a b c d e f g h i 

1 79 78 86 80 85 79 83 78 86 

2 79 77 86 76 76 77 82 83 74 

3 34 32 33 32 36 48 27 54 43 

4 33 33 86 34 27 32 34 44 33 

5 79 79 83 82 84 81 85 77 80 

6 15 14 12 11 16 20 23 12 17 

i 

76 

77 

24 

32 

73 

15 

The addition of the two-size variables in design 5 and 6 did not lead to an 
improvement in the scores on the prediction set, neither did an adjustment of 
the normalization range in design 3, 4, and 5. 

There are four networks with the maximum score of 86 per cent: 1c, li, 
2c, and 4c. Of these networks, network 1i is preferred. This network has the 
best score for high-risk companies (96 per cent, compared to 77 per cent for 
1c and 4c and 81 per cent for 2c), and it also has the lowest number of com
panies misclassified by two classes (i.e. high-risk companies misclassified as 
low-risk plus low-risk companies misclassified as high-risk; for 1i this is five , 
for 1c and 2c seven, and for 4c nine) . 

Network 1i, which gives the best generalization, has by far the largest 
number of hidden neurons (43). Given the number of training facts , the num
ber of hidden neurons is very high. There are more weights than training 
facts . However, the risk of memorization of the training set, causing poor 
results during testing, has been removed by using three data sets. The fact 
that a network with such a large hidden layer gives the best generalization 
indicates that the underlying problem structure may be very complex. The 
more complex the underlying problem structure, the more hidden neurons are 
required to adequately capture this structure. However, the second- and 
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fourth-best generalizing networks (2c and 4c) only contain six hidden neurons, 
and the third-best generalizing network (Ic) has nine hidden neurons. So per
haps the (undetected) "perfect" network does not need that many hidden neu
rons. The classification table for network 1i is presented in table 7.6. The 
weight matrix for this network is presented in appendix E. 

Table 7.6 FREQUENCIES OF ACTUAL AND PREDICTED RISK EXPOSURES FOR 
NETWORK 11, PREDICTION SET, 1993 DATA 

aetual 
predieted 

total seore 

low medium high 
(%) 

low 141 2 4 147 95.9 

medium 13 0 7 20 0.0 

high 1 0 25 26 96.2 

total 155 2 36 193 86.0 

7.3.1 A comparison of the neural network and the ordered logit model 

With network 1i the scores for low- and high-risk companies are very high. 
The percentages are higher than those for the ordered logit model presented 
in table 6.13. Especially the score for high-risk companies is very convincing 
as compared to table 6.13. The overall score of the neural network model is 
slightly higher than that of the ordered logit model (86 versus 85 per cent). A 
completely fair comparison of the neural network and the ordered logit 
models based on their performance on the 1993 data set is , however, not pos
sible. The choice of the optimal network was based on the performance on 
the 1993 data set, whereas the choice of the optimal ordered logit model was 
not. 

The neural network completely fails to recognize medium-risk compa
nies. So, neither the orde red logit model nor the neural network model can 
adequately handle medium-risk companies. The possible explanations for the 
failure of the neural network are basically the same as the explanations given 
in section 6.4.2 for the failure of the ordered logit model to adequately clas-
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sify medium-risk companies. These explanations were: there may actually be 
just two risk classes, the heterogeneousness of the class, and the relatively 
small number of medium-risk companies. An additional explanation for the 
poor performance of network li on medium-risk companies may be that, 
given the highest overall score, network 1i was selected on the basis of its per
formance on high-risk companies, and on the (lowest) number of misclassifi
cations by two classes. Network li performed best on both criteria, whereas 
the other three networks with an overall score of 86 per cent performed bet
ter - though still not very good - on medium-risk companies. 

Of course, when there are only two risk classes and the medium risk 
class is actually a "don't know" class, the fact that the neural network 1i does 
not recognize medium risk companies is really quite good. In such case, the 
neural network will actually be able to recognize the difficult cases as either 
high- or low-risk. This assumption does, however, not seem to be very plaus
ible (see section 6.4.2). 

Table 7.7 FREQUENCIES OF ACTUAL AND PREDICTED RISK EXPOSURES FOR 
NETWORK li, NEW 1993 DATA 

aetual 
predieted 

total seore 

low medium high 
(%) 

low 21 1 0 22 95.5 

medium 12 0 4 16 0.0 

high 0 0 10 10 100 

total 33 1 14 48 64.6 

There is some overlap in the data sets for 1992 and 1993, since 177 com
panies are included in both sets. For 145 of these companies, the actual class 
for 1993 is the same as the actual class for 1992. Although the financial ratios 
(the input variables of the model) for each company will change from year to 
year, this change is probably not too large for most companies. Therefore, the 
network has also been tested on a subset of the 1993 data set which only 
includes the 16 "new" companies which had not been included in the 1992 
data set, and the 32 companies for which the classification has changed from 
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1992 to 1993. This part of the 1993 data set can be seen as entirely new data. 
The results for this data set with new 1993 data only is presented in table 7.7. 

Like with the ordered logit model (see table 6.14), the overall performance is 
low because of the relatively large number of medium-risk companies in the 
data set. The network had predicted it all incorrectly. However, the scores for 
low- and high-risk companies are very convincing, especially compared to the 
ordered logit model: a score of 100 per cent for high-risk companies com
pared to 70 per cent for the ordered logit model, and for lowrisk companies 
95.5 per cent compared to 86.4 per cent. The overall score for the neural 
network model (64.6 per cent) is also higher than the overall score for the 
ordered logit model (58.3 per cent) . 

Table 7.8 FREQUENCIES OF ACTUAL AND PREDICTED RISK EXPOSURES FOR 
NETWORK 1i, 1992 DATA FOR INPUT VARIABLES, 1993 DATA FOR 
THE OUTPUT 

actual 
predicted 

total score 

low medium high 
(%) 

low 130 2 5 137 94.9 

medium 11 0 7 18 0.0 

high 3 2 17 22 77.3 

total 144 4 29 177 83.1 

To further test the usefulness of the neural network model, the performance 
of the model is tested when 1992 data are used to predict the actual risk 
exposure for 1993. Wh en this performance is good, it will provide additional 
confidence in the model 's usefulness as an early waming system. The data set 
consists of all 177 companies incIuded in the 1992 as weil as the 1993 data 
set. The cIassification table is presented in table 7.8. 

Although there is a decIine in performance compared to table 7.6, the net
work still performs adequately. Compared to the results of the same test for 
the ordered logit model (tabie 6.15), the scores for both high- and low-risk 
companies are higher with the neuraJ network model. However, aJthough both 
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the neural network and the ordered logit model have been trained/estimated 
on the basis of the 1992 data set, the final neural network was chosen from a 
larger group of networks based on its performance on the 1993 data set. 
Therefore, a completely fair comparison between both models is not possible 
at this stage. 

To test to what extent the ordered logit model and the neural network model 
agree on their assessments, for both models the ave rage scores of all com
panies have been caIculated. For these ave rage scores, the regular and the 
Spearman correlation coefficients between the models have been caIculated. 
The regular correlation coefficient equals 0.94, and the Spearman corre!ation 
coefficient, measuring the correlation of the ranks, equals 0.87. These values, 
which are highly significant (probability < 0.001), indicate that there is a 
strong agreement between the modeIs. 

Although there is a consensus between the modeIs, they disagree on the 
c1assification of several companies . Some companies are misclassified by one 
of the models though not by the other. A combination of both models could, 
therefore, lead to an even better performance than the performance of the 
separate models. The misclassification of a company by the ordered logit 
model may be compensated for by the correct classification of the neural net
work model, and a misclassification by the neural network model may be 
compensated for by the correct c1assification of the orde red logit model. To 
test this, the neural network scores for the different classes are first normal
ized, so that they sum up to one for each company. This normalization is 
done by dividing each score by the sum of the three output scores for a spec
ific company. Next, these normalized scores are added to each company's 
probabilities belonging to the different classes as given by the orde red logit 
model. The predicted c1ass for a company is the c1ass with the highest value 
of the sum of the probability according to the ordered logit model and the 
normalized score from the neural network model. Thus, the outcomes of both 
models have an equal weight. The three scores for the three possible classes 
now range from 0 to 2, and they sum up to two. The consequent c1assification 
table is presented in tabIe 7.9. 

The total score for the combination of models is higher than the total score 
for each separate model. For both high- and low-risk companies, over 96 per 
cent is correctly c1assified. These are very high percentages, giving us some 
confidence in the usefulness of this combination of models as an early 
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waming system. Like witb tbe separate modeIs, tbe score for medium-risk 
companies is low. 

Table 7.9 FREQUENCIES OF ACTUAL AND PREDICTED RISK EXPOSURES, 
PREDICTED CLASS HAS THE MAXIMUM VALUE, SUM OF THE 
ORDERED LOGIT PROBABILITY AND THE NORMALIZED NEURAL 
NETWORK SCORE, 1993 DATA SET 

actual 
predicted 

total score 

low medium high 
(%) 

low 142 0 5 147 96.6 

medium 12 1 7 20 5.0 

high 1 0 25 26 96.2 

total 155 1 37 193 87.0 

7.3.2 Interpretation of the weights 

Although it is difficult to explain why a neural network reaches a particular 
conc1usion, something can be said about the relative importance of the diffe
rent input variables for the different output neurons. This can be done by cal
cu]ating the strength of the relationship between each input and each output 
variabIe, which is measured by the following statistic [Y oon el al., 1994, p. 
502]: 

n 

where RSj ; is the relative strength between the ith input and the jth output 
variabIe, Wk; is the weight between the kth hidden neuron and the ith input 
neuron, and wjk is the weight between the jth output neuron and the kth hid
den neuron. In multivariate analysis, this approach is applied frequently to 
determine the proportion of variation (or the explanatory capacity) of one 
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variabie in relation to that of all variables. 
This statistic measures the strength of the relationship between the ith 

input and the jth output variabie to the tot al strength of all input variables 
with respect to the jth output variabie. The result is the percentage of the 
weights between all input variables and a specific output variabie, to be attri
buted to one specific input variabie [Garson, 1991, p. 50]. Because we have 
used three different output neurons for the three different classes, the relative 
importance of the different input neurons for the different output classes can 
be determined. Table 7.10 presents the relative strengths for network li. 

Table 7.10 RELATIVE STRENGTHS BETWEEN THE INPUT AND THE OUTPUT 
VARIABLES, NETWORK 1i 

variabie low medium high 

SOLVRA 0.5356 - 0.0561 - 0.4934 

PATNEP 0.1814 - 0.3944 - 0.0733 

G2SURRSM 0.0352 0.2455 - 0.1120 

PROPERTY - 0.0711 0.1257 0.0716 

FISNTPSM - 0.1717 -0.1109 0.1753 

G1COMBRA - 0.0049 - 0.0673 - 0.0743 

The solvency ratio (SOLVRA) is clearly the most important factor to both 
the low- and high-risk class. As was expected, SOLVRA and low risk are 
positively related, and SOLVRA and high risk are negatively related. The 
profit ratio (PATNEP) is also positively related to low risk and negatively 
related to high risk: higher profits will lead to a higher score for low risk and 
a lower score for high risk, all other things equal. To the asset management 
ratios (PROPERTY and FISNTPSM) the opposite applies: they are nega
tively related to low risk and positively related to high risk. For these four va
riables, the directions of the relations are equal for the neural network and 
for the ordered logit model (as presented in table 6.8) . For the solvency sur
plus growth rate (G2SURRSM), the direction of the relation for the neural 
network is opposite to the direction for the ordered logit model. A higher 
value wiJl increase the score for low risk and decrease the score for high risk 
in the neural network. In the orde red logit model the effect is the other way 
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round. The growth rate of the combined ratio (G1COMBRA) does not con
tribute very much to low risk, but this ratio is negatively related to medium 
and high risk. This is in line with the ordered logit model. So apart from the 
input variabIe G2SURRSM, the neural network and the ordered logit model 
agree on the directions of the relations between the input variables and the 
output. 

7.4 SUMMARY 

A one-hidden layer back-propagation neural network with 43 hidden neurons 
is able to adequately classify 96 per cent of bath low- and high-risk compa
nies. However, like the orde red logit model, this network is not able to ade
quately classify medium-risk companies . The overall performance of the neu
ral network is slightly higher than that of the ordered logit model. This diffe
rence is mainly due to the better performance of the neural network on high
risk companies. An entirely fair comparison is , however, impossible at this 
stage as the final neural network was selected from a group of sixty networks 
trained on a 1992 dataset, based on its performance on the 1993 data set. In 
contrast, the ordered logit model was the optimal model given the 1992 data 
set. 

A combination of the ordered logit and the neural network model sbows 
an even better performance. For the 1993 data set, tbe combined model cor
rectly classified 97 per cent of the low-risk and 96 per cent of the high-risk 
companies. 




