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CHAPTER 5 

EXPERT SYSTEMS 

The evaluation of insurance companies by the ISB is not based on the caIcu
lation of a number of financial ratios only. As mentioned in chapter 1, the 
ISB employees and account managers use both quantitative and qualitative 
information to come to an assessment of a company. Therefore, since the 
mathematical models presented in the preceding chapters (i. e. statistical clas
sification methods and neural networks) are probably not fully able to handle 
all types of information used in the evaluation process, another type of model 
may have to be included in N.E.W.S. An obvious inclusion in the system 
would be the rule-based model or expert system. Rule-based models are not 
very good at performing numeric computations, but they are perfect for han
dling qualitative information and modeling the reasoning processes by human 
beings. Therefore, a combination of a mathematical model and a rule-based 
model could be the best solution to the current problem of modeling the 
evaluation of non-life insurance companies. 

Expert systems emerged from the field of artificial intelligence (AI) . 
Therefore, this chapter will start with a short overview of the historical devel
opment of AI in section 5.1. Section 5.2 will intro duce expert systems. In sec
tion 5.3, the expert system approach will be compared to that of the other 
exponent of AI th at is considered for inclusion in N.E.W.S., neural networks. 
In chapter 2, it is argued that expert systems and decision support systems 
should be integrated into so-called knowledge-based decision support systems 
(KB-DSS) . In section 5.4, the expert system and DSS approaches will be 
compared, and the KB-DSS approach will be introduced. This chapter will 
close with a short summary in section 5.5. 

5.1 HISTORICAL DEVELOPMENT OF ARTIFICIAL INTELLIGENCE 

Waterman [1986, p. 10] defines AI as "the part of computer science con

cerned with developing intelligent computer programs". According to Baglini 

[1989, p. 4] , "Artificial intelligence is a system of computer hardware (main-
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frame, terminals, and so on) and software (programs) tbat attempts to repli

cate the reasoning power of the human mind". Rich and Knight [1991, p. 3] 

define AI, very generally, as "the study of how to make computers do things 
wbicb, at tbe moment, people do better". 

The term Artificial Intelligence was first used at a Summer Research 
Project held at Dartmouth College in 1956 [Parsaye & ChignelI, 1988, p. 8]. 
At this project many researchers active in the field of computer reasoning 
consolidated tbeir ideas. This meeting also marked the unveiling of the "Logic 
Theorist", developed by Newell, Sbaw and Simon, wbicb was able to prove 
several theorems from Wbitebead and Russell's Principia Mathematica. The 
success of this program had astrong influence on the direction of AI research 
during the next two decades. 

In tbe early days, a lot of AI research days focused on well-structured 
tasks sucb as game playing, tbeorem proving, and common-sense reasoning. 
Playing games and proving theorems sbare the cbaracteristic tbat people wbo 
are good at them are considered intelligent. Common-sense reasoning is con
cemed with the sort of problem solving that we do every day, such as reason
ing about actions and their consequences (e.g. if you let go of a cup, it will fall 
down and may break), and reasoning about physical objects and tbeir rela
tionship to each other (e.g. an object can be in only one place at a time). 

To investigate common-sense reasoning, Newell, Shaw, and Simon built 
the General Problem Solver (GPS), which they applied to several well-struc
tured common-sense tasks as well as to the problem of performing symbolic 
manipulations of logical expressions (GPS could prove tbeorems, play chess, 
and solve puzzles like "cannibals and missionaries", the Tower of Hanoi, and 
crypto-arithmetics). In GPS a problem can be described as a collection of 
goals (ends) along with methods for operating on states of tbe world (means) 
[Parsaye & Cbignell, 1988, p. 14]. This approach to problem solving is called 
the means-ends analysis. 

The means-ends analysis is a heuristic algorithm 1 centering on tbe detec-

1 A heuristic algorithm is a colJection of TUles of thumb, strategies, tricks, simplifi
cations, or any other device used to make problem solving or searching easier by 
constructing a smaller search tree or searching only part of a search tree. Heuristic 
algorithms can be used to limit the amount of branching in a large tree. Heuristic 
algorithms do not guarantee optimal solutions; in fact, they do not guarantee any 
solution at all. All that can be said for a useful heuristic algorithm is that it offers 
solutions which are good enough most of the time [Feigenbaum & Feldman, 1963, 
p. 6]. For a description of several heuristic algorithms, see for instance [Rich & 
Knight, 1991, pp. 63-101]. 
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tion of differences between the current state and the goal state [Rich & 

Knight, 1991, pp. 94-95]. On ce such a difference is isolated, an operator that 
can re duce the difference must be found. In case this operator cannot be 
applied to the current state, a subproblem of reaching a state in which it can 
be applied is designed. When the operator does not produce the exact goal 
state we want, there is a second subproblem of getting from the state it does 
produce to the goal. But if the difference between the current state and the 
goal state is specified correctly and the operator is really effective at reducing 
the difference, the two subproblems should be easier to solve than the origin
al problem. The means-ends analysis process can then be applied recursively. 

Means-ends analysis does not work very well when the problem to be 
solved is unstructured. That is, when it is no longer clear which operator to 
use, or when not all possible states are known beforehand. The GPS was also 
faced with the problem of a combinatorial explosion of the search tree, even 
though it used heuristics to search more efficiently. For example, one cannot 
play a game of chess by using "brute force", that is by going through all the 
possible lines of play and then choosing the move that leads to the best out
come given a certain strategy, because the search tree (a scenario of all pos
sible moves in terms of a tree) for chess is totally unmanageable with close to 
1070 nodes [Parsaye & ChignelI, 1988, p. 12]. 

From the experiences with the GPS it can be concluded that, in order to 
work weil, even a method that supposedly implements common-sense or gen
eral-purpose reasoning actually requires a certain amount of domain-specific 
knowledge [Rich & Knight, 1991, p. 95]. 

As AI research progressed and techniques for handling larger amounts 
of knowledge were developed, some progress was made concerning the tasks 
described above, and new tasks could reasonably be tried out. These included 
perception (vision and speech), robotics, natural language understanding, and 
problem solving in specialized domains such as medical diagnosis and chem
ical analysis. 

The standard order in which a person acquires certain skills to perform 
a task is as follows: first perceptual, linguistic, and common-sense skills are 
acquired, and later (if at all) specialist or expert skills are learned [Rich & 
Knight, 1991, p. 4]. Much of the earl ier AI research, therefore, concentrated 
on the first skills because it seemed reasonable to believe that these skills are 
easier and thus better to computerize than the specialized skills. But this as
sumption proved to be wrong. Although expert skills require knowledge that 
many of us do not have, they of ten require much less knowIedge, and there
fore much less computer capacity than the more mundane skills. It also ap-
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peared that expert knowledge is usually easier to represent and to deal with 
in programs than more mundane knowIedge. Moreover, experiences with 
many early AI systems showed that focusing on a narrow task and using 
domain-specific knowledge is more effective than general problem-solving 
strategies (like means-ends analysis) in reasoning about specific domains. 

So although still a lot of research is conducted in the earlier fields (the 
mundane skills), in practice the most successful AI discipline considers prob
lem areas with especially domains which require specialized (domain specific) 
expert knowledge only and which have a narrow focus. Programs with these 
characteristics are called expert systems. They are used throughout all indus
trial and govemmental areas. 

5.2 EXPERT SYSTEMS 

An expert system is a computer program that uses models of the knowledge 
and inference procedures of an expert (i.e. professionally trained humans) to 
solve (difficult) problems [Klein & Methlie, 1995, p. 174f The principal 
power of an expert system is derived from the knowledge the system embo
dies rather than from search algorithms and specific reasoning methods. An 
expert system successfully deals with problems for which clear algorithmic 
solutions do not exist [Parsaye & ChignelI, 1988, p. 1]. Expert systems are not 
only able to help the user perform a task but also apply to the user's decision
making process before performing this task. Thus, expert systems not only 
support the task but also the decision process which lies behind the task. 

2 Expert systems can be seen as a subclass of a larger c1ass of artificial intelligence 
programs which are called knowledge-based systems or knowledge systems. In lit
erature these terms are often used interchangeably. Basically, whether a program 
is called a knowledge( -based) system or an expert system depends on where the 
knowledge in the system comes from. When the knowledge comes solely from a 
human expert, the term expert system is of ten used; whereas when the knowledge 
in the system (partly) comes from other sources then human experts, the system is 
of ten called a knowledge( -based) system. In this book I will use the term expert 
system. A large part of the discussion, however, also applies to knowledge(-based) 
systems. 
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5.2.1 Knowledge representation 

An expert system is a computer program in which domain knowledge is 
stored and procedures are built to use this knowledge to perform certain 
tasks [Van der Spek, 1992, p. 39]. The domain knowledge within expert sys
tems can be stored in a number of ways. Possible representation techniques 
are for instanee: 

1. production rules; 
2. semantic networks; and 
3. frames. 

In the following paragraphs an overview of these representation techniques 
will be given. Scripts, another representation technique, will not be presented 
in this overview. For a description of knowledge representation by means of 
scripts, see for instanee Rich and Knight [1991] or Parsaye and Chignell 
[1988]. 

sub 1: production rules 
Production rule-based, or simply rule-based, knowledge representation uses ij 
then (i.e. ij (a) then (b)) statements. The ij (a) entry in a rule refers to an 
existing condition or situation or a premise, and the then (b) entry states a 
prescribed action or conclusion. If a (combination of) condition(s) is fulfilled, 
a (combination of) actions will be undertaken. In technical language, the rule 
is fired or, equivalently, triggered. In a rule, (a) represents a (number of) con
ceptual variable(s) of the rule-based model. When the model is used in prac
tice, these variables have to be related to empirical facts so that the model 
can perform its task. Parsaye and Chignell [1988, p. 43] give the following 
simple example: 

rule 1 
ij the unemployment rate < 7.6% 
and the GNP growth rate > 4% 
then the economie outlook is good. 

rule 2 
ij the economie outlook is good 
then more sales people should be hired. 
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In rule 1 the premise consists of two conditions. Tbe first condition expresses 
unemployment rates covered by the rule, whereas the second condition 
expresses tbe GNP growtb rate covered by tbe rule. Tbat is, tbe premise in 
rule 1 contains two variables: the unemployment rate, and the GNP growth 
rate. If tbe actual (empirical) values of both variables matcb tbe conditions 
expressed in tbe rule, i.e. if tbe conditions are met, tbe conclusion of tbe rule 
is confirmed. A confirmed conclusion can lead to tbe execution of certain 
actions, like adding a new fact or bypotbesis to tbe database, cause text to be 
printed at the user's terminal, or cause a particular (set ot) rule(s) to be tes
ted and applied. In tbis case if it is given (i.e. it is a fact) tbat tbe unemploy
ment rate is four per cent and tbe GNP growth rate is 4.5 per cent, tbe condi
tions are met and tbe conclusion tbat tbe economic outlook is good can be 
confirmed. Tbis wil\ lead to tbe action specified in rule 2; tbe system will 
advise tbe user to hire more sales people. 

Because production rules bave al ready been in use for a relatively long 
time, it is quite easy to identify tbe advantages and disadvantages of tb is kind 
of knowledge representation. Williams and Bainbridge [1989, pp. 113-114] 
mention great advantages sucb as tbe fact tbat production rules exbibit useful 
modularity, in tbat rul es are independent of eacb otber, and of tbe rest of tbe 
system, and tbat tbe explicit representation of rules permits tbe system to 
allow enquiries about rules, sucb as wbich rules indicate a particular conclu
sion. Two otber advantages are that the way in wbicb tbe rules represent 
knowledge is quite similar to tbe natural language, and tbat rul es are very 
plausible from a psycbological perspective: simple cbaining metbods can be 
used to implement inference procedures, wbicb are not unlike those used by 
buman beings. 

A further advantage of modeIs based on production rul es relative to 
other models (such as matbematical and simulation modeIs) is tbat tbey are 
good at handling qualitative information. Also, witb models based on produc
tion rules, the rules used by decision makers can be made explicit. This can 
make designing a model of a decision process easier. Consequently, the 
intluence of informal rules on tbe final decision, and the connection between 
formal and informal rules, can be established (see also chapter 2). Furtber
more, once tbe informal rules are established, they can be used by tbe organi
zation. 

Finally, models based on production rules (and expert systems in gen
eral) usually have a very narrow focus , i.e. ODe object. Within this domain, 
tbey (can) work on a very detailed level. This detailed level of analysis is both 
an advantage and a disadvantage. The disadvantage is, tbat this detailed level 
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of knowledge has to be acquired in a certain manner and put into the know

ledge base. Moreover, each tiny bit of knowledge wants a separate rule. 
Therefore, the number of rules in the knowledge base can become quite 
large. The larger the number of rules in a knowledge base, the more difficult 
it is to maintain and update the system. Also, the rules, and thus the know
ledge base, can be outdated quite fast. Human beings are able to change the 
informal rul es they use in solving a problem very fast. Expert systems are very 
inflexible as compared to humans. It is not always easy to establish that the 
rul es of a knowledge base have become outdated, and as aresuIt it could be 
difficult to determine whether an advice provided by an expert system is still 
valid. 

Another disadvantage is that not all tasks can be modeled by means of 
production rules. The time and effort, and thus the costs, can be quite exten
sive, especially with respect to the acquisition of relevant knowiedge. Further
more, the selection of the rules the inference engine is to consider at a cer
tain stage is an inherently inefficient computational process. This has serious 
implications for realistic applications in which a large number of rules is 
necessary, in which case it could take some time before the system reaches a 
conclusion [Williams & Bainbridge, 1989, p. 114]. Finally, models based on 
production rul es (and most, if not all, other types of expert systems) can 
make errors. Realistic expert systems cannot always be tested exhaustively. 
This can be intolerable when the system is used in a safety-critical situation. 
Most people would say that an error is intolerable in these situations. The 
fact that a human being in the same situation could also make a mistake does 
not alter this attitude. The problem lies in the expectation that computers are 
absolutely error-free. Because expert systems will sometimes make errors even 
when they are functioning correctly, many feel that this translates into unre
liability - something people find unacceptable in machines [Wasserman, 1989, 
p. 9]. 

sub 2: semantic networks 
Sometimes variables are related to each other in a large number of ways. In 
such case it may be useful to describe these relationships within a network, 
rather than describing each relationship in a separate rule. Asemantic net
work is essentially a charting method to show elementary entities or concepts 
as points (called no des) connected to another through links (called arcs), 
which represent some functional relation or logica I association. The concepts 
can be specific (in stances) or more general (types). The connecting arcs can 
represent any association between concepts. They are labeled with a word or 
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phrase that expresses the nature of the connection. Common arcs incIude isa 

(pronunciation as "is a"), instanee and has-part. 
Some relations (like isa, insta nee and has-part) estabJish a property in

heritance hierarchy in the network. This means that items that are lower in 
the network can inherit properties from items higher up the net. This saves 
space since information about similar nodes does not have to be repeated for 
each node. Instead it can be stored in one central location. A fragment of a 
typieal semantic network is shown in figure 5.1. In this network, inheritance 
can be used to derive the additional relation Patriek K. has-part Nose. 

red & white 

sub 3: frames 

Figure 5.1 A FRAGMENT OF A SEMANTIC NETWORK 

uniform
color 

has-part 

team 

Frames are similar to semantic networks with regard to the use of relational 
linkages connecting nodes. But the nature of the informational content of 
each node is richer and no longer merely an atomie label of an attribute. The 
nodal information is now a complete frame containing a collection of attri
butes, in which the attributes are called slots, related to the entity represented 
by the frame. A frame is similar to a data record in a traditional computer 
file or an entry in a relational database scheme, in that the slots in the frame 
are filled with values of particular attributes of an entity. However, some of 
the slots may contain attached procedures, which can be used to determine 
the value of the slot if it is not provided explicitly. Slots, whether directly or 
indirectly valued by the use of procedures, can contain subslots, which in turn 
can contain subslots in themselves. Thus, frames themselves can comprise net
works or hierarchies of associated knowIedge. A collection of frames is called 
a frame system. By means of a frame system, reasoning can be realized. 
Usually, this reasoning wiJl be done through an inheritance mechanism. For 
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'lstance, the frame of an employee may look something like the one in table 
'.1 [Joma, 1992, p. 194]. 
.J 

Table 5.1 A FRAME OF AN EMPLOYEE 

frame name employee 

.) slot 1 isa: person 

slot 2 has: name 

slot 3 has: labor agreement 

With the isa structure, slot 1 links the frame "employee" to another, higher
level, frame "person", which is presented in table 5.2. 

Table 5.2 A FRAME OF A PERSON 

frame name person 

slot 1 has: eyes 

slot 2 has: age 

"Employee", therefore, inherits some characteristics from "person". Slots 2 
and 3 present two characteristics of an employee, which could also refer to 
other frames, like for in stance "labor agreement" in which other character
istics may be given. The "employee" frame including the inberited character
istic is presented in table 5.3. 

A programming tecbnique, whicb has become very popular in recent years, is 
object-oriented programming; basically, tbis tecbnique combines tbe ideas of 
production ruies and frames . The C programming language, for exampIe, was 
extended to include object-oriented structuring faciJities . This object-oriented 
version of C is called C + +. 

In tbe object-oriented approach, knowiedge can be incorporated into a 
set of objects, in whicb eacb object has certain distinct properties (attributes). 
Eacb object represents specific data, together witb tbe operations tbat bave 
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been defined for this data. The implementation of the operations is hidden 
within the object. 

An advantage of object-oriented programming is that a new object can 
be described by the ways in which it is similar to, and different from , the 
objects already known. This allows people to copy and edit, meaning they take 
a description of a related object and modify it in accordance with the special 
characteristics of the new object. 

Table 5.3 A FRAME OF AN EMPLOYEE 

frame name employee 

slot 1 has: name 

slot 2 has: labor agreement 

slot 3 has: eyes 

slot 4 has: age 

In this study, knowledge representation by means of production rul es wiU be 
used. One reason for the choice of product ion rul es is that I want to model 
the evaluation process performed by the ISB employees and account manag
ers. This means that (part ot) the decision-making processes within the pri
mary process at the ISB have to be modeled. Rule-based models have been 
built, which were quite successful in modeling human problem solving. Fur
thermore, by using production rules the evaluation rules used by the people 
working at the ISB can be made explicit. Most of these rul es are informal and 
were not specified before in any detail. 

5.2.2 Architecture 

The two major components of an expert system are [Baglini, 1989, p. 7] : the 
inference engine (the reasoning power of the system), and the knowledge 
base (the comprehensive collection of facts and the rules for problem solving, 
the domain knowIedge) . The knowledge base of an expert system contains var
iables and rul es and/or frames that use these variables as the basis for dec is-
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ion making. The inference engine contains a scheduler (or allocator or sorter) 
that decides the order in which the available knowledge should be applied 
[Waterman, 1986, p. 18]. 

The task of the inference engine is to take the knowledge in the know
ledge base and carry out one or more heuristics, which will utilize the know
ledge in finding a solution to the problem. An inference engine normally con
tains a variety of heuristic TUleS. When processing the knowledge in the know
ledge base, not all knowledge available is used to reach a concIusion. 

There are many different heuristics used within the inference engines of 
expert systems. Expert systems which contain production TUles mainly use for-

~ ward chaining, backward chaining, or a combination of these. Forward chain
ing is a data-driven approach, whereas backward chaining is a goal-driven or 
expectation-driven approach. With forward chaining, the inference engine 
works forwards from the available variables and facts, and the input of new 
facts is expected to eventually lead to the inference of the goal. Backward 
cbaining inference takes tbe goal as a hypothesis and then tries to prove a 
series of sub goals working backwards from the goal. During tbe process each 
subgoal, in turn, becomes a bypothesis. This backward cbaining of TUles con
tinues until it can or cannot be concIuded that the initial goal is consistent 
with the available facts supplied by the user. Means-ends analysis does not 
proceed by making successive steps in a single direction but rather by redu
cing differences between tbe current and tbe goal states, and, as aresuIt, 
sometÏmes working backwards and sometimes working forwards. 

Wbich type of cbaining one ougbt to use depends on three factors [Rich 
& Knigbt, 1991, pp. 178-179]. First, the number of possible start states and 
goal states are relevant. It is most efficient to move from the smaller set of 
states to tbe larger (and tbus easier to find) set of states. In each direction 
tbe branching factor3 determines tbe best choice: one should proceed in tbe 
direction with the lower branching factor. Second, one must proceed in the 
direction that corresponds more cIosely with the way tbe user will think. This 

, will make it easier to tbe program to justify its reasoning to a user. And tbird, 
tbe kind of event that is going to trigger a problem-solving episode. If it is tbe 
arrival of a new fact, forward reasoning makes sense. If it is a query to which 
a response is desired, backward reasoning seems more logica I. 

Another component of expert systems is the user inteiface. The user 
interface takes care of the communication between the user and the system. 

3 The branching factor is the average number of nodes that can be directly 
reached from a single node. 

------- --
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The interaction with the user is a factor that will determines the effectivity of 
a system. In order to get the user accept an expert system, a natural , user
friendly interface is essential. The kind of user interface used depends on the 
tasks the expert system will have to perform and on the kind of people who 
will use the system. 

Finally, the expert system may need data from other sources than the 
knowledge base or the user. Therefore, the expert system may be connected 
to extemal databases or embedded in larger applications. An expert system 
can be either built from scratch, or it can be developed within an expert 
she1l4 • . 

The structure of an expert system is given in figure 5.2. 

Figure 5.2 THE STRUCTURE OF AN EXPERT SYSTEM 

user 

I 
user interface .... ) menus, 

graphics 

I 
inference engine 

databases ~ (general problem 
solving knowiedge) 

.... ~ scheduler 

I 
knowledge base 
(domain knowiedge) 

.... ) facts. rules, 
frames 

In order to facilitate easy interaction between the system and its user, an ex
pert system should have several other capabilities, in addition to a user inter
face and the ability t? perform its task [Rich & Knight, 1991, p. 550] . Firstly, 
an expert system should be able to explain how it reached a certain con
cIusion. In many of the fields in which expert systems operate, people will not 

4 An expert shell is a software package in which a knowledge base can be con
structed, and which contains an inference engine and a user interface. 
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accept results unless they can be convinced of the consistency of the process 
that pro duces the results. It helps a user to understand the logic used and the 
assumptions on which a de cis ion is based. Thus, an expert system must be 
abie to show the users the ruies it has used to reach a conclusion or it must 
be able to provide an explanation of why certain questions were asked. It is 
important that the inference processes used in an expert system operate in 
understandable steps, and that enough knowledge on the processes is 
available in order to be able to indicate why the system took certain steps (for 
example, why certain questions we re asked) or how a conclusion was reached. 

Secondly, the system should be able to ask the user questions while run
ning in order to extract additional facts. This capability can be very useful 
when no conclusion can be reached because certain facts are unknown or 
cannot be deduced. 

5.2.3 Knowledge acquisition 

Before an expert system can be built the required knowledge has to be 
acquired. That is, the knowledge base of an expert system has to contain the 
relevant knowledge so that the expert system is able to perform its task. Most 
often, this knowledge is not immediately available. Several actions must be 
performed in order to get it. 

Knowledge acquisition or knowledge elicitation deals with the task of 
obtaining knowIedge and formalizing it in order to include it in the know
ledge-base of the expert system. The researcher who performs the knowledge 
acquisition is called the knowledge engineer. Often, knowledge acquisition is 
the bottleneck in expert system construction. Since expert systems highly rely 
on the quality of the knowledge they have, knowledge acquisition is a crucial 
part of the construction process. The search for the relevant knowledge can 
be very time-consuming and usually requires specific expertise.5 

The necessary knowledge can be acquired in several ways [Mockler, 
1989, pp. 38-39; Young, 1989, pp. 350-352; Bosman, 1992, p. 47; Rich & 
Knight, 1991, p. 553]. Firstly, experts can develop the system themselves. In 
these instances they are their own source of knowledge in this field . 

. 5 For a description of different knowledge elicitation techniques, see for instance 
Van der Werff [1992], Elshout & van Leeuwen [1992] (both in Duteh), Wielinga, 
Bredeweg & Breuker [1988], or Parsaye & Chignell [1988, pp. 327-374]. 
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Secondly, a knowledge engineer can interview an expert to elucidate expert 
knowIedge, which can then be translated into rules. After the initial system is 
built, it must be constantly refined until it approximates expert-level know
ledge. There are even programs that allow interaction with domain experts to 
efficiently extract expert knowIedge, implying that knowledge acquisition may 
be partly automatized. 

Thirdly, it is possib1e to make knowledge in the form of formal rules 
easier accessible and manageable since there are other sources of knowledge 
apart from the expert. For instance, all written sources like handbooks, proce
dures, memos and notes contain knowiedge. Existing information systems also 
contain knowledge in the way that programs execute procedures. 

In tb is study, tbe second option was used. That is, I bave interviewed 
several ISB employees and account managers in order to determine tbe rules 
they use during the evaluation process. Af ter a number of interviews a proto
type of tbe system was built containing the rules obtained from the experts. 
The prototype could then be furtber refined by asking the experts to com
ment on tbe (outcomes of the) prototype as it was evaluating various com
panies. Subsequently, tbese comments were processed, and tbe prototype 
could again be refined until the experts were satisfied. 

One of the major problems one is faced with during tbe process of 
knowledge acquisition is the so-called knowledge engineering paradox: 

"The more competent domain experts become, tbe less able tbey 
are to describe tbe knowledge they use to solve problems! Even 
worse, studies have shown tbat when experts attempt to explain 
how they reached a conclusion, they often construct plausible lines 
of reasoning that bear litt1e resemblance to their actual problem
solving activity." [Waterman, 1986, p. 154] 

This suggests tbat domain experts need outside help to c1arify and explain 
their thinking and problem solving. But even with an experienced knowledge 
engineer, tbis problem may be bard to overcome. 

A knowledge engineer has to elicit all relevant variables and the rela
tionships between these variables from the expert. Obtaining this information 
may be difficult because tbe expert is not used to actually formulate his or 
ber knowIedge, or to give a real-time report of his or her reasoning (tbinking 
out loud). Moreover, once the relevant variables and relationships are identi
fied, the question still remains whether tbis information is reliable and valid 
[Wielinga, Bredeweg & Breuker, 1988, p. 114]. Reliability refers to tbe ques-



J 

J 

Expert systems 93 

ti on whether the same elicitation actions will always produce the same var
iables and relationships. Validity refers to the degree in which the gathered 
variables and relationships cover the phenomena intended. 

The above mentioned problems are difficult to solve. In this study, 1 will 
attempt to reduce the effects of these problems by means of extensive testing 
of the system, and, when the system development is in its fin al stage, by 
asking other experts (i.e. ISB employees and account managers who were not 
involved in developing the system) to comment on the outcome of and the 
rules used by the system. 

5.3 EXPERT SYSTEMS AND NEURAL NETWORKS 

Both expert systems and neural networks evolved from the field of artificial 
intelligence. Furthermore, both neural networks and expert systems try to 
address difficult issues in search, knowledge representation, and learning. But 
the methods they use differ, and the approaches have different strengths and 
weaknesses. When relevant data are available, and when meaningful patterns 
can be discerned in the data, neural networks employ knowIedge representa
tions, which make modeling relatively easy compared to expert systems. That 
is, under the above restrictions, building a model by means of a neural net
work will usually take less time and effort on the part of the developer than 
building a model by means of an expert system. However, the Iearning algo
rithms within neural networks usually involve a large number of training 
examples and long training periods. Also, after a network has been taught to 
perform a difficult task, its knowledge is usually quit opaque, as it may 
become an impenetrable mass of connection weights. Therefore, getting a 
neural network to explain its reasoning is impossible (at present) . 

A main difference between neural networks and expert systems is the 
way the system is constructed. With respect to the neural network, the com
puter is trained on sample cases and specifies the pattern of connectivity, 
which constitutes the system's knowledge and determines how it will respond 
to specific inputs. For an expert system, the computer is trained by the know
ledge engineer who directly composes rules. There are advantages and disad
vantages to both approaches. 

For the neural network, the main requirement is the specification of 
data samples and cJassifications, and the gathering of training cases. Further
more, the architecture of the network has to be specified (e.g. the number of 
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layers and the number of units within each layer, the leaming rate, and the 
error toJerance in case of supervised leaming) . After the data are obtained 
and formatted, and the network structure is specified, the computer takes 
over. In this phase, little human effort is needed. The computer time needed 
to determine the optimal network can, however, be considerable. 

In the expert system approach, the knowledge engineer usually com
poses rules on the basis of interactions with an expert, and the observation of 
the prototype system's performance on various test cases. Ouring this process, 
the knowledge base is usually far from stabIe: rules and even the input and 
output (i.e. the problem the system has to solve) may change. Without sample 
data a neural network cannot function , but an expert system can still be built. 
Without knowledge of an application domain, an expert system cannot be 
built, but a neural network can be applied when someone or some process 
has made available sample data with corresponding validated conclusions 
[Weiss & Kulikowski, 1991, pp. 179-181]. 

Neural networks are not very good at handJing tasks designed for stan
dard serial computers, such as number crunching or making highly accurate 
calculations. But wh en it comes to pattem recognition tasks or tasks that 
require incomplete data sets, or fuzzy or contradictory information, neural 
networks are very likely to outperform other computer software [Obermeier 
& Barron, 1989, p. 220]. This is because neural networks are relatively insen
sitive to errors or noise in the data. The performance of a neural network 
declines onJy slowJy when the noise or the amount of errors in the data 
increases. 

5.4 EXPERT SYSTEMS, DSS, AND KB-DSS 

Expert systems aim at the same goal as OSS, i.e. supporting and improving 
the decision-making process. There is, however, no agreement on whether 
expert systems can be considered a subclass of OSS. Boersma [1995, p. 25] 
distinguishes information-based OSS (i.e. the classicaIOSS) and knowIedge
based OSS (i.e. KB-OSS). In KB-OSS the traditional OSS and expert systems 
are combined into one system. This is iJlustrated in figure 5.3. 

In the following two sections the expert systems approach and the classical 
DSS approach will be compared before the combination of the two 
approaches within KB-OSS is discussed. 
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Figure 5.3 KNOWLEDGE-BASED DECISION SUPPORT 

5.4.1 A comparison of DSS and expert systems 

Although expert systems aim at the same goal as classical DSS, they differ in 
the way this goal is reached. Ford [1985, pp. 24-25] compares and disting
uishes DSS and expert systems in four primary areas: objectives and intents, 
operational differences, users, and development methodology. 

objectives 
The objective of a (specific) DSS is to support the user in the decision
making process by providing quick and easy access to relevant data, by provi
ding the possibility to perform numeric computations by means of mathemati
cal modeIs, and by displaying the data and the results from the computations 
in a c1ear and organized way. A DSS helps decision makers utilize data and 
models to solve ill-structured or semi-structured problems. The support given 
by a DSS is usually restricted to the intelligence and choice phases of the 
decision-making process and does not give any advice. 

Au expert system usually provides only conclusions or recommendations 
to the user, sometimes with an explanation of how these conclusions or 
recommendations were reached. Expert systems usually focus on a very nar
row domain, i.e. one object. Within this domain, they (can) work on a very 
detailed level. The objective of an expert system is to support the us er in 
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making a decision by giving recommendations or by presenting its conclusions 
concerning a specific problem. Expert systems can be used to support all 
phases of the decision-making process. They are especially adequate in sup
porting the design phase [Bosman, 1992, p. 51]. The recommendations or 
conclusions provided by the expert system can sometimes be seen as (a) pos
sible course(s) of action to solve a problem. In other cases, the recommenda
tions or conclusions can be used as guidelines to develop possible courses of 
action. 

operational differences 
DSS allow the user to tackle a problem in a flexible and personal manner by 
providing the possibility to manipulate data and models in various ways while 
going through the decision-making process. With expert systems, however, the 
user retains little if any flexibility in the way the system analyzes the problem. 
With expert systems, the system is always in control; the system asks the ques
tions, and the user provides the answers. The user cannot influence the 
reasoning process directly. With OSS, the user is in control and he or she can 
ask the system for data or caIculations. However, in contrast to a OSS, an 
expert system can request additional information from the user when too little 
information is available to come to a conclusion. Furthermore, most expert 
systems can explain how they came to a certain conclusion. This can be quite 
useful, especially when the user initiaUy does not trust or understand the out
come. 

users 
A third difference lies in the typical users of the two systems. Although OSS 
users are not a homogeneous group, they have at least two general character
istics: they are mostly middle- and upper-level business management, and the 
user of a particular OSS is often the decision maker who assisted in designing 
the system. Expert systems are mainly built to "clone" the knowledge and 
experience of certain highly respected experts and/or other knowledge 
sources, so th at someone with less expertise can use the system to draw on 
this knowledge6. Most of the ODes who use a certain expert system have had 
nothing to do with its development. 

6 Usually, the user has to have at least a basic understanding of the problem 
domain and the relevant terminology. 
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>DS deve/opment method%gy 
all Both OSS and expert systems are gene rally designed on the basis of an evolu-
'p- tionary or prototyping approach. Using this approach, a working prototype is 
or developed, which performs only the most important functions identified by 
IS- means of a small representative data or knowledge base. A demonstration of 
a- the prototype allows identification of enhancements, expansions, and other 
:lf changes needed or desired, and a new version is developed incorporating 

appropriate changes. Next, the process is repeated until the desired perfor
mance levels have been realised. 

The choice of the prototyping approach for OSS is based on three 
y underlying principles. First, the approach allows a high degree of user involve-
e ment needed to insure that the OSS is appropriate and effective. Second, it 
~ allows the system to evolve and be adapted to the user's needs, providing 

flexibility. Finally, it often provides usabIe decision support in the early stages 
before the system is completed. 

With reference to expert systems, the primary function of the proto
typing approach is that it allows the knowledge base to be refined and expan
ded so that the system can move on to higher levels of performance. 

5.4.2 Knowledge-Based Decision Support Systems 

In practice, many problems cannot be adequately solved or supported by 
means of either OSS or expert systems. Oecision making and problem solving 
is not solely symbolic reasoning, which is what expert systems are good at. It 
is not just data retrieval and numeric calculations either - these' are the func
tions found in DSS. Therefore, we seem to be in need of a OSS that is able 
to incorporate specialized knowledge and expertise into the system; the capa
bility of reasoning is added to the functionality of the OSS. Thus, expert sys
tem technology should be incorporated within the OSS technology. 

Expert system technology requires a generator that is slightly different 
from the traditional OSS generator. When building an expert system one can 
use generators that very much resem bie OSS generators. However, on certain 
points the components for building expert systems will have to contain facil
ities that are gene rally not available in OSS generators. As is mentioned 
above, the user interface should contain facilities that enable the expert sys
tem to explain its reasoning and ask questions. Moreover, the models subsys
tem has to contain such elements as inference engines and techniques like 
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rule-based models to construct a knowledge base. 
Although the number of DSS generators containing facilities to build 

expert systems is limited, the use of a DSS generator to build an expert sys
tem should not be exc1uded. Expert systems can make use of more than rule
based models only. Expert systems mayalso use mathematical models and 
simulation models for certain ca\culations, and, conversely, when using mathe
matical models and simulation models one can employ rule-based modeIs. 
Integrated expert systems can be built when the models subsystem of a gen
erator contains these possibilities [Bosman, 1992, p. 49] . Systems th at inte
grate expert systems technology into DSS technology are called KnowIedge
Based Decision Support Systems (KB-DSS) . 

UA KB-DSS can be defined as a computer information system that 
provides information and methodological knowledge (domain 
knowledge and decision methodology knowIedge) by means of ana
lytical decision models (systems and users) , and access to data bases 
and knowledge bases to support a decision maker in making de cis

ions effectively in complex and ilI-structured tasks." [Klein & 
Methlie, 1995, p. 300] 

Within KB-DSS, the modeling and data management abilities of DSS are 
combined with the symbolic processing abilities of expert systems. 

The model this study focus es on can be considered a specific KB-DSS. It 
uses a combination of two mathematical models and a rule-based expert sys
tem to support the decision-making processes at the ISB. The mathematical 
models perform the first stage of the analysis . Subsequently, the expert system 
converts the outcome of the mathematical modeis, and some additional 
potentially relevant factors, into a final evaluation by means of reasoning. 

5.5 SUMMARY 

An expert system is a computer program that uses models of the knowledge 
and inference procedures of an expert in order to solve prob\ems. Within 
such a system, the relevant knowledge can be stored in different ways. In this 
study the knowledge is represented by means of production rules. By using 
production rules, the evaluation rules used by the people at the ISB can be 
made explicit. The relevant rules can be acquired by interviewing several ISB 
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employees and account managers, and by asking them to comment on a 
lijd prototype of the system. 
ys- Just like DSS, expert systems aim at supporting and improving the deci-
le- sion-making process. However, DSS and expert systems differ in the way they 
nd attempt to re ach their goals. DSS are good at data retrieval and numeric 
le- calculations, whereas expert systems are good at symbolic reasoning. Decision 
Is. making, however, involves both data processing and reasoning. In Knowledge-
n- Based Decision Support Systems the expert system technology is integrated 
e- into a DSS framework. N.E.W.S. can be seen as a type of KB-DSS. 
e-
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