
 

 

 University of Groningen

Domain adaptation for parsing
Plank, Barbara

IMPORTANT NOTE: You are advised to consult the publisher's version (publisher's PDF) if you wish to cite from
it. Please check the document version below.

Document Version
Publisher's PDF, also known as Version of record

Publication date:
2011

Link to publication in University of Groningen/UMCG research database

Citation for published version (APA):
Plank, B. (2011). Domain adaptation for parsing. [Thesis fully internal (DIV), University of Groningen]. s.n.

Copyright
Other than for strictly personal use, it is not permitted to download or to forward/distribute the text or part of it without the consent of the
author(s) and/or copyright holder(s), unless the work is under an open content license (like Creative Commons).

The publication may also be distributed here under the terms of Article 25fa of the Dutch Copyright Act, indicated by the “Taverne” license.
More information can be found on the University of Groningen website: https://www.rug.nl/library/open-access/self-archiving-pure/taverne-
amendment.

Take-down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately
and investigate your claim.

Downloaded from the University of Groningen/UMCG research database (Pure): http://www.rug.nl/research/portal. For technical reasons the
number of authors shown on this cover page is limited to 10 maximum.

Download date: 26-05-2023

https://research.rug.nl/en/publications/8c1db227-edb6-4a3e-9db2-fc606080bc1c


Part I

Background

7





Chapter 2

Natural Language Parsing

In this chapter, we first define the task of parsing and its challenges. We will
give a conceptual view of a parsing system and discuss possible instantiations
thereof. Subsequently, we will introduce two major grammar formalisms with
their corresponding probability models. Finally, we will give details of the
parsing systems and corpora used in this work. A large part of the chapter will
be devoted to Alpino, a grammar-driven parser for Dutch, because its parse
selection component is the main focus of the domain adaptation techniques
explored in Chapter 4 and Chapter 5. The chapter will end with a somewhat
shorter introduction to two data-driven dependency parsing systems (MST
and Malt), that will be used in later chapters of this thesis.

2.1 Parsing

Parsing is the task of identifying the syntactic structure of natural language
sentences. The syntactic structure of a sentence is key towards identifying
its meaning; therefore, parsing is an essential task in many natural language
processing (NLP) applications.

However, natural language sentences are often ambiguous, sometimes to
an unexpectedly high degree. That is, for a given input there are multiple al-
ternative linguistic structures that can be built for it (Jurafsky & Martin, 2008).
For example, consider the sentence:

(2.1) Betty gave her cat food

Two possible syntactic structures for this sentence are given in Figure 2.1
(these are phrase structure trees). The leaves of the trees (terminals) are the
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10 CHAPTER 2. NATURAL LANGUAGE PARSING

words together with their part-of-speech (PoS) tags, e.g. PRP is a personal
pronoun, PRP$ is a possessive pronoun.1 The upper nodes in the tree are non-
terminals and represent larger phrases (constituents), e.g. the verb phrase VP
‘gave her cat food’. The left parse tree in Figure 2.1 represents the meaning
of Betty giving food to her cat. The right parse tree stands for Betty giving
cat food to ‘her’, which could be another female person. A more compact but
equivalent representation of a phrase-structure tree is the bracketed notation.
For instance, the left parse tree of Figure 2.1 can be represented in bracketed
notation as: [S [ NP [NNP Betty]] [VP [VDB gave] [NP [PRP$ her] [NN cat]]
[NN food]]].

S

NP

NNP
Betty

VP

VDB
gave NP

PRP$
her

NN
cat

NN
food

S

NP

NNP
Betty

VP

VDB
gave

PRP
her NP

NN
cat

NN
food

Figure 2.1: Two phrase structures for sentence (2.1).

In other formalisms, the structure of a sentence is represented as depen-
dency structure (also known as dependency graph). An example is shown in
Figure 2.2 (note that sometimes the arcs might be drawn in the opposite direc-
tion). Instead of focusing on constituents and phrase-structure rules (as in the
phrase-structure tree before), the structure of a sentence is described in terms
of binary relations between words, where the syntactically subordinate word
is called the dependent, and the word on which it depends is its head (Kübler,
McDonald & Nivre, 2009). The links (edges or arcs) between words are called
dependency relations and usually indicate the type of dependency relation. For
instance, ‘Betty’ is the subject (sbj) dependent of the head-word ‘gave’.2

Humans usually have no trouble in identifying the intended meaning (e.g.
the left structures in our example), while it is a hard task for a natural lan-
guage processing system. Ambiguity is a problem pertaining to all levels of
natural language. The example above exemplifies two kinds of ambiguity:

1 These are the Penn Treebank tags. A description of them can be found in Santorini (1990).
2A peculiarity of the structure in Figure 2.2 is that an artificial ROOT token has been added.
This ensures that every word in the sentence has (at least) one associated head-word.
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ROOT Betty gave her cat food

ROOT

SBJ

OBJ

NMOD

OBJ2

ROOT Betty gave her cat food

ROOT

SBJ OBJ NMOD

OBJ2

Figure 2.2: Two dependency graphs for sentence (2.1) (PoS tags omitted).

structural ambiguity (if there are multiple alternative syntactic structures) and
lexical ambiguity (also called word-level ambiguity, e.g. whether ‘her’ is a per-
sonal or possessive pronoun). Thus, the challenge in parsing is to incorporate
disambiguation to select a single preferred reading for a given sentence.

Conceptually, a parsing system can be seen as a two-part system, as illus-
trated in Figure 2.3. The first part is the parsing component, a device that em-
ploys a mechanism (and often further information in the form of a grammar)
to generate a set of possible syntactic analyses for a given input (a sentence).
The second part is the disambiguation component (also known as parse selection
component), that selects a single preferred syntactic structure. Hence, the job
of a parser consists, besides finding the syntactic structure, also in deciding
which parse to choose in case of ambiguity.

sentence
parsing

component
disambiguation

component

Figure 2.3: A parsing system - conceptual view (inspired by lecture notes of
Khalil Sima’an, University of Amsterdam).

The framework of probability theory and statistics provides a means to
determine the plausibility of different parses for a given sentence and is thus
employed as modeling tool, which leads to statistical parsing (also known as
probabilistic or stochastic parsing). Statistical parsing is the task of finding the
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most-plausible parse tree y for a given sentence x according to a model M that
assigns a score to each parse tree y ∈ Ω(x), where Ω(x) is the set of possible
parse trees of sentence x:

y∗ = arg max
y∈Ω(x)

score(x, y) (2.2)

To compute the score of the different parses for a given sentence we need
a model M. Therefore, one has to complete two tasks: (i) define how the score
of a parse is computed, i.e. define the structure of the model; (ii) instantiate
the model, which is the task of training or parameter estimation.

One way to model the score of a parse is to consider the joint probability
p(x, y). This follows from the definition of conditional probability p(y|x) =
p(x, y)/p(x) and two observations: In parsing, the string x is already given,
and is implicit in the tree (i.e. its yield). Therefore, p(x) is constant and can be
effectively ignored in the maximization. Generative models estimate p(x, y) and
thus define a model over all possible (x, y) pairs. The underlying assumption
of generative parsing models is that there is a stochastic process that generates
the tree through a sequence of steps (a derivation), so that the probability
of the entire tree can be expressed by the product of the probabilities of its
parts. This is essentially the decomposition used in probabilistic context-free
grammars (PCFGs), to which we will return to in the next section.

In contrast, models that estimate the conditional distribution p(y|x) di-
rectly (rather than indirectly via the joint distribution) are called discriminative
models. Discriminative parsing models have two advantages over generative
parsing models (Clark, 2010): they do not spend modeling efforts on the sen-
tence (which is given anyway in parsing) and it is easier to incorporate com-
plex features into such a model. This is because discriminative models do not
make explicit independence assumptions in the way that generative models
do. However, the estimation of model parameters becomes harder, because
simple but efficient estimators like empirical relative frequency fail to provide
a consistent estimator (Abney, 1997), as will be discussed further later. Note,
however, that there are statistical parser that do not explicitly use a proba-
bilistic model. Rather, all that is required is a ranking function that calculates
scores for the alternative readings.

Before moving on, we will discuss various instantiations of the conceptual
parsing schema given in Figure 2.3. As also proposed by Carroll (2000), we can
divide parsing systems into two broad types: grammar-driven and data-driven
systems. Note that the boundary between them is somewhat fuzzy, and this is
not the only division possible. However, it characterizes nicely the two kinds
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of parsing systems we will use in this work.

• Grammar-driven systems: These are systems that employ a formal (of-
ten hand-crafted) grammar to generate the set of possible analyses for a
given input sentence. There is a separate second-stage: a statistical dis-
ambiguation component that selects a single preferred analysis. Train-
ing such a system means estimating parameters for the disambiguation
component only, as the grammar is given. Examples of such systems
are: Alpino, a parser for Dutch – it is used in this work and will be intro-
duced in Section 2.4.1; PET, a parser that can use grammars of various
languages, for instance the English resource grammar (Flickinger, 2000).

• Data-driven systems: Parsing systems that belong to this category au-
tomatically induce their model or grammar from an annotated corpus
(a treebank). Examples of such parsing systems are data-driven depen-
dency parsers, such as the MST (McDonald, Pereira, Ribarov & Hajič,
2005) and Malt (Nivre et al., 2007) parsers. They will be introduced in
Section 2.4.2 and are used in later chapters of this thesis.

To some extent, these two approaches can be seen complementary, as there
are parsing systems that combine elements of both approaches. For instance,
probabilistic context-free grammars (Collins, 1997; Charniak, 1997) (they are
discussed in further detail in Section 2.2) are both grammar-based and data-
driven. While Carroll (2000) considers them as grammar-driven systems, we
actually find them somewhat closer to data-driven systems. They do employ
a formal grammar – however, this grammar is usually automatically acquired
(induced) from a treebank. Moreover, PCFGs generally integrate disambigua-
tion directly into the parsing stage. However, there exist systems that extend a
standard PCFG by including a separate statistical disambiguation component
(also called a reranker) that reorders the n-best list of parses generated by the
first stage (Charniak & Johnson, 2005).

In the following, we will discuss two well-known grammar formalisms
and their associated probability models: probabilistic context-free grammars
(PCFGs) and attribute-value grammars (AVGs). The chapter will end with a
description of the different parsing systems used in this work.

2.2 Probabilistic Context-Free Grammars

The most straightforward way to build a statistical parsing system is to use
a probabilistic context-free grammar (PCFG), also known as stochastic context-
free grammar or phrase-structure grammar. It is a grammar formalism that
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underlies many current statistical parsing systems today (e.g. Collins, 1997;
Charniak, 1997; Charniak & Johnson, 2005). A PCFG is the probabilistic ver-
sion of a context-free grammar.

A context-free grammar (CFG) is a quadruple (VN , VT , S,R), where VN is
the finite set of non-terminal symbols, VT is the finite set of terminal symbols
(lexical elements), S is a designated start symbol and R is a finite set of rules
of the form ri : VN → ζ, where ζ = (VT ∪ VN)

∗ (a sequence of terminals and
nonterminals). The rules are also called production or phrase-structure rules.
A CFG can be seen as a rewrite rule system: each application of a grammar
rule rewrites its left-hand side with the sequence ζ on the right-hand side. By
starting from the start symbol S and applying rules of the grammar, one can
derive the parse tree structure for a given sentence (cf. Figure 2.5). Note that
several derivations can lead to the same final parse structure.

A probabilistic context-free grammar (PCFG) extends a context-free grammar
by attaching a probability p(ri) ∈ [0, . . . , 1] to every rule in the grammar ri ∈
R. The probabilities are defined such that the probabilities of all rules with
the same antecedent A ∈ VN sum up to one: ∀A : ∑j p(A→ ζ j) = 1. That is,
there is a probability distribution for all possible daughters for a given head.3

An example PCFG, taken from Abney (1997), is shown in Figure 2.4.

ri ∈ R p(ri) ri ∈ R p(ri)
(i) S→ AA 1/2 (iv) A→ b 1/3
(ii) S→ B 1/2 (v) B→ aa 1/2
(iii) A→ a 2/3 (vi) B→ bb 1/2

Figure 2.4: Example PCFG: VN = {A, B}, VT = {a, b} and set of rules R with
associated probabilities.

That is, in a PCFG there is a proper probability distribution over all possi-
ble expansions of any non-terminal. In such a model it is assumed that there
is a generative process that builds the parse tree in a Markovian fashion: el-
ements are combined, where the next element only depends on the former
element in the derivation process (the left-hand side non-terminal). Thus, the
expansion of a non-terminal is independent of the context, that is, of other
elements in the parse tree. Based on this independence assumption, the prob-
ability of a parse tree is simple calculated as the product of the probabilities
of all rule applications used in building the tree ri ∈ R(y). More formally, let

3Thus, like Manning and Schütze (1999, chapter 11), when we write ∀A : ∑j p(A→ ζ j) = 1 we
actually mean ∀A : ∑j p(A→ ζ j|A) = 1.
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c(ri) define the count of how often rule ri has been used in the derivation of
tree y, then:

p(x, y) = ∏
ri∈R(y)

p(ri)
c(ri)

For example, given the PCFG above, Figure 2.5 illustrates the derivation of a
parse tree and its associated probability calculation. To find the most likely
parse for a sentence, a widely-used dynamic programming algorithm is the
CKY (Cocke-Kasami-Younger) chart parsing algorithm, described in detail in
e.g. Jurafsky and Martin (2008, chapter 14).

S

A

a

A

b

Rules used in derivation:
(i) S→ AA, (iii) A→ a, (iv) A→ b

p(x, y) = p(S→ AA)× p(A→ a)× p(A→ b)
= 1/2 × 2/3 × 1/3 = 1/9

Figure 2.5: Example derivation for the PCFG given in Figure 2.4.

If we have access to a corpus of syntactically annotated sentences (a tree-
bank), then “the simplest way to ‘learn’ a context-free grammar [. . . ] is to
read the grammar off the parsed sentences” (Charniak, 1996). The gram-
mar acquired in this way is therefore also called treebank grammar (Charniak,
1996). The first step is to extract rules from the treebank by decomposing
the trees that appear in the corpus. The second step is to estimate the prob-
abilities of the rules. For PCFGs this can be done by relative frequency es-
timation (Charniak, 1996), since the relative frequency estimator provides a
maximum likelihood estimator in the case of PCFGs (Abney, 1997):

p(α→ ζ) =
count(α→ ζ)

count(α)
(2.3)

However, despite their simplicity and nice theoretical properties, PCFGs
have weaknesses (Jurafsky & Martin, 2008; Manning & Schütze, 1999). The
two main problems of standard PCFGs are: (i) the lack of sensitivity to struc-
tural preferences; (ii) the lack of sensitivity to lexical information. These prob-
lems all stem from the independence assumptions made by PCFGs. Recall
that the application of a rule in a PCFG is independent of the context – it is
conditioned only on the previous (parent) node. As such, a PCFG does not
capture important lexical and structural dependencies.
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VP

V
cooked NP

NP

NP

N
beans

PP

P
in NP

DET
the

N
pan

PP

P
without NP

DET
a

N
handle

VP

V
cooked NP

NP

N
beans

PP

P
in NP

NP

DET
the

N
pan

PP

P
without NP

DET
a

N
handle

Figure 2.6: An instance of a PP (prepositional phrase) ambiguity. Although the
right structure is the more likely one (the pan has no handle, not the beans), a
PCFG will assign equal probability to these competing parses since both use
exactly the same rules.

For instance, let’s consider subject-verb agreement. A grammar rule of the
form S→NP VP does not capture agreement, since it does not prevent that the
NP is rewritten e.g. into a plural noun (e.g. ‘cats’) while the VP expands to
a singular verb (e.g. ’meows’), thus giving ’cats meows’*. Another example,
taken from Collins (1999, ch.3), is attachment: ’workers dumped sacks into
a bin’. Two possible parse trees for the sentence are (in simplified bracketed
notation): (a) ’workers [dumped sacks] [into a bin]’; (b) ’workers [dumped
sacks [into a bin]]. That is, they differ in whether the prepositional phrase (PP)
’into a bin‘ attaches to the verb phrase (VP) ’dumped sacks’ as in (a), or instead
attaches to the noun phrase ’sacks‘ as in (b). Thus, the two parse trees differ
only by one rule (either VP→VP PP or NP→NP PP). That is, the probabilities of
these rules alone determine the disambiguation of the attachment – there is no
dependence on the lexical items themselves (Collins, 1999). Figure 2.6 shows
an even more extreme example: the PCFG does not encode any preference
over one of the two possible structures because exactly the same rules are
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used in the derivation of the trees.
To overcome such weaknesses, various extensions of PCFGs have been

introduced, for instance, lexicalized PCFGs (Collins, 1997). They incorpo-
rate lexical preferences by transforming a phrase structure tree into a head-
lexicalized parse tree by associating to every non-terminal in the tree its head
word. An example is illustrated in Figure 2.7. Another mechanism is parent
annotation, proposed by Johnson (1998), where every non-terminal node is
associated with its parent. We will not discuss these extensions here further,
as PCFGs are not used in this work. Rather, we will move now to a more
powerful grammar formalisms, namely, attribute-value grammars.

S(gave)

NP(Betty)

NNP(Betty)
Betty

VP(gave)

VDB(gave)
gave NP(cat)

PRP$(her)
her

NN(cat)
cat

NN(food)
food

Figure 2.7: A lexicalized phrase structure tree (Collins, 1997).

2.3 Attribute-Value Grammars and Maximum Entropy

Attribute-value grammars are an extension of context-free grammars (CFGs).
Context-free grammars provide the basis of many parsing systems today, de-
spite their well-known restrictions in capturing certain linguistic phenomena,
such as agreement and attachment (discussed above), or other linguistic phe-
nomena like coordination (e.g. ’dogs in houses and cats’, taken from Collins
(1999), i.e. whether dogs and cats are coordinated, or houses and cats), long-
distance dependencies, such as wh-relative clauses (‘This is the player who
the coach praised.’) or topicalization (’On Tuesday, I’d like to fly from Detroit
to Saint Petersburg‘).
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2.3.1 Attribute-Value Grammars

Attribute-value grammars (AVGs) extend context-free grammars (CFGs) by
adding constraints to the grammar. Therefore, such grammar formalisms are
also known as constraint-based grammars.

S

A

a

A

a

S

A

b

A

b

S→ A A
A→ a
A→ b

Figure 2.8: Example treebank and induced CFG.

For instance, consider the treebank given in Figure 2.8, taken from Abney
(1997). The treebank-induced context-free grammar would not capture the
fact the two non-terminals should rewrite to the same symbol. Such context
dependencies can be imposed by means of attribute-value grammars (Abney,
1997). An attribute-value grammar can be formalized as a CFG with attribute
labels and path equations. For example, to impose the constraint that both
non-terminals A rewrite to the same orthographic symbol, the grammar rules
are extended as shown in Figure 2.9 (i.e. the ORTH arguments need to be the
same for both non-terminals). The structures resulting from AV grammars are
directed acyclic graphs (dags), and no longer only trees, as nodes might be
shared.

S→ AA
〈A ORTH〉 = 〈A ORTH〉

A→ a
〈A ORTH〉 = a

A→ b
〈A ORTH〉 = b

Figure 2.9: Augmented grammar rules including constraints on the ortho-
graphic realizations of the non-terminals. This grammar generates the trees
shown in Figure 2.8, while it correctly fails to generate a parse tree where both
non-terminals would rewrite to different terminal symbols, i.e. ab.

In more detail, in such a formalism atomic categories are replaced with
complex feature structures to impose constraints on linguistic objects. These
feature structures are also called attribute-value structures. They are more
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commonly represented as attribute-value matrices (AVMs). An AVM is a list
of attribute-value pairs. A value of a feature can be an atomic value or another
feature structure (cf. Figure 2.10). To specify that a feature value is shared
(also known as reentrant), coindexing is used (Shieber, 1986). For instance,
Figure 2.11 shows that the verb and its subject share the same (number and
person) agreement structure.

[
CAT A
ORTH a

]  CAT NP

AGR
[

NUM singular
PERS 3

] 
Figure 2.10: Feature structures with atomic (left) and complex (right) feature
values.


CAT VP

AGR 1
[

NUM singular
PERS 3

]
SBJ

[
AGR 1

]


Figure 2.11: Feature structure with reentrancy.

To combine feature structures a mechanism called unification is employed.
It ensures that only compatible feature structures combine into a new feature
structure. Therefore, attribute-value grammars are also known as unification-
based grammars. Grammars that are based on attribute-value structures and
unification include formalisms such as the lexical functional grammar (LFG)
and head-driven phrase structure grammar (HPSG).

However, the property of capturing context-sensitivity comes at a price:
stochastic versions of attribute-value grammars are not that simple as in the
case of PCFGs. As shown by Abney (1997), the straightforward relative fre-
quency estimate (used by PCFGs) is not appropriate for AVGs. It fails to pro-
vide a maximum likelihood estimate in the case of dependencies found in
attribute-value grammars. Therefore, a more complex probability model is
needed. One solution is provided by maximum entropy models. The Alpino
parser (Section 2.4.1) is a computational analyzer for Dutch based on a HPSG-
like grammar formalism. It uses a hand-crafted attribute-value grammar with
a large lexicon and employs the maximum entropy framework for disam-
biguation, introduced next.
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2.3.2 Maximum Entropy Models

Maximum entropy (or short: MaxEnt) models provide a general-purpose ma-
chine learning (ML) method that has been widely used in natural language
processing, for instance in PoS tagging (Ratnaparkhi, 1998), parsing (Abney,
1997; Johnson, Geman, Canon, Chi & Riezler, 1999) and machine transla-
tion (Berger, Della Pietra & Della Pietra, 1996).

A maximum entropy model is specified by a set of features fi and their
associated weights λi. The features describe properties of the data instances
(events). For example in parsing, an event might be a particular sentence-
parse pair and a feature might describe how often a particular grammar rule
has been applied in the derivation of the parse tree. During training, feature
weights are estimated from training data. The maximum entropy principle
provides a guideline to choose one model out of the many models that are
consistent with the training data.

In more detail, a training corpus is divided into observational units called
events (e.g. sentence-parse pairs). Each event is described by a m-dimensional
real-valued feature vector function f :

∀i ∈ [1, . . . , m] : fi(x, y)→ R (2.4)

The feature function f maps a data instance (x, y) to a vector of R-valued
feature values. Thus, a training corpus represents a set of statistics that are
considered useful for the task at hand.

During the training procedure, a model p is constructed that satisfies the
constraints imposed by the training data. In more detail, the expected value
of a feature fi of the model p to be learned, Ep[ fi]:

Ep[ fi] = ∑
x,y

p(x, y) fi(x, y) (2.5)

has to be equal to Ep̃[ fi], the expected value of feature fi as given by the em-
pirical distribution p̃ obtained from the training data:

Ep̃[ fi] = ∑
x,y

p̃(x, y) fi(x, y) (2.6)

That is, we require the model to constrain the expected value to be the same
as the expected value of the feature in the training sample:

∀i, Ep[ fi] = Ep̃[ fi] (2.7)
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or, more explicitly:

∀i, ∑
x,y

p(x, y) fi(x, y) = ∑
x,y

p̃(x, y) fi(x, y) (2.8)

In general, there will be many probability distributions that satisfy the con-
straints posed in equation (2.8). The principle of maximum entropy argues that
the best probability distribution is the one which maximizes entropy, because:

. . . it is the least biased estimate possible on the given informa-
tion; i.e., it is maximally noncommittal with regard to missing in-
formation. [. . . ] to use any other [estimate] would amount to ar-
bitrary assumption of information which by hypothesis we do not
have. (Jaynes, 1957).

Among all models p ∈ P that satisfy the constraints in equation (2.8), the
maximum entropy philosophy tells us to select the model that is most uni-
form, since entropy is highest under the uniform distribution. Therefore, the
goal is to find p∗ such that:

p∗ = arg max
p∈P

H(p) (2.9)

where H(p) is the entropy of the distribution p, defined as:

H(p) = −∑
x,y

p(x, y) log p(x, y) (2.10)

The solution to the estimation problem of finding distribution p, that sat-
isfies the expected-value constraints, has been shown to take a specific para-
metric form (Berger et al., 1996) (a derivation of this parametric form is given
in Appendix A):

p(x, y) =
1
Z

exp(
m

∑
i=1

λi fi(x, y)) (2.11)

with

Z = ∑
(x′ ,y′)∈Ω

exp(
m

∑
i=1

λi fi(x′, y′)) (2.12)

In more detail, fi is the feature function (or feature for short), λi is the cor-
responding feature weight, and Z is the normalization constant that ensures
that p(x, y) is a proper probability distribution.
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Since the sum in equation (2.12) ranges over all possible sentence-parse
pairs (x, y) admitted by the grammar (all pairs in the language Ω), which is
often a very large or even infinite set, the calculation of the denominator ren-
ders the estimation process computationally expensive (Johnson et al., 1999;
van Noord & Malouf, 2005). To tackle this problem, a solution is to rede-
fine the estimation procedure and consider the conditional rather than the joint
probability (Berger et al., 1996; Johnson et al., 1999), which leads to the condi-
tional maximum entropy model:

p(y|x) = 1
Z(x)

exp(
m

∑
i=1

λi fi(x, y)) (2.13)

where Z(s) now sums over y′ ∈ Ω(x), the set of parse trees associated with
sentence x:

Z(x) = ∑
y′∈Ω(x)

exp(
m

∑
i=1

λi fi(x, y′)) (2.14)

That is, the probability of a parse tree y is estimated by summing only over
the parses of a specific sentence x. We can see Ω(x) as a partition function that
divides the members of Ω into subsets Ω(x), i.e. the set of parse trees with
yield x.

Let us introduce some more terminology. We will call the pair (x, y) a train-
ing instance or event. The probability p̃(x, y) denotes the empirical probability
of the event in the training corpus, i.e. how often (x, y) appears in the training
corpus. The set of parse trees of sentence x, Ω(x), will also be called the context
of x. By marginalizing over p̃(x, y), i.e. ∑y p̃(x, y), we can derive probabilities
of event contexts, denoted p̃(x).

Maximum entropy models belong to the exponential family of models, as is
visible in their parametric form given in equation (2.13). They are also called
log-linear models, for reasons which becomes apparent if we take the loga-
rithm of the probability distribution. It should be noted that the terms log-
linear and exponential refer to the actual (parametric) form of such models,
while maximum entropy is a specific way of estimating the parameters of the
respective model.

The training process for a conditional maximum entropy model will esti-
mate the conditional probability directly. This is known as discriminative train-
ing. A conditional MaxEnt model is therefore also known as a discriminative
model. As before, the constraints imposed by the training data are stated as in
equation (2.7), but the expectation of feature fi with respect to a conditional
model p(y|x) becomes:
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Ep[ fi] = ∑
x,y

p̃(x)p(y|x) fi(x, y) (2.15)

That is, the marginal empirical distribution p̃(x) derived from the training
data is used as approximation for p(x) (Ratnaparkhi, 1998), since the condi-
tional model does not expend modeling effort on the observations x them-
selves.

As noted by Osborne (2000), enumerating the parses of Ω(x) might still be
computationally expensive, because in the worst case the number of parses is
exponential with respect to sentence length. Therefore, Osborne (2000) pro-
poses a solution based on informative samples. He shows that it suffices to train
a maximum entropy model on an informative subset of available parses per
sentence to estimate model parameters accurately. He compared several ways
of ’picking’ samples and concluded that in practice a random sample of Ω(s)
works best.

Once a model is trained, it can be applied to parse selection: choose the
parse with the highest probability p(y|x). However, since we are only inter-
ested in the relative rankings of the parses (given a specific sentence), it actu-
ally suffices to compute the non-normalized scores. That is, we select parse y
whose score (sum of features times weights) is maximal:

ŷ = arg max
y∈Ω(x)

score(x, y) = arg max
y∈Ω(x)

∑
i

λi fi(x, y) (2.16)

Parameter Estimation and Regularization

Given the parametric form in equation (2.13), fitting a MaxEnt model p(y|x)
to a given training set means estimating the parameters λ which maximize the
conditional log-likelihood (Johnson et al., 1999):4

λ̂ = arg max
λ

L(λ) (2.17)

= arg max
λ

log ∏
x,y

p(y|x) p̃(x,y) (2.18)

= arg max
λ

∑
x,y

p̃(x, y) log p(y|x) (2.19)

4The following section is based on more elaborated descriptions of Johnson et al. (1999) given
in Malouf and van Noord (2004), van Noord and Malouf (2005) and Malouf (2010).
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This is equivalent to minimizing the Kullback-Leibler (KL) divergence be-
tween the model p and the empirical distribution p̃:

D( p̃||p) = ∑
x,y

p̃(x, y) log
p̃(x, y)
p(x, y)

(2.20)

= ∑
x,y

p̃(x, y) log
p̃(x) p̃(y|x)
p̃(x)p(y|x) (2.21)

= ∑
x,y

p̃(x, y) log p̃(y|x)−

L(λ)︷ ︸︸ ︷
∑
x,y

p̃(x, y) log p(y|x) (2.22)

To find the parameters that maximize the log-likelihood L(λ), we need
to find the gradient of the log-likelihood function (i.e. the vector of its first
derivatives) with respect to the parameters λ. The gradient G of L(λ) has
been shown to take the following form:

G(λ) =
∂L(λ)

∂λi
= ∑

x,y
p̃(x, y) fi(x, y)−∑

x,y
p̃(x)q(y|x) fi(x, y) (2.23)

= Ep̃[ fi]− Ep[ fi] (2.24)

In general, there is no simple analytical solution to the problem of finding
the parameters λ̂. Therefore, an iterative optimization method is needed to
compute model parameters. An overview of different estimation techniques
for maximum entropy models is given in Malouf (2002). He shows that the
limited-memory variable metric (LMVM) outperforms other estimation choices.
This is also the default estimation technique of the toolkit for advanced discrimi-
native modeling (TADM),5 the software used to train the disambiguation com-
ponent of the Alpino parser. Note that TADM was used in the experiments
reported in Chapter 4. In late autumn 2010, the default estimation software
of Alpino changed to tinyest.6 All experiments from Chapter 5 onwards use
tinyest for parameter estimation.

In practice, maximum likelihood estimation suffers from the problem of
overfitting. In order to prevent the weight vector from taking arbitrarily large

5Available at: http://tadm.sourceforge.net/
6tinyest is a maximum entropy parameter estimator implemented by Daniël de Kok that addi-
tionally supports various feature selection methods. It is available at: https://github.com/
danieldk/tinyest/

http://tadm.sourceforge.net/
https://github.com/danieldk/tinyest/
https://github.com/danieldk/tinyest/
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values, a regularization term is often added to the conditional log-likelihood
function. A commonly-used method is L2 regularization, where a quadratic
penalty is added for each feature weight. As shown in S. Chen and Rosenfeld
(1999), this corresponds to imposing a Gaussian prior on the weights with
mean zero and variance σ:7

λ̂ = arg max
λ

L(λ) + log
1√

2πσ2
exp(−

∑m
j=1 λ2

j

2σ2 ) (2.25)

= arg max
λ

L(λ)−
∑m

j=1 λ2
j

2σ2 (2.26)

The term 1/
√

2πσ2 in equation (2.25) falls away as it is constant with re-
gard to the maximization. The gradient in (2.24) now becomes (Malouf, 2010):

G(λ)′ = G(λ)−
∑m

j=1 λi

σ2 (2.27)

Thus, feature expectations are constrained to equal their empirical expec-
tation discounted by λi/σ2 (S. Chen & Rosenfeld, 2000):

Ep[ fi] = Ep̃[ fi]−
λi
σ2 (2.28)

As pointed out by S. Chen and Rosenfeld (2000), this regularization tech-
nique can be seen as selecting maximum a posteriori (MAP) rather than max-
imum likelihood parameter values. In effect, the maximum likelihood esti-
mates assume a uniform prior over the parameters (Malouf, 2010).

Another form of smoothing is to ignore certain features. This is equiv-
alent to simply excluding some of the constraints in the model, and is also
known as constraint exclusion (S. Chen & Rosenfeld, 2000). If we remove con-
straints, we will get a model with higher entropy than the original model,
i.e. “a model that is smoother or more uniform” (S. Chen & Rosenfeld, 2000).
This is the case because excluding features implies that we are imposing fewer
constraints on the model: in the extreme case, if we have a model without any
features (or, similarly, a model in which all feature weights are zero) then this
model will assign equal probability to every possible outcome.8 Thus, one

7We show here the regularization term with a single σ parameter, which is often used in practice.
As shown in S. Chen and Rosenfeld (1999), one can also use a separate σj for every feature.

8This can be seen by inspecting the parametric formula: if either every feature weight λi is zero,
or every feature function fi(x, y) returns 0, we will get the uniform model, since exp(0) = 1.
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way of smoothing is to leave out features that occur fewer than a certain num-
ber of times (specified by a threshold), i.e. to apply a frequency cutoff or count
cutoff. In our task, a feature is considered relevant if it changes value at least
once within Ω(x) (that is, for y1, y2 ∈ Ω(x), f (x, y1) 6= f (x, y2)). If a feature
is relevant for at least t contexts (sentences), it is taken into account and is ig-
nored otherwise. For example, a threshold of t = 2 means that features that
are relevant for at least two sentences are included.

Minimum Divergence Models

A generalization of the maximum entropy model is the minimum divergence
model, which explicitly includes a so-called reference distribution q0 and is de-
fined as (Berger & Printz, 1998):

p(y|x) = 1
Z(x)

q0(y|x) exp(
m

∑
i=1

λi fi(x, y)) (2.29)

where Z(x) is defined correspondingly:

Z(x) = ∑
y′∈Ω(x)

q0(y|x) exp(
m

∑
i=1

λi fi(x, y′)) (2.30)

The reference distribution q0 can be used to incorporate prior knowledge
into a model. As also noted in Velldal and Oepen (2005), in maximum entropy
models the default model q0 is often only implicit and not stated in the model
equation, since it is assumed to be uniform, i.e. the constant function q0(y|s) =
1/|Ω(s)|. Thus, another interpretation of maximum entropy modeling is to
seek a model with minimum divergence from the uniform distribution. If q0
is uniform, then the divergence is equal to the inverse of the entropy plus a
constant D(p||q0) = −H(x) + c. Therefore, minimizing the KL divergence is
equivalent to maximizing the entropy H (Jelinek, 1997).

If q0 is not uniform, then p is called a minimum divergence model (Berger &
Printz, 1998; Velldal & Oepen, 2005). In the statistical parsing literature, the
default model q0 is also referred to as base model (Berger & Printz, 1998), de-
fault or reference distribution (Hara et al., 2005; Johnson et al., 1999; Velldal &
Oepen, 2005). More generally, models of this form are called maximum entropy
minimum divergence (MEMD) models. We will return to reference distributions
in Chapter 4.
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2.4 Parsing Systems and Treebanks

This section introduces the three parsing systems used in this work and gives
an overview of the main training corpora. While the Alpino parser, intro-
duced next, is a grammar-driven parsing system tailored to Dutch, the two
other parsing systems, MST and Malt, are two language-independent data-
driven dependency parsers.

2.4.1 The Alpino Parser

Alpino (Bouma, van Noord & Malouf, 2001; van Noord & Malouf, 2005; van
Noord, 2006) is a parser for Dutch that implements the conceptual two-stage
parsing approach given in Figure 2.3. It has been developed over the last
ten years out of a domain-specific HPSG that was developed for a spoken
dialogue system (OVIS). The system is now a generic parser for Dutch.

The grammar has been augmented to produce dependency structure as
output according to the LASSY format (details on the annotation scheme are
given in the LASSY annotation manual).9 The LASSY annotation scheme is
largely based on the format proposed in the corpus of spoken Dutch (Cor-
pus Gesproken Nederlands, CGN; Oostdijk, 2000; Hoekstra et al., 2003).10 Fig-
ure 2.12 shows an example dependency structure in LASSY format for the
following sentence:

(2.31) Ton Sondergaard kan zijn koffers pakken
Ton Sondergaard can his suitcases pack
‘Ton Sondergaard can pack his suitcases’

Note that the LASSY format encodes dependency information between sis-
ter nodes (as further discussed below), which is a less common format to rep-
resent dependency information compared to the representation with edges
between nodes (cf. the difference is illustrated in Figure 2.13). Moreover, note
that the LASSY dependency structure does not necessarily reflect (surface)
syntactic constituency (Bouma et al., 2001). Therefore, words are usually in-
dexed with their position in the sentence as shown in Figure 2.12 (in the fol-
lowing we will omit these indices as they should be clear from the context).

9LASSY (Large Scale Syntactic Annotation of written Dutch).
Project website: http://www.let.rug.nl/vannoord/Lassy/
Annotation manual: http://www.let.rug.nl/vannoord/Lassy/sa-man lassy.pdf

10CGN homepage: http://lands.let.kun.nl/cgn/

http://www.let.rug.nl/vannoord/Lassy/
http://www.let.rug.nl/vannoord/Lassy/sa-man_lassy.pdf
http://lands.let.kun.nl/cgn/
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Figure 2.12: LASSY dependency structure for sentence (2.31).

The LASSY annotations contain both functional information in the form of
dependency labels as well as syntactic category information. Dependency re-
lations hold between sister nodes, where hd represents the head of the relation.
For instance, in Figure 2.12 category information is given in the nodes, e.g.
zijn koffers ‘his suitcases’ is an NP (noun phrase). Thus, the output of Alpino
is somewhat a hybrid between phrase and dependency structure. Moreover,
in the annotation scheme more than a single head per token is allowed. This
is represented in the Alpino output by means of co-indexation. For instance,
Ton Sondergaard (indexed with 1) is both the subject of the auxiliary verb kan
‘can’ and the verb pakken ’pack’.

Alpino consists of more than 800 grammar rules in the tradition of HPSG,
and a large hand-crafted lexicon. Both the lexicon and the rule component are
organized in a multiple inheritance hierarchy. For words that are not in the
lexicon, the system applies a large variety of unknown word heuristics, which
deal with number-like expressions, compounds, proper names, etc. Lexical
ambiguity is reduced by means of a PoS-tagger (Prins & van Noord, 2003).
The PoS-tagger is trained on large amounts of parser output, and removes
unlikely lexical categories. Some amount of lexical ambiguity remains.

A left-corner parser constitutes the parsing component, and stores the set
of parses for a given sentence compactly in a packed parse forest. A best-first
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beam-search algorithm retrieves the best parse(s) from that forest by consult-
ing a maximum entropy disambiguation model. The following section will
introduce the maximum entropy disambiguation model of Alpino, which is
the focus of the domain adaptation experiments in Chapter 4 and Chapter 5.

Maximum Entropy Disambiguation Model

The maximum entropy model employed by Alpino consists of a large set of
features, corresponding to instantiations of feature templates. These features
model various characteristics of parses.

To obtain the training data for the discriminative disambiguation model
(i.e. possible derivations of given sentences scored by their similarity to the
dependency structure in the gold-standard treebank), the training sentences
are parsed with the grammar. The reason is twofold: (a) While a treebank
contains gold-standard annotation (in our case dependency structures), these
structures abstract away from syntactic details needed in a parse disambigua-
tion model. In order to create a model that is sensitive to such details, the
training data is obtained by parsing the training sentences. (b) By comparing
the obtained parses to the gold-standard, we get access to the necessary neg-
ative training instances for the model, i.e. the incorrect parses of a sentence.
Further details on the training procedure will be discussed later, we will first
introduce the features used in the maximum entropy disambiguation model.

Table 2.1 gives an overview of the Alpino feature templates. In the follow-
ing we discuss the major templates with the help of an example, and refer the
reader for further details to van Noord (2006). Consider the sentence:

(2.32) Het mannetje lichtte beleefd zijn hoed
‘The little man lifted cheerfully his hat’

The correct dependency structure for this sentence is shown in Figure 2.13.
It shows the Alpino output (LASSY dependency structure) as well as its con-
version into the more common dependency graph representation with edges
between nodes. The major templates will be discussed in the following.

Description of Feature Templates The features for part-of-speech (PoS) tags
are the f1 and f2 features, where f2 features are more specific than the f1

features (since they include references to the words). For example, f1(noun),
f1(verb(transitive)), f2(man DIM,noun), f2(licht,verb(transitive)).

Syntactic features such as the r1 and r2 features signal the application of
a particular grammar rule in the derivation of the parse tree, with r2 fea-
tures including information from the daughter nodes (which rule was applied
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Figure 2.13: a) LASSY dependency representation (Alpino output for sentence
(2.32); dependency relations hold between sister nodes, where hd represents
the head of the relation). b) Corresponding dependency graph with edges
between nodes; the arrows point from the head to the dependent (PoS tags
omitted).

Description Feature templates
Grammar rule applications r1 r2

PoS tags f1 f2

Dependency features dep23 dep34 dep35 depprep

depprep2 sdep

Ordering in the middle field mf

Unknown word heuristics h1

Selectional preferences z dep35 z depprep z depprep2

z appos person

Various other features appos person s1 p1 in year dist

Table 2.1: Alpino feature templates.
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for the n-th daughter). For example, r1(np det n) signals the application of
the rule that constructs a np out of a determiner det and noun n. The fea-
tures r2(np det n,1,l) and r2(np det n,2,l) specify that the first and sec-
ond daughters of the noun phrase are lexical items l, i.e. det(het,nmod) and
noun(het,count,sg). In addition, there are features specifically designed to
describe more complex syntactic patterns such as: orderings in the middle
field (mf features), long-distance dependencies and fronting of subjects and
other noun phrases (dist and s1 features), as well as parallelism of conjuncts
in coordination (p1).

The dep feature templates describe aspects of the dependency structures.
For each dependency edge, different types of dependencies are extracted con-
taining an increasing amount of information. For instance, ”a noun is the sub-
ject of the verb“ dep23(noun,hd/su,verb), ”man DIM (diminutive of man) is
the subject of the verb“ dep34(man DIM,noun,hd/su,verb), and ”man DIM is
the subject of the verb ’licht’“ dep35(man DIM,noun,hd/su,verb,licht).

The h1 features indicate properties of the various unknown word heuris-
tics, for example h1(form of suffix(st)). In addition, a number of features
were recently added (z feature templates) to include selection restrictions, es-
timated on the basis of large parsed corpora (van Noord, 2007). To give an
idea of the number of features obtained by instantiating these templates, Ta-
ble 2.2 lists the distribution of features of a model estimated from the Alpino
treebank, which is described in the next section. Clearly, features that contain
lexical information, such as dep35,dep34,r2,f2 form the largest part.

Number of features per feature template
5904 dep35 614 f1 38 z depprep

5433 dep34 411 r1 12 z depprep2

3224 r2 284 depprep2 9 s1

2363 f2 157 sdep 5 in year

1544 depprep 143 z dep35 4 z appos person

1126 dep23 78 appos person 4 p1

1027 mf 52 h1 2 dist

Table 2.2: Distribution over feature templates (with number of features instan-
tiating the templates) for a model estimated from the Alpino (Cdb) treebank
with feature cutoff t = 2 (described in Section 2.3.2).

Disambiguation Example Consider again sentence (2.32). Besides the cor-
rect dependency structure given in Figure 2.13, the parser might have pro-
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duced an alternative, incorrect reading, whose dependency structure is sim-
ilar to the one in Figure 2.13, except that the roles of two constituents is in-
versed: het mannetje is considered as direct object (obj1) and zijn hoed is taking
the subject role.

For the disambiguation component, these two parses differ in a specific
set of features, namely those shown in Table 2.3. These features discriminate
between the two alternative readings if their feature value and weight is non-
zero. As shown in Table 2.3, the parses differ in syntactic (s1, mf) and de-
pendency relation features (dep34, dep35). The left features (corresponding to
the correct reading) show that there is a topicalized subject (man DIM) and an
accusative noun phrase (hoed) that plays the direct object (obj1) role.

s1(subj_np_topic)

mf(mcat_adv,np(acc,noun))

dep34(hoed,noun,hd/obj1,verb)

dep34(man_DIM,noun,hd/su,verb)

dep35(hoed,noun,hd/obj1,verb,licht)

dep35(man_DIM,noun,hd/su,verb,licht)

s1(non_subj_np_topic)

mf(mcat_adv,np(nom,noun))

dep34(hoed,noun,hd/su,verb)

dep34(man_DIM,noun,hd/obj1,verb)

dep35(hoed,noun,hd/su,verb,licht)

dep35(man_DIM,noun,hd/obj1,verb,licht)

Table 2.3: Features that differ for the two alternative readings of sen-
tence (2.32) (subject and object are inversed). Left: het mannetje is the topi-
calized subject (correct). Right: het mannetje is the direct object (wrong).

If we further assume that we have weights estimated for these features,
then we can calculate the scores (or probabilities, i.e. normalized scores) of
the two competing parses. Table 2.4 shows the relevant discriminative fea-
tures, with the corresponding weights and counts (the remaining features are
not contributing to disambiguation, either because they are not active or their
weight is zero). In this case, the model chose the correct reading, as the score
of the correct parse (with topicalized subject) is higher.

Training data: The Alpino Treebank The standard training corpus for the
Alpino parser is Cdb,11 the newspaper part of the Eindhoven Corpus. Cdb
is a collection of text fragments from 6 Dutch newspapers (Het Nieuwsblad
van het Noorden, De Telegraaf, De Tijd, Trouw, Het Vrije Volk, Nieuwe Rotterdamse
Courant). Syntactic annotations (in XML format) are available from the Alpino
treebank.12 Therefore, we will refer to it simply as the Alpino treebank. The
treebank consists of 7,136 sentences (approximately 140,000 words) with an

11Sometimes also called Cdbl (with final ’l’), which stands for ’Corpus dagbladen’.
12Available at: http://www.let.rug.nl/~vannoord/trees/

http://www.let.rug.nl/~vannoord/trees/
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Correct reading:
feature count weight sum

s1(subj np topic) 1 0.887404 0.887404
mf(mcat adv,np(acc,noun)) 1 0.158395 0.158395

score exp(1.045) = 2.84
probability 0.89

Wrong reading:
feature count weight sum

s1(non subj np topic) 1 -0.970334 -0.970334
mf(mcat adv,np(nom,noun)) 1 -0.106108 -0.106108

dep34(hoed,noun,hd/su,verb) 1 0.00665973 0.00665973
score exp(-1.069) = 0.34
probability 0.11

Table 2.4: Discriminative features for the two competing parses of sen-
tence (2.32) as well as the scores and probabilities calculated.

average sentence length of 19.7 words. It is the standard treebank used to
train the disambiguation component of the Alpino parsing system.

Training the Parse Disambiguation Model The training data for the disam-
biguation model is obtained by parsing the training sentences with the gram-
mar. To create the training data, up to m derivations (in our experiments,
either m = 1000 or m = 3000) are recorded for every sentence (context). From
those, a random sample of n derivations (events) per context is taken (where
n = 100), which forms the informative sample (Osborne, 2000, introduced in
Section 2.3.2).

As the correct dependency structure might not be in this set, the parses
are compared to the gold-standard dependency structure to judge their qual-
ity. Thus, every parse is assigned a score that reflects its quality in terms of
similarity to the gold-standard. In our experiments, we measure the quality
of a parse (roughly) in terms of the proportion of correct labeled dependency
edges. The exact measure (concept accuracy) will be defined and discussed in
more detail later (Section 4.3.2).

For a given sentence, the parse(s) with the highest accuracy score is (are)
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considered to be correct, and the other analyses are treated as incorrect. In
more technical terms, the accuracy of the parse is mapped to its empirical
probability p̃(y|x) (as before, y is a parse and x is a sentence). This scoring
of events (event scoring) can actually be done in various ways. One way is to
treat the parses of a sentence in a binary fashion (as correct or incorrect parses),
i.e. assign an event frequency of 1 to correct (highest scoring) parses and 0 to
the remaining parses. These scores are then normalized such that the context
probability is constant (that is, if there are multiple best parses for a context,
the probability mass is divided amongst them). This is how it is implemented
in the Charniak reranker parser (Charniak & Johnson, 2005).

An alternative is to give partial credit to all parses in Ω(x). That is, every
parse is assigned a score that indicates its quality relative to the gold-standard.
For instance, if 85% of the dependency relations are correct, the parse is con-
sidered to have a score of 0.85. This has been proposed by Osborne (2000). As
he notes, the resulting distribution for p̃(y|x) is not as discontinuous as the
binary distribution.

Given a way to estimate p̃(y|x), a related question is how contexts, the
marginals p̃(x), are treated. That is, whether contexts will be considered as
equally likely (as before), or whether contexts that contain more probable
events are considered more likely. The former approach considers the empir-
ical frequency of all contexts equiprobable, i.e. p̃(x) is estimated as c(x)/N,
where N is the number of sentences (contexts) in the training corpus D and
c(x) is the frequency of the context inD. This is how Osborne (2000) proposed
his original event-scoring mechanism. Alternatively, van Noord and Malouf
(2005) use the Osborne way of mapping scores to probabilities, but assign sen-
tences with higher quality parses higher marginal probability (which means
they treat them as more frequent).13

features contexts/sentences events mean events per context
Cdb 22,434 7,120 357,469 50.20

Table 2.5: Training set size for a standard model trained on the Cdb data.

After converting parse quality scores to event frequencies, a frequency-
based count cutoff is applied (as introduced in Section 2.3.2), where t = 2 (un-
less stated otherwise). This gives the training set size shown in Table 2.5 for

13In the experiments of Chapter 4 we follow the approach of van Noord and Malouf (2005) that
weights more probable contexts higher. As of September 2010, the standard implementation
of Alpino uses normalized binary scores, as we found that gives slightly better results. This is
also the approach followed for the experiments in Chapter 5.
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the standard Alpino model trained on the Cdb data. Parameters of the condi-
tional maximum entropy models are then estimated using TADM or tinyest
(introduced in Section 2.3.2), with a Gaussian (`2) prior distribution (µ = 0,
σ2 = 1, 000 or σ2 = 10, 000) to reduce overfitting (S. Chen & Rosenfeld, 2000).

Once a model is trained, it can be applied to parse selection. The estimated
weights determine the contribution of each feature. Features appearing in
correct parses are given higher weight, while features in incorrect parses are
given lower weight.

Let us consider a simple example. We are given training data that con-
sists of two sentences (two contexts: s1 and s2), where the first sentence got
3 parses and the second sentence got 2 parses (indicated as p1, etc.). Further,
assume that there are four features that describe properties of the parses (fea-
tures are indexed starting from 0). Feature 0 (f0) takes high values for bad-
quality parses, feature 2 (f2) is the opposite and takes high values for good
parses, feature 1 (f1) is not active in any parse and feature 3 (f3) is active on
all parses (events) but always got the same value. The data set is depicted
as feature matrix on the left-hand side of Table 2.6, the corresponding TADM
input format in shown on the right-hand side and described next.

a) Training set as data matrix:

f0 f1 f2 f3
s1: p1 3 - 1 1

p2 0.1 - 2.1 1
p3 2 - - 1

s2: p1 1 - - 1
p2 - - 1.5 1

b) Corresponding TADM format:

3

0 3 0 3.0 2 1.0 3 1.0

1 3 0 0.1 2 2.1 3 1.0

0 2 0 2.0 3 1.0

2

0 2 0 1.0 3 1.0

1 2 2 1.5 3 1.0

Table 2.6: a) Rows correspond to events (s: sentence, p: parse), columns to
features. Features indicated with ’-’ are not active in a derivation. b) TADM
input format. First line: number of events that follow; An event is described
as: event frequency (e.g. 1), number of features that follow (e.g. 3) and the
feature-value pairs, where the feature index precedes its value. (Note that on
the left all feature values are given as floats for better exposition only).

The first number of the TADM data format (which is also the input format
for tinyest) states the number of events of the given context (sentence-parse
pairs) that follow (3 in our case). Then follow the events where the first num-
ber represents the event frequency (binary or numeric scores, a lower number
corresponds to worse parse quality). The second number of an event states
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the number of feature-value pairs that follow. For example, the first parse of
the first sentence has 3 features active: feature 0 has value 3, and feature 2 and
3 have value 1. Within TADM, the raw event frequencies are normalized to
obtain the proper empirical probability distributions p̃(y|x) and p̃(x).

Executing TADM on this data results in the following feature weights:

f0: -2.76947

f1: 0

f2: 3.25669

f3: -7.99557e-14

That is, feature 1 (f1) effectively got a weight of 0, as it was never active; fea-
ture 3 (f3) got a weight that is almost 0, as it did not distinguish any parses
(had constant value for all events). Feature 0 (f0) got a negative weight reflect-
ing the fact that the feature took a high feature value on bad-quality parses.
On the contrary, feature 2 (f2) correctly obtained a high positive weight.

This ends the description of Alpino, and we will now move to two alterna-
tive parsing systems, MST and Malt. The description of these parsing systems
will be relatively brief compared to the presentation of Alpino. The reason is
that we mainly applied these systems as they are (out-of-the-box), unlike in
the case of the Alpino parser, where we also altered parts of the system.

2.4.2 Data-driven Dependency Parsers

Two well-known dependency parsing systems are Malt14 (Nivre et al., 2007)
and MST15 (McDonald et al., 2005). These parsing systems are purely data-
driven: they do not have an explicit formal grammar. Rather, they learn their
parsing model entirely from annotated data. This implies that such a parsing
system can be obtained for any language for which annotated resources are
available.

Both MST and Malt implement projective and non-projective parsing algo-
rithms. Intuitively, a dependency graph is projective if the dependency graph
can be drawn without crossing edges (Kübler et al., 2009; Clark, 2010). An
example of a sentence that requires a non-projective dependency graph is: A
hearing is scheduled on the issue today, taken from (Kübler et al., 2009), whose
dependency graph is given in Figure 2.14. It is a non-projective dependency
graph since the prepositional phrase ‘on the issue’ that modifies the noun

14We used version 1.3.1 available at: http://maltparser.org/
15We used version 0.4.3b available at: http://mstparser.sourceforge.net/

http://maltparser.org/
http://mstparser.sourceforge.net/


2.4. PARSING SYSTEMS AND TREEBANKS 37

ROOT A hearing is scheduled on the issue today

ROOT

SBJ VC

NMOD

DET

PC

TMP

DET

Figure 2.14: Example of a non-projective dependency graph.

‘hearing’ is separated from its head by the verb group in between. The result-
ing graph has crossing edges. In English, sentences with a non-projective anal-
ysis occur with little frequency relative to languages with fewer constraints on
word order, such as for instance Czech or Dutch (Kübler et al., 2009). There-
fore, we will use the non-projective parsing algorithms for our experiments
on Dutch and the projective algorithm for experiments on English.

Malt and MST implement two alternative approaches to data-driven de-
pendency parsing: Malt uses a transition-based parsing technique, while MST
is a graph-based parser. In the following, we will briefly discuss each parser
in turn and end with a description of the common training data format.

Malt Parser

Malt (Nivre et al., 2007) is a data-driven transition-based dependency parser.
An abstract machine is employed as parsing mechanism that consists of states
(configurations) and transitions between configurations. These transitions
correspond to steps in the derivation of a dependency graph. The basic steps
either add a dependency edge (arc) to the dependency graph or modify the
state of the machine (buffer or stack, which keep the processed and unpro-
cessed words, respectively). A classifier is used to determine the next parsing
action. That is, a model is learned to score transitions from one parser state to
the next. The scoring function s(c, t) returns a value for transition t out of con-
figuration c. At each stage, the model considers the parsing history and greed-
ily takes the locally best transition out of every state, t∗ = arg maxt s(c, t), un-
til a complete dependency graph has been created (Nivre & McDonald, 2008).
Therefore, transition-based models are generally regarded as locally trained
models.



38 CHAPTER 2. NATURAL LANGUAGE PARSING

The standard configuration of Malt uses a support vector machine (SVM)
as classifier. Training instances for the model represent parser configurations,
and the label determines the next parser action. We used the Covington non-
projective parsing algorithm for the experiments with Malt on the Dutch data.

MST Parser

The MST Parser (McDonald et al., 2005) is a data-driven graph-based depen-
dency parser. In graph-based parsing, a model is learned to score entire de-
pendency graphs. Parsing is performed by searching for the highest scoring
graph, the maximum spanning tree (MST). A separate second stage classifier
is used to label the dependency edges.

In MST, a model is defined over subgraphs: the graph is decomposed
(factored) into its components. Usually, arcs are considered as components,
leading to arc-factored parsing models. Such a model defines a score s over
arcs (Nivre & McDonald, 2008): s(i, j, l), where i and j are the indices of the
words between which the arc labeled l holds. The score of the parse is the
sum of all arcs it contains. The goal is to find the highest scoring parse (graph
G consisting of nodes V and arcs A): G∗ = arg maxG=(V,A) ∑(i,j,l)∈A s(i, j, l).
More complicated models exist. Those are parameterized over more than
a single edge (and include so-called second-order features). The standard
model of MST considers edges as the basic unit (first-order features). The
training procedure of MST tries to maximize the global score of correct graphs.
It employs an online large-margin training procedure (MIRA) as learning tech-
nique, similar in spirit to the well-known perceptron algorithm.

Experimental Setup and Training Data: CoNLL format

Both data-driven parsers (MST and Malt) are not specific to the Dutch lan-
guage. Rather, they can be trained on a variety of languages given that the
training corpus complies with the column-based format introduced in the
2006 CoNLL shared task (Buchholz & Marsi, 2006). An example of the CoNLL
format is shown in Figure 2.15 (taken from the CoNLL 2008 data). The corre-
sponding dependency graph is shown in Figure 2.16. A description of the
data format follows.

The first column of the CoNLL data format represents the indices (IDs)
of the words. The second and third column shows the words and lemmas,
respectively. Column 4 and 5 represent the part-of-speech tags (which might
contain coarse – column 4 – and fine PoS tags – column 5; this division is not
considered in the above example). Column 6 (indicated with -) might contain
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1 Ms. ms. NNP NNP - 2 TITLE

2 Haag haag NNP NNP - 3 SBJ

3 plays play VBZ VBZ - 0 ROOT

4 Elianti elianti NNP NNP - 3 OBJ

5 . . . . - 3 P

Figure 2.15: CoNLL data format.

additional (syntactic or morphological) information, but is left empty in the
example. Column 7 indicates the ID of the head of the word (or 0 if the head
is the artificial starting token). Column 8 gives the name of the dependency
relation.

ROOT Ms. Haag plays Elianti .

0 1 2 3 4 5

ROOT

SBJ OBJTITLE P

Figure 2.16: CoNLL dependency graph (with indices; PoS tags omitted).

As already mentioned, both parsing systems implement both projective
and non-projective parsing algorithms. The latter will be used in our ex-
periments on the relatively free word-order language Dutch. Moreover, both
parsers expect PoS tagged data as input. Except for using the non-projective
parsing mode, we train the data-driven parsers using their default settings
(e.g. first-order features for MST, SVM with polynomial kernel for Malt).

2.5 Summary

This chapter provided an overview of the task of parsing and introduced the
parsing systems used in this thesis. What all of these systems have in com-
mon is that there is a statistical component involved that needs training data
to learn model parameters. A common problem of such supervised machine
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learning techniques is that they heavily depend on the data they were trained
on. As a consequence, the performance of such models is impaired when they
are applied to data that is different from the training data. Domain adaptation
techniques try to allay this problem and are the topic discussed next.




