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Chapter 8

Evaluating with the
Question Answering System

In the previous chapters we have described our methods to extract terms and
their relationships from text. The evaluation showed that instances of seven
relation types can be extracted from text using the methods with average preci-
sions ranging from 52% to 87%. In this chapter we seek an answer to the main
research question: to what extent can term an relation extraction techniques
contribute to medical question answering? We evaluate the contribution of the
relation tables, which are generated using semi-automatically learned patterns,
in our medical Question Answering (QA) system. We compare the contribution
of our method with the manual-based method used in a previous experiment
(Tjong Kim Sang et al., 2005).

In Section 8.1 we briefly describe the goal of this evaluation. After explaining
how we construct a question set, what are the document resources, and how we
generate relation tables using both methods in Section 8.2, we describe our
experiment settings, measurement methods, and the discussion of the results
in Section 8.3. To know how far can we further improve the performance, we
analyze the errors in Section 8.4. Particularly for the has definition question
type, in Section 8.5 we conduct an experiment on using definitional sentences
extracted using the machine learning technique in Chapter 7 to improve the
performance of the QA system on this question set. And finally, Section 8.6
summarizes lessons that we can learn from this chapter.

8.1 Introduction

Recall from Chapter 2 that the goal of the work in this thesis is to improve
the precision and coverage of relation tables of our Joost Question Answering
system. In the previous experiment, Tjong Kim Sang et al. (2005) concluded
that although the relation tables obtained good precision scores, the overall
performance of the system was lower than expected, mainly due to the lack of
the coverage of the tables. One of the reason was that the size of the corpus they
used was too small, which is a common situation in a non-English domain. They
also believed that compared to the techniques which rely on semi-structured
text, the syntax-based information extraction techniques which do not require
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184 Chapter 8. Evaluating with the Question Answering System

formatted input can contribute more to success given more text from web sites.
In this chapter we evaluate the contribution of relation tables that have been

extracted using our method based on syntactic and semantic information, in our
medical QA system. The evaluation is focused on medical questions that have
answers in the text and on answer formats that can be supported by the tables.

We do not use the question set from the previous QA experiment since Joost
was unable to classify several types of the questions accurately, such as causes
and has symptom questions. According to Tjong Kim Sang et al. (2005), there
are several reasons for the non-optimal performance. First, Joost used a question
analysis module developed for a factoid QA task and minimally adapted for the
medical QA task. This problem has been solved in the latest version of the
system. Second, the questions need careful question analysis. For example, Ik
wil geen RSI krijgen. Wat moet ik doen? ‘I do not want to get RSI. What do
I have to do?’ This question consists of two related sentences which are more
difficult to analyze. Moreover, their analysis on 435 medical questions showed
that some questions often require answers which are of a paragraph type and
larger than a single sentence. The relation tables containing dependency triples
described in Chapter 6 are clearly not designed to answer such questions.

For our present evaluation, we generate a new question set, as described in
the next section, which is mainly aimed at evaluating the contribution of the
relation table. We do not focus on the functionality of the QA system itself
(such as on how well it classifies the question types).

The document set of the previous QA experiment is too small to answer a
set of 50 medical questions, which are all related to the RSI (Repetitive Strain
Injury) topic. Just as Tjong Kim Sang et al. (2005) concluded, several problems
raised such as the corpus not having any information related to the treatment
of RSI, although the question set contains such a question type.

8.2 Resources

In order for the present evaluation task to cater to all of the question types, the
domain of the questions is not limited to the RSI domain, but to a more general
medical domain. Having a broader domain, more questions can be created for
each question type.

In this section we describe our method to generate a question set for this ex-
periment, the document collections, and relation tables extracted using two
types of relation patterns, namely, manual patterns and semi-automatically
learned patterns. Besides using relation tables, we also use an information
retrieval (IR) method to get answers from the document collections. Usually,
this method is used as a fall-back system, especially when the tables have no
answer.

8.2.1 Question Set

Voorhees and Tice (2000) in their paper on building an open-domain QA test
collection for the TREC-8 QA Track argued that, “Creating a reusable QA test
collection is fundamentally more difficult than creating a document retrieval
test collection.” In a document retrieval task, a test collection typically consists
of a set of documents, a set of queries, and a list of relevant documents that
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should be returned as defined by human judgment or by voting followed by
several IR systems. Having a test collection, we can automatically evaluate the
performance of an IR system by matching its output with the test collection.
But in a QA task, we cannot expect all QA systems to return the same answer
strings to each question. As a consequence, what we can do in making a QA
test collection is to provide relevant answer strings and their document sources
for each question. Based on this test collection, human evaluators will judge if
the answers to questions are correct or not.

More difficulties occur in a medical QA task. Unlike the open-domain ques-
tions which commonly require a named-entity answer format, medical questions
often require yes/no, list, and phrase or even paragraph answer formats. Among
the questions in their collection, Tjong Kim Sang et al. (2005) found that only
a minority of the questions (23%) require named-entity answers. The authors
also found that some questions were more difficult to classify, which make the
QA systems fail to select correct answers.

Considering that the goal of the current task is to evaluate the contribution
of relation tables, we decided not to challenge the QA system with questions
that are difficult to analyze. For example, we will not use an ambiguous question
like Is RSI a disease or a handicap? Given this question, the QA system has to
decide whether the answer is a yes/no format or a named-entity format. Instead,
we prefer simple questions that can be classified by our QA system correctly,
and leave the challenge of the evaluation to the precision and coverage of the
relation tables.

We use the pool of 435 candidate questions by Tjong Kim Sang et al. (2005),
medical-related web sites that contain non-expert user questions, and manually-
created questions as the sources for our question set. To get candidate questions
from web sites, we submitted the following phrase queries to the Yahoo! Search
Web Services:1

wat ‘what’

wat is ‘what is’

wat zijn ‘what are’

hoe ‘how’

"wat is de behandeling van" ‘what is the treatment of’

"wat is de beste behandeling van" ‘what is the best treatment of’

"wat kan ik doen" NEAR voorkomen ziekte ‘what can I do’ NEAR

‘prevent disease’

"wat kunt u doen" NEAR voorkomen ziekte ‘what can you do’ NEAR

‘prevent disease’

hoe diagnose gesteld ‘how diagnose made’

hoe diagnose ziekte ‘how diagnose disease’

"hoe word de diagnose" gesteld ‘how is the diagnose’ ‘made’

"wie kan" krijgen ziekte ‘who can’ ’get disease’

wat doen tegen ziekte ‘what do against disease’

wat doet tegen ziekte ‘what do against disease’

hoe voorkomen ziekte ‘how prevent disease’

From each of the queries, we retrieved a maximum of 100 snippets returned
by the Yahoo! Search Web Services, and then filtered out ones that do not

1Yahoo! Search Web Services http://developer.yahoo.com/search
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Question #
Wat zijn de gevolgen? 231
‘What are the consequences?’
Wat zijn de oorzaken van astma? 101
‘What are the causes of asthma?’
Hoe wordt astma behandeld? 63
‘How are asthma handled?’
Wat is dit? 61
‘What is this?’
Wat als de Viagra niet werkt? 33
‘How if Viagra does not work?’
... ...
Wat zijn de behandelingsmogelijkheden van fibromyalgie? 17
‘What are the possible treatments of fibromyalgy?’
Wat is ADHD? 16
‘What is ADHD?’
Wat is viagra en waarvoor wordt het gebruikt? 14
‘What is Viagra and is it used?’
Hoe werkt ejaculatie? 14
‘How does ejaculation work?’
Wat is diabetes? 12
‘What is diabetes?’
Wat is Bof? 12
‘What is Mumps (epidemic parotitis)?’
Wat zijn pneumokokken? 11
‘What are pneumococcal?’
Wat is tuberculose? 11
‘What is tuberculosis?’
... ...
Wat zijn de symptomen van constipatie? 8
‘What are the symptoms of constipation?’
Wat is TBC? 8
‘What is TBC?’
Wat is pijn? 8
‘What is pain?’
Wat zijn de kenmerken? 7
‘What are the characteristics?’
Wat is mazelen? 7
‘What is measles?’
Wat is hooikoorts? 7
‘What is hay fever?’
Wat zijn de symptomen van ziekte van Pfeiffer? 2
‘What are the symptoms of Pfeiffer’s disease?’
... ...
Total 4,937

Table 8.1: Some examples of questions retrieved from the Yahoo! Search Web
Services. The questions printed in bold are selected and added into our question
set.
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Question type #
has definition 25
causes 22
has symptom 11
Total 58

Table 8.2: The number of selected questions for each of the question types.

contain complete questions. In total, we got 4,937 unique candidate questions,
many of them are useful for our purpose. As an illustration, Table 8.1 shows
some examples of the retrieved questions and their frequency. Among the can-
didate questions, we selected several questions such as Wat is ADHD? ‘What
is ADHD?’, Wat is tuberculose? ‘What is tuberculosis?’, and Wat is TBC?
‘What is TBC?’. From these questions, we know that term variation are very
common in the users’ generated questions. For example, tuberculosis and TBC
refer to the same disease name, and users may use one of these terms in their
questions.

Many of the candidate questions from the web sites have no answers in the
corpus. Therefore, we generate new questions based on examples from these
questions, and select only questions which have answers in the corpus. We know
that most of the questions asked by non-expert users are simple questions. For
example, to ask a definition of a medical term, they simply write Wat is ‘What
is’ followed by a term; and to ask the cause of a disease, they write Wat zijn de
oorzaaken van ‘What are the causes of’ followed by a disease name. In a similar
manner, we generated new questions for medical terms that can be found in the
corpus.

Following the previous QA experiment, we build a question set which consists
of three question types: has definition, causes and has symptom. The number
of questions for every question type is shown in Table 8.2. The formats of
our expected answers are named entity (NE), list and phrase. We do not use
yes/no and paragraph formats as in the previous experiment, because from the
first format we cannot directly see the contribution of the relation tables to the
answers, while the second format is not supported by our tables.

For the present experiment the selected questions were guaranteed to have
at least one answer in the document collection. Here are some examples of the
questions and the different types of answers that can be found in the corpus:

(1) has definition
Q: Wat is ADHD? ‘What is ADHD?’
A: [phrase] een veelvuldig voorkomende psychosociale/psychische aan-
doening bij kinderen ‘a frequent psychosocial / mental disorder in chil-
dren’.

(2) causes
Q: Wat is het oorzaak van AIDS? ‘What is the cause of AIDS?’
A: [NE] HIV.

(3) has symptom
Q: Wat zijn de symptomen van bursitis? ‘What are the symptoms of
Bursitis?’
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A: [list] warmte, pijn, zwelling, en roodheid ‘heat, pain, swelling, and
redness’.

8.2.2 Corpus

The corpus that we use as a source for generating relation tables in this evalua-
tion task consists of a medical encyclopedia and handbook (1.76 million words),
and a medical subset of Wikipedia (1.5 million words). The full corpus was
parsed using the Alpino parser (van Noord, 2006) and the resulting dependency
parse trees were stored in an XML format as shown in Figure 3.5 of Chapter 3.

8.2.3 Relation Tables

For the present experiment, we build relation tables from the corpus using pat-
terns defined using the following methods: manual and semi-automatic (learned).
We describe these methods in the following subsections.

8.2.3.1 Manual Patterns

This method was used in the previous experiment (Tjong Kim Sang et al., 2005)
to initially extract candidate answers from the corpus. In this method, various
syntactic patterns were manually defined based on a corpus investigation and
on authors’ knowledge over particular verbs occurring frequently in a relation
type. The patterns were used to select dependency triples (in the form of subject-
pattern-object) extracted from the corpus using a technique similar to the one
described in Section 6.4.3.

Only three relation tables are generated using this method, namely, has
definition (3 patterns), causes (9 patterns), and has symptom (7 patterns). Ta-
ble 8.3 shows the manually-defined patterns and their frequency in each of the
relation tables. From the table we know that causes is the most frequent rela-
tion type found in the corpus (5,641 relations), while has symptom is the least
frequent one (678 relations).

8.2.3.2 Learned Patterns

This is our proposed method, as has been described in Chapter 6 of this thesis,
which is aimed at improving the manual method. In this method, patterns are
defined semi-automatically from the set of sentences in the IMIX corpus, that
has been labelled with relation types. Further, the learned patterns are used to
filter dependency triples extracted using the syntactic and semantic information.
Note that in the previous method (Tjong Kim Sang et al., 2005), the authors
only used syntactic information to extract dependency triples.

For this experiment, we use the patterns to generate five relation tables,
namely, has definition (5 patterns), causes (92 patterns), has symptom (94 pat-
terns), treats (85 patterns), and prevents (14 patterns). Table 8.4 shows the
patterns and their frequency used in each of the relation tables. The number
of patterns defined and used in this method is much larger compared to those
in the manual method. From those tables we know that almost all of the verbs
in the manually defined patterns are contained in the learned patterns with
more variations. Besides that, many new patterns are found in the learned pat-
terns. In the causes table, for example, the patterns include the root words
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Pattern #
has definition table

x is y ‘x is y’ 3,825
y wordt x genoemd ‘y is known as x’ 142
heet ‘named’ 37
Total # 4,004

causes table
veroorzaakt ‘caused’ 2,077
voorkomen ‘prevent’ 954
leidt tot ‘leads to’ 904
optreden ‘acts’ 526
ontstaat door ‘created by’ 517
is gevolg van ‘is a result of’ 313
oorzaak van ‘cause of’ 190
ten gevolge van ‘as a result of’ 103
tot gevolg hebben ‘results’ 57
Total # 5,641

has symptom table
kenmerkt ‘characterized’ 246
symptoom van ‘symptom of’ 162
wijzen op ‘indicate’ 96
uiten zich in ‘express themselves in’ 65
duiden op ‘indicate’ 63
herkennen aan ‘to recognize’ 29
kenmerkend voor ‘known for’ 17
Total # 678

Table 8.3: The frequency of manual patterns used in each of the relation tables.

tast ‘to touch’, initieer ‘to initiate’, complicatie van ‘complication of’, ontwikkel
‘to develop’, and bevorder ‘to promote’, which are not included in the manual
patterns. The same case can also be found in the has symptom table, where
the learned patterns include new root words such as kan ga gepaard met ‘can be
associated with’, begin bij ‘to begin by’, and vertoon ‘to present’.

The longer list of patterns learned in this method clearly is the main con-
tributor to the large size of its relation tables compared to the size of those
generated using the manual patterns. From Table 8.3 and 8.4 we can summa-
rize that there are 4,004 and 14,594 has definition relations; 5,641 and 5,718
causes relations; and 678 and 7,876 has symptom relations, from the manual
patterns and the learned patterns, respectively. The number of has symptom
relations from the learned patterns is much larger than it was when derived from
the manual patterns. It is because the relation type also shares some patterns
with the causes relation type, such as kan leid tot ‘can lead to’, veroorzaak ‘to
cause’, and ontsta door ‘raised by’. Chapter 6 has indicated that this sharing
will lead to an ambiguity of relation instances in both relation types.
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Pattern #
has definition table

ben:ben ‘is’ 14,122
word:word noem ‘is called’ 311
word:word kenmerk door ‘is known by’ 149
ben:ben gekenmerkt door ‘is characterized by’ 13
Total # 14,595

causes table
kan:kan leid tot ‘can lead to’ 464
ontsta:ontsta door ‘raised by’ 317
treed op:treed op bij ‘occur in’ 230
word:word bevorder door ‘is promoted by’ 18
ontwikkel:ontwikkel bij ‘developed by’ 9
... ...
word:word veroorzaakt door ‘is caused by’ 1
Total # 5,718

has symptom table
kom voor:kom voor bij ‘to come by’ 625
kan:kan leid tot ‘can lead to’ 464
word:word kenmerk door ‘is known by’ 149
wijs:wijs op ‘to indicate’ 43
ben symptoom van:ben ‘is symptom of’ 40
.. ..
kenmerk:kenmerk door ontsta van ‘known by the rise of’ 1
Total # 7,876

Table 8.4: The frequency of dependency patterns used in each of the relation
tables.

8.2.3.3 Creating Relation Tables

Assigning the extracted relations to relation tables in the right way is very
important to get back relevant answers. Since keywords in the relation instances
and in the questions may be expressed in different strings or spellings, it is
necessary to normalize the keywords. During a table look up process, our QA
system will retrieve relations whose normalized keywords in the relation tables
match with the normalized keywords in the questions.

The normalized form of a relation’s argument is taken from the root form of
the argument’s head word. As an illustration, consider the following dependency
triple of a has symptom relation:

kenmerk door(’Bursitis’,’roodheid waar de ontstoken slijmbeurs aanwezig is zoals
op hiel elleboog schouder of heup’)
‘characterized by(‘Bursitis’,‘redness where the inflamed mucus is present, such
as at bead shoulder, elbow, or hip’)’

The first argument, Bursitis, is considered as a named entity by Alpino and
therefore its root form is not changed. The second argument is a phrase whose
head word is roodheid ‘redness’ and root form is rood heid. Thus, the normalized
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forms of the first and the second arguments of that relation are Bursitis and
rood heid.

A relation instance in an relation table will consist of the normalized forms of
its arguments, the full strings of the arguments, the document identifier (or file-
name) of its source, and its relation pattern. The following is the representation
of the above dependency triple in the has symptom relation table:

has symptom(’Bursitis’,’rood heid’,’Bursitis’,’roodheid waar de ontstoken slijmbeurs
aanwezig is zoals op hiel elleboog schouder of heup’,’wikipedian/COMPACT/0419/
104862-2-2.xml’,’kenmerk::kenmerk door’)

8.2.4 Information Retrieval

Besides parsing the document collections using the Alpino parser, we also index
the sentences in the corpus using an information retrieval tool.2 Our medical
QA system uses this IR module as a fall-back system, which searches for an-
swers if the relation tables do not have any relevant entry. While processing
a question, the top 20 to 40 passages, or about 60 to 100 sentences, from the
corpus according to the IR module are analyzed by the QA NLP module of
our QA system (Joost). The system returns the top 5 sentences that contain
answers to the question.

8.3 Evaluation and Results

8.3.1 Experiment Settings

The purpose of this evaluation is to compare the performance of our medical
QA system when it gets answers from the relation tables and IR system as the
answer sources. We run three experimental settings, where in each setting one
of the following answer sources is used:

• relation tables from the manually defined patterns (manual),

• relation tables from the learned patterns (learned),

• information retrieval system (IR).

From this comparison, we want to know how precise and complete the re-
lation tables are that were generated using the pattern learning method, when
compared to using the previous method (the manual patterns). In this evalua-
tion we use the IR method as the baseline.

Since the manual patterns are defined for only three relation types, i.e.,
has definition, causes, and has symptom, we will evaluate the performance of
the QA system only on these three relation types which consists of 58 medical
questions. The following are examples of questions from each of the question
types and their answers that can be generated from the three answer sources:

(4) has definition
Wat is ziekte van alzheimer? ‘What is the Alzheimer disease?’
Answers:

2For this purpose, we use the Zettair search engine, http://www.seg.rmit.edu.au/

zettair/.
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a. [manual] mede-uitgever van het tijdschrift “Zeitschrift für die gesamte
Neurologie und Psychiatrie” ‘co-editor of the journal “Zeitschrift für
die gesamte Neurologie und Psychiatrie”’.

b. [learned] een aandoening waarbij delen van de hersenen verschrompe-
len, op vele plaatsen ‘plaque’-vorming optreedt en de patiënt soms
in snel tempo dementeert ‘a condition in which parts of the brains
shrink, in many places ‘plaque’-formation occurs and the patient
sometimes rapidly grow demented’.

c. [IR] Parkinson.

(5) causes
Wat zijn de oorzaken van schizofrenie? ‘What are the causes of Schizofre-
nie?’
Answers:

a. [manual] een overactief chakra ‘an overactive chakra’.

b. [learned] een overactief chakra ‘an overactive chakra’.

c. [IR] NIL.

(6) has symptom
Wat is het symptoom van rodehond? ‘What is the symptom of Rubella?’
Answers:

a. [manual] NIL

b. [learned] een gewone verkoudheid (loopneus e.d.) ‘an ordinary cold
(runny nose..)’.

c. [IR] een symptoom is van een bepaalde infectieziekte (mazelen, rood-
vonk, rodehond, enz.) ‘a symptom is of a certain infectious disease
(measles, scarlet fever, rubella, etc.)’.

From Examples (4) to (6) we know that each answer source may return different
substrings in their answers. This makes the automatic mapping of answer strings
to relevant answer strings, as usually done in an information retrieval evaluation
task, difficult. As a consequence, we have to carry out a manual judgement
during evaluation. For this purpose, we manually evaluate the outputs of the
experiments by comparing their answer strings with the corresponding sentences
or contexts.

8.3.2 Judgement and Measurement Methods

Given a question, each answer source usually returns more than one answer.
The QA system computes the relevancy score of an answer based on some pa-
rameters, such as the frequency of an answer string in its relation table. The
most frequent answer string will have the highest rank. However, in most of the
cases the answer strings occur only once.

The following is a set of answers from the pattern learning method for the
question Wat is ziekte van alzheimer? ‘What is the Alzheimer disease?’; the
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answers are ordered based on their relevancy scores:

(7) a. de meest voorkomende variant van Dementie ‘the most common
variant of Dementia’.

b. een aandoening waarbij delen van de hersenen verschrompelen op
vele plaatsen ‘plaque’-vorming optreedt en de patiënt soms in snel
tempo dementeert ‘a condition in which parts of the brains shrink,
in many places ‘plaque’-formation occurs and the patient sometimes
rapidly grow demented’.

c. medeoprichter van het tijdschrift Zeitschrift für die gesamte Neu-
rologie und Psychiatrie ‘co-founder of the journal Zeitschrift für die
gesamte Neurologie und Psychiatrie’.

During the evaluation, we carried out a manual judgement by classifying each of
the answers into one of the following categories: correct, incomplete, and wrong.
The judgment is based on their correctness and completeness. For the answers
in the Example (7) above, we judged answers (7-a) and (7-b) as correct, while
answer (7-c) as wrong.

We are not very strict with the completeness of the answers with respect to
the list answer format. Since the arguments of a dependency triple consist of a
single concept, it is very likely that an answer to a list question will not be in a
list format. For example, we expect a list answer for the question Wat zijn de
symptomen van bursitis? ‘What are the symptoms of Bursitis?’ (see Example
(3)). The most complete answer is roodheid, warmte, zwelling en pijn waar
de ontstoken slijmbeurs aanwezig is, zoals op hiel, elleboog, schouder of heup
‘redness, warmth, swelling and pain where the inflamed slijmbeurs present, such
as heel, elbow, shoulder or hip’ (Wikipedia). However, such an answer would
not be available in our relation tables. As long as an answer contains at least
one of the symptoms (if the question is asking for a list of symptoms), it is
sufficient for us to classify the answer as a correct answer.

Among the three answers in example (7), the second answer gives the best
definition to the Alzheimer disease keyword. However, since the first answer is
also correct, we will use its rank to compute the reciprocal rank (RR) score of
the results. The RR score is calculated using the following formula:

RR(a) =
1

rank(a)
(8.1)

where a is a set of answer(s) returned by the QA system, and rank(a) is the
rank of the first correct answer in a. The higher the rank (e.g., the first rank),
the higher the RR score.

To measure the performance score of the QA system given a set of questions,
we take the average value of the reciprocal rank scores of the answers. In the
question answering track of the TREC-10 (Voorhees, 2001), this measurement
method is called MRR (Mean Reciprocal Rank), and is defined as follows:

MRR =

∑N

i=1 RR(ai)

N
(8.2)

where i is the index of a question, N is the total number of questions, ai is the
set of answer(s) returned by the QA system for the question with the index i,
and RR(ai) is the reciprocal rank of ai.
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method correct incompl. wrong answered missing total
has definition

manual 10 3 3 16 9 25
learned 16 3 3 22 3 25
IR 6 8 7 21 4 25

causes
manual 16 0 3 19 3 22
learned 18 0 2 20 2 22
IR 12 0 7 19 3 22

has symptom
manual 4 0 1 5 6 11
learned 7 0 1 8 3 11
IR 2 0 6 8 3 11

overall
manual 30 3 7 40 18 58
learned 41 3 6 50 8 58
IR 20 8 20 48 10 58

Table 8.5: The number of questions according to the categories of the answers,
returned in the three experiment settings (manual, learned, and IR), for the
three question types (has definition, causes, and has symptom) and their aggre-
gate.

Besides measuring the performance of the QA system using the MRR method,
we also measure the performance using the precision method as has been used
in CLEF (Cross Lingual Evaluation Forum) (Giampiccolo et al., 2007). In this
method, a QA system is required to return only one answer for each question.
The precision value of the answers given a set of questions is computed by di-
viding the total number of correct answers to the total number of questions in
the set.

8.3.3 Results and Discussion

In this subsection we present and discuss the results of our evaluation. We start
with the distribution of the questions based on the categories of their answers,
as shown in Table 8.5. For each of the question types, the number of questions
answered using manual, learning, and IR methods are classified into correct,
incomplete, wrong, and missing categories. The answered category consists of
the questions answered either correctly, incompletely, or incorrectly. There are
25, 22, and 11 questions of the has definition, causes, and has symptom types,
respectively. In total there are 58 questions that should be answered in each
experiment run.

The overall section of the table shows that both the manual and the pattern
learning methods outperform the baseline (IR method), by correctly answering
10 (50%) and 21 (105%) more questions, respectively. And compared to the
previous (manual) method, our current (learned) method clearly increases the
performance of the QA system by correctly answering 11 more questions, or
by about 37% of improvement. Although the manual method outperforms the
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baseline, it missed more questions (18 questions) compared to the baseline (10
questions). However, the percentage of answers by the baseline which are in-
complete or incorrect is quite high (58%), while for the manual method the
percentage is relatively low (25%). On the other hand, our method only missed
8 questions, which is 2 points and 10 points lower than the baseline and the
manual method, respectively. These figures show that our method has success-
fully improved the relation tables generated by the manual method and in turn
increases the performance of the QA system.

Our method answered 50 questions (86%) from the total of 58 questions,
while the manual method answered a smaller number of questions, which is 40
questions (69%). Among these numbers, the proportion of correctly answered
questions by our method is slightly higher (82%) than by the manual method
(75%). We can conclude from this comparison that relation tables generated
using our methods have a larger coverage and return higher precision answers
compared to using the manual method.

Looking at the question type sections of the table, we know that our method
has correctly answered 64%, 82%, and 64% of the has definition, causes, and
has symptom questions, respectively, while the manual method only answered
40%, 73%, and 36% of the question sets correctly. It seems that answering the
has definition questions is the most difficult task for our method. Although
the has definition table has the highest performance in the relation extraction
evaluation (see Table 6.30) and the largest number of relation instances (see
Table 8.4), the percentage of questions it answered correctly is not the highest.

The cause of this problem can be seen in Table 8.5, which shows that among
the three question sets, only the has definition question set receives incomplete
answers: 3 from the manual method, 3 from the pattern learning method, and
8 from the IR method. This means that strings of the incomplete answers
are actually parts of correct answers. Consider the following question and its
incomplete answer:

(8) Q: Wat is ADHD? ‘What is ADHD?’
A: stoornis ‘disorder’

The answer is a part of a longer phrase in the corpus: een stoornis waarvoor
niet direct een oorzaak is aan te wijzen ‘a disorder for which no immediate cause
is known’. Surprisingly, the corresponding dependency triple that becomes the
source of the answer already contains the complete string:

ben::ben(ADHD,een stoornis waarvoor niet direct een oorzaak is aan te wijzen)

We suspect that this particular problem is caused by a problem in the QA sys-
tem itself, which can be improved by tuning the system. Besides this technical
problem, the most frequent causes of errors are ungrammatical sentences, parse
errors and the dependence of the ben::ben pattern to the input sentences. The
accuracy of the has definition patterns in Table 6.30 is high because the input
sentences mostly contained definition relations. If the sentences it processes are
mostly non-definitional sentences, the pattern will extract many non-definitional
triples. This finding lead us to the importance of extracting definitional sen-
tences in Chapter 7.

The measurement results of the performance of our QA system, executed on
the three experiment settings, are shown in Table 8.6. In general, the MRR and
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method answered MRR CLEF
has definition

manual 16 0.333 0.280
learned 22 0.465 0.360
IR 21 0.133 0.040

causes
manual 19 0.547 0.409
learned 20 0.750 0.682
IR 19 0.405 0.318

has symptom
manual 5 0.364 0.364
learned 8 0.636 0.636
IR 8 0.182 0.182

overall
manual 40 0.420 0.345
learned 50 0.605 0.534
IR 48 0.246 0.172

Table 8.6: Performance scores of the question answering system on the three
experiment settings (manual, learned, and IR), measured using MRR and CLEF
methods, for the three question types (has definition, causes, and has symptom)
and their aggregate.

CLEF scores of the manual and the pattern learning methods outperform the
scores of the baseline. Compared to the baseline, the improvement contributed
by the manual method are 68% (MRR) and 91% (CLEF), while by the pattern
learning method are 138% (MRR) and 191% (CLEF). At all of the question
types, the performance scores of our learned method outperform the scores of
the manual method. And overall, our method contributes 42% and 52% of
improvement against the manual method with respect to the MRR and CLEF
scores, respectively. These show that our method has successfully improved the
performance of the QA system compared to when the system used the manual
method in the previous experiment.

The CLEF scores of the QA system, when using our method for the causes
and has symptom question types, are relatively high. The chance to get a correct
answer which is found in the first rank of an answer set is 68.2%. When we use
the manual method, this chance is only 40.9%. Thus, our method has increased
the chance by about 27.3% from the manual method.

The difficulty of answering has definition questions is also confirmed by this
table. The chance of answering this type of question correctly is only 36% and
28% when using our method and the manual method, respectively (see Table
??). Moreover, our method can only improve the chance by about 8% from
the manual method. This finding clearly suggests that a different approach
to extract has definition relations is needed. The x is y pattern, which is very
dominant in generating relation instances for the has definition tables, is obvi-
ously not enough to detect correct and complete definitions. We think that our
approach to detecting definitional sentences in Chapter 7 could be used as an
alternative method for this particular relation type. We describe our experiment
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using this approach in Section 8.5.

With respect to the MRR scores, answering the causes questions is the most
successful task at all settings. The scores when using the manual, learning, and
IR methods are about 54.7%, 75%, and 40.5%, respectively. The percentages of
the missing answers are also the lowest compared to the other question types,
namely, 14%, 9%, and 14% for the manual, learning, and IR methods, respec-
tively. We can get an explanation for this finding by looking at the relation
patterns and the number of instances of the causes and has symptom tables in
Table 8.3 and 8.4. The patterns generated manually for the causes table and the
has symptom tables (see Table 8.3) are mutually exclusive, while those learned
semi-automatically share some common patterns. For example, kan leid tot ‘can
lead to’ (see Table 8.4) is shared by the causes and has symptom tables. These
result in similar numbers of relation instances in the causes tables of both meth-
ods, i.e., 5,641 (manual) and 5,718 (learned), while in the has symptom tables
the numbers differ largely, i.e., 678 (manual) and 7,876 (learned).

The small number of the has symptom instances found using the manual
method apparently has lead to the high percentage of missing answers, by
about 54.5% for the has symptom questions compared to 14% for the causes
questions. When using the pattern learning method, the large number of the
has symptom instances, which also share some instances of the causes relations,
apparently contains a smaller number of true has symptom relations than ex-
pected. This has lead to a higher percentage of missing answers, by about
27% for the has symptom question compared to 9% for the causes questions.
This shows that we need to be very careful in selecting learned patterns and in
pruning out ambiguous patterns for the has symptom relations.

8.3.4 The Effect of the Semantic Information

One of the differences between the manual method and our learned method is
that the latter uses semantic information to classify a dependency triple into
one of the three semantic levels, as has been described in section 6.5. The three
levels are L1 (both of its arguments have labels that match with the labels of its
corresponding pattern), L2 (only one label of its arguments that matches), and
L3 (none of its arguments’ label matches). To get an insight on how this labeling
has affected the performance of the QA system, we compute the distribution of
the correct answers, generated using our method, according to their semantic
levels. The distribution is presented in Table 8.7.

In general, about 75.6% of the correct answers are from dependency triples
whose semantic labels are of the first level. At all of the question types, none
of the answers is classified into the third level. Only 31.3% and 27.8% of the
correct answers of the has definition and causes questions, respectively, are at
the second level. Moreover, all of the has symptom questions have answers at
the first level.

This distribution obviously shows that correct answers of the three ques-
tion types tend to be generated from dependency triples whose arguments have
semantic labels, and at least one of these labels match with those of their cor-
responding patterns. This finding suggests that we can improve the precision
of the relation tables by taking into account dependency triples of the first and
second semantic levels, without harming the recall of the correct answers.
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Question type correct answers L1 L2 L3
has definition 16 11 5 0
causes 18 13 5 0
has symptom 7 7 0 0
Total 41 31 10 0

Table 8.7: The distribution of the correct answers from relation table generated
using the pattern learning method, according to their semantic levels. L1 is when
the semantic labels of both arguments of a dependency triple are matched, L2
is only one of the arguments is matched, and L3 is none of the arguments is
matched.

8.3.5 The Effect of Term Variation

To investigate the effect of term variation in this QA task, whether they will im-
prove the performance of the QA system or not, we have added several questions
particularly asking for medical terms whose answers are not explicitly contained
in the corpus. For example, the following two questions are among the causes
questions:

(9) a. Wat is de oorzaak van waterpokken?
‘What is the cause of chickenpox?’

b. Wat is de oorzaak van varicella?
‘What is the cause of varicella?’

The two medical terms in the above questions, i.e., waterpokken and varicella,
are synonymous. However, only the first term has explicit answers to its causes
question, such as in the following phrase:

(10) ... het varicella-zostervirus dat bij kinderen waterpokken en bij volwasse-
nen gordelroos veroorzaakt, ...
‘... varicella-zostervirus that causes chickenpox in childhood and shin-
gles in adults, ...’ (Spectrum Medical Encyclopedia).

Without a database of synonyms, answering the second question will return an
empty result. But, this is not the case in this experiment, because both of the
questions can be answered correctly by the QA system. Before answering the
question, first the QA system searches for all possible synonyms of the term in
the database, and then searches for all dependency triples in the relation table
that match with the term or its synonyms. In this way, the QA system will be
able to get correct answers for the term varicella.

In principle, this method is similar to query expansion in an information
retrieval task. Therefore, the drawback of the query expansion, such as the
introduction of noise, is also experienced by the QA system. For example, the
following question:

(11) Wat is suikerziekte?
‘What is diabetes?’

was not answered correctly by our QA system. It is because there is a correct but
ambiguous synonym of the term suikerziekte ‘diabetes’, i.e., suiker ‘sugar’. This
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No Source of errors #
1 Incomplete or no answer in the tables 6
2 Normalization 5
3 Question analysis 5
4 Other 1

Total 17

Table 8.8: Sources of errors and the numbers of questions which cannot be
answered correctly.

has caused our QA system to also retrieve the definition of suiker ‘a nutrient’
besides the definition of other correct and non-ambiguous synonyms, such as
diabetes mellitus and diabetes ‘a disease’. Unfortunately, the system returned
the definitions of suiker, which is a nutrient, as the answer.

From this analysis we can learn that term variation are useful and vital
for a medical QA system, where users may post their questions which use any
presentation of a medical term, such as using its synonyms or abbreviation
(e.g., TBC for tuberculosis). However, a QA system has to be very careful in
selecting the synonyms, especially when it encounters ambiguous or multi-sense
synonyms.

8.4 Error Analysis

Now, we analyze the causes which lead to errors in the answers when using
relation tables from the learning method. From Table 8.5 we know that the
numbers of questions which cannot be answered correctly by the QA system are
9, 4, and 4 questions for the has definition, causes, and has symptom question
types, respectively. After manually analyzing the answers of those questions,
we identified several sources of errors as shown in Table 8.8.

The most common source of errors is the relation tables themselves (35.3%),
which return incomplete answers or even do not have any answer at all. This
means that the answer extraction is at fault. Surprisingly, the normalization of
relation arguments and the question analysis, when they are combined together,
become the main contributor of the error sources (58.8%). When we manually
investigate the relation tables, we can find correct answers to the questions that
cannot be answered due to these two error sources. Thus, given the relation
tables at hand, we still have a chance to improve the performance of the QA
system, by solving the problem of argument’s normalization and the question
analysis.

The following list describes several types of errors, provided with examples,
which are caused by the normalization problem:

• capitalized and lower-case keywords: a capitalized and lower-case keyword
(medical term) in a question will be detected as a named entity by the
Alpino parser and thus will not be parsed to its root form; the keyword
will be parsed if its first letter is not capitalized. Since the relation tables
use the root form of an argument as its normalized key, the QA system will
not be able to match the capitalized and lower-case keyword in the ques-
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tion with its root form in the relation tables. For example, the question
Wat is Alcoholvergiftiging? ‘What is Alcohol Poisoning?’ was incorrectly
answered, because the QA system used the keyword Alcoholvergiftiging to
search the normalized key of the relation tables. On the other hand, the
correct answer in the has definition table, i.e., het optreden van vergiftig-
ingsverschijnselen door consumptie van alcoholhoudende dranken ‘the act
of poisoning by consumption of alcoholic beverages’, uses its keyword’s
root form, i.e., alcohol vergiftiging, as the normalized key. Unfortunately,
the keyword Alcoholvergiftiging will not match with the normalized key
alcohol vergiftiging.

• diacritics: the sequence of characters of a keyword in the questions and
in the relation tables can be different. For example, users may write
nierinsufficientie in their questions, rather than nierinsufficiëntie (with
the e umlaut) as in the relation tables. This difference will not help in
matching the answer keys.

• non-term head words: the relation tables use the root form of arguments’
head words as the normalized keys. Sometimes, a selected head word is not
a medical term. For example, in a causes dependency triple, the second
argument een verhoogd risico op longkanker ‘an increased risk of lung can-
cer’ has risico ‘risk’ as its head as well as normalized key. Given a causes
question Wat zijn de oorzaken van longkanker? ‘What are the causes of
lung cancer?’, the QA system will search for the keyword longkanker in
the normalized key field of the tables. Unfortunately it will not succeed,
because the tables use risico as the normalized key.

• synonym: several terms which have synonyms or abbreviations can be
normalized. Due to a matching problem, the QA system may not be able
to detect the synonym or abbreviation of a term. For example, our QA
system surprisingly didn’t know that the term Repetitive Strain Injury
has an abbreviation RSI. Thus, it failed to retrieve a correct answer for
the question Wat is Repetitive Strain Injury? ‘What is Repetitive Strain
Injury?’, although the has definition table has several definitions for the
term RSI.

To improve the performance of the QA system, we have to solve each of
the issues. Since the first issue, capitalized and lower-case keywords, is most
frequent one, we can prioritize its solution. A solution that we can think of is
the following. Considering that almost all of the questions in the medical domain
are related to medical terms, we can assume that a capitalized and lower-case
keyword is indeed a medical term, and not a named entity. We can lower case
a question before parsing it, to get the root form of its keyword. Thus, besides
the original capitalized and lower-case keyword, we also have its root form as
a variation. This variation will match with candidate answers which use root
forms as their normalized keys.

With respect to the question analysis problem, most of the errors occur with
multi-word keywords containing common words such as ziekte ‘disease’, synd-
room ‘syndrome’, and aandoening ‘disorder’. The followings are examples of
the keywords: ziekte van Alzheimer ‘Alzheimer’s disease’, adrenogenitaal syn-
droom ‘adrenogenital syndrome’, and seksueel overdraagbare aandoening ‘sex-
ually transmitted disease’. In our experiments, those common words are still



8.5. Answering Using Definitional Sentences 201

included in the analyzed keywords, although a heuristic has been applied to
discard them. As a consequence, the QA system will also retrieve all relation
instances with those common words as the keys. For example, given the causes
question Wat zijn de oorzaken van de ziekte van Alzheimer? ‘What are the
causes of Alzheimer’s disease?’, the QA system will retrieve all of the causes
of Alzheimer and ziekte ‘disease’ as its candidate answers. Obviously, the can-
didate answers will contain a lot of irrelevant answers related to the causes of
ziekte. This problem can be solved by improving the heuristics. If a stop word
is a part of a multi-word term, we can discard the stop word before the QA
system submit queries to the relation tables.

8.5 Answering Using Definitional Sentences

Among the performance of our QA system on the three question types, the
performance on the definition questions is the lowest. The main source of errors
is incomplete definition phrases, which are usually caused by ungrammatical
sentences and parse errors. Moreover, extracting definition relations using the
pattern learning method will only work relatively well if input sentences have
been classified as definitional. Our experiment in the previous sections shows
that the relation pattern x is y, which is very dominant in the has definition
relation table, is not enough to distinguish relevant definition relations from
unclassified sentences.

Since we have conducted an experiment on identifying definitional sentences
in Chapter 7, we now investigate whether the extracted definitional sentences
can improve the performance of the QA system. This section describes our
experiment and discusses the result.

8.5.1 Experiment and Result

We learn from Chapter 7 that Maximum Entropy (ME) is the best machine
learning method to identify definitional sentences (see Table 7.7). We use this
method for this experiment, along with configuration #8 of the attribute config-
urations (see Table 7.6), in which ME shows the best performance. Following the
configuration, we use a combination of bag-of-words, bigrams, syntactic prop-
erties, but not sentence position as features, because we cannot use a corpus
specific document format to other corpora of different document formats.

Similar to the experiment in Chapter 6 on Learning and Extracting Relations,
we use the IMIX medical corpus (Section 6.3), that has been labeled manually
with relation types, as the source to generate a training data set. From the 3,546
has definition-labeled sentences, our syntactic filter only retrieves 222 definition
instances. Most of the labeled sentences are not extracted, because they are
ungrammatical. In the IMIX corpus, a definition sentence is usually in the
second position, where the first position is a section title, e.g., a name of a
disease. Most such definition sentences do not include subjects, because, in
this case, the IMIX document format assumes that the definition term has
already been introduced in the section titles. For example, for the term Belroos
‘Belrose’, the second sentence is ook wondroos of erysipelas , een besmettelijke
infectieziekte van de huid , meestal veroorzaakt door hemolytische streptokokken
‘also wound-rose or erysipelas, an infectious disease of the skin, usually caused by
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word + bigram + synt
is een ‘is a’
indef predc

een ‘a’
other predc

zijn ‘are’
def subj

die ‘that’
subj init

subj non init

door ‘by’
een ontsteking ‘an inflammation’
no det subj

waarbij ‘where’
wordt veroorzaakt ‘be caused’
ontsteking ‘inflammation’
rode ‘red’
gekenmerkt ‘characterized’
gekenmerkt door ‘characterized by’
die wordt ‘which is’
een aandoening ‘a disorder’

Table 8.9: 20 most informative features for the definition training set using
bag-of-words, bigrams, and syntactic information.

haemolytic streptococci’. Since our syntactic filter requires a definition instance
to have a subject and a predicative complement, such a sentence will be discarded.
To get non-definition instances, we take 222 sentences labeled with any relation
types except the has definition type from the IMIX corpus.

We apply Rainbow tool (McCallum, 2000) to create an ME classifier based
on the training data set above. We do not use the classifier trained in the
previous chapter and apply it to current corpus, because the most informative
feature of the Wikipedia corpus, i.e., first sent (first sentence) (see Table
7.5), is not found in the IMIX corpus. This shows that the sentence position
feature is weak in the IMIX corpus. From each sentence in the definition and
non-definition sets, we select features according to their information gain. The
size of the feature set is 300, and the 20 most informative ones are shown in
Table 8.9. Compared to the features in Table 7.5, features in this table shows
some overlaps, such as is a, a, indef predc (indefinite predicative complement),
subj init (subject initial), and no det subj (non-determiner subject). The
accuracy of the classifier, evaluated using a 20-fold cross validation method,
is 85.23% (stderr 0.96). If we use a naive Bayes classifier, the accuracy is
insignificantly lower, by about 82.05% (stderr 1.04).

In the next step, we identify definitional sentences from the corpora in Sec-
tion 8.2.2. First, our syntactic filter extracts 1,191 and 7,657 candidate definition
sentences from the medical encyclopedia and the medical subset of Wikipedia,
respectively. Then, we use the classifier to classify each of the sentences into
definition and non-definition classes. This classification results in 4,285 defini-
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tional sentences. To generate a has definition relation table, we take the subject
of each definitional sentence as the first argument and the whole sentence as the
second argument of its relation triples.

We use the relation table to answer 25 has definition questions. This process
results in 21 questions answered correctly (CLEF score 0.840) and 4 questions
unanswered. The unanswered questions are mainly due to parse errors and
ungrammatical sentences.

8.5.2 Discussion

We have explained our experiment on answering definition questions using defi-
nitional sentences, which is aimed at improving the performance of the QA sys-
tem for this particular question type by preventing the loss of potential answers
when we use relation extraction techniques to get the answers. The experiment
shows that using definitional sentences, the system can correctly answer 5 more
questions compared to when using the pattern learning method, which correctly
answers 16 questions. Probably the comparison is uneven, because the pattern
learning method returns definition phrases, which contain 3 incomplete answers
(Table 8.5), instead of full sentences, which are free from the incompleteness
problem. However, if we return the corresponding sentences of the 3 incomplete
answers, the definitional sentences will still outperform with 2 more correctly
answered questions.

With the accuracy of 85.23%, the ME classifier has correctly classified all of
the sentences returned. The rest of the questions are unanswered, not because
ME classifies potential sentences as non-definitional, but because the potential
sentences are incorrectly parsed or ungrammatical. This is a promising result,
since, in order to retrieve correct answers, we need to put definitional sentences
into a correct class. It is important to note that in our experiment ME was
not tested on arbitrary sentences, but on syntactically selected definitional sen-
tences. Thus, the accuracy probably has been biased by the selected instances.

The high accuracy above cannot guarantee that all of the definitional sen-
tences are related to the medical domain. We found some non-medical-term
definitional sentences in the definition class, which mostly explain individual
names, such as:

(12) Carl Gustav Jung ( Kesswil , Zwitserland , 26 juli 1875 – Zürich , 6
juni 1961 ) was een Zwitsers psychiater en psycholoog.
‘Carl Gustav Jung (Kesswil, Switzerland, July 26, 1875 - Zürich, June
6, 1961) was a Swiss psychiatrist and psychologist.’

Since such a sentence will not match with any medical term questions, it will not
decrease the performance of the QA system. However, if we require all of the
definitional sentences to refer to medical terms, we can experiment with adding
semantic information, as has been used to label medical terms in Chapter 5, into
the feature list. We did not conduct any experiment related to this suggestion
since it is out of the scope of this thesis.
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8.6 Summary

We have presented our experiment which evaluates the contribution of the ex-
tracted relation tables, using our QA system. This evaluation is aimed at
answering our main research question: to what extent can term and relation
extraction techniques contribute to medical question answering?

In this experiment, we measure the performance of the QA system in an-
swering 58 medical questions which are grouped into three question types:
has definition (25 questions), causes (22 questions), and has symptom (11 ques-
tions). The performance of the system when using the learning method is com-
pared to its performance when using the manual method and the information
retrieval method (baseline). We use the MRR (mean reciprocal rank) and CLEF
(cross lingual evaluation forum) methods to measure the performance.

Our experiment showed that at all of the question types, the pattern learn-
ing method, which is based on our term and relation extraction technique, out-
performs the other methods. Overall, the QA system correctly answered 41
questions when using this method, and when using the manual and the baseline
methods it correctly answered 30 and 20 questions, respectively. The perfor-
mance scores confirmed this finding. The MRR score of the system is 60.5%
when using the pattern learning method, which is significantly higher compared
to when using the manual method (42%) or the IR method (24.6%). At each
of the question types, the pattern learning method also outperforms the other
methods.

One of the differences between the manual method and our learning method
is that, besides using syntactic information to extract candidate relations, the
latter method also uses semantic information to classify a dependency triple
into its semantic levels; while the manual method in the previous experiment
(Tjong Kim Sang et al., 2005) only uses syntactic information to extract relation
instances. Does semantic information contribute to providing correct answers?
Our experiment has shown that there is a strong correlation between dependency
triples of high semantic levels (i.e., which are correct according to argument
types) with the number of correct answers. From the total of 41 questions
answered correctly, 31 questions (75.6%) were answered by dependency triples
of the first level, where both of their arguments have matching semantic labels,
and 10 questions (24.6%) were answered by dependency triples of the second
level, where only one argument has matching semantic label. This suggests
that we can use semantic information to improve the precision of relation tables
without harming the recall of the QA system.

We also learn from this experiment that term variation are useful and vital
for a medical QA system, where a medical term may occur in the corpus and
in the questions with various forms. Two forms of variations, i.e., synonym and
abbreviation, have been used in this experiment, and have shown to increase
the performance of the QA system, especially in answering questions containing
term variation.

From the error analysis we can see that only 35.3% of the errors are caused
by the relation tables where the answers are incomplete or the tables have no
answer at all. Apparently, a larger proportion of the errors are raised by the
normalization and question analysis problems, which is about 58.8%. This shows
that we still have a chance to improve the performance of the QA system, by
improving the normalization and the question analysis techniques. Whenever
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these problems have been solved, we can expect that a better performance of
the QA system can be contributed by our learning method.

At the end of this chapter, we have described our experiment on using defi-
nitional sentences identified using a machine learning technique to improve the
low performance of the QA system in answering definition questions. The ex-
periment shows that a Maximum Entropy classifier has correctly classified all
of the sentences needed by the QA system to get correct answers into the defi-
nition class. We found that using the definitional sentences, the QA system can
answer more question correctly compared to using the definition relation table
generated by the pattern-learning method.

We consider the small QA evaluation described in this chapter as a prelimi-
nary and an exploratory work, which is aimed at finding an alternative approach
to extracting relation tables from text for our QA system. We believe that a
thorough evaluation using a larger number of medical questions is necessary. We
do not carry out such evaluation because it would require a lot of work and is
out of the scope of this thesis. A bigger project such as IMIX or a bigger forum
such as CLEF would be an appropriate place to conduct such an evaluation. We
also think that adding semantic information (medical labels) into the feature
list will discard definitional sentences which do not refer to medical terms from
the definition class.



206 Chapter 8. Evaluating with the Question Answering System




