
 

 

 University of Groningen

Automatic lexico-semantic acquisition for question answering
Plas, Marie Louise Elizabeth van der

IMPORTANT NOTE: You are advised to consult the publisher's version (publisher's PDF) if you wish to cite from
it. Please check the document version below.

Document Version
Publisher's PDF, also known as Version of record

Publication date:
2008

Link to publication in University of Groningen/UMCG research database

Citation for published version (APA):
Plas, M. L. E. V. D. (2008). Automatic lexico-semantic acquisition for question answering. [Thesis fully
internal (DIV), Rijksuniversiteit Groningen]. s.n.

Copyright
Other than for strictly personal use, it is not permitted to download or to forward/distribute the text or part of it without the consent of the
author(s) and/or copyright holder(s), unless the work is under an open content license (like Creative Commons).

The publication may also be distributed here under the terms of Article 25fa of the Dutch Copyright Act, indicated by the “Taverne” license.
More information can be found on the University of Groningen website: https://www.rug.nl/library/open-access/self-archiving-pure/taverne-
amendment.

Take-down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately
and investigate your claim.

Downloaded from the University of Groningen/UMCG research database (Pure): http://www.rug.nl/research/portal. For technical reasons the
number of authors shown on this cover page is limited to 10 maximum.

Download date: 25-05-2023

https://research.rug.nl/en/publications/640f7b54-06b6-47b8-a1c5-e63e10e30b73


Automatic Lexico-Semantic Acquisition

for Question Answering

Lonneke van der Plas



ii

This research was carried out in the project Question Answering using

Dependency Relations, which is part of the research programme for Interactive

Multimedia Information eXtraction, IMIX, financed by NWO, the Netherlands

organisation for scientific research.

The work in this thesis has been carried out under the aus-

pices of the LOT school and the Center for Language and Cognition Groningen

(CLCG) from the University of Groningen.

Groningen Dissertations in Linguistics 70

ISSN 0928-0030

Cover image: Aanknopingspunten by Miep van der Plas

Cover design: Sander Gorter

Printer: Grafimedia

Document prepared with LATEX2ε.



Rijksuniversiteit Groningen

Automatic Lexico-Semantic Acquisition
for Question Answering

Proefschrift

ter verkrijging van het doctoraat in de

Letteren

aan de Rijksuniversiteit Groningen

op gezag van de

Rector Magnificus, Dr. F. Zwarts,

in het openbaar te verdedigen op

donderdag 23 oktober 2008

om 16:15 uur

door

Marie Louise Elizabeth van der Plas

geboren op 2 januari 1976

te Terneuzen



iv

Promotor: Prof.dr.ir. J. Nerbonne

Copromotor: Dr. G. Bouma

Beoordelingscommissie: Dr. I. Dagan

Prof.dr. D. Geeraerts

Prof.dr. P.T.J.M. Vossen

ISBN: 978-90-367-3564-3



Acknowledgements

Being more than 1000 kilometers and six months away from my time in Gronin-

gen, I remember all those that contributed in one way or another to the work

described in this book.

First of all, I am grateful to my promotor John Nerbonne and co-promotor

Gosse Bouma for their valuable comments on my written work and oral pre-

sentations. I would also like to thank the members of my reading committee,

Ido Dagan, Dirk Geeraerts and Piek Vossen for taking the time to assess my

manuscript. For Gosse Bouma the term daily supervision can almost be taken

literally, as he always made time for me when I needed to discuss things or

I simply could not find the data or programs I needed. His reaction when I

asked for an appointment, was usually: Now?. I found this way of working very

motivating.

In general I really enjoyed working in a team of researchers that are collab-

orative, efficient, and open to new ideas. It was thanks to funding from NWO,

the Netherlands organisation for scientific research, that we were able to build

the very successful IMIX group in Groningen, and I would like to thank the

members of that group for the collaborations that made research such an ex-

citing and fruitful enterprise: Gosse Bouma, Ismail Fahmi, Jori Mur, Gertjan

van Noord and Jörg Tiedemann. The IMIX project involved researchers from

several universities in the Netherlands with whom we had interesting discussions

and collaborations.

I would like to thank all people from the Alfa-informatica division in Gronin-

gen, people from the CLCG group in general, and from outside: Maria Georges-

cul, Jennifer Spenader, and Theo Vosse for interesting discussions and/or help.

The advertisement campaign for the city of Groningen says Er gaat niets

boven Groningen ‘nothing is better than (literally: above) Groningen’, but I

have really enjoyed collaborations with people outside Groningen as well. I

would like to thank the members of the CLT group from Macquarie University

and especially Robert Dale, Diego Molla, and Menno van Zaanen for having me

as a visiting academic in their summer of 2007. Apart from skipping the winter



vi

in the Netherlands I enjoyed the reading groups and meetings a lot. During my

visit in Sydney the several discussions with James Curran about distributional

similarity techniques were also a great pleasure.

After meeting Jean-Luc Manguin at CLIN, we started a very fruitful collab-

oration that made it possible for me to apply some of my methods to French

using the French synonym dictionary for evaluation. I also very much enjoyed

the enthusiastic discussions during the distributional similarity meeting at the

Lattice labs in Paris I was invited to.

For one reason or another it helps to see people suffer in the same way as

you do. I would like to thank the members of Schildpad, the thesis acceleration

group, for their support, and for sharing frustrations and stress when the end

of the thesis or rather the end of funding is approaching: Geoffrey Andogah,

Jacky Benavides, Jantien Donkers, Ismail Fahmi, Jori Mur, and Erik-Jan Smits.

Of those I would especially like to thank my officemates Ismail Fahmi and Jori

Mur, for the great atmosphere and for sharing great moments. Conversations

with Jori when I was in Groningen and still today are invaluable.

A friendly face when entering the Harmonie building in the morning helps

to start the working day. I would like to thank the porters for being such great

professionals. I would also like to thank the administrative office for their help

and support.

Negative results, shattered expectations, a researcher needs to get rid of

frustration and aggression. I would like to thank the colleagues that took part

in our weekly sports activities ranging from football, a bit of volley, a bit of

basketball, to football again, for risking their lives as members of our very

friendly, non-competitive sports team. I would especially like to thank Roel

Jonkers for keeping the group together.

Although I did not particularly appreciate the food provided in the canteen

of the Harmony building, I really enjoyed the Spanish lunches organised by

Jacky Benavides, where we learned the basics of the Spanish language and had

lots of fun.

I would like to thank my friends and family for their encouragements, sup-

port, help, and for distracting me from time to time: my parents, my grand-

mother, Eleonora, Erla and Guido Keijser, Joost Doornik, Jori, Julia, Marieke,

Marjolein, Sander, and Tanja. In particular, I want to thank Floris for his en-

couragements to start a PhD project in chilly Groningen up north, for coming

with me, and especially for his support in the last stages of the project. Without

our evening outings after each day of non-stop writing, I would have definitely

gone mad.

Lastly, I would like to thank my paranimfs, Marjolein Deunk and Julia

Klitsch, for helping me to try and turn the day of my defence into a great party.



Contents

1 Introduction 1

1.1 Words . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.2 The meaning of words . . . . . . . . . . . . . . . . . . . . . . . . 2

1.3 Automatic acquisition . . . . . . . . . . . . . . . . . . . . . . . . 3

1.4 Types of lexico-semantic information . . . . . . . . . . . . . . . . 4

1.5 Application . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.6 Research questions . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.7 Overview of chapters . . . . . . . . . . . . . . . . . . . . . . . . . 8

2 Lexico-semantic knowledge 11

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

2.2 Lexical elements . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.2.1 Open-class words . . . . . . . . . . . . . . . . . . . . . . . 12

2.2.2 Polysemy and homonymy . . . . . . . . . . . . . . . . . . 13

2.3 Lexico-semantic relations . . . . . . . . . . . . . . . . . . . . . . 14

2.3.1 Associative relations . . . . . . . . . . . . . . . . . . . . . 15

2.3.2 Taxonomically related words . . . . . . . . . . . . . . . . 15

2.3.3 Synonymy . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.4 Available lexico-semantic resources . . . . . . . . . . . . . . . . . 20

2.4.1 EuroWordNet . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.4.2 Word association norms . . . . . . . . . . . . . . . . . . . 22

2.5 Evaluating lexico-semantic knowledge . . . . . . . . . . . . . . . 23

2.5.1 Gold standard evaluation . . . . . . . . . . . . . . . . . . 24

2.5.2 Task-based evaluation . . . . . . . . . . . . . . . . . . . . 30

2.5.3 Evaluation against ad hoc human judgements . . . . . . . 34

3 Syntax-based distributional similarity 37

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

3.2 Syntax-based methods . . . . . . . . . . . . . . . . . . . . . . . . 39

3.2.1 Syntactic context . . . . . . . . . . . . . . . . . . . . . . . 39



viii CONTENTS

3.2.2 Measures and feature weights . . . . . . . . . . . . . . . . 39

3.2.3 Related work . . . . . . . . . . . . . . . . . . . . . . . . . 41

3.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.3.1 Data collection . . . . . . . . . . . . . . . . . . . . . . . . 45

3.3.2 Definitions . . . . . . . . . . . . . . . . . . . . . . . . . . 48

3.3.3 Similarity measures . . . . . . . . . . . . . . . . . . . . . 49

3.3.4 Weights . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

3.4 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

3.4.1 EWN similarity measure . . . . . . . . . . . . . . . . . . . 51

3.4.2 Synonyms, hypernyms and (co)-hyponyms . . . . . . . . . 52

3.4.3 Test set . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

3.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54

3.5.1 Cell and row frequency cutoffs . . . . . . . . . . . . . . . 54

3.5.2 Comparing measures and weights . . . . . . . . . . . . . . 56

3.5.3 Comparing corpora . . . . . . . . . . . . . . . . . . . . . . 62

3.5.4 Comparison to proximity-based method . . . . . . . . . . 62

3.5.5 Distribution of semantic relations . . . . . . . . . . . . . . 64

3.5.6 Comparing syntactic relations . . . . . . . . . . . . . . . . 65

3.5.7 Comparison to our previous work . . . . . . . . . . . . . . 70

3.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 71

4 Alignment-based distributional similarity 73

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

4.2 Alignment-based methods . . . . . . . . . . . . . . . . . . . . . . 75

4.2.1 Translational context . . . . . . . . . . . . . . . . . . . . . 75

4.2.2 Measures and feature weights . . . . . . . . . . . . . . . . 76

4.2.3 Related work . . . . . . . . . . . . . . . . . . . . . . . . . 77

4.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80

4.3.1 Data collection . . . . . . . . . . . . . . . . . . . . . . . . 80

4.3.2 Similarity measures . . . . . . . . . . . . . . . . . . . . . 82

4.3.3 Weights . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

4.4 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

4.4.1 Synonyms, hypernyms and (co)-hyponyms . . . . . . . . . 83

4.4.2 Evaluation against human judgements . . . . . . . . . . . 84

4.4.3 Test set . . . . . . . . . . . . . . . . . . . . . . . . . . . . 84

4.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 85

4.5.1 Cell and row frequency cutoffs . . . . . . . . . . . . . . . 85

4.5.2 Comparing measures and weights . . . . . . . . . . . . . . 86

4.5.3 How to remedy errors related to compounding . . . . . . 91

4.5.4 Comparing corpora . . . . . . . . . . . . . . . . . . . . . . 93



CONTENTS ix

4.5.5 Comparing languages . . . . . . . . . . . . . . . . . . . . 97

4.5.6 Distribution of semantic relations . . . . . . . . . . . . . . 99

4.5.7 Comparison to syntax-based method . . . . . . . . . . . . 101

4.5.8 Evaluation on French data . . . . . . . . . . . . . . . . . . 105

4.5.9 Evaluation against ad hoc human judgements . . . . . . . 107

4.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

5 Proximity-based distributional similarity 111

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

5.2 Proximity-based methods . . . . . . . . . . . . . . . . . . . . . . 112

5.2.1 Proximity-based context . . . . . . . . . . . . . . . . . . . 112

5.2.2 Measures and feature weights . . . . . . . . . . . . . . . . 113

5.2.3 Related work . . . . . . . . . . . . . . . . . . . . . . . . . 114

5.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117

5.3.1 Data collection . . . . . . . . . . . . . . . . . . . . . . . . 117

5.3.2 Similarity measures . . . . . . . . . . . . . . . . . . . . . 119

5.3.3 Weights . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

5.4 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

5.4.1 Word association norms . . . . . . . . . . . . . . . . . . . 120

5.4.2 Synonyms, hypernyms and (co)-hyponyms from EWN . . 121

5.4.3 Test sets . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

5.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

5.5.1 Cell and row frequency cutoffs . . . . . . . . . . . . . . . 122

5.5.2 Comparing measures and weights . . . . . . . . . . . . . . 123

5.5.3 Distribution of semantic relations . . . . . . . . . . . . . . 126

5.5.4 Comparison with syntax- and alignment-based method . . 127

5.6 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133

6 Using lexico-semantic knowledge for question answering 135

6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 135

6.2 The architecture of Joost . . . . . . . . . . . . . . . . . . . . . . 136

6.3 Lexico-semantic information used . . . . . . . . . . . . . . . . . . 138

6.4 Question analysis (case study) . . . . . . . . . . . . . . . . . . . . 142

6.4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . 142

6.4.2 Description of component . . . . . . . . . . . . . . . . . . 143

6.4.3 Related work . . . . . . . . . . . . . . . . . . . . . . . . . 144

6.4.4 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . 145

6.4.5 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . 145

6.4.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 146

6.4.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . 146



x CONTENTS

6.5 Query expansion for passage retrieval . . . . . . . . . . . . . . . . 147

6.5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . 147

6.5.2 Description of component . . . . . . . . . . . . . . . . . . 148

6.5.3 Related work . . . . . . . . . . . . . . . . . . . . . . . . . 149

6.5.4 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . 151

6.5.5 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . 152

6.5.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 152

6.5.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . 159

6.6 Answer matching and selection . . . . . . . . . . . . . . . . . . . 160

6.6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . 160

6.6.2 Description of component . . . . . . . . . . . . . . . . . . 160

6.6.3 Related work . . . . . . . . . . . . . . . . . . . . . . . . . 161

6.6.4 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . 162

6.6.5 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . 164

6.6.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 164

6.6.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . 167

6.7 Anaphora resolution for off-line QA . . . . . . . . . . . . . . . . . 167

6.7.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . 167

6.7.2 Description of component . . . . . . . . . . . . . . . . . . 168

6.7.3 Related work . . . . . . . . . . . . . . . . . . . . . . . . . 169

6.7.4 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . 170

6.7.5 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . 172

6.7.6 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . 173

6.7.7 Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . 175

6.8 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 176

7 Conclusions and future directions 179

7.1 Research questions . . . . . . . . . . . . . . . . . . . . . . . . . . 179

7.2 Conclusions with respect to the first research question . . . . . . 179

7.3 Conclusions with respect to the second research question . . . . . 181

7.4 Future directions . . . . . . . . . . . . . . . . . . . . . . . . . . . 182

7.5 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 183

8 Unfinished sympathies 185

8.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 185

8.2 Third-order affinities . . . . . . . . . . . . . . . . . . . . . . . . . 185

8.2.1 First, second, and third . . . . . . . . . . . . . . . . . . . 185

8.2.2 Transitivity of meaning . . . . . . . . . . . . . . . . . . . 186

8.2.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . 187

8.2.4 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . 189



CONTENTS xi

8.2.5 Results and discussion . . . . . . . . . . . . . . . . . . . . 189

8.2.6 Conclusion and future work . . . . . . . . . . . . . . . . . 191

8.3 Word sense discovery . . . . . . . . . . . . . . . . . . . . . . . . . 192

8.3.1 Senses . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 192

8.3.2 Clustering features . . . . . . . . . . . . . . . . . . . . . . 192

8.3.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . 194

8.3.4 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . 195

8.3.5 Results and discussion . . . . . . . . . . . . . . . . . . . . 196

8.3.6 Conclusion and future work . . . . . . . . . . . . . . . . . 197

Bibliography 199

Nederlandse samenvatting 211

GRODIL 215



xii CONTENTS



Chapter 1

Introduction

1.1 Words

The fact that the reader’s eyes are sliding over this text, and he at least grasps

some of what I am saying, shows the representational powers that words have.

Words in isolation bring about associations in our heads:

sun

black

freedom

By means of combinations of words in sentences we are able to express more

precise information about events or situations.

The sun was shining brightly as the black horse escaped the farm

and walked its way to freedom.

Humans learn about the meaning of words during the course of their lives. The

associations people have with particular words is largely dependent on the social

environment and the experience a person has. The study of how humans acquire

such associations is a fascinating field of research.

This thesis is in computational linguistics. Computational linguists are con-

cerned with the modeling of natural language. These models of natural language

can be very useful in computer applications, where natural language is used in

communications between a user and the computer.

The computer applications that are most familiar to us are probably search

engines such as Google. The user types in words hoping to retrieve relevant
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documents in return. Now, the user is still very much adapting to the computer

environment. He types in keywords. If the user were to stand in front of another

human being that could give him the information he wanted the information

request would surely not be composed of keywords only: Nicole Kidman married

He would ask the other person a question in natural language, such as Do you

happen to know who Nicole Kidman is married to? We will come back to

questions in natural language in section 1.5.

Even though the user adapts to the computer by typing in keywords, the

task for the computer is not easy. We know what the words we have typed

in mean and we have a clear view of what the document we want to retrieve

should contain. For the computer words are just combinations of characters

separated by white space that appear together in large quantities, now and then

mixed with dots, commas, question marks etc. The combination of characters is

received by the computer and matched against the document collection. If the

same combination of characters is found in one of the documents, this document

is returned.1

People may use a wide variety of terminology to describe the same concept.

Furnas et al. (1987) have shown that the probability that people will use the

same term to describe the same concept is less than 20%. So if a search engine

relies on matching words from the user’s query with words in the document

only, it runs a very high risk of missing relevant documents due to differences

in terminology. This is why we would like the computer to understand that

infants and babies are the same things. If a user asks information about infants,

documents with information about babies should be returned as well.

We would like to contribute to the modeling of natural language. We would

like to make the computer deal a little bit better with natural language. We

could have aimed at making the computer understand how sentences are struc-

tured (parsing), or what social conventions lie beneath conversations people

have (dialogue), but we chose to start with the building blocks of language: the

words. We want to contribute to modelling the world of words.

1.2 The meaning of words

We want to build a model of the world of words in which words that are related

to each other are close to each other. For example, chairs and tables are things

that are related to each other, we want the words chair and table to be close

in our world of words. Moreover, words that refer to the same things such as

1Of course people have been working on search engines for some time, and the techniques
behind it are not that simple. Sophisticated techniques, for example, techniques based on
popularity of documents, are implemented to make the chances of finding relevant documents
higher.
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infant and child should be even closer. Lastly, we want to model associations

people have with words. There is an association between sun and heat in many

people’s heads. We want to capture these associations in our model.

We already noted that humans learn the meaning of words through ex-

perience. People have sensory systems for vision, hearing, touch, taste, and

smell, that give them a rich perception of the world around them. Although

a computer could be equipped with camera’s, microphones, and so on, it is

questionable whether it would be able to perceive the world as we do. For our

purpose of building a model of the world of words we give just text as input

to the computer, just combinations of characters limited by white space and

punctuation. With this input we hope that it will be able to build a world of

words.

Does the world of words capture the meaning of words? There have been

many debates on what the meaning of a word exactly is. Is it the definition

we find in dictionaries? Is it the mental image a person or a group of people

have of it? We will use the term meaning repeatedly in this thesis. With this

we do not pretend to greater knowledge than the relations between words, as

they are found in our world of words. Because these relations hold between

words (the lexical elements) by virtue of their meaning (semantics), this type

of information is referred to as lexico-semantic knowledge.

1.3 Automatic acquisition

How do we want to make a computer infer a model of the world of words from

text? The magic word is context. The context of a word are the words that are

found close to it in text. We want to determine the meaning of a word in terms

of its relation to other words by looking at its context. For example, the word

to drink appears in the context of words such as milk, water, coffee, tea etc.

Immediately we can see that these words have something in common: They are

all liquid.

The idea that the context of words is the key to grasping their meaning is

conveyed by the following example of an unknown word X in context.

(1) These figures show X use among different age groups.

Some of the more immediate effects of X use may include a feeling of

euphoria, a loss of concentration, relaxation.

The project provides information on subsequently tobacco, alcohol, X,

and gambling for Secondary School students.



4 Chapter 1. Introduction

From these example sentences, we can infer that we are dealing with some kind

of psychoactive product, that is brought in relation with alcohol and gambling.

The distributional hypothesis (Harris, 1968) lies behind the idea that

the context of words tells us what they mean as well as the Firthian saying: You

shall know a word by the company it keeps (Firth, 1957). The way words are

distributed over contexts tells us something about their meaning. The methods

that are based on this hypothesis are called distributional methods.

Note that we are interested in words that share the same contexts and not

words that appear in the same context together. The two cases are referred

to by the terms second-order and first-order affinities (Grefenstette,

1994b), respectively. There exists a first-order affinity between words if they

often appear in the same context, i.e. if they can often be found in the vicinity

of each other. Words that co-occur frequently such as orange and squeezed have

a first-order affinity. First-order affinities have, for example, been studied by

Church and Hanks (1989) and Sahlgren (2006). There exists a second-order

affinity between words if they share the same first-order affinities. These words

need not appear together themselves, but their environments are similar. Orange

and lemon appear often in similar contexts such as squeezed and juicy.

Often semantically similar words such as synonyms do not appear in the

same text. They do not have a first-order affinity. For example referee and

umpire are two words for the same function, but games either choose for the

one term or the other. One will not often find the two terms together in a single

text. Measuring the extent to which these two terms co-occur with words such

as play and score, i.e. determining their second order affinity, will give us a

better indication of their semantic similarity. We will be mostly concerned with

second-order affinities in this thesis.2

So, what we want to do is feed the computer large amounts of texts. We

want it to deduce from these texts what words are found in the same context.

Based on these co-occurrences we want it to build a model of relations between

words.

1.4 Types of lexico-semantic information

We explained in the previous section that the context is our key to finding the

meaning of words. Now, context can be defined in several ways. The way we

decide to define the context determines the type of lexico-semantic knowledge

we will retrieve.

For example, one can define the context of a word as the n words surrounding

2As they are a by-product of the syntax-based method, we will use a special type of first-
order affinity for the QA system in Chapter 6, i.e. categorised named entities.
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it. In that case proximity to the headword is the determining factor. We refer to

these methods that use unstructured context as proximity-based methods.

Other terms used to refer to this method are bag-of-words method, co-

occurrence method, and window-based or word-based method.

Another approach is one, in which the context of a word is determined by

syntactic relations. In this case, the headword is in a syntactic relation to a

second word and this second word accompanied by the syntactic relation form

the context of the headword. We refer to these methods as syntax-based

methods.

Kilgarriff and Yallop (2000) use the terms loose and tight to refer to the dif-

ferent types of semantic similarity that are captured by proximity-based meth-

ods and syntax-based methods. The semantic relationship between words gen-

erated by approaches that use unstructured context seems to be of a loose,

associative kind. These methods tend to find nearest neighbours that belong to

the same subject fields. This type of similarity is also referred to by the term

topical similarity. For example, the word doctor and the word disease are

linked in an associative way and part of the same subject field. Methods using

syntactic information have the tendency to generate tighter relations, putting

words together that are in the same semantic class, i.e. words that are the same

kind of things. Such methods would recognise a semantic similarity between

doctor and dentist (both professions), but not between doctor and hospital or

disease. Mohammad (2008) refers to the looser type of relatedness as semantic

relatedness and to the tighter relations as semantic similarity.

A third method we have used is the alignment-based method. Here,

translations of words, retrieved from the automatic word alignment of parallel

corpora are used to determine the similarity between words. This method results

(idealy) in even more tightly related data, as it mainly finds synonyms.

We have dedicated three chapters to three different ways of defining con-

text and we will show the difference in nature of the lexico-semantic knowledge

resulting from it.

1.5 Application

We explained in section 1.1 that models of natural language are useful for com-

puter applications, where the user communicates with the computer by means

of natural language. We gave the example of search engines, where people type

in keywords hoping to retrieve documents relevant to their information need.

The application we will be concerned with in this thesis is question answer-

ing (QA). Our work is embedded in the framework of the IMIX (Interactive
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Multimodal Information eXtraction3) project in which our group is responsible

for question answering for Dutch. Question answering is a challenging task,

which has received significant attention in the last few years. An example of

this attention is the Cross-Language Evaluation Forum (CLEF4) that provides a

testbed for question answering systems in multiple European languages. Ques-

tion answering is related to search engines and the task of information retrieval,

but there are two main differences.

One of the main differences between search engines and question answer-

ing systems is that an answer to the user’s question and not a list of relevant

documents is retrieved. Question answering tries to find the exact answer to

the user’s question and nothing but the exact answer in a large text collection.

Another equally important difference between search engines and question an-

swering is the fact that the system is designed to deal with full-fledged questions

in natural language and not just keywords.

Figure 1.1: System architecture of Joost.

In Figure 1.1 we can see the architecture of Joost depicted. All components

3http://www.nwo.nl/imix
4http://clef-qa.itc.it

http://www.nwo.nl/imix
http://clef-qa.itc.it
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in our system rely heavily on syntactic analysis, which is provided by Alpino Van

Noord (2006), a wide-coverage dependency parser for Dutch. We parsed both

question and document collection with Alpino. We will now give a brief overview

of the components in our QA system. The components will be explained in more

detail in Chapter 6 in sections 6.4 up to 6.7, where the application of lexico-

semantic information to each component will be discussed.

The first processing stage is question analysis. The input to this com-

ponent is a natural language question in Dutch, which is parsed by Alpino.

The task of question analysis is to determine the question type and to identify

keywords in the question. Questions are classified according to the expected

answer type. A question like What country is the biggest producer of vodka?

would be classified as a LOC question, because the expected answer type is a

named entity of the type location.

From question analysis we can take two directions. Depending on the ques-

tion type the next stage is either passage retrieval or table look-up.

Answers to highly likely questions for which fixed patterns can be defined, are

stored in tables before the question answering process takes place. If the ques-

tion is classified as a question for which tables exist, it will be answered by table

look-up. For all questions that cannot be answered by table look-up, we follow

the other path through the QA-system to the IR component.

The final processing stage in our QA-system is answer extraction and

selection. The input to this component is a set of paragraph IDs, either

provided by off-line QA or by the IR system and the output is an exact answer

string. Several features are used to rank the extracted answers. Finally, the

answer ranked first is returned to the user.

We explained how a search engine can benefit from lexico-semantic informa-

tion to overcome the terminological gap, i.e. the fact that a user’s terminology

to describe an information need is often very different from the terminology

used in the document that fulfills the information need. We believe that lexico-

semantic information can help finding better answers to a user’s question for

the task of QA.

Also, we believe that the type of lexico-semantic information needed depends

on the nature of the component of the QA system. For example, we expect that

the passage retrieval component will benefit from associative relations between

words, whereas the answer matching and selection component will probably

benefit from tighter semantic relations, such as synonymy. Expanding a ques-

tion, such as What populations waged war in Rwanda?, with associations found

in the corpus, such as Hutu and Tutsi, is beneficial for passage retrieval. It

will raise the chances of finding the right document if we include associations

that in fact hold the answer to the question. However, for answer matching and
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selection we would rather find synonyms for waged war and populations to be

able to account for surface variation when matching the dependency relations

of the question and the candidate answer.

1.6 Research questions

We will study three different distributional methods for the automatic acquisi-

tion of lexico-semantic information. The difference between the three methods

lies mainly in the way we define the context. We will give a characterisation of

the information that stems from these methods and we will evaluate the results

on several gold standards.

With regard to the application we are working on, i.e. question answering,

we would like to know, what type of lexico-semantic information, if any, helps

to improve the system. The question answering system is composed of several

components. We would like to see what type of lexico-semantic information is

useful for what component.

In summary, the proposed research questions are:

• What type of lexico-semantic information stems from the different distri-

butional methods?

• What lexico-semantic resources are most useful for which components in

QA?

1.7 Overview of chapters

Chapter 2 provides background information on the lexico-semantic information

we will consider in this thesis. We will explain what lexical elements we will

focus on and what semantic relations between them we will try to discover. We

will describe some existing resources for lexico-semantic information, and finally

we will discuss how we will evaluate the automatically acquired lexico-semantic

information.

The three following chapters describe the three methods we have used in

order to acquire lexico-semantic information. Each chapter will introduce the

method under discussion and give a summary of related work. The methodology

will be described, as well as the evaluation framework. Results will be given

for evaluation on several gold standards. In the last section of each chapter

conclusions will be drawn.

Chapter 3 begins by discussing the syntax-based method. Chapter 4 will

be concerned with the alignment-based method. Chapter 5 will explain how

we used the proximity-based method to acquire lexico-semantic information.
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After having shown the type of lexico-semantic information that stems from

the three methods, we will apply the lexico-semantic information to the task

of question answering in Chapter 6. We will give an overview of the various

components that the question answering system is composed of. For each com-

ponent we will show what type of lexico-semantic information is most useful.

Chapter 7 summarises and discusses the main results from this thesis.

We wanted to include some work in progress that we found particularly

interesting. We have dedicated Chapter 8 to these unfinished sympathies.
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Chapter 2

Lexico-semantic knowledge

2.1 Introduction

In the previous chapter we explained that we want to automatically acquire

lexico-semantic knowledge. We explained that lexico-semantic knowledge com-

prises information about semantic relations between lexical elements. In this

chapter we will give some background information on lexico-semantic knowl-

edge. We will introduce the different lexical elements and the semantic relations

between them that will be studied in this thesis.

An example of a resource of lexico-semantic knowledge that the reader might

be familiar with is Princeton WordNet (Fellbaum, 1998). Princeton WordNet

is an electronic resource inspired by current psycholinguistic theories of human

lexical memory. Synonyms are grouped in synsets, i.e. lists of words that are

(near)-synonyms. These synsets are in turn related by basic semantic relations.

We can, for example, find that a cat is a carnivore because there is a seman-

tic relation, i.e. the hypernym relation, between carnivore and cat. The

hypernym relation puts the word cat in the category of carnivores.

The metaphor of a graph helps us to talk about the lexical elements and the

relations between them. The lexical elements are the nodes and the relations

between them are the arcs connecting the nodes. We have sketched an example

graph in Figure 2.1. After having explained the arcs and nodes, i.e. the lexical

elements (section 2.2) and the semantic relations between them (section 2.3), we

will give an overview of existing resources in section 2.4. In section 2.5 we will

conclude by discussing possible ways of evaluating the acquired lexico-semantic

knowledge.
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carnivore

cat dog

Figure 2.1: A lexico-semantic graph

2.2 Lexical elements

Before discussing the different kind of relations that exist between lexical ele-

ments, we need to define what lexical elements will be the focus of the current

study. What is the nature of the elements that we expect to find relations be-

tween? We will be concerned with open-class words and we will lemmatise the

words included. We will explain these terms briefly in section 2.2.1 and we will

discuss the problem that lexical ambiguity poses in section 2.2.2.

2.2.1 Open-class words

In this study we are concerned with open-class words. Examples are nouns,

such as bier ‘beer’, adjectives, such as sterk ‘strong’, and verbs, such as zien

‘see’. They belong to the classs of words that is open to new words. Van Dale

published a top ten of the most widely used new terms in the media for 2007.

The verb sonjabakkeren is at position number five. Sonjabakkeren refers to a

special form of dieting introduced by Sonja Bakker.

Open-class words are opposed to closed-class words, such as the deter-

miners de ‘the’, and een ‘a’, and the conjunction en ‘and’. Closed class words

are typically more frequent, but there are fewer of them. Acquiring the seman-

tics of the closed class words is something that could in principle be done by

hand. For a large class, such as the open-class words, this is less feasible.

In this thesis we will focus on finding semantic relations such as synonymy

between open class words and we will dedicate most time to nouns, such as cat,

and proper names, such as Groningen.

The term open-class words is not precise enough. Both obeys and obey are

words. We will incorporate only the canonical form of words in the knowledge

base and not all inflected or derived forms. Such canonical forms are often

referred to by the term lemma or lexeme. We have chosen the singular form

in the case of nouns and the first person singular, present tense as the basic

lexical element in the case of verbs. In the example given above we would select

obey as the lexical element.

The s in obeys is an inflectional affix. We abstract away from such

inflectional affixes by including only lemmas in the knowledge base. After all,

we are interested in the meaning of words and inflection has little effect on the
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meaning of a word, only on certain aspects, such as tense. On the contrary,

derivational affixes distinguish between the meaning of words. They dis-

tinguish between syntactic categories as well. Consider the stem help combined

with derivational affixes -ful and -er. The word helpful is an adjective, whereas

helper is a noun. Furthermore, the common aspect of these words, that is linked

to the stem help, is only a part of their full meaning. This explains also why

these derivational variations are usually listed as separate items in the dictio-

nary and not as variations of the lexical element help. We will also list them as

separate entries.

The verb help brings us to another important feature of the knowledge base.

We disambiguate words with respect to the syntactic category they are associ-

ated with, if this information is available. For example, the word help can both

refer to the verb and the noun reading. There will be separate entries for the

verb help and the noun help, if this information is available.

Apart from single words we have also included some multiword terms. How-

ever, we limited ourselves to the inclusion of multiword terms that our depen-

dency parser recognises, for example, proper names such as Michael Jackson or

Den Haag ‘The Hague’. Although we will refer to the lexical elements in the

knowledge base as words in the next sections, it should be clear to the reader

that we do not only include single words, but also multiword terms.

2.2.2 Polysemy and homonymy

‘One of the basic problems of lexical semantics is the apparent multiplicity of

semantic uses of a single word form (...)’ Cruse (1986). These semantic uses are

generally referred to by the term senses. An example of a word with multiple

senses is the word bank. The word can either refer to a shore of a river or an

establishment for the custody of money.

A distinction is often made between two forms of lexical ambiguity: poly-

semy and homonymy. In the case of polysemy the several meanings are related,

whereas in the case of homonymy they are not. We have already introduced

the lemma or lexeme, the canonical form of a set of word-forms, that is used in

dictionaries. In case a single lexeme has many senses we speak of polysemy. If a

word-form belongs to more than one lexeme we speak of homonymy. However,

the ‘border-line (...) is sometimes fluid.’ (Ullman, 1957). In this work we do

not make the distinction between polysemy and homonymy. We will speak of

polysemy, referring to both related multiple meanings and unrelated multiple

meanings.

It would be ideal if we could have a disambiguated account of words and the

relations between them. For example, by having an entry for each sense of each
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word in our knowledge base: bank[1] for the shore of a river, and bank[2] for the

custody of money. This would result in having distinct nodes and arcs departing

from these node for each lexical element. It is what a hand-built lexical resource,

such as WordNet (Fellbaum, 1998), tries to do and we will come to speak about

it later. This disambiguated account of words, however, requires word sense

discovery, which is a study in itself. It falls outside the scope of this thesis.1

The knowledge base to be developed here makes no sense distinctions. We will

come across deficiencies resulting from polysemy in the next chapters.

It might be a poor consolation to note that it is often difficult to make

use of the sense distinctions comprised in the knowledge base, when used in an

application. Distinguishing between senses of words, when building a knowledge

base, is one thing, but making use of this sense information is another thing.

Making use of sense information in resources in an adequate way requires word

sense disambiguation. Yet another field of study that falls outside the scope of

this chapter.

2.3 Lexico-semantic relations

Now that we have made clear what lexical elements we will consider in this the-

sis, we will discuss the relations between these lexical elements. These relations

determine the structure of the lexico-semantic knowledge base. To continue the

metaphor of a word graph we introduced in the previous section: We explained

what the nodes in our graph are and will now talk about the arcs that connect

the nodes.

There are several types of lexico-semantic relations. Kilgarriff and Yallop

(2000) use the terms loose and tight to describe different types of lexico-semantic

resources. In a loose resource, such as the Roget Thesaurus (Roget, 1911), words

are related in an associative way. They are related according to subject field,

whereas tight resources tend to group words that are the same kind of things,

i.e. that belong to the same semantic class, together.

We include words at increasing levels of tightness in the lexico-semantic

knowledge base. In our discussion of the different types of lexico-semantic rela-

tions we will go from loose relations (the associative relation, section 2.3.1) to

tighter relations (taxonomically related words, section 2.3.2) to an even tighter

relation (synonymy, section 2.3.3).
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hospital
disease

nurse

doctor

parsley

saucer

Figure 2.2: Fragment of an associative network

2.3.1 Associative relations

Some words are related in an associative way, for example hospital and nurse.

The same holds for food and hunger. The words do not have to belong to the

same semantic class. Food belongs to the class of concrete objects, whereas

hunger is something abstract. A nurse is a human being, whereas a hospital is a

building. They are, however, related with respect to subject. When people are

in a conversation about hospitals, it is likely that they will speak about nurses

and diseases as well. It is less probable that they will start talking about parsley

and cooking utensils without introducing a change in subject.

Psychologists have designed free association tests to elicit these associations

from human subjects. Participants are asked to respond to a stimulus word

with the words that the stimulus word evokes in their mind. We will discuss a

free association test for Dutch in section 2.4.2.

We talked about nodes and arcs, the nodes being the lexical elements and

the arcs being the lexico-semantic relations. In the case of associative relations

we can think of a graph of lexical elements that are at a certain distance to each

other depending on the strength of association between them. In figure 2.2 a

fragment of this graph is depicted. Hospital is closely related to doctor, nurse

and disease, and much less related to saucer and parsley.

Note that the graph is an undirected graph. Although we are aware of

the fact that the human brain does not work in the same way, the system we

introduce below produces symmetrical associative relations. According to our

system, nurse is as much related to hospital as hospital is to nurse.

2.3.2 Taxonomically related words

Whereas the associative relations are represented as a flat network of lexical

elements at a certain distance, taxonomical relations give rise to a hierarchical

structure. Here it is not the subject-relatedness that brings the words together,

but the fact that they belong to the same semantic class. Because some classes

1However, in the last chapter we will show some preliminary results.
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animals

vertebrates

. . . fish mammals

carnivores

dog

Fluffy

cat

insectivores . . .

invertebrates

Figure 2.3: Fragment of a hierarchy of the world of animals

are supersets of other classes, a hierarchy is born.

We will try to make the distinction between the taxonomic and the associa-

tive relation clearer with some discussion. If we look at figure 2.3, we see that

within the group of animals we can distinguish the vertebrates and the inverte-

brates. Within the group of vertebrates we will find the fish, and the mammals.

Within the group of mammals we find the carnivores and insectivores. The

image of an upside-down tree with branches expanding to the bottom helps

to understand the nature of these taxonomic relations. At each point where

two branches meet we find the nodes. At the very end of the branches we find

nodes as well, but these do not expand to any other branches and are called the

leaves. In the example one of the leaves under dog is Fluffy a name that refers

to an instance of dog, a particular dog that exists in the world at some point in

time.

Let us again introduce some terminology. If two nodes are connected by one

single branch the more general node is called the mother node and the more

specific node the child node. More general nodes that can be reached from a

certain child node without having to change direction (going from more specific

to more general) are a node’s ancestors. On the other hand, all nodes under a

certain mother node that can be reached without having to change direction are

called its descendants. These terms invoke the analogy with a family and its

members. However, in a family descendants follow from a mother and a father.
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In the example in 2.3 each node descends from one single lexical element. The

best analogy would be that of a single parent family, such as a family of starfish.

Certain paths in the family tree have special names such as the hypernym

relation, the hyponym relation, and the co-hyponym relation. There is

a path that connects a general term to the next more specific term. Depending

on the direction the name for this path is either called the hypernym relation

or the hyponym relation. Mammals are a hypernym of insectivores. In reverse,

insectivores is a hyponym of mammals. The hypernym relation is also known

by the term superordinate. The hyponym relation is also known by the term

is-a relation or subordinate relation. In the case of a hyponym relation

between a named entity, such as Groningen, and its mother node city, the leaf

node is referred to by the name categorised named entity and the relation

is called the instance relation.

The name of the relation between words that are all directly under the same

mother node is the co-hyponymy relation. Insectivores and carnivores both

belong to the class of mammals and are therefore co-hyponyms. This relation

is also referred to by the term coordinate relation. In the metaphor of the

family tree they are sisters or siblings.

The differences with the associative relation are plenty. Note that the way

we represent taxonomically related words requires directed relations. Fish is a

daughter of vertebrates and vertebrates is a mother of fish. In one direction the

relation is called hyponymy in the other hypernymy.

We already claimed that the associative relation is looser than the hierarchi-

cal relations described in this section. At this point we are able to elaborate on

this a little further. While the associative relation is one that only incorporates

information about the distance between terms, the taxonomic relations provides

information about semantic inclusion: one term subsumes another.

If we take a look at resources that are available for the two types of infor-

mation: taxonomic relations and associatiative relations, we see that they are

built in different ways. The resources that are available for associative relations

are built by conducting association experiments with people. The results are

dependent on the group of subjects chosen. One group of people might consider

Elvis Presley to be very hip, whereas another group might find Snoop Dogg the

coolest thing. Resources that are available for the taxonomic relations are often

carefully built by domain specialists. They reflect the decisions taken by a large

community. For example, a whale is categorised as a mammal, although it has

the looks of a fish. These categorisations are the result of long debates among

biologists. Not all domains are well-categorised. Abstract things are a lot less

easy to categorise. Often rather ad hoc mother nodes have to be constructed to

create a category that brings together a group of lexical items. For example the
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mother node causal agent brings together person, agent, nature, supernatural

etc. in WordNet.

2.3.3 Synonymy

We have explained that taxonomically related words are words that are close in

the hierarchy of meaning such as hyponyms, hypernyms and co-hyponyms. A

type of semantically relatedness that we have not discussed so far that is at the

very beginning of the scale of similarity is synonymy.

To put it in simple terms there exists a synonymy relation between two

words if they share the same meaning. We will give an example of what the

lexico-semantic resource WordNet considers to be synonyms. In WordNet (near-

) synonymy is represented by means of a so-called synset. Synsets are groupings

of synonyms. For example nature, universe, creation, world, cosmos, and macro-

cosm form one synset. One word can belong to more than one synset, if it has

more than one sense. There is another sense of the word nature, that is part of

the synset that comprises nature, wild, natural state, and state of nature.

In literature people have debated about a definition for synonymy. We will

give a summary of some views and will explain which notion fits this work best.

Cruse (1986) proposes a scale of synonymy. He argues that since the point

of semantic identity, i.e. absolute synonymy is well-defined and the other

end-point, the notion of zero synonymy, is far more diffuse, a scale of semantic

difference is more satisfactory. The definition of absolute synonyms Cruse (1986)

gives is the following: “Two lexical units would be absolute synonyms if and

only if all their contextual relations (...) were identical.” He then continues with

examining an illustrative sample of possible candidates for absolute synonymy.

None of the pairs satisfy the criteria. He concludes by stating that “if they exist

at all, they are extremely uncommon.” Only in technical domains can one find

absolute synonyms, for example bovine spongiform encephalopathy (BSE), and

mad cow disease are two names for the same thing.

Next on the scale are the so-called cognitive synonyms. Cognitive syn-

onyms must be identical in respect of propositional traits, i.e. they must yield

the same truth-value, but they may differ in respect of expressive traits. Exam-

ples are father-daddy, cat-pussy, infant-baby. Cognitive synonyms arise where

certain linguistic items are restricted to certain sentences or discourses. Their

cognitive counterparts (synonyms) take their place in other sentences and dis-

courses. Cruse (1986) deals with these restrictions under two headings: (i) pre-

supposed meaning and (ii) evoked meaning. Presupposed meaning refers

to the semantic traits of a lexical item that place restrictions on its normal syn-

tagmatic companions. Drink takes for granted an object that has the property
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of being liquid. Grilling is usually used for raw food such as meat or green pep-

pers, and toasting for bread. In the above example the collocational restriction

is systematic. In other cases the restrictions can only be described by listing all

collocants. These restrictions are referred to with the term idiosyncratic collo-

cational restrictions. An example is the pair umpire-referee. Evoked meaning is

a consequence of different dialects and different registers in a language. Exam-

ples of geographical variety are autumn and fall, lift and elevator. Difference in

register give rise to cognitive synonyms such as matrimony and marriage.

From absolute synonyms we went to cognitive synonyms and next we find

the plesionyms (near-synonyms). They are distinguished from cognitive syn-

onyms by the fact that they yield sentences with different truth-conditions. Two

sentences which differ only in respect of plesionyms are not mutually entailing

but there may well be unilateral entailment. Cruse (1986) hence categorises

hyponyms/hypernyms under the plesionyms.2

Zgusta (1971) defines absolute synonymy as identity of all three basic compo-

nents of meaning: designatum, connotation, and range of application.

The term designatum refers to a referent of a single word in the extralinguistic

world. Synonyms should have agreement in designatum. Connotation refers to

the feeling or attidudinal value that a lexical element such as pass away distin-

guishes from die. The term range of application refers to the fact that certain

words are used in certain contexts. We speak of a stipend in connection with

a student or researcher, whereas salary is used in connection with teachers and

other officials. If there is a difference in one or more of the components, words

are near-synonyms only.

We have chosen to follow the definition of synonymy given by Cruse (1986).

When automatically acquiring synonyms from corpora we hope to find cognitive

synonyms, we want to find words that are identical in respect of propositional

traits, i.e. they must yield the same truth-value, but they may differ in re-

spect of expressive traits. Of course in the event of true synonyms we want

to extract those as well, but on the other end of the scale of synonymy we

want to limit ourselves to cognitive synonyms and exclude near-synonyms. We

have hereby decided for a rather strict notion of synonymy. The fact that we

are distinguishing other semantic relations such as the hyponym relation and

other related words made us opt for the strict definition of synonymy and not

near-synonymy. Also, the fact that we want to apply the synonyms acquired

to question answering pushed us in the direction of a rather strict definition.

Some of the components such as answer matching and selection require a strict

2A problem that arises with substitution tests for synonymy is that they abstract away from
potential syntactic or other differences that might affect the substitution test. For example,
ill and sick are synonymous, but because ill is only predicative, the substitution is often
problematic: a sick child vs *an ill child.
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human

infant-baby

baby girl baby boy

. . .

Figure 2.4: Fragment of a hierarchy with synonyms incorporated

definition. If we were to include near-synonyms we would almost certainly hurt

the precision.

However, we do need to extend the definition because of the problem of

polysemy. A word that has multiple meanings such as bank naturally gives rise

to multiple distinct (cognitive) synonyms. The definition for synonymy adapted

to polysemy is as follows: Two words are cognitive synonyms, if there is a sense

for both words which allows one word to be substituted for the other in a given

sentence without affecting the truth-value of the sentence. Note that we add

specifically that there is a sense for which the condition holds. In practice this

comes down to the description given by Fellbaum (1998). Fellbaum (1998) notes

that WordNet does not entail interchangeability in all contexts. One should

speak of synonymy relative to a context. We do not entail interchangeability in

all contexts either. Words are synonymous relative to a context.

Figure 2.4 shows what the result is of incorporating synonyms, such as infant-

baby, in a hierarchy of related words.

2.4 Available lexico-semantic resources

As explained in Chapter 1, one of the goals of this thesis is to automatically

acquire lexico-semantic information to be used in question answering. There are

however quite a number of manually constructed resources available. Many of

these resources are for the English language, but the famous Princeton Word-

Net has been extended to European languages (among which Dutch) in the

EuroWordNet project (Vossen, 1998).

A question that comes to mind immediately is, if people have struggled

for years carefully building lexico-semantic resources, why bother building your

own automatically? We need to build further because existing resources are

insufficient. We want to apply automatic techniques because it takes much

time and effort to build resources manually. A second reason is that language

evolves and a manually built resource would have to be updated every once in a

while, a time-consuming and expensive enterprise. As a consequence manually

built resources normally suffer from low coverage. Moreover, automatic corpus-
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based methods can be adapted to the domain needed in the current application.

The lexico-semantic information can be acquired from the corpus used in the

application. It can be updated as often as you like. With every newspaper

that arrives from the press in the morning, if that is what you want, or for any

domain adaptation. Once in place, the money and time needed is limited.

This is especially helpful to account for lexical variation. For example, Dutch

spoken in Flanders is different from Dutch spoken in the Netherlands. Geer-

aerts et al. (1999) give examples in their study of the lexical variation between

Belgian and Netherlandic Dutch for the clothing and football domain. Corpus-

based methods for building lexico-semantic resources can be tailored to either

two types of Dutch by using texts originating from either two countries. The

sem.metrix project3 from the University of Leuven aims to measure the struc-

ture of lexical variation by using large corpora.

We have, however, used existing resources to evaluate the performance of

our system. We realise that there are problems related to evaluating on the

resources that you are trying to improve and we will discuss this issue at the end

of section 2.5.1. Also, we used these resources as a baseline in our experiments

on QA. We will in the next sections (2.4.1 and 2.4.2) give some information

about two resources we have used.

2.4.1 EuroWordNet

The aim of the EuroWordNet project (Vossen, 1998) was to build a database

of wordnets for English, Spanish, Dutch, and Italian, similar to the Prince-

ton WordNet (Fellbaum, 1998). Princeton WordNet is an electronic resource

inspired by current psycholinguistic theories of human lexical memory. Each

wordnet in EuroWordNet is structured along the same lines as the Princeton

WordNet: synonyms are grouped in synsets, i.e. lists of words that are (near)-

synonyms. These synsets are in turn related by basic semantic relations such

as the hyponym relation. In addition each meaning is linked with an equiva-

lence relation to a Princeton WordNet synset. Thus a multilingual database is

created. We will be concerned with the Dutch part of EuroWordNet only and

will refer to it by the term Dutch EWN or simply EWN. Dutch EWN is smaller

than Princeton WordNet. According to Vossen et al. (1999), for nouns 56.8%

of the size of WordNet1.5 is reached.

We did a small experiment to see how many of the most frequent nouns

in the CLEF corpus were found in EuroWordNet. The CLEF corpus is an 80

million-word corpus of Dutch newspaper text. It is used for the Dutch track

of the Cross-Language Evaluation Forum (CLEF), a framework for the testing,

3http://wwwling.arts.kuleuven.ac.be/qlvl/semmetrix.htm

http://wwwling.arts.kuleuven.ac.be/qlvl/semmetrix.htm
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threshold # nouns in CLEF # nouns in EWN
1000 1,185 1,095 (92%)
100 7,741 5,292 (68%)
50 13,274 7,372 (55%)
20 27,598 10,217 (37%)

Table 2.1: Number of nouns found in Dutch EuroWordNet at several frequency
thresholds

tuning, and evaluation of information retrieval systems operating on European

languages. In the first column of table 2.1 the frequency cut-offs are given. In

the second column the number of nouns found in the 80 million-word CLEF

corpus are given for each frequency cut-off. In the last column we can see how

many of those nouns are found in EWN.

For nouns with a frequency above 1000 92% is found in EuroWordNet. For

words down to the frequency cut-off 100 this drops to 68%. It is clear from this

table that the coverage of EuroWordNet is not optimal. If we inspect the words

above frequency cut-off 1000 that are not found in EuroWordNet, we see that

many (78%) of the missing words are proper names, such as Feyenoord, FNV,

Fokker, Greenpeace, and Griekenland. Examples of common nouns (with a fre-

quency above 1000 in the CLEF corpus) that are not found in EWN are asiel-

zoeker ‘asylum seeker’, bestuursvoorzitter ‘chairman of the board’, blauwhelm

‘UN peacekeeper’, obligatiemarkt ‘debenture market’, politiemens ‘police per-

son’, but also iemand ‘somebody’, niks ‘nothing’, and ander ‘other’. Some

words ended up in the list of nouns due to parse errors, such as vice ‘vice’,

which is part of vice-president, and dit ‘this’, dat, ‘that’ het ‘it’ and oud ‘old’.

Lastly, there are two multiword expressions: een en ander ‘a couple of things’,

and van alles ‘all kind of things’ that are not found in EWN.

2.4.2 Word association norms

The Leuven Dutch word association norms (De Deyne and Storms, 2008) con-

tain association norms for 1,424 Dutch words. These norms are gathered in a

continuous word association task with participants. For each cue, three associa-

tion responses were obtained per participant. In total, on average 268 responses

for each cue were collected. The experiments were conducted between 2003 and

2006 and involved 10292 participating individuals. From this group, 6,329 per-

sons were female, 3,582 were male and 381 persons did not indicate their sexes.

The average age was 24 years (SD = 10.55) and was indicated for all but 61

participants. The majority of the participants consisted of 1st-year students at

the University of Leuven and at the University of Ghent.
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The entire set of stimuli materials consisted of 1,424 words. Some material

was taken from previous studies. It contains concepts from various natural

categories (fruit, vegetables, insects, fish, birds, reptiles, and mammals), artifact

categories (vehicles, musical instruments, and tools), action categories (sports

and professions), and a variety of concrete object concepts. The remainder of

the items was taken from the semantic categories of weapons, clothing, kitchen

utensils, food, drinks and animals. Furthermore, this set was expanded with

words corresponding to superordinate concept nouns such as mammal or vehicle.

Finally, in the course of the data collection study, new words were added in order

to provide norms for the most frequent association responses to the cue words

described above.

As the majority of the participants consisted of 1st-year students at the Uni-

versity of Leuven and at the University of Ghent, the data is Flemish. Although

Flemish and Dutch as spoken in the Netherlands are highly similar, there are

a number of lexical differences. For example, the word smoutebol is a typical

Flemish word referring to a Flemish type of pastry, fried in oil. The word is

unknown to most Dutch speakers. We believe that these cases are exceptional

and consider the resource a valid gold standard for Dutch as spoken in the

Netherlands. For a study of the lexical variation between Dutch as spoken in

the Netherlands and Dutch as spoken in Flanders we refer to Geeraerts et al.

(1999).

2.5 Evaluating lexico-semantic knowledge

The different types of relations the system proposes all require different evalua-

tion methods. We have introduced associative relations, taxonomically related

words, such as hypernyms and co-hyponyms, and lastly synonyms.

Before moving to the discussion of the evaluation of the several types of

lexico-semantic relations we would like to say something with regard to the

output of the system. For every target word the system outputs a ranked

list of words. The system returns several types of lexico-semantic relations:

associations, synonyms, and taxonomically related words. We will use the term

nearest neighbours to refer to these ranked list of words returned by the

system irrespective of the type of semantic relations found.

Let us first discuss the ranked-list output. The ranked list given by the

system provides both a rank (depending on the position in the list) and a score

attached to each word pair. In Van der Plas and Tiedemann (2006) we have

taken the approach advocated by Curran (2003), i.e to evaluate the system’s

top-N candidate synonyms, hereby augmenting N gradually. In this way we

do not take the scores into account but rely on the ranking only. We will
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refer to this method as the rank-based method. We have mostly used the

rank-based method in this thesis. However, in Van der Plas et al. (2008b) and

section 4.5.8 in Chapter 4 we have used the similarity scores attached to the

candidate synonyms to determine a threshold below which candidate synonyms

are no longer taken into account. Words now have varying numbers of candidate

synonyms for every threshold specified. We will refer to this method as the

score-based method.

There are several evaluation methods available to assess lexico-semantic

data. Curran (2003) distinguishes two types of evaluation: direct evalu-

ation and indirect evaluation. Direct evaluation methods compare the

semantic relations given by the system against human performance or exper-

tise. Indirect approaches do not use human evidence directly, the system is

evaluated by measuring its performance on a specific task. We will refer to

such approaches as task-based evaluation. The direct approaches can be

subdivided in comparisons against gold standards (for example, EWN, synonym

lists, association lists) and comparisons against ad hoc human judgements, i.e.

manual evaluations of the output of the system.

The following sections describe the evaluation framework we have chosen

to evaluate the automatically acquired lexico-semantic information. We will

describe for each type of lexico-semantic knowledge (associations, related words,

and synonyms) how the nearest neighbours are evaluated against gold standards

(section 2.5.1), on the task of question answering (section 2.5.2), and against

human judgements (section 2.5.3).

2.5.1 Gold standard evaluation

Many NLP tasks can be evaluated using a gold standard. In parsing for exam-

ple one might compare the results of the system with the ones provided in a

manually annotated treebank. For lexico-semantic data several gold standards

are available. We will first give an overview of how gold standards have been

used in literature to evaluate lexico-semantic information. We will then move

to the methods we have chosen to evaluate the three types of lexico-semantic

information: associations, taxonomically related words, and synonyms. We con-

clude by discussing the problems related to evaluating on gold standards in the

last section.

Related work on gold standard evaluation

Rapp (2002) has compared the results of automatic lexico-semantic acquisition

on free word association in addition to the generation of synonyms. They used

the Edinburgh Associative Thesaurus (EAT), a large collection of association
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norms by Kiss et al. (1973). For 100 stimulus words they compared the primary

response from the EAT with the results of their system.

English systems have been evaluated on psycholinguistic evidence such as

the collected semantic distance judgements on 65 word pairs of Rubinstein and

Goodenough (Rubenstein and Goodenough, 1965) and modifications of these

lists (Resnik, 1995; Budanitsky and Hirst, 2001; Weeds, 2003). Also the vo-

cabulary tests of the Test of English as a Foreign Language have been used for

evaluating similarity systems (Deerwester et al., 1990; Turney, 2001).

Curran and Moens (2002) have compared the nearest neighbours produced

by similarity measures with thesaurus entries taken from three different thesauri

(the Macquarie, Bernard (1990); Moby, Ward (1996); Roget, Roget (1911)).

Weeds (2003) argues that evaluating against these thesauri is problematic be-

cause the neighbour sets extracted should be more akin to WordNet than to

thesauri such as Roget. Weeds (2003) compares her system to WordNet in a

WordNet prediction task comparable to work done by Lin (1998a).

For Dutch, we have used Dutch EWN in previous work (Van der Plas and

Bouma, 2005a; Van der Plas and Tiedemann, 2006). Also, Van der Cruys (2006)

and Peirsman et al. (2007) have used Dutch EWN to evaluate their systems.

Gold standard evaluation for associative relations

Rapp (2002) has compared the results of automatic lexico-semantic acquisition

with the primary response from the EAT (the Edinburgh Associative Thesaurus)

by Kiss et al. (1973) for English. For Dutch we are aware of two resources: the

Woordassociatie Lexicon (van Loon-Vervoorn and van Bekkum, 1991) and the

Dutch Word Association Norms (De Deyne and Storms, 2008). We have chosen

the latter in our evaluations because of its recency and the large size.

Whereas Rapp (2002) looked at 100 stimulus words and their primary re-

sponses, we have included 1,214 words4 and all reponses given by participants.

Note that the associations are directed. Broccoli may have green as an associ-

ation, but green might not have broccoli as an association. We have taken this

into account in our evaluations. We have only used the association directions as

found in the association norms. We discarded responses with a frequency of 1

because we have little confidence in these associations. They are highly likely to

be idiosyncratic. For the top-N associations given by the system for a particular

word, we calculate how many are found in the Dutch Word Association Norms.

The result of our evaluation of the candidate associations returned by the system

will be the average precision of the system with respect to associations found in

4From the original list of 1,424 words we only considered single nouns. We removed verbs,
adjectives, and plural nouns. This resulted in a list of 1,214 words.
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the Dutch Word Association Norms.5

More details about the design of the gold standard evaluation of the associa-

tive relations on the Dutch Word Association Norms can be found in Chapter 5,

section 5.4.

Gold standard evaluation for taxonomically related words

To measure the semantic relatedness of the nearest neighbours returned by

our system we use the EuroWordNet hierarchy (Vossen, 1998). We explained

that EWN is organised in the same way as the well-known English WordNet

(Fellbaum, 1998). Word senses with the same meaning form synsets, and is-a

or hypernym relations between synsets are defined. Together, the is-a relations

form a tree-like structure, as illustrated in figure 2.5. The tree shows that appel

‘apple’ is-a vrucht ‘fruit’, which is-a deel ‘part’, which is-a iets ‘something’. A

boon ‘bean’ is-a peulvrucht ‘seed pod’, which is-a vrucht.

iets

deel

vrucht

appel peer peulvrucht

boon

Figure 2.5: Fragment of the is-a hierarchy in Dutch EuroWordNet

EWN is not a gold standard as such. It does, however, provide us with an

approximation of semantic relatedness between words. We will describe how an

approximation of semantic relatedness between words can be calculated from

EWN.

Every pair of words in the word net is connected by a path. This path can

be of varying length. The intuition is that the longer a path is, the less related

the terms are. However, it has been proven that pathlength between two terms,

more precisely the subtraction of the pathlength from the maximum possible

pathlength, is not a good indicator of semantic relatedness between two words

5With this evaluation method we do not take into account the frequency, nor the order of
the associations. We could have used a method that determines the correlation between two
ranked lists as in the WordNet prediction task of Weeds (2003) and Lin (1998a), but due to
time limitations we have used the method as presented by Rapp (2002) for associations.
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(Resnik, 1995). This is not surprising since the steps between concepts at the

bottom of the taxonomy, where concepts are more specific, represent a smaller

semantic distance than at more general top levels of the taxonomy.

There are a number of measures that try to translate the distance in WordNet

to a score that correlates well with human judgements. Some try to estimate the

distance by accounting for the number of changes in direction in the path (Hirst

and St-Onge, 1997) or the location in the taxonomy of the most-specific common

subsumer (Wu and Palmer, 1994). Yet another group of measures uses corpus

frequencies in addition to the information from the word net to determine the

semantic relatedness of words in a word net (Resnik, 1995; Jiang and Conrath,

1997; Lin, 1998b). For a comparison of the different techniques see Budanitsky

and Hirst (2001).

Of the measures that do not require frequency information Wu and Palmer’s

(1994) measure performs best according to Lin (1998b). In our experiments, we

have used the measure by Wu and Palmer (1994) precisely because it correlates

well with human judgements, and it can be implemented without the need for

(sense-tagged) frequency information.6 Note that these evaluations apply to

Princeton WordNet and judgements for English. Driven by the similar archi-

tecture of Dutch EWN and Princeton WordNet we apply the outcome of these

evaluations to Dutch and Dutch EWN.

The Wu and Palmer measure for computing the semantic similarity between

two words (W1 and W2) in a word net, whose most specific common subsumer

(lowest super-ordinate) is W3, is defined as follows:

Sim =
2(D3)

D1 + D2 + 2(D3)

Where D1 (D2) is the distance from W1 (W2) to the lowest common ancestor

of W1 and W2, W3. D3 is the distance of that ancestor to the root node. The

similarity between appel and peer according to the example in 2.5 would be

4/6 = 0.66, whereas the similarity between appel and boon would be 4/7 = 0.57.

For each pair of a headword and a candidate similar word we calculate

the EWN score according to Wu and Palmer (1994)’s measure. If a word is

ambiguous according to EWN, i.e. it is a member of several synsets, the highest

similarity score is used. Words that are not found in EWN are discarded. The

EWN similarity of a set of word pairs is defined as the average of the similarity

between the pairs. The system performs well, if the nearest neighbours it finds

6The best measure according to Budanitsky and Hirst (2001) is the measure by Jiang and
Conrath (1997). This corpus-based measure uses sense-tagged frequency information. To
our knowledge there does not exist sense-tagged frequency information for Dutch words. We
therefore applied the measure that correlates well with human judgments and that does not
need frequency information.
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for a given word are assigned a high similarity score according to the Wu and

Palmer measure.

We have chosen to give results for the top-N nearest neighbours as in Curran

(2003). However, Weeds (2003) and Lin (1998a) have chosen a different strategy,

i.e. to calculate the correlation between the ranked lists produced by a WordNet

similarity measure and the ranked lists produced by the system.

To summarise, the semantic relatedness between the headword and the top-

N nearest neighbours given by the system is computed by measuring the dis-

tance in EWN. The result of our evaluation of the nearest neighbours returned

by the system will be the average Wu and Palmer score based on EWN.

More details about the design of the gold standard evaluation of taxonomi-

cally related words on EWN can be found in Chapter 3, section 3.4.1.

The EWN score, described above, gives an indication of the degree of seman-

tic relatedness in the retrieved neighbours. The fact that it combines several

lexical relations is an advantage on the one hand, but on the other hand it is

coupled with the disadvantage that it is rather opaque. We would like to de-

compose this score and see how many of the neighbours found by the system

are synonyms, and how many are hypernyms or (co-)hyponyms. We will discuss

synonyms in the next paragraph.

To determine the percentage of hypernyms and (co-)hyponyms we again used

EWN. For example, to determine if a candidate word is in a hyponym relation

with the test word we checked if there is one sense of the candidate word and

test word that are in a hyponym relation in EWN. If so, this contributes to the

hyponym score for that test word. Note that it is possible for one polysemous

word to contribute to the percentages of multiple semantic relations. Therefore,

the percentages of the several semantic relations added together can potentially

be above 100%.

Gold standard evaluation for synonyms

We used the synsets in EWN for the evaluation of the proposed synonyms. In

EWN one synset consists of several synonyms which represent a single sense.

Polysemous words occur in several synsets. As noted before, the system does

not distinguish between the different senses of words. To be able to run a fair

evaluation on EWN we have taken the union of all synsets in which a head word

occurs as the synonyms for that head word, an approach also taken by Curran

and Moens (2002). The result of our evaluation of the candidate synonyms

returned by the system will be the average precision of the system with respect

to synonyms found in EWN.

Note that this is a very strict evaluation. Curran and Moens (2002), for ex-
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ample, have combined near-synonyms from thesauri that are looser than Word-

Net, such as the Macquarie (Bernard, 1990), Roget’s (Roget, 1911), and Moby

(Ward, 1996).

More details about the design of the gold standard evaluation of synonyms

using EWN can be found in Chapter 3, section 3.4.2.

Problems related to evaluating on gold standards

Weeds (2003) argues that the system might do badly on the evaluation be-

cause of a flaw in the hypothesis which links distribution to semantics. This

might be a point when the aim is to evaluate distributional similarity as such.

However, since one of our main goals is to be able to extract lexico-semantic

information from distributional information, the evaluation on lexico-semantic

gold standards is a good starting point.

There is a problem that bothers us more heavily. In the previous section

we have explained the motivation for building lexico-semantic resources auto-

matically, basically this is because of shortfalls of the lexico-semantic resources

available, of which limited coverage is the most important. Dutch EWN is less

than half the size of the English WordNet and hence many words are missing.

We have experienced problems during our evaluations. In Van der Plas and

Bouma (2005a) we found that 60% of the words that our system returned as

most similar words to a list of 1000 test words from EWN were not found in

EWN. We chose to discard words that are not found in EWN and not to count

them as errors in our evaluations because they might be valuable additions.

Hence these will not affect the scores. However, false negatives, i.e. missing

synonymy links between words, when both words are in EWN, but there is

no synonymy link between them, do harm our scores. In an evaluation with

human judgments (Van der Plas and Tiedemann, 2006) we showed that in 37%

of the cases the majority of the subjects judged the synonyms proposed by the

system to be correct even though they were not found to be synonyms in EWN.

In section 2.5.3 we will discuss these evaluations against human judgements in

more detail and mention some of the problems related to this type of evaluation.

A syntactic category for which coverage is minimal are the proper names.

As Pasça and Harabagiu (2001) explain regarding Princeton WordNet, “the

hyponyms of concepts such as composer or poet are illustrations rather than an

exhaustive list of instances. For example, only twelve composer names specialize

concept composer ’. That is to be expected for a manually built resource. The

popularity of person names is subject to change. The person that is widely

discussed today may not be tomorrow. A manually built resource cannot be

updated with regard to the celebrities of the day. This is a serious problem
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since the relations between person names are typically very important for a

task such as question answering. In the CLEF test set many questions contain

person names or ask for answers containing person names. The gold standard

EWN does not provide the information we need to assess the quality of the

nearest neighbours with respect to proper names.

2.5.2 Task-based evaluation

Instead of evaluating the acquired lexico-semantic knowledge directly, one can

evaluate how well the acquired lexico-semantic knowledge can be applied in a

certain task. In chapter 1 we explained that the work described in this thesis is

embedded in the framework of the IMIX project in which our groups is respon-

sible for building a question answering system for Dutch. We have therefore

chosen question answering as the task to evaluate the acquired lexico-semantic

information on. We will use the testbed for question answering provided by the

Cross Language Evaluation Forum for our experiments.

We will first discuss some applications that have been used in related work to

evaluate lexico-semantic knowledge. We gave a short summary of the different

components of the QA system Joost in section 1.5. We will now explain where

we expect the three types of lexico-semantic relations to be most useful. We will

start by giving some examples of where associations can be used. Then we will

explain where we think taxonomically related words will fit best. The usefulness

of synonyms will be discussed in the penultimate section. We conclude by

discussing the problems related to task-based evaluation.

Related work on task-based evaluation

Examples of task-based evaluations are smoothing for language models (Dagan

et al. [1995, 1994]), word sense disambiguation (Dagan et al., 1999; Lee, 1999;

Weeds and Weir, 2005) and information retrieval (Grefenstette, 1994b; Ruge,

1992). The PASCAL recognising textual entailment challenge (Dagan et al.,

2006) provides an application-independent task that is defined as recognising,

given two text fragments, whether the meaning of one text can be inferred from

the other. The dataset consists of subsets for seven applications: information

retrieval, comparable documents, reading comprehension, question answering,

information extraction, machine translation, and paraphrase acquisition. The

the data covers a broad range of entailment phenomena, many of which are

beyond the scope of this thesis.

Automatically acquired lexico-semantic knowledge has also been applied to

question answering. Pasça (2004) and Pantel and Ravichandran (2004) present

methods for acquiring class labels for instances (categorised named entities),
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such as SPSS is a statistical package. Pasça (2004) applies this information to

web search, for example, for processing list-type queries. Pantel and Ravichan-

dran (2004) conducted two QA experiments: answering definition questions and

performing QA information retrieval (IR). They show that both tasks benefit

from the use of automatically acquired class labels.

Task-based evaluation for associative relations

Associative relations group words together according to subject field. It is a

rather loose relationsip. This is not a type of relation we want to apply to

the later stages in the process of answering a question. Stages such as answer

matching and selection require rather precise information. We expect that as-

sociative relations can be helpful at the stage of passage retrieval. From a small

experiment we have done we noted that some questions benefit from associative

relations very much. Consider the following question:

(1) Welke bevolkingsgroepen voerden oorlog in Rwanda?

‘What populations waged war in Rwanda?’

We expanded the keywords of this question automatically with associations

found by the system. Hutu and Tutsi are the second and third associations the

system returns for Rwanda. In the first position we find Zaire, which is a less

useful expansion, but still the expansions help to find the relevant documents

for this question. Expanding a question with associations that in fact constitute

the answer obviously helps a lot in finding the right answer.

More details about the design of the task-based evaluation of the associative

relations can be found in Chapter 6, section 6.5.

Task-based evaluation for taxonomically related words

A type of semantic relation that we expect to be very helpful for QA at the

stage of answer selection and extraction, which is much later in the QA process

than IR, is the hyponym relation and specifically the categorised named entities.

Since named entities are very important units for QA systems, people often ask

information about persons and locations, we expect that the categorised named

entities, i.e. NE is-a category, such as Estonia is-a ferry, to be very useful.

Consider the example in (2):

(2) Welke veerboot zonk ten zuidoosten van het eiland Utö?

‘Which ferry sank southeast of the island Utö?’
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Candidate answers that are selected by our system are:Tallinn, Estonia, Raimo

Tiilikainen etc. To promote the correct answer Estonia, potential answers which

have been assigned the class corresponding to the question stem, i.e. ferry, are

ranked higher than potential answers for which this class label cannot be found

in the database of hyponym relations. Since Estonia is the only potential answer

which is a ferry, according to our database, this answer is selected.

Co-hyponyms are another fruitful source for off-line QA. In off-line QA plau-

sible answers are extracted before the actual question has been asked. An ex-

ample are the so-called function questions, that ask for a person’s function in

some organisation.

Bouma et al. (2005) describe how patterns may be used to extract

〈Person,Role,Organisation〉-tuples from the corpus:

name(PER)
app
←−−−noun

mod
−−−→name(ORG)

With the previous pattern we extract the tuple

〈Giovanni Agnelli, head, Fiat〉 from the following text snippet:

chairman Giovanni Agnelli of Fiat

Here, the name(PER) constituent provides the Person argument of the relation,

the noun provides the role, and the name(ORG) constituent provides the name

of the Organisation. An important source of noise in applying this pattern to the

parsed corpus are cases where the noun does not indicate a role or a function:

colleague Henk ten Cate of Go Ahead

Here, the noun colleague does not represent a role within the organisation Go

Ahead.

To remedy this problem, we collected a list of nouns denoting functions or

roles from Dutch EWN, and restricted the search pattern to nouns occurring in

this list:

name(PER)
app
←−−− function

mod
−−−→name(ORG)

While this helps to improve precision, it also hurts recall, as many valid function

words present in the corpus are not present in EWN. We expanded the list of

function words extracted from EWN semi-automatically with taxonomically

related words found in the corpus to get a better recall and yet keep the same

precision scores.

More details about the design of the task-based evaluation of the taxonom-

ically related words can be found in Chapter 6, sections 6.4 up to section 6.7.
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Task-based evaluation for synonyms

We expect synonyms to be helpful in multiple modules of Joost, for example in

query expansion for passage retrieval and for matching between question and

answer.

Consider the question:

(3) Hoe oud was Joseph di Mambro toen hij stierf ?

‘How old was Joseph di Mambro when he passed away?’

and the answer:

(4) Joseph di Mambro was 70 jaar oud toen hij dood ging.

‘Joseph di Mambro was 70 years old when he died.’

The answer is a perfect match for the question, but not its surface form. We

want to be able to use the information that dood gaan ‘to pass away’ is a

synonym of sterven ‘to die’ to be able to match the question and the answer.

More details about the design of the task-based evaluation of synonyms can

be found in Chapter 6, section 6.5 and section 6.6.

Problems related to task-based evaluations

We are aware that there are pitfalls in evaluating components with respect to

system performance. The fact that certain components might not benefit from

the lexico-semantic information provided does not have to indicate that the

information is incorrect or of low quality. It does not even indicate definitely

that the information cannot be useful with respect to the task it is applied to.

The question answering system under discussion Joost is quite sophisticated. It

has lots of heuristics built in that arrive at the same result as the application

of lexico-semantic information.

Also evaluating on the questions form the CLEF track are not comparable

to using a question answering system with real users. Mur (2006) showed proof

that some of the questions in the CLEF track that we use for evaluation look

like backformulations. Although Magnini et al. (2004) claim that the questions

are made independently from the document collection, the example Mur (2006)

gives is rather convincing. The example question she gives is:

(5) Wie was piloot van de missie die de astronomische satelliet, de Hubble

Space Telescope, repareerde?

‘Who was pilot of the mission that repaired the astronomic satellite, the

Hubble Space Telescope?’.



34 Chapter 2. Lexico-semantic knowledge

The answer we found was extracted from a sentence in the Algemeen Dagblad

of September 19th, 1994, which was formulated as follows:

(6) Bowersox was piloot van de missie die de astronomische satelliet, de

Hubble Space Telescope, repareerde.

‘Bowersox was pilot of the mission that repaired the astronomic satellite,

the Hubble Space Telescope’.

The 15 words-long question uses the exact same wording as the sentence holding

the answer. If it is indeed the case that questions have been formulated with

the document collection at hand, there will probably not be many synonyms

nor paraphrases found between question and answer context. In such cases it

will be very hard to prove that lexico-semantic information is useful to account

for terminological variation in QA.

Related to the problem of backformulations is the fact that the type of

questions that are part of the test sets are not as much motivated by what users

might want to ask, but rather by what question answering systems are currently

able to handle, e.g. factoid questions. The types of questions asked by real users

are possibly more complicated and might also contain more lexical variation.

Also, the fact that we are focusing on one application, question answering,

has its limitations. It would be interesting to look at inference needs for appli-

cations in general. The division of lexico-semantic information as given in the

first part of this chapter is mainly motivated by common practice in lexicog-

raphy. From the perspective of what NLP applications need, we might end up

with a completely different taxonomy. We would need to find out what type

of information is needed for disambiguation, and what type of information is

needed to find out whether a text snippet entails the answer to a question? The

PASCAL recognising textual entailment challenge (Dagan et al., 2006) provides

an application-independent task. However, the RTE task is for the English lan-

guage. We are working on the Dutch language. Also, the data covers entailment

phenomena that are beyond the scope of this thesis.

2.5.3 Evaluation against ad hoc human judgements

We discussed the shortfalls of the gold standards available. One of the main

problems was limited coverage. Ad hoc evaluations against human judgements

are not affected by problems of coverage, because people usually have access to

a large vocabulary, but one needs to be very careful in setting up the tests.

Another problem with this evaluation technique is the subjectivity of the

judgements. It is not an easy task for people to judge semantic similarity let

alone associations. Of course looking at agreement between judges can take
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away some of the subjectivity. It remains a fact that it is time consuming to

run tests with judges, however.

Although human judgments are time consuming, we have ran one ad hoc

evaluation to compensate for the shortfalls of the available gold standards dis-

cussed above. The evaluation was not done independently. It was used to check

the coverage and reliability of the gold standard. By means of a web form

presented to subjects we were able to determine the number of false negatives

stemming from the gold standard used.

More details about the design and results of the ad-hoc evaluation of syn-

onyms can be found in section 4.4.2.
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Chapter 3

Syntax-based distributional

similarity

Part of the material in this chapter has been published as Van der Plas and

Bouma (2005a).

3.1 Introduction

The approach described in this chapter (and the following two methodological

chapters) builds on the idea that semantically related words occur in similar

contexts. The idea that semantically related words are distributed similarly

over contexts is referred to by the term: distributional hypothesis. Harris

(1968) claims that, ‘the meaning of entities and the meaning of grammatical

relations among them, is related to the restriction of combinations of these

entities relative to other entities.’ This is in line with the Firthian saying that,

’You shall know a word by the company it keeps.’ (Firth, 1957). In other words,

you can grasp the meaning of a word by looking at its contexts.

Context can be defined in many ways. In this chapter we look at the syntactic

contexts a word is found in. For example, the verbs that are in a subject

relation with a particular noun form a part of its context. In accordance with

the Firthian tradition these contexts can be used to determine the semantic

relatedness of words. For instance, words that occur in a subject relation with

the verb bark have something in common: they are dogs or when bark is used

metaphorically they are angry persons.

We explained that Kilgarriff and Yallop (2000) use the terms loose and

tight to refer to the different types of semantic similarity that result from using

different types of context to determine distributional similarity. Methods using
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syntactic information have the tendency to generate tighter thesauri, putting

words together that are in the same semantic class, i.e. words that are the same

kind of things. Such methods would recognise a semantic similarity between

doctor and dentist (both professions, persons, ...), but not between doctor and

hospital or disease. The reason for this is the fact that doctor and hospital are

not found in the same syntactic contexts. Doctors talk, walk, and are asked.

Hospitals do not talk nor walk. They are built, for example.

Also, the nearest neighbours found by syntax-based methods belong to the

same syntactic category. Verbs are found as the nearest neighbours of verbs and

nouns of nouns. This is the result of the fact that, as we explained in section 1.3,

we are interested in second-order affinities between words. We are looking for

words that share the same contexts. Words that belong to different syntactic

categories will by consequence be found in different syntactic contexts. A noun

such as aardbei ‘strawberry’ will appear in different contexts than an adjective

such as zoet ‘sweet’. In fact they appear in each other’s syntactic context.

aardbei will have zoet adj as a feature and zoet will have aardbei adjrev as a

feature. There exists a first-order affinity between them, but not a second-order

affinity. They do not share the same contexts.

This is different from methods that use unstructured text as context, i.e.

the proximity-based methods. When using these methods, the word aardbei

‘strawberry’ can have zoet ‘sweet’ as a nearest neighbour, since both words

appear in the same proximity-based contexts, i.e. they both appear with words

in the same sentence.

We started our research with syntax-based methods because we deemed

tighter relations more helpful for the task at hand: question answering. We

have seen in chapter 2 that components, such as answer selection and extraction,

require tighter semantic relations such as synonymy. We expect that syntactic

methods are particularly apt at finding words that are rather tightly related

semantically.

However, we also know from previous work in the field that we cannot expect

the syntactic methods to find only synonyms. The nearest neighbours resulting

from the syntax-based method are not that tight. Often co-hyponyms are among

the lists of nearest neighbours as well as hypernyms and hyponyms and even

antonyms. The reason for this is the fact that words such as wine and beer are

often found in the same syntactic contexts: the direct object of drink, modified

by the adjective non-alcoholic etc.

The aim of this chapter is to show the nature of the nearest neighbours found

by the syntactic approach. We will first compare various similarity measures

and weights. However, we should keep in mind that our main goal is not to

find the best measures and weights; we seek to give a typology of the nearest
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neighbours retrieved by the syntactic methods as opposed to those retrieved

by other methods. This will help us to decide which type of lexico-semantic

information is most useful for which components of our QA system. We will

also show that combining multiple syntactic relations is beneficial for the quality

of the nearest neighbours and provide scores resulting from corpora of different

size.

In the next section (3.2) we will discuss the syntactic methods in greater

detail. The following sections will be concerned with the methodology used in

our experiments (3.3), the evaluation framework (3.4), the results (3.5), and

finally the conclusion (3.6).

3.2 Syntax-based methods

In this section we explain the syntactic approaches to distributional similarity.

We will give some examples of syntactic contexts (3.2.1) and we will explain

how measures and weights serve to determine the similarity of these contexts

(3.2.2). We end this section with a discussion of related work (3.2.3).

3.2.1 Syntactic context

Words that are distributionally similar are words that share a large number of

contexts. One can define the context of a word in several ways. In this chapter

we will explain the syntactic context. In this case, the words with which the

target word is in a syntactic relation form the context of that word.

Most research has been done using a limited number of syntactic relations

(Lee, 1999; Weeds, 2003). However, Lin (1998a) shows that a system that

uses a range of syntactic relations surpasses Hindle’s (1990) results, which were

based on using information from just the subject and object relation. We use

several syntactic relations: subject, object, adjective, coordination1, apposition,

and prepositional complement. In Table 3.1 examples are given for these types

of syntactic relations. In section 3.3.1 we will explain how we collected these

syntactic relations.

3.2.2 Measures and feature weights

Co-occurrence vectors, such as the vector given in Table 3.2 for the head-

word kat, are used to find distributionally similar words. Every cell in the vector

1The reader might find it surprising to find the coordination relation among the syntactic
relations that establish a direct link between two words. In the case of coordination we
established a direct link (coordination) between the two elements of the coordination. In
Table 3.1, Jip and Janneke.
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Subj: De kat eet. ‘The cat eats.’
Obj: Ik voer de kat. ‘I feed the cat.’
Adj: De langharige kat loopt. ‘The long-haired cat walks.’
Coord: Jip and Janneke spelen. ‘Jip and Janneke are playing.’
Appo: De clown Bassie lacht. ‘The clown Bassie is laughing.’
Prep: Ik begin met mijn werk. ‘I start with my work.’

Table 3.1: Types of syntactic relations extracted

refers to a particular syntactic co-occurrence type, for example kat ‘cat’

in object relation with voer ‘feed’. The values of these cells indicate the number

of times the co-occurrence type under consideration is found in the corpus. In

the example kat ‘cat’ is found in object relation with voer ‘feed’ 10 times. In

other words, the cell frequency for this co-occurrence type is 10.

The first column of this vector shows the headword, i.e. the word for

which we determine the contexts it is found in. Here, we only find kat ‘cat’.

The first row shows the contexts that are found, i.e. the syntactic relation plus

the accompanying word. These contexts are referred to by the terms features

or attributes.

Each co-occurrence type has a cell frequency. Likewise each headword has

a row frequency. The row frequency of a certain headword is the sum of

all its cell frequencies. In our example the row frequency for the word kat ‘cat’

is 66. Cut-offs for cell and row frequency can be applied to discard certain

infrequent co-occurrence types or headwords, respectively. We use cutoffs be-

cause we have too little confidence in our characterisations of words with low

frequency. For example the adjective volautomatisch ‘fully automatic’ seems to

be a peculiar feature for kat ‘cat’. A cut-off of 2 will discard the co-occurrence

of volautomatisch ‘fully automatic’ with kat ‘cat’.

heb obj voer obj langharig adj volautomatisch adj
‘have obj’ ‘feed obj’ ‘long-haired adj’ ‘fully automatic adj’

kat ‘cat’ 50 10 5 1

Table 3.2: Syntactic co-occurrence vector for kat

The more similar the vectors are for any two headwords, the more distri-

butionally similar the headwords are. We need a way to compare the vectors

for any two headwords to be able to express the similarity between them by

means of a score. Various methods can be used to compute the distributional

similarity between words. Weeds (2003) gives an extensive overview of existing

measures. We will explain in section 3.3.3 what measures we have chosen in the

current experiments.
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The results of vector-based methods can be further improved if we take into

account the fact that not all combinations of a word and syntactic relation have

the same information value. A large number of nouns can occur as the subject

of the verb hebben ‘have’. The verb hebben is selectionally weak (Resnik, 1993)

or a light verb. A verb such as voer ‘feed’ on the other hand occurs much less

frequently, and only with a restricted set of nouns as direct object. Intuitively,

the fact that two nouns both occur as subject of hebben tells us less about their

semantic similarity than the fact that two nouns both occur as the direct object

of feed.

To account for this intuition, the frequency of occurrence of a particular

feature in combination with a certain noun can be weighted by using a weighting

function. The value thus achieved is an indication of the amount of information

carried by that particular combination of a word, the syntactic relation, and

the word heading the syntactic relation. We will explain what weights we have

used in the experiments in section 3.3.4.

Our methods for computing distributional similarity between two words con-

sist of a measure for assigning weights to the co-occurrence types (cells) present

in the vector and a measure for computing the similarity between two (weighted)

co-occurrence vectors.

3.2.3 Related work

Syntax-based distributional methods have been around for some time. The

work in this field varies in a number of respects. In general the size of the

corpora used in these works has grown. Also, recent work has often included a

large number of measures and weights. The syntactic relations included in the

data is another point of difference. Some work is limited to just one syntactic

relation (Weeds and Weir, 2005; Pereira et al., 1993), whereas other work uses

many (Lin, 1998a; Curran and Moens, 2002; Padó and Lapata, 2007).

The evaluation framework used to evaluate the nearest neighbours has un-

dergone some changes over the last few years. Early work was often limited to

showing some convincing examples (Hindle, 1990; Grefenstette, 1994b). Some

work uses gold standards that are a combination of several dictionaries or the-

sauri (Lin, 1998a; Curran and Moens, 2002; Weeds and Weir, 2005). Other work

evaluates the outcome of the system on a task, such as pseudo disambiguation,

(Pereira et al., 1993; Dagan et al., 1999; Lee, 1999; Weeds and Weir, 2005) or

similarity-based language modelling (Dagan et al., 1999). The test sets used in

early evaluations only comprised a set of very frequent words. In later studies

(Curran and Moens, 2002; Weeds and Weir, 2005) the test set is composed of

words distributed over various frequency bands.
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We will provide a short summary of the previous work known to us. We

conclude with discussions of some work for languages other than English.

Hindle (1990) gives examples of noun classifications from subject and object

relations. The corpus used to extract these relations is a 6 million-word corpus.

Similarity is defined as a combination of object and subject similarity in terms

of minimum shared co-occurrence weights. These are determined by the mutual

information (MI) of verbs and arguments. We will explain in section 3.3.4 how

the mutual information of a headword and its features are determined.

Ruge (1992) uses the head/modifier relation in noun phrases to determine

the distributional similarity between words. She extracts these from a corpus

of 200K patent abstracts (130MB of text). Only the 30 most frequent heads

and modifiers of every term are taken into account. A comparison of similarity

measures is performed on manually selected synonyms.

A task-based evaluation of distributional similarity is given in Pereira et al.

(1993). Object relations are extracted from a 44 million-word newswire corpus.

The Kulback-Leibler measure is used to compare the vectors of headwords and

to retrieve clusters of distributionally similar words. The predictive power of

the extracted clusters is evaluated on a decision task in which the system has

to judge which of two verbs v or v′ is more likely to take the given noun as an

object.

Grefenstette’s (1994) work is concerned with semantic axes expressing nu-

ances of a word’s meaning, distinguishing its corpus-based meanings. Subject,

object, and direct object relations are considered. Examples are given of group-

ings applied to the most frequent words in the 6 MBytes of Wall Street Journal

articles on mergers and a corpus of medical abstracts.

Lin’s (1998a) work is not restricted to one or two of the previously men-

tioned syntactic relations. He uses several: noun modifier, noun being modified,

preposition etc. A combination of corpora is used (64 million words) including

the Wall Street Journal corpus, San Jose Mercury, and AP Newswire. Also, he

compares several similarity measures. The evaluation is done on 4,294 nouns

with a frequency of 100 or higher. For the purpose of evaluating, the gold

standards WordNet (Fellbaum, 1998) and Roget’s thesaurus (Roget, 1911) are

turned into a ranked list, similar to the neigbours provided by the system. Then

the ratio between the scores of common neighbours and other neighbours is de-

termined. Several interesting conclusions are drawn from his experiments: He

shows that using several syntactic relations improves results in a comparison

with Hindle (1990). Another interesting conclusion is that the distributionally

similar words are more closely related to WordNet than Roget is. Roget is

known to be a rather loose thesaurus. An example from Kilgarriff and Yallop

(2000) is the inclusion of nouns such as churl and wench, and adjectives such as
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boorish and provincial under the section headed bush. These semantic relations

can be useful for typical thesaurus use, but they go beyond the relations such as

synonymy and hypernymy. As we explained in the first introductory paragraph

of this chapter, we do not expect this type of semantic relations to result from

syntax-based distributional methods.

Dagan et al. (1999) evaluate models based on distributional word similarity

on two tasks: language modeling and pseudo-word disambiguation. The au-

thors use 44 million words of 1988 Associated Press newswire to extract noun-

verb pairs in direct object relation. They selected noun-verb pairs for the 1000

most frequent nouns only. Statistically significant though relatively modest im-

provements are achieved over a bigram back-off model for the task of language

modeling. Similarity-based methods performed much better in a detailed study

concerning a word sense disambiguation task.

Lee (1999) evaluates a large number of distributional similarity measures

in the context of distance-weighted averaging (also known by the term

similarity-based smoothing). It is an approach to solve the problem of

unseen occurrences that arrives at estimates by combining estimates for co-

occurrences involving similar words. She uses the object relation only and eval-

uates on a frequency-controlled pseudo word disambiguation task considering

the 1000 most frequent nouns in her data. She concludes from her experiments

that similarity measures that focus on the intersection of the features of two

headwords result in better performance.

Curran and Moens (2002) ran a large-scale evaluation of different similarity

measures and weights. They used several syntactic relations: subject, direct and

indirect object, noun and adjectival modifiers, and prepositional phrase. The

corpus they used for the extraction of these is the BNC corpus (approximately

100 million words). Evaluation is done on a randomly, but carefully stratified

test set of 70 terms covering a range of values for the properties frequency,

number of senses, specificity, and concreteness.2 A gold standard is created from

the union of the synonyms of three thesauri: the Macquarie (Bernard, 1990),

Roget’s (Roget, 1911), and Moby (Ward, 1996). Several measures of system

performance are given: direct matches between neigbours and synonyms from

the gold standard, precision of the top n synonyms, and inverse rank, i.e. the

sum of the inverse ranks of each matching synonym. The combination of t-test

and Dice†, a variant of Dice gives the best results.

Weeds and Weir (2005) introduce a framework for lexical distributional sim-

ilarity: co-occurrence retrieval (CR), a parameterized framework for cal-

culating distributional similarity. They compare this framework in several set-

2The author gives results for a larger test set of 300 words, covering several frequency
bands in Curran (2003): chapter 6.
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tings to existing measures and weights. They use data from the BNC corpus

(100 million words) and they limit their experiments to the object relation. The

system is evaluated on a test set of 2,000 words. The test set is composed of

the 1000 most frequent words in their data and low-frequency words (words at

frequency ranks 3001-4000). Two evaluation methods are applied: a WordNet

prediction task and pseudo-disambiguation. They find no significant differences

between using the t-test or mutual information (MI) as weights in the WordNet

prediction task. The best performing measure is the additive CR model.

Padó and Lapata (2007) have compared the performance of a traditional

word-based model, i.e. proximity-based model, with a syntax-based model on

three tasks: semantic priming, synonymy detection and word sense disambigua-

tion. The corpus used to select 14 dependency relations is the BNC corpus. An

interesting aspect of their framework is that the combination of several syntactic

relations in one dependency path is allowed. Syntactically enriched models out-

perform the word-based models in all cases. Medium syntactic content, when

combined with a path value function that penalizes longer paths, yields con-

sistently better performance than other syntactic contexts. Medium syntactic

content has dependency paths of length 3 or less. They cover phenomena such

as coordination, genitive construction, noun compounds, and different kinds of

modification.

All the work described above is focused on the English language. There

are however many researchers working on languages other than English to find

distributionally similar words.

Gasperin et al. (2001) use a parsed Brazilian Portuguese corpus of 1.4 mil-

lion words. The authors are concerned with the quality and preciseness of the

syntactic features. They use several syntactic relations. The evaluation is done

manually and some examples are given.

Bourigault and Galy (2005) present an explorative study of using distribu-

tional similarity to extract synonyms for French. They use two corpora: the 200

million-word corpus of newspaper text from Le Monde, and a 30 million-word

corpus consisting of 515 twentieth century novels. Several syntactic relations

are extracted. They evaluate the nearest neighbours found on the Dictionnaire

Electronique de Synonymes (DES, Ploux and Manguin (1998, released 2007)).

The authors note that for the large corpus only a small percentage of synonyms

from the DES are found in their data (22%), and more importantly, that only

a very small proportion of the nearest neighbours found are actually synonyms

(1%). For the smaller corpus the numbers are 10% and 3%, respectively. Anal-

yses for two interesting phenomena in synonym discovery are given: They show

how distributional methods can help in the contextualization of synonymy and

how different senses of words can be found by using different corpora for syn-
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onym discovery.

Van der Cruys (2006) reports experiments for semantic clustering of Dutch

nouns based on the adjective relation. The corpus used is the Twente Nieuws

Corpus, 500 million words of Dutch newspaper text (Ordelman, 2002). The 5000

most frequent nouns are clustered using the 20.000 most frequent adjectives

as features. Several clustering methods are tested using Cosine as similarity

measure. Evaluation is done using the Wu and Palmer measure (Wu and Palmer,

1994). An interesting aspect of the evaluation presented is exploration of the

nature of the semantic relations found. Two thirds of the cluster members found

are co-hyponyms. The other third is divided between synonyms, hyponyms, and

hypernyms, hyponyms being twice as frequent as synonyms and hypernyms.

Peirsman et al. (2007) have compared the use of bag-of-word models, i.e.

proximity-based models, with the use of syntactic contexts for Dutch. They

also experiment with the use of the dimensionality reduction technique random

indexing (Sahlgren, 2006). They vary the proximity-based method with five

words and fifty words on either side of the headword and use several syntactic

relations taken from the Twente Nieuws Corpus for the syntax-based method.

Evaluation is done using the Wu and Palmer measure on 1000 test words with a

frequency of 50 or higher. Also, the authors provide insight into the proportion

of semantic relations found by the methods. The full syntax-based method, i.e.

the model without random indexing, outperforms all other combinations both

in overall performance as well as in the number of synonyms found.

3.3 Methodology

In the following subsections we describe the set up for our experiments. We

describe the corpora we have used and the syntactic relations we extracted from

them (3.3.1). In the subsections 3.3.3 and 3.3.4 we describe which similarity

measures and weights we have applied, respectively.

3.3.1 Data collection

As our data we used 500 million words of Dutch newspaper text: the Twente

Nieuws Corpus (TwNC, Ordelman (2002)) that is parsed automatically using

the Alpino parser (Van Noord, 2006). The result of parsing a sentence is a

dependency graph according to the guidelines of the Corpus of Spoken Dutch

(Moortgat et al., 2000). In later sections we will encounter the CLEF corpus,

an 80 million-word corpus of Dutch newspaper text used in the Cross Language

Evaluation Forum (CLEF). The forum runs a series of evaluation campaigns to

test monolingual and cross-language information retrieval systems. The corpus
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is a subset of the TwNC corpus.

From these dependency graphs, we extracted tuples consisting of the (non-

pronominal) head of an NP (either a common noun or a proper name), the

dependency relation, and either (1) the head of the dependency relation (for

the object, subject, and apposition relation), (2) the head plus a preposition

(for NPs occurring inside PPs which are prepositional complements), (3) the

head of the dependent (for the adjective and apposition relation) or (4) the

head of the other elements of a coordination (for the coordination relation).

The extraction process makes use of a few linguistic features present in the

Alpino dependency graphs. For example, in a relative clause starting with a

relative pronoun, such as dat ‘that’ or die ‘who’, the antecedent is extracted

by means of an index available in the output of Alpino. For example in the

following sentence (1) the noun jongen ‘boy’ is found to be the the subject of

groeten ‘greet’.

(1) De jongen, die me gisteren groette, is weggelopen.

‘The boy, who greeted me yesterday, ran away.’

Furthermore, it takes the infinitival verb openen ‘to open’ and not the modal

verb proberen ‘try’ to construct the tuple 〈 fles, obj, open〉 instead of 〈 fles, obj,

probeer〉 in the following example:

(2) Ik probeerde de fles te openen.

‘I tried to open the bottle.’

The number of 〈Noun,Relation,OtherWord〉 triples (tokens) and the num-

ber of non-identical triples (types) found are given in Table 3.3. We will re-

fer to these tokens and types based on syntactic relations as syntactic co-

occurrence tokens and types. Not surprisingly, the subject relation results

in the largest list of dependency triples. The prepositional complement is the

least frequent dependency relation found in the corpus. Note that a single

coordination can give rise to various dependency triples, as from a single co-

ordination such as bier, wijn, en noten ‘beer, wine, and nuts’ we extract the

triples 〈bier, coord, wijn〉, 〈bier, coord, noten〉, 〈wijn, coord, bier〉, 〈wijn, coord,

noten〉, 〈noten, coord, bier〉, and 〈noten, coord, wijn〉. Similarly, from the appo-

sition premier Kok ‘prime minister Kok’ we extract both 〈premier, app, Kok〉

and 〈Kok, app, premier〉. These two syntactic relations hold between words of

the same syntactic category, so we include both direction in our evaluations. We

use 〈app, Kok〉 as a feature for premier. And vice versa we use 〈app, premier〉

as a feature for Kok.

In our experiments we have chosen to disregard hapaxes, i.e. occurrences
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of 1. After removing the hapaxes we are left with a total of roughly 7M co-

occurrence types, combinations of one of the roughly 433K words and one of

the 554K distinct features. A simple calculation shows us that the matrix has

approximately 239.925M cells of which only 0,003% (7.1M co-occurrence types)

is filled in. This indicates that the matrix is very sparse.

Syntactic relation # tokens # types

Subject 28.2M 2.3M
Adjective 16.5M 1.3M
Object 14.0M 1.1M
Apposition 6.0M 1.1M
Coordination 5.0M 753K
Prep. compl. 4.1M 499K
All 73.8M 7.1M

Table 3.3: Number of co-occurrence tokens and co-occurrence types extracted
per syntactic relation (hapaxes excluded)

In Figure 3.1 we see the number of co-occurrence types that are left over

when augmenting the cell frequency cutoff. We have gathered numbers for

several cutoffs (2, 3, 5, 10, 100, 1000, 10K, and 50K). The data points are

plotted on a log scale. The first half of the curve corresponds to a power law,

since the distribution appears to be (nearly) linear on a log-log scale. This means

that infrequent occurrences are extremely common, whereas frequent instances

are extremely rare.

Zipf’s Law (Zipf, 1949) states that the frequency of the nth occurrence of the

event is inversely proportional to it’s rank. On a log-log scale the distribution is

roughly linear and the slope is -1. In this figure we have drawn the cell frequency

cutoff against the number of co-occurrence types, which comes down to plotting

the frequency of the co-occurrence types against the rank. At cell frequency

cutoff 10K we are left with 153 co-occurrence types. These are co-occurrence

types at ranks 1-153. Below the frequency cutoff 1000 the distribution is nearly

linear, but the slope is a little less steep than -1. This means that the frequencies

are lower than expected on the basis of their Zipf rank. Frequencies are not

decreasing as rapidly as we would expect, when going down in the ranked list of

co-occurrence types. This is even more obvious for the most frequent words. It

is known (Manning and Schütze, 1999) that Zipf’s Law is often a bad fit for low

and high frequency words. In a study of frequency distributions of single words

in Alice in Wonderland Baayen (2001) shows that frequencies of the words at

the lowest ranks deviate substantially from expected values according to Zipf’s

Law. We can conclude that the distribution of syntax-based co-occurrence data

is rather similar to the distribution of single words.
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Figure 3.1: Number of co-occurrence types when augmenting the cell frequency
cutoff

3.3.2 Definitions

heb obj voer obj langharig adj laat uit obj
‘have obj’ ‘feed obj’ ‘long-haired adj’ ‘walk obj’

kat ‘cat’ 50 10 5 0
hond ‘dog’ 50 15 1 5

Table 3.4: Syntactic co-occurrence vector for kat and dog

We have chosen to describe the functions used in this chapter using an

extension of the notation used by Lin (1998a), adapted by Curran (2003). Co-

occurrence data is described as relation tuples: 〈word, relation, word′〉, for

example, 〈cat, obj, have〉.

Asterisks indicate a set of values ranging over all existing values of that

component of the relation tuple. For example, (w, ∗, ∗) denotes for a given word

w all relations it has been found in with any other word. For the example

of cat in Table 3.4, this would denote all values for all syntactic context the

word is found in: have obj :50, feed obj :10, long-haired adj :5, but not walk obj.

Everything is defined in terms of co-occurrence data with non-zero frequencies.

The set of attributes or features for a given corpus is defined as:

(w, ∗, ∗) ≡ {(r, w′)|∃(w, r, w′)}
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In the example in Table 3.4 the r:w′ pairs are obj:heb, adj:langharig etc. Each

pair yields a frequency value, and the sequence of values is a vector indexed by

r:w′ values, rather than natural numbers. A subscripted asterisk indicates that

the variables are bound together:

∑

(wm, ∗r, ∗w′)× (wn, ∗r, ∗w′)

The above refers to a dot product of the vectors for word wm and word wn sum-

ming over all the r:w′ pairs that these two words have in common. For example

we could compare the vectors for cat and dog in Table 3.4 by applying the dot

product to all bound variables, i.e. have obj, feed obj, and long-haired adj.

We explained in 3.2.2 that some attributes contain more information than

other attributes, for example a verb such as feed contains more information than

a light verb such as have. We want to account for that using a weighting func-

tion, that will modify the cell values. There is a placeholder for the weighting

function:

∑

weight(wm, ∗r, ∗w′)× weight(wn, ∗r, ∗w′)

This is an abbreviation of:

∑

(r,w′)∈(wm,∗,∗)∩(wn,∗,∗)

weight(wm, r, w′)× weight(wn, r, w′)

3.3.3 Similarity measures

To compare the vectors of the headwords we need similarity measures. We have

limited our experiments to using Cosine and Dice†, a variant of Dice. We chose

these methods, since they performed best in a large-scale evaluation experiment

reported in Curran and Moens (2002). We will now explain these measures in

greater detail.

Cosine is a geometrical measure. It returns the cosine of the angle between

the vectors of the words and is calculated as the dot product of the (in this case,

weighted) vectors:

Cosine =

∑

weight(W1, ∗r, ∗w′)× weight(W2, ∗r, ∗w′)
√

∑

weight(W1, ∗, ∗)2 ×
∑

weight(W2, ∗, ∗)2

If the two words have the same distribution the angle between the vectors is

zero. The maximum value of the Cosine measure is 1. Weight is the placeholder

for the weighting function we have used. It will be discussed in the next section.

Dice is a combinatorial measure that underscores the importance of shared

features. It measures the ratio between the size of the intersection of the two
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feature sets and the sum of the sizes of the individual feature sets. It is defined

as follows:

Dice(A, B) =
2· | A ∩B |

| A | + | B |

where A stands for the set of features of the first word (W1) and B for the set

of features of the second word (W2).

Curran and Moens (2002) propose a variant of Dice, which they call Dice†.

It is defined as:

Dice† =
2

∑

min(weight(W1, ∗r, ∗w′), weight(W2, ∗r, ∗w′))
∑

weight(W1, ∗r, ∗w′) + weight(W2, ∗r, ∗w′)

Whereas Dice does not take feature weights into account, Dice† does. For each

feature two words share, the minimum is taken. If W1 occurred 15 times with

relation r and word w′ and W2 occurred 10 times with relation r and word w′,

it selects 10 as the minimum (if weighting is set to 1). Note that Dice † gives

the same ranking as the well-known Jaccard measure, i.e. there is a monotonic

transformation between their scores. Dice † is easier to compute and therefore

the preferred measure (Curran and Moens, 2002).

3.3.4 Weights

To take into account that certain features are more informative than others we

need weights. We used pointwise mutual information (MI, Church and

Hanks (1989)) and the t-test as weights. Raw frequency was used as a baseline.

It simply assigns every co-occurrence type a weight of 1 (i.e. every frequency

count in the matrix is multiplied by 1).

Pointwise mutual information (MI) measures the amount of information one

variable contains about the other. In this case it measures the relatedness or

degree of association between the target word and one of its features. For a word

w, a syntactic relation r and another word w′, e.g. the word ziekte ‘disease’,

the adjective relation and the word besmettelijk ‘contagious’, MI is computed

as follows:

MI = log
P (w, r, w′)

P (w, ∗, ∗)P (∗, r, w′)

Here, P (w, r, w′) is the probability of seeing besmettelijke in adjective relation

with ziekte in the corpus, and P (w, ∗, ∗)P (∗, r, w′) is the product of the proba-

bility of seeing ziekte and the probability of seeing besmettelijk in an adjective

relation with any word.

Applying MI to a co-occurrence matrix will result in a matrix where fre-
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quency counts will be replaced by MI scores. The values for cells involving

light verbs such as hebben will be lowered, and that the values for informative

attributes such as besmettelijke ‘contagious’ will be promoted.

An alternative weight method is the t-test. It tells us how probable a certain

co-occurrence is. The t-test looks at the difference of the observed and expected

mean scaled by the standard deviation of the data. The t-test takes into account

the number of co-occurrences of the bi-gram, e.g. a word w in a syntactic relation

r with another word w′, relative to the frequencies of the words and features by

themselves. Curran and Moens (2002) give the following formulation, which we

also used in our experiments:

t =
P (w, r, w′)− P (w, ∗, ∗)P (∗, r, w′)

√

P (w, ∗, ∗)P (∗, r, w′)

Note that we do not need to include sample size (normally part of the t-

statistic) as it is the same for all co-occurrences. All co-occurrences are taken

from the same corpus.

There are other weight functions, such as the logarithm of the frequency of

co-occurrences (Ruge, 1992), and conditional probability of the feature given

the word (Pereira et al., 1993; Dagan et al., 1999). Geffet and Dagan (2004)

have even gone further improving the feature vector quality by applying rel-

ative feature focus to the vectors. The idea is to promote features that

are shared by words that are highly similar to the headword. We will limit our

investigations to t-test and pointwise mutual information.

3.4 Evaluation

We have explained in 2.5.1 how we plan to evaluate taxonomically related words

on the gold standard EuroWordNet (EWN, Vossen (1998)). In section 3.4.1 we

will summarize how we translate the distance between two nearest neighbours

in EWN to a score. We will explain how we decomposed this overall score into

its distinct semantic relations in section 3.4.2. In section 3.4.3 we will explain

what test set we have used in the experiments.

3.4.1 EWN similarity measure

For each word we collected its 100 nearest neighbours according to the syntactic

co-occurrences found.3 For each pair of words (target word plus one of the

nearest neighbours) we calculated the semantic similarity according to EWN.

3Note that we do not put any limitations on the nearest neighbours found except for a row
and cell frequency cutoff (3.5.1) This is different from work done by Weeds and Weir (2005)
where only words from the test set are possible nearest neighbours.
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We discard words that are not found in EWN in the evaluation framework.

Because we know EWN is incomplete, we do not want to penalize for words

that are not found in EWN. They might be valuable additions.

The output of the system is a ranked list of nearest neighbours (with the

nearest neighbours on top). We compared this output to EWN. We are aware of

the fact that using the resource that we are trying to expand as a gold standard

is not the optimal solution (as we explained in chapter 2), however, it is the

most practical solution for the moment.

There are a number of measures that try to translate the distance between

two concepts in WordNet to a score that correlates well with human judgements.

We explained in section 2.5.1 that we use Wu and Palmer’s (1994) measure to

calculate the relatedness of the words according to EWN. We will repeat below,

how we calculated the EWN score.

The Wu and Palmer measure for computing the semantic similarity between

two words (W1 and W2) in a word net, whose most specific common subsumer

(lowest super-ordinate) is W3, is defined as follows:

Sim =
2(D3)

D1 + D2 + 2(D3)

We computed, D1 (D2) as the distance from W1 (W2) to the lowest common

ancestor of W1 and W2, W3. D3 is the distance of that ancestor to the root

node.

For each pair of a headword and a candidate similar word we calculate the

EWN score according to the Wu and Palmer measure. If a word is ambiguous

according to EWN, i.e. is a member of several synsets, the highest similarity

score is used. The EWN score of a set of word pairs is defined as the average of

the similarity between the pairs.

3.4.2 Synonyms, hypernyms and (co)-hyponyms

The EWN score, described above, gives an indication of the degree of semantic

relatedness in the retrieved neighbours. The fact that it combines several lexical

relations is an advantage on the one hand, but on the other hand it is coupled

with the disadvantage that it is rather opaque. We discussed this in section 2.5.1.

We would like to decompose this score and see how many of the neighbours found

by the system are synonyms, and how many are hypernyms or (co-)hyponyms.

The evaluation of the system with respect to the number of synonyms found

is pretty straightforward. We simply used the synsets in EWN as our gold stan-

dard. If two words are found in the same synsets they are synonymous; else they

are not. For hypo- co-hypo- and hypernyms we used the same gold standard.

For example, to determine if a candidate word is in a hyponym relation with
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the test word we determined if there is one sense of the candidate word and

test word that are in a hyponym relation in EWN. If so, this contributes to the

hyponym score for that test word. Note that it is possible for one polysemous

word to contribute to the percentages of multiple semantic relations. Therefore,

the percentages of the several semantic relations added together may be above

100%.

3.4.3 Test set

Early work in this area often considered most frequent nouns only. For example

Lee (1999) bases the evaluation on the 1000 most frequent nouns. Lin (1998a)

considers only nouns with a corpus frequency of more than 100 in a 64 million-

word corpus. However, Weeds (2003) has divided the test set up in the 1000

most frequent nouns and 1000 nouns with a lower frequency. Frequencies are

taken from the extracted data, i.e. words in the object relation. Curran and

Moens (2002) have randomly selected 70 nouns from WordNet so that they cover

a range of values for the characteristics frequency, specificity, concreteness, and

number of senses. Curran (2003) gives results for a larger test set of 300, covering

several frequency bands.

We have chosen to build a large test set of 3000 nouns selected from EWN.

We have split up the test set in high-frequency, middle-frequency and low-

frequency words. It is expected that frequency is a determining factor for the

performance of the system, because there is less data available for infrequent

words and similarity calculations based on these limited amounts of data will

be less reliable.4

We adopt the approach as given by Weeds (2003). However, we take the

frequencies from the corpus as a whole, whereas Weeds (2003) uses the context

of the object relation to calculate frequencies. Moreover, we add a third test set

that includes words of even lower frequencies.

Every occurrence of a word in the corpus (no matter what syntactic relation

it is found in) contributes to the frequency for that word. Our choice is moti-

vated by the fact that we plan to compare several methods in the next chapters,

not just syntax-based methods. Building the test sets based on the frequency

of occurrence of the test words in the syntactic data would bias our results.

For every noun appearing in EWN we have determined its frequency in 80

million-word corpus of newspaper text: the CLEF corpus.5 The corpus was

4Weeds and Weir (2005) report in their conclusions that the performance of low-frequency
nouns is not significantly lower than that of high-frequency nouns. However, in the Wordnet
prediction task the difference between the low- and high-frequency nouns is large and for some
measures even more than 50%.

5We have used the CLEF corpus, which is a subset of the TwNC corpus, for frequency
calculations, because the proximity-based method presented in Chapter 5 uses this corpus
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annotated with PoS-information. We have chosen nouns at ranks 1-1000, 3001-

4000 and 9001-10000 as high-frequency, middle-frequency and low-frequency test

sets. For the high-frequency test set the frequency ranges from 258,253 (jaar,

‘year’) to 2,278 (scène, ‘scene’). The middle-frequency test set has frequencies

ranging between 541 (celstraf, ‘jail sentence’) and 364 (vredesverdrag, ‘peace

treaty’). For the test set of infrequent nouns the frequency goes from 91 (charter,

‘charter’) down to 73 (basisprincipe, ‘basic principle’).

3.5 Results

In the current section we will give results for applying the evaluation framework

introduced in the previous section.6 We will first show how frequency cutoffs

influence the performance of the system (3.5.1). In section 3.5.2 we will com-

pare combinations of measures and weights. In section 3.5.3 we will show the

differences in performance when corpus size increases. We compare the perfor-

mance of the proximity-based methods (from Chapter 5) to the performance of

the syntax-based methods in section 3.5.4. The proportion of synonyms, hy-

per/hypo, and co-hyponyms in the lists of nearest neighbours will be discussed

in 3.5.5. We will show the contribution of the individual syntactic relations in

section 3.5.6. We conclude with a comparison to results reported in our previous

work.

3.5.1 Cell and row frequency cutoffs

In 3.2.2 we explained that we distinguish row and cell frequencies for a headword

and the combination of a headword and an attribute, respectively. The cell

frequency indicates how often the combination of the headword and the syntactic

context is found in the corpus. The row frequency of a certain headword is the

sum of all its cell frequencies that are above the given cell frequency cutoff.

Augmenting the cell frequency cutoffs reduces the number of infrequent syn-

tactic co-occurrences. For reasons of efficiency and noise reduction we discarded

hapaxes, i.e. syntactic co-occurrence types that only occurred once in our data.

We ran experiments with cell frequency cutoffs 2, 4, and 6.

Augmenting the row frequency cutoffs will result in smaller numbers of in-

frequent nouns in the lists of nearest neighbours. For example, setting the row

frequency cutoff to 60 will result in nearest neighbours that have a total fre-

quency of more than 60 in our data. We experimented with row frequency

cutoffs from 2 up to 60.

exclusively.
6An interactive demo based on the syntax-based method can be found on

http://www.let.rug.nl/gosse/bin/verwant_twnc.py.

http://www.let.rug.nl/gosse/bin/verwant_twnc.py
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EWN Similarity
Cell Row HF MF LF
Freq Freq k=1 k=5 k=1 k=5 k=1 k=5

2 2 0.765 0.697 0.737 0.656 0.666 0.620

2 4 0.765 0.697 0.735 0.655 0.671 0.613
2 10 0.765 0.697 0.729 0.654 0.665 0.601
2 20 0.764 0.696 0.729 0.652 0.672 0.600

4 4 0.766 0.685 0.702 0.627 0.604 0.545
4 8 0.765 0.685 0.699 0.625 0.593 0.536
4 20 0.765 0.685 0.700 0.622 0.594 0.527
4 40 0.765 0.685 0.702 0.621 0.598 0.524

6 6 0.769 0.683 0.676 0.598 0.541 0.498
6 12 0.769 0.682 0.677 0.597 0.533 0.488
6 30 0.768 0.682 0.676 0.595 0.549 0.486
6 60 0.768 0.681 0.670 0.593 0.542 0.496

Table 3.5: Average EWN similarity at the top-k candidates for different cell
and row frequency cutoffs

Before discussing the results it should be noted that these tests were done

using MI as weight and Cosine as measure. This combination gives the best

results in our experiments, as will be shown in the next paragraphs and show-

ing results for all combination of weights and measures would take too much

space here. We have used the EWN score to evaluate the settings as this score

combines several semantic relations.

We can see in Table 3.5 that evaluations on the high-frequency test set clearly

perform best, followed by the middle-frequency test set. The low-frequency test

set performs worst. This is in line with expectations since the low-frequency

words suffer most from data sparseness. Weeds (2003) reports the same ten-

dency in the WordNet prediction task. Still, the performance of the low fre-

quency test set outperforms the baseline by far: 0.66 versus 0.26. The EWN

similarity of the nearest neighbours found is rather high for all three test sets.

Furthermore we can see that row-frequency and also cell-frequency cutoffs

have almost no effect on the test set of high-frequency nouns. This result is

expected since high-frequency nouns are less affected by cell or row frequency

cutoffs at these values. Words that appear 2,278 up to 258K times in a corpus of

80 million words will appear more often in the syntactic contexts taken from a

500 million-word corpus than the cutoffs used in these experiments. We see that

for the middle-frequency test set the scores only drop a little when augmenting

the row frequency cutoff. However, augmenting the cell frequency cutoff lowers

the scores considerably. For the low-frequency test set the effect is even a little

stronger for the row frequency cutoff. This is in line with findings in Curran

and Moens (2002). They report a considerable difference in performance, when
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augmenting the the cell frequency cutoff from 2 to 4.

We have set both row and cell frequency cutoffs to 2 for the remainder of

the experiments in this chapter.

3.5.2 Comparing measures and weights

We compared the performance of the various combinations of weight functions

(frequency, MI, and t-test) and the measures for computing the similarity be-

tween word vectors (Dice† and Cosine). The results are given in Table 3.6.

For each of the three test sets EWN scores are given for each combination of a

measure and a weight. All combinations significantly outperform the random

baseline, i.e. the score obtained by picking 100 random words from EWN as

nearest neighbours of a given target word, which is 0.26. Note also that the max-

imal score is not 1.00, but significantly lower, as words do not have k synonyms

(which would give the hypothetical, maximal score of 1.00).

EWN Similarity
Measure HF MF LF
+Weight k=1 k=5 k=1 k=5 k=1 k=5

Dice†+FR 0.647 0.576 0.607 0.545 0.578 0.501
Dice†+MI 0.747 0.665 0.702 0.629 0.674 0.598
Dice†+TT 0.757 0.681 0.683 0.628 0.628 0.570
Cosine+FR 0.685 0.589 0.638 0.569 0.616 0.540
Cosine+MI 0.765 0.697 0.737 0.656 0.666 0.620

Cosine+TT 0.741 0.667 0.656 0.604 0.548 0.524

Table 3.6: Average EWN similarity at the top-k candidates for different simi-
larity measures and weights

Cosine in combination with MI gives the best results at all but one point of

evaluation, followed by Dice† in combination with MI. The worst performance

is attained when Dice† is used without any weighting and the raw frequencies

are used to compare word vectors.

It is hard to compare our results to other work for several reasons. First

of all, the fact that most work is done for English complicates the compari-

son. It is not possible to compare on the same gold standard. Dutch EWN

is smaller than English Princeton WordNet. Dutch EWN covers about 56% of

the nouns in WordNet 5.1. Another difference springs from the nature of the

two languages with respect to compounding. Some languages, such as Dutch

and German, build compounds orthographically in one word. In English com-

pounds are mostly composed of two words, e.g table cloth and hard disk versus

database. Even though we decided to discard multi-word terms we still include

the single word compounds in our data and evaluation. In English the word
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table cloth will in most of the cases contribute to the data for cloth. The same

holds for hard disk. It is clear that the data for Dutch will suffer more from

data sparseness due to this difference. On the other hand the English data will

suffer more from ambiguity.

Of the work that compares several similarity measures and weights the eval-

uation framework Weeds (2003) chooses in chapter 6 is most similar to ours.

She evaluates the system on predicting semantic similarity compared to the gold

standard WordNet. In her experiments on the high frequency test set Jaccard’s

and Cosine’s performance is comparable. For the low-frequency test set Jaccard

performs much worse. In our experiments Cosine outperforms Dice for all three

test sets. An important difference between her work and ours is the fact that

she limits the outcome of the system (nearest neighbours) to the input to their

system, 1000 frequent and 1000 less frequent headwords.

In the experiments (without weighting) by Curran and Moens (2002) Dice†

performed considerably better than Cosine. Dice† in combination with t-test

performed best. It should be noted that they did not try the combination of

Cosine with t-test, nor MI because they believe the measures and weights to

be independent and Dice † performed best with the best-performing weight t-

test. In our experiments Cosine outperforms Dice†. However, they evaluate on a

loosely structured gold standard, a combination of three thesauri. We will see in

Chapter 5 that the combination Dice† t-test also performs well when evaluating

on association norms, a very loosely structured gold standard. Furthermore,

their evaluation is done on a smaller test set (70 words) and a smaller corpus.

In Lin (1998a) the Cosine measure did not perform as badly as in Curran and

Moens (2002).

The evaluation done by Lee (1999) is very different from ours. The author

evaluates on a decision task and considers the 1000 most frequent nouns only.

Cosine is in the group of second-best measures, whereas Jaccard (equivalent to

Dice) is in the group of the best performing measures.

The absolute EWN scores are even harder to compare to other work than

the relative performance of the measures and weights. We have explained in

section 3.4.1 that we have chosen to evaluate the top-N nearest neighbours as in

Curran (2003). However, Curran (2003) has used a combination of several gold

standards among which thesauri that are much looser in nature than Word-

net. Other work that uses WordNet as a goldstandard has often calculated the

correlation between the gold standard and the nearest neighbours (Lin, 1998a;

Weeds, 2003). The thesaurus is transformed to a ranked list by using a WordNet

similarity measure and the correlation between the two ranked lists, one from

the thesaurus and one from the system is calculated. Over and above most of

the work done is on English.
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Work by Van der Cruys (2006) does apply the EWN score in the same way as

we did, and he works on Dutch as well. However the scores are based on cluster

averages and not top-k nearest neighbours. The highest Wu-and-Palmer-score

achieved in his work is at 1500 clusters and amounts to a score of 60.40%. This

corresponds to on average 3.33 words per cluster. At k=5 we reach a score of

.697 (69.7%) for the high-frequency test set.

Meas+Weight HF MF LF
Cov. Trace. Cov. Trace. Cov. Trace.

Dice†+FR 100.0 97.5 100.0 82.6 99.9 53.1
Dice†+MI 100.0 95.0 100.0 83.5 99.9 54.9
Dice†+TT 100.0 91.7 100.0 70.4 99.9 39.9
Cosine+FR 100.0 66.0 100.0 58.3 99.9 48.0
Cosine+MI 100.0 88.7 100.0 65.3 99.9 32.8
Cosine+TT 100.0 25.5 100.0 23.7 99.9 25.4

Table 3.7: Coverage and traceability for the various measures and weights

Table 3.7 shows the coverage and traceability for the several test sets and

combinations of measures and weights. Coverage is defined as the percentage

of test words that are found in the data. A high number indicates that many of

the words in the test sets are found in the data. As we explained in section 3.4.3

we used three sets of 1000 words to test our data. In most cases the test words

were found in our data. Even for the low-frequency test set only 1 out of 1000

words was not found in our data. We can conclude from this that the coverage

of the data is very good. This is to be expected since the testsets are built on

the basis of frequency information from the 80 million-word CLEF corpus, a

subset of the 500 million-word TwNC corpus. However, not all words, although

rather frequent individually, appear in the syntactic relations we have selected.

Traceability is a characteristic that we have introduced as a result of our de-

cision to discard words that are missing in EWN. It is calculated by determining

what percentage of words the system proposes are actually found in EWN. Our

reasons for this are mainly that we know EWN is incomplete and we do not

want to penalize for words that might be valuable additions. The fact that a

measure returns many words that are not found in EWN thus does not affect

the scores in any way. However, we believe that it is still important to know

how many of the nearest neighbours returned by the system are found in EWN.

If the traceability is low, the average EWN score will be calculated on a smaller

number of pairs and will hence be less reliable.

On the other hand, a low traceability score will show how much can be

gained from using the methods to add missing words to existing resources. The

results for the low-frequency test set were relatively good, however, as we can
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see from the traceability scores in Table 3.7, the percentage is much lower for

the low-frequency test set. This seems to be an indication that resources for

which coverage is a problem could benefit from these methods. However, we

must be cautious, because we are not at all sure that the words not found in

EWN will be good additions.

A low traceability score in combination with a relatively low EWN score

seems to indicate that the nearest neighbours are of low quality. For exam-

ple, we will see some examples later of how the combination of Cosine + t-test

results in infrequent words such as aaibaars ‘something cuddly’ and aandeel-

houderspact ‘shareholders agreement’ for the headword bedenking ‘objection’.

This is a very unwelcome effect that is not enough visible from the EWN score.

This is another reason why we have included traceability as a characteristic.

Very low traceability scores in combination with relatively low EWN scores are

unfavourable.

Dice† in general produces lists of nearest neighbours that are more easily

found in EWN than Cosine. Lee (1999) explains how Jaccard (equivalent to

Dice†) is a measure in which shared features are key. We can see from formulas

given in section 3.3.3 that non-shared features are not taken into account for

Dice†. Although shared features are still key, Cosine also takes non-shared

features into account. We can see that the length of the vectors for both words

are in the denominator of the formula for Cosine. The Cosine measure therefore

seems to prefer words that do not have many co-occurrences. These are often

infrequent words. For example, the word Breakdance is only found in subject

relation with ben ‘am’, word ‘become’, and heb ‘have’. Fusie ‘fusion’, the nearest

neighbour resulting from using the combination Dice† + freq, is found in 1,019

distinct contexts.

For the combination Cosine+t-test the situation is even worse: only around

25% is found in EWN for all test sets. The MI weight improves the results

considerably: Cosine+MI has a traceability score of 88.7%. The MI weight

must have some characteristic that compensates for the behaviour of Cosine. It

is in fact the aim of applying weights to take care of frequently occurring verbs

such as ben ‘am’ word ‘become’, and heb ‘have’. Using the t-test for natural

language problems has been criticised (Church and Mercer, 1993), because it is

based on the assumption that the data is normally distributed, which is never

the case. The t-test is not able to sufficiently downplay the effect of verbs

such as ben ‘am’ and heb ‘have’. The MI measure has been criticised for not

being a very good measure of dependence between words. It has, however,

been said to be a good measure for indicating independence (non-association)

between words (Manning and Schütze, 1999). This is precisely what we need

to downplay occurrences with verbs, such as ben ‘am’ word ‘become’, and heb



60 Chapter 3. Syntax-based distributional similarity

‘have’.

Based on these findings we decided to take a closer look at the nearest neigh-

bours returned by the different measures and weights. Examples are given in

Table 3.8. The difference between the combinations Dice+t-test, Dice+MI and

Cosine+MI is not large enough to be seen at first sight by manual inspection. It

is only in the quantitative evaluations as presented in Table 3.6 that the differ-

ences are visible. However, the inspection did reveal that for the combination

Cosine+t-test many unrelated, infrequent nouns were returned as nearest neigh-

bours. The combination has the tendency to select low-frequency nouns. The

combination of Dice† and t-test does not result in many infrequent unrelated

nouns. The t-test seems to be particularly harmful in combination with Cosine.

Due to the fact that Dice† computes the similarity between words based on

shared features, it is less prone to the drawback of the t-test.

Based on these evaluations we decided to use the combination Cosine + MI

for the rest of our evaluations. It results in high scores in the EWN evaluation

and it gives us lists of nearest neighbours, that are found in EWN.
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Test Measure
Word +Weight k=1 k=2 k=3
HF Dice†(Freq) fusie opname uitbreiding
huwelijk ‘fusion’ ‘admission’ ‘extension’
‘marriage’ Dice†+MI relatie geboorte fusie

‘relation’ ‘birth’ ‘fusion’
Dice†+Tt relatie geboorte fusie

‘relation’ ‘birth’ ‘fusion’
Cosine(Freq) Breakdance doejong ’80

‘Break dance’ ‘behaveyoung’ ‘’80’
Cosine+MI geboorte relatie verloving

‘birth’ ‘relation’ ‘engagement’
Cosine+Tt huwelijksritueel partnerregistratie verstandshuwelijk

‘marriage ritual’ ‘partner registration’ ‘marriage of convenience’
MF Dice†(Freq) lef beschikking medelijden
bedenking ‘guts’ ‘disposition’ ‘pity’
‘objection’ Dice†+MI bezwaar aarzeling grief

‘objection’ ‘doubt’ ‘objection’
Dice†+Tt misnoegen bezorgheid paranoia-genre

‘displeasure’ ‘concern’ ‘paranoia genre’
Cosine(Freq) regeringservaring ondekt onnauwkeurigheidsmarge

‘government experience’ ‘discovered’ ‘inexactness margin’
Cosine+MI bezwaar misnoegen grief

‘objection’ ‘displeasure’ ‘objection’
Cosine+Tt aaibaars aandeelhouderspact aangekondigd

‘something cuddly’ ‘shareholder agreement’ ‘announced’
LF Dice†(Freq) bloeitijd glorietijd hoogconjunctuur
bloeiperiode ‘florescence’ ‘golden age’ ‘(period of) boom’
‘hey-day’ Dice†+MI bloeitijd glorietijd bloei

‘florescence’ ‘golden age’ ‘bloom’
Dice†+Tt bloeitijd glorietijd revival

‘florescence’ ‘golden age’ ‘revival’
Cosine(Freq) bloeitijd succesperiode glorietijden

‘florescence’ ‘succes period’ ‘golden ages’
Cosine+MI bloeitijd succesperiode glorietijd

‘florescence’ ‘succes period’ ‘golden age’
Cosine+Tt beginnersprobleem constitutionalisme louteringsproces

‘beginner’s problem’ ‘constitutionalism’ ‘purification process’

Table 3.8: Examples of nearest neighbours at the top-3 ranks
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3.5.3 Comparing corpora

In previous work (Van der Plas and Bouma, 2005a) we used the 80 million-word

CLEF corpus. In this chapter we have seen results based on the 500 million-

word TwNC corpus of which the CLEF corpus is a subset. In Table 3.9 we see

that the number of syntactic co-occurence tokens and types is much smaller for

the 80 million-word CLEF corpus than for the 500 million-word TwNC corpus.

The numbers are the result of adding the number of co-occurences found for the

different syntactic relations, as we have seen in Table 3.3.

In Table 3.10 we have put the results of the two corpora next to each other.

As expected, the larger corpus produces better results. The same tendency is

found by Curran (2003) in chapter 3. The author reports that the average direct

matches rise from 22.6 at a corpus size of 75 million words to 25.3 at a corpus

size of 150 million words.

Furthermore we can see from Table 3.10 that low-frequency nouns benefit

most from the larger corpus, followed by the middle-frequency nouns. That

is in line with expectations, since the low-frequency words suffer most from

data sparseness. The high-frequency words are relatively well-presented in the

smaller corpus compared to the low-frequency words.

Coverage and traceability for the 80 million-word corpus are lower as can be

seen in Table 3.11 and the low-frequency words are most affected. This is again

in line with expectations.

Corpus # tokens # types

TwNC (500M) 73.8M 7.1M
Clef (80M) 10.5M 1.4M

Table 3.9: Number of co-occurrences (tokens and types) for the two corpora
(hapaxes excluded)

EWN Similarity
Corpus HF MF LF

k=1 k=5 k=1 k=5 k=1 k=5

500M 0.765 0.697 0.737 0.656 0.666 0.620
80M 0.747 0.680 0.644 0.577 0.488 0.431

Table 3.10: Average EWN score at the top-k candidates for the two corpora

3.5.4 Comparison to proximity-based method

In the introduction to this chapter we explained that there are two widespread

methods for finding distributionally similar words, namely, the syntax-based
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Corpus HF MF LF
Cov. Trace. Cov. Trace. Cov. Trace.

500M 100.0 88.7 100.0 65.3 99.9 32.8
80M 100.0 87.8 99.9 42.4 98.9 23.1

Table 3.11: Coverage and traceability for the two corpora

Corpus # tokens # types

Proximity(80M) 526.4M 34.6M
Syntax1 (500M) 73.8M 7.1M
Syntax2 (80M) 10.5M 1.4M

Table 3.12: Number of co-occurrences (tokens and types) for the several corpora
(hapaxes excluded)

methods that we have seen in this chapter and the proximity-based method

that we will discuss in chapter 5. However, we would like to give a comparison

of the two methods here.

The proximity-based method makes use of the 80-million word corpus (CLEF)

due to efficiency problems. It is clear from Table 3.12 that the proximity-based

method, which uses unstructured context results in more data, although it uses

the same corpus: 34.6M types versus 1.4M types for the syntax-based method.

We explained that the proximity-based methods find looser relations, and

more associations than the syntax-based methods. We therefore expect the

syntax-based methods to perform better when evaluating on a highly struc-

tured resource such as EWN. We can see from Table 3.13 that the syntactic

methods are indeed better at finding words that are tightly related semanti-

cally. However, when the corpora used are equally large, the proximity-based

method approaches the performance of the syntax-based method for the low-

frequency test set. Data sparseness is a bigger problem for the syntax-based

method than for the proximity-based method simply because the contexts are

more limited. Both methods still outperform the baseline of randomly assigning

EWN Similarity
Method HF MF LF

k=1 k=5 k=1 k=5 k=1 k=5

Syntax1 (500M) 0.765 0.697 0.737 0.656 0.666 0.620
Syntax2 (80M) 0.747 0.680 0.644 0.577 0.488 0.431
Proxi(80M) 0.524 0.493 0.451 0.429 0.401 0.385

Table 3.13: Average EWN score at the top-k candidates for the syntax-based
and proximity-based method
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nearest neighbours to a headword, which is 0.26.

3.5.5 Distribution of semantic relations

So far we have evaluated the performance of the syntax-based method by cal-

culating the EWN score, a score that combines several semantic relations. We

will now decompose this score and check what kind of semantic relations are

found among the nearest neighbours.

An important semantic relation for building semantic resources is synonymy.

Also, in view of our application, question answering, it seems interesting to see

how well the system does on the acquisition of synonyms. From previous work

we know that there are many semantic relations other than synonymy among

the nearest neighbours found (Weeds, 2003; Bourigault and Galy, 2005; Van der

Cruys, 2006).

Table 3.14 shows the proportion of synonyms among the nearest neighbours.

Approximately 21% of the nearest neighbours at rank 1 are synonyms. Note

that we do not expect to find 100%, because not every word in EWN has one or

more synonyms. According to our calculations 60% of the nouns in EWN have

one or more synonyms.

We expect to find more related words overall in the high-frequency test set

as there is more data for those words. Also, we expect that words in the high-

frequency test set have in general more senses and thus more correct lexico-

semantic relations. We see higher scores for the high-frequency test set for

almost all lexico-semantic relations but very strongly for the hyponym relation.

The percentage of hyponyms found is very different for the three test sets. The

more frequent the test words are, the more hyponyms are found. This result

relates very well to our intuition that frequent words are often more general and

thus have a larger set of hyponyms. The percentage of hypernyms found de-

creases less rapidly because, along the same lines of reasoning, the low frequency

words are often less general terms, that typically have more hypernyms than

general terms. The decrease in performance is compensated by this counter-

effect.

We will try again to compare our scores to previous work. The scores re-

ported by Bourigault and Galy (2005) are based on all nearest neighbours found

above a certain similarity threshold. For the newspaper corpus only 1% of the

neighbours above that similarity threshold are synonyms.

Curran and Moens (2002) report a proportion of 76% of synonyms at the first

rank. The largest difference between their work and ours is the results of the

gold standard used. They use a combination of several rather loose thesauri.

The lists of synonyms are therefore much larger, and this is reflected in the
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precision scores.

For Dutch Van der Cruys (2006) gives rather low scores for percentage of

synonyms found. However, his scores are based on cluster averages and not top-

k nearest neighbours and he uses a limited number of syntactic relations. At

1600 clusters for the 5000 (most frequent) nouns, that is on average 3.1 words

per cluster, he reports 6.98% of synonyms. At k=5 we reach a precision of

approximately 11%. As in his case, the largest part is taken by co-hyponyms.

He finds twice as many hyponyms than synonyms and hypernyms. We also find

more hyponyms than hypernyms for high-frequency nouns. His evaluations are

done on the most frequent nouns only, so this result is expected.

Semantic HF MF LF
Relation k=1 k=5 k=1 k=5 k=1 k=5

Synonyms 21.31 10.55 22.97 10.11 19.21 11.63
Hypernyms 11.95 7.35 8.42 6.43 5.79 4.12
Hyponyms 20.74 17.34 7.20 5.17 3.05 2.80
Co-hyponyms 41.71 32.74 43.03 30.29 37.80 31.42

Table 3.14: Distribution of semantic relations over the top-k candidates

3.5.6 Comparing syntactic relations

In Table 3.15, the performance of the data collected using various syntactic

relations is compared. Scores are given for the adjective relation (adj), the

object relation (obj), the subject relation (subj), the prepositional complement

relation (prep), the coordination relation (coord) and the apposition relation

(appo). Examples of these syntactic relations were given in the second section of

this chapter (3.2.1). The last row of each test set is reserved for the combination

of all syntactic relations (all).

The performance of the several relations is partly influenced by the amount of

data the syntactic relation accounts for and partly by the nature of the relation.

The adjective relation is one that describes the attributes of an entity and is

a very good relation to use when trying to find semantically related words. The

object relation describes what is done to entities and is again a very good feature

to use for acquiring semantically related words. In 3.16 we have duplicated

Table 3.3 from section 3.3.1 for the reader’s convenience. We can see from

Table 3.16 that both relations are rather frequent.

The subject relation is much more frequent. It describes what actions entities

are taking. It is less good at determining the semantic relatedness between

words. When inspecting the nearest neighbours found by using the subject

and object relation only (Table 3.17), we see that the subject relation is good
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EWN Similarity
Dependency HF MF LF
Relation k=1 k=5 k=1 k=5 k=1 k=5

Adj 0.762 0.685 0.671 0.600 0.551 0.489
Obj 0.761 0.678 0.661 0.599 0.558 0.510

Subj 0.701 0.635 0.572 0.551 0.440 0.413
Prep 0.688 0.628 0.548 0.504 0.435 0.404
Coord 0.647 0.602 0.606 0.565 0.506 0.504
Appo 0.618 0.554 0.500 0.437 0.466 0.423

All 0.765 0.697 0.737 0.656 0.666 0.620

Table 3.15: Average EWN similarity at top-k candidates for various syntactic
relations

Syntactic relation # tokens # types

Subject 28.2M 2.3M
Adjective 16.5M 1.3M
Object 14.0M 1.1M
Apposition 6.0M 1.1M
Coordination 5.0M 753K
Prep. compl. 4.1M 499K
All 73.8M 7.1M

Table 3.16: Number of co-occurrence tokens and co-occurrence types extracted
per syntactic relation (hapaxes excluded)

at finding nearest neighbours that are animate things, things that are rather

active, such as hartpatient ‘heart patient’. It is less good at finding nearest

neighbours for less active inanimate things, such as verminking ‘mutilation’, as

these are less often found in subject position. The fact that the subject relation

is not the best performing relation shows that the number of occurrences the

relation accounts for is not the determining factor in all cases.

Test Synt. k=1 k=2 k=3
Word Rel.
verminking obj hoofdletsel letsel hersenletsel
‘mutilation’ ‘head injury’ ‘injury’ ‘brain damage’

subj muziekspektakel Ekeren olieboring
‘music spectacle’ ,, ‘oil drilling’

hartpatiënt obj basketballegende Cavallero Deutekom
‘heart patient’ ‘basketball legend’ ,, ,,

subj aids-patiënt reumapatiënt controlegroep
‘aids patient’ ‘rheuma patient’ ‘control group’

Table 3.17: Examples of nearest neighbours for the object and subject relation

The prepositional complement is a variant of the object relation. However,

it performs less well due to the fact that it is a less frequent syntactic relation
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that hence results in less data. Especially for the low-frequency test set, where

the scores are heavily depressed by data sparseness, this relation scores lowest

of all.

The coordination relation is not very good at finding semantically related

words, but it is not very frequent either. However, when taking a closer look at

its performance on several semantic relations individually (Table 3.18), we find

that it is bad at finding synonyms (penultimate position), hypernyms (penul-

timate position), and hyponyms (last position), but it is rather good at find-

ing co-hyponyms (third position), although it is one of the least frequently

found syntactic relations. The coordination relation is a relation that links co-

hyponyms in sentences, e.g. apples and pears, bear and wine, salt and pepper.

It is to be expected that this relation will do well on finding co-hyponyms.

Semantic Syntactic HF MF LF
Relation Relation k=1 k=5 k=1 k=5 k=1 k=5
Synonyms Adj 21.90 10.49 19.21 9.06 12.55 6.56

Appo 7.43 4.70 8.68 4.06 5.65 3.31
Coord 10.03 4.60 7.64 3.57 3.82 2.45

Obj 17.54 8.46 14.68 6.90 8.15 5.53
Prep 11.40 5.98 6.10 3.33 2.70 2.13
Subj 13.22 6.53 6.98 4.38 2.24 2.07

Hypernyms Adj 11.94 6.83 7.72 5.33 2.51 2.39
Appo 3.82 2.47 2.74 1.72 5.65 2.81

Coord 3.93 2.69 2.12 1.47 1.39 0.98
Obj 10.77 6.64 5.87 4.22 3.13 2.30

Prep 8.83 5.14 2.85 1.89 0.68 0.57
Subj 9.94 6.58 3.68 3.73 1.12 1.12

Hyponyms Adj 20.37 17.82 6.21 4.69 2.51 1.49

Appo 15.29 11.62 4.11 2.03 1.61 0.83
Coord 7.32 5.90 2.97 1.61 0.69 0.49

Obj 20.87 15.60 6.39 4.22 2.51 1.31
Prep 15.87 11.00 2.44 2.46 0.00 0.33
Subj 15.71 11.36 3.29 2.96 1.87 0.43

Co-hyponyms Adj 40.16 29.38 34.09 24.09 26.36 18.19
Appo 24.20 18.18 15.07 11.46 12.90 9.77
Coord 33.20 26.31 27.81 21.82 17.36 15.79

Obj 37.96 28.65 32.82 22.43 26.96 19.97

Prep 29.16 23.50 21.34 14.22 13.18 8.60
Subj 32.43 24.69 22.09 18.15 13.81 9.77

Table 3.18: Distribution of semantic relations over the top-k candidates for the
several syntactic relations

We already noted that the coordination relation is a special relation in that

a coordination such as Jip and Janneke does not establish a direct relation

between Jip on the one hand and Janneke on the other hand. We have however

established that direct link in our data.

There is one other phenomena that needs to be discussed. In van der Plas

and Bouma (2005a) we explained that a single coordination consisting of many

conjuncts gives rise to a large number of dependency triples (i.e. the coordina-
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tion beer, wine, cheese, and nuts leads to three dependency triples per word,

which is 12 in total). Especially for coordinations involving rare nouns, this has

a negative effect. The example we gave was a listing of nicknames lovers use for

each other:

Bobbelig Beertje, IJsbeertje, Koalapuppy, Hartebeer, Baloeba Beer,

Gere beer, Bolbuikmannie, Molletje, Knagertje, Lief Draakje, Hum-

meltje, Zeeuwse Poeperd, Egeltje, Bulletje, Tijger, Woeste Wolf,

Springende Spetter, Aap van me, Nunnepun, Trekkie, Bikkel en

Nachtegaaltje

This generates 20 triples per name occurring in this coordination alone,

although many of these occur nowhere else in the corpus. As a consequence,

the results for a noun such as aap ‘monkey’ are highly polluted.

To remedy this problem we have tried to normalize coordination data from

long lists. We gained better performances for the coordination data, when

dividing the frequencies by n(n − 1). However, the effect was negative when

used in combination with the other syntactic relations. The reason for this is

probably the fact that many of the normalized co-occurrence types as a result

receive a value that is below the threshold set. Hence, these co-occurrences are

not taken into account. The evaluation that resulted in improved scores was

based on the evaluation of 119 headwords out of 1000 only, whereas the baseline

(not using normalization) was based on 541 words. The normalization resulted

in too many words for which there was no data. We decided therefore not to

use normalization for the coordination relation data.

The apposition relation performs badly on all semantic relations. It is a very

typical relation, that links named entities and their category: president Clinton,

prince Claus, the province Limburg. The categories named entities are related

to are often functions people have or categories countries belong to. When

we take a closer look at the nearest neighbours resulting from the apposition

relation, we see that it does well for these function nouns but badly for words

that are not often the category a named entity belongs to. In Table 3.19 we see

an example of this effect.

Test k=1 k=2 k=3
Word
huwelijk Nederland-Indonesië Emanuel Muris tangonummer
‘marriage’ ‘The Netherlands-Indonesia’ ,, ‘tango number’
scheidsrechter arbiter voetbalscheidsrechter top-arbiter
‘referee’ ‘umpire’ ‘football referee’ ‘top referee’

Table 3.19: Examples of nearest neighbours for the apposition relation
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Syntactic HF MF LF
Relation cov. trace. cov. trace. cov. trace.

Adj 100.0 85.4 99.8 53.2 98.2 24.3
Appo 100.0 47.1 93.7 23.4 55.1 22.5
Coord 98.1 75.2 87.9 53.6 66.1 43.6
Obj 100.0 90.1 100.0 57.9 99.1 32.2
Prep 100.0 89.5 99.7 49.3 88.3 33.5
Subj 100.0 88.5 100.0 51.6 99.6 26.9
All 100.0 88.7 100.0 65.3 99.9 32.8

Table 3.20: Coverage and traceability for various syntactic relations

Also, we must add a note to the figures given in Table 3.16 for the apposition

relation. The apposition relation links named entities and their category. Only

half of the data of the apposition relation is in fact used in the present evaluation,

that includes only nouns and no proper names. We can see in Table 3.20 that

the traceability and coverage scores for the apposition relation are very low.

This means that many of the words in the low-frequency test set are not found

in the data and many of the nearest neighbours given by the system are not

found in EWN.

Combining all relations gives the best results. This is in line with Lin (1998a)

and Padó and Lapata (2007), where the authors show that using multiple syn-

tactic relations instead of only subject and object relations is beneficial for the

scores. As we have seen in section 3.2.3, a lot of related work has been done

on a limited number of syntactic relations (Hindle, 1990; Pereira et al., 1993;

Dagan et al., 1999; Lee, 1999; Weeds and Weir, 2005).

The difference between using all relations or only the best one is larger

when the frequency of the words in the test set is lower. In other words, the

difference between the adjective relation and the combination of all relations

(all) is largest for the low-frequency test set and smallest for the high-frequency

test set. That is to be expected, since for low-frequency test words the data

sparseness introduced by using just one relation is of more importance than for

high-frequency words.

Should the scores not have convinced the reader yet that the combination

of syntactic relations is a good idea, we would like to point the reader again

to Table 3.20. We see that the coverage of the system is never as good for the

individual syntactic relations as for the combination of all relations. It is clear

that only the subject relation comes close to the combination of all relations with

regard to coverage. However, the performance of this relation is not very good.

The adjective relation that shows the best scores overall does not reach the

coverage of the combination of all syntactic relations. Of the syntactic relations
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that have a high coverage, none reaches the traceability reached by combining

all relations. These results are based on a corpus of 500 million words. In

case of a smaller corpus the difference between the coverage of the individual

dependency relations and the combination of all dependency relations will be

even larger.

3.5.7 Comparison to our previous work

There are a number of differences between the experiments in Van der Plas and

Bouma (2005a) and the current methodology.

Firstly, the corpus has changed. In Van der Plas and Bouma (2005a) we used

a smaller corpus: 80 million instead of 500 million words of newspaper text. The

corpus has been parsed by a different version of Alpino, the dependency parser.

Although in general the parses are better in the current version, one difficulty

that was added by using the current version is the handling of compounds.

The current version of Alpino does compound splitting. A compound such

as hondenhok ‘dog house’ is split up to the lemma hond hok. However, in our

gold-standard hond hok is not found. We had to translate all split-up compound

lemmas back to the normal compound lemmas as they are found in EWN. It

was not possible to do this conversion for all compound lemmas. This resulted

in a small part (3.4%) of the compounds to be left in the data as split-up

compounds. These compounds were therefore not found in EWN and no score

could be calculated for them during evaluation.

Running the three test sets on the newly parsed 80 million word corpus with

identical cell and row frequency cutoffs results in comparable maximal scores

as the ones reported in Table 3.10 for the corpus of 80 million words. We can

conclude from this that the effect of differences due to parsing is minimal.

Secondly, a difference that is of greater importance is the cell frequency and

row frequency cutoffs we set. With the larger corpus it was no longer feasible

to include hapaxes, i.e. words that occur only once in our data. Also, after

careful testing the row frequency was set to 2 instead of 10. When running the

old test set on the old data with with cell frequency cutoff 2 (instead of 1), and

row frequency cutoff 2 (instead of 10), we get considerable improvements. The

positive effect is mainly due to the lowering of the row frequency cutoff.

Thirdly and most importantly, the test set has changed. In Van der Plas

and Bouma (2005a) we used a test set of 1000 random words from EWN with

a frequency of more than 10 according to frequency information in EWN. We

have now used more reliable frequency information, i.e. counts from the 80

million-word corpus (CLEF). And we have split up the test set in 1000 high-

frequency nouns, 1000 middle-frequency nouns, and 1000 low-frequency nouns.
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Only 19% of the nouns in the previous test set has a frequency equal or higher

than our middle frequency test set. More than 55% is less frequent than the

current low-frequency test set. It is therefore not surprising that the current

scores are higher than the ones reported in Van der Plas and Bouma (2005a).

We can conclude that the differences between the current scores and the

scores reported in Van der Plas and Bouma (2005a) are mainly due to the test

sets used, the increased corpus size, and the row frequency cutoff set.

With respect to the ranking of the combinations of measures and weights

we would like to note the following. In Van der Plas and Bouma (2005a) Dice

†+MI was the best performing measure. When running the three test sets

with the current cutoffs on the 80 million corpus, we noticed that for the low

frequency test set the same phenomenon occurred: Dice †+MI scored higher

than Cosine+MI. The ranking of the combinations is clearly dependent on the

size of the corpus and the frequency of the words in the test set.

3.6 Conclusions

In this chapter we have tried to provide information about the nature and quality

of the nearest neighbours found by the syntactic methods. We have evaluated

the nearest neighbours on the gold standard EWN with a measure that combines

the several semantic relations in different degrees in one score. We have also

determined the proportion of synonyms, hyper- and (co-)hyponyms to get an

idea of the decomposition of the score in the several semantic relations.

The most important outcome is perhaps that the syntax-based method

finds many semantically related words, among which synonyms, hypernyms,

hyponyms and (co)hyponyms. The proportion of synonyms is on average 21%

for the high frequency test set at the first ranks. The number of co-hyponyms

is about twice as high.

The syntax-based method gives better results than the proximity-based

method, that will be further discussed in chapter 5. Syntactic information is

helpful for this task. However, both methods outperform the baseline.

The nearest neighbours of high-frequency nouns are of a better quality than

the middle-frequency neighbours, and these in turn are of a better quality than

the neighbours of low-frequency nouns. Also, a larger corpus results in better

scores. The differences between the two corpora of different size is largest for

the low-frequency test set. These phenomena can all be explained by data

sparseness, a problem that is more severe for smaller corpora and for words in

lower frequency bands.

Another important outcome is that combining all relations gives the best

results. This is in line with Lin (1998a) and Padó and Lapata (2007), where the
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authors show that using multiple syntactic relations instead of only subject and

object relations is beneficial for the scores. As a positive side-effect the number

of words that are covered by the system and EWN is higher when all syntactic

relations are taken into account as reflected by coverage and traceability scores.

The performance of the several syntactic relations is partly explainable by

data sparseness. Syntactic relations that are common and result in many co-

occurrence tokens and types give the best results. However, the nature of the

syntactic relation also plays an important role.

The adjective and object relation perform best and are relatively common.

The subject relation is the most common relation, but it does less well than the

two best performing relations. The subject relation is limited to active things.

It is typically not very good at describing less animate, less active things, such

as verminking ‘mutilation’.

The apposition relation is very limited with regard to the type of nouns it

has data for, because it relates named entities with their function/hypernym. It

does well on functions people have, such as scheidsrechter ‘referee’, but it does

not well on other nouns, such as huwelijk ‘marriage’.

The coordination relation is interesting because of the fact that it performs

much better with regard to co-hyponymy than with respect to other semantic

relations, such as synonymy. Because the coordination relation is one that

typically relates co-hyponyms in text this is expected.

Furthermore, from our experiment we can conclude that using no cutoffs

(except the exclusion of hapaxes) gives the best results. Also, Cosine in combi-

nation with Mutual Information is the best combination of measures and weights

we tried, followed by Dice†+t-test and Dice†+MI. Weighting is beneficial. The

settings without weighting, where the raw frequencies are used in the calcu-

lations perform worst. The combination of Cosine and t-test results in many

infrequent, unrelated words. The relative performance of the combinations of

weights and measures is dependent on the corpus size and the frequency of the

test words. Comparing our results to previous work is difficult due to differences

in methodology and evaluation framework.

The usefulness of the found neighbours will be tested on a real application,

question answering, in Chapter 6.



Chapter 4

Alignment-based

distributional similarity

Part of the material in this chapter has been published as Van der Plas and

Tiedemann (2006).

4.1 Introduction

Defining the meaning of a word is hard. Translations are interesting in this

respect because, when translating, people bridge difficulties that are related to

the meaning of words. In this chapter we will try to use translations to discover

relationships, such as synonymy, between words.

In the previous chapter we explained how syntax-based methods are good at

retrieving semantic relations of all kinds between words, but that the number

of synonyms at the first ranks is not particularly high. Synonymy is a valuable

semantic relation that was explained in detail in chapter 2. It expresses a very

tight relationship between words. If two words are synonymous, they share the

same meaning.

We could have tried to improve the percentage of synonyms at the first ranks

by applying a filter on the nearest neighbours of the syntax-based method. For

example, patterns such as X, Y, and other Z, as defined by Hearst (1992) and

applied by IJzereef (2005) to Dutch, can help to identify (co-)hyponyms and

hypernyms among the nearest neighbours that could then be filtered. However,

we opted for a different approach. We decided to try and solve the problem

within the framework of distributional methods: We applied a method that is

based on the translations of words. We expect that this method is good at

retrieving synonyms specifically.
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In the previous chapter we presented the distributional hypothesis, i.e.

the idea that semantically related words are distributed similarly over contexts.

We then said that context can be defined in many ways. One possible context

is the syntactic context, another the bag-of-words, yet another context is the

translational context. This is the context we will be concerned with in

this chapter.

The translational context of a word is the set of translations it gets in other

languages. For example, the translational context of cat is kat in Dutch and

chat in French. This requires a rather broad understanding of the term context.

A straightforward place to start looking for translational context is in bilin-

gual dictionaries. However, these are not always publicly available for all lan-

guages. More importantly, dictionaries are static and therefore often incomplete

resources, and they often do not provide frequency information. We have cho-

sen to automatically acquire word translations in multiple languages from text.

Text in this case should be understood as multilingual parallel text. Automatic

word alignment will then give us the translations of a word in multiple lan-

guages. Any multilingual parallel corpus can be used. It is thus possible to

focus on a special domain. Furthermore the automatic word alignment provides

us with frequency information for every translation pair, which can be handy

in case words are ambiguous.

How do we get from translational contexts to synonymy? The idea is that

words that share a large number of translations are similar. For example both

autumn and fall get the translation herfst in Dutch, Herbst in German, and

automne in French. This indicates that autumn and fall are synonyms.

Aligned parallel corpora have often been used in the field of word sense

discovery, the task of discriminating the different senses words have. The idea

behind it is that a word that receives different translations might be polysemous.

For example, a word such as wood receives the translation woud and hout in

Dutch, the former referring to an area with many trees and the latter referring to

the solid material derived from trees. Whereas this type of work is all built upon

the divergence of translational context, i.e. one word in the source language is

translated by many different words in the target language, we are interested in

the convergence of translations, i.e. two words in the source language receiving

the same translation in the target language.

Of course these two phenomena are not independent. The alleged conversion

of the target language might well be a hidden diversion of the source language.

Since the English word might be polysemous, the fact that woud and hout in

Dutch are both translated in English by wood does not mean that woud and

hout in Dutch are synonyms. The use of multiple languages overshadows the

noise resulting from polysemy. We will explain in section 4.5.5 that, if two words
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in a source language receive the same translation in many target languages, this

often indicates that the two words are synonyms.

With this approach we hope to find the synonyms that the syntax-based

method failed to distinguish. We ascribed the fact that the syntax-based method

behaves in this way to the fact that words such as wine and beer are often found

in the same syntactic contexts. We hope that the alignment-based method

suffers less from this indiscriminant acceptance. Words are typically translated

by words with the same meaning. The word wine is typically not translated

with a word for beverage nor with a word for beer, and neither is good translated

with a word for bad. So we expect not to find hypernyms, co-hyponyms, nor

antonyms, at least not in general. However, we are still relying on automatic

word alignments. We will see that the noise introduced by this method results

in (co-)hyponyms and hypernyms being found as nearest neighbours.

The aim of this chapter is to show the nature and quality of the nearest

neighbours found by the alignment-based approach. In the next section we will

discuss the alignment-based methods in greater detail. The following sections

will be concerned with the methodology used in our experiments (4.3), the

evaluation framework (4.4), the results (4.5), and finally the conclusion (4.6).

4.2 Alignment-based methods

In this section we explain the alignment-based approaches to distributional sim-

ilarity. We will give some examples of translational context (4.2.1) and we will

explain how measures and weights serve to determine the similarity of these

contexts (4.2.2). We end this section with a discussion of related work (4.2.3).

4.2.1 Translational context

The translational context of a word is the set of translations it gets in other

languages. There are several ways to get hold of the translational context of

words. One is to look up translations in a dictionary. The approach we are

proposing relies on automatic word alignment of parallel corpora from Dutch to

one or more target languages.

The corpora we are using are sentence aligned. To retrieve word alignments,

we apply standard techniques derived from statistical machine translation using

the well-known IBM alignment models (Brown et al., 1993) implemented in the

open-source tool GIZA++ (Och, 2003). These models can be used to find links

between words in a source language and a target language given sentence aligned

parallel corpora. We applied standard settings of the GIZA++ system without

any optimisation for our particular input. We also used plain text only, i.e. we
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did not apply further pre-processing except tokenisation and sentence splitting.

Figure 4.1: Example of bidirectional alignment of a two parallel sentences

Alignment of two texts, for example a Dutch and an English text, is bi-

directional. The Dutch text is aligned to the English text and vice versa. The

alignment models produced are asymmetric. Several heuristics exist to combine

directional word alignments to improve alignment accuracy. We believe that

precision is more crucial than recall in our approach and, therefore, we apply

a very strict heuristic, namely, we compute the intersection of word-to-word

links retrieved by GIZA++. This means that we only accept translation pairs

that are found in both directions. Picture 4.1 makes this a little clearer. In

this case the following pairs are selected: it-wij, not-niet, whipped-slagroom,

we-wij, want-willen, rights-burgerrechten, and the two periods at the end of the

sentences. As a result we obtain partially word-aligned parallel corpora from

which translational context vectors are built. Problems caused by this procedure

will be discussed in detail in section 4.5.

4.2.2 Measures and feature weights

Translational co-occurrence vectors such as the vector given in Ta-

ble 4.1 for the headword kat are used to find distributionally similar words. Ev-

ery cell in the vector refers to a particular translational co-occurrence

type.1 For example, kat ‘cat’ gets the translation Katze in German. The

value of these cells indicate the number of times the co-occurrence type under

consideration is found in the corpus.

The first column of this vector shows the headword, i.e. the word for which

we determine the contexts it is found in. Here, we find kat ‘cat’. The first row

shows the contexts that are found, i.e. the translation plus the language the

translation comes from. These contexts are referred to by the terms features

or attributes.

Each co-occurrence type has a cell frequency. Likewise each headword has a

row frequency. The row frequency of a certain headword is the sum of all its

cell frequencies. In our example the row frequency for the word kat ‘cat’ is 65.

Cut-offs for cell and row frequency can be applied to discard certain infrequent

1Language abbreviations are taken from the ISO-639 2-letter codes.
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co-occurrence types or headwords respectively. We have little confidence in

our characterisations of words with low frequency. For example, the English

translation ’the’ in Table 4.1 has a frequency of 1. A cutoff of 2 would make

us discard this co-occurrence. We will come back to these cutoffs in the results

section, more precisely in 4.5.1.

Katze-DE chat-FR gatto-IT cat-EN the-EN Total

kat ‘cat’ 17 26 8 13 1 65

Table 4.1: Translational co-occurrence vector for kat based on four languages

The more similar the vectors are, the more distributionally similar the head-

words are. We need a way to compare the vectors for any two headwords to

be able to express the similarity between them by means of a score. Various

methods can be used to compute the distributional similarity between words.

We will explain in section 4.3.2 what measures we have chosen in the current

experiments.

Methods for computing distributional similarity between two words consist

of a measure for computing the similarity between two co-occurrence vectors

and a measure for assigning weights to the co-occurrence types present in the

vector. The results of vector-based methods can be improved if we take into

account the fact that not all combinations of a word and a translation have the

same information value.

In the previous chapter we explained how the syntactic method benefits

from feature weights. Selectionally weak (Resnik, 1993) or light verbs such as

hebben ‘to have’ are given a lower weight than a verb such as uitpersen ‘squeeze’

that occurs less frequently. We will use the same weights for the translational

context. We hope that these weights will counter balance the alignment errors

that often occur with frequent words.

4.2.3 Related work

There is relatively little work on synonym acquisition from multilingual parallel

corpora. Multilingual parallel corpora have mostly been used for tasks related

to word sense disambiguation such as target word selection (Dagan et al., 1991)

and separation of senses (Resnik and Yarowsky, 1997; Dyvik, 1998; Ide et al.,

2002).

However, taking sense separation as a basis, Dyvik (2002) derives relations

such as synonymy and hyponymy by applying the method of semantic mir-

rors. The paper illustrates how the method works. First, different senses

are identified on the basis of manual word translations in sentence-aligned
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Norwegian-English data (2,6 million words in total). Second, senses are grouped

in semantic fields. Third, features are assigned on the basis of inheritance.

Lastly, semantic relations such synonymy and hyponymy are detected based on

intersection and inclusion among feature sets .

The following two papers we will describe are driven by the same motivation

as we have, namely, to improve the syntax-based methods that are not precise

enough to find synonyms. However, both papers discussed below have taken

bilingual dictionaries as a starting point and not corpora.

Lin et al. (2003) try to tackle the problem of identifying synonyms in lists of

nearest neighbours in two ways: Firstly, they look at the overlap in translations

of semantically similar words in multiple bilingual dictionaries. Secondly, they

design specific patterns designed to filter out antonyms. They evaluate on a set

of 80 synonyms and 80 antonyms from a thesaurus that are also found among the

top-50 distributionally similar words of each other. The pattern-based method

results in a precision of 86.4 and a recall of 95.0. The method using bilingual

dictionaries gets a higher precision score (93.9). However, recall is much lower:

39.2.

Wu and Zhou (2003) report an experiment on synonym extraction using

bilingual resources (an English-Chinese dictionary and corpus) as well as mono-

lingual resources (an English dictionary and corpus). Their monolingual corpus-

based approach is very similar to our monolingual syntax-based approach de-

scribed in Chapter 3. The bilingual approach is different from ours in several

aspects. Firstly, they do not take the corpus as the starting point to retrieve

word alignments. They use the bilingual dictionary to retrieve multiple transla-

tions for each target word. The corpus is only employed to assign probabilities

to the translations found in the dictionary. The authors praise the method for

being able to find synonyms that are not in the corpus as long as they are found

in the dictionary. However, the drawback is that the synonyms are limited to

the coverage of the dictionary. The aim of automatic methods in general is

precisely to overcome the limited coverage of such resources.2 A second dif-

ference with our system is the use of a bilingual parallel corpus whereas we

use a multilingual corpus containing 11 languages in total. The authors show

that the bilingual method outperforms the monolingual methods both in recall

and precision. However, a combination of different methods leads to the best

performance. A precision of 0.271 on middle-frequency nouns is attained.

A large proportion of related work is not limited to synonyms. Many re-

searchers present methods for the automatic acquisition of paraphrases, in-

cluding multi- and single-word synonyms (Barzilay and McKeown, 2001; Ibrahim

2Of course the synonyms found by using corpus-based methods is limited to the corpus
used, but it can be varied, if available, and adapted to the domain.
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et al., 2003; Shimota and Sumita, 2002; Bannard and Callison-Burch, 2005).

The first two of these have used a monolingual parallel corpus to identify para-

phrases. The last two employ multilingual corpora.

Barzilay and McKeown (2001) present an unsupervised learning approach

for finding paraphrases from a corpus of multiple English translations of the

same source text. They trained a classifier with the help of identical words

(co-training). The method retrieved 9,483 lexical paraphrases of which 500

were selected for evaluation. 70.8% were single words. A manual evaluation

resulted in an average precision of 85.5%. Evaluation on WordNet only resulted

in 35% of the paraphrases being synonyms. 32% are in a hypernym relation,

18% are siblings and 10% are unrelated. Examples of paraphrases classified as

hypernyms by WordNet are landlady and hostess and reply and say. Examples

of siblings (co-hyponyms) are city and town, and pine and fir. The authors

argue that synonymy is not the only source of paraphrasing. It is a fact that

people can paraphrase by using alternative wording that can be more specific or

more general in nature than the original wording. We then find hypernyms and

hyponyms of the original words, but people do still judge it to be a paraphrase.

We have also run a manual evaluation that we will discuss in more detail in

section 4.5.9.

Ibrahim et al. (2003) present an approach that is a synthesis of Barzilay and

McKeown (2001) and a method based on dependency tree paths between a pair

of words in monolingual data by Lin and Pantel (2001). Ibrahim et al. (2003)

capture long-distance dependencies with structural paraphrases, generalizing

syntactic paths. This way they hope to find longer paraphrases. Indeed the

average length of the paraphrases learned reaches 3.26. The precision of 130

paraphrases according to three human judges is on average 41,2%.

Shimota and Sumita (2002) propose a method for extracting paraphrases

from a bilingual corpus of approximately 162K sentences of travel conversation.

They select all sentences with the same translations. Extraction and filtering is

done on the basis of Dynamic Programming matching (DP matching, Cormen

et al. (2001)). Only sentences that differ in fewer than 4 words are selected.

Variant words and surrounding words are extracted. At last filtering is done on

the basis of frequency and association strength. A manual evaluation was car-

ried out in which judges had to label a candidate paraphrase as same, different,

semantically improper, syntactically improper. 83.1% of the candidate para-

phrases for the English-Japanese setting were labeled as being similar. 93.5%

of the candidate paraphrases for the Japanese-English setting were considered

the same.

Bannard and Callison-Burch (2005) use a vector-based technique to extract

paraphrases. Their work is therefore closely related to our work. The method is
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rooted in phrase-based statistical machine translation. Translation probabilities

provide a ranking of candidate paraphrases. These are refined by taking contex-

tual information into account in the form of a language model. The Europarl

corpus (Koehn, 2003) is used. It has about 30 million words per language. 46

English phrases are selected as a test set for manual evaluation by two judges.

When using automatic alignment, the precision reached without using contex-

tual refinement is 48.9%. A precision of 55.3% is reached when using context

information. Manual alignment improves the performance by 26%. A precision

score of 55% is attained when using multilingual data.

4.3 Methodology

In the following sections we describe the set up for our experiments. After

describing the corpora we have used and the translations we extracted from

them (4.3.1) we will describe which measures and weights we have applied in

the sections 4.3.2 and 4.3.3, respectively.

4.3.1 Data collection

Measures of distributional similarity usually require large amounts of data. For

the alignment method we need a parallel corpus of reasonable size with Dutch

either as source or as target language. Furthermore, we would like to experiment

with various languages aligned to Dutch. The freely available Europarl corpus

Koehn (2003) includes 11 languages in parallel, it is sentence aligned (Tiede-

mann and Nygaard, 2004), and it is of reasonable size. Thus, for acquiring

Dutch synonyms we have 10 language pairs with Dutch as the source language:

Danish (DA), German (DE), Greek (EL), English (EN), Spanish (ES), Finnish

(FI), French (FR), Italian (IT), Portuguese (PT), and Swedish (SV). The Dutch

part includes about 29 million tokens in about 1.2 million sentences.

Context vectors are populated with the links to words in other languages ex-

tracted from automatic word alignment. We applied GIZA++ and the intersec-

tion heuristics as explained in section 4.2.1. From the word-aligned corpora we

extracted translational co-occurrence types, pairs of source and target

words in a particular language with their alignment frequency attached. Each

aligned target word is a feature in the (translational) context of the source word

under consideration.

As mentioned earlier, we did not include any linguistic pre-processing prior

to the word alignment. However, we post-processed the alignment results in

various ways. We applied a simple lemmatiser to the Dutch part of the bilingual

translational co-occurrence types in order to 1) reduce data sparseness, and 2)
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to facilitate our evaluation based on comparing our results to existing synonym

databases. For this we used two resources: CELEX, a linguistically annotated

dictionary of English, Dutch, and German (Baayen et al., 1993), and the Dutch

snowball stemmer implementing a suffix-stripping algorithm based on the Porter

stemmer. Note that lemmatisation is only done for Dutch. Furthermore, we

removed word type links that include non-alphabetic characters to focus our

investigations on real words and we transformed all characters to lower case.

Finally, we restricted our study to Dutch nouns. Hence, we extracted trans-

lational co-occurrence types for all words tagged as nouns in CELEX. We also

included words that are not found in CELEX. Discarding these words would

result in losing too much information. We assumed that many of them will be

productive noun constructions.

We populated the context vectors with the remaining translational co--

occurrence types. Table 4.2 shows the number of translational co-occurrences

(tokens and types) for each language pair after applying post-processing.

Language # tokens # types Language # tokens # types

DA 3.3M 104K FR 3.9M 90K
DE 1.3M 133K IT 3.5M 96K
EL 1.9M 60K PT 3.8M 86K
EN 3.4M 119K SV 2.9M 97K
ES 3.2M 119K ALL 31.3M 994K
FI 2.3M 89K

Table 4.2: Number of translational co-occurrences tokens and types for different
(combinations of) languages (hapaxes excluded)

When combining all languages we find data for some 51K headwords and

386K features (translations in multiple languages). The matrix has approxi-

mately 19.7 million cells, of which 994K (0.005%) are filled. The matrix is almost

as sparse as for the syntax-based method, where 0.003% of the co-occurrence

matrix contains values.

Note that we rely entirely on automatic processing of our data. Thus, results

from the automatic word alignments include errors and their precision is very

different for the various language pairs. Bannard and Callison-Burch (2005)

show that when using manual alignment the percentage of correct paraphrases

rises from 48.9% to 74.9%. It is clear that the automatic alignment introduces

a lot of noise.

In Figure 4.2 we have plotted the number of co-occurrence types at several

frequency cutoffs. The distribution is relatively close to Zipfian for the lower

ranks, but the line is too flat for the higher ranks.



82 Chapter 4. Alignment-based distributional similarity

1e+01 1e+03 1e+05

5
50

50
0

50
00

50
00

0

# co−occurrence types

C
el

l f
re

qu
en

cy
 c

ut
of

f

Figure 4.2: Number of co-occurrence types when augmenting the cell frequency
cutoff

4.3.2 Similarity measures

We have limited our experiments to using Cosine and Dice†, a variant of Dice.

We chose these methods, as they performed best in a large-scale evaluation

experiment reported in Curran and Moens (2002). These measures are explained

in greater detail in section 3.3.3. We repeat the most important points here for

the convenience of those who do not wish to turn back to section 3.3.3.

Cosine is a geometrical measure. It returns the cosine of the angle between

the vectors of the words and is calculated as the dot product of the vectors:

Cosine =

∑

weight(W1, ∗t, ∗w′)× weight(W2, ∗t, ∗w′)
√

∑

weight(W1, ∗, ∗)2 ×
∑

weight(W2, ∗, ∗)2

Remember from the previous chapter that for the syntax-based data, (w, r, w′)

denotes a headword w in a syntactic relation r with another word w′. For the

alignment-based method, translation IDs t, such as EN for translations from

English and DE for translations from German, take the place of the syntactic

relations r in the triples (w, t, w′) and this is reflected in the formula’s given here.

In Table 4.1 we can see that the language ID takes the place of the syntactic

relation.

Curran and Moens (2002) propose a variant of Dice, which they call Dice†.

It is defined as:
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Dice† =
2

∑

min(weight(W1, ∗t, ∗w′), weight(W2, ∗t, ∗w′))
∑

weight(W1, ∗t, ∗w′) + weight(W2, ∗t, ∗w′)

4.3.3 Weights

As explained in section 4.2.2, methods for computing distributional similar-

ity between two words consist of a measure for assigning weights to the co-

occurrence types present in the vector and a measure for computing the simi-

larity between two (weighted) co-occurrence vectors.

We used pointwise mutual information (MI, Church and Hanks (1989))

and the t-test as weights. Frequency was used as a baseline. It simply assigns

every co-occurrence type a weight of 1 (i.e. every frequency count in the matrix

is multiplied by 1). These weights are applied to the values of cells of the co-

occurrence vectors, before calculating their similarity by means of a similarity

measure.

Pointwise mutual information (MI) measures the amount of information one

variable contains about the other and we applied it in the same way as explained

in section 3.3.4. T -test tells us how probable a certain co-occurrence is by look-

ing at the difference of the observed and expected mean scaled by the variance

of the data. It is also further explained in section 3.3.4.

4.4 Evaluation

In this section we will explain the evaluation framework. We have chosen to

evaluate the nearest neighbours of the alignment-based method on the gold

standard EuroWordNet (EWN, Vossen (1998)). We will explain how we calcu-

lated the precision of the system with regard to the acquisition of synonyms in

section 4.4.1. In section 4.4.3 we will explain what test set we have used in the

experiments.

4.4.1 Synonyms, hypernyms and (co)-hyponyms

As noted in the introduction we hope to find many synonyms with this approach.

Accordingly, that is what the evaluation will be focused on. In the second place

we will look at the distribution of other semantic relations and the EWN score

that combines all. In order to evaluate the system with respect to the number

of synonyms found, we simply used the synsets in Dutch EWN as our gold

standard. In EWN, one synset consists of several synonyms which represent a

single sense. Polysemous words occur in several synsets. We have combined for

each target word the EWN synsets in which it occurs. Hence, our gold standard
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consists of a list of all nouns found in EWN and their corresponding synonyms

extracted by taking the union of all synsets for each word. Precision is then

calculated as the percentage of candidate synonyms that are truly synonyms

according to our gold standard. Again, words that are not found in EWN are

discarded.

We would like to mention again that this is a very strict evaluation. Curran

and Moens (2002), for example, have combined near-synonyms from thesauri

such as the Macquarie (Bernard, 1990), Roget’s (Roget, 1911), and Moby (Ward,

1996). These thesauri are looser than WordNet.

For hypernyms and (co)hyponyms we used the same gold standard. For

example, in order to determine if a candidate word is in a hyponym relation

with the test word, we check if there is one sense of the candidate word and

test word that are in a hyponym relation in EWN. If so, this contributes to the

hyponym score for that test word.

4.4.2 Evaluation against human judgements

The drawback of using a resource such as EWN is that coverage is often a

problem. Not all words that our system proposes as synonyms can be found

in Dutch EWN. Words that are not found in EWN are discarded. EWN’s

synsets are not exhaustive. After looking at the output of our best performing

system, we were under the impression that many correct synonyms selected by

our system were classified as incorrect by EWN. For this reason we decided to

run a human evaluation over a sample of 100 candidate synonyms classified as

incorrect by EWN. Ten evaluators (authors excluded) were asked to classify the

pairs of words as synonyms or non-synonyms using a web form of the format

yes/no/don’t know.

4.4.3 Test set

We have chosen to use the same test set in this chapter as done in other chap-

ters. In chapter 3, section 3.4.3 we explained how we built a large test set of

3000 nouns selected from EWN. For every noun appearing in EWN we have

determined its frequency in 80 million words of newspaper text: the CLEF cor-

pus. The corpus was annotated with PoS-information. We have chosen nouns

at ranks 1-1000, 3001-4000 and 9001-10,000 as high-frequency, middle-frequency

and low-frequency test sets. For the high-frequency test set the frequency ranges

from 258,253 (jaar, ‘year’) to 2,278 (scène, ‘scene’). The middle-frequency test

set has frequencies ranging between 541 (celstraf, ‘jail sentence’) and 364 (vre-

desverdrag, ‘peace treaty’). For the test set of infrequent nouns the frequency

goes from 91 (charter, ‘charter’) down to 73 (basisprincipe, ‘basic principle’).
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4.5 Results

In the current section we will give results obtained when applying the evaluation

framework introduced in the previous section. We will first determine the best

settings in terms of cell and row frequency cutoffs (4.5.1). In section 4.5.2 we

will compare combinations of measures and weights and give an error analysis.

In section 4.5.3 we will discuss possible improvements. In section 4.5.4 we

will show the differences in performance for different corpora. We will show the

contribution of the individual languages in section 4.5.5. The distribution of the

different semantic relations in the lists of nearest neighbours will be discussed

in 4.5.6. We make a comparison between the performance of the syntax-based

methods from the previous chapter to the performance of the alignment-based

methods in section 4.5.7. In section 4.5.8 we compare both methods for French

evaluating on a French synonym dictionary. Lastly, we include results from a

small-scale manual evaluation in section 4.5.9.

4.5.1 Cell and row frequency cutoffs

% synonyms
Cell Row HF MF LF
Freq Freq k=1 k=5 k=1 k=5 k=1 k=5

2 2 31.71 19.16 29.26 16.20 28.00 16.22
2 4 31.43 19.03 29.22 15.73 28.64 16.63
2 10 30.82 18.50 28.74 14.81 28.57 15.75
2 20 30.56 17.65 27.27 13.45 31.03 15.96

4 4 31.51 17.80 29.19 15.28 30.33 17.10
4 8 30.99 17.63 28.93 14.73 30.91 17.51
4 20 30.60 17.20 28.11 13.58 30.53 15.87
4 40 30.32 16.59 27.02 12.07 34.67 16.52

6 6 30.99 17.71 29.17 14.72 32.29 16.67
6 12 30.67 17.48 28.10 14.62 36.90 17.00
6 30 30.91 16.99 27.34 13.29 37.88 17.75

6 60 30.48 16.36 26.02 12.08 32.20 17.37

Table 4.3: Average precision at k candidate synonyms for different cell and row
frequency cutoffs

As we have seen in the previous chapter, augmenting the cell and row fre-

quency cutoffs has an effect on the performance of the system. Augmenting

the cell frequency cutoff reduces the number of infrequent co-occurrences. Aug-

menting the row frequency cutoff reduces the number of infrequent headwords.

These actions can reduce noise. Also, higher cutoffs are beneficial for the ef-

ficiency of the system. This is why we have decided to discard hapaxes, i.e.

co-occurrence types that only occurred once in our data.
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Before discussing the results, it should be noted that these tests were done

using MI as weight and Cosine as measure. This combination gives the best

results in our experiments, as will be shown in the next paragraphs, and pre-

senting results for all combination of weights and measures would take too much

space here.

We evaluate on the percentage of synonyms found because that is what we

hope to do with this method: finding synonyms.

In Table 4.3 we see the effect of changing the cell frequency cutoff (CF) from

2 to 6 and the row frequency cutoff (RF) from 2 to 60 for the three test sets:

high-frequency nouns (HF), middle-frequency nouns (MF), and low-frequency

nouns (LF). The precision is calculated as the percentage of synonyms according

to EWN and is given for different values of k, i.e. the top-k nearest neighbours.

We can see that the best results are attained when no cutoffs are used and

all data except hapaxes is used. All test sets at all values of k except the

low-frequency test set perform best with cell and row frequency cutoffs set to

2. However, in the next section, when we will give figures for coverage and

traceability, we will see that numbers given for the low-frequency test set are

less reliable. Even when setting cell and row frequency cutoff to 2, only 42% of

the words in the test set are found in the data. In turn only 48% of the nearest

neighbours given by the system for these test words can be found in EWN. At

k=1, this means that we are evaluating on roughly 200 samples for the cutoffs

set to 2. At higher cutoffs these figures will even be lower.

It seems that no matter how noisy the data might be, the system fares well

with large amounts of data. We decided to set both the cell and row cutoffs to

2 for the remainder of the experiments in this chapter.

4.5.2 Comparing measures and weights

We compared the performance of the various combinations of a weight measure

(frequency, MI, and t-test) and a measure for computing the distance between

word vectors (Dice† and Cosine). The results are given in Table 4.4. For each

of the three test sets the average percentage of synonyms among the nearest

neighbours is given for each combination of a measure and a weight.

Evaluations on the high-frequency test set clearly perform best, followed by

the middle-frequency test set. The low-frequency test set performs worst. This

is in line with expectations since the low-frequency words suffer most from data

sparseness. Weeds (2003) reports the same tendency in a WordNet prediction

task.

Cosine in combination with MI gives the best results overall. Cosine in

combination with t-test performs very well for the high-frequency test set. Dice†
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% synonyms
Measure HF MF LF
+Weight k=1 k=5 k=1 k=5 k=1 k=5

Dice†+FR 24.75 13.78 23.83 13.19 22.05 13.57
Dice†+MI 29.10 16.64 26.09 14.32 25.87 14.76
Dice†+TT 32.03 18.34 27.89 15.38 25.58 14.82
Cosine+FR 35.76 19.77 31.13 15.18 22.22 14.53
Cosine+MI 31.71 19.16 29.26 16.20 28.00 16.22

Cosine+TT 39.54 20.53 28.17 15.87 23.21 14.59

Table 4.4: Average precision at k candidate synonyms for different similarity
measures and weights

performs much worse than Cosine. The worst performance is attained when

Dice† is used without any weighting and the raw frequencies are used to compare

word vectors. The differences in performance of the different combinations are

large for the high-frequency test set and smallest for the low-frequency test set.

It is interesting to see that for all but one evaluation point an association

measure such as MI improves the scores. For the syntax-based measure this

effect was expected since the information value of certain frequently occurring

co-occurrences contain less information than some other less frequently occur-

ring co-occurrences. A large number of nouns can occur as the subject of the

verb to have. This verb therefore has a low information value. The fact that we

know that an unknown word such as zazhiko co-occurred 25 times with to have

does not tell us much about what zazhiko could be. If we knew it occurred 25

times with to drink we are beginning to get an idea of what it could be. The

verb to drink has more information value. But why should this weighting also

work for alignment-based co-occurrence types?

In an ideal world the fact that one translation appears with many words

indicates that this is a word with many senses or that it is a word with many

synonyms. However, we are working with automatically aligned data and the

chances are high that this word is a frequent word that is wrongly aligned.

After inspecting the results it became clear that that is indeed the case. All

determiners were on top of the list of words with the most variation in alignment.

Also, words that occur frequently in the domain (proceedings from the European

Parliament) such as commission were found at high ranks. It is to be expected

that words that occur frequently run the risk of being aligned wrongly more

easily than infrequent words. This explains why a weight such as MI is beneficial

for the alignment-based method. Incorrect alignments will be downplayed.

As we explained in section 4.4.3 we used three sets of 1000 words to test our

data. Whereas in the case of the syntax-based method most of these test words

were found in the data, for the alignment-based method we have less data. In
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Measure+Weight HF MF LF
Cov. Trace. Cov. Trace. Cov. Trace.

Dice†+FR 91.6 76.3 72.7 58.9 41.6 46.9
Dice†+MI 91.6 73.9 72.7 60.1 41.6 48.3
Dice†+TT 91.6 69.9 72.7 60.7 41.6 51.7
Cosine+FR 91.6 57.1 72.7 56.1 41.6 51.9
Cosine+MI 91.6 67.1 72.7 57.4 41.6 48.1
Cosine+TT 91.6 57.4 72.7 58.6 41.6 57.0

Table 4.5: Coverage and traceability for various combinations of measures and
weights

Table 4.5 we can see that 916 words of the 1000 high-frequency test words were

found in the data. For the middle and low-frequency test set 727 and 416 test

words were found, respectively. We will say more about the coverage of the

system in section 4.5.5.

Unlike when using the syntax-based method, the combination of Cosine and

t-test does not result in very low traceability scores with the alignment-based

method, as can be seen in Table 4.5. Although the scores for Cosine + t-test

and Cosine + frequency are still the lowest of all combinations, the distribution

of the data is different from the syntax-based data. In general Dice† results in

higher traceability scores than Cosine. We saw this effect with the syntax-based

method as well. When inspecting the nearest neighbours given by the system

when using the several combinations of measures and weights (see Table 4.6) we

did not see large differences in performance for the several combinations. Based

on these evaluations we decided to use the combination Cosine + MI for the

remainder of the experiments. It results in high scores in the overall evaluation.

It performs rather well and apart from that it is convenient to keep the measures

and weights used for the different methods the same.
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Test word Measure + Weight k=1 k=2 k=3
HF Dice†(Freq) schijnhuwelijk homohuwelijk huwelijkszaken
huwelijk ‘marriage of convenience’ ‘homosexual marriage’ ‘marital affairs’
‘marriage’ Dice†+MI homohuwelijk schijnhuwelijk huwelijkszaken

‘homosexual marriage’ ‘marriage of convenience’ ‘marital affairs’
Dice†+Tt schijnhuwelijk homohuwelijk homohuwelijken

‘marriage of convenience’ ‘homosexual marriage’ ‘homosexual marriages’
Cosine(Freq) homohuwelijk huwelijkswet schijnhuwelijk

‘homosexual marriage’ ‘marital law’ ‘marriage of convenience’
Cosine+MI schijnhuwelijk homohuwelijk homohuwelijken

‘marriage of convenience’ ‘homosexual marriage’ ‘homosexual marriages’
Cosine+Tt homohuwelijk schijnhuwelijk homohuwelijken

‘homosexual marriage’ ‘marriage of convenience’ ‘homosexual marriages’
MF Dice†(Freq) voorbehoud bezwaar reserve
bedenking ‘reservation’ ‘complaint’ ‘reserve’
‘objection’ Dice†+MI kanttekening voorbehoud bezwaar

‘marginal comment’ ‘reservation’ ‘complaint’
Dice†+Tt voorbehoud bezwaar reserve

‘reservation” ‘complaint’ ‘reserve’
Cosine(Freq) voorbehoud reserveverplichtingen veiligheidsvoorraden

‘reservation’ ‘reserve obligations’ ‘safety reserves’
Cosine+MI voorbehoud bezwaar kanttekening

‘reservation’ ‘complaint’ ‘marginal comment’
Cosine+Tt voorbehoud bezwaar begrotingsreserves

‘reservation’ ‘complaint’ ‘estimate reserves’
LF Dice†(Freq) waarachtigheid waarheidsgetrouwheid juistheid
waarheidsgehalte ‘truthfulness’ ‘truthfulness’ ‘correctness’
‘degree of truth’ Dice†+MI waarachtigheid waarheidsgetrouwheid juistheid

‘genuity’ ‘truthfulness’ ‘correctness’
Dice†+Tt waarachtigheid waarheidsgetrouwheid juistheid

‘genuity’ ‘truthfulness’ ‘correctness’
Cosine(Freq) waarachtigheid waarheidsgetrouwheid juistheid

‘genuity’ ‘truthfulness” ‘correctness’
Cosine+MI waarachtigheid juistheid waarheidsgetrouwheid

‘genuity’ ‘correctness’ ‘truthfulness’
Cosine+Tt waarheidsgetrouwheid waarachtigheid juistheid

‘truthfulness” ‘genuity’ ‘correctness’

Table 4.6: Examples of nearest neighbours at the top-3 ranks
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Before we move on to comparisons with other methods and other corpora

we would like to say something about the quality of the nearest neighbours that

stem from the alignment method. We used the optimal settings, i.e. using the

measure Cosine and the weight MI and without any row or cell frequency cutoffs

(we do exclude hapaxes) for the example output in Table 4.6.

One phenomenon that is omnipresent in the results of the alignment-based

method illustrates its major weakness. Frequent monolingual co-occurrences re-

sult in so-called indirect associations (Melamed, 1996) between translation

pairs. The number of indirect associations rises when one of the languages in

the parallel corpus uses single-word compounding, whereas the other does not.

Languages have different ways of dealing with compounding. Some languages,

such as Dutch and German, build compounds in one word. In English com-

pounds are mostly composed of two words orthographically, e.g table cloth and

hard disk versus database. For example whipped cream is a co-occurrence that

appears quite frequently in English text. The translation of this word in Dutch

is slagroom, which is a single word.

In section 4.2.1 we explained how the alignment is calculated based on the in-

tersection of translations in two directions. In the example given in section 4.2.1

the compound slagroom ‘whipped cream’ is aligned to whipped, whereas the

translation of whipped is geslagen. The adjective geslagen and the compound

slagroom will now both have whipped as a feature. This will augment the sim-

ilarity score of these words. This is the reason why compounds and parts of

compounds turn up as each other’s nearest neighbours. We can see this hap-

pen for huwelijk ‘marriage’, which has homohuwelijk ‘homosexual marriage’ and

schijnhuwelijk ‘marriage of convenience’ as nearest neighbours. The three terms

all have translations of huwelijk ‘marriage’ as features.

Lastly, we see errors related to stemming. Homohuwelijken is the plural of

homohuwelijk. The post-processing, we explained in section 4.3.1 failed to stem

the word. The word is absent in CELEX and the Dutch snowball stemmer did

not process it well.

% synonyms
HF MF LF

k=1 k=5 k=1 k=5 k=1 k=5

31.71 19.16 29.26 16.20 28.00 16.22

Table 4.7: Average precision at k candidate synonyms for Cosine+MI

In Table 4.7 the percentage of synonyms for the best combination of measure

and weight (Cosine+MI) is repeated. At k=1, more than 30% of the nearest

neighbours found are synonyms according to EWN.
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It is difficult to compare our scores to previous work. On the one hand,

the scores reported by Bannard and Callison-Burch (2005) are based on man-

ual evaluations done by two native speakers. We know from experience (see

section 4.5.9) that manual evaluations result in higher precision scores than

evaluations done on (often incomplete) gold standards, such as EWN. On the

other hand, we have to note that they studied paraphrases, whereas we lim-

ited our research to single word synonyms. Their task is a harder task because

they have to be concerned with the grammaticality of the paraphrases as well.

The 289 evaluation sets they selected comprise a total of 1,366 candidate para-

phrases. For the setting that is most similar to our setting, i.e. using multiple

corpora and automatic alignments about 55% of the paraphrases are correct.

The evaluations in Wu and Zhou (2003) are based on the combination of

two gold standards. The evaluation framework is hence more comparable to

ours. There are, however, again large differences. First, they used Princeton

WordNet (Fellbaum, 1998), a resource that contains twice as much data as

Dutch EWN and they added synonyms from a much looser resource: Roget’s

thesaurus (Roget, 1911). Second, the test set is not composed in the same way

as ours. Judging from the precision-recall curve, the highest precision curve

attained for nouns is a little under 30%.

4.5.3 How to remedy errors related to compounding

We explained in section 4.5.2 that one of the major weaknesses of the alignment-

based method is the fact that many compounds and parts of compounds are

among the lists of nearest neighbours. This is due to the fact that the lan-

guages in the corpus all have different ways of dealing with compounding. In

section 4.2.1 we explained how the alignment based on the intersection of trans-

lation directions takes place. Compounds and part of compounds get the same

features. This will augment the similarity score related to this pair of words.

This is the reason why compounds and parts of compounds turn up as each

other’s nearest neighbours.

One way to deal with these problems is to use multiword detection in lan-

guages that use multiword expressions for compounding. For example,if we run

a multiword identifier over the corpus before the alignment process, multiword

terms, such as whipped cream, could be correctly aligned to the single-word

translation in Dutch: slagroom. However, we would need multi-word detection

for all language pairs that do not use single-word compounding. Another solu-

tion would be to use some sort of constituent alignment as in Padó and Lapata

(2005) or phrase-based machine translation. This is something we would like to

work on in the future.
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Target Source OK/not OK

acquis communautaire acquis not ok
transitional period overgangsperiode ok
cooperation agreement samenwerkingsovereenkomst ok
criminal court strafhof ok
convergence criteria convergentiecriteria ok
rural areas platteland ok
my colleagues collega not ok

Table 4.8: Some examples of compound to compound translation links resulting
from the trg2src method

One way to remedy problems related to compounding that is less time-

consuming and resource-intensive is to use another way to deal with the bi-

directionality of the translation links. The intersection method (inter) includes

only links that exist in both directions. The target to source method (trg2src)

includes all links that are established from the source language to the target

language. Multi-word terms are thus possible for the target language. In Ta-

ble 4.8 some examples are given of compound to compound translation links

resulting from the target to source method.

Although these examples look promising, we add a note here. Table 4.9

shows the difference in translational data between the target to source and

the intersection method for the word samenwerkingsovereenkomst ‘cooperation

agreement’. It is clear from the examples given that the target to source method

gives rise to noise.

Trg2src Intersection
Freq. Target Freq. Target

244 cooperation agreement 285 cooperation
86 cooperation agreements 98 agreements
5 cooperation 8 agreement
5 agreement 2 of
3 of 2 the
3 cooperation agreement concluded 2 association
2 the 2 in
2 that
2 in
2 cooperation treaty
2 cooperation agreements entered into
2 cooperation agreements concluded
2 association agreements
2 association agreement
2 agreements

Table 4.9: Comparison of translation links resulting from trg2src and intersec-
tion for the word samenwerkingsovereenkomst ‘cooperation agreement’
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We ran a short experiment for the English-Dutch part of the parallel cor-

pus comparing the intersection data with the trg2src data. The results are in

Table 4.10.

Method Semantic rel. HF MF LF
k=1 k=5 k=1 k=5 k=1 k=5

Inter Synonyms 28.36 17.98 20.34 13.79 22.94 16.12
Trg2src Synonyms 29.54 17.87 23.57 13.77 26.17 16.15

Inter Hypernyms 7.84 6.41 7.93 5.95 8.26 6.94

Trg2src Hypernyms 9.34 7.13 6.73 6.29 4.67 6.18

Inter Hyponyms 21.27 17.57 9.66 5.86 4.59 3.47
Trg2src Hyponyms 15.96 14.11 6.73 5.18 3.74 3.56

Inter Co-hyponyms 41.04 29.41 31.03 23.29 29.36 22.65
Trg2src Co-hyponyms 40.92 29.27 33.33 22.35 34.58 23.52

Table 4.10: Distribution of semantic relations over the k candidates for the two
alignment methods

The percentages of synonyms are higher for the target to source method at

low values of k and especially for the low-frequency test set, although the data

for that test set is limited and hence less reliable. The number of hyponyms is

lower. That is positive news and in line with what we expected.

However, the percentage of hypernyms and co-hyponyms is not very dif-

ferent. For the low-frequency test set the percentage of co-hyponyms is even

considerably larger when using the target to source method. We believe that the

noise in the data is compensating for the positive effect of allowing multiwords

for the target language.

4.5.4 Comparing corpora

Corpus # tokens # types

Subtitles 4.0M 119K
Europarl 31.3M 994K

Table 4.11: Number of translational co-occurrences tokens and types for differ-
ent corpora

Apart from the corpus consisting of proceedings of the European Parliament,

we have also run experiments with a corpus that is completely different in nature.

It is a multilingual corpus of subtitles (Tiedemann, 2007a,b). The complete

corpus contains about 21 million aligned sentence fragments in 29 languages.3

3We have only used the languages that were also in the Europarl corpus to make the
comparison between the two corpora fairer: Danish (DA), German (DE), Greek (EL), English
(EN), Spanish (ES), Finnish (FI), French (FR), Italian (IT), Portuguese (PT), Brazilian
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% synonyms
Corpus HF MF LF

k=1 k=5 k=1 k=5 k=1 k=5

Europarl 31.71 19.16 29.26 16.20 28.00 16.22
Subtitles 28.87 18.71 26.25 16.42 20.63 14.69

Table 4.12: Average precision for different corpora at k candidates

The sentence alignment is adapted to the type of data: movie subtitles.

Translations of movie subtitles differ in many respects from other parallel data.

They contain many insertions, deletions and complex mappings due to the fact

that movie speech is hardly ever transcribed literally. These translations are

often compressed and moreover they are often mixed with other information

such as titles and trailers. It is clear that it is a challenging venture to sentence

align such a corpus.

For our purpose, i.e. acquiring semantically related words, the subtitle cor-

pus is interesting for different reasons. The domain is different from the domain

of the Europarl Corpus. There is world of difference between the working day of

a member of the European Parliament and the adventures of Nemo. Above all,

movie subtitles consist mainly of transcribed speech. In principle the Europarl

Corpus consists of spoken data as well, but it is far less spontaneous than the

speech in movies.

The corpus is smaller than the Europarl corpus. In Table 4.11 the number

of co-occurrences tokens and types is given for the two corpora. The difference

in number of co-occurrence types between the subtitle corpus and Europarl for

the different languages varies considerably. The ratios between the two corpora

go from 1:3 for Spanish to 1:100 for Greek. The subtitle corpus results in fewer

co-occurrence types for all languages.

In Table 4.12 we have presented the results for both corpora. As expected the

larger corpus produces better results. Also, the difference in performance of the

corpora increases as the frequency of the words in the test set decreases. This

is again due to data sparseness, which is most severe for the combination of the

smaller corpus and the low frequency test set. We found the same phenomenon

when comparing the two corpora in the previous chapter on syntax-based meth-

ods. However, the alignment-based method seems a little less affected by data

sparseness than we syntax-based method. With very limited amounts of data

as present in the subtitle corpus, the results are still rather good.

However corpus size is not the only factor. It is expected that the two

corpora will result in very different nearest neighbours, because the domains

Portuguese (PB), Swedish (SV). We included Brazilian Portuguese to compensate as much as
possible for data sparseness.
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are very different as well. In Table 4.14 some examples are given for the three

test sets. From the nearest neighbours given we can see that in the two corpora

often a different sense is dominant. For example for the word kip ‘chicken’ the

dominant sense in the case of the Europarl corpus is the feathered animal, for

the subtitle corpus the ‘coward’ reading is dominant. The same for the example

avontuur ‘adventure’, the dominant sense in the Europarl corpus is the incident

reading, whereas in the subtitle corpus the affair is the preferred reading. In

the case of liefde ‘love’ the differences are a little smaller we could speak of a

difference in connotation. The last example gevangenis ‘prison’ shows that the

subtitle corpus results in a large number of colloquial, nonstandard synonyms.

We see the same result for the word politie ‘police’.

Corpus HF MF LF
Cov. Trace. Cov. Trace. Cov. Trace.

Europarl 91.6 67.1 72.7 57.4 41.6 48.1
Subtitles 74.3 65.3 28.7 55.7 9.8 64.3

Table 4.13: Coverage and traceability for the two corpora

Table 4.13 shows the coverage of the two corpora. Coverage is defined as the

percentage of test words that are found in the data. The coverage of the Europarl

corpus starts relatively high for the high frequency test sets, but decreases quite

rapidly. The coverage of the subtitle corpus is decreasing even more rapidly

from 74.3% to as low as 9.8% coverage. Traceability is another quality that

is given in the table. It indicates the ability to find the nearest neighbours in

EWN. The difference between both corpora with respect to this quality is less

apparent.
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Testword Corpus k=1 k=2 k=3

kip Europarl kippenvlees dioxinekip dioxinekippen
‘chicken’ ‘chicken meat’ ‘dioxine chicken’ ‘dioxine chickens’

Subtitles schijterd wafelhuis bangerik
‘chicken’ ‘wafle house’ ‘coward’

avontuur Europarl wederwaardigheid nietverbazingwekkende avonturistisch
‘adventure’ ‘incident’ ‘not-amazing’ ‘adventuristic’

Subtitles verhouding bevlieging niemendal
‘affair’ ‘rage’ ‘meaningless affair’

liefde Europarl vrijheidsliefde naastenliefde vredelievendheid
‘love’ ‘love of freedom’ ‘charity’ ‘peaceableness’

Subtitles dotje hartstocht liefhebben
‘sweetheart’ ‘passion’ ‘to love’

gevangenis Europarl gevangenschap gedetineerde gevangenisomstandigheden
‘prison’ ‘captivity’ ‘detained’ ‘circumstances in prison’

Subtitles nor bak bajes
‘jail’ ‘jug’ ‘brig’

Table 4.14: Examples of nearest neighbours at the top-3 ranks for two corpora
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4.5.5 Comparing languages

% synonyms
Language HF MF LF

k=1 k=5 k=1 k=5 k=1 k=5

DA 28.60 18.08 25.47 15.07 28.46 19.56
DE 27.60 16.76 28.18 14.25 35.92 23.32

EL 25.71 16.70 20.91 12.54 20.99 12.69
EN 28.36 17.98 20.34 13.79 22.94 16.12
ES 25.86 16.49 23.74 14.93 19.63 13.86
FI 28.44 15.24 22.03 12.91 18.97 15.90
FR 27.24 17.76 21.31 15.53 23.00 14.75
IT 25.46 16.16 24.22 14.49 18.69 18.89
PT 29.01 17.76 25.55 13.83 24.80 15.57
SV 28.64 17.70 25.39 15.37 32.00 21.15

ALL 31.71 19.16 29.26 16.20 28.00 16.22

Table 4.15: Average precision at k candidates for different (combinations of)
languages

In Table 4.15 the performance of the data collected using various languages

is compared.4 Scores are given for Danish (DA), German (DE), Greek (EL),

English (EN), Spanish (ES), Finnish (FI), French (FR), Italian (IT), Portuguese

(PT), and Swedish (SV). The last row of each test set is reserved for the com-

bination of all languages (ALL).

When comparing the performance of the individual languages, we can see

that German and Danish are the best scoring languages over all. This is not

surprising since German and Danish are more similar to Dutch than the other

languages are. We already explained that compounds are a major source of

errors in section 4.5.2 and we tried to remedy this by using the target to source

alignment method in section 4.5.3. We can see from Table 4.15 that the lan-

guages that perform well are all languages that deploy single-word compounding:

German, Danish, and Swedish. Other languages such as English use multiword

instead of single-word compounds: dog house instead of hondenhok ‘doghouse’.

Combining all languages gives the best results overall. However, for the

low-frequency test set the individual languages Swedish, German and Danish

perform better. For the middle-frequency test set, this effect has disappeared

and for the high-frequency test set combination of all languages outperforms the

individual languages with large differences. This is striking because we would ex-

pect that combining all data would be beneficial especially for the low-frequency

test set, as the data sparseness is most severe for the low-frequency test set. We

can see that the differences in performance of the several languages is larger

4For these experiments we have used the Europarl corpus and not the subtitle corpus.
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Language HF MF LF
cov. trace. cov. trace. cov. trace.

DA 88.0 62.4 52.4 60.7 21.3 57.7
DE 87.1 64.1 50.1 58.1 18.8 54.8
EL 84.4 62.2 43.7 60.2 15.0 54.0
EN 90.4 59.3 60.8 47.7 27.6 39.5
ES 89.1 59.0 57.1 48.7 25.8 41.5
FI 80.2 68.0 33.7 67.4 9.3 62.4
FR 90.0 57.1 60.4 40.4 28.4 35.2
IT 88.2 61.5 55.6 52.0 23.7 45.1
PT 89.5 58.5 57.6 47.6 27.2 46.0
SV 86.5 67.4 49.5 64.4 17.0 58.8

ALL 91.6 67.1 72.7 57.4 41.6 48.1

Table 4.16: Coverage and traceability for various (combinations of) languages.

for the low-frequency test set. The badly performing languages might bring

the scores down. However, languages, such as German and Swedish, actually

perform better when tested on low-frequency words than on high and middle

frequency words. This might be due to the fact that many of the words in the

middle and low frequency test set are compounds. The number of compounds

in the high frequency test set is much lower. Languages that deploy single-word

compounding will perform relatively well on the low and middle frequency test

set, because Dutch has single-word compounding as well.

When we take a look at Table 4.16 it becomes clear that the scores for the

low frequency test set is not very reliable. For the low frequency test set the

coverage of the individual languages is rather low. For the Swedish data set

only 17% of the test words are found. Over and above only 59% of the nearest

neighbours given back by the system are found in EWN. This means that the

figures given for the low frequency test set are only based on the evaluation of

some 100 pairs. The scores are therefore less reliable than the scores for the

middle and high frequency test set.

In Table 4.16 we see the coverage of the system in terms of the percentage of

test words found in the data and the traceability of the nearest neighbours given

by the system. Especially for the middle-frequency and low-frequency test set

the difference in coverage is very high between using the individual languages

or all languages at the same time. This is another reason to combine languages.

We can also take a look at how many of the nearest neighbours given by

the system can be found in EWN (traceability). There seems to be a negative

correlation between the coverage and traceability for the languages. Finnish,

a language that shows a very low coverage, scores quite well on traceability.

Finnish is a language that has a lot of inflection due to the many cases it has.

This is the reason for the data sparseness that is particularly severe for the
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low-frequency test set. The fact that languages that show good coverage give

relatively low scores for traceability is probably due to the fact that there is more

data for low-frequency words that return low frequent and hence less traceable

nearest neighbours. That idea is strengthened by the fact that only the middle

and low-frequency test sets show this effect.

We have seen that combining languages has a positive effect on coverage

and that the performance is very good as well when translations from different

languages are combined. A last reason to include all languages is the fact that

polysemy can cause problems when using one language. We introduced this

problem in the introduction to the chapter. For example, if we only take the

English corpus into account, we get hard drugs ‘hard drugs’ at rank 10 for the

test word medicijn ‘medicine’. This is due to the fact that in English the word

drug refers to both medicine as in drugstore and illegal substances as in drug

prevention. However, because this is not the case in several other languages, we

are less effected by this polysemy in English when including all languages. The

compound drugsdeskundigen ‘drugs specialists’ on rank 85 for the headword

medicijn ‘medicine’ is the only reference to the hard drugs reading of drugs in

the first 100 nearest neighbours we checked. Including all languages will filter

out errors due to polysemy in one of the languages.

4.5.6 Distribution of semantic relations

Semantic HF MF LF
Relation k=1 k=5 k=1 k=5 k=1 k=5

Synonyms 31.71 19.16 29.26 16.20 28.00 16.22
Hypernyms 11.71 8.45 7.67 7.69 9.50 7.02
Hyponyms 19.67 18.27 7.19 5.93 5.00 3.87
Co-hyponyms 43.25 32.32 39.09 26.88 38.50 22.88

Table 4.17: Distribution of semantic relations over the k candidates

So far we have evaluated the performance of the system by seeing how many

synonyms are found among the nearest neighbours. We will now check what

other kind of lexical relations are found among the nearest neighbours. From

previous work we know that there are many lexical relations other than syn-

onyms among nearest neighbours found for the syntax-based methods (Weeds,

2003; Bourigault and Galy, 2005; Van der Cruys, 2006). As we explained in the

introduction we hoped to find more synonyms and fewer other semantic rela-

tions with the alignment-based method. However, due to mistakes in compound

alignment, we find many hypernyms and (co-)hyponyms. We will compare the

outcome to the syntax-based method in the next section (4.5.7).



100 Chapter 4. Alignment-based distributional similarity

Table 4.17 shows the proportion of synonyms, hypernyms, hyponyms, and

co-hyponyms among the nearest neighbours at ranks 1 and 5. Note that we have

determined these percentages in the way described in 4.4.1. In short, for each

pair of nearest neighbours we check if there is any sense in which both neighbours

are found in a particular semantic relation. Since words might have multiple

senses and we did not restrict ourselves to one particular sense, percentages are

likely to total more than 100%.

For the high-frequency test set approximately 32% of the nearest neighbours

at rank 1 are synonyms. Note that a score of 100% is unrealistic because not

all words have synonyms. As we mentioned, when evaluating the percentage

of synonyms for the syntax-based method, according to our calculations about

60% of all nouns in EWN has one or more synonyms. At rank k=5 retrieving

100% is even less realistic. Not many words have 5 synonyms.

There are still many co-hyponyms, but somewhat fewer than for the syntax-

based method as we will see in the next section. There are more related words

overall in the high-frequency test set as there is more data for those words.

The percentage of hyponyms found is very different for the three test sets. The

more frequent the test words are, the more hyponyms are found. Frequent

words are often more general and thus have a larger set of hyponyms. The

percentage of hypernyms found decreases less rapidly because, along the same

lines of reasoning, the low frequency words are often less general terms that

typically have more hypernyms than general terms. The decrease in performance

is compensated by this counter-effect.

Again, we must say that it is hard to compare our results to other work.

Barzilay and McKeown (2001) evaluated on Princeton WordNet. They selected

112 paraphrases with a frequency of 20 or higher and determined for those para-

phrases in what relation they are found in WordNet. Results of their evaluation

show that only 35% of the paraphrases are synonyms, 32% are hypernyms, 18%

are siblings in the hypernym tree, 10% are unrelated, and the remaining 5% are

covered by other relations. They conclude from these results that synonymy is

not the only source of paraphrasing.

We have evaluated on a much larger test set at varying frequency levels and

we have used Dutch EWN. At rank 1 the percentage of synonyms is 31.71%

as can be seen from Table 4.15. Both hypernyms and hyponyms are under

the header hypernyms in the results of Barzilay and McKeown (2001) and they

appear almost as frequently as the synonyms: 32% versus 35% of synonyms.

The same phenomenon can be seen in our results in Table 4.17.

However, our results show a considerably higher percentage of co-hyponyms

or siblings. At rank 1 the percentage of siblings is around 43% for all three test

sets against 18% in the results of Barzilay and McKeown (2001). However, it
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is clear from the numbers given by Barzilay and McKeown (2001) that their

percentages add up to 100%. Our percentages do not add up to 100%. In case

of polysemy we included all possible senses. It is thus possible that one noun

contributes both to the synonym scores in one sense and the co-hyponym (sib-

ling) scores in another sense. The authors do not mention what their strategy

is for polysemous nouns. It is possible that they give preference to closer rela-

tions such as synonyms, hypernyms, and hyponyms. This would result in lower

percentages for siblings.

4.5.7 Comparison to syntax-based method

Method # tokens # types

Syntax 73.8M 7.1M
Align 31.3M 994K

Table 4.18: Number of co-occurrences tokens and types for the two corpora
(hapaxes excluded)

Method Semantic HF MF LF
relation k=1 k=5 k=1 k=5 k=1 k=5

Align Synonyms 31.71 19.16 29.26 16.20 28.00 16.22
Hypernyms 11.71 8.45 7.67 7.69 9.50 7.02
Hyponyms 19.67 18.27 7.19 5.93 5.00 3.87
Co-hyponyms 43.25 32.32 39.09 26.88 38.50 22.88

Syntax Synonyms 21.31 10.55 22.97 10.11 19.21 11.63
Hypernyms 11.95 7.35 8.42 6.43 5.79 4.12
Hyponyms 20.74 17.34 7.20 5.17 3.05 2.80
Co-hyponyms 41.71 32.74 43.03 30.29 37.80 31.42

Table 4.19: Distribution of semantic relations over the k candidates for the
alignment-based and syntax-based method

In this section we would like to explore the difference in performance between

the syntax-based method and the alignment-based method. First we have to

note that the alignment-based method does not incorporate multiword terms,

while the syntax-based method does. Furthermore, the amount of data used

in the syntax-based method, which results from the 500 million-word corpus

(TwNC), is much larger than that used for the alignment-based method. This

can be seen in Table 4.18.

In spite of the limited data available, it is clear from Table 4.19 that the

alignment-based method is better at finding synonyms than the syntax-based

method. The performance of the syntax-based method decreases rapidly with

the rise in number of nearest neighbours, i.e. at higher values of k. For the
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high-frequency test set this is most apparent: From k=1 to k=5 the syntax-

based method precision score is halved. At k=5 the alignment-based method

receives still 2/3rd of the score at k=1. The syntax-based method retrieves

about 2/3rd of the synonyms the alignment-based method retrieves for the high-

frequency test set. The difference between the alignment-based method and the

syntax-based method is smaller for the middle and low-frequency test set. The

alignment-based method has access to a smaller amount of data.

The limited amount of data that is available for the alignment-based method

has its effect on coverage, as can be clearly seen from Table 4.20. For the low-

frequency test set the difference in coverage is large. The syntax-based method

finds nearest neighbours for more than twice as many test words. The traceabil-

ity of the alignment-based method is relatively good and for the low-frequency

test set even better than for the syntax-based method. This is remarkable, if we

take into account that the alignment-based method has problems due to incor-

rect stemming that affect the traceability. Plural forms of nouns are not found

in EWN. However, we have seen this effect in section 4.5.5. Language pairs for

which there was little data available had a reasonable traceability.

Apart from percentages for synonymy, Table 4.19 shows percentages of sev-

eral other types of lexico-semantic relations at k=1 and k=5. In general, the

alignment-based method retrieves more of every type of relation compared to

the syntax-based method, although the largest difference is in the number of

synonyms.

Method HF MF LF
Cov. Trace. Cov. Trace. Cov. Trace.

Align 91.6 67.1 72.7 57.4 41.6 48.1
Syntax 100.0 88.7 100.0 65.3 99.9 32.8

Table 4.20: Coverage and traceability for the two methods

EWN similarity
Method HF MF LF

k=1 k=5 k=1 k=5 k=1 k=5

Align 0.755 0.669 0.699 0.601 0.649 0.545
Syntax 0.765 0.697 0.737 0.656 0.666 0.620

Table 4.21: EWN score at k candidates for the alignment-based and syntax-
based method

For the sake of completeness we have included EWN scores as well in

Table 4.21. Apparently, the syntax-based method does a bit better on the

EWN score. The larger percentage of synonyms in case of the alignment-based
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method does not outweigh the fact that the syntax-based method finds more

(less closely) related words. Note that the EWN score is a score that combines

all semantic relations at several distances from the test word and is not restricted

to the semantic relations given in Table 4.19.

In Table 4.22, we have given a few examples for the syntax-based and the

alignment-based method. For the example test word huwelijk ‘marriage’ we see

that the syntax-based method has the tendency to select related words that

belong to the same semantic class of ’important events in a person’s life’. How-

ever they are by no means synonyms, rather co-hyponyms. The fact that the

alignment-based method suffers from compound problems is clear from this ex-

ample: schijnhuwelijk ‘marriage of convenience’ and homohuwelijk ‘homosexual

marriage’ are both compounds of the term huwelijk. When talking about se-

mantic relations these terms are hyponyms of the term huwelijk. The word

homohuwelijken is a mistake due to stemming. It is the plural form of homo-

huwelijk. When we look at the other examples, we can state that the nearest

neighbours found by the alignment-based method are closer in meaning to the

test word than the syntax-based method, provided that it does not suffer from

compound or stemming problems.
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Test word Method k=1 k=2 k=3

huwelijk Align schijnhuwelijk homohuwelijk homohuwelijken
‘marriage’ ‘marriage of convenience’ ‘homosexual marriage’ ‘homosexual marriages’

Syntax geboorte relatie verloving
‘birth’ ‘relations’ ‘engagement’

bedenking Align voorbehoud bezwaar kanttekening
‘reservation’ ‘reservation’ ‘objection’ ‘comment/reservation’

Syntax bezwaar misnoegen grief
‘objection’ ‘displeasure’ ‘complaint’

waarheidsgehalte Align waarachtigheid juistheid waarheidsgetrouwheid
‘degree of truth’ ‘genuity’ ‘correctness’ ‘truthfulness’

Syntax juistheid rechtmatigheid deugdelijkheid
‘correctness’ ‘lawfulness’ ‘soundness’

Table 4.22: Examples of nearest neighbours at the top-3 ranks for the two methods
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4.5.8 Evaluation on French data

Part of this section is taken from Van der Plas et al. (2008b) and Manguin et al.

(To appear).

An advantage of the alignment-based method that should not remain unno-

ticed is that it is language-independent. Therefore we used the method to find

French synonyms. We used the same corpus (Europarl) and the same alignment

method, i.e. intersection. As a similarity method we used Dice† and as weight

we used MI. We set the cell and row cutoffs to 4 and 10, respectively.

The goal of the French study was to compare the syntax-based method for

French by Bourigault and Galy (2005) and the alignment-based method and see

if the same tendencies would appear as found for the Dutch study. The syntax-

based method by Bourigault and Galy (2005) is very similar to our syntax-based

method, and we gave a summary of their method in section 3.2.3 of Chapter 3.

We evaluated the two methods on the Dictionnaire Electronique des Syn-

onymes (DES, Ploux and Manguin (1998, released 2007)), which is based on

a compilation of seven French synonym dictionaries. It contains 49,149 nodes

connected by 200,606 edges that connect synonymous words. The number of

entries is a little bit lower than EWN. EWN contains a total of 56,283 entries.

However, the degree of synonymy is higher. For EWN the degree of synonymy

is expressed by the ratio of senses per synset: 1.59. The ratio of edges per entry

in the case of the DES is 4. Although the two are not entirely comparable, it

gives an indication of the number of synonym links per word in the DES.

The evaluation carried out by Jean-Luc Manguin is different from the frame-

work we used, the most important difference being that the similarity scores

calculated by the system for a pair of nearest neighbours is used as a threshold.

The test set was chosen by looking at the pairs of nearest neighbours resulting

from the syntax-based method that receive a score not lower than 0.16. This

resulted in a list of approximately 1000 nouns. Of this list 950 can be found in

the data of the alignment-based method. This list of 950 word constitutes the

test set.

Precision and recall are calculated as well as the coverage of the system

at varying thresholds of similarity score values. The results can be seen in

Figure 4.3 and Figure 4.4.

Coverage of both systems decreases when the threshold for the similarity

score is augmented. That is expected since not many words have nearest neigh-

bours with a high similarity score. The alignment-based method never reaches

100% coverage. However, it should be noted that the test set was chosen in

a way that favours the syntax-based method. The test set was chosen from

the pairs of nearest neighbours resulting from the syntax-based method above
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Figure 4.3: Number of co-occurrence types when augmenting the cell frequency
cutoff

the threshold 0.16. Thus, the coverage of the syntax-based method is 100% at

0.16. The coverage of the alignment-based method is approximately 70% for

that threshold. However, the coverage of the syntax-based method decreases

more rapidly as the thresholds are raised. At threshold 0.45 the coverage of the

syntax-based method is close to zero.

If we compare the precision of the nearest neighbours for both systems at

the same level of coverage (50%) we see that the syntax-based method has a

precision score of 25%, whereas the alignment-based method produces nearest

neighbours with a precision of 60% to 65%. The precision of the alignment-

based method ranges between a little under 60% at threshold 0.16 to a little

under 80% at threshold 0.45. The precision of the syntax-based method ranges

between 10% at threshold 0.16 and a little under 40% for threshold 0.4. It is

striking that the precision drops at the end of the line, when the threshold is

set to 0.45. The nearest neighbours with the highest scores are not the best.

In addition, it should be noted that due to limited coverage (close to 0) the

numbers at this threshold are unreliable.

With respect to recall, it can be concluded that there is a smaller difference

between the two methods and the scores are less satisfactory in general. It

should be noted that the dictionaries often include synonyms from colloquial

language use. We do not expect to find these synonyms in the Europarl corpus.

A closer inspection of the nearest neighbours resulting from the alignment-

based method, shows that many of the candidate synonyms judged incorrect
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Figure 4.4: Number of co-occurrence types when augmenting the cell frequency
cutoff

are in fact valuable additions, such as sinistre ‘disaster’ for accident ‘accident’.

On the other hand, we find the same errors as found for the Dutch nearest

neighbours. Many errors stem from the fact that the alignment-based method

does not take multiword units into account. For the French data this typically

results in many related adjectives and adverbs being selected as nearest neigh-

bours. For example, majoritaire ‘majority (adj)’ is returned as a synonym for

majorité ‘majority (noun)’, stemming from the multiword unit parti majoritaire.

Also majoritairement and largement are among the nearest neighbours. Words

that would be translated in Dutch as voor het merendeel, literally, ‘for the most

part’. These translations in other languages into multiword units cause prob-

lems for the alignment method and hence for the synonyms extracted. It must

be noted that we did not use post-processing for the French study, whereas for

the Dutch study we applied stemming and we tried to select just nouns.

We can conclude from the study on French synonyms that the performance

of the alignment-based method compared to the syntax-based method is even

more impressing. The precision is more than twice as high for the alignment-

based method, even when taking coverage into account.

4.5.9 Evaluation against ad hoc human judgements

In Van der Plas and Tiedemann (2006) we gave results for a manual evaluation.

The test set was different so the results are not entirely applicable to the current
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setting, but they give indications about the number of false negatives when

evaluating on a resource such as EWN.

We conducted a human evaluation on a sample of 100 candidate synonyms

proposed by the best performing system that were present in EWN and clas-

sified as incorrect. Ten evaluators were asked to classify the pairs of words

as synonyms or non-synonyms using a web form of the format yes/no/don’t

know. We explained our definition of synonymy to them by giving them exam-

ples, in particular vreugde-blijdschap ‘cheerfulness-happiness’ and achterkant-

rug-achterzijde-rugzijde ‘back end-back-rear end-backside’. We also specified

that words that have multiple senses can belong to several synonym sets, again

by giving an example.

For 10 out of the 100 pairs all ten evaluators agreed that these were syn-

onyms. For 37 of the 100 pairs more than half of the evaluators agreed that

these were synonyms.

We have to be careful with these evaluations on human judgements, because

they are subjective and depend on the way the task is defined. We can take

a look at some of the pairs of words that all evaluators judged to be synonym

pairs that were not found as such in EWN:

afkomst-origine ‘descent-origin’

bijlage-aanhangsel ‘attachment-attachment’

fabricage-vervaardiging ‘manufacturing-production’

neiging-tendens ‘tendency-trend’

vertegenwoordiging-afvaardiging ‘delegation-delegation’

vruchtbaarheid-voortplantingsvermogen ‘fertility-ability to reproduce’

zitting-vergadering ‘session-meeting’

Many of these seem valid synonyms and give the impression that the eval-

uators did not judge too leniently. We can infer from this evaluation that the

scores provided in evaluations based on Dutch EWN are a little too pessimistic.

We believe that the actual precision scores lie approximately 10 to 35% higher

than the 22.5% reported in Van der Plas and Tiedemann (2006), i.e. between

32.5% and 47.5%. Over and above, this indicates that we are able to extract

automatically synonyms that are not yet covered by available resources.

4.6 Conclusions

In this chapter we have tried to provide information about the nature and

quality of the nearest neighbours found by the alignment-based method. We

hoped that the alignment-based method would be better at finding synonyms
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and that it would retrieve fewer less related words. We have evaluated the

nearest neighbours on the manually built resource EWN. We have determined

the percentage of synonyms and other lexico-semantic relations. We also showed

some results from a manual evaluation and an evaluation on a comprehensive

French synonym dictionary.

The most important outcome of this study is that the alignment-based

method is better at finding synonyms than the syntax-based method discussed

in chapter 3. The performance of the former is almost twice as good as the

latter.

The syntax-based method has one advantage and that is coverage. Multi-

lingual parallel corpora are relatively small and sparse. Over and above the

Europarl corpus, composed of proceedings from the European Parliament, is

very different from newspaper text. We used newspaper text to select words

for our three testsets. It is not surprising that methods that use that same

newspaper text result in higher coverage. It remains a fact that the sparseness

of multilingual parallel texts remains a problem for the technique.

Although the alignment-based method has access to smaller amounts of data

that are not general in nature, the alignment-based method is able to deal very

well with sparse data. It is able to outperform the syntax-based method while

using 7 times less data (in number of types) than the syntax-based method.

We hoped that the method would not retrieve (co-)hyponyms and hyper-

nyms. Unfortunately, the alignment-based method still retrieves many hy-

ponyms and hypernyms due to problems with the alignment of compounds.

A compound such as slagroom ‘whipped cream’ is wrongly aligned to only one

part of the multiword unit whipped and not the entire component whipped cream.

The use of other alignment methods, such as the target to source method, helps

only moderately. We would like to try and use consituent alignment or phrase-

based machine translation in future work.

There were a number of smaller findings that need to be discussed here.

As for the cell and row frequency cutoff, using no cutoffs at all results in

the best performance. We decided to use no cutoffs for the remainder of the

chapter, except for removal of hapaxes.

When determining the best measures and weights, we found that the combi-

nation that performed best in the previous chapter on syntax-based methods was

again the best combination: Cosine in combination with mutual information.

However, weighting is less important for the alignment-based method than for

the syntax-based method. The intuition behind using weighting is more closely

related to the syntax-based method where we used it to compensate for the

effect of frequent light verbs. For the alignment-based methods we used it to

take care of very frequent words that have a higher probability to receive wrong
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translations.

We have run experiments to test the performance on another corpus, a corpus

of movie subtitles that is about eight times smaller than the Europarl corpus

in number of co-occurrence types. The performance is not as good, though still

better than the syntax-based method that uses far more data. The alignment-

based method fairs relatively well with small amounts of data. It is interesting to

see that two very different corpora give rise to very different nearest neighbours.

In some cases the nearest neighbours of the Europarl corpus all belong to a

particular sense of a headword, and the nearest neighbours acquired from the

subtitle corpus all belong to another sense. The advantage of corpus-based

methods is that we are free to select a corpus that is most suitable for the task

at hand.

We have used a multilingual corpus comprising 11 languages in parallel. It

was possible for us to see the contribution each language made. Dutch deploys

single-word compounding. Languages that deploy single-word compounding

as well, such as German, Swedish, and Danish, perform best. This is related

to the problem that appears when aligning languages that deploy single-word

compounding to languages that use multiword units such as French and English.

There are several reasons for combining languages: In general better scores

are attained. The coverage is higher. Furthermore, using multiple languages is

useful for filtering out errors due to polysemy in one of the languages.

The manual evaluation we did in a previous study showed that many of

the words that are incorrect according to EWN are in fact judged as correct by

evaluators. A majority decided in 37% of the cases that the synonym considered

incorrect in EWN is in fact correct.

Due to the fact that the method is language-independent we were able to run

an evaluation on French data using a comprehensive French synonym dictionary.

The difference in performance between the alignment-based and syntax-based

methods is even more apparent. Moreover, higher precision scores (up to 78%)

are reached by thresholding the similarity scores. However, we must note that

these high threshold result in very low coverage.

Finally, the usefulness of the nearest neighbours found will be tested on a

real application, question answering, in Chapter 6.



Chapter 5

Proximity-based

distributional similarity

5.1 Introduction

Words that are distributionally similar are words that share a large number of

contexts. We explained in Chapter 3 that there are two methods for defining

contexts that are used extensively in literature. One can define the context

of a word as the n words surrounding it. In that case proximity to the head-

word is the determining property. We refer to these methods as proximity-

based methods. Other terms used to refer to this method are bag-of-words

method, co-occurrence method, and window-based or word-based

method.

Another approach is one in which the context of a word is determined by syn-

tactic relations: the syntax-based method. We have discussed this method

in Chapter 3.

As we explained in Chapter 3, Kilgarriff and Yallop (2000) use the terms

loose and tight to refer to the different types of semantic similarity that are

captured by proximity-based methods and syntax-based methods. The semantic

relationship between words generated by approaches which use unstructured

context seems to be of a loose, associative kind. These methods tend to find

nearest neighbours that belong to the same subject fields. For example, the

word doctor and the word disease are linked in an associative way and part

of the same subject field. Also, the proximity-based methods are not bound

by syntactic categories. The word aardbei ‘strawberry’ can have zoet ‘sweet’

as a nearest neighbour, since both words appear in the same proximity-based

context.
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We expect that the associative nature of the nearest neighbours will make

them useful for certain modules of our QA system. We believe that we will

be able to use them for query expansion in the passage retrieval module. In

Chapter 2 we explained that associations often prove to be valuable expansion.

The example is repeated in (1).

(1) Welke bevolkingsgroepen voerden oorlog in Rwanda?

‘What populations waged war in Rwanda?’

We expanded the keywords of this question automatically with associations

found by the system. Hutu and Tutsi were among the associations found by

the system. Expanding a question with an association that is in fact the answer

helps a lot in finding the right answer.

5.2 Proximity-based methods

In this section we explain the proximity-based approaches to distributional sim-

ilarity. We will give some examples of proximity-based context (5.2.1) and we

will explain how measures and weights serve to determine the similarity of these

contexts (5.2.2). We end this section with a discussion of related work (5.2.3).

5.2.1 Proximity-based context

The context in the case of proximity-based methods is an unstructured stretch

of text that can be of varying size. For example, one can decide to define the

context with respect to a window of 50 words around the headword. It could also

be decided to take one word to the right or one word to the left of the headword

to define its context. Yet another alternative would be to adopt a discourse-

motivated context, such as words from the same sentence or the same paragraph.

In the related work section (5.2.3) we will mention several alternatives discussed

in literature. In section 5.3.1 we will explain what strategy we adopted.

Every word in the defined context has every other word in the defined context

as a feature. Often lemmas are used instead of words to allow for surface

variation (Sahlgren, 2006). Also, additional information such as part-of-speech

information can be used (Widdows, 2003). We will explain in section 5.3.1 what

units of information we have chosen in this study.

In Table 5.1 a part of a proximity-based matrix that we collected for the

words tandarts ‘dentist’, arts ‘doctor’, ziekte ‘disease’ and telefoon ‘telephone’

is given. Each row represents the vector for the given headword. Each column is

headed by a word. We can see that tandarts appeared 50 times in the proximity
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heb ziekenhuis zeg vrouwelijk besmettelijk
‘have’ ‘hospital’ ‘say’ ‘female’ ‘contagious’

tandarts
‘dentist’ 50 4 20 10 10

arts
‘doctor’ 68 24 30 12 21

ziekte
‘disease’ 114 20 31 3 30

telefoon
‘telephone’ 81 5 28 2 3

Table 5.1: Sample of the proximity-based co-occurrence vectors for various
nouns

of the verb hebben ‘have’ and that ziekte appeared 20 times in the context of

ziekenhuis ‘hospital’.

5.2.2 Measures and feature weights

Proximity-based co-occurrence vectors such as the vectors for the four

headwords given in Table 5.1 are used to find distributionally similar words. Ev-

ery cell in the vector refers to a particular proximity-based co-occurrence

type. The value of these cells indicate the number of times the co-occurrence

type under consideration is found in the corpus.

The first column of this vector shows the headword, i.e. the word for which

we determine the contexts it is found in. Here, we find tandarts ‘dentist’, arts

‘doctor’, ziekte ‘disease’ and telefoon ‘telephone’. The first row shows the words

that are found in the context of the headwords. These contexts are referred

to by the terms features or attributes. In the context of proximity-based

methods one often speaks about column labels.

Each co-occurrence type has a cell frequency. Likewise each headword

has a row frequency. The row frequency of a certain headword is the sum of

all its cell frequencies. In our example the row frequency for the word tandarts

‘dentist’ is 94. Cut-offs for cell and row frequency can be applied to discard

certain infrequent co-occurrence types or headwords respectively. We will come

back to these cutoffs in the results section, more precisely in 5.5.1.

The more similar the vectors are, the more distributionally similar the head-

words are. We need a way to compare the vectors for any two headwords to

be able to express the similarity between them by means of a score. Various

methods can be used to compute the distributional similarity between words.

We will explain in section 5.3.2 what measures we have chosen in the current

experiments.
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The results of vector-based methods can be further improved if we take into

account the fact that not all combinations of a word and a feature (a co-occurring

word) have the same information value.

In the Chapter 3 we explained how the syntactic method benefits from fea-

ture weights. Selectionally weak (Resnik, 1993) or light verbs such as hebben ‘to

have’ are given a lower weight than a verb such as uitpersen ‘squeeze’, which

occurs less frequently. We will use the same weights for the unstructured text.

We hope that these weights will be beneficial for the proximity-based method

as well, as some frequently occurring proximity-based contexts, such as the verb

heb ‘have’, are rather uninformative.

Our methods for computing distributional similarity between two words con-

sist of a measure for assigning weights to the co-occurrence types present in the

vector and a measure for computing the similarity between two (weighted) co-

occurrence vectors.

5.2.3 Related work

Early attempts at acquiring similar words from unstructured co-occurrence data

include Wilks et al. (1993); Schütze (1992), and Niwa and Nitta (1994). Prob-

ably the most influential work has been Hinrich Schütze’s Word Space Model

(Schütze, 1992; Schütze, 1993).

In Schütze (1992) a disambiguation experiment is run, in which senses are

assigned to words by clustering a training set of contexts. Training is done on

a few months of the New York Times News Service and testing on one other

month of that year. The optimal window size is reported to be 1000 characters

surrounding the headword. For reasons of efficiency dimensionality reduction

is applied (singular value decomposition, SVD). Schütze (1993) states that the

results from this disambiguation experiment are among the best reported in

literature. The vector representations are also applied to thesaurus induction.

The author states that classical thesauri such as Roget’s differ in that they

concentrate on synonyms and near-synonyms, whereas the nearest neighbours

retrieved by the proximity-based method include mostly collocates.

In Schütze (1993) letter fourgrams are used in the vector representations.

5K fourgrams are selected by deleting fourgrams below a certain frequency and

by deleting the 300 most frequent fourgrams. A window of 200 fourgrams is

used to retrieve co-occurrence data from five months of the New York Times.

Some example nearest neighbours are given.

In Wilks et al. (1993) the sense-entry of the Longman Dictionary of Con-

temporary English (Summers, 1995) is taken as the textual unit from which

co-occurrence data is extracted. The extraction of co-occurrence data for words
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in the LDOCE controlled vocabulary results in a matrix of 2200-by-2200. Eval-

uation is done on a task of partial word sense disambiguation. The automatic

disambiguation of the 197 occurrences of the word bank in LDOCE was correct

for up to 45% of the sentences according to human judgments . The amount

of information is reduced by using a psychometric scaling method based on

the mathematical theory of graphs and networks. In 53% of the 197 example

sentences the correct sense was chosen by the system using the scaled data.

Niwa and Nitta (1994) compare a method based on distances between words

in a network derived from Collins English Dictionary (CED) with a method

based on co-occurrence statistics from a 20 million-word corpus (the Wall Street

Journal). They attained co-occurrence data for 50% of the total 62K headwords

of the CED in text windows of 50 words. The authors selected 1K words, which

they call origins. These are words at frequency ranks 51 untill 1,050. In a task

of word sense disambiguation in the tradition of Wilks et al. (1993) the co-

occurrence vectors are superior to the dictionary-based distance vectors. In a

task of learning the positive or negative meaning of words the dictionary-based

distance vectors were better than the co-occurrence vectors. The authors argue

that the sparseness problem of co-occurrence vectors is a major factor.

More recently, Widdows (2003) evaluated the usefulness of part-of-speech

information combined with LSA for the task of placing unknown words into

a taxonomy. The method builds upon Hearst and Schütze (1993). The BNC

corpus was used to extract co-ordinates determined by the number of times the

headword occurred within the same context-window of 15 words as one of the

1000 column-label words. These 1000 column-label words are the most frequent

words in the corpus minus stop words. For common nouns PoS information

proved beneficial, but not for proper nouns nor for verbs. The best results are

obtained for common nouns using part-of-speech information. In 82% of the

cases the system was able to find the correct classification for a test word.

Sahlgren (2006) uses a corpus of 56MB that includes 10.8M tokens. The

corpus is small enough to allow for a construction of an unreduced space. A fre-

quency threshold is used for words that occur less than 50 times. Morphological

normalization is applied. Sahlgren (2006) uses both word-by-word matrices and

word-by-document matrices. The use of word-by-document matrices, where the

features are document IDs was introduced by Qiu and Frei (1993). The word-by-

word matrix is 8217-dimensional after thresholding. Sahlgren (2006) evaluates

the system with respect to several parameters on several applications. The

author looks both at syntagmatic and paradigmatic uses of context, i.e. first-

order affinities and second-order affinities. Another parameter that is studied

are frequency transformations that change frequencies into values that better

reflect the information value. The motivation behind this is very similar to our
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use of weights. Yet another parameter is the size of the context window. The

applications on which the parameters are evaluated are thesaurus comparison,

association tests, synonym tests, antonym tests, and part-of-speech tests. The

last application measures how many of the nearest neighbours share the same

part-of-speech information. For thesaurus comparison transforming the fre-

quencies by TFIDF performs best, whereas for association tests dampening the

frequency counts produces the best results. Wide context windows are preferred

for association tests, whereas narrow windows result in better performance for

thesaurus comparison. This is in line with results presented by Curran (2003),

where small context windows produce similar results as syntax-based methods,

if sufficient amounts of data are used.

Padó and Lapata (2007) have compared the performance of a proximity-

based model with a syntax-based model on three tasks: semantic priming,

synonymy detection and word sense disambiguation. We have explained in

Chapter 3 in section 3.2.3 how they used the BNC corpus to select 14 depen-

dency relations from. Syntactically enriched models outperform the word-based

models in all cases.

For Dutch Peirsman et al. (2007) describe a comparison between using a

context of five words on either side of the target word and a 50-word context

window. For the 50-word context window they kept the dimensionality low by

looking at the 2000 most frequent nouns only. They compare the proximity-

based method with the syntax-based method. They evaluate on EuroWord-

Net (EWN) comparing the distances in EWN between nearest neighbours of

the different methods. The syntactic methods outperform the proximity-based

methods on this task. This is in line with expectations because the syntax-

based methods typically produce nearest neighbours that are tighter and less

associative than the proximity-based methods and EWN is organised in a tight

way. Also, they show that dimensionality reduction hurts the performance of

the different methods considerably.

Other work that needs mentioning are the methods dedicated to a specific

task, for example smoothing using class-based models (Brown et al., 1992) and

similarity-based or distance-weighted averaging (Dagan et al., 1993). In Da-

gan et al. (1993) 4M co-occurrences are extracted from the USENET corpus

(approximately 9M words) employing a window of 3 content words. The idea

is that similar co-occurrences have similar values of mutual information. The

method is not class-based such as Brown et al. (1992), but it estimates similar-

ity directly using a metric based on strong “neighbourship”. In a data recovery

task, simulating a typical scenario in disambiguation, the performance of the

estimation method was 27% better than frequency-based estimation.
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5.3 Methodology

In the following sections we describe the setup for our experiments. After de-

scribing the corpora we have used and the data we extracted from them (5.3.1)

we will describe the measures (5.3.2) and weights (5.3.3) we have applied.

5.3.1 Data collection

Measures of distributional similarity usually require large amounts of data.

However, we have used the CLEF corpus that consists of approximately 80M

words of newspaper text instead of the 500 million-word corpus to keep the

amount of data manageable. The context vectors resulting from harvesting fea-

tures for the headwords from unstructured context are very high-dimensional.

With respect to the window size of the contexts, we decided to use a rather

large window limited by a discourse-motivated boundary, namely, end of sen-

tence. The context from which we harvest features hence is the sentence. Lit-

erature (Sahlgren, 2006; Curran, 2003) leads us to believe that smaller windows

result in nearest neighbours very much like the syntax-based methods. It is

our aim to find a different type of relation with the approach followed in this

chapter. The aim of this chapter is to find associative relations between words.

There are many combinations of two words possible in the bag of words

retrieved from a single sentence. Just try to imagine the number of combinations

for a large corpus of 80 million words of newspaper text. The majority of the

cells in the co-occurrence matrix will be zero.

The number of (non-zero) co-occurrences is of course dependent on the size

of the context and the frequency cutoffs used to determine the headwords and

features under consideration. When the context is large enough and only high-

frequency words are accepted as headwords and features, no zero co-occurrences

are found. Schütze (1992) reports that for a typical 4000-by-4000 matrix fewer

than 10% zeros are found. The author uses contexts of 1000 characters around

the target word.

To keep the dimensionality of the matrix manageable we selected 5K words

as column labels or attributes/features. These words were selected on the basis

of corpus frequencies. The 5K most frequent words minus stop words (the 50

most frequent words) were selected. Also, we extracted co-occurrence data for a

limited number of headwords. The 50K most frequent words minus stop words

were selected.

In our case, there are 50K headwords times 5K features, that is 250M cells.

In Table 5.2 the number of co-occurrence tokens and types are given. There

are 34.6M cells with non-zero co-occurrences. This means that 13.84% of the

cells are filled. The matrix is less sparse than the matrices for the syntax-based
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and alignment-based method. We discarded hapaxes, and the counts given in

Table 5.2 are the result of subtracting the hapaxes from our data. This adds

to the number of empty cells. We discarded hapaxes because we have little

confidence in these single occurrences and they seriously harm the efficiency of

our system.

# tokens # types

526.4M 34.6M

Table 5.2: Number of proximity-based co-occurrences tokens and types (hapaxes
excluded)

Only a small number of words are frequent in language, the vast majority

only occur in a very limited number of contexts. This phenomenon is referred

to as Zipf’s law (Zipf, 1949). In Figure 5.1 we can see that the distribution

of co-occurrence types approaches a linear line for the high ranks in a log-log

representation, i.e. when the number of co-occurrence types is small (right part

of the figure). For the highest ranks the line is too flat. The line approaches

Zipf’s law less well than the syntax-based data and alignment-based data in the

previous chapters.
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Figure 5.1: Number of co-occurrence types when augmenting the cell frequency
cutoff

Often people have used dimensionality reduction to deal with the problem

of large amounts of data and many zero co-occurrences. The idea behind such

techniques is to bring the dimensionality down, while retaining as much as
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possible of the original information. LSA (Landauer and Dumais, 1997) is a

well-known dimensionality reduction technique that uses a statistical technique

called Singular Value Decomposition (SVD). It falls outside the scope of this

chapter to use this type of technique. Also, Peirsman et al. (2007) showed that

dimensionality reduction brings their scores down.

We have explained how we use statistically motivated dimensionality reduc-

tion by selecting only the most frequent headwords and features. Other ways

to reduce the dimensionality of the matrix are linguistic in nature. An example

of a linguistically motivated form of dimensionality reduction is to include only

words with a certain part-of-speech tag. However, since we want to find asso-

ciations that are not bound by syntactic categories, we will not use this kind

of linguistically motivated dimensionality reduction. Another example of lin-

guistically motivated dimensionality resolution is to extract lemmas instead of

word forms from the corpus to reduce variation. We extracted lemmas from the

corpus as they are given by the Alpino parser (van Noord, 2006).1 Apart from

reducing data sparseness, it will facilitate the evaluation based on comparing

the results to existing databases.

5.3.2 Similarity measures

We have limited our experiments to using Cosine and Dice†, a variant of Dice.

We chose these methods because they performed best in a large-scale evaluation

experiment reported in Curran and Moens (2002). These measures are explained

in greater detail in section 3.3.3, Chapter 3. We will limit ourselves to repeating

the basic explanations here.

Cosine is a geometrical measure. It returns the cosine of the angle between

the vectors of the words and is calculated as the dot product of the vectors:

Cosine =

∑

weight(W1, ∗w′)× weight(W2, ∗w′)
√

∑

weight(W1, ∗)2 ×
∑

weight(W2, ∗)2

For the syntax-based methods we have seen triples holding the headword,

the syntactic relation, and the other word in the syntactic relation. For the

alignment-based method the second slot of the triple was taken by language

IDs instead of syntactic relations. The proximity-based method does not need

a slot for syntactic relations nor language IDs. There is only one relation in

the proximity-based method, which is proximity to the headword. In Table 5.1

we can see that there is no relation ID attached to the attributes. As the r/t

1Unlike for the syntax-based method we have excluded multi word units. We decided
that this type of information is syntactic in nature and should therefore not be part of the
proximity-based method. We believe that we could have improved scores by including these
multi-word expressions, as we could have decreased ambiguity for example in person names.
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variable is redundant, we removed it.

Dice† (Curran and Moens, 2002) is defined as:

Dice† =
2

∑

min(weight(W1, ∗w′), weight(W2, ∗w′))
∑

weight(W1, ∗w′) + weight(W2, ∗w′)

5.3.3 Weights

We used pointwise mutual information (MI, Church and Hanks (1989))

and the t-test as weights. Frequency was used as a baseline. It simply assigns

every co-occurrence type a weight of 1 (i.e. every frequency count in the matrix

is multiplied by 1). Pointwise mutual information (MI) measures the amount

of information one variable contains about the other and is explained in sec-

tion 3.3.4. T -test tells us how probable a certain co-occurrence is by looking at

the difference of the observed and expected mean scaled by the variance of the

data. It is also further explained in section 3.3.4.

5.4 Evaluation

In this section we will explain the evaluation framework. For the nearest neigh-

bours found by the previous methods, we have chosen to evaluate on the gold

standard EuroWordNet (EWN, Vossen (1998)). Because of the difference in

nature of the nearest neighbours of the proximity-based method, we have cho-

sen to evaluate the neighbours on the Leuven Dutch word association norms

(De Deyne and Storms, 2008). In section 5.4.1 we describe this gold standard.

To allow for a comparison with the syntax-based and the alignment-based

methods, we will evaluate the nearest neighbours resulting from the proximity-

based method on EWN as well. We will explain how we calculated the precision

of the system with regard to the acquisition of synonyms, hypernyms, and co-

hyponyms from EWN in section 5.4.2. In section 5.4.3 we will explain what test

sets we have used in the experiments.

5.4.1 Word association norms

As we believe that the nearest neighbours found will reflect associations, evalu-

ation on a hierarchically structured gold standard is not completely satisfactory

nor adequate. We have therefore decided to use a collection of association

norms to evaluate the nearest neighbours: the Leuven Dutch word association

norms (De Deyne and Storms, 2008). We have explained in section 2.4.2, Chap-

ter 2, how norms for 1,424 Dutch words were gathered in a continuous word

association task. For each cue, three association responses were obtained per
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participant. In total, on average 268 responses for each cue were collected.

The experiments were conducted between 2003 and 2006 and involved 10,292

participating individuals.

We have used EWN as a gold standard as well. The reader might remember

from our explanations in section 3.4.1 that we discarded words that were not

found in the gold standard. EWN is made semi-automatically and it is possi-

ble that there are omissions. EWN provides us with an approximation of the

semantic similarity between a pair of words as conceived by humans.

In the case of associations, De Deyne and Storms (2008) have provided us

with a large amount of human data. Although one can always argue about the

way these association norms were gathered, they represent a large-scale attempt

to obtain the actual thing we are testing: human associations. We do not need

to use approximations. Hence, we take the associations as the absolute truth.

That means that a combination of a word and a nearest neighbour is counted as

a correct association, when it is found in the association norms, and incorrect

if it is not found. We do not discard words that are not found.

5.4.2 Synonyms, hypernyms and (co)-hyponyms from EWN

To evaluate the system with respect to the number of synonyms found in EWN,

we again used the synsets in Dutch EWN as our gold standard. In EWN, one

synset consists of several synonyms which represent a single sense. Polysemous

words occur in several synsets. We have combined for each target word the

EWN synsets in which it occurs. Hence, our gold standard consists of a list

of all nouns found in EWN and their corresponding synonyms extracted by

taking the union of all synsets for each word. Precision is then calculated as

the percentage of candidate synonyms that are truly synonyms according to our

gold standard.

For hyponyms, co-hyponyms, and hypernyms we used the same gold stan-

dard. For example, we determined whether there is one sense of the candidate

word and test word that are in a hyponym relation in EWN. If so, this con-

tributes to the hyponym score for that test word. Note that it is possible for one

polysemous word to contribute to the percentages of multiple semantic relations.

5.4.3 Test sets

We will evaluate the associations found both on the Leuven Dutch word asso-

ciation norms and EWN. We have therefore used two seperate test sets.

To evaluate our system on the Leuven Dutch word association norms we used

the headwords (cues) for which the authors provide association norms. This is

a list of 1,424 words from which we removed verbs, adjectives and plural nouns.
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This to make the comparison with the EWN evaluation that is only based on

single nouns, easier. This resulted in a list of 1,214 words.

It contains concepts from various natural categories (fruit, vegetables, in-

sects, fish, birds, reptiles, and mammals), artifact categories (vehicles, musical

instruments, and tools), action categories (sports and professions), and a vari-

ety of concrete object concepts. The remainder of the items was taken from

the semantic categories of weapons, clothing, kitchen utensils, food, drinks and

animals. Furthermore, this set was expanded with words corresponding to su-

perordinate concept nouns such as mammal or vehicle.

To evaluate on EWN, we have used the same test set as done in other

chapters. We have constructed a test set of 3 times 1000 words. In section 3.4.3,

we explained how we built a large test set of 3000 nouns selected from EWN.

5.5 Results

In the current section we will give results for applying the evaluation framework

introduced in the previous section. We will first determine the best settings in

terms of cell and row frequency cutoffs (5.5.1). In section 5.5.2 we will compare

combinations of measures and weights. The distribution of the several semantic

relations in the lists of nearest neighbours will be discussed in 5.5.3. We make a

comparison between the performance of the proximity-based methods and the

previously discussed methods in section 5.5.4.

5.5.1 Cell and row frequency cutoffs

As we have seen in previous chapters, augmenting the cell and row frequency

cutoffs has an effect on the performance of the system. Augmenting the cell

frequency cutoff reduces the number of infrequent co-occurrences. Augmenting

the row frequency cutoff reduces the number of infrequent headwords. These

actions can reduce noise. Also, higher cutoffs are beneficial for the efficiency of

the system. This is why we have, as in previous chapters, decided to discard

hapaxes, i.e. co-occurrence types that only occurred once in our data. We have

run experiments with cell and row frequency cutoffs ranging respectively from

2 to 10 and 2 to 100.

Before discussing the results, it should be noted that these tests were done

using MI as weight and Cosine as measure. We will explain in the next section

why we have chosen this combination. We have evaluated on the Leuven Dutch

word association norms (De Deyne and Storms, 2008).

In Table 5.3 we see the effect of changing the cell and row frequency cutoffs.

The best results are attained when no cutoffs are used, i.e. when only hapaxes
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% associations
Cell Row
Freq Freq k=1 k=5 k=20 k=50

2 2 0.32 0.23 0.15 0.10

2 4 0.32 0.23 0.15 0.10

2 10 0.32 0.23 0.15 0.10

2 20 0.32 0.23 0.15 0.10

4 4 0.30 0.20 0.13 0.09
4 8 0.30 0.20 0.13 0.09
4 20 0.31 0.20 0.13 0.09
4 40 0.31 0.21 0.13 0.09

6 6 0.28 0.19 0.12 0.08
6 12 0.29 0.19 0.12 0.08
6 30 0.30 0.21 0.13 0.09
6 60 0.32 0.22 0.13 0.09

10 10 0.14 0.10 0.07 0.06
10 20 0.26 0.18 0.11 0.08
10 50 0.28 0.20 0.12 0.08
10 100 0.30 0.21 0.13 0.09

Table 5.3: Average precision at k candidate synonyms for different cell and row
frequency cutoffs

are discarded. At all values of k, the system’s performance is best when the

minimum frequency is set to 2. Only at cell frequency 6 and row frequency 60

the results are equally good at k=1.

Another phenomenon that can be seen from Table 5.3, is that the row fre-

quency determines quality more than the cell frequency. The system fares well

with high row frequency cutoffs, more or less independent of the cell frequency.

Only for the cell frequency 2 this does not hold. All row frequencies perform

equally well when the cell frequency is set to 2. It seems that when limited

data is available (since much co-occurrence data is removed by cell frequency

cutoffs 4 to 10), removing infrequent headwords, for which there is less data, is

beneficial.

As we have seen with the other methods, the performance of the system is

best when as much data as possible is used. Although efficiency is more of a

problem with the large amounts of data the proximity method uses, we decided,

also for the sake of keeping all settings in all three methods as equal as possible,

to set both the cell and row cutoffs to 2 for the remainder of the experiments.

5.5.2 Comparing measures and weights

We compared the performance of the various combinations of a weight measure

(frequency, MI, and t-test) and a measure for computing the distance between

co-occurrence vectors (Dice† and Cosine).
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The results are given in Table 5.4. The average precision in percentages of

associations for the 1214 test words is given at various values of k. Not all words

were found in our data. As the reader might remember from section 5.3.1, we

have only selected the 50K most frequent words as headwords minus a stop list

of the 50 most frequent words. Less frequent words are not included in the data.

For 264 words the system did not provide any nearest neighbours because there

was no data for these words. They were not among the 50K most frequent words

in the 80 million word newspaper corpus. One word was not found because it

happened to be in the stop list (jaar ‘year’). These words were discarded in the

evaluation. Still, the coverage of the system is over 78%.

% associations
Measure+Weight k=1 k=5 k=20 k=50

Dice†+FR 0.21 0.12 0.07 0.04
Dice†+MI 0.30 0.21 0.12 0.08
Dice†+TT 0.34 0.24 0.15 0.10

Cosine+FR 0.29 0.21 0.13 0.09
Cosine+MI 0.32 0.23 0.15 0.10

Cosine+TT 0.23 0.17 0.11 0.08

Table 5.4: Average precision at k candidate synonyms for different similarity
measures and weights

In contrast to previous methods Dice† in combination with t-test results in

the highest scores. However, Cosine in combination with MI gives comparable

results. As we have seen in previous chapters, Dice† performs much worse

than Cosine, when no weights are used. The worst performance is attained

when Dice† is used without any weighting and the raw frequencies are used to

compare word vectors.

In general the scores are improved when weights are used. For Dice† both MI

and t-test weighting improve the scores considerably. For the Cosine measure MI

is beneficial, while t-test is harmful. Note that in this evaluation on association

norms, words that are not found in the gold standard are considered incorrect.

That is different from the previous evaluation on EWN. The rare words provided

by the combination of Cosine and t-test that are not found in the association

norms will bring the scores down. Still, it is interesting to see that weights can

be beneficial for proximity-based methods as well as they are for the syntax-

based method. Many frequently occurring contexts have a very low information

value. A large number of nouns can occur in a sentence with the verb to have.

This verb therefore has a low information value. The effect of such contexts will

be downplayed when using weights.

Although the combination Dice† with t-test performs slightly better, we
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decided to use Cosine + MI for the remainder of the experiments. This to keep

the settings as equal as possible to the other two methods, for which we used

the combination Cosine + MI as well.

Before we move on to comparisons with other methods, we would like to

say something about the quality of the nearest neighbours that stem from the

proximity-based method. The example output provided in Table 5.5 resulted

from setting the row and cell frequency cutoffs to 2 and using the measure

Cosine and the weight MI.

The first example shows that some examples from the football domain arise.

For the headword kanarie ‘canary’ we see that the proper name Garrincha is

retrieved. This is due to the fact that the Brazilian football team is referred to by

the term canary because of the bright yellow colour of their shirts. Garrincha

is a famous Brazilian player, described in The Divine Canary, a book about

Brazilian football from Garrincha to Ronaldo. The term kanarie is found in the

same sentences as Garrincha is. These terms are subject-related, although very

domain-dependent. Football is a domain that is well-represented in newspaper

text. We will see more examples from football later in this chapter.

The proximity-based method sometimes results in words that belong to the

same semantic and syntactic category, as can be seen in the second example

from Table 5.5. These examples are very much like the examples we have seen

for the syntax-based methods. Garage ‘garage’ gives parkeerplaats ‘parking lot’,

parkeergarage ‘parking garage’,

The last example shows a deficiency of the proximity-based method. The

fact that the proximity-based method is not limited to syntactic context nor

translations makes it especially vulnerable to ambiguities. The syntax-based

method might also be harmed by ambiguity, but not of the sort we see in the

last example in Table 5.5. This is a typical example of an ambiguity between

the verb and noun reading of a word. The Dutch word dam can refer to playing

checkers and it can be dam as in river dam. It is the noun reading that we

are looking for here. Using PoS information could remedy these problems or

deciding beforehand to select only nouns. However, Widdows (2003) reports

that PoS information proved beneficial for common nouns, but not for proper

names nor for verbs.

Since the syntax-based method is limited to syntactic contexts this ambiguity

will not appear. The syntactic contexts that the noun dam as in river dam

is found in are different from the contexts that the verb dam as in playing

checkers is found in. Dam as in playing checkers is typically found as a feature,

namely the subject relation that can be found with people such as Tsjizjov and

Wiersma. The noun ’dam’ that we are looking for here is typically linked with

features such as the object of the verb bouwen ‘to build’. The nearest neighbours
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it gets are stuwdam ‘dam’, dijk ‘dike’, and stuw ‘dam’.

Test word k=1 k=2 k=3
kanarie Garrincha lop los papegaai
‘canary’ Garrincha ‘walk freely’ ‘parrot’
garage parkeerplaats parkeergarage caravan
‘garage’ ‘parking lot’ ‘parking garage’ ‘caravan’
dam Tsjizjov Wiersma Baljakin
‘dam’ Tsjizjov Wiersma Baljakin

Table 5.5: Examples of nearest neighbours at the top-3 ranks

5.5.3 Distribution of semantic relations

So far we have evaluated the performance of the system by determining how

many associations are found among the nearest neighbours. We will now check

what other kind of lexical relations are found among the nearest neighbours. In

the previous chapters we saw that many semantic relations other than synonyms

are found.

We evaluate on the same test set used in previous chapters: a high frequency

test set, a middle frequency test set, and a low frequency test set. The test set

is different from the previous section, in which we evaluate on the association

norms, so we cannot compare the results. We will compare the results to the

syntax-based and alignment-based methods in the next section (5.5.4).

Table 5.6 shows the proportion of synonyms, hypernyms, hyponyms, and co-

hyponyms. Note that we have determined the percentages as described in 5.4.2.

In short, for each pair of nearest neighbours we check if there is any sense in

which both neighbours are found in a particular semantic relation. Since words

have multiple senses and we do not restrict ourselves to one particular sense,

the percentages do not add up to 100%. If we included all possible relations

and non-relatedness, we would obtain a total of over 100%.

Only 8% of the nearest neighbours at rank 1 are synonyms. The semantic

relation that is most found among the nearest neighbours of the proximity-based

method is co-hyponymy. We have seen this for both the syntax-based and the

alignment-based method as well; however, the difference was not that big. It

is striking that the low-frequency test set results in the largest percentage of

synonyms. We would expect the low-frequency test set to suffer more from data

sparseness, which would result in lower scores.

We will now turn to the comparison of the different methods.
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Semantic HF MF LF
Relation k=1 k=5 k=1 k=5 k=1 k=5

Synonyms 7.88 3.85 7.46 3.61 9.69 4.10
Hypernyms 4.92 3.71 2.54 1.37 3.15 2.26
Hyponyms 7.17 4.61 3.17 2.10 2.91 1.20
Co-hyponyms 24.19 16.66 21.11 14.47 22.76 13.79

Table 5.6: Distribution of semantic relations over the k candidates

Corpus # tokens # types

Proximity 526.4M 34.6M
Syntax1 (500M) 73.8M 7.1M
Syntax2 (80M) 10.5M 1.4M
Alignment (Europarl) 31.3M 994K

Table 5.7: Number of co-occurrences tokens and types for the several corpora
(excluding hapaxes)

5.5.4 Comparison with syntax- and alignment-based method

First we have to note that the amount of data used for the proximity-based

method is much larger than for the syntax-based or alignment-based method,

although a smaller corpus is used to harvest the data from. This is the result of

the fact that the proximity-based method is less limited in the contexts it uses.

It is not limited to translations, nor to syntactic relations. Any two words that

co-occur in one single sentence, provided that the headword appears in the list

of 50K most frequent headwords and the feature appears in the list of 5K most

frequent features, are taken as a co-occurrence token. We can see the number

of co-occurrence tokens and types for the three methods in Table 5.7. For the

syntax-based method figures are given both for the 500 million-word corpus as

well as for the 80 million-word corpus to make a better comparison with the

proximity-based method that uses the 80 million-word corpus.

In Table 5.8 we can see the percentage of associations found among the near-

est neighbours provided by the three methods. We can see that the proximity-

% associations
Method k=1 k=5 k=20 k=50

Proximity 0.32 0.23 0.15 0.10

Syntax1 (500M) 0.25 0.19 0.11 0.07
Syntax2 (80M) 0.17 0.12 0.07 0.04
Align 0.22 0.10 0.04 0.02

Table 5.8: Average precision at k candidate associations for the different meth-
ods
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based methods are better at finding associations than any other method. The

syntax-based method, even when using a larger corpus, does not reach the pre-

cision the proximity-based method reaches.

However, we must be cautious. There might be an effect of frequency. In sec-

tion 5.3.1 we explained that we have limited our calculations for the proximity-

based method to the 50K most frequent headwords to keep the dimensionality

of the matrix feasible. The nearest neighbours found by the proximity-based

methods will be among the 50K most frequent words (taken from the 80 million

corpus). The syntax-based method has no such limitations. In section 3.5.1,

Chapter 3 we showed that the easiest way to limit the syntax-based method

with respect to the frequency of the nearest neighbours found is by augmenting

the row frequency cutoff for a headword. The two frequency cutoffs are compa-

rable but not identical. The row frequency is the sum of the frequencies of the

syntactic co-occurrences for that headword. It is not a global frequency, but it

gives the frequency in the context of syntactic relations.

In section 3.5.1 we showed that augmenting the row (or cell) frequency cutoffs

resulted in lower scores on the EWN measure. However, augmenting the row

frequency cutoff does result in better scores when evaluating on the association

norms. We have tried to keep the frequency cutoffs comparable. For the syntax-

based method using the 80 million-word corpus this was easier than for the 500

million-word corpus. The frequencies we used for the proximity-based method

were calcualted on the basis of the 80 million-word corpus. A frequency cut-off

of 10 seemed reasonable to remove many of the infrequent headwords that were

not part of the 50K most frequent words. For the 500 million-word corpus it was

harder to determine a reasonable cutoff. We have set the row frequency cutoff to

50. We have to stress that these frequency cutoffs only approximate the result

of excluding words that are not among the 50K most frequent words. Some

words that are among the 50K most frequent words will be below the frequency

cutoffs set and some words that are not among the 50K most frequent words will

have a row frequency cutoff above the cut-offs set. The results are in Table 5.9.

% associations
Method k=1 k=5 k=20 k=50

Proximity 0.32 0.23 0.15 0.10

Syntax1 (500M) r=50 0.31 0.23 0.14 0.09
Syntax2 (80M) r=10 0.21 0.15 0.09 0.06

Table 5.9: Average precision at k candidate associations for the different meth-
ods using row frequency cutoffs

The scores for the syntax-based method using the 500 million-word corpus

approach the scores for the proximity-based method. However, the associations
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found by the two systems are very different. The syntax-based method finds

many of the associations that people make between words in the same semantic

and syntactic class, whereas the proximity-based method finds associations that

are only subject-related. For example, for the head word bar ‘bar’ of the 50

nearest neighbours for the syntax-based method the following are found among

the association norms: kroeg, ‘bar’, terras, ‘terrace’, disco, ‘disco’, pub, ‘pub’,

zwembad, ‘swimming pool’, hotel, ‘hotel’, lounge, ‘lounge’, keuken, ‘kitchen’,

strand ‘beach’. Of the 50 nearest neighbours of the proximity-based method

the following are among the association norms: terras, ‘terrace’, gezellig, ‘cosy’,

drink, ‘drink’, hotel, ‘hotel’, zwembad, ‘swimming pool’, keuken, ‘kitchen’, bier,

‘beer’, kroeg, ‘bar’, glas, ‘glass’, glazen, ‘glass (adjective)’, ober, ‘waiter’, drank,

‘drinks’, avond, ‘evening’, disco, ‘disco’, dame, ‘lady’, lekker, ‘nice’, stoel, ‘chair’,

koud ‘cold’.

Method Coverage

Proximity 0.78
Syntax1 (500M) 0.92
Syntax2 (80M) 0.84
Align 0.51

Table 5.10: Coverage for the several methods and corpora

Method Semantic HF MF LF
Relation k=1 k=5 k=1 k=5 k=1 k=5

Proximity Synonyms 7.88 3.85 7.46 3.61 9.69 4.10
Hypernyms 4.92 3.71 2.54 1.37 3.15 2.26
Hyponyms 7.17 4.61 3.17 2.10 2.91 1.20
Co-hyponyms 24.19 16.66 21.11 14.47 22.76 13.79

Alignment Synonyms 31.71 19.16 29.26 16.20 28.00 16.22
Hypernyms 11.71 8.45 7.67 7.69 9.50 7.02
Hyponyms 19.67 18.27 7.19 5.93 5.00 3.87
Co-hyponyms 43.25 32.32 39.09 26.88 38.50 22.88

Syntax1 (500M) Synonyms 21.31 10.55 22.97 10.11 19.21 11.63
Hypernyms 11.95 7.35 8.42 6.43 5.79 4.12
Hyponyms 20.74 17.34 7.20 5.17 3.05 2.80
Co-hyponyms 41.71 32.74 43.03 30.29 37.80 31.42

Syntax2 (80M) Synonyms 17.20 9.92 12.97 7.59 5.26 2.74
Hypernyms 10.93 7.52 6.37 3.44 2.19 1.61
Hyponyms 20.62 15.75 5.66 3.88 1.32 0.57
Co-hyponyms 39.52 31.21 31.37 23.41 17.98 11.34

Table 5.11: Distribution of semantic relations over the k candidates for the three
methods

When we look at the coverage of the system on the association test set,

provided in Table 5.10, we see that the syntax-based method results in the
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EWN similarity
Method HF MF LF

k=1 k=5 k=1 k=5 k=1 k=5

Proximity 0.524 0.493 0.451 0.429 0.401 0.385
Align 0.755 0.669 0.699 0.601 0.649 0.545
Syntax1 (500M) 0.765 0.697 0.737 0.656 0.666 0.620
Syntax2 (80M) 0.747 0.680 0.644 0.577 0.488 0.431

Table 5.12: EWN score at k candidates for the three methods

highest coverage. Remember that we only admitted the 50K most frequent

words as headwords for the proximity-based method. That is why a lot of

nouns from the test set do not result in any nearest neighbours. The alignment-

based method has the lowest coverage. The corpus used for the alignment-based

method is small and the type of words that are in the test set built from the

association norms, such as types of fruit, vegetables, insects, etc. do not occur

frequently in the Europarl corpus.

Let us now turn to evaluations on EWN. From Table 5.11 we can see the

percentage of several types of lexico-semantic relations for the three methods.

In general, the proximity-based method retrieves less of every type of relation

compared to the other two methods. The largest difference is in the number

of synonyms. The syntax-based method retrieves three times as many and the

alignment-based method retrieves four times as many. However, if the same

corpus is used to retrieve the information from (the 80-million word corpus),

the proximity-based method is more succesful in finding semantic relations for

for low-frequency words than the syntax-based method. The alignment-based

method still outperforms all, especially for the low-frequency test set. This is

in line with work done by (Grefenstette, 1994a, pg. 94–96). Data sparseness is

the reason for this phenomenon. Data sparseness is most serious for the low-

frequency words, when using a relatively small corpus. The proximity-based

methods suffers less from data sparseness. The alignment-based method suffers

the least.

Also, when the performance is measured on a combination of semantic rela-

tions, as is the case for the EWN score, the proximity-based method performs

poorly. In Table 5.12 we see the EWN scores for the three methods. These

figures are in line with the results found in Peirsman et al. (2007). The authors

report 0.48 EWN similarity score for the syntax-based method, when taking the

ten most related words into account, i.e. k=10, against 0.34 EWN similarity

score for their proximity-based (bag-of-words) model. The difference between

the proximity-based method and the syntax-based method is smaller, when

based on the same corpus and tested on low-frequency words. However, the
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syntax-based method still outperforms the proximity-based method, even when

based on the same corpus.

These results are in line with what we expected and what has been described

in the literature (Kilgarriff and Yallop, 2000; Padó and Lapata, 2007). The

nearest neighbours resulting from the proximity-based method are looser, more

associative in nature. They are related with respect to subject field.

In Table 5.13 we can see a number of examples for the different methods.

The first example shows very clearly that the proximity-based method is more

associative in nature. The nearest neighbours of a word such as feest ‘party’

are: feestelijk ‘festive’, avond ‘evening’, and vrolijk ‘cheerful’. The syntax-

based method retrieves less associative, more semantically related nearest neigh-

bours, such as feestje ‘little party’, receptie ‘reception’, and concert ‘concert’.

The alignment-based method retrieves nearest neighbours that are closer in se-

mantics: feestmaal ‘feast’, volksfeest ‘popular festival’, and feestdag ‘holiday’.

Both the syntax-based method and the alignment-based method retrieve nearest

neighbours that belong to the same syntactic category: nouns. The proximity-

based method retrieves two adjectives and one noun.

In the next example we see again how the proximity-based method is influ-

enced by sports articles in newspapers. For the headword knie ‘knee’, we get

geschorst ‘suspended’, Vitesse, a Dutch football team, and geel ‘yellow’. The

last adjective refers to the colour of the card that football players receive as a

caution for one of the seven offenses.

The syntax-based method and alignment-based method are less biased to

football terms. The alignment-based method returns rather poor nearest neigh-

bours due to sparseness in the data. The syntax-based method’s nearest neigh-

bours are limited to parts of the body. The fact that the syntax-based method

uses syntactic information is again the reason for this: the syntactic contexts

knie ‘knee’ is found in are very different from the syntactic context Vitesse or

geschorst ‘suspended’ are found in. They will not appear as each other’s nearest

neighbours. For the proximity-based method, the contexts Vitesse and knee are

found in are rather similar. These words are often found in the same sentences.
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Test word Method k=1 k=2 k=3

feest Proximity feestelijk avond vrolijk
‘party’ ‘festive’ ‘evening’ ‘cheerful’

Syntax feestje receptie concert
‘little party’ ‘reception’ ‘concert’

Align feestmaal volksfeest feestdag
‘feast’ ‘popular festival’ ‘holiday’

knie Proximity geschorst Vitesse geel
‘knee’ ‘suspended’ Vitesse ‘yellow’

Syntax enkel elleboog heup
‘ankle’ ‘elbow’ ‘hip’

Align knieën baas gecontroleerde
‘knees’ ‘boss’ ‘controlled’

land Proximity regering Nederland groot
‘country’ ‘government’ ‘The Netherlands’ ‘big’

Syntax buurland lidstaat staat
‘neighbouring country’ ‘member state’ ‘state’

Align lidstaat vaderland staat
‘member state’ ‘motherland’ ‘state’

Table 5.13: Examples of nearest neighbours at the top-3 ranks
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5.6 Conclusions

In this chapter we provided information about the nature and quality of the

nearest neighbours found by the proximity-based method. We have evaluated

the nearest neighbours on the Dutch association norms and on the gold standard

EWN. We have determined the percentages of associations, synonyms, and other

lexico-semantic relations.

The most important outcome of this study is that the proximity-based

method is better at finding associations than the syntax-based method dis-

cussed in chapter 3, when using the same corpus. When we try to account for

the frequency bias introduced by that fact that the the proximity-based method

uses only the 50K most frequent words as headwords the results for the syntax-

based method using the larger corpus approaches the proximity-based method.

The alignment-based method finds fewer associations than the proximity-based

and syntax-based method.

The type of nearest neighbours found for the syntax-based and the proximity-

based method are different. The syntax-based method finds many associa-

tions that belong to the same semantic and syntactic category, such as bar-pub,

whereas the proximity-based method finds less associations that belong to the

same semantic and syntactic category, but in addition many subject-related

associations, such as bar-cosy and bar-evening.

As for the evaluation on EWN, the proximity-based method finds fewer taxo-

nomically related words ((co)hyponyms, hypernyms) and even fewer synonyms.

Both its ability to find associations and its performance on finding semantic

relations are in line with expectations. The nearest neighbours retrieved by the

proximity-based method are associative in nature due to the type of context

used in calculating disributional similarity: non-syntactic, sentential.

It is, however, less sensitive to data sparseness. Because of that it performs

better than the syntax-based method on the low-frequency test set, when the

same corpus is used to harvest data from.

As for the cell and row frequency cutoff, using no cutoffs at all except the

removal of hapaxes results in the best performance. Since the data we are

working with is still manageable as it is, we decided to use no cutoffs for the

remainder of the chapter.

When determining the best measures and weights, we found that the com-

bination that performed best in the previous chapter on syntax-based methods

was again among the best combinations: Cosine in combination with Mutual

Information. However, Dice† + t-test performed a little bit better at low val-

ues of k. Weighting is important for the proximity-based method as it is for

the syntax-based method. There are proximity-based contexts, such as prox-
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imity to the verb heb ‘have’, that are frequent, but less informative than other

less frequent co-occurrences. However, to use t-test in combination with Cosine

harmed the results.

The nearest neighbours resulting from the proximity-based method do not

stick to the same syntactic category as the headword. We can get verbs and

adjectives as nearest neighbours for a noun. We allowed for this effect when

deciding to include all syntactic categories and not just nouns. This has as

a negative side-effect that the proximity-based method suffers from ambiguity

problems. Since the context used is non-syntactic, the vectors, for example for

the ambiguous word dam ‘dam’, contain both contexts for the noun as well as

for the verb reading. The syntax-based method has separate entries for these

different part-of-speeches. Using PoS information could remedy these problems.

However, Widdows (2003) reports that PoS information proved beneficial for

common nouns, not for proper nouns nor for verbs.

The associations retrieved by the proximity-based method are often very

domain-specific, such as the two examples we have showed from the domain

of football. For example, for the headword knie ‘knee’, we get geschorst ‘sus-

pended’, Vitesse, a Dutch football team, and geel ‘yellow’, referring to the colour

of the card that football players often receive. Sports articles are very well rep-

resented in newspapers and especially for a popular activity such as football.

The syntax-based method is less sensitive to these effects. As it is limited to the

syntactic context it retrieves parts of the body: enkel ‘ankle’, elleboog ‘elbow’,

and heup ‘hip’. It remains to be seen if these associations are helpful in a task.

That is why we will test the usefulness of the found neighbours on a real

application, question answering, in Chapter 6.



Chapter 6

Using lexico-semantic

knowledge for question

answering

Part of this chapter is taken from Van der Plas et al. (2008a), Bouma et al.

(2007), and Mur and Van der Plas (2007).

6.1 Introduction

In the previous chapters we have seen three methods for acquiring lexico-semantic

information: the syntax-based method, the alignment-based method, and the

proximity-based method. We have seen that the three methods give rise to

nearest neighbours that are very different in nature.

We evaluated the nearest neighbours on two gold standards: Dutch Eu-

roWordNet (Vossen, 1998) and the Dutch association norms (De Deyne and

Storms, 2008).

The syntax-based method results in nearest neighbours that are semantically

related. They belong to the same semantic category. Many of the nearest

neighbours are co-hyponyms. Even at the first ranks, about twice as many co-

hyponyms are found than synonyms. The number of hypernyms and hyponyms

depends on the frequency of the test word, but is usually a little bit smaller

than the number of synonyms.

The alignment-based method gives rise to many synonyms. The ratio be-

tween the alignment-based method and the syntax-based method with respect

to percentages of synonyms found is approximately 3:2.

The proximity-based method finds fewer semantically related words, but
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more associations than the two other methods. The ratio between the proximity-

based method and the syntax-based method with respect to percentages of

associations found is approximately 2:1, if the same corpora are used. The

ratio between the proximity-based method and the alignment-based method is

around 3:2.

In this chapter we would like to evaluate the retrieved nearest neighbours

on a task: open-domain question answering (QA). In open-domain QA the

system returns brief answer strings to questions posed in natural language by

(pseudo) users. The open-domain QA system Joost developed in Groningen

has several components, which we will describe briefly in the next section (6.2).

We would like to find out if and for what modules the acquired lexico-semantic

information is useful. We will describe what types of information we have used

in QA in section 6.3. Sections 6.4 up to 6.7 discuss the application of lexico-

semantic information to each of the components. Finally we will conclude with

reflections on the usefulness of lexico-semantic knowledge for QA.

6.2 The architecture of Joost

In Figure 6.1 we can see the architecture of Joost sketched. Besides the three

classical processing stages question analysis, passage retrieval, and an-

swer extraction, the system also contains a component that is based on

the technique of extracting answers off-line: off-line answer extraction

and table look-up. All components in our system rely heavily on syntactic

analysis, which is provided by Alpino (Van Noord, 2006), a wide-coverage de-

pendency parser for Dutch. We parsed both question and document collection

with Alpino. We will now give a brief overview of the components in our QA

system. The components will be explained in more detail in sections 6.4 up

to 6.7, where the application of lexico-semantic information to each component

will be discussed.

The first processing stage is question analysis. The input to this compo-

nent is a natural language question in Dutch, which is parsed by Alpino. The

task of question analysis is to determine the question type and to identify key-

words in the question. Questions are classified according to the expected answer

type. A question like What country is the biggest producer of vodka? would be

classified as a location question because the expected answer type is a named

entity of the type location.

From question analysis we can take two directions. Depending on the ques-

tion type the next stage is either information retrieval (IR) or table

look-up. If the question is classified as a question for which tables exist, it

will be answered by table look-up. Answers to highly likely questions, for which
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Figure 6.1: System architecture of Joost.

fixed patterns can be defined, are stored in tables before the question answering

process takes place. Facts are extracted from the parsed text collection using

these fixed patterns. Potential answers together with the IDs of the paragraphs

in which they were found are stored. During the question answering process

the question type determines which table is selected (if any) and the keywords

help to find and rank the paragraphs that might contain the correct answer. We

apply some ranking heuristics to the off-line component as well. We do this to

make the chances of selecting the correct answer more likely.

For all questions that cannot be answered by table look-up, we follow the

other path through the QA system to the passage retrieval component. Previous

experiments have shown that a segmentation of the corpus into paragraphs is

most efficient for information retrieval (IR) performance in QA. Hence, IR passes

relevant paragraphs to subsequent modules for extracting the actual answers

from these text passages.

The final processing stage in our QA system is answer extraction and

selection. The input to this component is a set of paragraph IDs, either

provided by off-line QA or by the IR system. We then retrieve all sentences
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# entries
Lex. info Nouns Adj Verbs Proper

Syntax 5.4K 2.3K 1.9K 1.4K
Align 4.0K 1.2K 1.6K
Proximity 5.3K 2.4K 1.9K 1.2K
EWN 44.9K 1.5K 9.0K 1.4K
Cat. NEs(1) 180K
Cat. NEs(2) 218K

Table 6.1: Number of words for which lexico-semantic information is available

from the text collection included in these paragraphs. For questions that are

answered by means of table look-up, the tables provide an exact answer string.

In this case the context is used for ranking the answers. For other questions,

it is necessary to extract answer strings from the paragraphs returned by IR.

Several features are used to rank the extracted answers. Finally, the answer

ranked first is returned to the user.

6.3 Lexico-semantic information used

The lexico-semantic information used in this chapter for the various QA com-

ponents includes, but is not limited to, the three types we have seen in the

previous chapters.

• Nearest neighbours from syntax-based distributional similarity

• Nearest neighbours from alignment-based distributional similarity

• Nearest neighbours from proximity-based distributional similarity

We gathered nearest neighbours for a frequency-controlled list of words that

was still manageable to retrieve. We included all words (nouns, verbs, adjectives

and proper names) with a frequency of 150 and higher in the CLEF corpus (80M

words). It is the same corpus we also use for the QA experiments. This resulted

in a ranked list of nearest neighbours for the 2,387 most frequent adjectives, the

5,437 most frequent nouns, the 1,898 most frequent verbs, and the 1,399 most

frequent proper names. For all words and for each type of similarity we retrieved

a ranked list of its 100 nearest neighbours with accompanying similarity score.1

In Table 6.1 in the first three rows we see the amount of information that

is contained in individual distributional lexico-semantic resources. It is clear

from the numbers that the alignment-based method does not provide nearest

neighbours for all headwords selected. Only 4.0K nouns from the 5.4K retrieve

1Note that we will not use the full list of 100 nearest neighbours for all experiments.
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nearest neighbours. The data is sparse. Also, the alignment-based method

does not have any nearest neighbours for proper names, due to decisions we

made earlier regarding preprocessing: All words were transformed to lowercase.

The proximity-based method also misses a number of words, but the number is

far less important. The amount of information the lists of categorised named

entities provide is much larger than the amount of information comprised in the

list provided by distributional methods.

In the last three rows of Table 6.1 we see three additional types of lexico-

semantic information we used. In addition to the lexico-semantic information

resulting from the three distributional methods we used:

• Dutch EuroWordNet (Vossen, 1998)

• Categorised named entities

With respect to the first resource we can be brief. We selected the synsets

of this lexico-semantic resource for nouns, verbs, adjectives and proper names.

Numbers are given in Table 6.1.2

The categorised named entities are a by-product of the syntax-based distri-

butional method. From the example in (1) we extract the apposition relation

between Van Gogh and schilder ‘painter’.

(1) Van Gogh, de beroemde schilder huurde een atelier, Het Gele huis, in

Arles.

‘Van Gogh, the famous painter, rented a studio, The Yellow House, in

Arles.’

The apposition relation was used to compare words in a distributional frame-

work in Chapter 3. We used the apposition relation to determine the similarity

between two words, such as Van Gogh and Rembrandt. However, the fact that

Van Gogh is an instance of the category of painters is valuable information in

itself that can be very useful for several components of our QA system. Whereas

we used the apposition relation to determine the distributional similarity, the

second-order affinity between words, we now use the first-order affinities be-

tween a named entity and a category directly: the instance Van Gogh belongs

to the category of painters. There is an instance relation between the named

entity Van Gogh and painter, i.e. Van Gogh is a painter.

Named entities are typically not very well represented in existing resources

such as WordNet. As Pasça and Harabagiu (2001) explain regarding Princeton

WordNet, “the hyponyms of concepts such as composer or poet are illustrations

2Note that the number of nouns from EWN is the result of subtracting the proper names.
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rather than an exhaustive list of instances. For example, only twelve composer

names specialize concept composer”.

Apart from applying the apposition relation to acquire categorised named

entities, for which we gave results in Van der Plas and Bouma (2005b), we used

the relation of nominal predicate complement.3 This pattern-based approach

is very much related to work done by Hearst (1992) and by IJzereef (2005) for

Dutch. An example can be found below.

(2) Van Gogh is een beroemde schilder.

‘Van Gogh is a famous painter.’

We extracted around 342K categorised named entity types overall distributed

over some 180K named entities. 90.6% of the data is found using the apposition

relation and 9.4% is found scanning the corpus for predicate complements.

This database contains, for instance, 391 names of islands (Bali, Bonaire,

Aruba etc.) and 186 different queens (Elizabeth, Wilhelmina, Beatrix etc.). The

class labels extracted for each named entity may contain a certain amount of

noise. However, by focusing on the most frequent label for a named entity, most

of the noise can be discarded. For instance, Beatrix occurs 1,210 times in the

extracted tuples, 1,150 times as queen, and not more than 60 times with various

other labels (play, name, hat, possibility, ...).

Regarding the ambiguity of the classified named entities we can say that on

average a named entity has 1.9 labels. The distribution is skewed: 80% has only

one label and for example the most ambiguous named entity, the Netherlands,

has 704 labels in total.

In previous work we used the categorised named entities as they were re-

trieved from the CLEF corpus (80M words). The experiments reported in sec-

tion 6.7 and parts of section 6.6, which are both based on this work, use this

list of categorised named entities.

When larger corpora became available, we made use of this data. We used

the data of the TwNC corpus (500M words) and Dutch Wikipedia (50M words)

to extract apposition relations. This made the problem of the skewed data even

worse. The Netherlands now appears with 1,251 different labels. To filter out

incorrect and highly unlikely labels (often the result of parsing errors) we tried

several association measures, e.g. Pointwise Mutual Information (Church and

Hanks, 1989) and t-test. However, these association measures did not give us

what we wanted.

For example, the actress Audrey Hepburn, is found with the label actrice ‘ac-

tress’ 18 times, 6 occurrences with filmster ‘movie star’ and 4 occurrences with

3We limited our search to the predicate complement relation between named entities and
a noun and excluded examples with negation.
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chauffeursdochter ‘daughter of a chauffeur’. The named entity is only found

3 times with the label Unicef-ambassadrice ‘ambassador for Unicef’, verkoop-

ster ‘sales woman’, and ster ‘star’. The t-test and PMI both select Unicef-

ambassadrice ‘ambassador for Unicef’ as the most important association. Al-

though actress and movie star are very important labels for the named entity

Audrey Hepburn, they appear on the 10th and 8th position when using Pointwise

Mutual Information as an association measure.

This is to be expected, since the label actrice ‘actress’ appears many times

in the corpus with various other named entities, whereas Unicef-ambassadrice

‘ambassador for Unicef’ is much less frequent. This will be taken into account

by association measures such as Pointwise Mutual Information. However, the

fact that the label actrice ‘actress’ appears frequently in general does not mean

that it is not a good label for the named entity Audrey Hepburn.

We therefore chose to look at the relative frequency of the combination of the

named entity and a category with regard to the frequency of the named entity

overall. We divided the frequency of the co-occurrence of the named entity and

the category by the frequency of the named entity in general.

We set a threshold of 0.05. All categorised named entities with relative fre-

quencies under 0.05 were discarded. The most frequent named entity Nederland

‘The Netherlands’, which previously had 1251 labels in total has none after ap-

plying this cutoff. This is a drawback of using the filtering with this cut-off.

However, the number of unwanted labels is considerably lower.

For Audrey Hepburn the last 5 categories of the following list are removed:

Audrey Hepburn:

actrice ‘actress’

filmster ‘movie star’

chauffeursdochter ‘daughter of a driver’

ster ‘star’

Unicef-ambassadrice ‘ambassador for Unicef’

verkoopster ‘sales woman’

secretaresse ‘secretary’

man ‘man’

filmlegende ‘film legend’

cockney-bloemenmeisje ‘cockney flower girl‘

We would have rather saved filmlegende ‘film legend and thrown away chauf-

feursdochter ‘daughter of a driver’, but the filtering based on relative frequencies

allows us only to set a threshold and not to change the ranking of the labels.

For Monica Seles we are left with the first 4 categories of the following list:
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Monica Seles:

tennisster ‘tennis star’

landgenote ‘compatriot’

winnares ‘winner’

tennisspeelster ‘tennis player

wereld ‘world’

speelster ‘player’

rivale ‘rival’

nummer ‘number’

koppel ‘duo’

finale ‘finals’

antwoord ‘answer’

6-7

6-4

6-4

Also here we would have liked to keep speelster ‘player’ and rivale ‘rival’, but

we are happy to get rid of most of the labels from 5 to 14.

After applying this cutoff, we are left with 382K categorised named entity

types for 218K named entities. Regarding the ambiguity of the classified named

entities, we can say that on average a named entity has 1.75 labels. The distri-

bution is less skewed: 67% has one label and for example the most ambiguous

named entity, Twinning, has 18 labels in total. In Table 6.1 we see the amount

of information that is contained in the list of categorised named entities of pre-

vious work, Cat. NEs(1), and the new filtered list of categorised named entities,

Cat. NEs(2).

We use this larger set of filtered categorised named entities in section 6.5

and parts of section 6.6.

6.4 Question analysis (case study)

6.4.1 Introduction

The task of question analysis is to determine the question type and to identify

keywords in the question. Questions are classified according to the expected

answer type. There are several question types, such as location for questions

asking for a location and measure for questions asking for the size or length of

something. The question type that we will be concerned with here is the question

type function and a variation of the function question: the function of

question. In (3) examples are given for the two question types.
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(3) Wie is de Noorse bondscoach? ← function

‘Who is the Norwegian national team coach?’

Van welke Franse voetbalclub was Bernard Tapie voorzitter? ← funct of

‘Of which French football club was Bernard Tapie president?’

These questions are in most cases answered by means of table-lookup. This

means that we extract functions of people and their names from the document

collection beforehand to be able to answer questions like these easily during

the question answering process. To be able to classify the question Who is the

Norwegian national team coach? as a function question we must know that

national team coach is a function people have. This is where lexico-semantic

information is needed. We need a list of functions people have to correctly

classify the question as a function question.

To obtain a list of words describing a role or function, we extracted from

Dutch EWN all words under the node leider (leader).4 These are 255 nouns

in total. The majority of hyponyms of this node seemed to indicate function

words we were interested in, i.e. it contained the Dutch equivalents of king,

queen, president, director, chair, etc., while other potential candidate nodes,

such as beroep ‘profession’ seemed less suitable. However, the coverage of this

list, when tested on a newspaper corpus, is far from complete. On the one

hand, the list contains a fair number of archaic items, while on the other hand,

many functions that occur frequently in newspaper text are missing, i.e. Dutch

equivalents of banker, boss, national team coach, captain, secretary-general etc.

To improve recall we decided to expand the list. We want to expand the list

with co-hyponyms in order to find other types of functions people have. As the

syntax-based method is particularly good at finding co-hyponyms, we used the

syntax-based nearest neighbours to expand this list. In section 6.4.4 we further

explain how we did this.

6.4.2 Description of component

During question analysis the question type is identified and important keywords

in the question are selected. In order to determine the question type, depen-

dency patterns are written to be matched against the dependency analysis of

the question.

The dependency analysis of a sentence gives rise to a set of dependency

4The hyponym structure of EWN is complex. There are more labels that categorise more
or less for the function relation. We chose the label leader, because it seemed to be the least
noisy.
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relations of the form 〈 Head/HIx, Rel, Dep/DIx 〉, where Head is the root

form of the head of the relation, and Dep is the head of the dependent. HIx

and DIx are string indices, and Rel the dependency relation. For instance, the

dependency analysis of sentence (4-a) is (4-b).

(4) a. Wie is de bondscoach van Noorwegen?

‘Who is the national team coach of Norway?’

b.

8

>

<

>

:

〈ben/2, su, wie/1〉,

〈bondscoach/4, predc, ben/2〉,

〈bondscoach/4, mod, van/5〉, 〈van/5, obj1, Noorwegen/6〉

9

>

=

>

;

A dependency pattern is a set of (partially underspecified) dependency relations:

(5)

8

>

<

>

:

〈ben/A, su, wie/B〉,

〈Function/C, predc, ben/A〉,

〈Function/C, mod, van/D〉, 〈van/D, obj1, Named Entity/E〉

9

>

=

>

;

A pattern may contain variables, represented here by words starting with a

capital, such as Function.

The aim of this study is to determine the list of words that can fill the slot

of the Function variable.

6.4.3 Related work

Lexico-semantic resources have been used by various QA teams to classify

questions in QA systems. Pasça and Harabagiu (2001) have used a semi-

automatically built answer type taxonomy for answer type recognition. It en-

codes 8,707 WordNet synsets, 20 tops (these are the top-most answer type

categories) and 129 manually added links. They report 75% of the 893 TREC

evaluation questions to be correctly recognised, when using this answer tax-

onomy. Building an answer type taxonomy semi-automatically from WordNet

proved beneficial for question classification.

Automatically acquired clusters of semantically related words can be used

to extend or enrich existing ontological resources. Alfonseca and Manandhar

(2002), for instance, describe a method for expanding WordNet automatically.

New concepts are placed in the WordNet hierarchy according to their distribu-

tional similarity to words that are already in the hierarchy. Their algorithm

performs a top-down search and stops at the synset that is most similar to the

new concept.
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6.4.4 Methodology

To improve recall, we extended the list of function words obtained from EWN

semi-automatically with distributionally similar words from the syntax-based

method. In particular, for each of the 255 words in the EWN list, we retrieved

its 100 nearest neighbours. We gave each retrieved word a score that corresponds

to its reverse rank (1st word: 100, 2nd: 99, 3rd: 98 etc.). The overall score for

a word was the sum of the scores it obtained for the individual target words.

Thus, words that are semantically similar to several words in the original list

obtain a higher score than words that were returned only once or twice. Words

that were present already in the EWN-list were filtered.

An informal evaluation of the result showed that many false positives in

the expanded list were either named entities or nouns referring to groups of

people, e.g board, committee. The distinction between groups and functions of

individuals is hard to make on the basis of syntax-based distributional data.

For instance, both a board and a director can take decisions, report results, be

criticised etc. We tried to filter both proper names and groups automatically,

by discarding noun stems that start with a capital, and noun stems which are

listed under the node groep (group) in EWN. Finally, we selected the top-1000

of the filtered list, and validated it manually. The list contained 644 valid role or

function nouns, which are absent in EWN. A substantial number of the errors

are still nouns that refer to a group, but that are not listed as such in EWN.

The 644 valid nouns were merged with the original EWN list, to form a list

of 899 function or role nouns.

6.4.5 Evaluation

We evaluated the performance of question analysis on function and function of

questions, using the original EWN list and the semi-automatically expanded

list with the help of nearest neighbours from the syntax-based method. We

evaluated on the CLEF (’03, ’04, ’05) Dutch QA test set (approximately 775

questions). CLEF is the Cross-Language Evaluation Forum, a framework for

testing, tuning, and evaluation of information retrieval systems operating on Eu-

ropean languages, hence its name.5 It provides a test bed for question answering

systems in multiple European languages.

We calculated for each run the Mean Reciprocal Rank (MRR) and the CLEF

score. The MRR measures the percentage of passages for which a correct answer

was found in the top-k passages returned by the system. The MRR score is the

average of 1/R where R is the rank of the first relevant passage computed over

the 5 highest ranked passages only. Passages retrieved were considered relevant

5http://clef-qa.itc.it

http://clef-qa.itc.it
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Q-type Baseline EWN EWN+

# q MRR CLEF # q MRR CLEF # q MRR CLEF

Funct 0 0.00 0.00 71 0.84 0.80 88 0.84 0.81
Funct of 0 0.00 0.00 6 0.83 0.83 6 0.83 0.83
wh 114 0.49 0.45 110 0.50 0.46 107 0.49 0.45
Person 117 0.75 0.65 49 0.84 0.82 35 0.89 0.86
... ... ... ... ... ... ... ... ... ...

Total 775 0.66 0.60 775 0.68 0.63 775 0.68 0.63

Table 6.2: Overall performance of the baseline system and the EWN and the
expanded EWN+ system on the CLEF (’03, ’04, ’05) Dutch QA test set.

when one of the possible answer strings is found in that passage. The CLEF

score gives the precision of the first (highest ranked) answer only.

6.4.6 Results

Expanding the list of functions from EWN semi-automatically results in 17

questions being classified as function or function of questions in addition to

the 71 questions selected on the basis of the EWN function list only. Functions

that were missing in the EWN list were general functions, such as adviseur

‘advisor’, bestuursvoorzitter ‘board secretary’, bondscoach ‘national team coach’,

opvolger ‘successor’, but also functions in family such as broer, ‘brother’, vader

‘father’ weduwe ‘widdow’ etc.

With respect to introducing Function and function of question types we

can see in Table 6.2 that the introduction of these question types results in

large inprovements. The classification has become more fine-grained. Therefore

the questions can be answered more adequately. Person questions are already

answered relatively well, while on the other hand wh questions are answered

with a much lower precision. Shift from person and wh questions to function

and function of questions is beneficial. However, the differences between using

the EWN function list and the expanded function list that has 644 valid function

nouns in addition are minimal. There are 9 questions that receive a different

answer of which 4 receive a lower score and 5 receive a higher score.

6.4.7 Conclusion

Question analysis is improved by expanding the list of functions from EWN

semi-automatically with nearest neighbours from the syntax-based method.

A total of 88 questions are classified as function or function of questions,

whereas only 71 questions were selected on the basis of the EWN function list.

We showed that adding a question class for functions and function of
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results in a shift from person and wh questions to function and function of

questions that is beneficial for the overall performance of the system. Using

EWN or the expanded EWN list does not result in large differences for the QA

system as a whole.

6.5 Query expansion for passage retrieval

6.5.1 Introduction

Information retrieval (IR) is used in most QA systems to filter out relevant

passages from large document collections to narrow down the search for answer

extraction modules in a QA system. Accurate IR is crucial for the success of

this approach. Answers in paragraphs that have been missed by IR are lost for

the entire QA system. Hence, high performance of IR especially in terms of

recall is essential. Furthermore, high precision is desirable as IR scores are used

for answer extraction heuristics and also to reduce the chance of subsequent

extraction errors.

Because the user’s formulation of the question is only one of the many pos-

sible ways to state the information need that the user might have, there is often

a discrepancy between the terminology used by the user and the terminology

used by the author to describe the same concept. A document might hold the

answer to the user’s question, but it will not be found due to the termino-

logical gap. Moldovan et al. (2002) show that their system fails to answer

many questions (25.7%) because of the terminological gap, i.e. keyword expan-

sion would be desirable but is missing. Query expansion techniques have been

developed to bridge this gap. We will give an overview of the various methods

that have been used in the section on related work (6.5.3).

We hope that the synonyms retrieved automatically, and in particular the

synonyms retrieved by the alignment-based method, as these are most precise,

will help to overcome this terminological gap.

However, we believe that there is more than just a terminological gap. There

is also a knowledge gap. Documents are missed or do not end up high in the

ranks because additional world knowledge is missing. We are not speaking of

synonyms here, but words belonging to the same subject field. When a user is

looking for information about the explosion of the first atomic bomb, mentally

a subject field is active that could include: war, disaster, and World War II.

Regarding the several types of lexico-semantic information we have, we ex-

pect that the proximity-based method would be most helpful to overcome the

knowledge gap. We expect that, if its loosely structured data and associative

nature would be helpful in any component, it would be the IR component. Of-
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ten the associations given for a word already include the answer. For example,

for the proper name Melkert, a former Dutch minister of social affairs and em-

ployment, we get the association werkgelegenheid ‘employment’. This type of

information can be very helpful in IR query expansion for a question such as

Who is Ad Melkert?.

The other components, such as question analysis and answer matching and

selection, need much more structured information. The fact that the proximity-

based method retrieves nearest neighbours that are of a different syntactic cat-

egory than the headword is not harmful for the IR component, since it uses

a bag-of-words method. It is, however, less suitable, for instance, for answer

matching, where we are matching dependency relations. We want to include

variations such as infant for child in a question such as How much should an

infant eat? We do not want to include associations, such as diaper or crying,

when matching the answer and the question’s dependency relations regarding

infant.

Apart from the proximity-based method, extra information, such as the se-

mantic category of named entities, can be very helpful to overcome the knowl-

edge gap. Knowing that Monica Seles is a tennis player helps to find relevant

passages regarding this tennis star.

6.5.2 Description of component

In Bouma et al. (2007) linguistic information is exploited as a knowledge source

for IR. Several layers of linguistic features and feature combinations extracted

from syntactically analysed sentences are defined and included as index fields

in the IR component. Although the linguistic information improves the scores

considerably, we have chosen not to use this type of information in the present

experiments. The addition of multiple layers of information makes it much

harder to see what the contribution of the expansions is.

In the experiments presented in this section we take a simple bag-of-words

approach, where root forms are used instead of words.6 We used the IR-system

Lucene from the Apache Jakarta project (Jakarta, 2004). Lucene is a widely-

used open-source Java library with several extensions and useful features. We

apply standard settings and stop word removal.

6This to make the matching with the expansions resulting from the three distributional
methods that are all root forms easier. Lastly, we used the Alpino dependency parser to
retrieve root forms.
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6.5.3 Related work

There are many ways to expand queries and expansions can be acquired from

several sources. For example, one can make use of collection-independent knowl-

edge structures, such as WordNet. In contrast, collection-dependent knowl-

edge structures are often constructed automatically based on data from the

collection. For example, by extracting lexico-semantic information using dis-

tributional methods on the texts collection. Expansion methods based on such

collection-dependent knowledge structures are also referred to as global tech-

niques. Relevance feedback is an approach that modifies the initial query

using words from documents retrieved by the system. The user selects the most

relevant documents from a top-ranked list and terms from these documents are

added to the original query. When applying pseudo relevance feedback

(also known as automatic, blind, or ad-hoc relevance feedback) there

is no user intervention. The top-ranked documents are used directly to expand

the original query. Expansion techniques that use the top-ranked documents

for expansion are called local techniques.

We will discuss some examples of these approaches. If available, we will

discuss methods applied in the context of QA systems.

Monz (2003) ran experiments using blind or pseudo relevance feedback for

IR in a QA system. The author reports dramatic decreases in performance. He

argues that this might be due to the fact that there are usually only a small

number of relevant documents. Another reason he gives is the fact that he used

the full document to fetch expansion terms and the information that allows one

to answer the question is expressed very locally.

A global technique that is most similar to ours uses syntactic context to

find suitable terms for query expansion (Grefenstette, 1992, 1994a). The author

reports that the gain is modest: 2% when expanded with nearest neighbours

found by his system and 5 to 6%, when applying stemming and a second loop

of expansions of words that are in the family of the augmented query terms.7

Although the gain is greater than when using document co-occurrence as con-

text, the results are mixed, with expansions improving some query results and

degrading others.

Another source for finding expansions are existing hand-built corpus-independent

thesauri. Moldovan et al. (2003) show in a detailed error analysis that 25.7% of

the errors are due to the fact that keyword expansion would be desirable, but is

missing, i.e. due to the terminological gap. By using a lexico-semantic feedback

loop that feeds lexico-semantic alternations from WordNet as keyword expan-

sions to the retrieval component, the MRR score of their systen is improved by

7i.e. words that appear in the same documents and that share the first three, four or five
letters.
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15% (.468 to .542).

Pasça and Harabagiu (2001) use lexico-semantic information from WordNet

in two different ways. First, they use the information for keyword alternation

on the morphological, lexical (synonyms and other related words) and semantic

level (no synonyms, but there exists a chain of relations in WordNet between

the two words). They evaluated their system on question sets of TREC-8 and

TREC-9. For TREC-8 they reach a precision score of 55.3% without including

any alternations for question keywords, 67.6% if lexical alternations are allowed

and 73.7% if both lexical and semantic alternations are allowed. Morphological

alternations increase the precision scores by 3,5% on a separate test set (115

questions) from TREC-9. Second, they extract from WordNet knowledge about

the specificity of the question keywords by counting its hyponyms. If the count

is smaller than a certain threshold (here 10), the word is deemed very specific

and should not be dropped from the search process. The other way around,

words that are not specific enough should be dropped, such as city in What

city is the capital of the United Kingdom?. The heuristics make the number of

correctly answered questions increase from 133 (65%) to 151 (76%) on the test

set of TREC-8.

However, Yang and Chua (2003) report that adding additional terms from

WordNet’s synsets and glosses adds more noise than information to the query.

Also, Voorhees (1993) concludes that expanding by automatically generated

synonym sets from EWN can degrade results. In Yang et al. (2003) the authors

use external knowledge extracted from WordNet and the Web to expand queries

for QA. Minor improvements are attained when the Web is used to retrieve a

list of nearby (one sentence or snippet) non-trivial terms. When WordNet is

used to rank the retrieved terms the improvement is reduced. The best results

are reached when structure analysis is added to knowledge from the Web and

WordNet. Structure analysis determines the relations that hold between the

candidate expansion terms to identify semantic groups. Semantic groups are

then connected by conjunction in the Boolean query.

The approach by Qiu and Frei (1993) is a global technique. They automati-

cally construct a similarity thesaurus, based on the documents terms appear in.

They use word-by-document matrices, where the features are document IDs, to

determine the similarity between words. Expansions are selected based on the

similarity to the query concept, i.e. all words in the query together, and not

based on the single words in the query independently. The results they get are

promising. As far as we know, the method has not been tested for IR in a QA

setting.

Pantel and Ravichandran (2004) have used a method that is not related

to query expansion but yet very related to our work. They have semantically



6.5. Query expansion for passage retrieval 151

indexed the TREC-2002 IR collection with the isa-relations found by their

system for 179 questions that had an explicit semantic answer type, such as

What band was Jerry Garcia with?. They show small gains in the performance

of the IR output using the semantically indexed collection.

The experiments in this chapter are partly based on global techniques. The

proximity-based method uses the same corpus as is used for document retrieval,

the CLEF corpus. The syntax-based method uses the TwNC corpus, of which

the CLEF corpus is a subset. We have, however, also used corpus-independent

knowledge sources. The expansions resulting from the alignment-based method

are retrieved from the Europarl corpus. In addition, we use the synsets of Dutch

EWN.

6.5.4 Methodology

In order to test the performance of the three distributional methods on query

expansion for passage retrieval, we ran several tests. The baseline is running

Lucene on root forms with standard settings and stop word removal.

We applied the nearest neighbours resulting from the three methods as de-

scribed in section 6.3:

• Nearest neighbours of syntax-based distributional similarity

• Nearest neighbours of alignment-based distributional similarity

• Nearest neighbours of proximity-based distributional similarity

For all methods we selected the top-5 nearest neighbours that had a simi-

larity score of more than 0.2 as expansions.

Apart from the three distributional methods we ran experiments using:

• EuroWordNet

• Categorised named entities (Cat. NEs(2), as described in section 6.3)

For EWN all words in the same synset (for all senses) were added as ex-

pansions. We do not have similarity scores for EWN and thus did not use a

threshold here. The categorised named entities were not only used to expand

named entities with the corresponding label, but also to expand nouns with

named entities. In the first case all labels were selected. As we have seen in

section 6.3, the maximum is not more than 18 labels anyway. In the second case

some nouns get many expansions. For example, a noun, such as vrouw ‘woman’,

gets 1,751 named entities as expansions. We discarded nouns with more than

50 expansions, as these were deemed too general and hence not very useful.
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MRR
SynCat EWN Syntax Align Proxi Cat.NEs Base

Nouns 51.52 51.15 51.21 51.38 51.75

Adj 52.33 52.27 52.38 51.71
Verbs 52.40 52.33 52.21 52.62
Proper 52.59 50.16 53.94 55.68

Overall 51.65 51.21 51.02 53.36 55.29 52.36

Table 6.3: MRR scores for the IR component with query expansion from several
sources

The last two settings are the same for the expansions resulting from distri-

butional methods and the last two types of lexico-semantic information.

• Expansions were added as root forms

• Expansions were given a weight such that all expansions for one original

keyword add up to 0.5.

6.5.5 Evaluation

For evaluation we used data collected at the CLEF competitions on Dutch QA.

The CLEF text collection contains 4 years of newspaper text, approximately 80

million words and Dutch Wikipedia, approximately 50 million words. We used

the question sets from the competitions of the Dutch QA track in 2003, 2004,

and 2005. Questions in these sets are annotated with valid answers found by

the participating teams including IDs of supporting documents in the given text

collection. We expanded these list of valid answers where necessary.

We calculated for each run the Mean Reciprocal Rank (MRR). The MRR

measures the percentage of passages for which a correct answer was found in the

top-k passages returned by the system. The MRR score is the average of 1/R

where R is the rank of the first relevant passage computed over the 20 highest

ranked passages. This is in contrast to the MRR scores given in section 6.4.5,

where only the 5 highest ranked passages were taken into account. Passages

retrieved were considered relevant when one of the possible answer strings was

found in that passage.

6.5.6 Results

In Table 6.3 the MRR (Mean Reciprocal Rank) is given for the various expan-

sion techniques. We have given MRR scores for expanding the several syntactic

categories, where possible. We were not able to include proper names for the
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#questions (+/-)
SynCat EWN(+/-) Syntax(+/-) Align(+/-) Proxi(+/-) Cat.NEs(+/-)

Nouns 27/50 28/61 17/58 64/87 17/37
Adj 3/6 1/2 1/2 31/47
Verbs 31/51 5/10 8/32 51/56
Proper 3/2 30/80 76/48 157/106

Overall 56/94 56/131 25/89 161/147 168/130

Table 6.4: Number of questions that receive a higher (+) or lower (-) RR when
using expansions from several sources

alignment-based method, due to decisions we made earlier regarding prepro-

cessing.8 The baseline does not make use of any expansion for any syntactic

category.

In Table 6.4 the number of questions that get a higher versus the number

of questions that get a lower reciprocal rank (RR) after applying the individual

lexico-semantic resources are given. For example, the adjectival expansions

from the syntax-based method result in 1 question that gets a higher RR score

(compared to the baseline) and 2 questions that get a lower RR score. Apart

from expansions on adjectives and proper names from EWN the impact of the

expansions is substantial.

The fact that adjectives have so little impact is due to the fact that there

are not many adjectives among the query terms.9

The negligible impact of the proper names from EWN is surprising since

EWN provides more entries for proper names than the proximity-based method

(1.4K vs 1.2K, as can be seen in 6.1). The proximity-based method clearly

provides information about proper names that are more relevant for the corpus

used for QA, as it is built from that same corpus. This shows the advantage of

using corpus-based methods. The impact of the expansions resulting from the

syntax-based method lies in between the two previously mentioned expanions.

It uses a corpus of which the corpus used for QA is a subset. The type of

expansions that result from the proximity-based method have a larger effect

on the performance of the system than those resulting from the syntax-based

method.

For most of the resources the number of questions that show a rise in RR

is smaller than the number of questions that receive a lower RR, except for the

expansion of proper names by the categorised named entities and the proximity-

8All words were transformed to lowercase during pre-processing. The inclusion of these
lowercase words gives rise to too much ambiguity. If applied correctly, we believe that the
alignment-based method could gather spelling variations of names.

9Moreover the adjectives related to countries, such as German and French and their ex-
pansion Germany, France are handled by a separate list.
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based method. The categorised named entities provide the most successful

lexico-semantic information, when used to expand named entities with their

category label. It is clear that using the same information (the categorised

named entities) in the other direction, i.e. to expand nouns with named entities

of the corresponding category hurts the scores. We know from Table 6.1 in

section 6.3 that this resource has 70 times more data than the proximity-based

resource. Also, we would like to remind the reader of a problem with the task-

based evaluation that we discussed in the last subsection of section 2.5.2: The

test sets of the CLEF testbeds are not as much motivated by what users might

want to ask, but rather by what question answering systems are currently able to

handle, e.g. factoid questions. The fact that the categorised named entities and

expansions of proper names give rather positive results can be partly attributed

to the nature of the questions in the CLEF test sets we use for the evaluation.

The proximity-based expansions are rather important as well. The most

important reason for this might be the fact that we used the 50K most frequent

words as headwords only. The nearest neighbours resulting from the proximity-

based method are therefore always among the 50K most frequent words. The

probability that these words are found in documents is higher than for perhaps

less frequent expansions resulting from the other methods, where we did not set

a threshold except the exclusion of hapaxes.

The expansions resulting from the syntax-based method do not result in any

improvements. As expected, the expansion of proper names from the syntax-

based method hurts the performance most. The MRR drops from 52.36% to

50.16%. Remember that the nearest neighbours of the syntax-based method

often include co-hyponyms. For example, Germany would get The Netherlands

and France as nearest neighbours. It does not seem to be a good idea to expand

the word Germany with The Netherlands and France, when a user, for example,

asks for the name of the Minister of Foreign Affairs of Germany.

Remember from the introduction of this section (6.5.1) that we made a

distinction with regard to missing information in queries. We referred to the

phenomenon that documents are missed due to differences in wording between

the user’s query and the document containing the answer by the term ‘termi-

nological gap’. Expansions in the form of extra information about the subject

field of the query that result in more relevant documents being retrieved were

referred to by the term ‘knowledge gap’. The lexico-semantic resources that are

suited to bridge the terminological gap, such as synonyms from the alignment-

based method and EWN, do not result in improvements in the experiments

under discussion. For all syntactic categories either the same scores or slightly

lower scores are attained. However, the lexico-semantic resources that may be

used to bridge the knowledge gap, i.e. associations from the proximity-based
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method and categorised named entities, do result in improvements of the IR

component.

Let us first take a look at the disappointing results regarding the terminolog-

ical gap, before we move to the more promising results related to the knowledge

gap. We expected that the expansions of verbs would be particularly helpful to

overcome the terminological gap, which is large for verbs, since there is much

variation. We will give some examples of expansion from the alignment-based

method and EWN.

(6) Wanneer werd het Verdrag van Rome getekend?

‘When was the treaty of Rome signed?’

Expansions for teken ‘sign’

Align EWN

typeer ‘typify’ typeer ‘typify’

onderteken ‘sign’ kentekenen ‘characterise’

kenmerk ‘characterise’

schilder ‘paint’

kenschets ‘characterise’

signeer ‘sign’

onderteken ‘sign’

schets ‘sketch’

karakteriseer ‘characterise’

For the example in (6) both the alignment-based expansions and the expansion

from EWN result in a decrease in RR of 0.5. The verb teken ‘sign’ is ambiguous.

We see three senses of the verb represented in the EWN list, i.e. drawing,

characterising, and signing as in signing an official document. One out of the

two expansions for the alignment-based method and 2 out of 9 for EWN are in

principle synonyms of teken ‘sign’ in the right sense for this question. However,

the documents that hold the answer to this question do not use synonyms for

the word teken. The expansions only introduce noise.

We found a positive example in (7). The RR score is improved by 0.3

for both the alignment-based expansions and the expansions from EWN, when

expanding explodeer ‘explode’ with ontplof ‘blow up’.

(7) Waar explodeerde de eerste atoombom?

‘Where did the first nuclear bomb explode?’
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Expansions for explodeer ‘explode’

Align EWN

ontplof ‘blow up’ barst los ‘burst’

ontplof ‘blow up’

barst uit ‘crack’

plof ‘boom’

To get an idea of the amount of terminological variation between the questions

and the documents, we determined the optimal expansion words for each query,

by looking at the words that appear in the relevant documents. When inspecting

these, we learned that there is in fact little to be gained by terminological

variation. In the 25 questions we inspected we found 1 near-synonym only that

improved the scores: gekke-koeienziekte ‘mad cow disease’→ Creutzfeldt-Jacob-

ziekte ‘Creutzfeldt-Jacob disease’.

The fact that we find only few synonyms might be related to a point noted

in Chapter 2, when we discussed the problems related to evaluating on a task

such as open-domain QA (section (4)). Mur (2006) showed proof that some of

the questions in the CLEF track that we use for evaluation, have the looks of

back formulations. Although Magnini et al. (2004) claim that the questions are

made independently of the document collection, the example Mur (2006) gives

is rather convincing. This means that the poor results presented in this section

might be misleading. A more natural setting might have given rise to more

terminological variation and hence better evaluation results for the methods

that try to overcome the terminological gap.

After inspecting the optimal expansions, we were under the impression that

most of the expansions that improved the scores were related to the knowledge

gap, rather than the terminological gap. Now the expansions related to the

knowledge gap are very broad in nature, as is the case in general with asso-

ciations. A word’s associations are unlimited, whereas its synonyms are finite.

Moreover, some words do not have synonyms at all. The difficulty with bridging

the knowledge gap is selecting the relevant background knowledge for a query.

We will now give some examples of good and bad expansions related to the

knowledge gap.

The categorised named entities result in the best expansions, followed by the

proximity-based expansions. In (8) an example is given for which categorised

named entities proved very useful:

(8) Wie is Keith Richard?

‘Who is Keith Richard?’
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Expansions for Keith Richard

Cat. NEs

gitarist ‘guitar player’

lid ‘member’

collega ‘colleague’

Rolling Stones-gitarist ‘Rolling Stones guitar player’

Stones-gitarist ‘Stones guitar player’

It is clear that this type of information helps a lot in answering the question

in (8). It contains the answer to the question. The RR for this question goes

from 0 to 1. We see the same effect for the question Wat is NASA? ‘What is

NASA?’.

It is a known fact that named entities are an important category for QA.

Many questions ask for named entities or facts related to named entities. From

these results we can see that adding the labels that are related to named entities

are useful for retrieving the passages that contain the answer.

Note, that the proper names from the categorised named entities include

multi-word expressions, such as Keith Richard, because they result from the

syntax-based method. This is different from the proper names resulting from

the proximity-based method, where no multi-word terms are included. The

proximity-based proper name expansions are limited to the 1,399 most frequent

proper names, as explained in section 6.3. The categorised named entities result

from the automatically filtered appositions from Wikipedia and the TwNC cor-

pus. The list comprises category labels for approximately 218K named entities.

We can see that the large list of the categorised named entities results in more

questions being expanded in Table 6.4.

Apart from differences in size and handling of multi-word terms, the expan-

sions retrieved are different. The expansions resulting from categorised named

entities are all category labels. We will show some examples of expansions from

these two sources.

For example, Rwanda gets different expansions from the two methods. Con-

sider the question in (9).

(9) Welke bevolkingsgroepen voerden oorlog in Rwanda?

‘What populations waged war in Rwanda?’
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Expansions for Rwanda

Proximity Cat.NEs

Zäıre bondgenoot ‘ally’

Hutu land ‘country’

Tutsi staat ‘state’

Ruanda buurland ‘neighbouring country’

Rwandees ‘Rwandese’

In this case the expansions from the proximity-based method are very useful

(except for Zaire), since they include the answer to the question. That is not

always the case, as can be seen in (10). However, the expansions from the

categorised named entities are not very helpful in this case either.

(10) Wanneer werd het Verdrag van Rome getekend?

‘When was the treaty of Rome signed?’

Expansions for Rome

Proximity Cat.NEs

paus ‘pope’ provincie ‘province’

Italië stad ‘city’

bisschop ‘bishop’ hoofdstad ‘capital’

Italiaans ‘Italian’ gemeente ‘municipality’

Milaan ‘Milan’

IR does identify Verdrag van Rome ‘Treaty of Rome’ as a multi-word term,

however, it adds the individual parts of multi-word terms as keywords as a form

of compound analysis. It might be better to expand the multi-word term only

and not its individual parts to decrease ambiguity. Verdrag van Rome ‘Treaty

of Rome’ is not found in the proximity-based nearest neighbours because it does

not include multi-word terms.

Still, it is not very helpful to expand the word Rome with pope for this

question that has nothing to do with religious affairs. We can see this as a

problem of word sense disambiguation. The association pope belongs to Rome in

the religious sense, the place where the Catholic Church is seated. Rome is often

referred to as the Catholic Church itself, as in Henry VIII broke from Rome.

Gonzalo et al. (1998) showed in an experiment, where words were manually

disambiguated, that a substantial increase in performance is obtained when

query words are disambiguated, before they are expanded.

We tried to take care of these ambiguities by using an overlap method. The

overlap method selects expansions that are found in the nearest neighbours of
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more than two query words. The method is related, though much simpler than

the method used by Qiu and Frei (1993) discussed in section 6.5.3. Unfortu-

nately, as Navigli and Velardi (2003) note, who implement a similar technique,

using lexico-semantic information from WordNet, the common nodes expan-

sion technique works very badly. Also, Voorhees (1993) who uses a similar

method to select expansions concludes that the method has the tendency to

select very general terms that have more than one sense themselves. In future

work we would like to implement the method by Qiu and Frei (1993) for the

proximity-based method, which uses a more sophisticated technique to combine

the expansions of several words in the query.

6.5.7 Conclusion

We can conclude from these experiments on query expansion for passage re-

trieval that query expansion with synonyms to overcome the terminological gap

is not very fruitful. We believe that the noise introduced by ambiguity of the

query terms is more important than the positive effect of adding lexical variants.

This is in line with findings by Yang and Chua (2003). On the contrary, Pasça

and Harabagiu (2001) were able to improve their QA system by using lexical

and semantic alternations from WordNet. This might be due to the architecture

of their system in which feedback loops are used. This means that question key-

words are expanded only when there is a reason to activate the feedback loop.

For example, when there are no matching terms between question and candidate

answer context. In general it is hard to compare system improvements because

the baselines used are not equal. Our baseline system has quite a number of

tricks that try to overcome problems caused by terminological variation, such

as, heuristics taking the answer context into account.

However, adding extra information with regard to the subject field of the

query, query expansions that bridge the knowledge gap, proved slightly ben-

eficial. The proximity-based expansions augment the MRR scores with 1.5%.

Most successful are the categorised named entities. These expansions were able

to augment the MRR scores with nearly 3.5%. Grefenstette (1994a) reports

higher scores for the syntax-based method than for the unstructured document

co-occurrence-based method. Our unstructured approach is based on sentences

instead of documents and is thus more fine grained, which might explain the

improvements. Monz (2003) noted that using documents to fetch expansion

terms might be less suitable as the information that allows one to answer the

question is often expressed very locally.
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6.6 Answer matching and selection

6.6.1 Introduction

One of the main differences between existing search engines, such as Google and

question answering systems is that an answer to the user’s question and not a

list of relevant documents is retrieved. The component answer matching

and selection is responsible for the extraction of answer strings from the set

of paragraphs returned by IR.

This is the last stage in the question answering process. As we explained

above, we believe that we need rather precise lexico-semantic information such

as synonymy. We hope that synonyms will help to overcome the terminological

gap, when matching question and answer context.

6.6.2 Description of component

Various syntactic patterns are defined for (exact) answer identification. An

important task is therefore to rank potential answers.

The following features are used to determine the score of a short answer A

to a question Q extracted from sentence S:

Syntactic Similarity: The proportion of dependency relations from the ques-

tion that match with dependency relations in S.

Answer Context: A score for the syntactic context of A that expresses whether

a constituent matching the question type of Q could be found in the right

syntactic context in A.

Lexical Overlap: The proportion of proper names, nouns, verbs, and adjec-

tives from the query which can be found in S and the sentence preceding

S.

Frequency: The frequency of A in all paragraphs returned by IR.

IR: The IR score assigned to the paragraph from which A was extracted.

The score for syntactic similarity implements a preference for answers from

sentences with a syntactic structure that overlaps with that of the question.

Answer context implements a preference for answers that occur in the context

of certain terms from the question. Given a question classified as date(Event),

for instance, date expressions that occur as a modifier of Event are preferred

over date expressions occurring as sisters of Event, which in turn are preferred

over dates that have no syntactic relation to Event. The last three features are

self-explanatory.
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The overall score for an answer is the weighted sum of these features. Weights

were determined manually using CLEF data for tuning. The highest scoring

answer is returned as the answer.

The use of lexical variants influences both the Syntactic Similarity score

and the Lexical Overlap score. Dependency relation triple 〈Hd,Rel,Dep〉

matches with 〈Hd’,Rel,Dep’〉, if Hd en Hd’ are identical or lexical variants ac-

cording to one of the lexico-semantic sources used. The same holds for Dep and

Dep’.

Lexical knowledge is particularly relevant for the following two special ques-

tion types:

• WH questions, such as Which ferry sank southeast of the island Utö?.

• Questions asking for the definition of a person or organisation, i.e. What

is Sabena?, Who is Antonio Matarese?.

6.6.3 Related work

Pasça (2004) presents methods for acquiring class labels for categorised named

entities from unstructured text. The author applies lexico-syntactic extraction

patterns based on part-of-speech tags. Patterns were hand-built initially, and

extended automatically by scanning the corpus for the pairs of named enti-

ties and classes found with the initial patterns. Patterns that occur frequently

in matching sentences can be added as additional extraction patterns. Pasça

(2004) applies this information to web search for example for processing list-

type queries: SAS, SPSS, Minitab and BMDP are returned in addition to the

top documents for the query statistical packages.

The feedback loops in the QA system of Moldovan et al. (2003) (explained

in section 6.5.3) are not only applied to query expansion in passage retrieval.

At later stages in the question answering process, after the identification of

candidate answers, a logic prover verifies the unification of question and logic

form of the candidate answer. When the unifications fail, the keywords are

expanded with lexico-semantic alternations. This logic proving loop improves

the system by 5%.

Pantel and Ravichandran (2004) propose an algorithm that takes a list of se-

mantic classes in the form of clusters of words as input. Labels for these clusters

are found by looking at four lexico-syntactic relationships apposition (ayatollah

Khomeini), nominal subject (Khomeini is an ayatollah), construction with such

as (Ayatollahs such as Khomeini), and construction with like (Ayatollahs like

Khomeini). As for the use of categorised named entities, Pantel and Ravichan-

dran (2004) conducted two QA experiments: answering definition questions and
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performing information (passage) retrieval. Information retrieval shows small

gains of improvement from using the semantic labels. As for the definition ques-

tions the largest improvements are in the top-5 answers. On the top-1 answers

the system is not able to improve the baselines.

6.6.4 Methodology

We explained in section 6.6.2 that several features are used for ranking candidate

answers.

The application of lexico-semantic knowledge to the features Syntactic Sim-

ilarity and Lexical Overlap are most obvious. Instead of using exact matches,

words may also match with lexical variations resulting from the three methods

described in section 6.3:

• Nearest neighbours of syntax-based distributional similarity

• Nearest neighbours of alignment-based distributional similarity

• Nearest neighbours of proximity-based distributional similarity

However, each type of lexico-semantic information applied to the component

Answer Matching and Selection will also be used in the IR component. Thus,

the features Frequency and IR are affected as well.

For all methods we selected the top-5 nearest neighbours that had a similarity

score of more than 0.2 as lexical variations. Apart from the three distributional

methods we ran experiments using:

• EuroWordNet

• Categorised named entities (Cat. NEs(2) and Cat. NEs(1) as described

in section 6.310)

For these two resources we did not set any threshold for inclusion in the list

of lexical variations. We do not have similarity scores for EWN.

The following setting is the same for the lexical variations resulting from

distributional methods and the last two types of lexico-semantic information.

• Lexical variations were added as root forms

WH questions We used the categorised named entities to improve the per-

formance of our QA system on wh questions such as:

Which ferry sank southeast of the island Utö?

10We used Cat. NEs(1) for the wh and definition questions.
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Question analysis and classification tells us that this is a question of type

which(ferry). Candidate answers that are selected by our system are: Tallinn,

Estonia, Raimo Tiilikainen etc. The QA system uses various strategies to rank

potential answers, as we have seen in section 6.6.2. Still, selecting the correct

named entity for answers to wh questions poses considerable problems for our

system.

To improve the performance of the system on these questions, we incorpo-

rated an additional strategy for selecting the correct answer. Potential answers

which have been assigned the class corresponding to the question stem (i.e.

ferry in this case) are ranked higher than potential answers for which this class

label cannot be found in the database of categorised named entities: Tallinn,

Estonia, Raimo Tiilikainen etc.. Since Estonia is the only potential answer

which is-a ferry, according to our database, this answer is selected.

Definition questions A second question type for which the categorised named

entities are relevant are definition questions. The CLEF 2005 QA test set con-

tains no fewer than 60 questions of the form:

What is Sabena?

The named entity Sabena occurs frequently in the corpus, but often with

class labels assigned to it, which are not suitable for inclusion in a definition

(possibility, partner, company,,...). We already explained that we filtered the list

of categorised named entities to get rid of unwanted relatively infrequent labels.

Still, there are often several labels available. We selected the most frequent label

in case of multiple labels: airline company in this case. Often the class label by

itself is not sufficient for an adequate definition. Therefore we expand the class

label with modifiers which typically need to be included in a definition.

More in particular, our strategy for answering definition questions consisted

of two phases:

• Phase 1: The most frequent class found for a named entity is taken.

• Phase 2: The sentences which mention the named entity and the class are

selected, and searched for additional information which might be relevant.

Snippets of information that are in an adjectival relation or a prepositional

modifier relation to the class label are selected.

For the example above, our system produces Belgian airline company as

answer.

However, deciding beforehand what information is relevant is not trivial. As

explained, we decided to only expand the label with adjectival and pp modifiers
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System # q MRR CLEF

Baseline 775 .670 .613
EWN 775 .675 .619
Syntax 775 .670 .612
Align 775 .676 .619

Table 6.5: Overall performance (MRR and CLEF-score) of different types of
lexico-semantic information on the CLEF (’03, ’04, ’05) Dutch QA test set.

that are adjacent to the class label in the corresponding sentence. This is the

reason for a number of answers being inexact. Given the constituent the museum

Hermitage in St Petersburg, this strategy fails to include in St Petersburg, for

instance, because museum and in in St Petersburg are not adjacent. We did not

include relative clause modifiers, as these tend to contain information which is

not appropriate for a definition. However, in the case of the question, Who is

Iqbal Masih?, an answer that includes at least the first conjunct of the relative

clause of the constituent twelve year old boy, who fought against child labour

and was shot Sunday in his home town Muritke would have been preferable

over just selecting twelve year old boy. Similarly, we did not include purpose

clauses, which leads the system to respond large scale American attempt to

the question what was the Manhattan project, instead of large scale American

attempt to develop the first (that is, before the Germans) atomic bomb.

6.6.5 Evaluation

In this section we evaluate the effect of using the four types of lexico-semantic

knowledge for Answer Matching and Selection for QA. We ran an evaluation

on the Dutch questions from CLEF ’03, ’04 and ’05 showing the effect of these

types of lexico-semantic information.

We calculated for each run the Mean Reciprocal Rank (MRR) and the CLEF

score. The MRR score is computed over the five highest ranked answers only, as

in section 6.4.5. The CLEF score gives the precision of the first (highest ranked)

answer only.

Furthermore, we show for the two special question types, wh questions and

definition questions, what the effect is of using categorised named entities.

6.6.6 Results

The results of applying the different types of lexico-semantic information to our

QA system Joost are given in Table 6.5. The differences between the systems

is very small, EWN and the alignment-based nearest neighbours performing

slightly better than the baseline and the syntax-based method. In Table 6.6 the
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System # q MRR CLEF

Baseline 503 .577 .517
EWN 503 .585 .529
Syntax 503 .576 .513
Align 503 .582 .523

Table 6.6: Performance (MRR and CLEF-score) of different types of lexico-
semantic information on the CLEF (’03, ’04, ’05) Dutch QA test set, excluding
off-line QA results

results are given excluding the questions that are answered by means of off-line

table look-up. We had hoped that the exclusion of questions that do not make

use of lexico-semantic information in this way would show larger differences.

The differences are a little bit more apparent, but still very small.

Although the differences are small they do reflect our intuitions. We pre-

dicted that the syntax-based nearest neighbours would not be very suitable for

answer matching and selection because of the many co-hyponyms it finds. Re-

member that we said that we expected tight semantic information to perform

best for answer matching and selection. Indeed the tighter semantic lexico-

semantic information such as the synonyms from EWN and the nearest neigh-

bours retrieved from the alignment-based method perform best. However, the

differences are very small and we might be attaching too much significance to

insignificant differences.

The fact that there is such a small difference in performance between the

different systems leads us to believe that the number of questions that are

affected by the use of lexico-semantic information might be very small. However,

from Table 6.7 we can see that this is not the case. When applying lexico-

semantic information from EWN, 50 questions in total are affected out of 775.

If we subtract the questions handled by off-line QA, we can state that about

10% (50 out of 503) of the questions are affected either positively or negatively

by the use of lexico-semantic information. However, unfortunately, the positive

and negative effects are equally well represented.

We inspected the expansions in both negatively affected questions and pos-

itively affected questions. There appeared to be no pattern that could help us

improve the method.

WH questions and definition questions

We have applied lexico-semantic information to two special question types:

definition questions and wh questions, as explained in section 6.6.4 and sec-

tion 6.6.4. We used the categorised named entities to improve the handling of

these questions.
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System + - Total

EWN 26 24 50
Syntax 11 10 21
Align 14 5 19

Table 6.7: Number of questions positively (+) and negatively (-) affected by the
use of lexico-semantic information on the CLEF (’03, ’04, ’05) Dutch QA test
set

Q-type Baseline Improved
#q MRR CLEF # q MRR CLEF

wh 107 0.40 0.34 107 0.49 0.45
Definition 83 0.65 0.54 83 0.80 0.74
Person 35 0.74 0.66 35 0.89 0.86
... ... ... ... ... ... ...
Total 775 0.64 0.58 775 0.68 0.63

Table 6.8: Overall performance of the baseline and improved QA system on the
CLEF (’03, ’04, ’05) Dutch QA test set.

In table 6.8 the performance of the baseline and improved system is shown.

In the first column the question type is given.11 In the second and fifth column

the number of questions classified as being of the corresponding question type

is shown. In columns 3 and 6 the corresponding mean reciprocal rank (MRR)

score is given. In columns 4 and 7 the corresponding CLEF score is given.

The baseline in these experiments is the Joost QA system without access

to lexico-semantic information. wh-questions and definition questions are an-

swered by selecting the most highly ranked answer from the list of relevant

paragraphs returned by the IR component. Answers to definition questions are

basically selected by means of the same strategy as described for the improved

system above, except that answers must now be selected from the documents

returned by IR, rather than from sentences known to contain a relevant class

label.

Adding categorised named entities as an additional knowledge source for an-

swering wh-questions improves the MRR score of 107 wh-questions by 9% and

improves the CLEF score by 11%. Using the same information to provide an-

swers to definition questions improves the MRR score of 83 definition questions

by 15% and improves the CLEF score by 20%.12

Poor performance of wh-questions affects the performance of person ques-

11Question types not relevant for this experiment are left out.
12The number of wh-questions is lower in the improved system because due to the use of

lexico-semantic information some questions have been classified as function or function of
questions, as we have shown in section 6.4.6 and Table 6.2.
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tions, since one of the strategies for answering person questions is to treat them

as which questions. For example, a question such as Welke Amerikaanse gener-

aal was oppperbevelhebber van de geallieerden in 1943? ‘What American general

was commander-in-chief of the allied forces in 1943?’ will get the question type

person(generaal). This question can be answered by looking for an answer to

the question type which(generaal). Person questions are improved by 15% and

20% in MRR and CLEF score, respectively.

6.6.7 Conclusion

With respect to the component answer matching and selection we can

conclude that the most positive results stem from applying categorised named

entities to particular question types: wh-questions, definition questions, and

indirectly person questions. The CLEF scores are improved by 11%, 20%, and

19%, respectively.

The use of lexico-semantic information in the form of synonyms to the answer

matching strategy overall does not result in large improvements. About 10%

of the questions are affected either positively or negatively by the use of lexico-

semantic information. However, unfortunately, the positive and negative effects

are equally well represented.

6.7 Anaphora resolution for off-line QA

6.7.1 Introduction

We explained that the question answering system basically has two routes it can

take: either via passage retrieval to answer matching and selection

or via table-lookup. Tables are created for easily retrievable facts before the

questions have been asked, i.e. off-line.

In our experiments we try to improve the technique for off-line answer ex-

traction by applying anaphora resolution. More specifically, we want to extract

potential answers from a corpus not only when they are clearly stated with the

accompanying named entity in the same sentence, but also when an anaphoric

expression is used to refer to an earlier mentioned named entity.13

For instance, consider the question in (11):

(11) How old is Ivanisevic?

13In general, work done on anaphora resolution can be classified according to the word class
of the anaphora that one tries to resolve: pronouns, proper nouns or definite NPs. We focus
on resolving anaphoric definite NPs. We restrict the notion of definite NP to singular NPs
modified by the Dutch definite articles ’de’ and ’het’.
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In order to extract the answer from the text provided in (12), we have to go

beyond sentence level.

(12) Todd Martin was the opponent of the quiet Ivanisevic. The American,

who defeated the local hero Boris Becker a day earlier, was beaten by

the 26-year14 old Croatian during the finals of the Grand Slam Cup [...].

Among other things, one must correctly identify Ivanisevic, located in the first

sentence, as the denotation of the Croatian, located in the second sentence, in

order to extract the correct answer that is stated in the second sentence.

To establish that Ivanisevic is-a Croatian we need the information contained

in the automatically acquired categorised named entities.

6.7.2 Description of component

As we explained in section 6.4.2, the dependency analysis of a sentence gives

rise to a set of dependency relations of the form 〈 Head/HPos, Rel, Dep/DPos

〉, where Head is the root form of the head of the relation, and Dep is the head of

the constituent that is the dependent. HPos and DPos are string indices, and Rel

is the name of the dependency relation. For instance, the dependency analysis

of sentence (13-a) is (13-b).

(13) a. Jacques Chirac was born in Paris.

b.






























〈was/2, su, Jacques Chirac/1〉,

〈was/2, vc, born/3〉,

〈born/3, obj, Jacques Chirac/1〉,

〈born/3, mod, in/4〉,

〈in/4, obj, Paris/5〉































We defined dependency patterns to match dependency relations of potential

answer phrases. A dependency pattern is a set of (partially underspecified) de-

pendency relations. The following pattern











〈born/B, obj, Name/N〉,

〈born/B, mod, in/I〉,

〈in/I, obj, Location/L〉











matches with the set in (13-b) and would, among others, instantiate the variable

Name with Jacques Chirac and the variable Location with Paris.

14We use the CLEF-corpus for our experiments. This corpus consists of newspaper text
from 1994 and 1995.
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When a pattern matches, the fact is extracted and stored in a table. In the

example above Jacques Chirac and Paris are extracted and the terms together

become one entry in the Birth loc table that holds information about the

location in which people are born. If a user should ask our system Where was

Jacques Chirac born?, the answer is easily looked up in the table.

6.7.3 Related work

Most work on anaphora resolution involves resolving pronouns.(Mitkov, 1998;

Kehler et al., 2004) Relatively high performance is achieved in these experi-

ments: accuracies of 89.7%, 73,4% and 79% respectively. Also for Dutch most

work focuses on the resolution of pronominal anaphora. (Op den Akker et al.,

2002; Bouma, 2003).

Anaphoric definite NPs are typically harder to resolve. Strube et al. (2002)

report that their system performed poorly on definite NPs (precision of 69.26%)

and quite well on personal pronouns (precision of 85.81%) and possessive pro-

nouns (precision of 82.11%). The only Dutch work on resolving anaphoric defi-

nite NPs was done by Hoste (2005). With respect to common noun co-reference,

she obtains precision scores around 47.5% compared to precision scores around

65% for pronouns .

It is known that the resolution of full NPs requires a large and diverse

amount of world knowledge. Many systems that deal with resolution of full

NPs (Harabagiu et al., 2001; Ng and Cardie, 2002) use manually constructed

lexico-semantic resources such as WordNet (Fellbaum, 1998). But as Markert

and Nissim (2005) explain, such resources are often not sufficient. The authors

describe several problems related to the use of such lexico-semantic knowledge

resources for anaphora resolutions, of which two relate strongly to our work.

One problem they describe is the lack of knowledge in such knowledge re-

sources. Though carefully built, the lack of knowledge is often severe. For

the present application this lack of knowledge is even more severe. Firstly, we

are working on Dutch and the resources for languages other than English have

even less coverage. Secondly the type of knowledge that we use, categorised

named entities, is typically not very well represented in lexico-semantic knowl-

edge bases. The fact that Guus Hiddink is a national team coach is not available

in EWN.

A second problem is the fact that relations between words needed for coref-

erence resolution for full NPs are often very context dependent. These relations

are often not found in ontologies. To stay with our previous example Guus Hid-

dink was the national team coach of the Netherlands in 1995. The document

collection we are using for the CLEF track is from 1994-1995. We will hence
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often find the catgorised named entity Guus Hiddink IS-A national team coach.

Corpus-based methods are more suitable for finding these context-dependent

relations.

Because of these problems, a number of researchers have used enhanced

knowledge bases for anaphora resolution (Poesio et al., 2002; Markert et al.,

2003). In these works the knowledge bases are enhanced (semi)automatically

with knowledge from corpora. Markert and Nissim (2005) have extended the

corpus-based approach by an approach that exclusively extracts the required

knowledge from the Web using shallow lexico-syntactic patterns. Our approach

is comparable to their approach in that we do not use any hand-crafted lexical

knowledge base either.

Our approach differs in that we do not use the Web, but a large corpus

to extract lexico-semantic knowledge. Secondly, we apply syntactic patterns

to extract knowledge from parsed text. Thirdly, we focus on selecting named-

entities as antecedents, hence the knowledge we extract form our corpus is aimed

at named entities. Whereas Markert and Nissim (2005) resolve named enti-

ties to one of the following three classes (person, location, organisation), we

leave the named entities as they are and construct a knowledge base especially

for named entities. The web-based method does not outperform the WordNet

based-method in their experiments, but results are comparable. They reach a

precision of 0.751 when number-checking is taken into account for the WordNet-

based method.

6.7.4 Methodology

In this experiment we focused on several question types that we expect will

benefit from anaphora resolution. We have applied information contained in

the list of categorised named entities (Cat. NEs(1), as described in section 6.3).

For the question type Age we extracted a person’s name and his or her age.

We extracted names of persons along with the date and location of their birth

and stored them in the respective tables (Birth date, Birth loc). We did the

same for the location and date of death of people and the age they have reached

(Died date, Died loc, Died age). We also extracted ways in which people

have died (Died how). In the Inhabitants table we stored names of locations

and the accompanying number of inhabitants. Finally, for the Founders table

we extracted who founded what at what time. For our experiments we adjusted

the patterns. Instead of looking for a named entity we looked for a definite NP.

For instance, the new pattern for the example in section 6.7.2 becomes as follows:
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〈born/B, obj, DefNoun/N〉,

〈born/B, mod, in/I〉,

〈in/I, obj, Location/L〉











It will match the dependency relations of a sentence, such as (14).

(14) The president of France was born in Paris.

In the case of the Died loc, the Birth loc and the Founders table the regular

patterns try to fill two slots with two different named entities. In these cases we

only replaced the slot which should be filled with a person’s name. So, anaphora

resolution will only be carried out on one element of the extracted fact: the slot

that originally required a person’s name.

To be able to extract potential answers from a corpus not only when they

are clearly stated with the accompanying named entity in the same sentence,

but also when an anaphoric expression is used to refer to an earlier mentioned

named entity, we have to apply anaphora resolution. More specifically we have

to resolve the definite NPs and find the named entities they refer to.

Our first strategy (Mur and Van der Plas, 2007) for doing that is as follows:

We scan the left context of the definite NP for named entities from right to

left (i.e. the closest named entity is selected first). For each named entity

we encounter, we check whether it is in an is-a relation with the definite NP

according to the list of categorised named entities. If so, the named entity is

selected as the antecedent of the NP. As long as no suitable named entity is

found we select the next named entity and so on, until we reach the beginning

of the document. We have limited our search to the current document. If no

suitable named entity is found, i.e., no named entity is found that is in an is-a

relation with the definite NP, no fact is extracted.

After having resolved the NP, the fact is added to the facts table. In order

to explain our strategy for resolving definite NPs we will apply it to the example

from the introduction:

(15) Todd Martin was the opponent of the quiet Ivanisevic in December

1995. Todd Martin, who defeated the local hero Boris Becker a day

earlier, was beaten by the 26-year old Croatian during the finals of the

Grand Slam Cup in 1995 [...].

In (15), the left context of the NP the 26-year old Croatian is scanned from
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right to left. The named entities Boris Becker and Todd Martin are selected

before the correct antecedent Ivanisevic. The fact that neither Boris Becker

nor Todd Martin is found in an is-a relation with Croatian sets them aside as

unsuitable candidates. Then Ivanisevic is selected and this candidate is found

to be in an is-a relation with Croatian, so Ivanisevic is taken as the antecedent

of Croatian. The fact Ivanisevic, 26-year old is added to the Age table.

In Van der Plas et al. (2008a) we chose to use a fall back in case none of the

named entities in the document were in a is-a relation with the NP. In that case

we extracted the named entity in the previous sentence that is nearest to the

anaphoric expression. If no named entity is present in the previous sentence,

the NP is not resolved. We will present results for both strategies in the the

Results section (6.7.6)

6.7.5 Evaluation

The aim of the evaluation is to determine whether anaphora resolution using

categorised named entities helps to acquire more facts without hurting the qual-

ity of the table.

We developed a simple baseline that always selects the antecedent closest to

the anaphor. We chose to use this method as our baseline in spite of experiments

done by Markert and Nissim (2005) showing that recency in general is not a

good predictor for selecting an antecedent for definite NPs. The reason for this

decision lies in the fact that the baseline method that performed best in their

experiments, e.g., a string-based approach is not applicable in our setting. An

anaphoric definite NP and a named entity have very little string overlap e.g.,

Van Gogh and painter.

For our evaluation we compared the precision of three types of tables.

• The original tables, i.e., acquired without using anaphora resolution: Orig-

inal

• The facts added by extracting the most recent named entity as the an-

tecedent of the definite NP: Baseline

• The facts added by using categorised named entities for anaphora resolu-

tion: Cat. NEs (1)

Note that for estimating the precision scores for the baseline and the instance

method we only looked at the added facts.

We manually evaluated 1% of the largest tables. For each of the smaller

tables we chose to evaluate 20 facts. This was always over 1% of the total

number of facts of that table.

We evaluated the facts on two criteria:
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• Correctness of the established coreference

• Correctness of the fact

In the evaluation of the second strategy that uses the fall back we used

an evaluation strategy that concentrates on the differences between the two

methods.

6.7.6 Results

In this section we will present results from two experiments presented in previous

work (Mur and Van der Plas, 2007; Van der Plas et al., 2008).

Question type Original Baseline Cat. NEs
types tokens types tokens types tokens

Age 18,518 22,140 22,798 27,786 19,119 23,350
Born date 1,988 2,353 2,162 2,533 1,997 2,365
Born loc 876 934 1,071 1,141 908 973
Died age 832 1,124 889 1,186 841 1,135
Died loc 581 661 615 697 583 665
Died date 542 580 707 758 553 596
Inhabitants 635 705 900 1,002 729 817
Founded 951 1,018 969 1,036 951 1,018

Total 24,923 29,515 30,111 36,139 25,681 30,919

Table 6.9: Number of facts extracted

Question type Original Baseline Cat. NEs

Age 72% 39% 79%
Born date 100% 15% 50%
Born loc 90% 55% 90%
Died age 95% 65% 100%
Died loc 90% 30% 100%
Died date 65% 20% 77%
Inhabitants 85% 35% 60%
Founded 90% 24% -

Total 80% 36% 79%

Table 6.10: Estimated precision

Table 6.9 shows how many facts were extracted per table for the original

method, the baseline, and the method using categorised named entities. The

second and third column show the number of types and tokens respectively

when applying the method without anaphora resolution. The fourth and fifth

column show the number of types and tokens respectively when adding the facts

extracted by the baseline method to the original table. The sixth and seventh
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Original Cat. NEs
+ fall back

Age 20,229 24,917
Born date 2,297 2,395
Born loc 795 948
Died age 923 966
Died loc 720 744
Died date 1,011 1,204
Died how 1,834 2,336

Total 27,809 33,510

Table 6.11: Number of facts found for the different tables for relation extraction

Correct Incorrect

New 168 128
Increase freq. 95 9

Total 263 137

Table 6.12: Distribution of facts that differ between original tables and tables
that use categorised named entities + fallback for sample of 400 differences

columns show the number of types and tokens respectively when adding the

facts extracted by the method using categorised named entities (Cat. NEs (1))

to the original table. The total number of new facts added (types) was 5,088 for

the baseline and 778 for the categorised named entity method. These numbers

seem to speak in favour of the baseline method, but the precision scores point

in the opposite direction.

In table 6.10 the estimated precision per table for each of the three methods

is given. The average precision scores based on the set of manually evaluated

samples are 80% for the original tables 36% for the baseline and 79% for the

method using categorised named entities. The estimated precision of the tables

acquired by applying anaphora resolution using the categorised named entities

is only 1% lower than the estimated precision of the original tables constructed

without using anaphora resolution. The estimated precision of the baseline is

less than half of the estimated precision reached by the other two methods.

However, the number of facts extracted by the method using categorised

named entities is rather small. Only 758 facts (types) are extracted with this

method in addition to the 24,923 available in the original tables. We have

therefore decided in Van der Plas et al (2008a) to use a fall back strategy. It

consists of selecting the named entity in the previous sentence, in case there is

no is-a relation between the NP and any of the named entities in the paragraph.

In table 6.11 we can see that the number of facts added (types) is indeed larger

than when no fallback is used. There are 5,701 facts added in total.
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We extracted all differences between entries (types) in the original table and

the table that uses anaphora resolution. These differences can be either new

facts or increases in frequency. From these differences we randomly extracted

400 entries. Two of the authors of Van der Plas et al. (2008a) determined

the correctness of the found facts in both tables. The results are given in

table 6.12.15

A large number of facts (104 from 400) show a rise in frequency and 95 of

these 104 are correct facts. This is a positive result with regard to the reliability

of the table. The precision of the facts, however, is not very encouraging.

Overall, 263 (66%) of the 400 facts are correct. It seems that the fall back

method hurts precision a lot.

With regard to experiments on off-line QA we were not able to show that us-

ing lexico-semantic driven anaphora resolution for relation extraction improves

the performance of the system on the CLEF test set. We believe that this is due

to the fact that the test set contains only 19 questions with a question type for

which anaphora resolution potentially could make a difference, i.e., questions

that were of one of the question types (see table 6.11) for which the relation

extraction module using anaphora resolution provides answers. Another reason

might be the earlier mentioned presence of back formulations in the question

collection. In the case of back formulations the information is usually stated

within one sentence, and hence there is no use for anaphora resolution.

6.7.7 Conclusion

In this section we have applied categorised named entities to the task of anaphora

resolution for definitive NPs in the component of off-line QA. We have given

results for two strategies. The first strategy uses the categorised named entities

to select a suitable antecedent within the current document. If no suitable an-

tecedent is found, no fact is extracted. The second strategy uses a fallback in

case no suitable antecedent is found according to the list of categorised named

entities. We can conclude from the experiments that the first strategy is a very

precise strategy. The estimated precision of the tables built using anaphora

resolution with categorised named entities is only 1% lower (79%) than the pre-

cision of the original tables using no anaphora resolution (80%). The number of

facts added by this method is modest: 758 compared to 5,188 when using the

fallback method. However, the estimated precision of the facts extracted by the

fallback method amounts to 66% only.

15In Van der Plas et al. (2008a) we have included results for the question type Died how,
in Mur and Van der Plas (2007) we have not. However, in Mur and Van der Plas (2007)
we have included results for the question types Founded and Inhabitants, which we did not
include in Van der Plas et al. (2008a). This is why there are results represented for different
question types in Table 6.9 and Table 6.12.
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We were not able to show that the larger tables built by using the second

strategy for anaphora resolution improved the QA system. We believe that this

is due to the fact that only 19 questions out of 775 were of the question type

for which anaphora resolution could make a difference. Furthermore, the fact

that some questions seems to be back formulations of sentences stated literally

in the corpus makes anaphora resolution less relevant.

6.8 Conclusions

In this chapter we have applied several lexico-semantic resources to the task

of open-domain question answering (QA). We have applied the information to

several components of the QA system. We will briefly summarise the main

outcomes per component.

Question analysis is improved by expanding the list of functions from EWN

semi-automatically with nearest neighbours from the syntax-based method.

A total of 88 questions are classified as function or function of questions,

whereas only 71 questions were selected on the basis of the EWN function list.

Adding a question class for functions and function of results in a shift from

person and wh questions to function and function of questions. A shift that

is in general beneficial for the performance of the QA system.

Query expansion for passage retrieval with synonyms to overcome the ter-

minological gap is not very fruitful. We believe that the noise introduced by

ambiguity of the query terms is more important than the positive effect of

adding lexical variants. However, adding extra information with regard to the

subject field of the query instead of synonyms, related words bridging the knowl-

edge gap, proved slightly beneficial. The proximity-based expansions augment

the MRR scores with 1.5%. Most successful are the categorised named enti-

ties. These expansions were able to augment the MRR scores with nearly 3.5%.

Also, we conclude from the experiments that corpus-based resources provide

more relevant information than hand-built resources, if the corpus used to re-

trieve the information from is the same as the corpus used in the QA task. This

is especially true for proper names.

With respect to the component answer matching and selection we can

conclude that the most positive results stem from applying categorised named

entities to particular question types: wh-questions and definition questions. The

CLEF scores are improved by 11% and 20%, respectively. The improvement on

the wh-questions has a positive effect on person questions as well. The CLEF

score for person questions is improved by 20%. The use of lexico-semantic

information in the form of synonyms to the answer matching strategy overall

does not result in large improvements.
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Lastly we have applied categorised named enties to the task of anaphora

resolution for definitive NPs in the component of off-line QA. We have provided

results for two strategies. The first strategy uses the categorised named entities

to select a suitable antecedent within the current document. The second strategy

uses a fallback in case no suitable antecedent is found according to the list of

categorised named entities. We can conclude from the experiments that the first

strategy is a very precise strategy, but the number of facts added by this method

is modest: 758 compared to 5,188 when using the fallback method. However,

the estimated precision of the facts extracted by the fallback method amounts

to 66% only.

Now that we have discussed the results per module, we would like to give a

short overview of the usefulness of the different types of lexico-semantic infor-

mation.

It seems that the most fruitful type of lexico-semantic information are the

categorised named entities. They proved beneficial for the passage retrieval

component, for use in definition and wh questions, and for the the task of

anaphora resolution for definitive NPs in the component of off-line QA. It is a

known fact that named entities are important for a task such as open-domain

QA. People often ask questions about persons or organisations, such as Who is

Johannes Vermeer?. They also often ask questions that have a named entity as

an answer, such as Who is the tennis player who got stabbed in the back?. On

the other hand, we should not forget that the questions from the CLEF testset

are not questions from real users. The fact that there is so much emphasis on

proper names might be due to the setup of the cross language evaluation forum.

The syntax-based nearest neighbours proved beneficial, when used in a semi-

automatic way to expand a list of co-hyponyms (functions people have) from

EuroWordNet.

The proximity-based nearest neighbours proved slightly beneficial for query

expansion in passage retrieval, although the categorised named entities outper-

form the proximity-based nearest neighbours in this task.

We believe that these experiments are just a first step towards trying to

make lexico-semantic information useful for QA. For example, we would like to

try using techniques for query expansion that filter out expansions that result

from inappropriate word senses. We tried a simple overlap method and would

like to try to expand this method. Also, we would like to investigate how many

lexical variation can be found between the question and the sentences that hold

the answer in the CLEF test sets and for questions from users. If there is little

variation by consequence little can be gained by using query expansion methods

that try to bridge the terminological gap.
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Chapter 7

Conclusions and future

directions

7.1 Research questions

Let us repeat the research questions that are at the heart of this study. The

research questions are:

• What type of lexico-semantic information stems from the different distri-

butional methods?

• What lexico-semantic resources are most useful for which components in

QA?

We will in the next section (7.2) offer conclusions with respect to the first

research question. In section 7.3 we will offer conclusions for the second research

question. We will conclude with future directions.

7.2 Conclusions with respect to the first research

question

We wanted to study three different distributional methods for the automatic ac-

quisition of lexico-semantic information: the syntax-based method, the alignment-

based method and the proximity-based method. The three methods differ with

respect to the type of context used to calculate the distributional similarity be-

tween words. The syntax-based method uses syntactic relations such as the ob-

ject relation of feed (feed obj) as feature for a word such as cat. The alignment-

based method uses translations of words in multiple languages retrieved through
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automatic word alignment to compute distributional similarity. An example for

the word cat is the translation in German: Katze (Katze DE). The proximity-

based method uses the bag-of-words found in one sentence as the context to

compute distributional similarity from. For example, the fact that cat is in the

same sentence as companionship will result in companionship being a feature

for cat.

We wanted to give a characterisation of the information that stems from

these methods and evaluate the usefulness of th einformation on several gold

standards.

With respect to the syntax-based method we can conclude from our eval-

uations on the gold standard EuroWordNet (EWN, Vossen (1998)) that the

method results in ranked lists of semantically related words. The method out-

performs the baseline of randomly assigning nearest neighbours from EWN to a

headword with an EWN score of 0.77 against 0.26 for the high-frequency words.

Among the nearest neighbours are many co-hyponyms. At the first rank

about twice as many co-hyponyms as synonyms are found for all test sets. The

number of hypernyms and hyponyms is lower. For the high-frequency test set

the number of hyponyms found is twice as large as the number of hypernyms

and for the low-frequency test set the inverse holds. This effect is due to the

fact that high-frequency nouns often are more general and hence have more

hyponyms, and low-frequency nouns that are more specific in general have more

hypernyms. It should be noted that the syntax-based method returns nearest

neighbours that belong to the same syntactic category as the headword.

It is to be expected that the syntax-based method returns many semantic

relations other than synonymy because co-hyponyms, such as wine and beer,

share many syntactic contexts. Because it is in our interest to find a method that

would return more synonyms, we experimented with the so-called alignment-

based method.

With respect to the alignment-based method we can conclude that it is

better at finding synonyms than the syntax-based method. The performance

of the former is almost twice as good as the latter, while the amount of data

used is much smaller. The method does well on small amounts of data. That

is fortunate, because the type of data the alignment-based method needs, i.e.

parallel corpora, is typically very sparse. Still there are many hypernyms and

(co)-hyponyms found among the nearest neighbours. A lot of noise in the data

is due to the fact that some languages use one word to present compounds

orthographically and other languages use at least two words. This results in

false alignments. Compounds such as slagroom ‘whipped cream’ are wrongly

aligned to only one part of the multiword unit in other languages such as English

whipped and not the entire component whipped cream. The nearest neighbours
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of the alignment-based method do not all belong to the same syntactic category.

We have, however, filtered the list using the CELEX dictionary. The nearest

neighbours contain plural forms due to problems with stemming.

The last method, the proximity-based method, performs worse than the

other two methods when evaluated on the goldstandard EWN. This is not sur-

prising as this method mostly finds associations for a headword. The nearest

neighbours often belong to different syntactic and semantic categories than the

headword. However, when tested on the Leuven Dutch word association norms

(De Deyne and Storms, 2008) the method performs best. The proximity-based

method is able to capture the associations people give for keywords in free asso-

ciation tests. Because the contexts the method extracts are the least restricted

of the three methods, it extracts a lot for limited amounts of data. This eas-

ily gets out of hand, when the corpora used are very large. The method then

easily extracts too much data and calculating similarity without performing di-

mensionality reduction becomes infeasible. However, when limited text data is

available, the proximity-based method is able to outperform the syntax-based

method in finding synonyms.

In the end we were able to show the difference in nature of the nearest

neighbours resulting from the three methods by inspecting the results and eval-

uating on two gold standards. The alignment-based method is best at finding

the tightest semantic relation: synonymy. It does, however, on account of align-

ment errors mostly due to compounding, give rise to many hypernyms and (co)-

hyponyms. The syntax-based method finds many synonyms, though smaller

numbers than the alignment-based method due to the nature of the syntac-

tic context. It also finds many co-hyponyms, hypernyms and hyponyms. The

proximity-based method results in nearest neighbours of a completely different

nature. There are very few synonyms, hypernyms and (co)-hyponyms. Most

of the nearest neighbours are associations. The nearest neighbours often be-

long to another semantic and even syntactic category than the headword. The

proximity-based method is better at finding associations than both previously

mentioned methods.

7.3 Conclusions with respect to the second re-

search question

Let us now turn to the second research question. With regard to the application

we are working on, i.e. question answering, we wanted to know what type of

lexico-semantic information, if any, helps to improve the system. The question

answering system is composed of several components. We wanted to see what
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type of lexico-semantic information is useful for which component.

The results of applying lexico-semantic information to QA are surprising,

since a by-product of the syntax-based method proved very successful. The

first-order affinities found between named entities and nouns with which they

are in an apposition relation, the so-called categorised named entities, proved

very beneficial. They were used successfully for answering definition and wh

questions, for query expansion in the IR component, and for the the task of

anaphora resolution of definite NPs in the component of off-line QA. From the

viewpoint of QA this success is less surprising. It is a known fact that named

entities are important for a task such as open-domain QA.

The proximity-based nearest neighbours proved slightly beneficial for query

expansion in IR, although the categorised named entities still outperform the

proximity-based nearest neighbours in this respect.

The nearest neighbours of the syntax-based method were useful for expand-

ing EWN semi-automatically to extract persons and their functions off-line.

The results of using (near-)synonyms from the alignment-based method and

syntax-based method to account for terminological variation were disappointing.

We were not able to show considerable improvement neither for the task of query

expansion for IR nor for the component of answer matching and selection. We

do not believe that these outcomes can be ascribed to the lack of quality of the

nearest neighbours. The use of lexico-semantic information from EWN did not

prove to be helpful either. We do believe that we could improve the techniques

we used to apply the lexico-semantic information, for example, to filter out

expansions for IR that belong to another sense of the target word. Also, we fear

that the test we evaluated the QA system on, i.e. the questions from the CLEF

Dutch QA track, contains a rather limited amount of terminological variation

between question and answer context.

However, the conclusions drawn from the evaluations of the usefulness of

lexico-semantic information for the CLEF question answering task cannot be

generalised to hold for the task of question answering in general, let alone for

other natural language applications.

7.4 Future directions

With respect to the first research question of this thesis, we would like to improve

the alignment-based method. More specifically, we would like to use better

alignment models to account for the problems related to compounding. For

example, we would like to use constituent alignment as used by Padó and Lapata

(2005) or phrase-based models resulting from phrase-based machine translation

to account for these problems.
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Furthermore, we would like to work on improving the syntax-based methods.

Two examples of work that we were not able to finish within the time limits of

this PhD project are the use of third-order affinity techniques and the discovery

of word senses. The last chapter of this thesis gives some preliminary results

that we will investigate further in future work.

With respect to the second research question, the application of lexico-

semantic information, we would like to improve the techniques we used to apply

the lexico-semantic information to QA. For example using a technique simi-

lar to concept similarity (Qiu and Frei, 1993) for query expansion in the IR

component.

7.5 Contributions

The main contributions of this thesis are:

• A comparison of three distributional methods aimed at the acquisition of

lexico-semantic information both in terms of a characterisation of nearest

neighbours and large-scale evaluations on various gold standards (Chap-

ters 3, 4, and 5).

• A new distributional method based on translational data acquired through

automatic word alignment of multilingual parallel corpora (Chapter 4).

• Application of well-known syntax-based and proximity-based methods for

the Dutch language (Chapters 3 and 5).

• A comprehensive evaluation of lexico-semantic information for each com-

ponent of the question answering system Joost (Chapter 6).
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Chapter 8

Unfinished sympathies

8.1 Introduction

Research is never finished. There is just a point where you realise that it is

time to write up results and leave your beloved unfinished objects of interest as

they are. This chapter presents two pieces of work that have not been studied

enough to be included in the main part of the thesis. The ideas, however, have

risen during the course of the thesis as part of the syntax-based method and are

at the heart of my research activities over the past four years.

The first section presents a technique that uses the nearest neighbours re-

trieved from distributional methods as input to remedy data sparseness (sec-

tion 8.2). The second section discusses the discovery of senses by clustering

features (section 8.3).

8.2 Third-order affinities

In this section we will present a technique that remedies data sparseness by

using the output of the system as input in a second run.

8.2.1 First, second, and third

We discussed the difference between first- and second-order affinities (Grefen-

stette, 1994b) in section 1.2 of the first chapter. There exists a first-order affinity

between words if they often appear in the same context, i.e., if they are often

found in the vicinity of each other. Words that co-occur frequently such as or-

ange and squeezed have a first-order affinity. There exists a second-order affinity

between words if they share many first-order affinities. These words need not

appear together themselves, but their contexts are similar. Orange and lemon
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appear often in similar contexts such as being the object of squeezed, or being

modified by juicy.

Note that first-order affinities are used to compute the second-order affinity

between words. The contexts shared by words are used as features in the cal-

culation of their semantic relatedness. We say that there exists a second-order

affinity between words if the words share many first-order affinities. Techniques,

such as the ones described in previous chapters, which use first-order affinities

to find second-order affinities (nearest neighbours) between words are called

second-order affinity techniques

We would like to introduce another term: third-order affinities.1 There

exists a third-order affinity between words, if they share many second-order

affinities. If a word shares many nearest neighbours with another word, there

exists a third-order affinity between these words. If pear and watermelon are

similar and orange and watermelon are similar, then pear and orange have a

third-order affinity. Third-order affinity techniques are techniques that discover

third-order affinities between words by determining the similarity with respect

to second-order affinities (nearest neighbours).

We believe that third-order affinity techniques are useful in the task of find-

ing semantically related words. It is particularly helpful in cases where data

sparseness is an important factor. In an ideal world all second-order affinities

could be inferred from first-order information found in texts directly. However,

second-order affinities might not appear due to limited amounts of data. In such

cases the third-order affinities can account for the missing data.

8.2.2 Transitivity of meaning

As with most methods for smoothing, there is a cost. The validity of the third-

order affinities is dependent on the transitivity of the similarity between con-

cepts. Unfortunately, it is not always the case that the similarity between A

and B and B and C implies the similarity between A and C.

When two concepts are identical, the transitivity of meaning holds. If A=B

AND B=C → A=C. Does the same reasoning hold for similarity of a lesser

degree? If Anna looks like Rosa, and Rosa looks like Roxanne, do Anna and

Roxanne by consequence look alike? We know that there are several types of

semantic relations found among the nearest neighbours found by the distribu-

tional methods: synonyms, co-hyponyms and hypo/hypernyms. Let us take a

look at the transitivity of meaning for these semantic relations.

Tversky and Gati (1978) give an example of co-hyponymy where transitivity

1Grefenstette (1994b) uses the term third-order affinities for a different concept, i.e. for
the subgroupings that can be found in list of second-order nearest neighbours.
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does not hold. Jamaica is similar to Cuba (with respect to geographical prox-

imity); Cuba is similar to Russia (with respect to their political affinity), but

Jamaica and Russia are not similar at all. Geographical proximity and political

affinity are separable features. Cuba and Jamaica are co-hyponyms if we

imagine a hypernym Caribbean islands of which both concepts are daughters.

Cuba and Russia are co-hyponyms too, but being daughters of another mother,

i.e. the concept communist countries. The concept Jamaica thus inherits fea-

tures from multiple mothers. What can we say about the transitivity of meaning

in this case? The transitivity between two co-hyponyms holds when restricted

to single inheritance.

When words are ambiguous, we arrive in a similar situation. Widdows (2004)

gives the following example: Apple is similar to IBM in the domain of computer

companies; Apple is similar to pear, when we are thinking of fruit. Pear and

IBM are not similar at all. Again, there is the problem of multiple inheritance.

Apple is a daughter both of the concept computer manufacturers and of fruits.

For co-hyponyms similarity is only transitive in case of single inheritance. The

same holds for synonyms. If a word has multiple senses we get into trouble

when applying the transitivity of meaning.

The hypo/hypernym relation is a bit different. The semantic relation is

transitive. If A is the ancestor of B, and B is the ancestor of C, A is the

ancestor of C. However, it is not symmetric. We cannot reverse the relation. If

X is the ancestor of Y, by consequence, Y is not an ancestor of X. The relation

is asymmetric. If X is a hypernym of Y, than Y is the hyponym of X.

Although we have seen many examples of cases where the transitivity of

meaning does not hold, we hope to find improvements for finding semantically

related words, when combining second and third-order affinities.

8.2.3 Methodology

In the following subsections we briefly describe the set up for our experiments.

We follow the methodology used for the syntax-based method (Chapter 3) for

the most part. We will provide short summaries of methods used and provide

more detailed information, where the methodology used differs from that used

in Chapter 3.

Data collection We used 80 million words of Dutch newspaper text: the

CLEF Corpus2 that is parsed automatically using the Alpino parser (Van Noord,

2006). The result of parsing a sentence is a dependency graph according to the

guidelines of the Corpus of Spoken Dutch (Moortgat et al., 2000). From these

2The larger corpus of 500 million words was not available to us at the time of the experi-
ments.
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dependency graphs, we extracted several syntactic relations between words as

described in 3.3.1.

Combining first- and second-order data Our goal is to combine first- and

second-order affinities to compute the similarity between words. We will thus

combine second-order and third-order techniques. Whereas we usually base our

computations on the contexts words are found in (the first-order affinities), we

now want to include second-order information, i.e. the output of the system,

to compute nearest neighbours. We are thus feeding the output of the system

back into the system as input.

To retrieve second-order affinities, we retrieved for each word a ranked list

of similar words by comparing the weighted feature vector of the headword with

all other words in the corpus above a certain threshold.3 We collected the 10

most similar nouns to all nouns. These are the second-order affinities that will

be input to our system.

We need to combine first and second-order affinities. There are several ways

to combine these two types of data and we are aware that the method we

chose is not the most elegant solution. To test our first intuitions, we have

simply merged the first and second-order affinities and used the information in

one bulk. If a word like apple has as its nearest neighbours: strawberry, pear,

banana etc., we add to the feature vector of apple that contains already eat obj

and green adj the words apple, strawberry, pear, banana etc.4 However, due to

time limitations we were not able to try more elegant methods, such as ensemble

methods, applied to automatic thesaurus extraction by Curran (2002).

The first-order co-occurrence vectors have co-occurrence frequencies as val-

ues. These frequencies are weighted before the actual comparison of the vectors

takes place (as explained in previous chapters, for example, section 3.3). For

the vectors reflecting the second-order affinities the cell values should reflect the

similarity between the two words. We have used the cube of the reverse rank of

the word: (k−rank+1)3. This reflects the idea that the difference in similarity

between the word at the first rank and the second rank is not on a linear scale,

as it would be, if we just used the k−rank+1, but the difference is much larger.

Similarity measure and weight In order to compare the vectors of any two

headwords, we need a similarity measure. We have used a weighting function

to account for the differences in information value of the several co-occurrence

3In these experiments we have used a cell frequency cut-off of 2 and a row frequency cut-off
of 10. This is based on results of early experiments (Van der Plas and Bouma, 2005a).

4Note that we include the word apple for the target word apple since that is the most
similar neighbour of apple and we want apple to receive a high similarity score for words that
also have apple in their close neighbourhood.
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types, as done in previous chapters (3, 4, and 5). In these experiments we have

used Dice†, a variant of Dice as similarity measure and pointwise mutual

information (MI, Church and Hanks (1989)) as a weighting function.

8.2.4 Evaluation

EWN similarity measure For each word we collected its 100 nearest neigh-

bours according to the system. For each pair of words (target word plus one

of the nearest neighbours) we calculated the semantic similarity according to

EWN. We used the Wu and Palmer measure (Wu and Palmer, 1994) applied to

Dutch EWN (Vossen, 1998) for computing the semantic similarity between two

words, as explained in 3.4.1.

Synonyms, hypernyms and (co)-hyponyms To evaluate the system with

respect to the number of synonyms found in EWN, we again used the synsets

in Dutch EWN as our gold standard. Our gold standard consists of a list of all

nouns found in EWN and their corresponding synonyms extracted by taking the

union of all synsets for each word. Precision is then calculated as the percentage

of candidate synonyms that are truly synonyms according to our gold standard.

For hyponyms, co-hyponyms, and hypernyms we used the same gold standard.

Test set To evaluate on EWN, we have used the same test set as used in other

chapters. We have constructed a test set of 3 times 1000 words. In chapter 3,

section 3.4.3 we explained how we built a large test set of 3000 nouns selected

from EWN. We have split up the test set in high-frequency, middle-frequency

and low-frequency words. For the high-frequency test set the frequency ranges

from 258,253 (jaar, ‘year’) to 2,278 (scène, ‘scene’). The middle-frequency test

set has frequencies ranging between 541 (celstraf, ‘jail sentence’) and 364 (vre-

desverdrag, ‘peace treaty’). For the test set of infrequent nouns the frequency

goes from 91 (charter, ‘charter’) down to 73 (basisprincipe, ‘basic principle’).

8.2.5 Results and discussion

In Tables 8.1 and 8.2 the results of using third-order affinity techniques is pre-

sented.

In Table 8.1 we see that for the low-frequency test set, both the combination

of second and third-order affinity techniques and the third-order affinity tech-

nique substantially outperform the second-order affinity technique. Table 8.2

shows that both techniques outperform the baseline on all semantic relations.

The percentage of synonyms, hypernyms, hyponyms and co-hyponyms is larger
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EWN similarity
k=1 k=3 k=5 k=10 k=20 k=50

HF 2nd 0.735 0.678 0.651 0.613 0.577 0.530

2nd+3rd 0.721 0.667 0.641 0.602 0.565 0.517
3rd 0.704 0.665 0.646 0.613 0.574 0.529

MF 2nd 0.644 0.603 0.583 0.552 0.525 0.486
2nd+3rd 0.651 0.618 0.601 0.572 0.541 0.497

3rd 0.630 0.607 0.593 0.567 0.539 0.504

LF 2nd 0.484 0.452 0.441 0.412 0.390 0.363
2nd+3rd 0.563 0.535 0.522 0.495 0.469 0.428
3rd 0.551 0.528 0.515 0.492 0.464 0.429

Table 8.1: EWN score at several values of k for the three test sets

Synonyms Hypernyms Hyponyms Co-hyponyms
k=1 k=5 k=1 k=5 k=1 k=5 k=1 k=5

HF 2nd 16.27 7.06 13.45 7.71 15.43 9.74 40.35 29.57

2nd+3rd 14.27 6.07 13.75 7.76 12.20 8.01 38.57 28.87
3rd 12.10 6.36 11.37 6.84 11.99 9.24 36.91 29.49

MF 2nd 12.63 5.16 3.99 3.13 4.64 2.95 33.51 22.58
2nd+3rd 11.48 5.54 3.83 3.35 4.32 2.82 33.33 24.10

3rd 8.11 5.07 4.91 3.61 4.30 2.86 28.87 23.09

LF 2nd 5.86 2.55 1.58 1.52 0.68 0.49 17.79 12.00
2nd+3rd 8.71 5.13 3.17 1.98 1.98 1.53 25.15 18.44

3rd 7.29 4.94 2.73 2.05 1.82 1.29 24.04 18.08

Table 8.2: Distribution of semantical relations over the first k candidates for
the three test sets
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for both the combination of second and third-order affinity techniques and the

third-order affinity technique only.

For the middle-frequency test set the benefit of using third-order affinities

is less clear. With respect to the EWN score, the combination of first and

second-order techniques outperforms the baseline. However, the technique that

uses only third-order information performs worse. Also, when we take a look

at the percentages of semantical relations found among the nearest neighbours

in Table 8.2, we see that only for about 50% of the reported cases the baseline

is outperformed. For the high-frequency test set the baseline is almost never

outperformed.

As explained in the introduction we believe that the third-order affinity

techniques are most helpful in case there is a lack of data. This is the case for

low-frequency words, but much less for middle-frequency and high-frequency

words.

Also, we explained that polysemy results in false transitivity. Remember

the example with Apple: Apple is similar to IBM in the domain of computer

companies. Apple is similar to pear, when we are thinking of fruit. However,

pear and IBM are not similar at all. Apple has (at least) two senses. It is both

a daughter of the concept computer manufacturers and of fruits. Highly fre-

quent words are often more polysemous than low-frequency words (Zipf, 1945).

This might also be a reason that the results for the high-frequency words are

disappointing.

8.2.6 Conclusion and future work

Although we can draw a number of conclusions, the work presented in this

section is work in progress and there are many open issues left for future work.

We can conclude that there seems to be a substantial benefit for words

that are infrequent to use third-order techniques to complement second-order

techniques. It would be interesting to see where we should draw the line. What

words are infrequent enough to benefit from third-order techniques?

Another interesting venture would be to measure the countereffect on data

sparseness gradually by using the technique on decreasing amounts of data. We

have used a 80 million-word corpus in these experiments. We could run the same

experiments on half of the corpus, a quarter, and so on. This would show us if

the third-order techniques indeed become more important when data sparseness

is more severe.

As explained in the section on methodology, the method we used for com-

bining the second-order and third-order technique, i.e. merging the two types

of data together is a first try to test our intuitions. We would like to experiment
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with more elegant ways of combining both types of data in future work. Also,

the technique allows for iteration.

8.3 Word sense discovery

In this section we will present a technique for discovering word senses from

text automatically by clustering the feature space. Word sense discovery is also

known by the terms word sense discrimination, and word sense induc-

tion.

8.3.1 Senses

In previous chapters we have discussed the fact that words have multiple senses,

i.e. words are polysemous. We discussed this issue mainly in the context of the

problems it raises for the acquisition of semantically related words. The fact that

words are polysemous and we are not able to discriminate between the different

senses a particular word has confuses the features and results in crossed feature

vectors that mix features for each sense of the word.

For this reason we have tried to discover the different senses words have

from the data we used for the syntax-based distributional similarity technique:

syntactic contexts. In this section we will limit our investigations to the adjective

relation.

8.3.2 Clustering features

In most cases word sense discovery has been investigated from the perspective

of clustering the nearest neighbours in such a way that the clusters correspond

to the different senses a word has. For example, Pantel and Lin (2002) have

introduced CBC (Clustering By Committees). It finds a set of tight clusters

called committees. The centroid of the members of a committee is used as the

feature vector of the cluster. Words are then assigned to the cluster they are

most similar to. Overlapping features between the word and the cluster are

removed from the word. The remainder of the features can be used to assign

the word to another cluster.

We have taken a different perspective. We have tried to discover the multiple

senses a word has by clustering the feature space instead of clustering the nearest

neighbours directly. We will try to explain our ideas by giving an example.

If polysemy were unknown to us, we would still be able to see from the data

we gathered from corpora, in this case co-occurrences of nouns and adjectives,

that something strange was going on. Some nouns are found in very distinct

contexts, i.e. contexts that are not normally found with one and the same
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noun. For example, the contexts fluwelen ‘velvet’ and regionaal ‘regional’ are

not normally found with a single noun. Velvet is found with jackets, furniture

and shoes, but regional is normally found with different sorts of things, such

as festivities and politics. There is, however, a noun that is found with both

adjectives: the word bank in Dutch.

The word bank in Dutch can refer (among others) to an establishment for the

custody of money and to the piece of furniture referred to by the term couch

in English. The adjectives that modify the word bank are therefore fluwelen

‘velvet’, lederen ‘leather’, regionaal ‘regional’, and plaatselijk ‘local’. It is clear

that both senses of the word bank are reflected in the feature vector.

Information on the number of senses a noun has is captured in the hetero-

geneity of the adjectives it is found with. If a noun is found with heterogeneous

adjectives, i.e. adjectives that are very dissimilar themselves, chances are that

the word is polysemous.

The heterogeneity of the adjectives found with a particular noun can be

determined by looking at the nouns these adjectives co-occur with. We apply

the distributional hypothesis again here, but this time to the adjectives: Similar

adjectives share similar nouns. The idea is that it should be possible to cluster

the adjectives on the basis of the nouns they co-occur with. We are thus using

the headwords as features to determine the similarity of adjectives. In the case

of the adjective relation we will cluster the adjectives using the nouns that

are being modified as features. We hope that the adjectives fluwelen ‘velvet’,

lederen ‘leather’ will be clustered together because they are found in similar

contexts. For example, they might be modifying things like sofas, jackets, shoes

etc. The adjectives regionaal ‘regional’, plaatselijk ‘local’ will be in another

cluster together, because they appear in similar context, though very distinct

from the context the first two adjectives are found in. All four adjectives appear

in the context of bank, a polysemous word, but they also modify many non-

polysemous words. Less ambiguous words compensate for the confusion caused

by polysemous nouns.

The last step is to divide the senses for a word according to the clusters the

features are found in. In our simplified example the word bank would be given

two senses, because the four adjectives have been clustered into two distinct

groups. We will give a more detailed explanation of the methodology applied

in section 8.3.3.

Although it was initially our aim to discover word senses for nouns by clus-

tering the adjectives they are found with, we were, due to limited resources, not

able to evaluate the resulting senses for a given noun. 5

5The evaluation described in Pantel and Lin (2002) makes use of WordNet and a sense-
tagged corpus. We had no access to a Dutch corpus tagged with word senses.
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We do have an evaluation framework in place for the evaluation of nearest

neighbours. We believe that it would be interesting to evaluate the effect of

disambiguated feature vectors for the acquisition of semantically related words.

We therefore decided to apply word sense discovery to adjectives in feature

vectors and to use those vectors to acquire similar nouns. The hope is that if

the sense discovery for adjectives is any good, the similar words computed on

the basis of disambiguated feature vectors might be of a better quality as well.

This would then be reflected in the scores. In this way we are able to test the

word senses discovered (for adjectives) using the same evaluation method we

put in place for the evaluation of distributional similarity.

The drawback of this method is that we are evaluating the word sense dis-

covery of adjectives instead of nouns. This is possibly a harder task. We will

provide preliminary results in the results section. Before that we will explain

the methodology we followed.

8.3.3 Methodology

In the following subsections we briefly describe the set up for our experiments.

We follow the methodology used for the syntax-based method for the most part.

We will provide short summaries of methods used and provide more detailed

information, where the methodology used differs from that used in Chapter 3.

Data collection We used 80 million words of Dutch newspaper text: the

CLEF Corpus that is parsed automatically using the Alpino parser (Van Noord,

2006).6 For these experiments we used only the adjective relation.

Clustering algorithm We have used the CLUTO software package (Karypis,

2002) for clustering. We applied standard settings. We have set the number of

required clusters to 10.

CLUTO provides two stand-alone programmes: one for clustering in simi-

larity space and one for clustering on the basis of high-dimensional vectors. We

have used CLUTO to cluster in similarity space (using the programme sclus-

ter). This means that we determined the similarity between objects based on

the high-dimensional feature vectors using our own system. CLUTO was only

used to cluster the nearest neighbours according to the similarity scores our

system provided. The reason for this is that we wanted to use the similarity

measures and weights that we have used in previous chapters for the calculation

6These experiments were also carried out when the 500 million-word corpus was not yet
available.
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of the nearest neighbours.7 These similarity measures and weights were not

provided by CLUTO.

The strategy followed to acquire the different senses for adjectives is thus

to compute the N nearest neighbours for every headword (nouns) above the

frequency threshold 10.8 The similarity scores between the headwords and their

nearest neighbours retrieved from the system is used as input to the clustering

programme. The headwords (nouns) are then divided into k clusters. N was set

to 1000 and k was set to 10. Hence, headwords were grouped into 10 clusters

on the basis of similarity scores with 1000 neighbours.

After the nouns have been clustered, it is time to apply sense disambigua-

tion to the adjectives based on these clusters. For every co-occurrence type of

a headword(noun) and a feature (adj) we attach a number from 1 to 10 (cor-

responding to the cluster the noun belongs to) to the adjective. The feature

vector now looks like:

(1) 10#1∼soft ADJ#person

3#2∼soft ADJ#cheese

The first digit refers to the frequency of the co-occurrence. The second (in front

of the tilda) discriminates the two different senses of the adjective soft, i.e. the

first sense: 1∼soft and the second 2∼soft. The reason for the fact that soft

receives a different sense in both cases is due to the fact that the nouns person

and cheese have been assigned to different clusters.

Feature vectors for all words were disambiguated in the way described above.

These disambiguated feature vectors are used to compute distributionally sim-

ilar words as done in previous chapters.9

8.3.4 Evaluation

We applied the same framework for the evaluation of nearest neighbours as

used to evaluate the various distributional methods in previous chapters. The

method is repeated in the first section of this chapter in section 8.2.4.

We will report results based on the EWN score. The scores for the several

semantic relations are too low in general.

7In these experiments we have used a cell frequency cut-off of 1 and a row frequency cut-off
of 10. And we used the combination Dice† + MI. This is based on results of early experiments
in Van der Plas and Bouma (2005a).

8Nouns that are too infrequent cannot be clustered reliably. These nouns do not result in
any sense distinction. In practice this means that adjectives accompanied by such infrequent
nouns will get the sense 0.

9We used the combination Cosine + t-test, as this combination proved to perform better
in later experiments. We have kept a cell frequency cut-off of 1 and a row frequency cut-off
of 10.
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EWN score
k=1 k=3 k=5 k=10 k=20 k=50

HF Baseline 0.732 0.683 0.658 0.622 0.579 0.530

+WSD 0.705 0.648 0.619 0.581 0.545 0.501

MF Baseline 0.563 0.523 0.506 0.486 0.461 0.431
+WSD 0.590 0.544 0.522 0.495 0.472 0.448

LF Baseline 0.426 0.399 0.396 0.375 0.362 0.347
+WSD 0.439 0.426 0.411 0.389 0.374 0.358

Table 8.3: EWN score at several values of k for the three test sets

8.3.5 Results and discussion

In Table 8.3 the EWN score is given for the three test sets comparing the baseline

without disambiguated feature vectors to the version with disambiguated feature

vectors. For the middle-frequency and the low-frequency test set word sense

disambiguation results in better EWN scores. However, for the high-frequency

test set the scores are lower than for the baseline.

We feared that the positive results were due to the fact that we discarded

nouns that were too infrequent when building the clusters. Co-occurrences of

an adjective with a low-frequency noun will therefore not be disambiguated.

However, a manual inspection of results did not show an effect of frequency.

Both the baseline and the version with disambiguated features result in low-

frequent nearest neighbours for the low-frequency test set.

We believe that, because high-frequency words have a lot of data, the need

for very precise data is less urgent. The non-ambiguous features will make up for

the noise introduced by ambiguous features. For infrequent words that have a

small number of features it is important that features are precise. Furthermore,

infrequent words have a smaller proportion of infrequent, often less ambiguous

features. High-frequency words have more of those infrequent features. It is

important for less frequent words to have disambiguated features.

However, this does not explain why it should hurt the scores for the high-

frequency words. The method clearly introduces noise. For the high-frequency

words the amount of noise introduced seems to outweigh the positive effects.

We will give an example of an improvement. In the baseline foefje ‘trick’

has snufje ‘new invention’ at the first rank. In the disambiguated version it

has truc ‘trick’ at the first rank. Truc ‘trick’ is synonymous with foefje ‘trick’.

However, snufje ‘new invention’ is only mildly related to foefje ‘trick’. After

looking at the feature vectors we were under the impression that the main

reason for this difference is the fact that technisch ‘technical’ gets a different

sense in the case of snufje ‘new invention’ and in case of foefje ‘trick’. This

feature is after disambiguation no longer the same for both words and will not
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result in increased similarity between the two nouns. Hence, snufje is removed

from the 100 nearest neighbours of foefje.

The different senses attributed to technisch in these contexts seems plausible.

A technisch snufje refers to a technological invention, whereas a technisch foefje

is a practical joke with a technical character.

Although the results are interesting, we must stress that the evaluations are

preliminary and we should be cautious not to attribute to much value to the

technique. In future work we would like to test the method more thoroughly.

8.3.6 Conclusion and future work

Using word sense discovery for quality enhancement of feature vectors in distri-

butional frameworks provides an interesting evaluation framework that avoids

the need for sense information in gold standards.

The use of automatic sense discovery for feature vectors in syntax-based

distributional methods (adjective relation) results in improvements in EWN

score for the middle-frequency and the low-frequency test sets. However, for the

high-frequency test set the scores are lower than for the baseline. We believe

that this is due to the fact that the need for precise features is more severe

for low-frequency and middle-frequency words. The noise introduced by the

method probably outweighs the positive effects in the case of high-frequency

nouns.

Having concluded this, we must note that the evaluations are preliminary.

In future work we would like to use the method proposed by Pantel and Lin

(2002) for disambiguating features to compare it with our method. Also, we

would like to experiment with different settings, because these were set rather

arbitrarily in these experiments, e.g. the weights and measures used, the cutoffs

set, and the number of clusters formed.
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K. Simov, and R. Sutcliffe. Overview of the CLEF 2004 Multilingual Ques-

tion Answering Track. In Results of the CLEF 2004 Cross-Language System

Evaluation Campaign, 2004.

J.L. Manguin, L. van der Plas, and J. Tiedemann. Le traitement automatique

: un moteur pour l’évolution des dictionnaires de synonymes. In Colloque

International ”Lexicographie et informatique : bilan et perspectives”, To ap-

pear.

C.D. Manning and H. Schütze. Foundations of Statistical Natural Language

Processing. The MIT Press, Cambridge, Massachusetts, 1999.

K. Markert and M. Nissim. Comparing knowledge sources for nominal anaphora

resolution. Computational Linguistics, 31(3):367–401, 2005.

K. Markert, M. Nissim, and N.N. Modjeska. Using the web for nominal anaphora

resolution. In Proceedings of the EACL Workshop on the Computational

Treatment of Anaphora, 2003.

I. Dan Melamed. Automatic construction of clean broad-coverage translation

lexicons. In Proceedings of the Second Conference of the Association for Ma-

chine Translation in the Americas, 1996.

R. Mitkov. Robust pronoun resolution with limited knowledge. In Proceedings of

the Annual Meeting of the Association for Computational Linguistics (ACL),

1998.

S. Mohammad. Measuring semantic distance using distributional profiles of

concepts. PhD thesis, Graduate Department of Computer Science, University

of Toronto, 2008.

D. Moldovan, M. Passça, S. Harabagiu, and M. Surdeanu. Performance issues

and error analysis in an open-domain question answering system. In Proceed-

ings of the Annual Meeting of the Association for Computational Linguistics

(ACL), 2002.

D. Moldovan, M. Pasça, S. Harabagiu, and M. Surdeanu. Performance issues

and error analysis in an open-domain question answering system. ACM Trans-

actions on Information Systems., 21(2):133–154, 2003.

C. Monz. From Document Retrieval to Question Answering. PhD thesis, Uni-

versity of Amsterdam, 2003.



Bibliography 205

M. Moortgat, I. Schuurman, and T. van der Wouden. CGN syntactische anno-

tatie, 2000. Internal Project Report Corpus Gesproken Nederlands, available

from http://lands.let.kun.nl/cgn.

J. Mur. Increasing the coverage of answer extraction by applying anaphora

resolution. In Fifth Slovenian and First International Language Technologies

Conference (IS-LTC), 2006.

J. Mur and L. van der Plas. Anaphora resolution for off-line answer extraction

using instances. In Proceedings from the First Bergen Workshop on Anaphora

Resolution (WAR I), 2007.

R. Navigli and P. Velardi. An analysis of ontology-based query expansion strate-

gies. In Proceedings of the Workshop on Adaptive Text Extraction and Mining

(ATEM), in the European Conference on Machine Learning (ECML 2003),

2003.

V. Ng and C. Cardie. Identifying anaphoric and non-anaphoric noun phrases

to improve coreference resolution. In Proceedings of the 19th International

Conference on Computational Linguistics (COLING), pages 1–7, 2002.

Y. Niwa and Y. Nitta. Co-occurrence vectors from corpora vs. distance vectors

from dictionaries. In Proceedings of the International Conference on Compu-

tational Linguistics (COLING), 1994.

F.J. Och. GIZA++: Training of statistical translation models. Available from

http://www.isi.edu/~och/GIZA++.html, 2003.

H.J.A. op den Akker, M. Hospers, D. Lie, E. Kroezen, and A. Nijholt. A rule-

based reference resolution method for Dutch discourse. In Proceedings of the

2002 International Symposium on Reference Resolution for Natural Language

Processing, pages 59–66, 2002.

R.J.F. Ordelman. Twente nieuws corpus (TwNC). Parlevink Language

Techonology Group. University of Twente., 2002.
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Nederlandse samenvatting

Lexicaal-semantische relaties zijn relaties die betrekking hebben op woorden

(het lexicon) al naar gelang hun betekenis (semantiek). Twee voorbeelden van

lexicaal-semantische relaties zijn de synoniemrelatie en de co-hyponiemrelatie.

Tussen de woorden najaar en herfst bestaat een synoniemrelatie, omdat de

woorden dezelfde betekenis hebben. De woorden bosbes en braam staan ook in

een lexicaal-semantische relatie. Beide woorden behoren tot dezelfde semanti-

sche klasse, namelijk de klasse van fruit. Woorden die tot dezelfde semantische

klasse behoren worden co-hyponiemen genoemd.

Dit proefschrift behandelt twee onderzoeksvragen: ten eerste onderzoekt

het verschillende methoden om lexicaal-semantische informatie automatisch uit

grote tekstcorpora te extraheren. De centrale vraag daarbij is: welk type van

lexicaal-semantische informatie resulteert uit de verschillende methoden? Ten

tweede tracht het de verworven kennis toe te passen in een computerapplicatie.

Hiermee proberen we te achterhalen, welk type lexicaal-semantische informatie

waar inzetbaar is. De eerste vraagstelling is methodologisch van aard, terwijl de

tweede toepassingsgericht is. Wij zullen het eerste doel nader toelichten en een

korte samenvatting geven van onze bevindingen. Daarna zullen we het tweede

doel behandelen.

Dit proefschrift behandelt drie methoden voor het automatische vergaren

van lexicaal-semantische informatie. De drie methoden berusten op de distribu-

tional hypothesis ‘distributionele hypothese’ (Harris, 1968). De distributionele

hypothese voorspelt dat overeenkomstige woorden in overeenkomstige contexten

voorkomen (similar words share similar contexts). Dit impliceert dat we over-

eenkomstige woorden kunnen vinden door contexten van woorden te vergelijken.

Wanneer wij, bijvoorbeeld, alle woorden selecteren die als lijdend voorwerp van

het werkwoord drinken voorkomen, zien we meteen dat deze woorden tenminste

één eigenschap overeenkomstig hebben, namelijk, het feit dat zij vloeibaar zijn.

In dit voorbeeld is de context syntactisch van aard. We selecteren woorden

in een bepaalde syntactische context, namelijk, het lijdend voorwerp van het

werkwoord drinken.
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Er zijn echter ook andere contexten denkbaar aan de hand waarvan de distri-

butionele gelijkheid van woorden kan worden bepaald. We zouden, bijvoorbeeld,

het woord context in brede zin op kunnen vatten en er meertalige parallelle cor-

pora in kunnen betrekken, i.e. corpora die dezelfde inhoud beschrijven in ver-

schillende talen. Door deze teksten automatisch te aligneren op woordbasis, kan

de vertaling van woorden in verschillende talen worden benaderd. De vertaling

die een woord in andere talen krijgt wordt zodoende de meertalige context van

een woord.

De laatste context die we in dit proefschrift gehanteerd hebben voor de

automatische vergaring van lexicaal-semantische informatie is de op nabijheid

gebaseerde context. Hierbij maken alle betekenisvolle woorden in een bepaalde

zin deel uit van de context voor een woord uit die bepaalde zin.

De drie verschillende contexten: de syntactische context, de meertalige con-

text en de op nabijheid gebaseerde context liggen aan de basis van de drie

verschillende methoden.

Om terug te komen op de eerste onderzoeksvraag: het type lexicaal-semantische

informatie dat resulteert uit de drie methoden is zeer verschillend.

Wij hebben de gerangschikte lijsten van overeenkomstige woorden, die ons

systeem voor ieder woord in onze testset berekent, geëvalueerd met behulp van

het Nederlandstalige gedeelte van de lexicale database EuroWordNet (Vossen,

1998): Dutch WordNet (DWN). Hieruit blijkt dat de syntactische methode

de minimale waarde, verkregen door de gemiddelde afstand tussen willekeurige

woorden uit DWN te berekenen, overschrijdt (0.77 versus 0.26).

De methode die gebaseerd is op syntactische contexten levert synoniemen op

en nog meer co-hyponiemen, zoals de woorden bosbes en braam. Verder vinden

we hyperniemen, woorden die betekenis van een ander woord omvatten, zoals

fruit een hyperniem van bosbes is. Ook de tegenovergestelde relatie vinden wij:

bosbes als hyponiem van fruit.

Op de eerste positie wordt in zo’n 20% van de gevallen een synoniem aange-

troffen. Een percentage van 100% is irrealistisch, aangezien niet elk woord een

synoniem heeft. Volgens onze berekeningen heeft gemiddeld zo’n 60% van de

zefstandige naamwoorden in DWN één of meer synoniemen. Vervolgens is het

percentage co-hyponiemen dat het systeem geeft op de eerste positie twee keer

zo hoog als het percentage synoniemen. Dit is niet wenselijk, maar ook niet erg

verwonderlijk, aangezien woorden uit dezelfde semantische klasse, zoals braam

en bosbes, vaak in dezelfde syntactische contexten voorkomen, bijvoorbeeld, als

lijdend voorwerp van eten en gemodificeerd door het bijvoeglijk naamwoord

gezond.

De op vertaalrelaties gebaseerde methode resulteert in minder co-hyponiemen.

Een woord als braam wordt nu eenmaal zelden vertaald met een woord voor bos-
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bes. Het percentage synoniemen dat gevonden wordt met deze methode ligt dan

ook veel hoger: zo’n 30%. De opzet van evaluaties m.b.v. proefpersonen is

lastig aangezien resultaten erg afhankelijk zijn van de opzet. Desalniettemin

blijkt uit een evaluatie met proefpersonen dat zo’n 35% van de paren die door

DWN als niet-synoniem worden bestempeld door een meerderheid wel degelijk

als synoniem wordt geclassificeerd. De op vertaalrelaties gebaseerde methode

gaat wel gebukt onder ’vuile’ data, aangezien de vertalingen verkregen worden

door automatische woordalignering, die niet altijd juist zijn.

De methode die uitgaat van de woorden, waarmee een bepaald woord voor-

komt in een zin, levert een heel ander type lexicaal-semantische relaties op,

namelijk, associaties, zoals het woord wijn voor het woord feestje. Deze lossere

soort van lexicaal-semantische informatie is het gevolg van het feit, dat de con-

text die gebruikt is, namelijk, alle betekenisvolle woorden in de zin, ook minder

gestructureerd is dan bijvoorbeeld de syntactische context. We evalueren het

resultaat op de woordassociatienormen van De Deyne and Storms (2008).

Nu we de drie methoden hebben toegelicht, komen we terug op de tweede

onderzoeksvraag: Welk type lexicaal-semantische informatie is het best toepas-

baar in de verschillende componenten van een vraag-antwoord-systeem?

Voor het beantwoorden van deze vraag hebben we verschillende soorten

lexico-semantische informatie toegepast op verschillende componenten van het

systeem. We hebben het systeem vervolgens getest op de vragensets van de

Cross Language Evaluation Forum (CLEF10). Het forum voorziet in een test-

batterij voor vraag-antwoord-systemen in meerdere Europese talen.

Zo gebruikten we co-hyponiemen verkregen met de syntactische methode

voor het component vraagclassificatie, waar een vraag wordt ingedeeld in een

klasse aan de hand van het verwachte antwoord. Een vraag als Waar werd Au-

drey Hepburn geboren wordt geclassificeerd als een locatie-vraag, aangezien de

vraag een locatie als antwoord verwacht. Ook gebruikten we verschillende soor-

ten van lexicaal-semantische informatie voor het uitbreiden van de zoektermen

in het component information retrieval, waar tekstpassages worden geselecteerd

waarin wij het antwoord op de vraag hopen te vinden. Hetzelfde type informatie

gebruikten we in de module die de antwoorden uit de geselecteerde tekstpassa-

ges extraheert. Als laatste gebruikten we gecategoriseerde eigennamen voor het

vinden van antecedenten voor nominale constituenten in de off-line-component

van het systeem. In de off-line-component worden feiten uit teksten in tabellen

verzameld zodat, wanneer hierover een vraag wordt gesteld, het antwoord snel

en gemakkelijk kan worden opgezocht.

Uit de resultaten kunnen we opmaken dat vooral de categoriseerde eigenna-

men, een bij-product van de syntactische methode, het vraag-antwoord systeem

10http://clef-qa.itc.it
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verbeteren. Zij verhogen de scores voor de information retrieval component en

zorgen ervoor dat er voor bepaalde type vragen, namelijk de definitie- en WH-

vragen, aanzienlijk vaker het goede antwoord gevonden wordt. Co-hyponiemen

zijn toepasbaar voor het uitbreiden van bepaalde semantische klassen in DWN

voor vraagclassificatie. Ook wordt er een kleine verbetering behaald, wanneer

associaties worden gebruikt voor het uitbreiden van zoektermen in de compo-

nent information retrieval.

Kortom, welke soort van lexico-semantische informatie adequaat is, verschilt

per module en per soort van vragen. Het feit dat de CLEF vragenset veel vra-

gen bevat waarin informatie wordt gevraagd over entiteiten levert een bijdrage

aan het succes van de toepassing van gecategoriseerde eigennamen in deze taak.

Ook de tegenvallende resultaten voor de toepassing van andere soorten lexicale

informatie, vooral in de componenten information retrieval en antwoord mat-

ching en selectie, zouden te wijten kunnen zijn aan de specifieke opzet van de

CLEF vragensets, waarin de lexicale variatie niet erg groot lijkt. De behaalde

resultaten wijzen in een richting, maar kunnen niet worden gegeneraliseerd en

zodoende als geldend gehouden worden voor vraag-antwoord-systemen in het

algemeen, laat staan voor andere applicaties in de natuurlijke taalverwerking.
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49 Danielle Bougäıré (2004). L’approche communicative des campagnes de
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62 Tamás Biró (2006). Finding the Right Words: Implementing Optimality

Theory with Simulated Annealing.

63 Dieuwke de Goede (2006). Verbs in Spoken Sentence Processing: Unrav-

eling the Activation Pattern of the Matrix Verb.

64 Eleonora Rossi (2007). Clitic production in Italian agrammatism.

65 Holger Hopp (2007). Ultimate Attainment at the Interfaces in Second

Language Acquisition: Grammar and Processing.

66 Gerlof Bouma (2008). Starting a Sentence in Dutch: A corpus study of

subject- and object-fronting.

67 Julia Klitsch (2008). Open your eyes and listen carefully. Auditory and

audiovisual speech perception and the McGurk effect in Dutch speakers

with and without aphasia.

68 Janneke ter Beek (2008). Restructuring and Infinitival Complements in

Dutch.

69 Jori Mur (2008). Off-line Answer Extraction for Question Answering.

70 Lonneke van der Plas (2008). Automatic Lexico-Semantic Acquisition for

Question Answering.


	00-Titlecon.pdf
	01-c1.pdf
	02-c2.pdf
	03-c3.pdf
	04-c4.pdf
	05-c5.pdf
	06-c6.pdf
	07-Concl.pdf
	08-unfinish.pdf
	09-bibliogr.pdf
	10-nlsamenvatting.pdf
	11-grodil.pdf



