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Chapter 8

Unfinished sympathies

8.1 Introduction

Research is never finished. There is just a point where you realise that it is

time to write up results and leave your beloved unfinished objects of interest as

they are. This chapter presents two pieces of work that have not been studied

enough to be included in the main part of the thesis. The ideas, however, have

risen during the course of the thesis as part of the syntax-based method and are

at the heart of my research activities over the past four years.

The first section presents a technique that uses the nearest neighbours re-

trieved from distributional methods as input to remedy data sparseness (sec-

tion 8.2). The second section discusses the discovery of senses by clustering

features (section 8.3).

8.2 Third-order affinities

In this section we will present a technique that remedies data sparseness by

using the output of the system as input in a second run.

8.2.1 First, second, and third

We discussed the difference between first- and second-order affinities (Grefen-

stette, 1994b) in section 1.2 of the first chapter. There exists a first-order affinity

between words if they often appear in the same context, i.e., if they are often

found in the vicinity of each other. Words that co-occur frequently such as or-

ange and squeezed have a first-order affinity. There exists a second-order affinity

between words if they share many first-order affinities. These words need not

appear together themselves, but their contexts are similar. Orange and lemon
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appear often in similar contexts such as being the object of squeezed, or being

modified by juicy.

Note that first-order affinities are used to compute the second-order affinity

between words. The contexts shared by words are used as features in the cal-

culation of their semantic relatedness. We say that there exists a second-order

affinity between words if the words share many first-order affinities. Techniques,

such as the ones described in previous chapters, which use first-order affinities

to find second-order affinities (nearest neighbours) between words are called

second-order affinity techniques

We would like to introduce another term: third-order affinities.1 There

exists a third-order affinity between words, if they share many second-order

affinities. If a word shares many nearest neighbours with another word, there

exists a third-order affinity between these words. If pear and watermelon are

similar and orange and watermelon are similar, then pear and orange have a

third-order affinity. Third-order affinity techniques are techniques that discover

third-order affinities between words by determining the similarity with respect

to second-order affinities (nearest neighbours).

We believe that third-order affinity techniques are useful in the task of find-

ing semantically related words. It is particularly helpful in cases where data

sparseness is an important factor. In an ideal world all second-order affinities

could be inferred from first-order information found in texts directly. However,

second-order affinities might not appear due to limited amounts of data. In such

cases the third-order affinities can account for the missing data.

8.2.2 Transitivity of meaning

As with most methods for smoothing, there is a cost. The validity of the third-

order affinities is dependent on the transitivity of the similarity between con-

cepts. Unfortunately, it is not always the case that the similarity between A

and B and B and C implies the similarity between A and C.

When two concepts are identical, the transitivity of meaning holds. If A=B

AND B=C → A=C. Does the same reasoning hold for similarity of a lesser

degree? If Anna looks like Rosa, and Rosa looks like Roxanne, do Anna and

Roxanne by consequence look alike? We know that there are several types of

semantic relations found among the nearest neighbours found by the distribu-

tional methods: synonyms, co-hyponyms and hypo/hypernyms. Let us take a

look at the transitivity of meaning for these semantic relations.

Tversky and Gati (1978) give an example of co-hyponymy where transitivity

1Grefenstette (1994b) uses the term third-order affinities for a different concept, i.e. for
the subgroupings that can be found in list of second-order nearest neighbours.
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does not hold. Jamaica is similar to Cuba (with respect to geographical prox-

imity); Cuba is similar to Russia (with respect to their political affinity), but

Jamaica and Russia are not similar at all. Geographical proximity and political

affinity are separable features. Cuba and Jamaica are co-hyponyms if we

imagine a hypernym Caribbean islands of which both concepts are daughters.

Cuba and Russia are co-hyponyms too, but being daughters of another mother,

i.e. the concept communist countries. The concept Jamaica thus inherits fea-

tures from multiple mothers. What can we say about the transitivity of meaning

in this case? The transitivity between two co-hyponyms holds when restricted

to single inheritance.

When words are ambiguous, we arrive in a similar situation. Widdows (2004)

gives the following example: Apple is similar to IBM in the domain of computer

companies; Apple is similar to pear, when we are thinking of fruit. Pear and

IBM are not similar at all. Again, there is the problem of multiple inheritance.

Apple is a daughter both of the concept computer manufacturers and of fruits.

For co-hyponyms similarity is only transitive in case of single inheritance. The

same holds for synonyms. If a word has multiple senses we get into trouble

when applying the transitivity of meaning.

The hypo/hypernym relation is a bit different. The semantic relation is

transitive. If A is the ancestor of B, and B is the ancestor of C, A is the

ancestor of C. However, it is not symmetric. We cannot reverse the relation. If

X is the ancestor of Y, by consequence, Y is not an ancestor of X. The relation

is asymmetric. If X is a hypernym of Y, than Y is the hyponym of X.

Although we have seen many examples of cases where the transitivity of

meaning does not hold, we hope to find improvements for finding semantically

related words, when combining second and third-order affinities.

8.2.3 Methodology

In the following subsections we briefly describe the set up for our experiments.

We follow the methodology used for the syntax-based method (Chapter 3) for

the most part. We will provide short summaries of methods used and provide

more detailed information, where the methodology used differs from that used

in Chapter 3.

Data collection We used 80 million words of Dutch newspaper text: the

CLEF Corpus2 that is parsed automatically using the Alpino parser (Van Noord,

2006). The result of parsing a sentence is a dependency graph according to the

guidelines of the Corpus of Spoken Dutch (Moortgat et al., 2000). From these

2The larger corpus of 500 million words was not available to us at the time of the experi-
ments.
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dependency graphs, we extracted several syntactic relations between words as

described in 3.3.1.

Combining first- and second-order data Our goal is to combine first- and

second-order affinities to compute the similarity between words. We will thus

combine second-order and third-order techniques. Whereas we usually base our

computations on the contexts words are found in (the first-order affinities), we

now want to include second-order information, i.e. the output of the system,

to compute nearest neighbours. We are thus feeding the output of the system

back into the system as input.

To retrieve second-order affinities, we retrieved for each word a ranked list

of similar words by comparing the weighted feature vector of the headword with

all other words in the corpus above a certain threshold.3 We collected the 10

most similar nouns to all nouns. These are the second-order affinities that will

be input to our system.

We need to combine first and second-order affinities. There are several ways

to combine these two types of data and we are aware that the method we

chose is not the most elegant solution. To test our first intuitions, we have

simply merged the first and second-order affinities and used the information in

one bulk. If a word like apple has as its nearest neighbours: strawberry, pear,

banana etc., we add to the feature vector of apple that contains already eat obj

and green adj the words apple, strawberry, pear, banana etc.4 However, due to

time limitations we were not able to try more elegant methods, such as ensemble

methods, applied to automatic thesaurus extraction by Curran (2002).

The first-order co-occurrence vectors have co-occurrence frequencies as val-

ues. These frequencies are weighted before the actual comparison of the vectors

takes place (as explained in previous chapters, for example, section 3.3). For

the vectors reflecting the second-order affinities the cell values should reflect the

similarity between the two words. We have used the cube of the reverse rank of

the word: (k−rank+1)3. This reflects the idea that the difference in similarity

between the word at the first rank and the second rank is not on a linear scale,

as it would be, if we just used the k−rank+1, but the difference is much larger.

Similarity measure and weight In order to compare the vectors of any two

headwords, we need a similarity measure. We have used a weighting function

to account for the differences in information value of the several co-occurrence

3In these experiments we have used a cell frequency cut-off of 2 and a row frequency cut-off
of 10. This is based on results of early experiments (Van der Plas and Bouma, 2005a).

4Note that we include the word apple for the target word apple since that is the most
similar neighbour of apple and we want apple to receive a high similarity score for words that
also have apple in their close neighbourhood.
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types, as done in previous chapters (3, 4, and 5). In these experiments we have

used Dice†, a variant of Dice as similarity measure and pointwise mutual

information (MI, Church and Hanks (1989)) as a weighting function.

8.2.4 Evaluation

EWN similarity measure For each word we collected its 100 nearest neigh-

bours according to the system. For each pair of words (target word plus one

of the nearest neighbours) we calculated the semantic similarity according to

EWN. We used the Wu and Palmer measure (Wu and Palmer, 1994) applied to

Dutch EWN (Vossen, 1998) for computing the semantic similarity between two

words, as explained in 3.4.1.

Synonyms, hypernyms and (co)-hyponyms To evaluate the system with

respect to the number of synonyms found in EWN, we again used the synsets

in Dutch EWN as our gold standard. Our gold standard consists of a list of all

nouns found in EWN and their corresponding synonyms extracted by taking the

union of all synsets for each word. Precision is then calculated as the percentage

of candidate synonyms that are truly synonyms according to our gold standard.

For hyponyms, co-hyponyms, and hypernyms we used the same gold standard.

Test set To evaluate on EWN, we have used the same test set as used in other

chapters. We have constructed a test set of 3 times 1000 words. In chapter 3,

section 3.4.3 we explained how we built a large test set of 3000 nouns selected

from EWN. We have split up the test set in high-frequency, middle-frequency

and low-frequency words. For the high-frequency test set the frequency ranges

from 258,253 (jaar, ‘year’) to 2,278 (scène, ‘scene’). The middle-frequency test

set has frequencies ranging between 541 (celstraf, ‘jail sentence’) and 364 (vre-

desverdrag, ‘peace treaty’). For the test set of infrequent nouns the frequency

goes from 91 (charter, ‘charter’) down to 73 (basisprincipe, ‘basic principle’).

8.2.5 Results and discussion

In Tables 8.1 and 8.2 the results of using third-order affinity techniques is pre-

sented.

In Table 8.1 we see that for the low-frequency test set, both the combination

of second and third-order affinity techniques and the third-order affinity tech-

nique substantially outperform the second-order affinity technique. Table 8.2

shows that both techniques outperform the baseline on all semantic relations.

The percentage of synonyms, hypernyms, hyponyms and co-hyponyms is larger
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EWN similarity
k=1 k=3 k=5 k=10 k=20 k=50

HF 2nd 0.735 0.678 0.651 0.613 0.577 0.530

2nd+3rd 0.721 0.667 0.641 0.602 0.565 0.517
3rd 0.704 0.665 0.646 0.613 0.574 0.529

MF 2nd 0.644 0.603 0.583 0.552 0.525 0.486
2nd+3rd 0.651 0.618 0.601 0.572 0.541 0.497

3rd 0.630 0.607 0.593 0.567 0.539 0.504

LF 2nd 0.484 0.452 0.441 0.412 0.390 0.363
2nd+3rd 0.563 0.535 0.522 0.495 0.469 0.428
3rd 0.551 0.528 0.515 0.492 0.464 0.429

Table 8.1: EWN score at several values of k for the three test sets

Synonyms Hypernyms Hyponyms Co-hyponyms
k=1 k=5 k=1 k=5 k=1 k=5 k=1 k=5

HF 2nd 16.27 7.06 13.45 7.71 15.43 9.74 40.35 29.57

2nd+3rd 14.27 6.07 13.75 7.76 12.20 8.01 38.57 28.87
3rd 12.10 6.36 11.37 6.84 11.99 9.24 36.91 29.49

MF 2nd 12.63 5.16 3.99 3.13 4.64 2.95 33.51 22.58
2nd+3rd 11.48 5.54 3.83 3.35 4.32 2.82 33.33 24.10

3rd 8.11 5.07 4.91 3.61 4.30 2.86 28.87 23.09

LF 2nd 5.86 2.55 1.58 1.52 0.68 0.49 17.79 12.00
2nd+3rd 8.71 5.13 3.17 1.98 1.98 1.53 25.15 18.44

3rd 7.29 4.94 2.73 2.05 1.82 1.29 24.04 18.08

Table 8.2: Distribution of semantical relations over the first k candidates for
the three test sets
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for both the combination of second and third-order affinity techniques and the

third-order affinity technique only.

For the middle-frequency test set the benefit of using third-order affinities

is less clear. With respect to the EWN score, the combination of first and

second-order techniques outperforms the baseline. However, the technique that

uses only third-order information performs worse. Also, when we take a look

at the percentages of semantical relations found among the nearest neighbours

in Table 8.2, we see that only for about 50% of the reported cases the baseline

is outperformed. For the high-frequency test set the baseline is almost never

outperformed.

As explained in the introduction we believe that the third-order affinity

techniques are most helpful in case there is a lack of data. This is the case for

low-frequency words, but much less for middle-frequency and high-frequency

words.

Also, we explained that polysemy results in false transitivity. Remember

the example with Apple: Apple is similar to IBM in the domain of computer

companies. Apple is similar to pear, when we are thinking of fruit. However,

pear and IBM are not similar at all. Apple has (at least) two senses. It is both

a daughter of the concept computer manufacturers and of fruits. Highly fre-

quent words are often more polysemous than low-frequency words (Zipf, 1945).

This might also be a reason that the results for the high-frequency words are

disappointing.

8.2.6 Conclusion and future work

Although we can draw a number of conclusions, the work presented in this

section is work in progress and there are many open issues left for future work.

We can conclude that there seems to be a substantial benefit for words

that are infrequent to use third-order techniques to complement second-order

techniques. It would be interesting to see where we should draw the line. What

words are infrequent enough to benefit from third-order techniques?

Another interesting venture would be to measure the countereffect on data

sparseness gradually by using the technique on decreasing amounts of data. We

have used a 80 million-word corpus in these experiments. We could run the same

experiments on half of the corpus, a quarter, and so on. This would show us if

the third-order techniques indeed become more important when data sparseness

is more severe.

As explained in the section on methodology, the method we used for com-

bining the second-order and third-order technique, i.e. merging the two types

of data together is a first try to test our intuitions. We would like to experiment
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with more elegant ways of combining both types of data in future work. Also,

the technique allows for iteration.

8.3 Word sense discovery

In this section we will present a technique for discovering word senses from

text automatically by clustering the feature space. Word sense discovery is also

known by the terms word sense discrimination, and word sense induc-

tion.

8.3.1 Senses

In previous chapters we have discussed the fact that words have multiple senses,

i.e. words are polysemous. We discussed this issue mainly in the context of the

problems it raises for the acquisition of semantically related words. The fact that

words are polysemous and we are not able to discriminate between the different

senses a particular word has confuses the features and results in crossed feature

vectors that mix features for each sense of the word.

For this reason we have tried to discover the different senses words have

from the data we used for the syntax-based distributional similarity technique:

syntactic contexts. In this section we will limit our investigations to the adjective

relation.

8.3.2 Clustering features

In most cases word sense discovery has been investigated from the perspective

of clustering the nearest neighbours in such a way that the clusters correspond

to the different senses a word has. For example, Pantel and Lin (2002) have

introduced CBC (Clustering By Committees). It finds a set of tight clusters

called committees. The centroid of the members of a committee is used as the

feature vector of the cluster. Words are then assigned to the cluster they are

most similar to. Overlapping features between the word and the cluster are

removed from the word. The remainder of the features can be used to assign

the word to another cluster.

We have taken a different perspective. We have tried to discover the multiple

senses a word has by clustering the feature space instead of clustering the nearest

neighbours directly. We will try to explain our ideas by giving an example.

If polysemy were unknown to us, we would still be able to see from the data

we gathered from corpora, in this case co-occurrences of nouns and adjectives,

that something strange was going on. Some nouns are found in very distinct

contexts, i.e. contexts that are not normally found with one and the same
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noun. For example, the contexts fluwelen ‘velvet’ and regionaal ‘regional’ are

not normally found with a single noun. Velvet is found with jackets, furniture

and shoes, but regional is normally found with different sorts of things, such

as festivities and politics. There is, however, a noun that is found with both

adjectives: the word bank in Dutch.

The word bank in Dutch can refer (among others) to an establishment for the

custody of money and to the piece of furniture referred to by the term couch

in English. The adjectives that modify the word bank are therefore fluwelen

‘velvet’, lederen ‘leather’, regionaal ‘regional’, and plaatselijk ‘local’. It is clear

that both senses of the word bank are reflected in the feature vector.

Information on the number of senses a noun has is captured in the hetero-

geneity of the adjectives it is found with. If a noun is found with heterogeneous

adjectives, i.e. adjectives that are very dissimilar themselves, chances are that

the word is polysemous.

The heterogeneity of the adjectives found with a particular noun can be

determined by looking at the nouns these adjectives co-occur with. We apply

the distributional hypothesis again here, but this time to the adjectives: Similar

adjectives share similar nouns. The idea is that it should be possible to cluster

the adjectives on the basis of the nouns they co-occur with. We are thus using

the headwords as features to determine the similarity of adjectives. In the case

of the adjective relation we will cluster the adjectives using the nouns that

are being modified as features. We hope that the adjectives fluwelen ‘velvet’,

lederen ‘leather’ will be clustered together because they are found in similar

contexts. For example, they might be modifying things like sofas, jackets, shoes

etc. The adjectives regionaal ‘regional’, plaatselijk ‘local’ will be in another

cluster together, because they appear in similar context, though very distinct

from the context the first two adjectives are found in. All four adjectives appear

in the context of bank, a polysemous word, but they also modify many non-

polysemous words. Less ambiguous words compensate for the confusion caused

by polysemous nouns.

The last step is to divide the senses for a word according to the clusters the

features are found in. In our simplified example the word bank would be given

two senses, because the four adjectives have been clustered into two distinct

groups. We will give a more detailed explanation of the methodology applied

in section 8.3.3.

Although it was initially our aim to discover word senses for nouns by clus-

tering the adjectives they are found with, we were, due to limited resources, not

able to evaluate the resulting senses for a given noun. 5

5The evaluation described in Pantel and Lin (2002) makes use of WordNet and a sense-
tagged corpus. We had no access to a Dutch corpus tagged with word senses.
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We do have an evaluation framework in place for the evaluation of nearest

neighbours. We believe that it would be interesting to evaluate the effect of

disambiguated feature vectors for the acquisition of semantically related words.

We therefore decided to apply word sense discovery to adjectives in feature

vectors and to use those vectors to acquire similar nouns. The hope is that if

the sense discovery for adjectives is any good, the similar words computed on

the basis of disambiguated feature vectors might be of a better quality as well.

This would then be reflected in the scores. In this way we are able to test the

word senses discovered (for adjectives) using the same evaluation method we

put in place for the evaluation of distributional similarity.

The drawback of this method is that we are evaluating the word sense dis-

covery of adjectives instead of nouns. This is possibly a harder task. We will

provide preliminary results in the results section. Before that we will explain

the methodology we followed.

8.3.3 Methodology

In the following subsections we briefly describe the set up for our experiments.

We follow the methodology used for the syntax-based method for the most part.

We will provide short summaries of methods used and provide more detailed

information, where the methodology used differs from that used in Chapter 3.

Data collection We used 80 million words of Dutch newspaper text: the

CLEF Corpus that is parsed automatically using the Alpino parser (Van Noord,

2006).6 For these experiments we used only the adjective relation.

Clustering algorithm We have used the CLUTO software package (Karypis,

2002) for clustering. We applied standard settings. We have set the number of

required clusters to 10.

CLUTO provides two stand-alone programmes: one for clustering in simi-

larity space and one for clustering on the basis of high-dimensional vectors. We

have used CLUTO to cluster in similarity space (using the programme sclus-

ter). This means that we determined the similarity between objects based on

the high-dimensional feature vectors using our own system. CLUTO was only

used to cluster the nearest neighbours according to the similarity scores our

system provided. The reason for this is that we wanted to use the similarity

measures and weights that we have used in previous chapters for the calculation

6These experiments were also carried out when the 500 million-word corpus was not yet
available.
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of the nearest neighbours.7 These similarity measures and weights were not

provided by CLUTO.

The strategy followed to acquire the different senses for adjectives is thus

to compute the N nearest neighbours for every headword (nouns) above the

frequency threshold 10.8 The similarity scores between the headwords and their

nearest neighbours retrieved from the system is used as input to the clustering

programme. The headwords (nouns) are then divided into k clusters. N was set

to 1000 and k was set to 10. Hence, headwords were grouped into 10 clusters

on the basis of similarity scores with 1000 neighbours.

After the nouns have been clustered, it is time to apply sense disambigua-

tion to the adjectives based on these clusters. For every co-occurrence type of

a headword(noun) and a feature (adj) we attach a number from 1 to 10 (cor-

responding to the cluster the noun belongs to) to the adjective. The feature

vector now looks like:

(1) 10#1∼soft ADJ#person

3#2∼soft ADJ#cheese

The first digit refers to the frequency of the co-occurrence. The second (in front

of the tilda) discriminates the two different senses of the adjective soft, i.e. the

first sense: 1∼soft and the second 2∼soft. The reason for the fact that soft

receives a different sense in both cases is due to the fact that the nouns person

and cheese have been assigned to different clusters.

Feature vectors for all words were disambiguated in the way described above.

These disambiguated feature vectors are used to compute distributionally sim-

ilar words as done in previous chapters.9

8.3.4 Evaluation

We applied the same framework for the evaluation of nearest neighbours as

used to evaluate the various distributional methods in previous chapters. The

method is repeated in the first section of this chapter in section 8.2.4.

We will report results based on the EWN score. The scores for the several

semantic relations are too low in general.

7In these experiments we have used a cell frequency cut-off of 1 and a row frequency cut-off
of 10. And we used the combination Dice† + MI. This is based on results of early experiments
in Van der Plas and Bouma (2005a).

8Nouns that are too infrequent cannot be clustered reliably. These nouns do not result in
any sense distinction. In practice this means that adjectives accompanied by such infrequent
nouns will get the sense 0.

9We used the combination Cosine + t-test, as this combination proved to perform better
in later experiments. We have kept a cell frequency cut-off of 1 and a row frequency cut-off
of 10.
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EWN score
k=1 k=3 k=5 k=10 k=20 k=50

HF Baseline 0.732 0.683 0.658 0.622 0.579 0.530

+WSD 0.705 0.648 0.619 0.581 0.545 0.501

MF Baseline 0.563 0.523 0.506 0.486 0.461 0.431
+WSD 0.590 0.544 0.522 0.495 0.472 0.448

LF Baseline 0.426 0.399 0.396 0.375 0.362 0.347
+WSD 0.439 0.426 0.411 0.389 0.374 0.358

Table 8.3: EWN score at several values of k for the three test sets

8.3.5 Results and discussion

In Table 8.3 the EWN score is given for the three test sets comparing the baseline

without disambiguated feature vectors to the version with disambiguated feature

vectors. For the middle-frequency and the low-frequency test set word sense

disambiguation results in better EWN scores. However, for the high-frequency

test set the scores are lower than for the baseline.

We feared that the positive results were due to the fact that we discarded

nouns that were too infrequent when building the clusters. Co-occurrences of

an adjective with a low-frequency noun will therefore not be disambiguated.

However, a manual inspection of results did not show an effect of frequency.

Both the baseline and the version with disambiguated features result in low-

frequent nearest neighbours for the low-frequency test set.

We believe that, because high-frequency words have a lot of data, the need

for very precise data is less urgent. The non-ambiguous features will make up for

the noise introduced by ambiguous features. For infrequent words that have a

small number of features it is important that features are precise. Furthermore,

infrequent words have a smaller proportion of infrequent, often less ambiguous

features. High-frequency words have more of those infrequent features. It is

important for less frequent words to have disambiguated features.

However, this does not explain why it should hurt the scores for the high-

frequency words. The method clearly introduces noise. For the high-frequency

words the amount of noise introduced seems to outweigh the positive effects.

We will give an example of an improvement. In the baseline foefje ‘trick’

has snufje ‘new invention’ at the first rank. In the disambiguated version it

has truc ‘trick’ at the first rank. Truc ‘trick’ is synonymous with foefje ‘trick’.

However, snufje ‘new invention’ is only mildly related to foefje ‘trick’. After

looking at the feature vectors we were under the impression that the main

reason for this difference is the fact that technisch ‘technical’ gets a different

sense in the case of snufje ‘new invention’ and in case of foefje ‘trick’. This

feature is after disambiguation no longer the same for both words and will not
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result in increased similarity between the two nouns. Hence, snufje is removed

from the 100 nearest neighbours of foefje.

The different senses attributed to technisch in these contexts seems plausible.

A technisch snufje refers to a technological invention, whereas a technisch foefje

is a practical joke with a technical character.

Although the results are interesting, we must stress that the evaluations are

preliminary and we should be cautious not to attribute to much value to the

technique. In future work we would like to test the method more thoroughly.

8.3.6 Conclusion and future work

Using word sense discovery for quality enhancement of feature vectors in distri-

butional frameworks provides an interesting evaluation framework that avoids

the need for sense information in gold standards.

The use of automatic sense discovery for feature vectors in syntax-based

distributional methods (adjective relation) results in improvements in EWN

score for the middle-frequency and the low-frequency test sets. However, for the

high-frequency test set the scores are lower than for the baseline. We believe

that this is due to the fact that the need for precise features is more severe

for low-frequency and middle-frequency words. The noise introduced by the

method probably outweighs the positive effects in the case of high-frequency

nouns.

Having concluded this, we must note that the evaluations are preliminary.

In future work we would like to use the method proposed by Pantel and Lin

(2002) for disambiguating features to compare it with our method. Also, we

would like to experiment with different settings, because these were set rather

arbitrarily in these experiments, e.g. the weights and measures used, the cutoffs

set, and the number of clusters formed.
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