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Chapter 7

Conclusions and future

directions

7.1 Research questions

Let us repeat the research questions that are at the heart of this study. The

research questions are:

• What type of lexico-semantic information stems from the different distri-

butional methods?

• What lexico-semantic resources are most useful for which components in

QA?

We will in the next section (7.2) offer conclusions with respect to the first

research question. In section 7.3 we will offer conclusions for the second research

question. We will conclude with future directions.

7.2 Conclusions with respect to the first research

question

We wanted to study three different distributional methods for the automatic ac-

quisition of lexico-semantic information: the syntax-based method, the alignment-

based method and the proximity-based method. The three methods differ with

respect to the type of context used to calculate the distributional similarity be-

tween words. The syntax-based method uses syntactic relations such as the ob-

ject relation of feed (feed obj) as feature for a word such as cat. The alignment-

based method uses translations of words in multiple languages retrieved through
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automatic word alignment to compute distributional similarity. An example for

the word cat is the translation in German: Katze (Katze DE). The proximity-

based method uses the bag-of-words found in one sentence as the context to

compute distributional similarity from. For example, the fact that cat is in the

same sentence as companionship will result in companionship being a feature

for cat.

We wanted to give a characterisation of the information that stems from

these methods and evaluate the usefulness of th einformation on several gold

standards.

With respect to the syntax-based method we can conclude from our eval-

uations on the gold standard EuroWordNet (EWN, Vossen (1998)) that the

method results in ranked lists of semantically related words. The method out-

performs the baseline of randomly assigning nearest neighbours from EWN to a

headword with an EWN score of 0.77 against 0.26 for the high-frequency words.

Among the nearest neighbours are many co-hyponyms. At the first rank

about twice as many co-hyponyms as synonyms are found for all test sets. The

number of hypernyms and hyponyms is lower. For the high-frequency test set

the number of hyponyms found is twice as large as the number of hypernyms

and for the low-frequency test set the inverse holds. This effect is due to the

fact that high-frequency nouns often are more general and hence have more

hyponyms, and low-frequency nouns that are more specific in general have more

hypernyms. It should be noted that the syntax-based method returns nearest

neighbours that belong to the same syntactic category as the headword.

It is to be expected that the syntax-based method returns many semantic

relations other than synonymy because co-hyponyms, such as wine and beer,

share many syntactic contexts. Because it is in our interest to find a method that

would return more synonyms, we experimented with the so-called alignment-

based method.

With respect to the alignment-based method we can conclude that it is

better at finding synonyms than the syntax-based method. The performance

of the former is almost twice as good as the latter, while the amount of data

used is much smaller. The method does well on small amounts of data. That

is fortunate, because the type of data the alignment-based method needs, i.e.

parallel corpora, is typically very sparse. Still there are many hypernyms and

(co)-hyponyms found among the nearest neighbours. A lot of noise in the data

is due to the fact that some languages use one word to present compounds

orthographically and other languages use at least two words. This results in

false alignments. Compounds such as slagroom ‘whipped cream’ are wrongly

aligned to only one part of the multiword unit in other languages such as English

whipped and not the entire component whipped cream. The nearest neighbours
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of the alignment-based method do not all belong to the same syntactic category.

We have, however, filtered the list using the CELEX dictionary. The nearest

neighbours contain plural forms due to problems with stemming.

The last method, the proximity-based method, performs worse than the

other two methods when evaluated on the goldstandard EWN. This is not sur-

prising as this method mostly finds associations for a headword. The nearest

neighbours often belong to different syntactic and semantic categories than the

headword. However, when tested on the Leuven Dutch word association norms

(De Deyne and Storms, 2008) the method performs best. The proximity-based

method is able to capture the associations people give for keywords in free asso-

ciation tests. Because the contexts the method extracts are the least restricted

of the three methods, it extracts a lot for limited amounts of data. This eas-

ily gets out of hand, when the corpora used are very large. The method then

easily extracts too much data and calculating similarity without performing di-

mensionality reduction becomes infeasible. However, when limited text data is

available, the proximity-based method is able to outperform the syntax-based

method in finding synonyms.

In the end we were able to show the difference in nature of the nearest

neighbours resulting from the three methods by inspecting the results and eval-

uating on two gold standards. The alignment-based method is best at finding

the tightest semantic relation: synonymy. It does, however, on account of align-

ment errors mostly due to compounding, give rise to many hypernyms and (co)-

hyponyms. The syntax-based method finds many synonyms, though smaller

numbers than the alignment-based method due to the nature of the syntac-

tic context. It also finds many co-hyponyms, hypernyms and hyponyms. The

proximity-based method results in nearest neighbours of a completely different

nature. There are very few synonyms, hypernyms and (co)-hyponyms. Most

of the nearest neighbours are associations. The nearest neighbours often be-

long to another semantic and even syntactic category than the headword. The

proximity-based method is better at finding associations than both previously

mentioned methods.

7.3 Conclusions with respect to the second re-

search question

Let us now turn to the second research question. With regard to the application

we are working on, i.e. question answering, we wanted to know what type of

lexico-semantic information, if any, helps to improve the system. The question

answering system is composed of several components. We wanted to see what
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type of lexico-semantic information is useful for which component.

The results of applying lexico-semantic information to QA are surprising,

since a by-product of the syntax-based method proved very successful. The

first-order affinities found between named entities and nouns with which they

are in an apposition relation, the so-called categorised named entities, proved

very beneficial. They were used successfully for answering definition and wh

questions, for query expansion in the IR component, and for the the task of

anaphora resolution of definite NPs in the component of off-line QA. From the

viewpoint of QA this success is less surprising. It is a known fact that named

entities are important for a task such as open-domain QA.

The proximity-based nearest neighbours proved slightly beneficial for query

expansion in IR, although the categorised named entities still outperform the

proximity-based nearest neighbours in this respect.

The nearest neighbours of the syntax-based method were useful for expand-

ing EWN semi-automatically to extract persons and their functions off-line.

The results of using (near-)synonyms from the alignment-based method and

syntax-based method to account for terminological variation were disappointing.

We were not able to show considerable improvement neither for the task of query

expansion for IR nor for the component of answer matching and selection. We

do not believe that these outcomes can be ascribed to the lack of quality of the

nearest neighbours. The use of lexico-semantic information from EWN did not

prove to be helpful either. We do believe that we could improve the techniques

we used to apply the lexico-semantic information, for example, to filter out

expansions for IR that belong to another sense of the target word. Also, we fear

that the test we evaluated the QA system on, i.e. the questions from the CLEF

Dutch QA track, contains a rather limited amount of terminological variation

between question and answer context.

However, the conclusions drawn from the evaluations of the usefulness of

lexico-semantic information for the CLEF question answering task cannot be

generalised to hold for the task of question answering in general, let alone for

other natural language applications.

7.4 Future directions

With respect to the first research question of this thesis, we would like to improve

the alignment-based method. More specifically, we would like to use better

alignment models to account for the problems related to compounding. For

example, we would like to use constituent alignment as used by Padó and Lapata

(2005) or phrase-based models resulting from phrase-based machine translation

to account for these problems.
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Furthermore, we would like to work on improving the syntax-based methods.

Two examples of work that we were not able to finish within the time limits of

this PhD project are the use of third-order affinity techniques and the discovery

of word senses. The last chapter of this thesis gives some preliminary results

that we will investigate further in future work.

With respect to the second research question, the application of lexico-

semantic information, we would like to improve the techniques we used to apply

the lexico-semantic information to QA. For example using a technique simi-

lar to concept similarity (Qiu and Frei, 1993) for query expansion in the IR

component.

7.5 Contributions

The main contributions of this thesis are:

• A comparison of three distributional methods aimed at the acquisition of

lexico-semantic information both in terms of a characterisation of nearest

neighbours and large-scale evaluations on various gold standards (Chap-

ters 3, 4, and 5).

• A new distributional method based on translational data acquired through

automatic word alignment of multilingual parallel corpora (Chapter 4).

• Application of well-known syntax-based and proximity-based methods for

the Dutch language (Chapters 3 and 5).

• A comprehensive evaluation of lexico-semantic information for each com-

ponent of the question answering system Joost (Chapter 6).



184 Chapter 7. Conclusions and future directions




