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Chapter 1

Introduction

1.1 Words

The fact that the reader’s eyes are sliding over this text, and he at least grasps

some of what I am saying, shows the representational powers that words have.

Words in isolation bring about associations in our heads:

sun

black

freedom

By means of combinations of words in sentences we are able to express more

precise information about events or situations.

The sun was shining brightly as the black horse escaped the farm

and walked its way to freedom.

Humans learn about the meaning of words during the course of their lives. The

associations people have with particular words is largely dependent on the social

environment and the experience a person has. The study of how humans acquire

such associations is a fascinating field of research.

This thesis is in computational linguistics. Computational linguists are con-

cerned with the modeling of natural language. These models of natural language

can be very useful in computer applications, where natural language is used in

communications between a user and the computer.

The computer applications that are most familiar to us are probably search

engines such as Google. The user types in words hoping to retrieve relevant
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documents in return. Now, the user is still very much adapting to the computer

environment. He types in keywords. If the user were to stand in front of another

human being that could give him the information he wanted the information

request would surely not be composed of keywords only: Nicole Kidman married

He would ask the other person a question in natural language, such as Do you

happen to know who Nicole Kidman is married to? We will come back to

questions in natural language in section 1.5.

Even though the user adapts to the computer by typing in keywords, the

task for the computer is not easy. We know what the words we have typed

in mean and we have a clear view of what the document we want to retrieve

should contain. For the computer words are just combinations of characters

separated by white space that appear together in large quantities, now and then

mixed with dots, commas, question marks etc. The combination of characters is

received by the computer and matched against the document collection. If the

same combination of characters is found in one of the documents, this document

is returned.1

People may use a wide variety of terminology to describe the same concept.

Furnas et al. (1987) have shown that the probability that people will use the

same term to describe the same concept is less than 20%. So if a search engine

relies on matching words from the user’s query with words in the document

only, it runs a very high risk of missing relevant documents due to differences

in terminology. This is why we would like the computer to understand that

infants and babies are the same things. If a user asks information about infants,

documents with information about babies should be returned as well.

We would like to contribute to the modeling of natural language. We would

like to make the computer deal a little bit better with natural language. We

could have aimed at making the computer understand how sentences are struc-

tured (parsing), or what social conventions lie beneath conversations people

have (dialogue), but we chose to start with the building blocks of language: the

words. We want to contribute to modelling the world of words.

1.2 The meaning of words

We want to build a model of the world of words in which words that are related

to each other are close to each other. For example, chairs and tables are things

that are related to each other, we want the words chair and table to be close

in our world of words. Moreover, words that refer to the same things such as

1Of course people have been working on search engines for some time, and the techniques
behind it are not that simple. Sophisticated techniques, for example, techniques based on
popularity of documents, are implemented to make the chances of finding relevant documents
higher.
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infant and child should be even closer. Lastly, we want to model associations

people have with words. There is an association between sun and heat in many

people’s heads. We want to capture these associations in our model.

We already noted that humans learn the meaning of words through ex-

perience. People have sensory systems for vision, hearing, touch, taste, and

smell, that give them a rich perception of the world around them. Although

a computer could be equipped with camera’s, microphones, and so on, it is

questionable whether it would be able to perceive the world as we do. For our

purpose of building a model of the world of words we give just text as input

to the computer, just combinations of characters limited by white space and

punctuation. With this input we hope that it will be able to build a world of

words.

Does the world of words capture the meaning of words? There have been

many debates on what the meaning of a word exactly is. Is it the definition

we find in dictionaries? Is it the mental image a person or a group of people

have of it? We will use the term meaning repeatedly in this thesis. With this

we do not pretend to greater knowledge than the relations between words, as

they are found in our world of words. Because these relations hold between

words (the lexical elements) by virtue of their meaning (semantics), this type

of information is referred to as lexico-semantic knowledge.

1.3 Automatic acquisition

How do we want to make a computer infer a model of the world of words from

text? The magic word is context. The context of a word are the words that are

found close to it in text. We want to determine the meaning of a word in terms

of its relation to other words by looking at its context. For example, the word

to drink appears in the context of words such as milk, water, coffee, tea etc.

Immediately we can see that these words have something in common: They are

all liquid.

The idea that the context of words is the key to grasping their meaning is

conveyed by the following example of an unknown word X in context.

(1) These figures show X use among different age groups.

Some of the more immediate effects of X use may include a feeling of

euphoria, a loss of concentration, relaxation.

The project provides information on subsequently tobacco, alcohol, X,

and gambling for Secondary School students.
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From these example sentences, we can infer that we are dealing with some kind

of psychoactive product, that is brought in relation with alcohol and gambling.

The distributional hypothesis (Harris, 1968) lies behind the idea that

the context of words tells us what they mean as well as the Firthian saying: You

shall know a word by the company it keeps (Firth, 1957). The way words are

distributed over contexts tells us something about their meaning. The methods

that are based on this hypothesis are called distributional methods.

Note that we are interested in words that share the same contexts and not

words that appear in the same context together. The two cases are referred

to by the terms second-order and first-order affinities (Grefenstette,

1994b), respectively. There exists a first-order affinity between words if they

often appear in the same context, i.e. if they can often be found in the vicinity

of each other. Words that co-occur frequently such as orange and squeezed have

a first-order affinity. First-order affinities have, for example, been studied by

Church and Hanks (1989) and Sahlgren (2006). There exists a second-order

affinity between words if they share the same first-order affinities. These words

need not appear together themselves, but their environments are similar. Orange

and lemon appear often in similar contexts such as squeezed and juicy.

Often semantically similar words such as synonyms do not appear in the

same text. They do not have a first-order affinity. For example referee and

umpire are two words for the same function, but games either choose for the

one term or the other. One will not often find the two terms together in a single

text. Measuring the extent to which these two terms co-occur with words such

as play and score, i.e. determining their second order affinity, will give us a

better indication of their semantic similarity. We will be mostly concerned with

second-order affinities in this thesis.2

So, what we want to do is feed the computer large amounts of texts. We

want it to deduce from these texts what words are found in the same context.

Based on these co-occurrences we want it to build a model of relations between

words.

1.4 Types of lexico-semantic information

We explained in the previous section that the context is our key to finding the

meaning of words. Now, context can be defined in several ways. The way we

decide to define the context determines the type of lexico-semantic knowledge

we will retrieve.

For example, one can define the context of a word as the n words surrounding

2As they are a by-product of the syntax-based method, we will use a special type of first-
order affinity for the QA system in Chapter 6, i.e. categorised named entities.
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it. In that case proximity to the headword is the determining factor. We refer to

these methods that use unstructured context as proximity-based methods.

Other terms used to refer to this method are bag-of-words method, co-

occurrence method, and window-based or word-based method.

Another approach is one, in which the context of a word is determined by

syntactic relations. In this case, the headword is in a syntactic relation to a

second word and this second word accompanied by the syntactic relation form

the context of the headword. We refer to these methods as syntax-based

methods.

Kilgarriff and Yallop (2000) use the terms loose and tight to refer to the dif-

ferent types of semantic similarity that are captured by proximity-based meth-

ods and syntax-based methods. The semantic relationship between words gen-

erated by approaches that use unstructured context seems to be of a loose,

associative kind. These methods tend to find nearest neighbours that belong to

the same subject fields. This type of similarity is also referred to by the term

topical similarity. For example, the word doctor and the word disease are

linked in an associative way and part of the same subject field. Methods using

syntactic information have the tendency to generate tighter relations, putting

words together that are in the same semantic class, i.e. words that are the same

kind of things. Such methods would recognise a semantic similarity between

doctor and dentist (both professions), but not between doctor and hospital or

disease. Mohammad (2008) refers to the looser type of relatedness as semantic

relatedness and to the tighter relations as semantic similarity.

A third method we have used is the alignment-based method. Here,

translations of words, retrieved from the automatic word alignment of parallel

corpora are used to determine the similarity between words. This method results

(idealy) in even more tightly related data, as it mainly finds synonyms.

We have dedicated three chapters to three different ways of defining con-

text and we will show the difference in nature of the lexico-semantic knowledge

resulting from it.

1.5 Application

We explained in section 1.1 that models of natural language are useful for com-

puter applications, where the user communicates with the computer by means

of natural language. We gave the example of search engines, where people type

in keywords hoping to retrieve documents relevant to their information need.

The application we will be concerned with in this thesis is question answer-

ing (QA). Our work is embedded in the framework of the IMIX (Interactive
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Multimodal Information eXtraction3) project in which our group is responsible

for question answering for Dutch. Question answering is a challenging task,

which has received significant attention in the last few years. An example of

this attention is the Cross-Language Evaluation Forum (CLEF4) that provides a

testbed for question answering systems in multiple European languages. Ques-

tion answering is related to search engines and the task of information retrieval,

but there are two main differences.

One of the main differences between search engines and question answer-

ing systems is that an answer to the user’s question and not a list of relevant

documents is retrieved. Question answering tries to find the exact answer to

the user’s question and nothing but the exact answer in a large text collection.

Another equally important difference between search engines and question an-

swering is the fact that the system is designed to deal with full-fledged questions

in natural language and not just keywords.

Figure 1.1: System architecture of Joost.

In Figure 1.1 we can see the architecture of Joost depicted. All components

3http://www.nwo.nl/imix
4http://clef-qa.itc.it

http://www.nwo.nl/imix
http://clef-qa.itc.it
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in our system rely heavily on syntactic analysis, which is provided by Alpino Van

Noord (2006), a wide-coverage dependency parser for Dutch. We parsed both

question and document collection with Alpino. We will now give a brief overview

of the components in our QA system. The components will be explained in more

detail in Chapter 6 in sections 6.4 up to 6.7, where the application of lexico-

semantic information to each component will be discussed.

The first processing stage is question analysis. The input to this com-

ponent is a natural language question in Dutch, which is parsed by Alpino.

The task of question analysis is to determine the question type and to identify

keywords in the question. Questions are classified according to the expected

answer type. A question like What country is the biggest producer of vodka?

would be classified as a LOC question, because the expected answer type is a

named entity of the type location.

From question analysis we can take two directions. Depending on the ques-

tion type the next stage is either passage retrieval or table look-up.

Answers to highly likely questions for which fixed patterns can be defined, are

stored in tables before the question answering process takes place. If the ques-

tion is classified as a question for which tables exist, it will be answered by table

look-up. For all questions that cannot be answered by table look-up, we follow

the other path through the QA-system to the IR component.

The final processing stage in our QA-system is answer extraction and

selection. The input to this component is a set of paragraph IDs, either

provided by off-line QA or by the IR system and the output is an exact answer

string. Several features are used to rank the extracted answers. Finally, the

answer ranked first is returned to the user.

We explained how a search engine can benefit from lexico-semantic informa-

tion to overcome the terminological gap, i.e. the fact that a user’s terminology

to describe an information need is often very different from the terminology

used in the document that fulfills the information need. We believe that lexico-

semantic information can help finding better answers to a user’s question for

the task of QA.

Also, we believe that the type of lexico-semantic information needed depends

on the nature of the component of the QA system. For example, we expect that

the passage retrieval component will benefit from associative relations between

words, whereas the answer matching and selection component will probably

benefit from tighter semantic relations, such as synonymy. Expanding a ques-

tion, such as What populations waged war in Rwanda?, with associations found

in the corpus, such as Hutu and Tutsi, is beneficial for passage retrieval. It

will raise the chances of finding the right document if we include associations

that in fact hold the answer to the question. However, for answer matching and
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selection we would rather find synonyms for waged war and populations to be

able to account for surface variation when matching the dependency relations

of the question and the candidate answer.

1.6 Research questions

We will study three different distributional methods for the automatic acquisi-

tion of lexico-semantic information. The difference between the three methods

lies mainly in the way we define the context. We will give a characterisation of

the information that stems from these methods and we will evaluate the results

on several gold standards.

With regard to the application we are working on, i.e. question answering,

we would like to know, what type of lexico-semantic information, if any, helps

to improve the system. The question answering system is composed of several

components. We would like to see what type of lexico-semantic information is

useful for what component.

In summary, the proposed research questions are:

• What type of lexico-semantic information stems from the different distri-

butional methods?

• What lexico-semantic resources are most useful for which components in

QA?

1.7 Overview of chapters

Chapter 2 provides background information on the lexico-semantic information

we will consider in this thesis. We will explain what lexical elements we will

focus on and what semantic relations between them we will try to discover. We

will describe some existing resources for lexico-semantic information, and finally

we will discuss how we will evaluate the automatically acquired lexico-semantic

information.

The three following chapters describe the three methods we have used in

order to acquire lexico-semantic information. Each chapter will introduce the

method under discussion and give a summary of related work. The methodology

will be described, as well as the evaluation framework. Results will be given

for evaluation on several gold standards. In the last section of each chapter

conclusions will be drawn.

Chapter 3 begins by discussing the syntax-based method. Chapter 4 will

be concerned with the alignment-based method. Chapter 5 will explain how

we used the proximity-based method to acquire lexico-semantic information.
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After having shown the type of lexico-semantic information that stems from

the three methods, we will apply the lexico-semantic information to the task

of question answering in Chapter 6. We will give an overview of the various

components that the question answering system is composed of. For each com-

ponent we will show what type of lexico-semantic information is most useful.

Chapter 7 summarises and discusses the main results from this thesis.

We wanted to include some work in progress that we found particularly

interesting. We have dedicated Chapter 8 to these unfinished sympathies.
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